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Abstract

Wireless Sensor Networks (WSNs) have evolved into large and complex systems and
are now one of the major technologies used in Cyber-Physical Systems (CPS) and the
Internet of Things (IoT).

Extensive research on WSNs has led to the development of diverse solutions for all
layers of software architecture, including protocol stacks for communications. For exam-
ple, more than one hundred distinct medium access control protocols and fifty routing
and transport-level solutions have been proposed. This multitude of solutions is due to
the limited computational power and restrictions on energy consumption that must be
accounted for when designing typical WSN systems. The performance of a given high-
level application task may depend strongly on the specific composition of the system’s
protocol stack, the run-time specifics of the underlying operating system, and the poten-
tial non-deterministic behavior of the devices used in the network. This makes it very
difficult to identify the optimal software architecture for any particular situation. In
many cases, software components must be developed specifically for each combination of
task, environment and hardware. It is therefore challenging to develop, test, and validate
even small WSN applications and this process can easily consume significant resources.

This dissertation investigates various approaches for making the testing and validation
of large scale WSN systems more efficient. The theoretical contribution presented is a
method that enables the accurate reproduction of phenomena occurring inside real sensor
node hardware and software at all layers of abstraction. This will expedite the design,
development, and testing of WSN functionality.

The main technical contribution is a prototype of a simulation framework named
Symphony, which implements the proposed method. The framework’s key feature is
its ability to perform ultra-large scale holistic experiments on WSN functionality with
millions of nodes using configurable levels of abstraction. The behavior observable using
Symphony is very similar to the run-time behavior that developers would observe in
reality. This is achieved via the virtualization of real-world operating systems and by
using measurement-based hardware emulation and software component models.

The impact of this dissertation is twofold. First, the proposed methodology and
associated development framework will facilitate the education and training of specialists
in the future IoT. Second, from a more long-term perspective, the thesis paves the way
to solutions for several critical problems that have been highlighted in many strategic
research agendas concerning the development of future industrial systems, including the
streamlined validation of equipment and service interoperability across different vendors
and application domains, and the rapid integrated design of future large scale CPS.
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Chapter 1

Thesis Introduction

1.1 Introduction

Wireless Sensor Network (WSN) technology has evolved rapidly during the last few
decades, from its starting point in the acoustic sensors used by the military during the
Cold War to modern solutions used in home automation, health care, environmental
monitoring, and intelligent transportation systems. This rapid development has enabled
it to become one of the major technological components of Cyber-Physical Systems (CPS)
and the emerging Internet of Things (IoT).

In general, a wireless sensor node is a low power device with computationally limited
hardware assets. The node is designed to be small in size with low power consumption,
facilitating the transparent integration of the WSN into the monitored environment.
Wireless sensor nodes are normally powered by batteries and may have different energy
harvesting capabilities. The limited capacity of the nodes’ batteries necessitates the use
of specialised approaches in the design of their software and hardware systems.

Research in fields such as Cyber-Physical Systems and the Internet of Things has
been enabled by rapid increases in the power and sophistication of WSNs. Both fields
can be regarded as extensions of conventional WSNs that introduce much higher levels
of systemic complexity. Cyber-Physical Systems are networks of sensors and actuators
that observe, communicate with, and control physical aspects of environment. They
are typically regarded as complex systems consisting of embedded devices, middleware
systems (such as gateways, relays, etc.) and backend systems. While Cyber-Physical
Systems are strictly hierarchical, the Internet of Things is seen as a loosely connected
pervasive collection of things and objects that communicate in order to achieve common
goals. Common features of WSNs, CPS and the IoT are their reliance on nodes with lim-
ited hardware resources, inter-node communications, and communications with backend
systems. The limited computational capabilities of the nodes, together with the broad
range of applications they may have to run (all of which have different performance re-
quirements), significantly increase the complexity of developing, testing and deploying
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4 Thesis Introduction

such systems.
In a perfect world, systems and applications would be developed without errors and

bugs. However, due to the complexity of these systems, errors and bugs are inevitable
and usually numerous. There is a wide range of methods and tools for testing individual
sub-systems of WSNs/CPS/IoT. For example, embedded systems can be tested using
simulation tools that are incorporated into their operating systems, backends can be
tested with traffic generators, and protocols and algorithms can be modeled and assessed
using mathematical tools. However, many errors are hard if not impossible to capture
with standard simulations or mathematical tools. One class of errors arises from the
limitations of the hardware used in the devices, such as errors in message exchange due
to time drift. These are extremely hard to detect without studying a real, implemented
system for an extended period of time. Even quite simple endianness errors can easily be
missed in simulations and only become apparent once the real system has been deployed.

To develop a complete system featuring embedded devices, gateways, and a backend
system, one must have expertise with every aspect of the technologies used within the
system and with testing methodologies. Many of these technologies are still in the early
stages of development, so it is also important to identify the best ways of educating the
future engineers of the Internet of Things in order to ensure continued progress in this
area of research.

This dissertation investigates various approaches for improving the process of testing
and validating large scale WSN systems. More specifically, the work presented herein
was conducted to address the following research questions:

• Question 1: How does simulation and modeling affect the correctness of overall
system performance analyses?

• Question 2: What is the best way of achieving a higher level of realism in simu-
lations of wireless sensor networks?

• Question 3: How can one perform simulations of global M2M systems with mil-
lions of devices?

• Question 4: What is required to enable the training of specialists in the coming
Internet of Things and future Intelligent Industries?

1.1.1 Scope of the Thesis

This thesis focuses on the development of methods for the holistic testing of large scale
WSN systems in real-time. There is a particular emphasis on real-time methods and tools
that can be used in co-testing and simulations involving real deployed systems. Hardware
modeling methods are presented that allow emulated devices to generate realistic sen-
sory data, enabling their use in co-simulations with existing backend systems or sensor
networks. In addition, there is a focus on increasing the affordability and accessibility of
large-scale simulations and facilitating the sharing of results and configuration data.
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Mathematical methods, static and symbolic code analyses, general purpose simula-
tions, and other tools for debugging and testing are still crucial in research and devel-
opment. The frameworks, methods and tools proposed in this thesis are intended to
facilitate the later stages of WSN design and development and to enable holistic testing
of the designed system.

1.2 Contributions

This thesis describes various approaches for making the testing and validation of large
scale WSN systems more efficient. The theoretical contribution presented is a method
that enables the accurate reproduction of phenomena occurring inside real sensor node
hardware and software at all layers of abstraction. This will expedite the design, develop-
ment, and testing of WSN functionality. The main technical contribution is a prototype
of a simulation framework named Symphony, which implements the proposed methods.
The framework’s key feature is its ability to perform ultra-large scale holistic experiments
on WSN functionality with millions of nodes using configurable levels of abstraction. The
behavior observable using Symphony is very similar to the run-time behavior that de-
velopers would observe in reality. This is achieved via the virtualization of real-world
operating systems and by using measurement-based hardware emulation and software
component execution models.

1.2.1 Publications included in the thesis

Figure 1.1 illustrates the connections between the articles included in the thesis and how
they contribute to answering the research questions. The blue arrows indicate knowledge
carryover, and the corresponding core input is described next to the relevant arrow. Green
arrows indicate the paper’s contribution to answering the indicated research question.

Paper A [PUBLISHED]
E. Osipov, L. Riliskis, A. Eldst̊al-Damlin, M. Burakov, M. Nordberg, and M. Wang,
“An Improved Model of LTE Random Access Channel,” Proceedings of the IEEE
VTS Vehicular Technology Conference, 2013.
My contribution: I was primarily responsible for the concept and architecture of
the discrete-event simulator used to validate the mathematical models of RACHs
in LTE networks.
Relevance to the thesis: together with previous works, provides an answer to
question 1.

Paper B [PUBLISHED]
Z. Fan, L. Wenfeng, J. Eliasson, L. Riliskis, and H. Mäkitaavola, “TinyMulle: A
Low-Power Platform for Demanding WSN Applications,” in Wireless Communica-
tions Networking and Mobile Computing (WiCOM), 2010 6th International Con-
ference on. IEEE, Sep. 2010, pp. 1–5.
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My contribution:I provided technical expertise on TinyOS development and
hardware profiling.
Relevance to the thesis: supports the work presented in paper D.

Paper C [PUBLISHED]
L. Riliskis, J. Berdajs, E. Osipov, and A. Brodnik, Reality Considerations When
Designing a TDMA-FDMA Based Link-Layer for Real-Time WSN, ser. Lecture
Notes in Computer Science. Springer, 2012, pp. 93–96.
My contribution: I co-authored the protocol and designed its time-synchronization
feature. I was heavily involved in the research, design, and development efforts.
Relevance to the thesis: supports the work presented in papers D and E.

Paper D [PUBLISHED]
L. Riliskis and E. Osipov, “Symphony: Simulation, Emulation, and Virtualization
Framework for Accurate WSN Experimentation,” in Software Engineering for Sen-
sor Network Applications (SESENA), 2013 4th International Workshop on, 2013,
pp. 1–6.
My contribution: I am the main scientific and technological author of the frame-
work.
Relevance to the thesis: answers question 2.

Paper E [SUBMITTED]
L. Riliskis and E. Osipov, “Symphony: A framework for Accurate and Holistic
WSN Simulation,” submited Dec 2013.
My contribution: I am the main scientific and technological author of the frame-
work.
Relevance to the thesis: this work extends existing methodology, enabling more
realistic modeling during simulations. These advances underpin the work presented
in papers F and G.

Paper F [SUBMITTED]
L. Riliskis and E. Osipov, “Maestro: Orchestration of Large Scale Simulations with
Symphony,” submited Oct 2013.
My contribution: I am the main scientific and technological author of the frame-
work.
Relevance to the thesis: provides the bulk of the material used to answer ques-
tion 3.

Paper G [PUBLISHED]
E. Osipov and L. Riliskis, “Educating Innovators of Future Internet of Things,” in
2013 Frontiers in Education Conference (FIE 2013), Oklahoma City, USA, Oct.
2013.
My contribution: I acted as a co-author during the development of the course
curriculum and was the main developer of the tools used in the course.
Relevance to the thesis: provides the bulk of the material used to answer ques-
tion 4.
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Figure 1.1: Relationships between the articles included in the thesis and their contribu-
tions.

In addition to the papers listed above, I have contributed to the publication of 12
papers, one journal paper, and two articles that are currently being written. I have
contributed to the general scientific community by serving as reviewer for IEEE Com-
munications Letters, IEEE Transactions on Industrial Informatics, and the International
Journal of Distributed Sensor Networks. In addition, I acted as the TCP at Globecom
2014 and six other conferences. Since 2009 I have been a member of the core working
group for TinyOS. My industrial contributions include work conducted in the context
of three projects: Wireless Sensors and Actuators for Critical Infrastructure Protection
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1, iRoad 2 and WSN-LTE (in collaboration with Ericsson research). Moreover, I served
as an expert for the International Telecommunication Union within the UN; as a re-
viewer for the EU during the evaluation of the FP7 ICT Work Programme proposals;
and have helped to answer integrational questions relating to various industrial projects.
My pedagogical contributions include assisting in the teaching of 8 courses, supervising
four masters’ theses, and supervising more than 30 students on different projects. At
the faculty level, I have contributed by participating in course development, serving on
Ph.D. boards at both the local and national levels, assisting with student recruitment,
organizing programming competitions for students, and conducting research on future
IT infrastructure for higher education.

1.3 Research Methodology

Figure 1.2: Illustration of the research methodology adopted in this thesis.

Two separate approaches to research were used in the work presented in this thesis,
as shown in Figure 1.2. First, the current state of the art in virtualization, emulation,
simulation, time synchronization and data feeds was reviewed. Second, experience gained

1
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1.3. Research Methodology 9

by working on projects that aimed to solve practical problems was used to determine what
can be achieved with current state of the art technologies and what practical advantages
they offer.

Work done in solving practical problems such as that reported in papers A through
C represents a contribution in and of itself. The challenges that were encountered during
these projects also highlighted some of the deficiencies of existing methods and provided
insights into how such methods should be designed.

Paper A describes a project conducted in collaboration with Ericsson AB whose pur-
pose was to investigate the feasibility of using LTE networks for machine-to-machine
communication in WSNs. This entailed the use of state-of-the-art mathematical mod-
eling and simulation methods to predict the behavior of LTE networks. Our results
demonstrated that it is very hard to capture the non-deterministic behaviour of real net-
work components using mathematical models, which is something that must be taken
into account when designing methods for the accurate simulation of WSNs. This problem
is exacerbated by the difficulty of verifying mathematical models and simulations because
there is a lack of tools or methods that support seamless transitions between models, sim-
ulations, and real network implementations. Proprietary simulators may be very reliable
for specific applications and hardware. However, they are hard to extend and it may be
difficult to share their results with others due to their reliance on proprietary software.

The design of new communications protocols usually proceeds in four phases: math-
ematical modeling (as described above), simulation using a general purpose network
simulator, experimentation with lab-scale deployments, and fine tuning after the real de-
ployment. Paper B describes the final stages in the deployment of a new WSN and builds
on previous publications that discussed the other stages of protocol design and deploy-
ment. Although the use of state-of-the-art design methodologies yielded a theoretically
sound MAC protocol and promising results were obtained in preliminary simulations,
the practical implementation of the protocol revealed that an unforeseen combination
of software- and hardware-related restrictions was creating adverse effects on network
performance that necessitated a redesign. This result clearly demonstrated that even
when state-of-the-art methods are employed in the design stage, the use of simulation
tools that cannot properly model the real hardware and software together can result in
a failure to reproduce real-world performance and may not be sufficient to guarantee the
identification of significant problems prior to deployment.

Paper C describes a new low power consumption wireless sensor node that is capable
of operating in a low power listening mode and runs TinyOS. In the context of this thesis,
this work was conducted to assess existing simulation and emulation tools, to determine
the appropriate levels of abstraction in WSN simulation, and to identify effective methods
for assessing the performance of WSN node software and hardware simultaneously.

1.3.1 Impact of the Dissertation

The impact of this dissertation is twofold. First, the proposed methodology and the
associated development framework will facilitate the education and training of specialists



in the future Internet of Things. Second, from a more long-term perspective, the thesis
paves the way to solutions for several critical problems that have been highlighted in
many strategic research agendas concerning the development of future industrial systems,
including the streamlined validation of equipment and service interoperability across
different vendors and application domains, and the rapid integrated design of future
large scale Wireless Sensor Networks, Cyber-Physical Systems and Internet of Things.

Thesis Outline

The rest of the thesis is organised as follows: Chapter 2 elaborates on the technological
background to the studies presented. Chapter 3 outlines the contributions that led the
author to conduct the studies that form the basis of the thesis. Chapters 4 and 5 detail
the main contributions of the thesis. Finally 6 presents concluding remarks.

List of Publications Not Included in the Thesis

[1] L. Riliskis and E. Osipov, “ Coexistence of cloud technology and IT infrastructure
in higher education ,”,Frontiers in Education Conference (FIE), 2013 IEEE vol.,
no., pp.805,807, 23-26 Oct. 2013 doi: 10.1109/FIE.2013.6684937.

[2] E. Osipov, L. Riliskis, D. Kleyko, and N. Lyamin, Packet-less medium access ap-
proach for dependable wireless event passing in highly noisy environments, ser. Tech-
nical report / Lule̊a University of Technology. Lule̊a tekniska universitet, 2012.

[3] K. Wolosz, U. Bodin, and L. Riliskis, A measurement study for predicting throughput
from LQI and RSSI, ser. Lecture Notes in Computer Science. Springer, 2012, pp.
89–92.

[4] D. Kleyko, N. Lyamin, E. Osipov, and L. Riliskis, Dependable MAC layer architec-
ture based on holographic data representation using hyper-dimensional binary spatter
codes, ser. Lecture Notes in Computer Science. Springer, 2012, pp. 134–145.
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Chapter 2

Technologies Discussed in the
Thesis

The previous chapter described the thesis’ contents and aims, and outlined the con-
tributions presented in the included papers. This chapter presents the technological
background of the thesis work, with each section providing an introduction to a specific
area of research. The aim is to give a holistic overview of each field while also explaining
the issues that prompted the undertaking of the research presented in Chapter 3.

2.1 The Internet of Things and Cyber-Physical Sys-

tems

The Internet of Things and Cyber-Physical System are new areas of study that have
emerged from advances in research on networked embedded systems such as the Wireless
Sensor Networks that are discussed at length elsewhere in this thesis. They utilize the
technologies of embedded systems as the foundations for new concepts, applications and
services.

The process by which the Internet of Things has evolved (and is still evolving) from
simple embedded systems to its current state is depicted in Figure 2.1. The process
begins with Embedded Systems such as automatic lighting control systems based on
IR sensors. These embedded sensing and actuation systems have their origins in various
military-sponsored projects conducted at the end of 1980’s. For example, during the
Cold War the US government developed acoustic sensors for submarine surveillance and
later designed and built radar-based air defence systems.

During this period, the military sought to determine whether the Transmission control
protocol (TCP)/Internet Protocol (IP) protocol stack that had been developed for the
Internet could also be used in the context of sensor networks. The aim was to assess the
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Figure 2.1: The evolution of embedded systems.

scope for developing autonomous low-cost distributed sensor networks. Other research
on sensor networks focused on signal processing, distributed computing, and location
tracking [1, 2].

Advances in sensor research in the late 1990’s and early 2000’s resulted in the de-
velopment of a new generation of sensor network technologies. Sensors became much
smaller in size and began to include integrated sensing, networking, and processing func-
tionalities. Such nodes could be used in different network topologies and had battery
lifetimes ranging from several days to several weeks.

The ongoing progress in sensor research has had remarkable consequences. Modern
sensor nodes can be as small as a dust particle in size [3, 4]. Many sensor nodes are
equipped with wireless transceivers and use energy harvesting techniques to recharge
their batteries, extending network lifetimes from several months to several years. These
advances provided the foundations of the second building block of the IoT: Networked
Embedded Systems. Networked embedded systems with sensory capabilities serve as
technological keystones and building blocks that can be used in diverse contexts, allow-
ing their rapid adaptation to accommodate new concepts and areas of usage. Networked
embedded systems already have many applications, and the incorporation of wireless
networking will open the door to several others. Some examples of their uses by the mili-
tary include monitoring hostile and friendly forces and the detection of chemical, nuclear,
or biological attacks [5]. Their civilian applications include but are not limited to envi-
ronmental monitoring (microclimatic surveillance and research, agricultural applications,
and the detection of fires or floods) [6], health care (monitoring patients’ physiological
health, tracking doctors and patients inside hospitals, drug administration) [7], home
automation (light control, remote control, smart energy etc) [8], and industry (inven-
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tory control, vehicle tracking and detection, traffic flow surveillance, and environmental
control in farming) [9]. The only aspects of the IoT and/or CPS that are discussed in
the remainder of this thesis are those that use wireless sensor devices as an enabling
technology.

The concepts of the IoT and CPS are still relatively new and lack mature and clear
definitions. Consequently, different researchers have proposed different definitions of
both terms [10, 11]. Some of the most influential perspectives on these technologies are
summarized below.

Helen Gill of the US’ National Science Foundation introduced the concept of Cyber-
Physical Systems [12]. CPS are commonly defined as complex, multi-disciplinary, physi-
cally-aware next generation embedded device systems that integrate embedded comput-
ing technologies with physical processes and phenomena. This integration involves (but is
not limited to) enabling the embedded system to observe, communicate with, and control
various aspects of physical systems. Cyber-Physical Systems are regarded as the “next
step” in the evolutionary process shown in Figure 2.1. They have diverse applications
[13] in areas such as smart grids and the control and monitoring of vehicular traffic.

Although the phrase Internet of Things was introduced in 1999 by Kevin Ashton [14]
and thus predates the concept of CPS, the IoT is nevertheless considered to represent
a more advanced stage in the overall evolution of systems based on embedded devices.
According to Ashton’s concept, the IoT arises when things and objects are uniquely
identified in an Internet-like structure. Over time, the concept has been expanded and
now refers to a ubiquitous and widely distributed network of things and objects that
interact cooperatively with one-another to achieve common goals. The IoT is regarded
as the most advanced stage in the evolution of Networked Embedded Systems [15] and
is therefore shown at the top of the technological hierarchy depicted in Figure 2.1. It
will affect a wide range of things, ranging from personal networked devices such as smart
watches and other wearable items to smart homes containing networked household devices
and complex systems such as smart cities (which will have numerous Cyber-Physical
subsystems) [16, 17].

Figure 2.2 shows an example of a Cyber-Physical System for monitoring traffic. By
distributing such systems across a whole city, one could create a so-called smart city.
Part of this thesis is based on the author’s experiences of building a system of this type
[18, 19, 20]. In the following section, this example is used to discuss various technological
areas relating to networked embedded systems and their contribution to the evolution of
the Internet of Things.

In the scenario shown in Figure 2.2, embedded devices are placed along a road. The
devices are equipped with solar panels and thus have long operational lifetimes. They
also have sensors such as accelerometers and magnetometers. This enables them to col-
lect and record sensory data when a car passes by them, and use these data to determine
properties of the vehicle such as its type, velocity, and position on the road [21, 22]. The
acquired sensory data are transmitted to a gateway using a low-power radio technology
known as ZigBee [23]. The gateway in turn can aggregate these data and forward them
to a backend system where they are processed and stored. The purpose of the gateway
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Figure 2.2: A Cyber-Physical System for traffic monitoring.

is to form a bridge between the various radio interfaces used for communication with
and between the various low-power devices in the network and the wider Internet. In
this scenario, various methods for connecting the gateway to the Internet were evaluated,
including General Packet Radio Service (GPRS) [24] and Universal Mobile Telecommuni-
cations System (UMTS) [25]. In addition, preliminary experiments using an Long Term
Evolution (LTE) connection were conducted to evaluate the potential of this emerging
network technology. Ideally, the embedded devices would be equipped with a radio tech-
nology that would enable them to exploit existing radio communications infrastructure
such as the LTE network. This could significantly reduce the overall complexity of the
system. Due to the nature of low-power devices, the sensory data processing capabili-
ties required to calculate the properties of a detected vehicle and its trajectory cannot be
maintained on a sensor node. Therefore, given the real-time nature of the system, it must
be designed, developed, and tested holistically. Unfortunately, this is hard to achieve be-
cause it requires considerable expertise in hardware design, signal processing, embedded
device programming, low-power communications and the properties of radio systems, as
well as expertise with distributed backend systems and so on. A great diversity of tech-
nologies and devices have been developed for WSN/IoT/CPS applications because each
such application has unique characteristics and because the embedded devices that are
used in such systems have very limited computational power. These factors make the
development of such systems very time-consuming and intellectually demanding because
it is essential to tailor each solution to the unique demands of the application at hand
while also ensuring holistic system interoperability.
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Figure 2.3: The Mulle node is used in the iRoad project [30], which is described later
in this thesis. The left hand image depicts the hardware platform; the right hand image
shows the device in its protective casing.

2.1.1 A Note on the Internet of Things

The Internet of Things represents a very broad area of research and encompasses a wide
range of technologies. These range from things (e.g. hardware devices), which may be
connected via Ethernet [26], Bluetooth [27], ZigBee, WiFi, or some other networking
technology, to higher levels of abstraction such as Operating Systems, middleware, sig-
nal processing tools, and so on. In this thesis, wireless sensor networks are treated as
technological domains in their own right. Hardware devices form the lowest level of ab-
straction within this domain. The network level lies above them and is the level at which
applications are built. These applications are designed with a global perspective and
fulfill functions such as gathering data from the local sensor network and processing it
to obtain useful information. Cloud computing facilities are used to provide the backend
infrastructure that supports the WSN domains. Data gathered by the sensor nodes is
typically relayed to this backend via a gateway, which connects to the underlying sensor
network via existing communication infrastructure. The technologies used to achieve this
are discussed in the following sections.

2.2 Things: The Software and Hardware Compo-

nents of the Nodes

The wide range of applications of Wireless Sensor Networks is reflected in the existence of
a great variety of different hardware platform architectures, operating systems, network
architectures, and paradigms. Currently, there is no standard hardware platform for
WSN and there are several popular wireless sensor nodes that vary in size, computational
power, and energy consumption. The most popular wireless sensor node architectures
are Mica, MicaZ, TelosB [28], and Iris [29].
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2.2.1 Hardware Components of Wireless Sensor Nodes

A typical wireless sensor node has five main components - the Microcontroller (MCU),
memory, transceiver, sensors and/or actuators, and battery. This section provides a
general description of these components, along with a more detailed discussion of the
specific hardware used in the Mulle sensor node platform that was developed for use in
the iRoad project, which is discussed later on in this thesis.

• Microcontroller: The microcontroller is the core of a wireless sensor node. It
processes data, regulates access to resources, and reacts to hardware interrupts.
The internal clock frequency of Mulle’s Renesas [31] microcontroller is 20MHz.
The energy consumption of the microcontroller under full load is only 300mW.

• Memory: There are three different types of memory. Random Access Memory
(RAM) - is not capable of storing data when unpowered. It is used for temporary
data caching and storage during operation. ROM - Read-Only Memory - stores
program code and is read during the node’s boot up and during the execution of
the program code. EEPROM - Electrically Erasable Programmable Read-Only
Memory - is comparatively slow memory that is used to store and retrieve larger
amounts of data. Mulle is equipped with 47K of RAM, 512K of ROM, and 2MB
of flash memory.

• Communication Device: Mulle is equipped with an ATMEL RF212 transceiver
[32] that operates in the European SRD Band (863-870 MHz) at data rates rang-
ing from 20 kb/s to 1000 kb/s depending on the distance and modulation scheme
used. Its current consumption depends on the state of the transceiver, ranging
from 2μA in the sleep state to 17mA during transmission. The time required
to change transceiver states is an important property to consider when design-
ing a MAC protocol. For example the transceiver’s start-up time of 510μs and
channel-changing time of 90-800μs have significant effects on the performance of
Time Division Multiple Access (TDMA)- and Frequency Division Multiple Access
(FDMA)-based protocols.

• Sensors: Mulle is equipped with a temperature sensor, an accelerometer and a
magnetometer. Both sensors are passive and omnidirectional. A passive sensor
must be read and its output compared to some threshold value in order to char-
acterize a given physical phenomenon. Moreover, to detect interesting changes in
the properties of its environment, a sensor may need to be sampled frequently.
The timing of this sampling may have a profound impact on the ability of a signal
processing algorithms to extract the desired information from the sensor’s output.

• Power Supply: The power supply is a crucial component of any wireless sensor
node. Mulle has a rechargeable battery and is equipped with a solar panel. This
component does not directly affect the performance of communication protocols;
instead, it defines the overall lifetime of the node.
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Table 2.1 compares the properties of some popular network sensor nodes that are
available today.

Table 2.1: A comparison of existing wireless sensor nodes.

Platform MICAz TelosB TinyMulle

Size [mm] 58 x 32 x 7 65 x 31 x 6 26 x 24 x 6

CPU type 8bit Atmel AT-
mega128L

16bit TI MP430 16bit Renesas
M16C/62P

CPU max speed [MHz] 8 8 10 (20)

SRAM [kB] 4 10 31

Flash [kB] 128+4 48+16 384+4

Ext. flash [MB] 0.5 1 2

Transceiver CC2420 802.15.4 CC2420 802.15.4 AT86RF230 802.15.4

Bandwidth [kb/s] 250 250 220

Power T/R [mA] 17.4 / 18.8 17.4 / 18.8 16.5 / 15.5

Power sleep [μA] 27 5.1 4.0

OS support TinyOS TinyOS TinyOS, lwIP

On-board sensors - - Temperature, ac-
celerometer, battery
voltage

2.2.2 Operating Systems

The growing interest in WSN research has resulted in the development of many operating
systems over the last decade. The selection of a suitable operating system is vital when
aiming to create a dependable network architecture. This section briefly describes three
existing mainstream operating systems for wireless sensor networks: TinyOS [33, 34],
which is the de facto standard operating system in the research community, MANTIS
OS [35], and Contiki [36]. For a complete list of existing operating systems for WSNs,
see [37] and references therein.

Two different general operating system designs are used in WSN nodes: event-driven
and multi-threaded. In a purely event-driven system, specific tasks are executed by a
handler in response to either internal (a request from an internal event scheduler) or
external (HW interrupt) events. Once a particular event handler is called, the task’s
code is executed until it is completed. In the threaded approach, the execution of a task
can be interrupted and the processor resources it was using can be reallocated to another
task. The kernel is responsible for ensuring that the execution of different programs
remains consistent.

The following sections provide a cross-comparison of the three operating systems
mentioned above, with particular emphasis on the following factors:

• The underlying OS design paradigm;
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• The extent to which the OS is used in the WSN community;

• The structure of the OS and the ease with which its code can be updated;

• The programming concepts used to write applications for the OS;

• The scope for integrating the OS with general purpose network simulators.

TinyOS:

TinyOS is an operating system designed specifically for wireless sensor nodes at the
University of California, Berkeley. It has the following noteworthy properties:

• TinyOS is a component-based event-driven operating system. It implements a
concurrency model that allows for two distinct execution modes: synchronous and
asynchronous. In the synchronous mode, a scheduled computational task runs
until its completion. In asynchronous mode, a running task can be interrupted
by an external HW interrupt. In the event of an interrupt, CPU resources are
allocated to the interrupt handler code. Note that in TinyOS, there is no dynamic
context switching. This means that the programmer has to protect critical variables
manually (by using ”atomic” declaration) if there is a risk that they might be
modified when operating in asynchronous execution mode.

• A complete binary image of the TinyOS kernel, together with all of the necessary
applications, is built during compilation. When a sensor node needs a new func-
tionality that is not present in the original image, another complete image must be
downloaded to the node. Normally, a sensor node will have several binaries with
different functionalities stored in its rewritable flash memory.

• TinyOS specifies its own extensions to standard C, called NesC [38]. All TinyOS
applications are written in NesC. Upon compilation, the NesC code is translated to
ANSI C and the resulting intermediate file is compiled to the binary image using a
platform-specific compiler.

• In addition, TinyOS supports threading on top of its event-driven kernel.

The major advantage of TinyOS is its minimal code size compared to the other sys-
tems considered. Because the component-based design paradigm was adopted during its
development, only those components required by the applications to be run are included
in the build. The event-driven nature of the OS has proven to be efficient for a large
class of WSN applications.

The major limitation of a purely event-driven OS is that it is subject to problems
of application blocking during the execution of a time-consuming code. This problem is
especially severe in sensor nodes that are performing cryptographic operations. TinyOS
overcomes this problem by providing a threading interface.
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MANTIS OS:

MANTIS is an operating system developed at the University of Colorado using a design
paradigm that is almost directly opposed to that used in the development of TinyOS; it
is a purely threaded operating system.

• MANTIS was designed according to a time-sliced multithreading paradigm. In this
system, a running task can be interrupted during execution, with control being
moved to a concurrent task. When interrupted, the run-time context of the task is
saved and then restored when CPU resources become available once again. It has
the following noteworthy properties:

• MANTIS is currently a complete product; implementations are available for Mica
motes, and development environments are available for various major operating
systems.

• MANTIS has the structure of a general purpose operating system. It consists of a
kernel with functionalities that are common to all applications, device drivers, and
a set of applications that run as concurrent threads. The operating system enables
reprogramming (i.e. the updating of code) with different levels of granularity. In
extreme cases, either an entire binary image can be updated or a particular thread
can be reprogrammed. This dynamic reprogramming capability is implemented via
a system call library. Each application can write a modified code to this library
using system calls.

• The MANTIS kernel is written in standard ANSI C, as are its applications. This
makes the application development process relatively convenient and increases the
portability of code to and from other general purpose operating systems.

• MANTIS is supplied with its own development tool chain, which includes diverse
simulation and debugging facilities. For example, it is possible to perform hetero-
geneous experiments using both virtual nodes running as processes on stationary
PCs and real nodes that are running MANTIS OS. While the issue of integration
with a general purpose network simulator has yet to be addressed, the fact that
the OS and its applications are written in standard C suggests that this problem
should be solvable within a reasonable time frame.

The major advantage of MANTIS is that it eliminates the problem of application
blocking during the execution of computationally-expensive code. A conventional multi-
threading approach is used for the implementation of threads. Specifically, once a task is
interrupted, its run-time context is saved in RAM. When CPU resources become available
once more, the context is restored. In MANTIS, the context of a single thread consumes
128 B of memory. MANTIS can thus support up to several tens of concurrent threads
on a sensor node with 4 kB of RAM (Mica2 motes).
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Contiki OS:

Contiki is an operating system developed at SICS, the Swedish Institute of Computer
Science. It is an event-driven operating system that supports multithreading and has the
following noteworthy properties:

• Contiki offers a unique combination of the advantages of the event-driven and multi-
threading OS design paradigms. The kernel functions as an event scheduler that
passes CPU control to multiple concurrent threads. In contrast to the time-sliced
approach, control is transferred between processes by submitting an event to the
scheduler’s event list.

• Contiki is a relatively young operating system. Originally developed for the ”an-
cient” Commodore 64 platform, it was the only operating system with full IP net-
working capabilities for these computers. As of the time of writing, ports of Contiki
exist for all of the commonly used research sensor platforms. The system is supplied
with a full development tool chain for the Linux and Cygwin environments.

• Contiki’s structure is that of a typical personal computer OS. It consists of a com-
pact kernel with device drivers, common libraries and a set of applications. The
operating system can be reprogrammed (i.e. code can be updated) at different
levels of granularity. For example, it is possible to update the entire binary im-
age, specific drivers, and service libraries. Specific applications or OS components
can be dynamically replaced using the wireless network interface. The code is dis-
tributed as binary executable files. Upon receipt, the code is dynamically linked,
initialised, and launched by the operating system.

• The kernel and applications of Contiki are written in standard ANSI C. This makes
the application development process relatively convenient and increases the porta-
bility of code to and from other general purpose operating systems.

• Contiki comes with its own simulation tools. Development and debugging are
performed with the standard development tool chain for the specific sensor platform
being used. In the case of Telos motes based on a TI MSP 430 microcontroller,
an MSP-specific gcc compiler and debugger are used. As is the case with other
sensor OS, the issue of integration with a general purpose network simulator has
yet to be addressed in Contiki. However, the fact that the OS and its applications
are written in standard C suggests that this problem should be solvable within a
reasonable time frame.

Contiki’s kernel is larger than that of TinyOS but smaller than that of MANTIS.
Despite being only slightly larger than that of TinyOS, the Contiki kernel has a number of
functional advantages. The most important of these is the flexibility originating from the
combination of an event-driven kernel with the multithreaded library. In multithreaded
mode, each thread requires a separate stack. As in MANTIS, the size of the thread’s
context in RAM is 128 B. The license under which Contiki is distributed is less restrictive
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than that of MANTIS, and allows for contribution-oriented experimentation with the core
functionality of the operating system.

Contiki applications are compiled independently of the kernel. The resulting exe-
cutable binaries can be uploaded to the sensor nodes over the network. The size of
the transmitted code is much smaller than that of the kernel. This functionality makes
Contiki very suitable for a wireless sensor network with diverse target application areas.

Networking in Contiki is handled by a highly optimised and compact implementation
of the entire TCP/IP protocol stack, which is included as a part of the kernel. This can
be seen as both an advantage and, to some extent, as a limitation of the system. On the
one hand, it is nice to have a functional communication stack out of the box and to be
able to communicate with the sensor nodes using conventional network protocols. On the
other hand, the full TCP/IP stack is not always needed in wireless sensor networks and
therefore should be included in the architecture as an optional functional component.

A Note on operating systems for WSN

In the context of wireless sensor networks there are pros and cons to using each of the
operating systems described above. For example, the major advantage of an event-driven
OS is its low memory consumption during execution. However, the major disadvantage
of such an OS is the possibility that the execution of other tasks may be blocked when
servicing time-consuming processes such as cryptographic operations. The major ad-
vantage of a purely thread-based OS is the concurrent execution of multiple processes.
However, such operating systems also have disadvantages - notably, their high RAM use
during context switching.

TinyOS was selected for the networks whose development is reported in this thesis
due to its component-based design, large and active communities of developers and users,
and good documentation.

2.2.3 A Note on Things, aka Wireless Sensor Nodes

The Internet of Things and Cyber-Physical Systems are based on a variety of low-end
devices and network technologies. These may include “connected and smart” household
devices such as fridges, toasters, and ovens as well as personal networked devices such
as smart watches, physique monitoring devices and so on. In the context of this thesis,
different device classes are generalized to emphasize the point that all WSNs are based on
similar underlying technologies and present closely related challenges in their development
and optimization.

Based on our own experiences in developing complete WSN systems, we have identi-
fied several important gaps in existing research and development processes. In the most
common current approach, the hardware is developed first and then the operating system
is ported to the hardware design (e.g. by implementing new drivers), after which new
software is developed for the resulting system. This can give rise to several issues that
may be very hard to resolve. This is partly due to the very wide ranging expertise re-
quired but also because the node’s performance will depend strongly on the choice of OS,
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its computational power, and the identity of its other hardware components. However,
existing simulation tools and mathematical models do not account for the interactions
between these different components. This can make the network and hardware devel-
opment process lengthy and more intellectually challenging than it needs to be. The
problem is clearly illustrated by the diverse issues that have been encountered during
the deployment of new WSN technologies [39, 40, 41] and the relatively small scale of
existing WSN deployments [42].

Over the last decade, numerous protocols for use in WSNs have been proposed in
the literature. In most cases, their functionality was implemented and tested in artificial
environments or inside general purpose network simulators that cannot reproduce the
actual capabilities and performance of low-end devices. Details of these implementations
are not generally available [43]. This situation has been criticized extensively [44, 45, 39].
As a result, many practitioners have been forced to implement protocols from scratch,
highlighting the gap between simulator-specific implementations and implementation on
real hardware platforms [40, 41, 46, 47, 48].

2.3 Gateway Technologies: Backhaul Networks

Figure 2.4: The usage of gateways in systems of networked embedded devices.

As shown in Figure 2.4, gateways act as technological bridges between embedded
devices and the Internet. The preceding parts of this section described wireless sensor
nodes as the “building blocks” for the construction of CPS and the IoT and noted that low
power consumption is a key performance requirement for wireless nodes. This necessitates
the use of low power components for both computation and for communications. Current
low power radio communications devices lack the capabilities required to give nodes direct
access to the Internet. Although there is ongoing research aimed at giving nodes low-
power Internet connectivity via LTE or WiFi, these efforts have yet to yield practical
tools. Therefore, gateways are currently required in order to let wireless sensor networks
connect to the Internet.

Gateways are essentially miniaturized computing devices running common server op-
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erating systems such as Linux or Windows. They are normally equipped with several
communication interfaces, one for communication with sensor nodes and another for con-
necting to the Internet as shown in Figure 2.4. Diverse communication technologies can
be used to connect gateways to the Internet, depending on the use case and the available
communications infrastructure. The increasing availability of LTE makes it an attractive
solution both for gateways and as an Machine to Machine (M2M) system communications
technology. The use of LTE for the latter purpose would greatly simplify existing WSNs
because it would obviate the need to incorporate devices whose primary purpose is to re-
ceive packets transmitted from nodes using low-power radio technologies and retransmit
them using an “Internet-compatible” radio technology.

In addition to their function in relaying data from sensor nodes to the Internet,
gateways can aggregate and buffer data before transmitting it onwards to the backend
system. Moreover, they can serve as node initiation, coordination and synchronization
endpoints.

2.3.1 The Development of LTE

Existing communications networks such as GSM/UMTS and especially LTE are often
used both to form bridges between sensor nodes and to link the WSN to the Internet.
However, they could also be used directly for communication between nodes and gateways
in wireless sensor networks, thus allowing them exploit existing communications infras-
tructure. It is presumed that using LTE networks in this way would significantly simplify
the infrastructural requirements of future WSN systems due to their wide availability and
high capacity [49, 50, 51, 52, 53].

Figure 2.5: Mobile Network Evolution.

The acronym LTE stands for Long Term Evolution. The corresponding technology
is marketed as 4G LTE and is a standard for high-speed wireless data transmission. LTE
evolved from the GSM/Edge and UMTS/HSPA wireless network technologies as shown
in Figure 2.5.

The Global System for Mobile Communications (GSM) is a protocol for second gen-
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Figure 2.6: RACH opportunities shown on a time-frequency map of an LTE’s physical
layer.

eration digital cellular networks that has replaced analog mobile networks. The worlds
first GSM call was made by former Finish prime minister Harri Holkeri on July 1, 1991
[54]. GSM was designed for mobile voice communications. However, growing consumer
demand prompted the development of the first version of the GPRS service, which was
used for simple web browsing and low data rate applications with high latency tolerance.
GPRS is a best-effort service and thus delivers a variable throughput and latency that
depend on the number of concurrent users. The gradual evolution of handheld devices
and the increasing desire of users for services that require high throughput prompted the
development of the Enhanced Data rates for GSM Evolution (EDGE) specification and
subsequently the UTMS (3G) and LTE (4G) protocols.

2.3.2 Random Access Channels in LTE Networks

Random Access Channels in 3rd Generation Partnership Project (3GPP) networks are
normally used to transmit two types of information: subscription flags that represent a
connection request from a new unknown mobile terminal (which may also be referred to
as a node or user ; these terms are used interchangeably henceforth) and a scheduling flag
that is used to request scheduling in the main shared data channel (PUSCH) for data
transmission [55].

A RACH is a Random Access channel and as such is not subject to any schedul-
ing from the central base station (eNodeB) [56]. Nodes communicate requests using
periodically-occurring RACH opportunities as shown in Figure 2.6. When several termi-
nals attempt to access a RACH simultaneously, collisions may occur, causing partial or
complete losses of the concurrent requests. This may necessitate retransmission.

In LTE networks, the transmitting terminals avoid collisions by selecting different
preambles. This essentially results in time- and coding-domain multiplexing of the RACH.
According to the LTE specification, there are K < 64 preambles. Each terminal indepen-
dently generates a random preamble by cyclically shifting a root Zadoff-Chu sequence.



2.4. Backend Processing 27

This ensures that there is zero cross-correlation between the preambles generated by
different nodes in a cell. In response to the receipt of a preamble during the RACH
opportunity, the network generates a random-access response over a downlink scheduling
channel. This response contains information including the timing correction calculated
by the random access preamble receiver, a scheduling grant in the uplink direction, and
a temporal terminal identifier. Obviously, there is a non-zero probability that two nodes
will generate the same preamble. If multiple nodes attempt to communicate with the
base station using the same preamble, a so called “preamble collision” occurs. Although
the precise details of the random access channel implementation in LTE networks are
vendor-specific, a preamble collision need not necessarily cause the loss of all of the data
involved in the colliding transmissions. For example, the base station may acquire the
“collided” preamble and issue a random access response according to the standard pro-
tocol. In such cases, all stations transmitting the same preamble will receive the same
downlink response message. This can be resolved at a later stage of the uplink access
procedure by exploiting the fact that a terminal receiving a random access response in-
tended for another terminal will have an incorrect uplink timing. During the adaptation
of the original receiver-oriented model to the specifics of LTE, cases with and without
resolution of preamble collisions were considered.

2.3.3 A Note on Gateways and Backhaul Networks

Gateway technologies (and backhaul technologies in particular) are active subjects of
research in their own right. However, these systems also play key roles in determining
the overall performance of Cyber-Physical System and components of the Internet of
Things.

During studies on WSNs, researchers began to investigate the scope for using LTE
for data transmission. This would enable WSN designers to exploit the existing cellular
network model and infrastructure. However, the development of LTE was human-centric,
prioritizing voice traffic and the provision of a best-effort service. Further research is
therefore required to enable WSN systems to use the LTE protocol.

2.4 Backend Processing

Each individual networked embedded system will have its own distinct characteristics
and will place different demands on its backend and backhaul systems. For example, a
hazard-monitoring network may produce very little data during normal operation but a
much greater amount of data if the targeted hazard is detected. The application shown in
Figure 2.2 will produce a relatively predictable but fluctuating amount of data on different
days of the week and at different times of day. Unique characteristics of this sort must be
accounted for during the design and implementation of the network’s backend systems
to ensure that they can cope with such load fluctuations. Cloud Computing technologies
[57] are particularly attractive for this purpose due to their vast scalability.
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In the evolutionary hierarchy of embedded networked systems, the Internet of Things
sits above the backend systems that store data recorded by sensor nodes. It consists of
a diverse set of services and integrates collections of underlying Cyber-Physical Systems
that collectively enable holistic data-oriented service provisioning for things such as Smart
Cities [58].

2.4.1 Into The Cloud - Backend Technologies

While data may be stored and processed within an individual network in some IoT
scenarios, traditional systems store and process data originating from sensor nodes in a
backend system. Backend systems have evolved from “in-house” mainframes and servers
to cloud technologies.

While the concept of cloud computing dates back to 1950, when users connected to
mainframes via thin clients, it has since taken a new form. Modern cloud technologies are
based on the virtualization of resources and computing as a unit [59]. Instead of using a
physical server, virtual servers are deployed; multiple such servers can co-exist on a single
physical machine. A key property of clouds is their ability to scale both vertically and
horizontally on demand. If a user’s current computational power is insufficient for their
needs, modern cloud computing technologies allow them to scale their resource alloca-
tion vertically (i.e. by adding more servers) rather than horizontally (i.e. by switching to
more powerful hardware). The main factor driving the move to modern cloud solutions
is the economic benefit to be gained by renting computational resources as they are re-
quired. Companies such as Amazon Web Services, Google, Microsoft, IBM, Rackspace,
and Salesforce (to mention just a few) own and operate large datacenters. Due to their
high hardware purchase volumes, they can rent out virtualized resources to smaller com-
panies much more cheaply than it would cost for those companies to establish, maintain,
and extend data centers of their own.

Categorizing Cloud Computing Services

Cloud technologies use three main resource provision strategies as shown in Figure 2.7
[60]. IaaS - Infrastructure as a Service refers to the provision of raw virtualized resources
such as virtual servers, virtual hard drives, load balancers, and so on. PaaS - Platform
as a Service refers to provision at a higher level of abstraction in which the application
run-time environment is virtualized. SaaS - Software as a Service is a still higher level
abstraction that provides scalability with respect to a specific piece of software. Well-
known examples include Microsoft Office 365, Dropbox, and Google Drive. All three
of these approaches can offer significant economical advantages to users and rely on a
“pay-per-usage” model under which the user is billed based on their actual resource
consumption.

There are three different types of cloud facility. Public Clouds are infrastructures
that are accessible to general public via the Internet. Their computational resources,
services, applications and storage are made available by infrastructure providers (such as
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Figure 2.7: Contemporary categories of Cloud Computing services.

those mentioned above) who own their datacenters, and by Cloud Brokers who aggregate
services from multiple providers.

Private Clouds are cloud infrastructures that are operated for the sole benefit of a
single organization. The underlying physical hardware may be located in a data center
operated by the cloud provider, and physical isolation from other infrastructures and
users is a defining characteristic of private clouds. Most private clouds are operated from
in-house datacenters that are run and managed by and for the owning organization.

A third and increasingly popular approach to cloud computing involves Hybrid
Clouds. These are formed by combining two or more clouds with distinct properties.
They often consist of private and public clouds, offering both the isolation of a private
cloud and the instantaneous scalability offered by public clouds. The development of hy-
brid clouds was largely prompted by the IT requirements of enterprises and governments,
which may have complex regulations governing the storage and processing of sensitive
data that make it awkward or impossible for them to use purely public cloud solutions.

2.4.2 A Note on Frontend Systems

The previous subsection discussed technologies used in backend systems. However, many
of the considerations mentioned in that discussion also apply to frontend systems. The
key difference between the two is that while backend systems are used for storage, pro-
cessing and data mining “on-arrival”, frontend systems take inputs from the user and
manipulate data in real-time based on these inputs. They can be bi-directional in which
case the user interacts directly with the embedded devices (for example to deploy a new
version of a software package or to request data). Alternatively, the user may just work
with existing data, which may or may not be updated in real-time. Examples of systems
that might require real-time updates include stock market websites and GPS navigation
systems that use real-time traffic flow data.
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2.4.3 A Note on Backend Processing

When developing a backend system for CPS it is important to deploy adequately scalable
infrastructure and also to provide reliable and persistent data storage, to enable real-
time data processing (if required by the application), and to give data access to frontend
applications.

The most common way of testing such deployments is to generate synthetic loads
according to some schema. However, this approach cannot be used to test and ensure data
integrity in networks that include frontend systems. Moreover, they generate appreciable
overhead and are thus of dubious value for evaluating the system’s functional status.

2.5 Super Computing in the Context of Scientific

Simulations

While multi-billion unit wireless sensor networks (e.g. the IoT and CPS) will be man-
aged by many bodies, there is a need for understanding at the corporate level of the
effects that large scale wireless sensor networks will have on infrastructure. In traditional
network research, the impact of new protocols on infrastructure is evaluated using simula-
tions. However, most of today’s WSN simulators are not designed to perform large scale
simulations or cannot be used to perform experiments using or in parallel with existing
real-world systems. At present, most large scale simulations are performed using high
performance distributed computing facilities, which require distributed schedulers and
central coordination of the simulation. For example, one recent study [61] simulated over
360 million nodes by running ns-3 [62] on a computer with 4400 cores delivering 52.8 Ter-
aflops. While systems of this sort have impressive capabilities, relatively few researchers
have access to such resources. A small or medium sized company or research group may
find it almost impossible to access such facilities and conduct large scale experiments. In
addition to the limited accessibility of high end computational resources, simulations of
this sort are synthetic and cannot be used for testing with existing networked systems.

Scientific simulations using cloud computing technologies have been studied previ-
ously [63]. While these investigations did demonstrate the feasibility of using clouds for
this purpose, they did not provide a systematic approach for doing so or a consistent
methodology.

2.6 Challenges Associated with the Systems Studied

in this Thesis

The IoT, CPS and their underlying networked embedded systems consist of services,
backend systems, data processing tools, backhaul networks, gateways, and embedded de-
vices. These technologies in turn rely on the specialized hardware of the sensor nodes and
on custom communications protocols for communication between nodes and from nodes
to gateways. In addition, they have several different software layers (i.e. the software
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that runs on the sensor nodes, gateways and backend systems), different data types that
may be represented in different ways on different devices and within the network, and dif-
ferent communication and storage procedures. Moreover, the performance requirements
of the various subsystems may differ significantly. For example, the main requirement
for a sensor node may be to have minimal power consumption. Conversely, the primary
task for the gateway might be to compress data in order to minimize the amount of data
that must be transmitted to the backend system, while the backend may be required to
process and analyze the data as quickly as possible. The development of these systems
therefore requires extremely wide-ranging expertise and powerful testing tools to allow
the developer to address all of these levels while retaining a global overview of the system
as a whole. The problem is clearly illustrated by the issues that have been encountered
during the deployment of existing WSNs [39, 40, 41, 46, 48, 43, 47] and the small scale
of current deployments [42].

Figure 2.8: Methods for evaluating the performance of WSN designs and the relationships
between them.

Researchers and developer use diverse tools and methods to test, verify and evaluate
the performance of networked embedded systems and their components. These tools and
methods include mathematical modeling (using e.g. Markov chains to model network
communications), static or symbolic code analyzers, simulations, and emulation tools.
However, as shown in Figure 2.8, there is no clear connection between the performance
predicted by current mathematical models or simulations and the actual performance of
the deployed system or device. While the backend hardware has relatively little impact
on the performance of the application as a whole (and the same may be true for the
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gateway hardware), the same is not true for the sensor nodes. The embedded devices’
computational resources, operating system, communication protocols, and the design of
their software can all have profound effects on the performance of the devices in isolation
and that of the system as a whole. For example, it has been demonstrated that a
given functional procedure can have very different implications for the performance of a
node depending on the operating system that it uses [64]. Similarly, it has been shown
that simulation results can be misleading if they are based on simulation tools that do
not correctly model the computational capabilities of the embedded device [65]. These
problems become even more severe in cases where one wishes to evaluate overall system
performance or to perform debugging, which may require the analysis of technologies at
all levels of the system including embedded devices, gateways and backend systems.

Prior this work there was no consolidated framework that could perform simulations
of large-scale networks with real code from embedded systems and realistic sensory data
flows while also enabling real-time communication (based on different communications
protocols) between the simulated system and a real backend system via gateways.

Moreover, it is currently very difficult to predict in advance how the different com-
ponents and sub-systems of a WSN will interact to affect overall system performance.
There is also a need for ways to test new ideas relating to the future of the IoT because
its major components such as CPS and WSN have yet to be deployed on a significant
scale.

2.7 This Thesis in the Context of the Current Global

Industrial Research Agenda

Modeling, analysis, and simulation are essential for understanding complex systems such
as CPS. This is widely recognized by Universities, research institutes and industrial
groups around the world. The creation of reliable multi-disciplinary simulation tools
that can be used to support the entire development process has been identified as a
major scientific goal in several research roadmaps and agendas for the coming 15 years.

For example, “A roadmap for US robotics” [66] states that “dynamic simulation tech-
nology will be used daily throughout the engineering life-cycle (e.g., research and devel-
opment, marketing, concept study, detailed design, testing, operation, product updating,
problem solving, maintenance, operator training)”. Similarly, the European Roadmap
for Industrial Process Automation [67] identifies an “Open Simulator Platform” as a
prioritized ideal concept and states that it will be necessary “to optimize the efficiency
of simulation-based development through full interoperability between simulation tools
over the complete development process”.

It is envisioned that the simulation platform will be model-based with the ability
to handle many model sources and to act as an integration platform for their virtual
deployment. A simulator platform of this sort could function as an enabler by allowing
the same platform to be used at every stage of the developmental process, from the first
proof of concept study to the provision of aftermarket support. The availability of a
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distributed and open simulation platform could also lead to the creation of new services
based on (or in) a simulator platform.

A successful simulation platform should have a user-friendly simulation framework
and models that support organization- wide virtualization. This will enable the incor-
poration of simulations into day-to-day engineering practice and thereby shrink the gap
between real and virtual developing environments.

The importance of empowering students with the tools and opportunities that will
enable them to use their knowledge and stimulate self-learning has been acknowledged
in many discussions on modern methodologies in higher education. For example, [68, 69]
asserts that by giving students tools together with guidance on their use, the freedom
to experiment, and a contextual understanding of their work, educators can encourage
both innovation and the spirit of entrepreneurship. With respect to the IoT, it is impor-
tant to ensure students are aware that the development of IoT technologies will require
innovation, cross-disciplinary knowledge, and multi-faceted programming. It is therefore
desirable for both the theoretical and practical aspects of their education to provide a
holistic view of the IoT ecosystem. To this end, it would be particularly useful to have
a tool that would enable students and educators to transition seamlessly between high
and low levels of abstraction or between real and virtual systems during their work.

2.8 Chapter Summary

Modern Wireless Sensor Networks have evolved into large and complex systems that
form one of the major technological building blocks of Cyber-Physical Systems and the
Internet of Things.

Internet of Things and Cyber-Physical Systems technologies promise to revolutionize
our interaction with the physical world and will pave the way for the development of
the Internet of Everything [70] However, significant intellectual efforts will be required
to develop these technological enablers of the future.

The Internet of Things represents a very broad area of research and encompasses
a wide range of technologies. These range from things (e.g. hardware devices), which
may be connected via Ethernet, Bluetooth, ZigBee, WiFi, or some other networking
technology, to higher levels of abstraction such as Operating Systems, middleware, sig-
nal processing tools, and so on. In this thesis, wireless sensor networks are treated as
technological domains in their own right. Hardware devices form the lowest level of ab-
straction within this domain. The network level lies above them and is the level at which
applications are built. These applications are designed with a global perspective and
fulfill functions such as gathering data from the local sensor network and processing it
to obtain useful information. Cloud computing facilities are used to provide the backend
infrastructure that supports the WSN domain. Data gathered by the sensor nodes is
relayed to this backend via a gateway, which connects to the underlying sensor network
via existing communication infrastructure.

This chapter provided brief overviews of selected technologies that are relevant to the
original research presented in this thesis: Wireless Sensor Networks, Gateways and Back-
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haul Networks, and Backend Systems. Each of these are areas of active research in and
of themselves. This is particularly true of gateway technologies and backhaul networks.
However, it is also crucial to evaluate these technologies from a holistic perspective and
to develop simulation tools that can model all of them together to enable the reliable
analysis and virtual testing of entire WSN systems, Cyber-Physical Systems, and aspects
of the Internet of Things rather than isolated components.

Advances in WSN technology have encouraged researchers to explore the use of LTE
for WSN data transmission. This would allow network designers to exploit the existing
cellular network model and infrastructure. However, LTE was developed in a human-
centric way that prioritized voice traffic and the provision of a best-effort service. There-
fore, further research efforts will be required to enable its use in WSN systems.

The technologies used in backend and frontend systems were also reviewed. The key
difference between the two is that while backend systems are considered to be for data
storage, processing and mining “on arrival”, frontend systems take input from the user
and manipulate data based on this input in real time. This process may be bi-directional,
in which case the user interacts directly with the embedded devices (for example to deploy
a new version of a software package or request data). Alternatively, the user may just
work with existing data, which may or may not be updated in real-time.

The next chapter describes the factors that prompted the author to undertake the
original research that forms the backbone of this thesis. Experiences gained while study-
ing Wireless Sensor Networks revealed a need for tools that can be used to resolve chal-
lenges in research and development at multiple levels of abstraction within the IoT and
to study the components of complex networked embedded systems both individually and
holistically.



Chapter 3

On The Necessity Of Trustworthy
Simulation Tools For Machine To

Machine Systems

“Yet we still see continuous reports of bugs.”

Vinton Cerf

This chapter describes my experiences with the design, development, and deployment of
MAC protocols for time-critical WSN applications. The number of man-hours required
to develop and tailor these protocols to the specific hardware used in these applica-
tions greatly exceeded all expectations. One factor that made this task particularly
laborious and challenging was the common occurrence of false positives in simulations
performed using existing tools. While simulations conducted using these tools were use-
ful for addressing logical and design-related challenges, they did not provide information
that would have made it possible to anticipate any of the issues discussed later in this
Chapter.

Mathematical models can be efficient tools for describing and modeling specific sys-
tems. However, as shown in Section 3.1, they can also be somewhat inaccurate because
they often rely on overly abstract assumptions. This is further illustrated in Section
3.2. In contrast to the situation discussed in Section 3.1, simulation tools and theoretical
models that should have been applicable to the task at hand were available in this case.
However, the performance of the protocol that was ultimately developed did not match
that predicted using these tools.

Finally, Section 3.3 describes my experience in hardware design, the development of
low level software (e.g. drivers) for that hardware, and the porting of the software to an
existing Operating System. The challenges encountered in this project primarily stemmed
from choices made during the hardware design process. While the hardware datasheets

35
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were clear and provided accurate information on the maximum achievable performance,
the precise hardware driver implementation required to achieve optimal performance was
not obvious and was very difficult to identify. Consequently, a lot of time was “wasted”
on intellectual and technical debugging and testing and on programming real rather than
simulated nodes.

3.1 Long Term Evolution Networks for M2M Sys-

tems

A study was conducted to investigate the scope for using next generation cellular networks
(4G LTE) for wireless data transmission in the the context of wireless sensor networks.
The adoption of LTE would enable the use of commodity hardware in sensor nodes while
taking the advantage of the centralized cellular network model and existing infrastructure.

To realize this vision, LTE-based WSNs will have to be designed such that their
activity has no adverse effects on regular users of the LTE network. A mathematical
model of the random access channel (RACH) in an LTE cell was developed to facilitate the
design process. The model is based on a receiver-oriented protocol in which a base station
determines the retransmission behavior of the terminal based on the number of terminals
in the cell and an estimate of their transmission probabilities. The starting point for the
new model’s development was the multichannel Slotted Aloha model proposed by Liu and
El Zarki [71]. The Slotted Aloha model was adapted to reproduce the behavior of LTE
systems and further modified to enable more accurate prediction of RACH performance.
In particular, model extensions were introduced to account for “preamble collisions”,
which occur when multiple stations select the same preamble sequence. The accuracy
of the original model was further enhanced by introducing the ability to discriminate
between new successful transmission attempts and attempts originating from backlogged
nodes. The new model’s performance was evaluated by comparing its output to data
generated during a system-level discrete-time event-based simulation of an RACH in a
LTE cell.

The model can be used to scale up the performance of an RACH by choosing an
appropriate retransmission strategy for the given number of terminals. The ability to
accurately model RACH performance is particularly important given the growing impor-
tance of machine-to-machine communications, which will lead to a drastic increase in the
number of devices accessing network resources via unconventional means.

3.1.1 RACHs in LTE Networks

Random Access Channels in 3GPP networks are normally used to transmit two types of
information: subscription flags that represent a connection request from a new unknown
mobile terminal (which may also be referred to as a node or user ; these terms are used
interchangeably henceforth) and a scheduling flag that is used to request scheduling in
the main shared data channel (PUSCH) for data transmission [55].
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Figure 3.1: RACH opportunities shown on a time-frequency map of an LTE’s physical
layer.

A RACH is a Random Access channel and as such is not subject to any schedul-
ing from the central base station (eNodeB) [56]. Nodes communicate requests using
periodically-occurring RACH opportunities as shown in Figure 3.1. When several termi-
nals attempt to access a RACH simultaneously, collisions may occur, causing partial or
complete losses of the concurrent requests. This may necessitate retransmission.

In LTE networks, the transmitting terminals avoid collisions by selecting different
preambles. This essentially results in time- and coding-domain multiplexing of the RACH.
According to the LTE specification, there are K < 64 preambles. Each terminal indepen-
dently generates a random preamble by cyclically shifting a root Zadoff-Chu sequence.
This ensures that there is zero cross-correlation between the preambles generated by
different nodes in a cell. In response to the receipt of a preamble during the RACH
opportunity, the network generates a random-access response over a downlink scheduling
channel. This response contains information including the timing correction calculated
by the random access preamble receiver, a scheduling grant in the uplink direction, and
a temporal terminal identifier. Obviously, there is a non-zero probability that two nodes
will generate the same preamble. If multiple nodes attempt to communicate with the
base station using the same preamble, a so called “preamble collision” occurs. Although
the precise details of the random access channel implementation in LTE networks are
vendor-specific, a preamble collision need not necessarily cause the loss of all of the data
involved in the colliding transmissions. For example, the base station may acquire the
“collided” preamble and issue a random access response according to the standard pro-
tocol. In such cases, all stations transmitting the same preamble will receive the same
downlink response message. This can be resolved at a later stage of the uplink access
procedure by exploiting the fact that a terminal receiving a random access response in-
tended for another terminal will have an incorrect uplink timing. During the adaptation
of the original receiver-oriented model to the specifics of LTE, cases with and without
resolution of preamble collisions were considered.
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3.1.2 Simulations as Tools for Evaluating Mathematical Models
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Figure 3.2: Comparisons of simulation results and data generated using the original and
new RACH models.

To assess the quality of the new model 1, a discrete time event-based RACH channel
simulator was developed in MATLAB. This simulator generates outputs that include
detailed information on the instantaneous throughput and delay per RACH opportunity.
These results were averaged to provide a second dataset that could be compared to the
output of the mathematical model. An intermediate assessment revealed that the original
model [71] treats nodes as being indistinguishable from one-another. This implies that
the distribution describing the number of acquired nodes will underestimate their true
number, leading to an underestimation of the achievable throughput as shown in Figure
3.2a. We therefore revised and further refined the model to avoid this problem.

Figure 3.2a shows how the quality of the model’s output increased as it was refined.
The data shown in the figure were obtained using the original model, our improved model,
and the simulator. The results obtained generated with the improved model clearly match
those generated during the RACH simulations given identical initial settings.

As stated above, the new model can be used to identify appropriate values for terminal
parameters such as the retransmission probability pR. Figure 3.2b shows the average
number of transmitting nodes (i.e. nodes in the I- and B-modes) that generate the
maximum possible throughput for different transmission probabilities pN given that the
probability of retransmission was pR = 1. It was observed that for very high loads (i.e.
when pN approaches 1), the number of transmitting nodes will at some point converge
to a constant value. This constant can be regarded as the optimal average number of

1The details of the model are reported in the corresponding article along with additional key findings
that highlight the importance of trustworthy simulation tools.
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Figure 3.3: RACH cycle delays for different numbers of active terminals with and without
collision resolution.

transmitting nodes in a cell and is denoted NT
opt.

Figure 3.3 shows the average delay in RACH cycles predicted using our model and
measured in simulations. Here again the model’s output is in good agreement with the
results generated using the RACH simulator.

3.2 Practical Considerations in the Design of Com-

munications Protocols for WSN

This section describes the experiences gained and lessons learned during the design of a
Medium Access Control (MAC) protocol for time-critical mission WSNs that was devel-
oped for use with two projects: WSAN4CIP [72] and iRoad [20, 30, 73].

A novel design methodology [74] was proposed to enable the systematic design of MAC
protocols for critical WSN systems and minimize the time required for their development.
The design methodology and associated procedures are appropriate for MAC protocols
of the parametrized TDMA-FDMA class.

The protocol was designed and implemented for use in two different scenarios. In both
cases, custom hardware platforms were developed to fulfill the specific requirements of
the two projects. Both platforms were ported to enable the use of the TinyOS operating
system. It was therefore initially assumed that it would be possible to use the devel-
oped protocol in both target scenarios without requiring any modification other than the
specification of appropriate parameter values. However, this did not prove true. The
two systems used different hardware, and the differences in the associated driver imple-
mentations significantly prolonged the development process. It was ultimately necessary
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to create platform-specific modifications of the protocols because the performance spec-
ifications for the components provided in their datasheets were inconsistent with their
performance in real nodes.

Selected parts of the protocol’s full specification that are relevant in the context of
this dissertation are presented below. Detailed information on the work is provided in
[74, 75, 76, 77].

The key changes that were made to the protocol specification and its implementa-
tion are highlighted. The section concludes with a discussion of related challenges in
developing and debugging communication protocols for WSN.

3.2.1 HMAC - A TDMA-FDMA MAC protocol with Implicit
Consensus

To facilitate further discussion, it is assumed that the nodes in the network of interest
share a pre-deployed secret and their clocks are synchronized with a one second precision
2. This initialization is performed off-line at a centralized point before the nodes are de-
ployed. When the protocol is active, all nodes re-synchronize with substantially increased
precision during the bootstrap phase. The protocol is designed for use with low-power
radio transceivers that have 16 available radio channels (8 of which are orthogonal). Each
node is equipped with one radio interface and is pre-configured with a unique identifier.

(a) Epochs, superframes, subframes and slots. (b) MAC operations in the time and frequency do-
mains.

Figure 3.4: Function call propagation from the OS to the hardware device in a radio
transceiver showing the associated energy consumption profiles for different rates.

2Experience gained through designing, benchmarking and deploying the protocol suggests that this
assumption is unlikely to hold in reality. However, it is used deliberately in the text until the deployment
issues are discussed.



3.2. Design and Implementation of Communications Protocols 41

Establishment of the channel-hopping and time division patterns

The FDMA and TDMA schedules are constructed independently and probabilistically
in each node. Consequently, the schedules in one node may partially overlap with those
of other nodes within two hops. The schedules are established at the beginning of each
epoch by computing a cryptographic hash function f1 = Hash(e, IDs, IDd)modN . To
compute the transmission schedule, a data block is constructed which includes the epoch
number, e, and identifiers of the source and destination nodes (IDs and IDd, respec-
tively). The resulting hash value is mapped to either a channel number, CH ∈ [1, Nch],
or a slot number, S ∈ [1, Nslots], depending on the purpose for which it was computed,
by taking hash mod N . The broadcast channel is computed similarly, using the function
RBCAST = Hash(e, 0xFF )modNch. In the time domain, the broadcast communications
always occur at the beginning of the superframe. Figure 3.4b illustrates the separation
of the concurrent transmissions in the frequency and the time domains.

3.2.2 On The Implementation of the Proposed MAC Protocol

The MAC protocol described in the previous section was implemented on two different
hardware platforms. The initial development and debugging was performed on the Mulle
[78] platform.

In order to simplify the process of cross-platform porting, our goal was to implement
the proposed MAC protocol in a transceiver-independent way and also to keep the func-
tionality of the TinyOS network stack intact as far as possible3 The RF2XX network
stack has two target transceivers, RF230 and RF212, and its implementation is relatively
hardware-independent. This, along with the fact that one of our target platforms uses the
RF212 transceiver, strongly influenced our decision to base our implementation on the
RF2XX chip. In order to completely decouple the MAC protocol from transceiver-specific
dependencies, the RF2XX network stack was re-factored. The implemented DriverLay-
erC component was used to decouple and wire the chosen transceiver’s driver to the
independent driver layer used by the MAC protocol.

Scheduler Phases and Frames

The core of the HMAC implementation is a scheduler that executes the phases of the
protocol described below at the appropriate times. Essentially, the scheduler is a state
machine and uses the hardware-independent Alarm component of TinyOS to schedule
the timing of the different phases. Once the alarm is set, the Alarm component waits
for the relevant timer to expire and then executes the Alarm.fired() event. It is vital for
the Alarm component to be accurate and consistent on all nodes because it affects the
performance of many parts of the system.

3In all releases of TinyOS, the implementation of the transceiver’s drivers contains an implementation
of the MAC functionality. Only unified interfaces (such as ActiveMessage, AMSend, AMReceive etc.)
are provided. This is the major obstacle to the easy porting of MAC protocols.
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Figure 3.5: Structure of the superframe.

The timing of every operational phase of HMAC has a profound impact on the pro-
tocol’s overall functionality. During the initial stages of the protocol’s implementation,
it became apparent that the time delays caused by switching between different states of
the transceiver, computing channel and slot numbers, and performing other operating
system tasks introduced an unacceptable shift in the protocol’s timeline. An additional
start frame was therefore added into the superframe to compensate for these delays, as
shown in Figure 3.5.

The start subframe is used to perform tasks such as switching to the current broadcast
channel, scheduling a packet for transmission, and calculating the channel and time slot
numbers. The benefit of the extra subframe is that it can be used to perform additional
computationally heavy operations such as encryption and signing without affecting the
protocol’s functionality.

Processing time overheads:

When an alarm is triggered, the operations of the current phase are executed and the
hardware clock is configured for the next phase. Table 3.1 shows the execution times for
the different phases of HMAC. Table 3.2 shows measured overhead values for retrieving
the current time and setting the alarm.

Table 3.1: Execution times for different phases of the HMAC protocol.

State of HMAC Execution time (μs)

Start 100

Broadcast send 440

Unicast idle 130

Unicast active 10

Unicast send 570

Unicast receive 90

After having profiled the execution time for the different states of the MAC protocol
and the Alarm functions, a timing precision of a few microseconds was achieved. It
was thus possible to maintain the variation in superframe length within a range of 1
microsecond. Due to the inaccuracy of the timing operations and the non-deterministic
behaviour of the hardware, the length of the unicast slots was extended; as currently
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Table 3.2: Execution times for the Alarm functions.

Alarm functions Execution time (μs)

start 100

getNow 15

implemented, their duration in debugging mode is twice that originally specified.

3.2.3 On Node Synchronization and Clock Accuracy

(a) FTSP average global time error measured
over 30 minutes.

(b) Average per-hop latency over 30 seconds.

The medium access control techniques used in HMAC require precise time synchro-
nization for collision-free scheduling of data transmission. Time synchronization in wire-
less networks is widely recognized to be challenging and is a research topic in its own
right. However, the development of a new time synchronization scheme was beyond the
scope of this work and so an existing solution was adopted.

Normally, when time synchronization is needed in a wireless sensor application, the
system will use a time synchronization protocol (see [79, 80, 81, 82] and references
therein). Figure 3.6a shows the frame-based time synchronization process used for sender
nodes in HMAC. The receiver node on the other hand has a synchronization period whose
duration varies depending on the time offset between the nodes, as shown in Figure 3.6b.

(a) Synchronization on the sending node. (b) Synchronization on the receiving node.

Figure 3.6: The synchronization phase of the HMAC protocol.
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In order to determine the time error and required frequency of synchronization, the
difference between the approximated time and the actual time at the root node was
measured. This difference is the global time error. Repeat measurements were acquired
during a 30 minute window, as shown in Figure 3.6a.

It was found that by setting Nconf to perform synchronization every 10 seconds, a
maximum measured error of 8 microseconds could be achieved. This maximum error
occurred during the first minute only; for the remainder of the 30 minute window, the
error rarely exceeded 4 microseconds. Therefore, the average error over the evaluation
period as a whole was only 0.5 microseconds. This is significant for the planning of H-
MAC frame durations because frames must be extended to account for the worst-case
global time error. Due to previous reports on the sensitivity of the system to time-related
issues, we were obliged to re-design the MAC protocol in order to cope with the time
delays induced by the hardware.

3.2.4 Performance Problems Arising from the Protocol’s Im-
plementation and Techniques for their Mitigation

During the implementation phase, it was discovered that imposing strict time require-
ments on the protocol is problematic for several reasons. First, it is hard to achieve time
synchronization between nodes. Second, the execution time for software components in
TinyOS has a non-negligible impact on protocol operations. In addition, the time re-
quired for radio hardware operations must also be taken into account. For example, it
can take between 200μs and 800μs to change channels in this system. For comparative
purposes, setting a hardware alarm takes 90-120μs. Interestingly, it has been observed
that the time consumed by the transceiver’s hardware operations is not deterministic;
nodes from the same batch exhibited varying performance. Third, it was noted that
the real time clocks on different nodes differed in their performance. Furthermore, even
within a single node, the timing of alarm firing could vary by up to several hundreds
of microseconds. The node’s clock was built into the MCU, so its performance was
sometimes degraded when the MCU was put to sleep.

3.2.5 On The Assessment Of Hardware and Software Compo-
nent Performance

In order to satisfy dependability requirements, the performance of the hardware platform
and software components should be assessed experimentally before beginning the protocol
design process. Different operations should be profiled on a multiple nodes in order to
determine the timing range of the target hardware. It is important to note that the time
profile of the hardware should be established while it is running the operating system that
is to be used in the system of interest, since even a lightweight OS such as TinyOS has
some computational overhead. Furthermore, in most cases, it is difficult or impossible to
determine whether a given delay in a specific operation has its origin in hardware or in
software. Ideally, a general purpose test suite should be developed in order to establish
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a profile of the target hardware platform when running the chosen operating system.
Profiling should be done on several different nodes in order to accurately estimate the
variation in performance that should be expected.

Lessons Learned

During the implementation phase, it was observed that imposing strict time requirements
on the protocol is problematic for the following reasons. First, achieving time synchro-
nization between nodes is difficult. Consequently, one cannot guarantee that assumptions
such as the node clocks are synchronized will hold in practical implementations of the
protocol. Poor node synchronization means that the time slots, subframes and super-
frames have to be extended by the amount of time that the clocks can drift. The impact
of extending the slot duration to compensate for hardware state transition delays (in the
current incarnation of the protocol, the slot duration is twice that in the original version)
is apparent in the lower than expected performance figures for the MAC protocol and
the system’s unexpectedly high energy consumption during communication. The time
consumed by both hardware and software operations must therefore be considered when
implementing a TDMA-based MAC protocol. For example, as mentioned before, it can
take between 200μs and 800μs to change channels in the studied system, whereas setting
a hardware alarm takes only 90-120μs.

3.3 The Effects of Software and Hardware Perfor-

mance Individually and Together on the Overall

Performance of a WSN Node

Sensor nodes, which are the core building blocks of a sensor network, usually have very
limited resources in terms of computational power, transmission range, bandwidth and
battery capacity. In typical WSN applications, sensor nodes must collect environmental
data which they then process and transmit to a gateway via a multi-hop network. The
gateways usually process the data further and then transmit it to an external infrastruc-
ture such as the Internet.

Once deployed, nodes must remain in operation for as long as possible. A WSN may
be deployed in a dangerous location (e.g. on a battle field or near a volcano) or its nodes
may be hard to reach (e.g. they might be deployed on glaciers or at industrial sites).
Replacing drained batteries is not practical due to the large number of nodes a WSN
may have. Therefore, it is important that a node’s MCU and radio transceiver consume
very little power and use highly efficient communication protocols while still being able
to run demanding applications. Wireless communication usually dominates the nodes’
energy consumption [83]. The requirement for low power consumption must therefore be
considered at every stage in a node’s design and in that of the network as a whole.

Modern wireless sensor networks are getting more and more complex, with new fea-
tures being added rapidly. It is not enough for a node to just support sensing and



46 On The Necessity Of Trustworthy Simulation Tools

communication. It might also need to perform complex data processing, automatic ser-
vice discovery, wireless reprogramming, ensure security by performing encryption and
authentication, and more. Therefore there is a need for nodes with more capabilities
than those in use today. However, these additional resources must not significantly in-
crease the nodes’ power consumption. To address these issues, we developed a new low
power wireless sensor platform named TinyMulle that is capable of meeting the increas-
ingly demanding performance requirements of modern applications while maintaining a
very low power consumption and having a long battery life.

3.3.1 WSN Node Hardware

The heart of a wireless sensor node is its micro-controller unit (MCU). The MCU is
probably the most important component, and must support a wide range of applications
while providing a good balance between performance and power consumption. Based
on previous experience, the MCU selected for the TinyMulle nodes was the 16-bit MCU
M16C/62P model from Renesas. This MCU has been proven to be reliable, can operate
at high speeds and has a low power consumption with multiple sleep modes. In addition,
it is relatively powerful, with 31 kB of RAM and 384 kB of flash memory. It can operate
at speeds ranging from 0.625 MHz up to 20 MHz in the TinyMulle platform. The 20MHz
speed is achieved by using its built-in phase-locked loop (PLL).

There are three power control modes available on the M16C/62P MCU: normal op-
erating mode, wait mode, and stop mode. In normal operating mode, the unit can adopt
different mode states, including High-speed Mode (10MHz) and PLL Operating Mode
(20MHz). The difference between the modes is that in normal operating mode, all clocks
are running and therefore all peripherals such as the UART and ADC are available. In
wait mode, the MCU core is shutdown but clocks continue to run, allowing peripherals
to operate. In stop mode, all clocks are inactive and the MCU is in deep sleep. All
peripherals are therefore also inactivated unless driven by external clocks.

It was decided that the IEEE 802.15.4 standard (which uses the 2.45 GHz band for
radio transmission) would be used for communications between nodes and the gateway.
Because it uses a standardized radio technology, the TinyMulle platform can communi-
cate with a large number of devices sharing the same physical layer, including devices
from other vendors. The radio transceiver used on TinyMulle is the Atmel AT86RF230,
a low-power 2.4 GHz radio transceiver that was specially designed for ZigBee and IEEE
802.15.4 applications. It is a wideband radio with O-QPSK modulation with DSSS
at 250kbps. The AT86RF230 meets the requirement of being low power and having
hardware-based MAC functionality, relieving the MCU of responsibility for this process.
Furthermore, it is capable of operating in the 2.4 GHz ISM band.

In addition to the MCU and radio transceiver, each TinyMulle node is equipped
with 2MB of flash memory for data storage and wireless reprogramming, a real-time
clock (RTC), a 3-axis accelerometer, a battery monitor chip and two on-board LEDs.
The nodes have excellent low-power performance. External flash memory is provided
by an Atmel AT45DB161D unit that enables the storage of large amounts of sensor
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data. The Microcrystal RV8564-C2 real-time clock was included to provide an external
clock to enable timers to remain active during low-power operation. An external clock
source is required because when the M16C/62P unit is in stop mode, all of its internal
clocks are stopped along with the main clock. The inclusion of an external clock source
allows TinyOS to use low-power functionality independently of the main application.
The frequency of the clock output from the RV8564-C2 can also be changed, giving it
more functionality than a static crystal. A Freescale MMA7261QT 3-axis accelerometer
was also integrated on the TinyMulle board. In addition, a Maxim DS2782 battery
monitor chip was added to measure the unit’s voltage, current and temperature. This chip
can estimate the available capacity of rechargeable lithium ion and lithium-ion polymer
batteries that may be used to power nodes, and the remaining system lifetime.

To address the issues higlighted above, we developed a new low power wireless sen-
sor platform named TinyMulle that is capable of meeting the increasingly demanding
performance requirements of modern applications while maintaining a very low power
consumption and having a long battery life.

3.3.2 WSN Node Software

TinyOS includes software development kits (SDKs), frameworks and standard proto-
cols that provide a good and flexible base for software development. To enable Tiny-
Mulle nodes to run TinyOS, missing drivers for the nodes’ hardware were implemented.
These included drivers for the Renesas M16C/62P MCU, the real-time clock, and the ac-
celerometer. These drivers were then combined with existing drivers, e.g. for the RF230
transceiver, that were already implemented in TinyOS. The result was a complete port
of TinyOS for the TinyMulle.

The RF230 driver is used as the MAC layer. The power management system of
TinyOS was also directly ported to Mulle. Every time the micro-controller receives an
interrupt, it switches from a low power state to an active state, and whenever the TinyOS
scheduler finds the task queue empty, it places the micro-controller into a low power state.
The GNU gcc toolchain for Renesas micro-controllers was utilized to compile the C code
generated by TinyOS’ nesC compiler. An open source software package, sm16cf [84], was
also integrated into the TinyOS tool chain to automatically download new firmwares into
TinyMulle as they become available.

TinyMulle’s MCU runs at 10MHz in normal operating mode, with PLL disabled.
Radio packets are sent out using the TinyOS Active Message protocol. The Active
Message header in an RF230 packet is 8 bytes long.

3.3.3 Expectations and Measured Results

Figure 3.7 shows a TinyMulle node’s energy consumption while transmitting ActiveMes-
sage packets. The dash-dotted line shows the energy consumed when sending one byte.
The dashed line shows the results for a 50 byte packet and the solid line shows those
for a 100 byte packet. It is clear that there is a general “startup” overhead associated
with the transmission of any message. Moreover, it was very apparent that the overall
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Figure 3.7: Energy consumption of a TinyMulle node while transmitting ActiveMessage
packets of 1, 50 and 100 bytes.

performance of the data transmission process was unsatisfactorily poor. After extensive
investigation, it was determined that this was due to a slow implementation of the driver
for the Serial Peripheral Interface bus. The inability to identify this problem during pre-
liminary simulations meant that a lot of time was “wasted” on compiling and uploading
code to a real node to perform tests. This could have been avoided if a simulation tool
capable of running realistic virtual nodes had been available.

3.4 Chapter Summary

This chapter presented the author’s experiences with the design, development, and de-
ployment of MAC protocols for time-critical WSN applications. The number of man-
hours required to develop and tailor these protocols to the specific hardware used in
these applications greatly exceeded all expectations. One factor that made this task
particularly laborious and challenging was the common occurrence of false positives in
simulations performed using existing tools. While simulations conducted using these
tools were useful for addressing logical and design-related challenges, they did not pro-
vide information that would have made it possible to anticipate any of the issues discussed
above. Moreover, it was found that the effectiveness and performance of the system was
strongly dependent on the operating system used in the WSN nodes.

Mathematical models can be efficient tools for describing and modeling specific sys-
tems. However, as shown in Section 3.1, they can be somewhat inaccurate because they
often rely on overly abstract assumptions and due to the difficulty of capturing complex
real-world situations in a simple mathematical model. Moreover, the development and
refinement of mathematical models is time-consuming, as is the task of implementing
them in simulators. The inability to achieve seamless transitions between different levels
of abstraction and models proved to be a particular source of difficulty.

The lack of realism in current modeling and simulation tools is illustrated in Section
3.2. In contrast to the situation discussed in Section 3.1, simulation tools and theoretical
models that should have been applicable to the task at hand were available in this case.
However, the performance of the protocol that was ultimately developed did not match
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that predicted using these tools. The main lesson drawn from this project was that many
existing models and simulation tools produce unrealistic results and that it is not possible
to directly transfer code developed using typical simulation environments generated with
existing tools into real nodes.

Finally, Section 3.3 describes our work in selecting the hardware for the TinyMulle
platform and designing the drivers and suchlike required for it to use the TinyOS operat-
ing system. The challenges encountered in this project primarily stemmed from choices
made during the hardware design process. While the hardware datasheets were clear
and provided accurate information on the maximum achievable performance, the precise
hardware (SPI bus) driver implementation required to achieve optimal performance was
not obvious and was very difficult to identify. Consequently, a lot of time was “wasted”
on intellectual and technical debugging and testing, and on programming real rather than
simulated nodes. The main lesson learned from this project was that there is an urgent
need for simulation and virtualization techniques capable of handling node models that
provide realistic performance metrics.

The next chapter describes the development of methods for the accurate emulation
and simulation of WSN functionality to enable rapid process validation at all levels of
software architecture. The resulting methodology enables the accurate reproduction of
behaviors occurring inside the hardware and software of real sensor nodes. A prototype
simulation framework named Symphony that implements the proposed methodology is
presented.
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Chapter 4

Symphony: A Framework for
Accurate and Holistic Wireless

Sensor Network Simulation

“Nothing in life is certain except death, taxes and
the second law of thermodynamics.”

Seth Lloyd

The preceding chapters introduced the technological background to this thesis. This
chapter presents the results of an investigation into various approaches for increasing the
efficiency of testing and validating large-scale WSN systems. A major original contri-
bution is presented in the form of a method for accurately emulating and simulating all
aspects of a WSN’s functionality, enabling the rapid validation of processes at every level
of software architecture. This makes it possible to perform simulations that accurately
reproduce the processes occurring in both the hardware and software of real sensor nodes.
The method has been implemented in a novel simulation framework named Symphony.
This Chapter summarizes the contents of Papers D and E.

The core of the Symphony framework consists of methods for virtualizing the sensor
nodes’ operating system and emulating their hardware platform. These are integrated
with the general purpose network simulator ns-3. The framework enables the user to
work with the real code base as would be done in real deployments and also to test
the boundary effects of different hardware components on the performance of distributed
applications and protocols. Additionally, the framework has a clock emulator with several
different skew models and components that handle sensory data feeds.

51
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4.1 Introduction

Figure 4.1 shows Symphony’s high level architecture. The overall purpose of Symphony
is to provide a holistic framework in which the development of WSN software and sim-
ulations of its functionality can be performed in a single integrated development en-
vironment. In brief, when using Symphony, a WSN developer always has access to a
real implementation of their application in an OS that is used in WSN hardware such
as TinyOS, FreeRTOS or Contiki. Symphony uses virtualization and hardware mod-
eling techniques that allow the developer to work on a real node while also smoothly
integrating the real implementation of the application with a general purpose network
simulator that enables extensive testing of its distributed functionality in a controlled and
repeatable manner. Technically, Symphony consists of four operating and programming
scopes: a software scope, a hardware scope, a data feed scope, and an orchestration and
communication scope.

Figure 4.1: A high level architectural overview of Symphony.

The software scope provides the tools required to create a virtual image of an existing
WSN operating system and a set of rules for doing so. The hardware scope consists of
a set of models that accurately emulate the delays and energy consumption of various
WSN hardware components. The data feed scope provides tools and models for making
sensory data available to the virtualized node. Finally, the orchestration and commu-
nication scope is provided by the popular network simulator ns-3 1, which enables the
straightforward creation and execution of various simulated scenarios

1http://www.nsnam.org/
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Symphony thus bridges the gap between simulated and real WSN software. It has
numerous features that make it a unique development environment. Specifically, it:

1. Enables the user to experiment with the code base that would be used in a real
deployment;

2. Preserves the execution model of the underlying operating system;

3. Accounts for the effects of hardware-induced delays on the performance of dis-
tributed applications and protocols;

4. Enables experimentation with a range of clock skew models;

5. Enables experimentation with several different applications and different WSN op-
erating systems within a single simulation;

6. Provides a customizable level of simulation detail, ranging from fine-grained firmware
emulation to system-level experiments;

7. Allows the user to investigate performance-related phenomena across the entire
sensory data path.

4.2 Previous Work

Simulations are the preferred tools for experimenting with communication networks for
technical, logistical, and cost reasons. Following the emergence of WSN technology,
various general purpose network simulators (e.g., ns-3 [62], ns-2 [85], Omnet [86], Qualnet
[87], etc.) have been extended by the addition of WSN- specific frameworks. However,
WSN technologies have two features that make their simulation more challenging than
that of typical high-end communication systems: delays introduced by the use of low-
end hardware components, and the peculiarities of the execution models used in the
hardware’s operating system. Extensive surveys of existing simulation tools have been
presented by various authors (see [88, 89, 90] and references therein). In order to avoid
unnecessary repetition, this work discusses only the most widely used existing tools and
focuses on the problem of closing the gap between simulated and real WSN software as
well as the unique features of Symphony that are listed in Section 1.

Over the last decade, numerous protocols for use in WSNs have been proposed in
the literature. In most cases, their functionality was implemented and tested in artificial
environments created inside general purpose network simulators. Details of these imple-
mentations are not generally available [43]. This situation has been criticized extensively
[44, 45, 39]. As a result, many practitioners have been forced to implement protocols from
scratch, highlighting the gap between simulator-specific implementations and implemen-
tation on real hardware platforms [40, 41, 46, 47]. The remainder of this discussion deals
exclusively with simulation tools that are supplied with mainstream operating systems.
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4.2.1 A Note on Operating Systems for WSN and Their Simu-
lators

Operating systems for WSNs generally follow one of three design paradigms: event-driven
(e.g. TinyOS), threaded (e.g. Contiki), or a mixture of the two (for detailed overviews of
WSN operating systems, see [37, 42, 91] ). While each paradigm has its pros and cons,
operating systems of all three types are available on the market and the performance
of a given set of distributed algorithms and communication protocols can vary dramati-
cally depending on the choice of the underlying OS and the composition of the software
modules [64]. Other operating systems are not considered either because their develop-
ment has been abandoned or due to their proprietary code bases. The simulation tools
provided with the currently used operating systems are primarily intended for simple
debugging purposes. Previous attempts to increase their sophistication rapidly became
outdated with the appearance of new versions of the relevant operating systems. Exam-
ples of such abandoned simulators that had similar functionality to Symphony in some
respects include EmStar [92], which provided node virtualization and was discontinued
2005; Atemu [93], which made it possible to perform simulations using real code (TinyOS)
and was discontinued in 2004; Avrora [94], which provided precise timing models and
was discontinued in 2009; and PowerTOSSIM [95], which enabled energy modeling and
was discontinued in 2010. It should be noted that none of these extensions provided all
of the features of Symphony or combined them in an integrated way.

4.2.2 Simulation Tools in the Context of this Thesis

Only a small selection of the simulation tools available to network researchers is de-
scribed in this section. Closed-source or commercial tools or tools that are no longer
in widespread use were not considered. The objective in conducting the work described
herein was to facilitate simulations of real implementations of communication protocols
for WSN and to study how the dynamic nature of the WSN environment affects commu-
nication protocols.

TOSSIM:

TinyOS comes with its own simulation facility, named TOSSIM [33]. This tool is pri-
marily used for debugging the functionality of TinyOS, but can also be used for simple
networking simulations. However, it is not a general purpose network simulator and there-
fore cannot be used for complex simulations involving heterogeneous and sophisticated
network settings and scenarios. A notable drawback of TOSSIM is its simulator-specific
and highly simplified implementation of the MAC layer.

COOJA:

Contiki also comes with its own simulator, named COOJA [96]. COOJA is Java-based
and allows the use of three different levels of abstraction. The highest abstraction level
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is suitable for high-level algorithm testing.Its simulations are implemented in Java and
can be bound to real node implementations using JNI calls between Java and C++.

COOJA simulations at the operating system level allow the execution of compiled
applications. Conversely, bit-level simulations allow code execution to be emulated at
the instruction level of the microcontroller. COOJA is not a general purpose network
simulator and therefore cannot be used for complex simulations involving heterogeneous
and sophisticated network settings.

ns-2 and ns-3:

The ns-2 [85] and ns-3 [62] network simulators are the de-facto standard simulation tools
used in the academic networking research community. Although ns-3 is the successor to
the ns-2 simulator, it is a complete reworking of ns-2 and is not backwards compatible.
Ns-3 is a discrete-event network simulator for Internet systems. It improves on the inflex-
ibility of the ns-2 simulator by incorporating the object oriented (OO) design paradigm.
It also contains improvements on the architecture, software integration, and models of
the ns-2 simulator. Moreover, ns-3 can support multiple radio interfaces on nodes, and
features IP addressing, a TCP/IP model that more closely resembles the real protocol,
and more detailed 802.11a/b/s models. Finally, ns-3 can use the real code bases for the
protocols running on the simulated nodes and simulate communication processes in real-
time. Thus, some existing applications from the Unix environment can be used directly
in simulations. The architecture of ns-3 separates the implementation of the simulator
from the representation of devices, protocols, core functions, applications, and common
components. This simplifies the extension of existing devices and protocols and makes
it possible to implement real hardware and applications within the simulator. Ns-3 has
two simulation modes: real- and virtual time. Both modes can be used to test the traffic
patterns generated by real applications.

Table 4.1 compares the functionality provided by existing WSN simulators (described
above)to that of Symphony. When reviewing this table, one point relating to simulation
tools that provide instruction-level software emulation should be noted. Cooja is typical
of such simulation environments in that it has an integrated microcontroller emulator
that enables the user to perform instruction-level simulations. Symphony takes a differ-
ent approach: instead of emulating a specific microcontroller, it models the behavior of
diverse hardware components in terms of their execution time for specific operations and
energy consumption. The time and energy parameters for individual hardware compo-

1The real code is preserved to some extent. The node is represented as an entry in a table.
2Provides two modes for simulation, one based on the native code and one based on simulated code.
33The code is cross-compiled so that it can be run as a posix thread.
4FreeRTOS acts as a scheduler for pthreads within a process.
5Only few microcontroller and radio devices are supported.
6PowerTOSSIM implements energy modeling. However, is very outdated and no longer supported

anymore.
7Emulator can load TimyOS executable compiled for platform with MSP MCU.
8Fewer than 20000 simulated nodes, approximately 100 emulated nodes. The high number of simu-

lated nodes comes at the cost of making the duration of the simulation greater than real-time.
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Table 4.1: A comparison of the functionality provided by selected network simulators.

Features Symphony TOSSIM Cooja FreeRTOS ns3

Real code base Yes Yes1 Yes 2 To some
extent 3

no

Execution model Yes Yes1 Yes Yes, 4 -

Real time Yes No Yes No Yes

Hardware
emulation

Yes, via
models

No Limited
5

No Yes, via
models

Hardware
induced delays

Yes No To some
extent

No No

Energy models Yes Yes6 Yes No Yes

Clock skew Yes No No No No

Different
applications

Yes No Yes No Yes

Different OS Yes No Yes7 No -

Customizable
simulation detail

Yes No Yes No -

Realistic sensor
data feed

Yes No No No No

Scalability Limited by
hardware

20000 < 200008 - 350000

Up to date with
OS

Yes Yes Yes 2010 -

nents recreated in Symphony are derived by conducting measurements on real devices
while they are performing specific operations.

We argue that no currently available simulator offers the same range of features as
Symphony or gives the user as broad a range of experimental options. One of the most
important things that sets Symphony apart is its use of the popular ns-3 simulator as
its core platform for orchestrating and executing simulation experiments and as a source
of well-established radio propagation models. This enables developers to experiment
with holistic machine-to-machine systems that incorporate heterogeneous radio technolo-
gies, such as the communications systems of backbone networks. Secondly, Symphony
uses real virtualized operating systems that are integrated into the ns-3 simulations, en-
abling the developer to experiment with multiple different implementations of a given
distributed algorithm in a single simulation. Finally, Symphony contains a set of models
that accurately mimic the execution times and energy consumption of various hardware
components. These features mean that Symphony simulations can accurately reproduce
the behavior of real-world WSN systems.
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4.3 Symphony - System Architecture

Figure 4.2 illustrates the core architecture of Symphony and its four programming scopes.
The software scope deals with the mapping of function calls to the underlying hardware
scope. The level of abstraction is configurable, and the scheduler of the underlying WSN
OS is preserved. The hardware scope consists of a clock and a series of models for
hardware components such as radio devices and sensors. These hardware models ensure
that the application code is executed on a device-specific time scale. The data feed scope
contains mechanisms for either actively or passively feeding data to the relevant software
handlers or specific sensor nodes. The orchestration scope is implemented on top of the
general purpose network simulator ns-3. It is responsible for integrating all of the other
scopes with the sophisticated communication models and ns-3 event scheduling engine
to create a holistic simulation environment. All of Symphony’s operational scopes are
parameterized using a single XML configuration file.

Figure 4.2: Architecture of the Symphony framework.

4.3.1 Models of Operating Scopes and Profiling Principles

In Symphony, nodes are simulated using a set of models that provide homogeneous
descriptions of the behaviors of both hardware and software components in terms of
execution times and energy consumption. Figure 4.3 outlines this approach to modeling.
The figure shows three components, C1, C2, and C3, which describe functionality at
different levels of granularity. C1 is the lowest level (i.e. hardware) component and
may represent something like a radio device and the associated driver. It performs the
primitive operations of sending and receiving bytes. The C2 component represents a
higher level of functionality, such as a function that queues packets, inspects and modifies
their headers, and then transmits them onwards. Finally, C3 represents the highest level
software components, such as functions that accept packets, encrypt and decrypt them,
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and perform application-specific operations before transmitting them onwards. The level
of granularity in the simulation can be configured by the user. For example, it is possible
to perform system-level experiments using only application-level components, or, at the
other extreme, to focus on low-level operations using driver-level models. Simulations of
the latter sort are particularly useful for very fine-grained debugging.

Figure 4.3: Model configuration using xml and hardware models.

The component models describe the component’s time and energy behavior when it
is called via a (call) and when it returns control to its caller via a (callback).

The component models also describe the properties of the callback. These include
information on the return type and the input parameters of the function. The time and
energy values are determined by measuring the time required for the device of interest
to perform a specific operation and the energy consumed when doing so. The acquisition
of such measurements is referred to as profiling.

Profiling is typically performed as part of a systematic measurement campaign. The
best way of determining the execution time and the energy consumption of a specific
network component is to use external measuring equipment. We anticipate that a library
of profiles for different components and platforms will be assembled over time and made
available to Symphony users. The profiles discussed in this work were generated using
a high accuracy 24-bit NI-4461-ADC analog to digital converter PCI card manufactured
by National Instruments. The AD-card was connected to a board that was used to
supply power to the node. The experiments were performed on a platform featuring
a 16-bit micro controller with a maximum speed of 20 MHz, 31kB of RAM, an IEEE
802.15.4 compatible radio transceiver, several on-board sensors, and the A/D converter
[97]. A range of components based on the TinyOS operating system have been profiled
already to showcase the process, including a raw radio interface (representing the lowest
level of abstraction), the ActiveMessage component (representing an intermediate level of
abstraction), and several different security functionalities (representing the highest levels
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of abstraction).

While all of the showcases presented in this work use the TinyOS operating system,
Symphony offers a generic and OS-agnostic virtualization platform.

4.4 Software Scope

This section provides details on Symphony’s software scope. Symphony does not make
any short cuts when simulating WSN functionality: a real operating system is virtu-
alized and its execution model is preserved. In essence, Symphony intercepts calls at
the desired level of abstraction and delays their execution according to the profile of the
corresponding component. Symphony can be used to perform simulations on three tiers:
low, medium and high. Higher tiers correspond to increased granularity in the simulation
and therefore more complexity.
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(b) OS-tier profiling: time required to send 2 bytes of data
with AMSend.

Figure 4.4: Profiling at the Application- and OS- tiers.

The application tier is used to perform system-level simulations and represents the
highest level of abstraction available in Symphony: only the highest level calls are passed
through. Therefore, when the node is profiled, it is only the effect of these calls that is
measured. This tier yields the fastest simulations.

Operating system components are profiled in the same way as hardware devices. Fig-
ure 4.4b shows the performance of the AMSend component of TinyOS when sending two
bytes of data. The energy consumption for this component was calculated by integrating
the node’s current flow over time.

When a function such as AMSend is called from the application tier, it will generate a
fork with several calls that propagate from the OS tier down to the hardware level. These
calls and callbacks will do things such as initialize the relevant hardware components and
handle retransmission or acknowledgement of the original call. From the perspective of
the OS tier, these operations will consume a certain amount of time, tOS. However, in
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(a) Execution times for real and emulated
hardware.
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during transmission.

Figure 4.5: Function call propagation from the OS to a hardware device (a radio
transceiver) and the corresponding energy consumption profiles for different transmis-
sion rates.

reality there will be many pre- and post-call code executions associated with each call
as shown in Figure 4.5a. In cases where these hardware abstraction layer (HAL)-level
details are important, profiling must be done at the HAL level. This will entail measuring
the execution time and energy consumption for each operation of interest. For example
Figure 4.5 2 shows the energy consumption for a range of transmission rates and powers.
This is the most accurate tier of simulation but also the most computationally intensive,
and will significantly reduce the number of nodes that can be virtualized per core relative
to the other tiers.

4.5 Hardware Scope

Hardware interrupts and calls are emulated by tapping into the hardware abstraction
layer (HAL) of the WSN OS. As shown in Figure 4.5a, when an operating system makes
a call to a hardware element (in this case, a call to a radio transceiver to transmit
a message) in Symphony, the call is dispatched to the appropriate hardware model.
Essentially, the device model is a piece of software that mimics the behavior of the real
hardware component. Technically, all of the modes used in Symphony are inherited from
the ns3::Object class and parameterized according to the appropriate XML configuration
file.

The following subsection describes the implementation of a ’crystal device’ in Sym-
phony and its modes of operation. This component is essential for performing real-time
studies of distributed embedded systems.

2In this example and that discussed in the preceding section, we profiled the transmission of two
bytes of data. In practice, however, profiling should be performed using data packets of the size required
in the target scenario.
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4.5.1 The Clock Model - Simulating Time Skew

A typical WSN node is equipped with one or two crystals that power the devices’ internal
clocks. These crystals generate ticks at a certain frequency, which are transformed into
time measurements by a software counter that rounds them to a specific value. For
example, TinyOS 3 defines one second in milliseconds as 1024 ticks. These clocks have a
degree of drift due to differences in the oscillation frequencies of crystals from different
batches. The curve in Figure 4.6a shows the clock drift measured on a real device. Most
current network simulators lack native means of accounting for clock drift and just use
simulated clocks that have no deviation (represented by the red line in Figure 4.6a) for
all nodes. However, time skew is widely recognized to be a significant problem in WSN
and has been studied extensively [82, 98]. Most academics who conduct experimental
work on network functionality assume that perfect time synchronization is achieved by
specialized algorithms or hardware [99].

(a) Consequences of clock drift. (b) Histogram of clock ticks affected by ran-
dom skew.

Figure 4.6: Consequences of time skew (a) and a histogram showing the output of a
random skew model (b).

Symphony features a native real-time clock model called SimuClock. When connected
to an emulated node, this model generates ticks according to a specification provided by
the user in an XML configuration file. By default, no clock drift is applied. However, the
user can configure the clocks to drift linearly, exponentially or randomly. The random
clock drift is implemented using the Random Variable Distributions module of ns3. A
histogram showing the number of ticks per second generated using the normal distribution
is shown in 4.6b.

Because Symphony uses ns-3 to orchestrate and execute simulations, all of its models
could potentially be configured using the native ns3 configuration tools. The ability to
control Symphony using an XML configuration file makes it relatively independent of

3http://www.tinyos.net/tinyos-2.x/doc/html/tep102.html
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ns-3; it could easily be adapted for use with other network simulators.

4.6 The Data Feed Scope

One of the common shortcuts taken by researchers when conducting simulation-based in-
vestigations into the performance of networking functionality in wireless sensor networks
is to work at a level of abstraction that does not require the consideration of real sensory
data. It is often assumed that the sensory data is instantly available for transmission and
that its acquisition does not in any way interfere with the sending-receiving processes.
In addition, protocols are often stress tested using synthetic cross traffic.

However, in reality, the flow of sensory data through wireless sensor nodes has sig-
nificant effects on the performance of all of the network’s software components. In brief,
before it can transmit the data, the sensor must warm up, sample the environment, pre-
process the data, and packetize it. All of these operations take time. Moreover, if the data
handling component is not implemented correctly, it may prevent the execution of the
sending/receiving procedure and thereby violate the logic of the protocol being studied.
Things become even more complicated when the external physical process sampled by the
sensor is hard to adequately model mathematically (for packet generation purposes). In
many cases, practitioners are most interested in problems of performance and correctness
that occur under specific conditions in the physical world. None of the current network
simulators allow the user to work with realistic sensory data traces. Symphony has a
native tool for addressing this issue in the form of its Data Feed scope, which makes it
possible to work with either pre-recorded real data traces or data that are fed into the
Symphony node in real time from real hardware. These techniques introduce the pos-
sibility of performing experiments on the entire data pathway, examining the integrity
of the data that is delivered to the backbone system, and experimenting with real time
services based on data flows from WSN.

Figure 4.7: The architecture of the Data Feed scope that supports the sensor model.
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The architecture of the Data Feed scope is shown in Figure 4.7. Symphony can handle
both pre-recorded raw data and data supplied in real-time from an external generator or
via a numerical data list. The Data Generator interprets and retrieves data from specified
locations. Its main purpose is to hide the specific method used for data retrieval and make
the sensory data available to the Sensor Model in a generic format. Two sensor types
are supported by the model: active sensors, which issue interrupts when data becomes
available, and passive sensors that release data in response to periodic polling by the OS.
The Sensor model makes the data available to the operating system of the sensor node
with delays that are specified in the appropriate configuration file. For active sensors, the
model will issue an interrupt according to timestamps provided by the data generator.
When the OS issues a call for a data reading to a passive sensor, the sensor model will
look up the data in a list using the current time as a key.

4.7 An Experimental Showcase and Performance Met-

rics for Symphony

Figure 4.8: Number of received packets at the sink.

We selected a test case involving a computationally demanding encryption function
that is known to affect the performance of various network protocols in order to demon-
strate the various unique features of Symphony. The real world consequences of using
this function cannot be reproduced using traditional simulation tools.

A total of six security schemes were implemented in TinyOS. A testbed consisting of
10 devices [97] was used to generate real-world results that could be compared to the
simulated data. The test scenario involves a chain topology consisting of 10 nodes. The
source node generates data packets of 35 bytes each. A new packet is generated when the
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previous one is received by the sink node. To facilitate comparisons, the total number
of packets received by the sink node during the test run was counted. Each experiment
was repeated ten times and an average number of received packets was calculated in
each case. The same settings were used in TOSSIM, Symphony, and the testbed. The
hardware scope was configured using delay and current consumption values that were
determined during the execution of the security algorithms on real-world hardware while
the radio transceiver was being used.

The advantages of Symphony were apparent even in the simplest experiment involv-
ing communication between the nodes with no security function (the results for this case
are indicated by the label “Plain” in Figure 4.8). The TOSSIM results for this scenario
were 10 % more optimistic results than those obtained using the testbed. This is because
TOSSIM does not account for the delays introduced by the hardware when transmitting
data. More erroneous results were obtained when computationally intensive operations
were introduced. In the experiments with the security functions, between 90 to 100 %
of the results obtained using TOSSIM were erroneous. This is in line with expecta-
tions because like all of the other current WSN simulators, TOSSIM cannot account for
software-induced delays. This shortcoming means that all current simulators would give
completely inaccurate estimates of network protocol performance for the test case. In
contrast, the results obtained using Symphony had an average accuracy of 99 %. The
few erroneous results were due to the inability of the ns-3 channel model to fully describe
the testbed environment.

4.8 Chapter Summary

In this Chapter we described a method for performing realistic WSN simulations using a
novel simulation framework named Symphony. Symphony offers WSN developers seven
unique capabilities: it can be used to perform experiments with the code base that would
be used in a real deployment; it preserves the execution model of the underlying operating
system; it makes it possible to analyze the effects of different hardware components on the
performance of distributed applications and protocols; it enables experimentation with
a range of time skew models; it provides a customizable level of simulation detail; and it
can be used to perform experiments with real sensory data. Overall, Symphony opens
new doors not only for reliable network performance evaluation and system debugging
but also for experimentation with system-level WSN design ranging from backbone tests
to real time service orchestration using sensory data. Further details on Symphony and
its performance are provided in Papers D and E.

In the next chapter we describe the adaptation of Symphony for use with cloud
computing services to perform extremely large-scale WSN simulations.



Chapter 5

Maestro: An Orchestration
Framework for Large Scale Wireless

Sensor Network Simulations

“A very large part of space-time must be
investigated, if reliable results are to be obtained.”

Alan M. Turing

Large scale simulations can generally be performed by scientists who have access to
high performance distributed computing facilities and special purpose parallel simulation
software. Parallel simulation software has a complex architecture and relies heavily on
the correctness of the scheduler. This, together with their distributed nature, makes it
difficult to coordinate simulations of large scale WSNs. With the emergence of Cloud
Computing as an affordable alternative to conventional supercomputing facilities, it has
become more attractive to run large scale WSN simulations in clouds.

This chapter describes an investigation into the feasibility of using Cloud Computing
facilities to perform large scale WSN simulations that accurately reproduce behaviors
occurring inside real sensor node hardware and software at all layers of abstraction.

A new framework for orchestrating large scale WSN simulations known as Maestro
is introduced. Tools that are built into Maestro are used to demonstrate a feasible
approach for benchmarking cloud infrastructure in order to identify cloud VM instances
that provide an optimal balance of performance and cost for a given simulation.

Moreover, we address criticisms that have been raised regarding the trustworthiness of
simulation results in computer science research by proposing a sustainable methodology
for sharing such data in order to facilitate their validation and further investigation.
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5.1 Maestro - System Architecture

Worker 1
Get job
Run
Return results

Master
Start instances
Create job queue
CMD instances
Gather results
Clean up

Worker 2
Get job
Run
Return results

Worker n
Get job
Run
Return results

........................

Workspace

Figure 5.1: Maestro’s Design Pattern.

Maestro is based on a master-worker system architecture as shown in Figure 5.1.
The master reads a configuration file and then starts workers and creates the workspace
accordingly. The workspace consists of the tools and protocols that enable the automated
control of workers, the execution of jobs, and the gathering of simulation results. Maestro
also provides tools for automated simulation performance benchmarking with respect to
the usage of CPU and memory resources. These benchmarking tools are used to identify
the most appropriate instance for specific simulations and to monitor the execution of
the simulation. The remainder of this section discusses Maestro’s architecture in more
detail and the process of its initialization when setting up large scale simulations.

5.1.1 Architecture

The architecture of Maestro and its workflow are outlined in Figure 5.2. The core of
Maestro consists of a Master instance that initializes simulation resources according to
specifications provided in the configuration file. The Master node has three key compo-
nents: the Client Server, Cloud Commander, and Result Bucket.

The Client Server is a service that allows the simulation to be accessed and started
up remotely. The client (user) can submit a configuration file using a local command line
application. When the configuration file is received by Maestro, it starts other services
and keeps the client notified about the simulation’s progress.

Cloud Commander (CC) is the core service of Maestro. When activated, it reads
the configuration file and allocates computing resources accordingly. During the initial-
ization phase, CC will start the specified number of instances of a particular virtual image
(if the simulation is being run on Amazon’s AWS service, this image will be an AMI).

It will then wait until these instance have booted and become reachable. Once this has
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Figure 5.2: Maestro’s system design and workflow.

happened, CC will create a pool of threads that will establish communication channels
for each instance. During the startup phase, a simulation job will be sent to the worker
instance via the allocated thread. Once the simulation has been completed, this thread
will gather the results from the instance and store them locally.

After the simulation has finished and all of the threads it spawned have terminated,
the thread pool will exit and CC will activate Result Bucket. The purpose of Result
Bucket is to process and store raw data generated during the simulation. To this end,
it can apply user-provided scripts to the simulated data. The results are stored in a
user-specified location and can also be emailed to specific destinations, made available
via ftp or a web server, or uploaded to a cloud storage facility such as S3.

Before the simulation can be run, the worker instances must be configured. The core
functions of this process are independent of the simulator that is being used and are
described in the following subsection. The worker instance is started by the CC service.
Once it has booted, it will open two TCP service sockets for incoming connections, one
to receive the simulation job and the second to enable the simulation’s health to be
monitored. After receiving the simulation job, the worker service will start the specified
number of simulations on the instance and capture the simulator’s output. In addition, a
health monitoring service is started and continuously checks the instance’s kernel status
to detect zombie processes related to the simulation and to monitor the simulation’s
status. Instance health data are passed on to the master node via the second channel.
When the simulation finishes, its results are gathered and transmitted to the master
server, after which the worker is put into standby mode to await new jobs.
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5.1.2 Workflow of Configuration

Before being used to run Maestro’s worker service, a virtual machine image must be
prepared as shown in Figure 5.3. The configuration of the worker instance involves four
steps. First, the user starts an instance from a default worker virtual machine image
(AMI). This contains a minimalistic set of tools and software that is required by the
worker services described in the preceding sections. Second, the user must log in into the
instance via ssh so as to access its terminal interface. Once this is done, the simulation
stack, tools and libraries for building and operating the simulator are installed. At this
stage it is advisable to create a new virtual image of the instance before configuring it
for a particular scenario and simulation opportunity. Third, the user must configure
the simulator and scenario and should perform a test run to ensure that it is working
as desired. Once the simulator has been configured successfully, the user creates a new
customized worker AMI and thereby completes the configuration process.

Figure 5.3: Workflow for setting up a custom worker.

After successfully creating the customized worker instance, the last thing the user
must do before running Maestro is create a configuration file. Master accepts multiple
instance configurations (the total number is only limited by the number of threads and
socket ports that the operating system can create). It is therefore possible to run several
distinct simulations at once, one large simulation, or a combination of the two. The
configuration file must specify the desired number of instances, the ID of the prepared
virtual image, the type of instance to be used, the necessary security credentials, a result
storage option, and a command to execute the simulation.

5.2 Benchmarking Tools Provided by Maestro

Each simulation scenario and tool has distinct performance requirements and run-time
behaviors. While some simulators run in a single thread, others will spawn multiple
threads or allocate several cores. The number of simulations that can be run in parallel
will depend on the simulator that is used. Consequently, before performing a large scale
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run, the user should benchmark the available instance types and identify that which is
best suited to the task at hand in terms of resource allocation and cost.

Figure 5.4: Scheme showing the sequence of events when a Maestro worker (shown in
blue) running a simulation thread that spawns multiple child threads is started. The
simulation thread (in green) is initialized, after which the monitoring thread (in orange)
is started. The simulation thread is then started and spawns child threads (C1 - Cx) as it
proceeds, each of which is monitored individually by the monitoring thread (indicated by
the orange arrows). The transfer of data between threads is indicated by the red arrows.

Figure 5.4 shows a representative simulation scenario (using the ns-3 simulator) in
which the simulator spawns child threads to perform its tasks. When the worker is
started, it initializes the simulation thread (St) and then starts the monitoring thread
(Mt). Once this has been done, the simulation thread is started. Mt then regularly
reads information on St provided by the platform utilities. This information includes the
process IDs (PID’s) of the child threads as well as performance metrics for St and its
children such as the CPU usage and the amount of allocated private and shared memory
for each thread. These data are returned to the owner thread (which would be the worker
in a benchmarking scenario).

The benchmarking tools are also used to monitor the health of the worker instance. In
this case, they are started by the health monitoring thread and configured in a different
way in order to minimize their resource consumption.

5.3 A Note on the use of Maestro with Large Scale

Simulators and for the Parallel execution of Se-

rial Simulations

It is important to note that Maestro is a non-intrusive tool that can be used both to
automate the running of large scale simulations and to execute multiple serial simulations
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in parallel. However, while it provides tools for experiment deployment, it does not
synchronize the simulator’s simulation scheduler nor can it interfere with the set up of
a specific run of the simulation. Therefore, when performing large network simulations
using Maestro, the user must take care to set the simulation scenario up appropriately.
The master node can be used to distribute the network addresses of the started instances
in cases where a dynamic scenario setup is required.

5.4 Chapter Summary

The introduction of the Infrastructure as a Service paradigm has led to the availability of
relatively cheap and scalable computational platforms that are accessible to a very wide
audience and can be used to perform large scale simulations in a credible and reproducible
fashion, and to easily share their results and setup conditions with anyone who may be
interested.

This chapter described Maestro, an orchestration framework for large scale WSN
simulations. Maestro was designed to be a independent framework that enables the
automated deployment of either large scale simulations or many serial simulations in
parallel.

The use of a public cloud service such as Amazon Web Services allows researchers to
easily share their full results and exhaustive information on the setup of their simulations
with other members of the scientific community. It is also straightforward to create a
virtual image that can be used to perform the simulation and to then make it publicly
available simply by providing a link in the published article reporting the work. At
current prices it would cost less to store such an image than to buy one cup of coffee
per month, so the storage cost is negligible. The results of the simulations and the data
sets they generate can also be stored in this way and made publicly available via cloud
storage systems such as S3 or Dropbox. This would obviate one of the current criticisms
of simulation studies and create opportunities for cross-disciplinary research using open
data sets and pre-configured simulation scenarios.



Chapter 6

Summary, Conclusions and Future
Work

In essence, computers (and therefore embedded devices) are simple machines: all they
does is apply logic gates to bits. Nevertheless, they are capable of performing complex and
sophisticated tasks by interpreting sets of instructions supplied by humans and acting
accordingly. In large and complex systems such as Wireless Sensor Networks, Cyber-
Physical Systems and the Internet of Things, the sets of instructions are extremely large.
Errors are therefore inevitable and the consequences of inter-system interactions can be
hard to determine. Ideally, therefore, one would have a tool that could take a system
together with a description of its intended purpose and determine whether it is capable
of fulfilling that purpose. However, in 1936 Alan Turing proved that such a program
cannot exist and so the only way to determine whether a system behaves as desired is to
allow it to operate for some time and examine the results. Given the distributed nature
and large scale of the systems considered in this thesis, the only viable way to test them
is by simulation. Simulation has been and will remain a vital tool in the development of
Wireless Sensor Networks, Cyber-Physical Systems and the Internet of Things, along with
numerous other complex systems. Realism is the most critical aspect of any simulation,
and the development of methods for performing realistic simulations was therefore a
major focus of the work presented herein. The following section summarizes this work
and discusses some potential future avenues of study.

6.1 Conclusions

Modern Wireless Sensor Networks have evolved into large and complex systems that will
form key technological building blocks in the development of Cyber-Physical Systems
and the Internet of Things. Extensive research on WSNs has led to the development
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of diverse solutions for all layers of software architecture, including protocol stacks for
communications. For example, more than one hundred distinct medium access control
protocols and fifty routing and transport-level solutions have been proposed. This mul-
titude of solutions is due to the limited computational power and restrictions on energy
consumption that must be accounted for when designing typical WSN systems. The
performance of a given high-level application task may depend strongly on the specific
composition of the system’s protocol stack, the run-time specifics of the underlying op-
erating system, and the potential non-deterministic behavior of the devices used in the
network. This makes it very difficult to identify the optimal software architecture for
any particular situation. In many cases, software components must be developed specifi-
cally for each combination of task, environment and hardware. It is therefore challenging
to develop, test, and validate even small WSN applications and this process can easily
consume significant resources.

This dissertation described investigations into various approaches for making the test-
ing and validation of large scale WSN systems more efficient. A theoretical contribution
was presented in the form of a method that enables the accurate reproduction of phenom-
ena occurring inside real sensor node hardware and software at all layers of abstraction.
This will expedite the design, development, and testing of WSN functionality.

Section 1 articulated four research questions. Brief answers to these questions based
on the studies discussed in this thesis are presented below:

Question 1: How does simulation and modeling affect the correctness of over-
all system performance analyses? Simulations are an integral part of the overall
system modeling process that are used whenever it is difficult to come up with a closed-
form analytical model of the system. While analytical models are fast and capture the
general behaviour of a system, simulations can be used to zoom in on the details of
specific system operations. The studies presented in this thesis explored both of these
techniques.

Specifically, studies on the development of an improved analytical model capable of
describing M2M traffic through RACH channels in LTE networks (described in Paper A)
demonstrated that analytical models can be improved based on observations made during
simulations. Although this finding is perhaps somewhat unsurprising, it emphasizes the
importance of creating trustworthy simulation environments.

Second, during my work on the design and implementation of a dependable medium
access control protocol for wireless sensor networks (a summary of the protocol is pre-
sented in Chapter 3 and the results of a measurement campaign that informed the design
of the Symphony simulation framework are reported in Paper C), I encountered major
inefficiencies in the design and commissioning processes for WSN software. These ineffi-
ciencies stem partly from the inability of analytical models to capture complex processes
occurring in hardware and software and partly from the severe limitations of existing sim-
ulation tools, which restrict their utility in identifying problems prior to the real-world
deployment of the system (i.e. before the implementation work has been completed).
The main conclusion from these studies was that the process of going from a conceptual
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design for a solution to a more or less correctly functional system can become nightmar-
ishly complicated for developers, resulting in the wastage of hundreds of man-hours on
bughunting and fine tuning.

Question 2: What is the best way of achieving a higher level of realism in
simulations of wireless sensor networks? In brief, I would say that the answer
to this question is to take no shortcuts when designing simulation tools. Simulation
environments should allow for a user-configurable level of detail that is selected based on
the purpose of the simulation. More specifically, I propose four criteria that a simulation
environment should fulfill in order to enable a useful degree of realism in simulations of
wireless sensor networks. First, the operating system of the sensor nodes to be used in
the WSN must be virtualized and used in the simulation tool. This makes it possible to
recreate the complex processes that occur within nodes and allows for seamless transitions
from the simulated environment to real-world deployments. Second, the performance of
the node hardware should be measured and these measurements should be used when
establishing models of the node’s performance for use in simulations. The node models
must accurately reflect the time taken for hardware and software components to perform
specific operations and the energy consumed in doing so. Third, the flow of sensory data is
key to the functioning of WSNs and must therefore be modeled properly in simulations.
This can be achieved by creating sensor models and methods that enable the use of
real sensory data from different sources, enabling the testing and debugging of sensor
node functionality and the testing of new services based on realistic sensory data prior
to deployment. Fourth, the above criteria should be used alongside a simulation tool
with well tested and established physical communication channel models. A simulation
framework named Symphony that satisfies all of these criteria was developed. The criteria
and the details of Symphony’s implementation are described in detail in papers D and
E.

Question 3: How can one perform simulations of global M2M systems with
millions of devices? Traditionally, large scale simulations have been conducted on a
High-Performance Computers (HPC). However, access to such computers is limited even
in the scientific community. I therefore investigated the scope for performing large-scale
simulations using cloud computing services. Cloud computing offers great computational
power to the general public and, unlike traditional HPC, offers both horizontal and ver-
tical scalability. Vertical scalability is especially appealing for simulations of wireless
sensor networks because data in such networks usually flows through gateways. There-
fore, a local network can be regarded as a quasi-isolated ‘island’ and simulated on a single
virtual machine.

Tools for performing super-large scale simulations should allow the user to configure
the simulation’s level of abstraction. The methodology proposed in this thesis allows for
seamless transitions between different levels of abstraction while ensuring that the simu-
lation always produces realistic responses according to the criteria specified in response
to question 2. A practical implementation of this methodology is embodied in Maestro,
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a tool for orchestrating large scale simulations that is described in paper F.

Question 4: What is required to enable the training of specialists in the
coming Internet of Things and future Intelligent Industries? The Internet of
Things is a complex and multi-disciplinary technological area and it is therefore chal-
lenging to teach students about it in a holistic way. The importance of empowering
students with tools and opportunities that will enable them to exploit their knowledge
and stimulate self-learning is acknowledged in many modern approaches to higher ed-
ucation. By giving students tools together with guidance on their use, the freedom to
experiment, and a contextual understanding of their work, educators can encourage both
innovation and the spirit of entrepreneurship. With respect to the IoT, it is important
to ensure students are aware that the development of IoT technologies will require in-
novation, cross-disciplinary knowledge, and multi-faceted programming. It is therefore
desirable for both the theoretical and practical aspects of their education to provide a
holistic view of the IoT ecosystem. By combining the principles and methods embod-
ied in Symphony with modern learning theories, it will be possible to teach students in
a way that will enable seamless transitions between high and low levels of abstraction
and between real systems and their virtual implementations. This will allow them to
rapidly come to a holistic understanding of the IoT ecosystem while also acquiring an
immersive understanding of the technologies used in WSN systems. Paper G describes
the implementation of these ideas and their use in education.

The main technical contribution of this work is a prototype of a simulation framework
named Symphony, which implements the proposed method. The framework’s key feature
is its ability to perform ultra-large scale holistic experiments on WSN functionality with
millions of nodes using configurable levels of abstraction. The behavior observable using
Symphony is very similar to the run-time behavior that developers would observe in
reality. This is achieved via the virtualization of real-world operating systems and by
using measurement-based hardware emulation and software component models.

6.2 Impact

The impact of this dissertation is twofold. First, the proposed methodology and asso-
ciated development framework will facilitate the education and training of specialists
in the future Internet of Things. Second, from a more long-term perspective, the the-
sis paves the way to solutions for several critical problems that have been highlighted in
many strategic research agendas concerning the development of future industrial systems,
including the streamlined validation of equipment and service interoperability across dif-
ferent vendors and application domains, and the rapid integrated design of future large
scale Cyber-Physical Systems.
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6.3 Future Work

The proposed methodology and the associated development framework enable new ways
of developing Wireless Sensor Networks, Cyber-Physical Systems and technologies asso-
ciated with the Internet of Things. Unfortunately, large scale simulations performed at
a high level of detail have the potential to generate very large amounts of logging data.
These logs could potentially grow exponentially in size, yielding gigabytes of debugging
information. It will therefore be essential to identify the most important parameters
to monitor in order to obtain useful information while minimizing the amount of infor-
mation that must be stored. The tools presented in this thesis allow users to perform
simulations at various levels of detail. This raises a question: In a simulation of a WSN
or similar system at a given level of abstraction and with a defined set of parameters to be
monitored, what is the most appropriate level of logging detail and abstraction for differ-
ent scenarios? The diverse nature of the systems that could be studied using large-scale
simulations means that no general answer to this question can be formulated. However,
it should be possible to establish a set of guidelines and rules to assist in the making of
such decisions.

The increasing complexity of software and hardware will be reflected in the complexity
of the models used to describe their behaviour in simulations. The creation of these
models will therefore become increasingly challenging and a potential source of error in
itself. Consequently, it will be essential to develop reliable methods for validating and
verifying even relatively simple hardware and software models. While such methods are
beyond the scope of this thesis, the need for model validation and verification presents
an important question: can the ability to validate and verify simulation models be built
into existing modeling and simulation frameworks?

Moore’s law may eventually be broken but it holds for now and there is no indication
that it will stop doing so in the near future. The ongoing increase in available compu-
tational power will eventually make it possible to perform very detailed simulations on
very large scales. It would therefore be interesting to know whether there are any limits
on the maximum achievable level of detail in a simulation?

One practical development that I would particularly appreciate would be a tool that
would provide a combined development and testing facility. Such a facility would allow
developers to transition seamlessly between the design, integration, testing and deploy-
ment stages in a process that could encompass everything from hardware design to the
creation of high level system applications. This goal can be expressed more succinctly
in a question: How can we enable seamless transitions between simulations and various
engineering applications and tools in a way that could be used in day-to-day development?

I do not believe that it will ever be possible to create a single perfect simulation
tool that can meet every developer’s needs and wants. However, it should be possible to
create a platform that is compatible with other tools and which can be used and modified
by many authors. There is a great need for an “open simulation platform” that would
enable the facile exchange of models and results between different tools and give users the
ability to easily perform co-simulations. The development of such a platform is perhaps
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the ultimate challenge for future work in the area of simulation.
While simulation tools are vital for supporting development, I believe that the ulti-

mate challenge for the WSN community is to revise the way systems are designed. The
increasing complexity of node hardware and software, gateways, and backend systems
together with the current horizontal approach to design and development at each level
of abstraction will create new emergent interoperability challenges. There is therefore
an urgent need to go back to basics and reconsider the way in which WSN systems are
designed.
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An Improved Model of LTE Random Access Channel

Evgeny Osipov, Laurinas Riliskis,Albin Eldst̊al-Damlin, Michael Burakov, Mats
Nordberg and Min Wang

Abstract

In this article, we report on a mathematical model for the throughput and delay of
LTE’s Random Access Channel (RACH). The model is an improvement of a cell-level
Markov model of Multichannel Slotted ALOHA proposed previously in the literature.
The improvements concern accounting for a possibility of contention resolution in the
case when terminals select same preambles and distinguishing initially-transmitting nodes
from retransmitting nodes. The improved model is verified and agrees with measurements
obtained from a discrete-time event-based simulator of an LTE cell.

1 Introduction

article reports on a mathematical model of the random access channel (RACH) in a
LTE cell. The performance of the RACH channel and the stability of different back-off
schemes are extensively studied in the literature. Most notable recent work [1] presents
an extensive study of the effect of different transmitter-oriented retransmission strate-
gies on the network-wide performance and stability. This work considers a model of a
receiver-oriented protocol, where a base-station decides on a retransmission behavior of
the terminal based on the number of terminals in the cell and an estimate of their trans-
mission probabilities. As a starting point we adopted the model of multichannel Slotted
Aloha by Liu and El Zarki [2]. In our model we not only adapt the referred model
to the specifics of LTE, but also introduce improvements for more accurate modeling
of RACH performance. In particular, with our extensions the model accounts for the
case of “preamble collisions”, i.e. the situation where multiple stations select the same
preamble sequence. Also the accuracy of the original model is improved by distinguishing
new successful transmissions attempts from those originated by backlogged nodes. The
performance of the model is verified by benchmarking it with the results obtained from
a system level discrete-time event-based simulator of RACH channel in a LTE cell.

The article is structure as follows. In Section 2, we describe the basics of the RACH
channel, outline the model and present used notation and terminology. The model deriva-
tion, the shortcomings of the previous approach along with the improvement steps are
presented in Section 3. The results of benchmarking of model with the simulations are
presented in Section 4. The article is concluded in Section 5.
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Figure 1: RACH opportunities on the time-frequency map of LTE’s physical layer.

2 Random Access Channel in Long Term Evolution

networks

Random Access Channel in 3GPP networks is normally used to transmit two types of
information: a subscription flag indicating a connection request from a new unknown
mobile terminal (further on also referred to as node or user interchangeably) and a
scheduling flag used to request scheduling in the main shared data channel (PUSCH) for
data transmission [3].

RACH is a Random Access channel and as such is devoid of any scheduling from the
central base station (eNodeB) [4]. For communicating the requests nodes use periodically-
occurring RACH opportunities as Figure 1 demonstrates. When several terminals at-
tempt to access RACH simultaneously collisions may occur causing partial or complete
loss of the concurrent requests which in turn incur retransmissions.

In LTE the transmitting terminals avoid collisions by selecting different preambles.
This amounts to time and coding domain multiplexing of the RACH channel. According
to the specification there are K < 64 preambles. Each terminal independently generates
random preamble by cyclicly shifting a root Zadoff-Chu sequence. This results in zero
cross-correlation between different preambles generated by different nodes in a cell. As a
reaction on reception of a preamble during the RACH opportunity the network generates
a random-access response over a downlink scheduling channel. This response contains
amongst other information the timing correction calculated by the random access pream-
ble receive, a scheduling grant in an uplink direction and a temporal terminal identifier.
Obviously, there is a non-zero probability for two nodes generating the same preamble.
In the attempt from several nodes to communicate to the base station using the same
preamble a so called “preamble collision” occurs. Although particular implementation
of the random access channel in LTE networks is vendor-specific, principally preamble
collision does not mean loss of all involved in the collision transmissions. According to
[3] the base station may acquire the “collided” preamble and following the protocol issue
the random access response. In this case all stations transmitted the same preamble will
receive the same downlink response message. This situation is, however, resolved at later
stages of the uplink access procedure and is based on the fact that a terminal receiving a
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Figure 2: A visual illustration of the RACH model.

random access response intended for another terminal will have incorrect uplink timing.
When adapting the original receiver-oriented model to the specifics of LTE we considered
both cases with and without resolution of preamble collisions.

Another modification to the original model concerns potential inability of eNodeB to
process all acquired requests due to hardware and timing constraints. In our model we
account for this by introducing a limited number of servers of RACH requests denoted
by L in the model. Therefore, eNodeB can handle any number of requests up to L and
thus the total number of successful transmissions in one RACH opportunity is limited
by min(K,L). Any request in excess of this limit will, therefore, fail either because of
preamble collision or because of rejection by the server. The failed requests are subject
for retransmission at later RACH opportunities.

Note, that the case when only one preamble (i.e. K = 1) is used and no collision
resolution is applied LTE RACH is equivalent to the classic Slotted ALOHA protocol.
One could interpret RACH preambles as parallel S-ALOHA channels, one of which is
selected at random by each transmitting terminal at transmission time. We may therefore
use the normalized throughput of S-ALOHA[5], 37% for benchmarking the obtained LTE
RACH model.

2.1 Outline of RACH model

Figure 2 presents the RACH model graphically. Table 1 summarizes the notations used
in the model. The model describes a number of participating nodes N in the network.
At the beginning of each RACH opportunity, each node starts in one of two following
modes: I-mode (Idle), where nodes transmit a new message with probability pN or B-
mode (Backlogged), where nodes retransmit an old message with probability pR.

Each transmitting node from I- and B-mode chooses one of K available preambles.
Some number of nodes will collide (i.e. choose the same preamble as another node) and,
if collision resolution on eNodeB is disabled, return to B-mode. In the case of enabled
collision resolution, one node for each collided preamble will be successfully acquired by
eNodeB together with those nodes which selected unique preamble.
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Name Description
k Index of RACH opportunity

N The total number of nodes in the network

N I
k The number of nodes in I-mode

NN
k The number of nodes performing a new transmission

NB
k The number of nodes in B-mode

NR
k The number of nodes performing a retransmission

NT
k The total number of transmitting nodes

NA
k The number of acquired nodes

NS
k The number of nodes which successfully requested scheduling

NF
k The number of nodes which collided or were rejected

pN The probability that a node in I-mode transmits

pR The probability that a node in B-mode retransmits

K The total number of available preambles

L The total number of servers available on eNodeB

π Equilibrium distribution of a Markov chain modeling backlogged nodes

πi Stationary probability that exactly i nodes are backlogged

Table 1: Summary of notations used in the model.

Once acquired, only a limited number L messages can be successfully decoded by
eNodeB at the same RACH opportunity (due to hardware and time constraints). This
can be visualized as a set number of L parallel servers serving the acquired nodes with no
queuing. All messages (at most L) which are served by eNodeB in this secondary selection
stage are considered successful, i.e. have been successfully scheduled for transmission on
eNodeB and the corresponding nodes return to I-mode. The remaining messages are
rejected and the corresponding nodes are returned to B-mode.

It is important to note that the model is seen from a network perspective, i.e. it is
possible to calculate the probability of a particular number of users being in particular
state, but not possible to track nodes separately (this would require a node based model,
e.g. [6]).
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2.2 Base mathematical relations

From properties of the defined model useful mathematical relations can be derived. A
static number of nodes are in circulation between I- and B-mode, i.e. the total number
of nodes does not change

N = N I
k +NB

k . (1)

Due to transmission and retransmission probabilities

NN
k = N I

k · pN , (2)

NR
k = NB

k · pR. (3)

The total number of transmitting users each RACH opportunity is then

NT
k = NN

k +NR
k . (4)

Due to preamble and server selection properties

NS
k ≤ NA

k ≤ NT
k . (5)

Due to nodes transitions from one mode to another properties

NB
k+1 = NB

k −NR
k +NF

k , (6)

where
NF

k = NN
k +NR

k −NS
k (7)

follows

NB
k+1 = NB

k −NR
k +NN

k +NR
k −NS

k (8)

NB
k+1 −NB

k = NN
k −NS

k . (9)

2.3 Metrics

We evaluate the correctness of the RACH model by calculating the system throughput
and the average delay metrics. While NS

k is the number of successful transmissions during
one RACH opportunity, an average throughput can be defined as a mean value of NS

k

over each RACH opportunity:
S = E[NS]. (10)

In order to make it easier to compare throughput for different sets of parameters we
normalize it with respect to the maximum possible throughput:

S0 =
S

Smax

=
S

min(K,L)
. (11)

An average delay, D is the estimated time taken for a newly generated message to be
successfully processed by eNodeB. The delay is estimated using the same method as in
the original framework [2]:

D =
N

S
− 1

pN
, (12)

computed using the interactive response time law.
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Figure 3: The original approach compared to simulations and our improved model.

3 Details of RACH model derivation

For clarity of presentation, denote the probability distribution of s successful transmis-
sions given exactly n transmitting nodes as f1(n, s) = fNS |NT=n(s). Also the probability
distribution of exactly n transmissions happen as f2(n) = fNT (n) in a RACH oppor-
tunity. Then the average throughput of the system, as defined in (10), can be further
expressed as an expected value of NS given conditional distributions f1(n, s) and f2(n):

S = ENT [ENS |NT [NS]]

=
N∑

n=0

⎛
⎝Min(n,K,L)∑

s=0

s · f1(n, s)
⎞
⎠ · f2(n). (13)

Further, f2(n) can be expressed using the equilibrium distribution π of a Markov
chain, which models the number of backlogged nodes at each RACH opportunity. Let πi

denote the stationary probability that exactly i nodes are backlogged, then:
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f2(n) = fNT (n) =
N∑
i=0

Pr(NT = n|NB = i) · πi =

=
N∑
i=0

⎛
⎝ Min(n,N−i)∑

m=Max(0,n−i)

(
i

n−m

)
· pn−m

R · (1− pR)
i−n+m ×

×
(
N − i

m

)
· pmN · (1− pN)

N−i−m

⎞
⎠ · πi, (14)

In its turn f1(n, s) is expressed as follows reflecting the preamble selection and server
acceptance mechanisms:

f1(n, s) = fNS |NT=n(s) =

Min(n,K)∑
a=0

f3(n, a, s)×

×f4(n, a). (15)

In the above equation f3(n, a, s) is the distribution of NS given NA and NT .
Since the number of servers on eNodeB is always fixed (it is limited by hardware)

the probability that exactly s nodes will succeed is 1 when it equals L or a, whichever is
lower, and 0 otherwise:

f3(n, a, s) = fNS |NA=a,NT=n(s) =

{
1 if s = min(a, L),

0 otherwise.
(16)

In its turn f4(n, a) = fNA|NT=n(a) is a conditional distribution of acquired nodes
a, given n transmitting nodes in a single RACH opportunity, which corresponds to the
preamble selection mechanism. This distribution is different for cases when collision
resolution is either enabled or disabled.

In order to assess the quality of the model we developed a discrete-time event based
simulator of RACH channel in MATLAB. As an output, it provides detailed information
about instantaneous throughput and delay (per RACH opportunity), among other met-
rics. These can then be averaged to provide a second dataset against which to compare
the results of the mathematical model. As a result of intermediate assessment we found
the original work [2] treats nodes as indistinguishable from each other. This means the
distribution describing the number of acquired nodes will underestimate their true num-
ber, which further leads to an underestimation of the achievable throughput visible in
Figure 3. We accounted for this problem in the improved model as follows.

f4(n, a) = fNA|NT (a) =
W (K, a, n)

Kn
, (17)
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Figure 4: Average throughput with and without collision resolution, using our improved
model.

where W (K, a, n) represents the number of all possible permutations where exactly a
nodes gets acquired, given n transmitting nodes and K preambles.

W (K, a, n) = W (K − 1, a, n)+

+ n ·W (K − 1, a− 1, n− 1)+

+
n−a∑
i=2

(
n

i

)
·W (K − 1, a, n− i)

W (K, 0, 0) = 1

W (K, a > K,N) = 0

W (K, a, n < a) = 0. (18)

Analogously, with enabled collision resolution, the distribution looks like:

f4(n, a) =

(
K
a

) · V (a, n)

Kn
. (19)

Here, similarly to (17), V (a, n) represents the number of all possible permutations where
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exactly a nodes are acquired, given n transmitting nodes.

V (a, n) =

n−(a−1)∑
i=1

(
n

i

)
· V (a− 1, n− i)

V (0, 0) = 1

V (0, n > 0) = 0

V (a, n < a) = 0. (20)

4 Benchmarking of model with simulations

The results shown in Figure 3 are obtained using the original approach, our improved
model and the simulator. The model was computed for a RACH channel with K =
16, L = 16, pR = 1.0, pN = 0.61. The results obtained from the improved model clearly
agree with the results from the RACH simulator when using the same settings.

Figure 4 shows an example of the output of our model both with and without collision
resolution. We note that the throughput with collision resolution approaches a perfect
100%, which reflects the idealized nature of our modeled collision resolution scheme. In a
real-life LTE cell, it is not always the case that a request can be recovered from a collision.
The figure also shows that the normalized throughput peaks at 37% which indicates the
conformance of the LTE RACH channel with preambles to the behavior of multichannel
Slotted Aloha.

As already stated, the model can be used to properly set terminal parameters such
as the retransmission probability pR. Figure 5a displays an average number of trans-
mitting nodes (those both in I- and B-modes) yielding the maximum throughput for
different transmission probabilities pN and the probability of retransmission pR = 1. We
observe here that for very high loads when pN approaches 1, the number of transmitting
nodes converges at some constant. We call this number an optimal average number of
transmitting nodes in a cell and denote it as NT

opt.
For a given estimate of the current total number of terminals in a cell and an estimate

of their transmission probabilities, an average number of transmitting nodes NT can be
computed from our model. If this value is different from the reference optimal this is
an indication that RACH channel performs sub-optimally. The following rules are then
applicable for adjusting the probability of retransmission in order to bring NT close
to optimal. If NT < NT

opt and pR < 1 the retransmission probability in the system
could be safely increased. Otherwise, when NT > NT

opt the retransmission probability
pR has to be adjusted taking into account the current fraction of terminals in I-mode
(new transmissions) in relation to the fraction of the retransmitting terminals. Both
parameters can be estimated by the base station using our model and the measurements
of the actual message flow in RACH.

Figure 5b shows the average delay in RACH cycles as computed from our model (12)
and measured in simulations. The model results also agree well with the measurements
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obtained from the RACH simulator.

5 Conclusion

In this article we presented a network-level mathematical model of random access channel
in LTE network. The presented model adapts the previously published analytic frame-
work for the analysis of multichannel random access protocols to the specifics of Long
Term Evolution networks. We also introduced a set of improvements which led to better
accuracy of the results. Using this model one could further study the functionality of the
RACH channel and amongst other to derive request retransmission strategies which lead
to better utilization of the RACH channel.
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TinyMulle: A Low-power Platform for Demanding

WSN Applications

Zhang Fan, Li Wenfeng, Jens Eliasson, Laurynas Riliskis and Henrik Mäkitaavola

Abstract

The research area of Wireless Sensor Networks (WSN) is growing rapidly. WSN tech-
nology is making entrance into new application areas, for example industrial control and
Critical Infrastructure (CI) environments. Energy efficiency is a highly prioritized goal of
communication protocols and application design for WSN. However, the usage of WSN
in both industrial and CI environments are starting to require more and more complex
applications.

In this paper, we present a new low-power wireless sensor platform nicknamed Tiny-
Mulle. The TinyMulle architecture consists of a 16-bit micro controller with a maximum
speed of 20 MHz and 31kB of RAM, an IEEE 802.15.4 compatible radio transceiver and
several on-board sensors. Even with its small physical size, it is a powerful node capable
of meeting the ever more demanding requirements of today’s applications. Power con-
sumption experiments indicate that operational lifetimes for TinyMulle in the range of
months to years is feasible. The support for TinyOS enables the new platform to reuse
existing software components developed for other sensor platforms.

1 Introduction

WSN technology is being embedded in our environment in a variety of monitoring ap-
plications [1, 2]. Sensor nodes, which are the core building blocks of a sensor network,
usually have very limited resources in terms of computational power, transmission range,
bandwidth and battery capacity. In typical WSN applications, sensor nodes must col-
lect environmental data, process and transmit the result through a multi-hop network to
gateways. The gateways usually perform even more processing and send the data further
to external infrastructures, e.g. Internet.

Once deployed, nodes have to operate as long as possible. A WSN can be placed in
locations that can be dangerous (e.g. battle fields and volcanoes) or difficult to reach
(glaciers, industrial sites). Replacing drained batteries is not feasible due to the large
amount of nodes. Therefore, it is important that a node’s MCU and radio transceiver
have a very low power consumption, uses highly efficient communication protocols and
able to run demanding applications. Wireless communication usually dominates the
energy consumption [3]. The low-power requirement must therefore not only influence
all aspects of a node’s design but also the entire network.
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WSN applications require nodes with an operating system (OS) that is both flexible
and energy efficient. An OS that provides an independent hardware abstraction layer be-
tween hardware and software also enables rapid software development on different nodes.
Such systems allow experts in different areas such as network communication, electron-
ics, and signal processing, to focus on their area of expertise. Application developers can
therefore focus on high level applications instead of giving attention to every small detail.
Two of the most widely used operating systems available for sensor nodes are TinyOS [4]
from UC Berkeley and Contiki [5] from SICS. Component-based design, hardware layer
abstraction support, and a large user base have made TinyOS the defacto operating
system in the WSN research community.

Today, wireless sensor networks are getting more and more complex, with new features
being added rapidly. It is not enough for a node to just support sensing and communica-
tion. It might also need to perform complex data processing, automatic service discovery,
wireless reprogramming, ensure security with encryption and authentication, and more.
Therefore there is a need of nodes with higher capabilities than today’s nodes. But higher
resources should not affect the power consumption to much.

This paper describes the design and implementation of TinyMulle, a new platform
for WSN. TinyMulle has one of the most powerful MCUs among existing wireless sensor
nodes. The Mulle has extremely low power consumption in sleep mode and very small
dimensions. Eliasson et al. [6] has shown that the Mulle platform from Eistec AB [7] has
been used successfully in a wide variety of applications.

Our contribution with this paper is: firstly, a new low-power hardware platform for
WSN. Secondly, the evaluation of the power consumption using TinyOS demo applica-
tions with the TinyMulle.

The rest of the paper is organized as follows: Section 2 describes the evolution of
TinyMulle. In Section 3 we describe the full architecture of the platform and motivate our
design choices. In Section 4 the experimental setup and test applications are presented.
We discuss the results in Section 5 before concluding this work with Section 6. Finally,
in Section 7, we outline future work.

2 Background

The Mulle platform has been used successfully in a number of projects, ranging from
Body Area Network (BSN) to Wireless Sensor Network (WSN) applications. Some BSN
applications are: monitoring of elderly and deployment on cross-country skiers during
a cold Swedish winter. WSN applications include: industrial control in the Socrades.eu
project, [8], road surface monitoring [9] in the iRoad project, and providing safety features
for fire fighters in the NSS project [10]. Especially the iRoad project includes a number of
key research challenges to be addressed such as: energy efficiency, robust communication
and scalability. The goal of our research is to create a wireless sensor platform which
enables a self-sustained, autonomous and distributed system that can cooperate with
other intelligent infrastructure systems and intelligent devices.

Environment monitoring has a wide range of applications, including scientific research
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and hazard monitoring [11, 12]. Traditional technologies cannot meet the requirements
of large scale environment monitoring applications. Wireless sensor networks, however,
present new opportunities for environment monitoring by enabling large scale instal-
lations without the need of costly and time consuming cable installations. A typical
environment monitoring system retrieves data periodically from its sensor nodes, which
are in deep sleep mode in between transmissions in order to conserve energy. Sensor data
is usually transmitted from the sensor network to the Internet or some other back-end
infrastructure through the use of gateways located at the edge of the network.

Previous versions of the Mulle [13] platform used Bluetooth and the TCP/IP protocol
suite. This approach allows formation of both Body- and Personal Area (Sensor) Net-
works since it enables the Mulle to directly communicate with standard consumer devices
such as mobile phones, PDAs, and computers [14]. However, using Bluetooth prohibits
the formation of mesh sensor networks and therefor limits its use in typical WSN ap-
plications. No multi-hop support limits the number of nodes that can participate in a
network, which for BAN and PAN applications is not important.

3 Architecture Design

The objective of the new TinyMulle platform is to replace the Bluetooth module with
an radio more suited for WSN. Thus enabling the Mulle architecture to be used in an
even wider range of applications. Requirements on the TinyMulle platform included: low
cost, low power communication and standardized physical layer access.

Table 1 shows a comparison of some network sensor nodes that are available today.

3.1 Hardware

Figure 1: Block diagram of TinyMulle.
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Table 1: Wireless sensor comparison.

Platform MICAz TelosB TinyMulle
Size [mm] 58 x 32 x 7 65 x 31 x 6 26 x 24 x 6
CPU type 8bit Atmel AT-

mega128L
16bit TI MP430 16bit Renesas

M16C/62P
CPU max speed
[MHz]

8 8 10 (20)

SRAM [kB] 4 10 31
Flash [kB] 128+4 48+16 384+4
Ext. flash [MB] 0.5 1 2
Transceiver CC2420 802.15.4 CC2420 802.15.4 AT86RF230

802.15.4
Bandwidth [kb/s] 250 250 220
Power T/R [mA] 17.4 / 18.8 17.4 / 18.8 16.5 / 15.5
Power sleep [μA] 27 5.1 4.0
OS support TinyOS TinyOS TinyOS, lwIP
On-board sensors - - Temperature,

accelerometer,
battery voltage

The heart of a wireless sensor node is its micro-controller unit (MCU). The MCU
is probably the most important component, and must be chosen so that it can support
a wide range of applications with a good balance between performance and power con-
sumption. Based on previous experience, the MCU was chosen to be the 16-bit MCU
M16C/62P from Renesas which is the same one used in the Bluetooth Mulles. This
MCU has been proven to be reliable, it can operate at high-speed and has a low power
consumption with different sleep modes. The Renesas M16C/62P, listed in Table 1, is a
relatively powerful MCU with 31 kB of RAM and 384 kB of flash memory. It can operate
in speeds from 0.625 MHz up to 20 Mhz on the TinyMulle platform. The 20MHz speed
is achieved by using the built in phase-locked loop (PLL) on the M16C/62P.

There are three power control modes available on M16C/62P MCU: normal operating
mode, wait mode, and stop mode. The normal operating mode has the highest power
consumption, while stop mode has the lowest. All mode states, except wait mode and
stop mode, are called normal operating mode including High-speed Mode, 10MHz, and
PLL Operating Mode, 20MHz. The difference between the modes are that in normal
operating mode, all clocks are running and therefore all peripherals, e.g. UART and
ADC, are available. In wait mode, the MCU core is shutdown but clocks are still running
which enables peripherals to operate. In stop mode, all clocks are off and the MCU is in
deep sleep. All peripherals are off, unless driven by external clocks.

We choose to use the IEEE 802.15.4 standard in the 2.45 GHz band for the radio
transceiver. By using a standardized radio technology, TinyMulle can communicate with
a large number of devices sharing the same physical layer, including devices from other
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Figure 2: A TinyMulle node

vendors. The radio transceiver equipped on TinyMulle it the Atmel AT86RF230. The
AT86RF230 transceiver is a low-power 2.4 GHz radio transceiver especially designed for
ZigBee and IEEE 802.15.4 applications. It is a wideband radio with O-QPSK modulation
with DSSS at 250kbps. The AT86RF230 meets the requirement of being low power
including MAC functionality in the hardware which offloads the MCU and operates in
the 2.4 GHz ISM band.

Apart from the MCU and radio transceiver a TinyMulle node is equipped with a 2MB
flash memory for data storage and wireless reprogramming, a Real-time clock (RTC), 3-
axis accelerometer, battery monitor chip and two on-board LEDs. A block diagram of the
TinyMulle is presented in Figure 1. The external flash memory is an Atmel AT45DB161D
and allows storage of large amounts of sensor data. The Microcrystal RV8564-C2, real-
time clock, provides an external clock source for timers to support low-power operation.
The external clock source for the timers is needed because in the lowest power saving
mode supported by the M16C/62P, all the internal clocks are stopped when the main
clock is halted. The use of an external clock source allows TinyOS to use low-power
functionality transparently for the main application. The frequency of the clock output
from the RV8564-C2 can also be changed, allowing more functionality compared to a
static crystal. A Freescale MMA7261QT is a 3-axis accelerometer integrated on the
TinyMulle board. A Maxim DS2782 battery monitor chip measures voltage, current
and temperature. It can estimate available capacity for rechargeable lithium ion and
lithium-ion polymer batteries. It can also estimate remaining system lifetime.

TinyMulle has an identical connector as the previous Bluetooth-based Mulles. Sensor
boards and the expansion board designed for the Bluetooth Mulles can be reused directly
by TinyMulle. The Mulle’s expansion board, see Fig. 3, has similar functionality as the
MIB510 board for MICAz.

3.2 Software

TinyOS is developed by the EECS department at UC Berkeley. It is a component based
and event-driven OS for sensor networks. TinyOS includes software development kits
(SDKs), frameworks and standard protocols giving a good and flexible base for software
development. In order to get TinyMulle support for TinyOS, missing drivers for the
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Figure 3: Expansion board

hardware were implemented. This included drivers for the Renesas M16C/62P MCU,
the Real-time Clock and the accelerometer. These drivers where then combined with
existing drivers, e.g. for the RF230 transceiver, that where already implemented in
TinyOS. The result was a complete port of TinyOS for the TinyMulle.

The RF230 driver is used as the MAC layer. The power management of TinyOS was
also directly ported to Mulle. Every time the micro-controller receives an interrupt, it
changes from a low power state to an active state, and whenever the TinyOS scheduler
finds the task queue empty it sets the micro controller into a low power state. The GNU
gcc toolchain for Renesas micro-controllers is utilized to compile the C code generated by
the TinyOS’ nesC compiler. An open source software, sm16cf [15], was also integrated
in the TinyOS tool chain to automatic download new firmwares into TinyMulle.

4 Power Consumption Experiments

The objective of the experiments is to measure power consumption of TinyMulle dur-
ing basic operations, such as: Normal Operational Mode (NOM), Low Power Listening
(LPL), sensing and transmitting. In order to position the TinyMulle platform we com-
pare our results to the result presented in talk “TinyOS 2.0: A wireless sensor network
operating system” [16] (p48-50).

The measurement tool used, was a National Instruments NI4462 24-bit high-accuracy
acquisition PCI card. It makes precision measurement of the current consumption. The
current flow through the device was measured using a small series resistor. The voltage
drop was amplified and given as an input to the NI acquisition card. The sampling rate
was set to 10kHz. The radio chip is used with standard configuration with maximum
transmission power and carrier sense above threshold.

TinyMulles MCU runs at 10MHz speed in normal operating mode, with PLL disabled.
The TinyOS Active Message protocol was used in the radio packets. The Active Message
header in a RF230 packet was 8 bytes long.
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Figure 4: All power management disable.

4.1 Normal Operating Mode (NOM)

The power consumption when the power management is turned off can be seen in Figure
4. Without TinyOS power management, TinyMulle keeps listening and consumes on
average a current of 16.37mA. This measured consumption matches the reported power
consumption from the RF230 data sheet. The consumption mainly comes from the
micro-controller and transceiver.

4.2 Low Power Listening (LPL)

Figure 5: Low power Listening

Figure 5 shows the power consumption when using Low Power Listening (LPL). This
experiment was done to test the TinyMulle power management effect of radio listening.
The sampling interval is fixed to 300 ms and the duty cycle is 2%, i.e. 6 ms active every
300 ms. The radio is turned on every 300 ms for 6ms (2% of 300) to listen for a radio
packet. This enables the node to conserve power but increases radio latency since the
radio is not listening at all times. Secondly, the micro controller wakes up and performs
a measurement each second. The challenge is to get a good balance between working
and power saving. The average current consumption achieved was 0.56mA. This is a
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good result compared to some other results, e.g. in [16] they had a average current
consumption of 1.04mA doing the same operations.

4.3 Low Power Transmitting (LPT)

Figure 6: Sending packet once every second.

Figure 6 shows the power consumption when using Low Power Transmitting (LPT).
This experiment was done to test TinyMulle’s power management effect of transmitting.
To investigate how much power was consumed while sending a packet the following
experiment was performed: 1) start the radio, 2) send packet and 3) then stop it without
listening. The curve in Figure 6 shows the power consumption. The Mulle v5.2 only
consumes an average current of 0.26mA when sending one packet every second. The
maximum time to send a packet of 21 bytes is only 14.7ms.

5 Results

Our analysis mainly focuses on the power consumption. To minimize the power con-
sumption of the micro controller and peripheral devices TinyOS provides the mechanism
to control all power states and to automatically change between them. TinyOS Enhance-
ment Proposals (TEP112,TEP115) [17] describe full details.

Once enabling the TinyOS power management, TinyMulle will go into stop mode
when there are no tasks to perform. A TinyMulle node consumes an average current
of 16.37mA without power management, 0.56mA when LPL with a sampling interval of
300ms and a duty cycle of 2% and 0.26mA when LPT every second. If using a standard
Saft LS14500 2250mAh Lithium battery, the node can theoretically live up to maximum
360.5 days based on the 0.26mA current consumption.

The energy consumption and live time of the TinyMulle while sending packets of
different size is compared in Table 2. Even is sending a packet of 1 byte is not realistic
scenario. It gives us understanding of overhead coast for starting up the radio, and using
ActiveMessage. Further, sending packet with 50 byte payload, every second, the node
will survive approximately 506 days.
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Figure 7 shows the energy consumption while transmitting ActiveMessage packets.
Dash dotted line show the energy consumption for sending one byte. The dashed line
displays the 50 byte packet and the last is 100 byte packet. We can see from the plots
that the beginning of the curve matches in all send packets. Therefore, the one packet
energy consumption can be viewed as overhead for all packets.
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Figure 7: Consumed energy while transmitting ActiveMessage packets of 1, 50 and 100
bytes.

Table 3 shows comparison of TinyMulle and the node used in the talk. While Tiny-
Mulle consumes more power in NOP, we can see its potential in LPL mode. Power
consumption in LPL is nearly ten times less for TinyMulle.

6 Conclusions

In this paper, we have built a sensor node platform for low power monitoring applications,
nicknamed ”TinyMulle”. TinyMulle consists of a the Mulle v5.2 network sensor node with
a Renesas 16-bit micro controller, an IEEE 802.15.4 radio transceiver, an accelerometer, a
real time clock and a battery monitoring chip. TinyOS-2.x was then ported to TinyMulle
and its 16-bit micro controller. The Mulle platform is now accepted as an official port
in TinyOS. Power consumption experiments, when running TinyOS test programs, have
been performed. The results show that the power consumption is very low, and indicates
that an operational lifetime on the range of months to years is feasible. We believe that

Table 2: Energy consumption in TinyMulle while transmitting a ActiveMessage packet.
In the third column the nodes lite time (NLT) is shown while transmitting one packet
per second.

Payload [mAs] [days]
1 Byte 0.0836 942
50 Bytes 0.1696 506
100 Bytes 0.2444 360
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Table 3: Comparison between TinyMulle and MICAz power consumption.

Mode TinyMulle MICAz
NOM [mA] 16.37 11.83
LPL [mA] 0.56 4.26

the presented TinyMulle architecture is a powerful yet low-power platform for wireless
sensor networks. The support for TinyOS enables developers to reuse existing research
results which speeds up the development process and shortens time-to-market.

7 Future Work

We will continue to improve the TinyOS port to make even more efficient use of the
special features found on the Mulle’s micro controller. The special power management
mechanisms that were developed for previous versions of the Bluetooth-based Mulle plat-
form should also be integrated with TinyOS’ power management to make the TinyMulle
even more power efficient.
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Reality Considerations When Designing a

TDMA-FDMA Based Link-Layer for Real-Time

WSN

Laurynas Riliskis, Jan Berdajs, Evgeny Osipov, Andrej Brodnik

Abstract

In this article we elaborate on reality considerations when designing and implementing
application tailored TDMA-FDMA medium access protocol with guaranteed end-to-end
delay. We highlight importance of considering underlying hardware and software compo-
nents when designing communication protocols for resource constrained platforms. We
also show that by combining medium access protocol, bootstrapping, and time synchro-
nization mechanisms within the link-layer, we can limit on average clock drift in the
network to 0.5 μs, as well as achieve 81% energy efficiency while keeping collision prob-
ability at its minimum of 1%. Finally, we conclude with challenges and lessons learned
in real-world deployment of TDMA/FDMA based link-layer with guaranteed end-to-end
delay in WSN.

1 Introduction

Time synchronization is a crucial requirement when using TDMA/FDMA protocols [1, 2].
Ofter research publications consider operations of MAC protocols separately from the
issues related to the time synchronization. In this paper we show that when integrated the
MAC functionality and the time synchronization mutually affect each other performance.
This conclusion come as a result of our work on practical deployment of a TDMA – FDMA
test network with strict end-to-end delay requirements.

Our main conclusion is that it is feasible to deploy WSN with strict end-to-end delay
requirement. The main prerequisite for achieving this is performance of hardware com-
ponents and execution time of concurrent software modules already at the design stage
of the link layer.

2 Link Layer: TDMA/FDMA MAC, Bootstrapping,

and Time Synchronization

For medium access a TDMA/FDMA scheme called HMAC proposed in [3, 4] is used.
We outline main functionality below. In Section 3 we report on the performance of the
integrated link layer.
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(a) Possible collision when FTSP operates as a ser-
vice.

(b) OS tier: Sending 2 bytes of data with AMSend.

Figure 1: FTSP message piggybacking in HMAC.

The time in HMAC protocol is divided in enumerated epochs which contain n super-
frames. The superframe is divided into slots, the length of the slot depends on the size of
the message and number of the slots is selected depending on the number of neighboring
nodes to minimize the collision probability in time and frequency domains. The main
feature of HMAC protocol is the distributed consensus scheduling i.e. based on the epoch
number, the sender’s, and receiver’s ID nodes calculated the time and frequency slot for
the transmission. Each b superframes all nodes enter the bootstrapping phase in which
new nodes can join network and synchronize to the current epoch number.

The target application uses a line topology of seven nodes and has requirement on
one second end-to-end delay. In order to satisfy the delay requirement the per-node delay
should be less then 166 ms to transmit five bytes of measured data. This results in having
20 unicast slots per superframe. With four contenders for 20 unicast slots the collision
probability in time and frequency is 1%, which makes an error free relay probability
sufficiently high.

To achieve target requirements strict time synchronization is needed. The instance
of HMAC protocol was designed to guarantee end-to-end delay with known traffic pat-
tern. Introducing haphazard communications from time synchronization protocol would
disturb normal operation of the protocol as shown in Fig.1a. Therefore, we modify time
synchronization protocol FTSP [5] to operate only during the bootstrap phases and pig-
gyback FTSP data in bootstrap messages as shown in Fig. 1b.

3 Protocol Performance

Clock accuracy

In order to determine the time error and needed frequency for synchronization we mea-
sured the difference between time approximations and actual time of the root node. This
difference is the global time error. The measurements are repeated over 30 min window
which is shown in Figure 2a.
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(a) FTSP average global time error measured over
30 minutes.

(b) OS tier: Sending 2 bytes of data with AMSend.

Figure 2: Average per-hop latency in detail over 30 seconds.

We found that when performing synchronization every 10 seconds we could achieve
maximum measured error of 8 microseconds. The median of the error rarely exceeded 4
microseconds. Thus, the average error during the whole evaluation was 0.5 microseconds.
Our conclusion is that when piggybacking and controlling time synchronization protocol
from the link layer, the clock drift does not have seriously affects performance of the
protocol.

Per-hop latency in a multi-hop network

During implementation phase we encountered additional internal node time delays which
affected HMAC planning. Especially, radio state switching was effecting negatively on
the overall performance. Therefore, we introduced a 20 ms start frame to allow for
initialization of the protocol and hardware components. The unicast slots needed to be
extended, beside accounting for time error, to account for time consumed during channel
switching. Thus, the resulting unicast frames of 20 ms was used for packet exchange,
resulting in a 420 ms superframe. As a result we were forced to reconsider the core
protocol functionality as described in poster.

The measured per-hop latency average is shown in Figure 2 for a 30 second sub-portion
of evaluation. During the whole 30 minute period, we observed a per-hop latency of 100
ms on average. This latency is caused mainly by application processing time and also by
HMAC unicast slot rules.

The worst-case measured latency was 141 ms. Additional delays can be caused by
several factors such as processing time, superframe transition (20 ms delay for start
frame) and bootstrap phase (420 ms). Most of these occur with a pre-defined frequency
and can only occur once during the forwarding of one packet, as per protocol design.

The results of evaluation – end-to-end delay can be achieved in this application on
average below 1 second. However, if a bootstrap phase occurs during packet forwarding,
a packet from node 1 will arrive at node 7 after 1020 ms. In worst case scenario the
packet will arrive after 1272 ms or 852 ms. On average, the packet will arrive at node 7
after 600 ms.
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4 Conclusions

In order to satisfy dependability requirements, the performance of the hardware platform
and core software components should be assessed experimentally as part of the protocol
design phase. Different operations should be profiled on a set of nodes in order to
determine the timing range of the target hardware. It is important to note that the time
profile of the hardware should be established while it is running the operating system
that is to be used. Moreover, when matter comes to designing and implementing time
critical protocols the performance and influence of the additional services needs to be
accounted for.
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Symphony: Simulation, Emulation, and

Virtualization Framework for Accurate WSN

Experimentation

Laurynas Riliskis and Evgeny Osipov

Abstract

We have developed a simulation framework for testing and validation of WSN applications
which closely resembles processes happening inside real equipment including hardware
and software induced delays. The core of the framework consists of a virtualized operating
system and an emulated hardware platform integrated with a general purpose network
simulator ns-3. Besides an ability of experimenting with the real code base as in the
real deployments our framework allows testing the boundary effects of different hardware
components on the performance of distributed applications and protocols. All in all
the presented framework allows to substantially shorten the development cycle of WSN
applications.

1 Introduction

Traditionally in the area of communication networks simulations is the primary technique
for the analysis of performance of various protocols. This is also true in the case of
performance studies of wireless sensor networks. WSNs, however, have one important
peculiarity, which makes simulation-based studies challenging. Most, if not all, network
simulators execute the experiment scenario in high-end machines. In WSNs the resource
constrained hardware is in many cases the primary performance limiting factor. Ignoring
either the effects of the hardware delays or the particular execution model of operating
systems makes the obtained performance figures unrealistic.

The work described in this article is rooted in the authors’ own experience in devel-
oping and testing a real-life medium-scale distributed WSN application in the domain
of intelligent transportation systems [1]. In short the task was to design and deploy a
proprietary MAC level protocol and a simple networking application1. The final time
accounting showed an expenditure of more than 1000 person hours for the whole cycle
of the development starting from conceiving the idea until the installation of the fully
functioning solution. Remarkably, only 1/4 of the time were spent for the design, simu-
lation based validation and coding for the target operating system (TinyOS). The other
3/4 of time was consumed by debugging the code on the target hardware and validating
the distributed functionality.

1See http://www.youtube.com/watch?v=GYyWkYfsJhk for a demonstration.
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This situation is not in any sense unique to our case: currently several international
projects (e.g. WSN-DPMC2) look at the issues of efficient integrated tools for develop-
ment of WSN functionality.

In this article we describe a simulation framework, named Symphony, for testing and
validation of WSN applications which closely resembles the processes happening inside
real equipment including hardware and software induced delays. Symphony consists of
three operating and programming scopes: an operating system scope, a hardware scope,
and an orchestration and communication scope. The OS scope provides necessary tools
and a set of rules for building existing WSN OS (e.g. Contiki, TinyOS, FreeRTOS) to a
virtual image. The hardware scope contains a set of models accurately emulating time
behavior of hardware components. Network simulator ns-3 offers an orchestration and
communication scope.

Besides an ability of experimenting with different applications implemented under
different operating systems in one simulation, Symphony offers three unique features for
a WSN developer: experimentation with the real code base as in the real deployments,
preservation of the execution model of the underlying operating system and experimen-
tation with the effect of hardware components on the performance of distributed appli-
cations and protocols. We conjecture that using Symphony the time for development of
a WSN application could be shortened substantially.

The article is organized as follows: in Section 2 we overview related work in the domain
of simulation-based experimentation with WSN. Section 3 describes the architecture
of the framework. Section 4 describes result of benchmarking the performance of a
network protocol obtained in Symphony, TOSSIM and a testbed. Symphony’s technical
characteristics and scalability issues are analyzed in Section 5. Section 6 concludes this
article.

2 Related work in the operational scopes of Sym-

phony framework

Due to straightforward technical, logistical and cost issues experimentation with commu-
nication networks is done mainly in simulators. With the emergence of WSN technology
the set of existing general purpose network simulators (e.g. ns-2, ns-3, Omnet [2], Qual-
net [3], etc.) was extended with WSN-specific frameworks, like Shawn [4] and operating
system specific engines such as TOSSIM [5] and COOJA [6]. The main objective with
Shawn is to enable testing of abstract algorithms in large scale networks by abstracting
away the details of lower-layers’ implementation. While not arguing against this objec-
tive our work on the Symphony framework targets an orthogonal goal, i.e. to enable
large scale realistic simulations with configurable levels of abstraction.

Compared to simulation-based experimentation with high-end communication sys-
tems two features of WSN technology make its simulations challenging: Delays introduced

2WSN DPMC cooperation project. Web portal. Online. Available: http://www.wsn-dpcm.eu/.
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by low-end hardware components and an execution model of the underlying operating
system.

Operating systems for WSN follow three design paradigms: event-driven (e.g. TinyOS
[5]), threaded (e.g. Contiki [7]) and the mixture of the two (see [8, 9, 10] for a detailed
survey of OS for WSN). While there are pros and cons of using each paradigm the fact
is that operating system of all three types exist on the market and the performance of
the same distributed algorithms and communication protocols could differ drastically de-
pending on the choice of the underlying OS and the composition of the software modules
[11].

As the major optimization objective for wireless sensor networks is low-energy con-
sumption all WSN hardware components feature low-energy modes enabling duty-cycling
operation. The time delay associated with switching the hardware modes introduces ob-
vious effect on the performance of communication protocols and distributed algorithms
in general. This time may vary in the order of magnitude between components produced
by different vendors3.

TOSSIM is a simulator that accompanies TinyOS. In its essence TOSSIM abstracts
away OS specific execution model and substitutes that part of the code with its own
run-time environment. Also, the communication protocols on MAC and physical lay-
ers are substituted with extremely simplified table-based communication model. Sev-
eral TinyOS-specific simulators addressing some inflexibilities of TOSSIM appeared be-
fore 2010 (see [12] and reference therein). Most relevant of those are PowerTOSSIM
[13], ATEMU [14] and AVRORA [15]: PowerTOSSIM as the name indicates enables
the analysis of power consumption properties; ATEMU and AVRORA offer instruction
level-emulation of a single hardware platform (Mica2 motes). In addition, only a single
application per node is supported. To the best of our knowledge the development of all
of them is discontinued.

The work on the integration of TinyOS into OMNeT++ [2] focuses on transforming
the NesC code to C++ classes and running the node as an object in the simulator.
According to [16], however, when using this approach the measured performance figures
are way too far from those measured in the testbed.

Cooja - a simulation facility for Contiki OS - preserves the OS execution model,
which enables instruction level debugging. On the other hand the hardware modeling
capabilities are limited to the microcontroller only.

Network simulators ns-2 and ns-3 are the de-facto standard simulation tools in the
academic networking research community. Although network simulator ns-3 is the succes-
sor to the ns-2 simulator, it is a complete rework of ns-2 and is not backwards compatible.
Ns-3 is a discrete-event network simulator for Internet systems. It contains improvements
on the architecture, software integration, and models of the ns-2 simulator. Ns-3 sup-
ports multiple radio interfaces per node and features IP addressing, a TCP/IP model
that closer resembles the real protocol, and more detailed 802.11a/b/s models. More-
over, ns-3 offers a possibility to run the real implementation of protocols as well as to

3For example to turn radio chip on for AT86RF230 (http://www.atmel.com/Images/doc5131.pdf)
takes 360μ while CC2240 (http://www.ti.com/lit/ds/symlink/cc2420.pdf) 1.2ms
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Figure 1: Architecture of Symphony framework.

run simulations in real time.
We conjecture that none of the existing simulators could currently offer the same va-

riety of features and experimentation flexibilities as Symphony. Firstly, we use popular
ns-3 simulator as the platform for orchestration and execution of simulation experiments
as well as its well established radio propagation models. This choice allows a developer to
experiment with holistic machine-to-machine systems featuring heterogeneous radio tech-
nologies including communications in backbone networks. Secondly, Symphony features
a virtualizer of real operating systems integrated with ns-3 which enables a developer to
experiment with different implementations of the same distributed algorithm in the same
simulation. Finally, Symphony contains a set of models accurately emulating behavior of
hardware components in time and energy domains. All these features allow performing
simulations extremely closely resembling the reality.

3 Symphony - System Architecture

Figure 1 illustrates the core architecture of Symphony consisting of three scopes. The
WSN operating system scope deals with the mapping of hardware abstractions in OS to
the hardware scope of the Symphony. The hardware scope contains the implementation
of hardware models. An XML interface is offered to a user for configuring the models’
parameters. The orchestration scope takes care of integrating the OS and the hardware
scopes into a holistic simulation environment.

The following subsections elaborate the details of each scope of the Symphony’s ar-
chitecture.

3.1 WSN Operating System Scope

The OS scope generates emulated interrupts to OS and calls from OS by tapping into the
hardware abstraction layer (HAL) of WSN OS as shown in Figure 2. There an operating
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system makes a call to a hardware element (in this case a call to a radio transceiver to
transmit a message). To complete the entire operation it takes time tOS: it is composed
of time tpreHAL for dispatching the call into the underlying HAL; time tdHW is consumed by
the device; and time tpostHAL to perform additional operations on the returning path of the
call.

Scalability of simulations heavily depends on the granularity of the underlying simu-
lation model. In order to make Symphony suitable for large variety of scenarios the OS
scope of Symphony gives the user a possibility of intercepting calls on different levels of
abstraction. The user may choose to remain on the OS level by intercepting calls from
OS to HAL and back. In this case the processes inside HAL will be ignored reducing the
level of details in the simulation. Alternatively, the user may include HAL functionali-
ties in the simulation for example for debugging purposes. We discuss the effect of the
simulations granularity on the performance of Symphony in Section 5.

When the desired level of abstraction is selected the user needs to specify the time
and energy properties of an operation in the hardware scope of Symphony. After that
the execution of operation is appropriately delayed in Symphony’s orchestration scope.

3.2 Hardware Scope

Figure 2: Time flow within node when sending a packet from application.

In Symphony a sensor device is contemplated as a set of models describing in a ho-
mogeneous way behaviors of both hardware and software components in time and energy
domains. The model of a component defines the time and energy properties when be-
ing called (call) as well as when it returns the control to the caller (callbacks). The
particular time and energy values are described in the elements’ attributes. The model
is described using XML format as exemplified in Listing D.2 for a hardware component
(Radio transceiver) and a software component (Encryption). The model shows for ex-
ample, that a time it takes from initiating a clear channel assessment (CCA RQST) until
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it is done (CCA DONE) is 60μs and consumes 3mW of energy.

The particular values of time and energy attributes are set as result of performing
corresponding profiling of the components when performing different operations. The
profiling is done by measuring the current flow during operation’s execution. An example
measurement while performing encryption operation is illustrated in Figure 3 (see a more
detailed discussion in Section 4). Some attributes, especially of hardware components,
could be taken from a supplied data sheet. The main functionality of the hardware scope,
however, is the possibility to experiment with different time and energy characteristic.
A set of experiments varying these attributes can be constructed in order to understand
the effect of hardware diversity on the performance of distributed applications.

Listing D.1: Simulation set-up in ns-3 environment.

numbers

#include <stdio.h>

...//Standard ns-3 modules are omitted.

#include "ns3/symphony-module.h"

using namespace ns3;

int main(int argc, char *argv[]) {

...

TosNodeContainer c;

c.Create(10, "libtossecurity.so");

TosHelper wifi;

wifi.SetStandard(ZIGBEE_PHY_STANDARD_802154);

wifi.SetNodeModel("tos-security.xml");

YansTosPhyHelper wifiPhy =

YansTosPhyHelper::Default();

wifiPhy.Set("RxGain", DoubleValue(0));

...

TosNetDeviceContainer devices =

wifi.Install(wifiPhy, c);

TosMobilityHelper mobility;

... }

3.3 Orchestration and Communication Scope

The simulation scenarios with Simphony are constructed and executed inside the ns-3
environment. This enables experimentation with complex scenarios reusing native ns-3
modules and models. Technically, Symphony adds new type of a node model and the
associated infrastructure (containers, helpers, etc.), which are inherited from the base
classes of ns-3. From the user perspective, however, the simulation work flow remains
the same as in the standard ns-3. This is illustrated in Listing D.1 on an example of a
simulation with TinyOS operating system.

The OS scope is built into a static library and open from within the new node model.
When opening the library (line 8 in Listing D.1) an XML file of the hardware scope is
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Scheme Testbed TOSSIM Symphony
Plain 303 336 304
CCM 127 340 129
WPI 128 334 130

Table 1: Number of received packets at the sink.

consulted on which symbols for the callbacks need to be read (line 11 in Listing D.1).
Behind the scene when initializing the device container (line 16 in Listing D.1) the model
of the hardware scope is instantiated and initialized with the values from the XML
file. This model actually takes care of delaying the execution and book keeping energy
properties as described earlier.

One of the biggest technical challenges when implementing Symphony’s orchestration
scope was overcoming the limitation of Linux on the number of namespaces and the
number of static libraries that can be open simultaneously, which is currently set to
14. As part of the solution we integrated the patched version of an elf-loader [17],
which enables loading substantially larger number of node images (limited only by the
hardware).

4 Experimental Show Case

In order to demonstrate the unique features of Symphony we selected an example where
a computationally heavy encryption function affected the performance of the network
protocols, which otherwise is impossible to observe using traditional simulation tools.
The results of the performance comparison are shown in Table 1. Two algorithms (CCM
- Counter with CBC-MAC and CSM - cipher-stepping method) providing per-packet
Authenticated Encryption with Associated Data (AEAD) were implemented in TinyOS
(as part of the separate project). Depending on the security scheme the packets were
either authenticated and relayed or first decrypted and then authenticated before they
were relayed further. The same implementation was compiled first for the Mulle [18]
platform featuring 256 kbit/s Zigbee transceiver and 16 bit microcontroller, TOSSIM 4

simulator and Symphony. The test scenario is a chain topology consisting of 10 nodes.
The source node generates 35 bytes data packets. Each new packet is generated when
the previous one is received by the sink node. For the purposes of this comparison
we measure the total number of packets received by the sink node during the test run.
Each experiment was repeated ten times and an average number of received packets
was calculated. The experiment is then recreated with the same settings in TOSSIM
and Symphony. In Symphony we configured the hardware scope with the delay and
the current consumption values measured during the execution of AEAD algorithms as

4We selected TOSSIM to enable fair comparison, since plain ns-3 or other conventional simulators
would require a simulator-specific implementation of the compared functionality.
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Figure 3: Energy consumption and time delay when executing AEAD algorithm. Na-
tional Instrument 4461 ADC (NI-4461-ADC) is used to obtain the current consumption
of the node. The measurement board acts as a power supply for the sensor node while
at the same time monitoring the time and energy consumption. The PC is used to log
the recorded data.

well as radio transceiver operations using analog-to-digital converter NI-4461-ADC (see
Figure 3 for details).

Listing D.2: A sample of a device model in XML format.

numbers

<symphony>

<model name="Radio" t_unit="micro" e_unit="mW">

<call name="CCA_RQST"/>

<callback t="60" e="3" name ="CCA_DONE"/>

<call name="TX_START"/>

<callback t="550" e="10" name ="TX_DONE"/>

...

</model>

<model name="Encryption" t_unit="milli"

e_unit="mW">

<call time="60" e="30" name ="encrypt"/>

<callback time="52" e="27" name ="encrypt_done"/>

</model>

...

</symphony>

The advantages of Symphony are visible already in the simplest experiment when
nodes communicate without AEAD services (marked as “Plain” in the table). Already
here TOSSIM gives 10% more optimistic results compared with the testbed. This is be-
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cause TOSSIM ignores the delays introduced by hardware when changing the operation
modes. More serious problems begin when computationally intensive AEAD operations
are enabled. In experiments with the AEAD schemes TOSSIM showed 90 to 100 %
erroneous results. These errors are pretty much expected since TOSSIM as well as all
other commonly used WSN simulators do not account for the software induced delays.
In practice this feature of current simulators would lead to a completely incorrect esti-
mation of an network protocol performances. As we observed in cases with a complex
traffic patterns the network exhibits a specific pattern of throughput degradation, which
otherwise is not visible when running simulations. Due to the limitation on the size of
the paper the analysis of these cases will be reported elsewhere. Finally, as predicted, we
observe that all results obtained in Symphony are on average 99 % accurate.

5 Technical Characteristics of Symphony

(a) Time consumed by opening image. (b) Function call time. Measured on Intel i7 CPU
with 32 GB memory.

The run-time performance of Symphony depends on the mode in which the framework
qis operating, i.e. either a real-time mode or a virtual time mode. In the case of the
virtual time operation the performance of Symphony depends on the desired granularity
of the simulation as well as on the complexity of the topology and network scenario.
In this article we resort to discussing the runtime performance in real time operation
mode only as this mode is one of the features which makes Symphony distinct from other
platforms. The assessment of the virtual time operating mode performance of Symphony
will be reported elsewhere.

There are two types of operations that consume time during simulation and potentially
can affect the simulation accuracy: a library loading and a function call in a virtualized
node image. The time for loading many libraries can affect the simulation bootstrapping
procedure. Obviously, one needs to wait until all libraries are loaded before starting
the simulation. Figure 4a demonstrates the dynamics of this characteristic for different
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numbers of simulated nodes. As visible from the graph the loading time in scenarios with
less then 5000 nodes is practically negligible. After that it grows linearly with the number
of nodes. Symphony accounts for this behavior by having a special synchronization
function that assures correct start up of the simulations.

In Symphony the granularity of the simulated model is reflected in the size of the
compiled library: the lower is the granularity level the large is the size of the library.
When operating with large libraries loaded to a simulation in large quantities results to
frequent cache misses at CPU level of the host machine during the context switching.
This inevitably leads to the increased time for calling any function in a particular library.
Figure 4b illustrates an average time per call of different size and quantities of nodes in
simulation. It shows that the call time only depends on the size of the library and not
on the number of nodes for a given size.

This is a hardware imposed limitation. While the accuracy of the experiments per-
formed in the simulated time is not affected by this limitation a user, however, needs to
take this delay into account when constructing large scale real-time scenarios. In partic-
ular it is essential to ensure that the processing time of an event involving of a execution
chain of n calls should be within the real-time constrains of the particular application.
In practice one should interpret results in Figure 4b as follows. Assume on a chosen level
of granularity the size of the library is 61 KiB. Suppose that execution of a operation
measured on real hardware takes 20 μs. When configuring this delay in the Symphony’s
hardware scope one should account for additional 6 μs context switching induced delay.

6 Conclusions and Future Work

In this article, Symphony, a framework for realistic WSN simulations is presented. Sym-
phony offers three unique features to a WSN developer: experimentation with the real
code base as in the real deployments, preservation of the execution model of the underly-
ing operating system and experimentation with the effect of hardware components on the
performance of distributed applications and protocols. The accuracy of the Symphony
framework is demonstrated by benchmarking the performance of network protocols mea-
sured in a real tested, a conventional WSN simulator and Symphony, where Symphony
showed the best match to the real-life results.
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Symphony: A Framework for Accurate and Holistic

WSN Simulation

Laurynas Riliskis and Evgeny Osipov

Abstract

Research on wireless sensor networks has progressed rapidly over the last decade, and
these technologies have been widely adopted for both industrial and domestic uses. Sev-
eral operating systems have been developed, along with a multitude of network protocols
for all layers of the communication stack. Industrial WSN systems must satisfy strict
criteria and are typically more complex and larger in scale than domestic systems. To-
gether with the non-deterministic behavior of network hardware in real settings, this
greatly complicates the debugging and testing of WSN functionality.

To facilitate the testing, validation, and debugging of large-scale WSN systems, we
have developed a simulation framework that accurately reproduces the processes that
occur inside real equipment, including both hardware- and software-induced delays. The
core of the framework consists of a virtualized operating system and an emulated hard-
ware platform that is integrated with the general purpose network simulator ns-3. Our
framework enables the user to adjust the real code base as would be done in real de-
ployments and also to test the boundary effects of different hardware components on the
performance of distributed applications and protocols. Additionally we have developed
a clock emulator with several different skew models and a component that handles sen-
sory data feeds. The new framework should substantially reduce the duration of WSN
application development cycles.

1 Introduction

Simulations are the most widely used tools for analyzing the performance of protocols
for communications networks. They are also used extensively to study the performance
of wireless sensor networks (WSNs). However, WSNs have an important peculiarity
that complicates simulation-based studies. Most (if not all) network simulators execute
experiment scenarios in high-end machines but in WSNs, the limited resources of the
network hardware are often a major performance-limiting factor. WSN simulations that
do not account for hardware delays, time skew, delays associated with sensory data flows,
and the execution model of the hardware’s operating system therefore often produce
unrealistic performance figures.

This article describes a simulation framework known as Symphony that was designed
for the testing and validation of WSN applications. The framework accurately repro-
duces the processes that occur inside real WSN equipment, including both hardware-
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Figure 1: A high level architectural overview of Symphony.

and software-induced delays, and the dynamic flow of sensory data. Figure 1 shows its
high level architecture. The overall purpose of Symphony is to provide a holistic frame-
work in which the development of WSN software and simulations of its functionality can
be performed in a single integrated development environment. In brief, when using Sym-
phony, a WSN developer always has access to a real implementation of their application
in an OS that is used in WSN hardware such as TinyOS, FreeRTOS or Contiki. Sym-
phony uses virtualization and hardware modeling techniques that allow the developer
to work on a real node while also smoothly integrating the real implementation of the
application with a general purpose network simulator that enables extensive testing of its
distributed functionality in a controlled and repeatable manner. Technically, Symphony
consists of four operating and programming scopes: a software scope, a hardware scope,
a data feed scope, and an orchestration and communication scope.

The software scope provides the tools required to create a virtual image of an existing
WSN operating system and a set of rules for doing so. The hardware scope consists of a
set of models that accurately emulate the delays and energy consumption of various WSN
hardware components. The data feed scope provides tools and models for making sensory
data available to the virtualized node. Finally, the orchestration and communication
scope is provided by a popular network simulator ns-3 1, which enables the straightforward
creation and execution of various simulated scenarios

Symphony thus bridges the gap between simulated and real WSN software. We
anticipate that its use will significantly reduce the time required to develop practical
large-scale distributed WSN systems. Symphony has numerous features that make it a
unique development environment. Specifically, it:

1. Enables the user to experiment with the code base that would be used in a real
deployment;

1http://www.nsnam.org/
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2. Preserves the execution model of the underlying operating system;

3. Accounts for the effect of hardware-induced delays on the performance of dis-
tributed applications and protocols;

4. Enables experimentation with a range of clock skew models;

5. Enables experimentation with several different applications and different WSN op-
erating systems within a single simulation;

6. Provides a customizable level of simulation detail, ranging from fine-grained firmware
emulation to system-level experiments;

7. Allows the user to investigate performance-related phenomena across the entire
sensory data path.

The article is organized as follows. Section 2 provides a brief review of relevant
previous work. Section 3 outlines the architecture of Symphony. Section 4 provides more
details on the software scope. The hardware scope is detailed in Section 5. The data feed
scope is presented in Section 6. The performance of Symphony is discussed in Section 7,
and Section 8 summarizes the findings and concludes the article.

2 Previous Work

Simulations are the preferred tool for experimentation with communication networks
for technical, logistical, and cost reasons. Following the emergence of WSN technology,
various general purpose network simulators (e.g. ns-2 [1], ns-3[2], Omnet [3], Qualnet
[4], etc.) have been extended by the addition of WSN- specific frameworks. However,
WSN technologies have two features that make their simulation more challenging than
that of typical high-end communication systems: delays introduced by the use of low-
end hardware components, and the peculiarities of the execution models used in the
hardware’s operating system. Extensive surveys of existing simulation tools have been
presented by various authors (see [5, 6, 7] and references therein). In order to avoid
unnecessary repetition, this article discusses only the most widely used existing tools
and focuses on the problem of closing the gap between simulated and real WSN software
as well as the unique features of Symphony that are listed in Section 1.

Over the last decade, numerous protocols for use in WSNs have been proposed in
the literature. In most cases, their functionality was implemented and tested in artificial
environments created inside general purpose network simulators. Details of these imple-
mentations are not generally available [8]. This situation has been criticized extensively
[9, 10, 11]. As a result, many practitioners have been forced to implement protocols from
scratch, highlighting the gap between simulator-specific implementations and implemen-
tation on real hardware platforms [12, 13, 14, 15]. The remainder of this discussion deals
exclusively with simulation tools that are supplied with mainstream operating systems.
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Table 1: Functionality comparison of selected simulators.

Features Symphony TOSSIM Cooja FreeRTOS ns3

Real code base Yes Yes1 Yes 2 To some
extent 3

no

Execution model Yes Yes1 Yes Yes, 4 -

Real time Yes No Yes No Yes

Hardware
emulation

Yes, via
models

No Limited
5

No Yes, via
models

Hardware
induced delays

Yes No To some
extent

No No

Energy models Yes Yes6 Yes No Yes

Clock skew Yes No No No No

Different
applications

Yes No No No Yes

Different OS Yes No No No -

Customizable
simulation detail

Yes No Yes No -

Realistic sensor
data feed

Yes No No No No

Scalability Limited by
hardware

20000 < 200007 - 350000

Up to date with
OS

Yes Yes Yes 2010 -

Operating systems for WSNs generally follow one of three design paradigms: event-
driven (e.g. TinyOS[16]), threaded (e.g. Contiki [17]) and a mixture of the two (for
detailed overviews of WSN operating systems, see [18, 19, 20] ). While each paradigm
has its pros and cons, operating systems of all three types are available on the market and
the performance of a given set of distributed algorithms and communication protocols
can vary dramatically depending on the choice of the underlying OS and the composi-
tion of the software modules [21]. In this section, we focus on benchmarking Symphony’s
functionality against the simulation facilities supplied with the three most popular op-

1The real code is preserved to some extent. The node is represented as an entry in a table.
2Provides two modes for simulation, one based on the native code and one based on simulated code.
33The code is cross-compiled so that it can be run as a posix thread.
4FreeRTOS acts as a scheduler for pthreads within a process.
5Only few microcontroller and radio devices are supported.
6PowerTOSSIM implements energy modeling. However, is very out of data not supported anymore.
7Less then 20000 simulated nodes, approximately 100 emulated nodes. The high number of simulated

nodes comes at the cost of making the duration of the simulation greater than real-time.
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erating systems for WSN: Contiki, TinyOS and FreeRTOS. Other operating systems are
not considered either because their development has been abandoned or due to their
proprietary code bases. The simulation tools provided with the currently used operating
systems are primarily intended for simple debugging purposes. Previous attempts to in-
crease their sophistication rapidly became outdated with the appearance of new versions
of the relevant operating systems. Examples of such abandoned simulators that had
similar functionality to Symphony in some respects include EmStar [22]which provided
node virtualization and was discontinued 2005; Atemu [23], which made it possible to
perform simulations using real code (TinyOS) and was discontinued in 2004; Avrora [24],
which provided precise timing models and was discontinued in 2009; PowerTOSSIM [25],
which enabled energy modeling and was discontinued in 2010. It should be noted that
none of these extensions provided all of the features of Symphony or combined them in
an integrated way.

Table 1 compares the functionality provided by existing WSN simulators to that of
Symphony. When reviewing this table, one point relating to simulation tools that provide
instruction-level emulation of software should be noted. Cooja is typical of such simula-
tion environments in that it has an integrated microcontroller emulator that enables the
user to perform instruction-level simulations. Symphony takes a different approach: in-
stead of emulating a specific microcontroller, it models the behavior of diverse hardware
components in terms of their execution time for specific operations and energy consump-
tion. The time and energy parameters for individual hardware components recreated
in Symphony are derived by conducting measurements on real devices while performing
specific operations.

We argue that no currently available simulator offers the same range of features
as Symphony or gives the user as broad a range of experimental options. One of the
most important things that sets Symphony apart is its use of the popular ns-3 simula-
tor as its core platform for the orchestration and execution of simulation experiments
and as a source of well-established radio propagation models. This enables developers
to experiment with holistic machine-to-machine systems that incorporate heterogeneous
radio technologies, such as the communications systems of backbone networks. Secondly,
Symphony uses real virtualized operating systems that are integrated into the ns-3 sim-
ulations, enabling the developer to experiment with multiple different implementations
of a given distributed algorithm in a single simulation. Finally, Symphony contains a set
of models that accurately mimic the execution times and energy consumption of various
hardware components. These features mean that Symphony simulations can accurately
reproduce the behavior of real-world WSN systems.

3 Symphony - System Architecture

Figure 2 illustrates the core architecture of Symphony and its four programming scopes.
The software scope deals with the mapping of function calls to the underlying hardware
scope. The level of abstraction is configurable, and the scheduler of the underlying WSN
OS is preserved. The hardware scope consists of a clock and a series of models for
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hardware components such as radio devices and sensors. These hardware models ensure
that the application code is executed on a device-specific time scale. The data feed scope
contains mechanisms for either actively or passively feeding data to the relevant software
handlers or specific sensor nodes. The orchestration scope is implemented on top of the
general purpose network simulator ns-3. It is responsible for integrating all of the other
scopes with the sophisticated communication models and ns-3 event scheduling engine
to create a holistic simulation environment. All of Symphony’s operational scopes are
parameterized using a single XML configuration file.

Figure 2: Architecture of the Symphony framework.

3.1 Models of Operating Scopes and Profiling Principles

In Symphony, nodes are simulated using a set of models that provide a homogeneous
description of the behaviors of both hardware and software components in terms of
execution times and energy consumption. Figure 3 provides a graphical illustration of
this approach to modeling, while Listing E.1 shows the XML configuration of the model.
The figure shows three components, C1, C2, and C3, which describe functionality at
different levels of granularity. C1 is the lowest level, i.e. hardware, component and
may represent something like a radio device and the associated driver. It performs the
primitive operations of sending and receiving bytes. The C2 component represents a
higher level of functionality, such as a function that queues packets, inspects and modifies
their headers, and then transmits them onwards. Finally, C3 represents the highest level
software components, such as functions that accept packets, encrypt and decrypt them,
and perform application-specific operations before transmitting them onwards. The level
of granularity in the simulation can be configured by the user. For example, it is possible
to perform system-level experiments using only application-level components, or, on the
other extreme, to focus on low-level operations using driver-level models. Simulations of
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the latter sort are particularly useful for very fine-grained debugging.

Figure 3: Model configuration using xml and hardware models.

The component models describe the component’s time and energy properties when it
is called (call) and when it returns control to its caller (callbacks). The specific time
and energy values for each element are defined in its attributes, as shown in Listing E.1.

The component models also describe the properties of callback. These include infor-
mation on the return type and the input parameters of the function. In the example
shown in Listing E.1, the time and energy values were determined by measuring the time
required to complete a specific operation and the energy consumed when doing so for a
specific device. The acquisition of such measurements is referred to as profiling.

Profiling is typically performed as part of a systematic measurement campaign. The
best way of determining the execution time and the energy consumption of a specific
component is to use external measuring equipment. We anticipate that a library of
profiles for different components and platforms will be assembled over time and made
available to Symphony users. The profiles discussed in this article were generated using
a high accuracy 24-bit NI-4461-ADC analog to digital converter PCI card manufactured
by National Instruments. The AD-card was connected to a board that was used to
supply power to the node. The experiments were performed on a platform featuring
a 16-bit micro controller with a maximum speed of 20 MHz, 31kB of RAM, an IEEE
802.15.4 compatible radio transceiver, several on-board sensors, and the A/D converter
[26]. A range of components based on the TinyOS operating system have been profiled
already to showcase the process, including a raw radio interface (representing the lowest
level of abstraction), the ActiveMessage component (representing an intermediate level of
abstraction), and several different security functionalities (representing the highest levels
of abstraction).

While all of the showcases presented in this article use the TinyOS operating system,
Symphony offers a generic virtualization platform. The next subsection discusses Sym-
phony’s assembly and usage patterns that are common to all WSN operating systems.
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Listing E.1: Part of a device model in XML format describing the execution time and
energy consumption of a representative component.

numbers

<symphony>

<scope name=hardware>

<model name="C1" time_unit="micro" energy_unit="mA">

<call name="START_1" />

<callback return="int" params="1" param1="void *" time="60" energy="3←↩
" name="DONE_1"/>

...

</model>

<scope name=software>

<model name="C2" time_unit="micro" energy_unit="mA">

<call name="START_2"/>

<callback return="int" params="2" param1="uint8_t" param2="void *" ←↩
time="550" energy="10" name="DONE_2"/>

...

</model>

<scope name=software>

<model name="C3" time_unit="micro" energy_unit="mA">

<call name="START_3" time="35" energy="1" />

<callback return="int" params="1" param1="uint8_t" time="350" energy=←↩
"8" name="DONE_3"/>

...

</model>

</scope>

...

</symphony>

3.2 Details of Symphony Integration and Usage

This section discusses the integration of Symphony’s software, hardware and data feed
scopes into a cohesive whole to form a powerful and general simulation environment. The
individual scopes are discussed in detail in the following sections.

Essentially, the Symphony framework allows the user to seamlessly compile their
software and then run it either on a real node or inside the simulation environment.
In both cases, the execution model of the underlying operating system is preserved.
When the software is compiled for Symphony, a binary image of a node’s software is
created. This image is then linked to the relevant models when the simulation is initiated.
During the simulation’s startup process, the binary file is loaded into the memory and
function symbols for matching functions, which are specified in the XML configuration
file, are linked to the corresponding model functions using the dynamic linking facilities
of C++. This completes the virtualization process, enabling the node to be started
inside ns-3. Within the simulated environment, the node runs according to its internal
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OS scheduler, preserving its original execution model. The emulated ticks of the node’s
internal clock are generated using Symphony’s clock model. In this way, Symphony
is capable of virtualizing either several several different instances of the same operating
system or several different operating systems and running them within a single simulation

One of the biggest technical challenges when implementing Symphony was the limi-
tations that host operating systems can place on the number of namespaces and static
libraries that can be open simultaneously. For example, in Linux this number is currently
set to 14. As a partial solution to this problem, a patched version of elf-loader [27] was
integrated into Symphony. This makes it possible to load a substantially larger num-
ber of node images; in principle, it would be possible to open an unlimited number of
static libraries. In practice, the performance of the host hardware will impose an upper
boundary on this quantity.

Listing E.2: The set-up of simulations in the ns-3 environment.

numbers

#include <stdio.h>

...//Standard ns-3 modules are omitted.

#include "ns3/symphony-module.h"

using namespace ns3;

int main(int argc, char *argv[]) {

...

TosNodeContainer c; //enables TinyOS nodes

c.Create(10, "libtossecurity.so"); //creates ten nodes with os the ←↩
image to libtossecurity.so

TosHelper wifi;

wifi.SetStandard(ZIGBEE_PHY_STANDARD_802154); //creates wireles ←↩
standard

wifi.SetNodeModel("tos-security.xml");

YansTosPhyHelper wifiPhy = YansTosPhyHelper::Default(); //creates wifi ←↩
channel

wifiPhy.Set("RxGain", DoubleValue(0));

...

TosNetDeviceContainer devices = wifi.Install(wifiPhy, c); //installs ←↩
wifi devices

TosMobilityHelper mobility;

...

}

Symphony’s simulated scenarios are constructed and executed inside the ns-3 envi-
ronment. The use of ns-3 as the simulation engine makes it possible to reuse native ns-3
modules and its well-developed communication models. Technically, Symphony also adds
a new type of a node model and the associated infrastructure (containers, helpers, etc.),
which are inherited from the base classes of ns-3. From the user’s perspective, however,
the simulation workflow remains the same as that for the standard version of ns-3, which
is shown in Listing E.2. Similarly, the simulation’s progress is logged using the native



162 Paper E

simulation logging functionality of ns-3.

4 Software Scope

This section provides details on Symphony’s software scope. Recall that Symphony does
not make any short cuts when simulating WSN functionality: a real operating system is
virtualized and its execution model is preserved. In essence, Symphony intercepts calls
at the desired level of abstraction and delays their execution according to the profile
of the corresponding component. Symphony can be used to perform simulations on
three tiers: low, medium and high. Higher tiers correspond to increased granularity in
the simulation and therefore more complexity. The effects of simulation granularity on
Symphony’s performance are discussed in Section 7; the following subsections provide
further details on each tier.

4.1 Application Tier

The application tier is used to perform system-level simulations and represents the highest
level of abstraction available in Symphony: only the highest level calls are passed through.
This tier yields the fastest simulations.
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Figure 4: Measurements of energy consumption and execution time of different security
extensions.

Figure 4 shows an example in which application-tier simulations are used to profile
a complex security function with respect to its execution time and the system’s energy
consumption. Since the particular security algorithms used in the experiments are not
relevant to the architecture of Symphony, they are not described in this article. For
simplicity, the profiled components are referred to as sec X, where X is the ID number of
a particular security function. Experiments were performed using six different security
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functions in total, yielding the predicted energy consumption values shown in Figure 4a.
Figure 4b shows the energy consumption of the simulated system over time for software
component sec 1, whose XML model is shown Listing E.3.

Listing E.3: Part of an XML device model that describes the execution time and energy
consumption associated with the software component sec 1

numbers

<symphony>

<scope name=software>

<model name="encryption" time_unit="milli" energy_unit="mA">

<call time="60" e="30" name ="encrypt"/>

<callback time="52" e="27" name ="encrypt_done"/>

</model>

</scope>

...

</symphony>

4.2 Operating System Tier

Operating system components are profiled in a similar way to that discussed above.
Figure 5a shows the performance of the AMSend component of TinyOS when sending
two bytes of data; the corresponding XML configuration file is shown in Listing E.4. The
energy consumption for this component was calculated by integrating the current flow
over time.
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Listing E.4: Part of an XML device model describing the execution time and energy
consumption for a system-level component.

numbers

<symphony>

<scope name=hardware>

<model name="Radio" time_unit="micro" energy_unit="mA">

<call name="AmSend" time="35" energy="1" />

<callback return="int" params="2" param1="uint8_t" param2="void *" ←↩
time="550" energy="10" name="AmSendDone"/>

...

</model>

</scope>

...

</symphony>

4.3 Driver Tier

The profiling of the node on the driver tier is graphically presented in the shaded are
of 6. In this case, profiling is performed at the level of the hardware abstraction layer
(HAL), and the execution time and energy consumption are measured for each operation
of interest.

Figure 6: Execution time flow in hardware/emulation.

Figure 5b shows the calculated energy consumption for the node in the test case
based on measurement conducted while transmitting packets with varying data rates
and varying gains. The configuration file required to generate the desired measurements
and then transmit a two-byte data packet 2 for this case is shown in Listing E.5.

2In this configuration example and the example in the previous section, we profiled the transmission
of two bytes of data. In practice, however, profiling should be performed using data packets of the size
required by the target scenario.
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Listing E.5: Part of an XML device model describing the execution time and energy
consumption for a hardware component.

numbers

<symphony>

<scope name=hardware>

<model name="Radio" time_unit="milli" energy_unit="mAs">

<call name="RadioSend"/>

<callback return="int" params="1" param1="uint8_t" time="19.2" energy←↩
="0.1" name ="RadioSendDone"/>

...

</model>

</scope>

...

</symphony>

5 Hardware Scope

Hardware interrupts and calls are emulated by tapping into the hardware abstraction
layer (HAL) of the WSN OS. As shown in Figure 6, when an operating system makes
a call to a hardware element (in this case, a call to a radio transceiver to transmit
a message) in Symphony, the call is dispatched to the appropriate hardware model.
Essentially, the device model is a piece of software that mimics the behavior of the real
hardware component. Technically, all of the modes used in Symphony are inherited from
the ns3::Object class and parameterized according to the appropriate XML configuration
file.

For example, a model of a temperature sensor will read temperature data (as discussed
in Section 6 below) and delay the callback by the amount of time that the real device
would take to perform the same operation, which is specified in the XML profile. The
model of the RF230 transceiver used in the above examples can be linked to any one of
the ns3 wireless channel models.

The remainder of this section describes the implementation of a ’crystal device’ in
Symphony and its modes of operation. This component is essential for performing real-
time studies of distributed embedded systems.

5.1 The Clock Model - Simulating Time Skew

A typical WSN node is equipped with one or two crystals that power the device’s internal
clocks. These crystals generate ticks at a certain frequency and the software counter
transforms these ticks into time measurements by rounding them to a specific value. For
example, TinyOS 3 defines one second in milliseconds as 1024 ticks. These clocks have a

3http://www.tinyos.net/tinyos-2.x/doc/html/tep102.html
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degree of drift due to differences in the oscillation frequencies of crystals from different
batches. The curve in Figure 7a shows the clock drift measured on a real device. Most
current network simulators lack native means of accounting for clock drift and just use
simulated clocks that have no deviation (represented by the red line in figure 7a) for all
nodes. However, time skew is widely recognized to be a significant problem in WSN and
has been studied extensively [28, 29]. Most academics who conduct experimental work
on network functionality assume that perfect time synchronization can be achieved by
specialized algorithms or hardware [30].

(a) Consequences of clock drift. (b) Histogram of clock ticks affected by ran-
dom skew.

Figure 7: Consequences of time skew (a) and a histogram showing the output of a random
skew model (b).

(a) Static time skew with period of 1000 μs. (b) Exponential time skew.

Figure 8: Crystal simulations.
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Symphony features a native real-time clock model called SimuClock. When connected
to an emulated node, this model generates ticks according to a specification provided by
the user in an XML configuration file. By default, no clock drift is applied. However, the
user can configure the clocks to drift linearly, exponentially or randomly. The random
clock drift is implemented using Random Variable Distributions of ns3. A histogram
showing the number of ticks per second generated using the normal distribution is shown
in 7b. The linear clock drift is implemented by drifting the clocks by a constant quantum
of time as shown in Figure 8a. If an exponential drift is chosen, the drift quantum doubles
periodically as shown Figure 8b.

The SimuClock model can be configured in two ways: either by altering the node
model description using XML as shown in Listing E.6 or by modifying the ns3 simulation
file as shown in Listing E.7. In both cases, the XML description follows the previously
used convention: the model is defined and then the desired properties of the model are
declared.

Listing E.6: Part of an XML configuration file showing the parameterization of Simu-
Clock.

numbers

<symphony>

<scope name=hardware>

...

<model name="SimuClock">

<property name="config" type="random" drift="1ms" randommean="8" ←↩
radomvariance="4" driftperiod="5ms" />

</model>

...

</scope>

...

</symphony>

Since Symphony uses ns-3 to orchestrate and execute simulations, all of its mod-
els could potentially be configured using the native ns3 configuration tools. This is
illustrated in Listing E.7, which shows how one could configure the clock model via
ConfigPaperE::SetDefault. Clock drift is disabled by default (SimuClock::NONE) and
so no further configuration is required if clock drift is not desired. If drift is desired,
various attributes will have to be configured as shown in the listing, depending on the
nature of the drift that is required.
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Listing E.7: Configuration of the clock model in the ns-3 environment.

numbers

#include <stdio.h>

...//Standard ns-3 modules are omitted.

#include "ns3/symphony-module.h"

using namespace ns3;

int main(int argc, char *argv[]) {

...

ConfigPaperE::SetDefault ("ns3::SimuClock::ClockDriftType", EnumValue(←↩
SimuClock::RANDOM));

ConfigPaperE::SetDefault ("ns3::SimuClock::ClockDrift", TimeValue(←↩
MicroSeconds(1)));

ConfigPaperE::SetDefault ("ns3::SimuClock::RandomMean", DoubleValue(8))←↩
;

ConfigPaperE::SetDefault ("ns3::SimuClock::RandomVariance", DoubleValue←↩
(4));

ConfigPaperE::SetDefault ("ns3::SimuClock::ClockDriftPeriod", TimeValue←↩
(MilliSeconds(5)));

...

return 0;

}

6 Data Feed Scope

One of the common shortcuts taken by researchers when conducting simulation-based in-
vestigations into the performance of networking functionality in wireless sensor networks
is to work at a level of abstraction that does not require the consideration of real sensory
data. It is often assumed that the sensory data is instantly available for transmission and
that its acquisition does not in any way interfere with the sending-receiving processes.
In addition, protocols are often stress tested using synthetic cross traffic.

However, in reality, the flow of sensory data through wireless sensor nodes has sig-
nificant effects on the performance of all of the network’s software components. In brief,
before it can transmit the data, the sensor must warm up, sample the environment,
pre-process the data, and packetize it. All of these operations take time. Moreover, if
the data handling component is not implemented correctly, it may prevent the execution
of the sending/receiving procedure and thereby violate the logic of the protocol being
studied. Things become even more complicated when the external physical process sam-
pled by the sensor is hard to adequately model mathematically (for packet generation
purposes). In many cases, practitioners are most interested in problems of performance
and correctness that occur under specific conditions in the physical world. None of the
current network simulators allow the user to work with realistic sensory data traces.
Symphony has a native tool for addressing this issue in the form of its Data Feed scope,
which makes it possible to work with either pre-recorded real data traces or data that is
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fed into the Symphony node in real time from real hardware. These techniques introduce
the possibility of performing experiments on the entire data pathway, examining the in-
tegrity of the data that is delivered to the backbone system, and experimenting with real
time services based on data flows from WSN.

Figure 9: Architecture of the Data Feed scope that supports the sensor model.

The architecture of the Data Feed scope is shown in Figure 9. Symphony can handle
both pre-recorded raw data and data supplied in real-time from an external generator or
via a numerical data list. The Data Generator interprets and retrieves data from specified
locations. Its main purpose is to hide the particular implementation of data retrieval and
make the sensory data available to the Sensor Model in a generic format. Two sensor
types are supported by the model: active sensors, which issue interrupts when data
becomes available, and passive sensors that release data in response to periodic polling
by the OS. The Sensor model makes the data available to the operating system of the
sensor node with delays that are specified in the appropriate configuration file. For active
sensors, the model will issue an interrupt according to timestamps provided by the data
generator. When the OS issues a call for a data reading to a passive sensor, the sensor
model will look up the data in a list using the current time as a key.

Before the simulation begins, all nodes register their sensors with the SensorCon-
tainer. The Dispatcher block then helps in connecting the data from the Data Generator
to the appropriate Sensor model of the node.

The sensor model is configured in a similar way to the other Symphony models, which
are described in the preceding sections. In addition to the calls and callbacks, the sensor
model has a property element that specifies the data source as shown in line 10 of Listing
4. This tells the model to read the sensory data from a user-specified file.
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Listing E.8: A representative sensory device model configuration file in XML format.

numbers

<symphony>

...

<scope name=sensor>

<model name="rawsensor">

<callback return="int" params="1" param1="uint8_t" name="←↩
sensorStartDone"/>

<callback return="int" params="1" param1="uint8_t" name="sensorStopDone←↩
"/>

<callback return="int" params="3" param1="uint8_t" param2="uint16_t" ←↩
param3="void *" time="20" units="ms" name="interruptData"/>

<call name="SplitControlStart"/>

<call name="SplitControlStop"/>

<property name="data_source" source="/home/ubuntu/syphony/←↩
sensorydata/temperature/" type="file" />

</model>

</scope>

...

</symphony>

7 An Experimental Showcase and Performance Met-

rics for Symphony

Figure 10: Number of received packets at the sink.
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The preceding sections have outlined the key capabilities of Symphony. Given their
diversity, Symphony could potentially be used to perform benchmarking studies on a very
wide range of real-world communications systems in an equally wide range of scenarios.
A great deal of space would be required even to present only a selection of illustrative
cases. Therefore, this section focuses on the results of a single set of experiments using
different security extensions of the data packet forwarder from TOSSIM. The results of
Symphony simulations are compared to those obtained using a test bed of real nodes. In
addition, the run time performance of Symphony is discussed.

7.1 Performance of the showcase scenario

We selected a case involving a computationally demanding encryption function that is
known to affect the performance of various network protocols in order to demonstrate the
various unique features of Symphony. The real world consequences of using this function
cannot be reproduced using traditional simulation tools.

A total of six security schemes were implemented in TinyOS. A testbed consisting of
10 devices [26] was used to generate real-world results that could be compared to the
simulated data. The test scenario involves a chain topology consisting of 10 nodes. The
source node generates data packets of 35 bytes each. A new packet is generated when the
previous one is received by the sink node. To facilitate comparisons, the total number
of packets received by the sink node during the test run was counted. Each experiment
was repeated ten times and an average number of received packets was calculated in
each case. The same settings were used in TOSSIM, Symphony, and the testbed. The
hardware scope was configured using delay and current consumption values that were
determined during the execution of the security algorithms on real-world hardware while
the radio transceiver was being used.

The advantages of Symphony were apparent even in the simplest experiment involv-
ing communication between the nodes with no security function (the results for this case
are indicated by the label “Plain” in Listing 10). The TOSSIM results for this scenario
were 10 % more optimistic results than those obtained using the testbed. This is because
TOSSIM does not account for the delays introduced by the hardware when transmitting
data. More erroneous results appear when computationally intensive operations are intro-
duced. In the experiments with the security functions, between 90 to 100 % of the results
obtained using TOSSIM were erroneous. This is in line with expectations because like
all of the other current WSN simulators, TOSSIM cannot account for software-induced
delays. This shortcoming means that all current simulators would give completely in-
accurate estimates of network protocol performance for the test case. In contrast, the
results obtained using Symphony had an average accuracy of 99 % accurate. The few
erroneous results were due to the inability of the ns3 channel model to fully describe the
testbed environment.
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(a) Time consumed by opening image. (b) Function call time in relation to simulations gran-
ularity.

Figure 11: Symphony’s performance measured on Intel i7 CPU with 32 GB memory.

7.2 Symphony’s run time performance

The run-time performance of Symphony depends on the mode in which the framework
is operating, i.e. whether it is running in real- or virtual time. In the case of virtual
time operation, the performance of Symphony depends on the desired granularity of the
simulation, the complexity of the network topology, and the nature of the scenario. Sym-
phony’s runtime performance in real-time mode for the showcase scenario is particularly
interesting because real-time mode is one of the features that differentiate Symphony
from other WSN simulation tools. This section therefore focuses on the real-time perfor-
mance results; an assessment of Symphony’s performance in the virtual time operating
mode will be presented elsewhere. There are two operation types that consume time dur-
ing simulations and can potentially affect their accuracy: library loading and function
calls in a virtualized node image. The time required to load a large number of libraries
can affect the simulation bootstrapping procedure. Obviously, one needs to wait until
all libraries are loaded before starting the simulation. Figure 11a shows the dynamics of
this characteristic for different numbers of simulated nodes. It is readily apparent that
the loading times for scenarios with fewer than 5000 nodes are practically negligible. Be-
yond this point, the loading time increases linearly with the number of nodes. Symphony
accounts for this behavior by having a special synchronization function to ensure that
simulations start up correctly.

In Symphony, the granularity of the simulated model is reflected in the size of the
compiled library: the lower the abstraction level, the larger the library (due to the larger
code base required). Loading large numbers of large libraries into the simulator causes
frequent cache misses at the CPU level of the host machine during context switching.
This inevitably increases the time required to call any function in a given library. Figure
11b shows the average time per call for different library sizes and node counts within a
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simulation. The call time depends only on the size of the library and not on the number
of nodes for a given size.

This is a hardware-imposed limitation. While it does not affect the accuracy of
experiments performed in simulated time, the user must account for this delay when
constructing large scale real-time scenarios. In particular, one must ensure that the
processing time for an event involving an execution chain of n calls is within the real-
time constraints of the application. In practice, the process for interpreting the results
in 11b is as follows, assuming that the library size for the chosen level of granularity
is 61 KiB and that it takes 20 μs to execute an operation on a real hardware unit.
When configuring this delay in Symphony’s hardware scope, one should account for an
additional delay of 6 μs due to context switching. In practical terms, this result should
be interpreted as follows: in a scenario involving X nodes where each node image is 27
KiB in size, the time required to execute an event involving z calls has to be reflected in
the execution time for the node model, which is defined in the hardware scope.

8 Conclusions and Future Work

This article describes Symphony, a framework for performing realistic WSN simulations.
Symphony offers WSN developers seven unique capabilities: it can be used to perform
experiments with the code base that would be used in a real deployment; it preserves the
execution model of the underlying operating system; it makes it possible to analyze the
effects of different hardware components on the performance of distributed applications
and protocols; it enables experimentation with a range of time skew models; it provides
a customizable level of simulation detail; and it can be used to perform experiments with
real sensory data. Overall, Symphony opens new doors not only for reliable network
performance evaluation and system debugging but also for experimentation with system-
level WSN design ranging from backbone tests to real time service orchestration using
sensory data. In the near future, Symphony will be extended with distributed copmuta-
tional capabilities that will be useful for extremely large-scale simulations. It will also
be modified to accommodate a generic real time input-output service that will enable it
to receive raw data from remote third party simulations. Finally and most importantly,
work is on-going to enable its release as an open source platform.
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Abstract

Contemporary Wireless Sensor Networks (WSNs) have evolved into large and complex
systems and are one of the main technologies used in Cyber-Physical Systems and the
Internet of Things. Extensive research on WSNs has led to the development of diverse so-
lutions at all levels of software architecture, including protocol stacks for communications.
This multitude of solutions is due to the limited computational power and restrictions on
energy consumption that must be accounted for when designing typical WSN systems. It
is therefore challenging to develop, test, and validate even small WSN applications and
this process can easily consume significant resources. Simulations are inexpensive tools
for testing, verifying, and generally experimenting with new technologies in a repeatable
fashion. Consequently, as the size of the systems to be tested increases, so does the need
for large scale simulations. This article describes tool called Maestro for automation of
large scale simulation and investigates the feasibility of using Cloud Computing facili-
ties for such task. Using tools that are built into Maestro, we demonstrate a feasible
approach for benchmarking cloud infrastructure in order to identify cloud VM instances
that provide an optimal balance of performance and cost for a given simulation.

1 Introduction

The emerging technologies and devices that will form the Internet of Things (IoT) will
connect to the Internet via diverse network technologies including LTE, WiFi, and Eth-
ernet. Large enterprises such as Cisco, Ericsson, and General Electric have predicted
that there will eventually be tens of billions of devices that are connected to the Internet
and thus to one-another. This massive connectivity will impose new and previously un-
foreseen challenges in the design and maintenance of large scale systems that incorporate
loosely connected wireless sensor networks. These systems will in turn present unprece-
dented challenges in the design of backbone infrastructure and the demands placed upon
it, and will also place rigorous demands on future Internet infrastructure.

While these multi-billion device networks will be managed by many bodies, there is a
need for understanding at the corporate level of the effects that large scale wireless sensor
networks will have on infrastructure. In traditional network research, the impact of new
protocols on infrastructure is evaluated using simulations. However, most of today’s
WSN simulators are not designed to perform large scale simulations or cannot be used
to perform experiments using or in parallel with existing real-world systems. At present,
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most large scale simulations are performed on high performance distributed computing
facilities, which require distributed schedulers and central coordination of the simulation.
For example, one recent study [1] simulated over 360 million nodes by running ns-3 [2]
on a computer with 4400 cores delivering 52.8 Teraflops. While systems of this sort have
impressive capabilities, relatively few researchers have access to such resources. A small
or medium sized company or research group may find it almost impossible to access such
facilities and conduct large scale experiments.

Advances and vast industrial investments in Cloud Computing made Infrastructure as
a Service (IaaS) available at low cost. IaaS is an extremely scalable computing facilities
and now is accessible to a large scope of less well-resourced groups to perform large-
scale simulations. Cloud Computing have been used for scientific simulation previously,
however, this adoption targeted a specific simulation tools [3, 4, 5, 6] adopting their
internal particularities for usage with cloud computing.

Normally, even small scale simulations are complex to setup and generates large
amount of data which needs to analysed. As a result, computer communications research
1 based on simulations have been strongly criticized [7, 8, 9]. Because articles often fail to
provide adequate detail on the setup of the simulations or to analyze the results obtained
in sufficient depth. This lack of detail is often not due to shortcomings in the studies but
to the limitations on page numbers in scientific publications. Unfortunately, however,
the lack of information can make it very difficult or impossible for other researchers to
repeat, verify, use, and build upon reported results.

This article presents a system named Maestro that allows users to automate the
running of both large scale simulations and multiple simulations in parallel using IaaS
platforms. Maestro was originally developed for use with Symphony [10], a framework
for the virtualization, emulation and simulation of wireless sensor networks. Symphony
enables simulations to be performed using the same code base as would be deployed
on a real wireless sensor node. Moreover, it preserves the execution timing of the real
system by performing hardware modeling based on measurements of real hardware. In
this article the Maestro framework is is presented in a generic manner and is decoupled
from the specifics of the particular simulation environment.

Additionally, a cloud-based workflow is proposed and a method is presented that
addresses the questions that have been raised about the credibility of simulations in
computer communications research. The workflow of this method is general enough to
be adopted in other fields that rely heavily on simulations.

Importantly, these systems could potentially support a more open research commu-
nity, allowing both results and the details of a simulation’s set-up to be shared with other
researchers in a practical and straightforward way.

Finally, the Amazon AWS infrastructure is benchmarked using a tool provided by
Maestro to illustrate the process used to identify the optimal type of instance for a
specific simulation.

The article is organized as follows: Section 3 provides an introduction to the Sym-

1Computer communications are not exception research field that have been criticized, we simply limit
our discussion in the scope of this particular field.
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phony framework to facilitate the presentation of the framework. Section 4 describes
the architecture of Maestro and the workflow for its configuration and usage. Section
5 describes the benchmarking tools provided with Maestro and the results of a bench-
marking study performed on Amazon’s AWS cloud infrastructure. Section 6 showcases
the setup of large scale WSN simulation using Maestro and Symphony, and discusses
the consequences of choices made during the setup process. Section 2 discusses related
previous work in the context of this article. Finally, concluding remarks are presented in
Section 7.

2 Related work

In this section we review existing approaches for large scale simulations for wireless sensor
network simulations. Simulator in this area range from pure synthetic simulators where
only pseudo implementation can be tested to instruction level simulator for running emu-
lated nodes in the simulator. Different levels of abstraction requires different approaches
for the implementation. We particularly focus on aspects of simulations in real time,
large scale and interoperable with real systems and or other simulators.

To improve scalability of network simulations several parallel discrete even simulators
have been developed. The traditional approach for implementing parallel simulations is
to create a custom simulation software with scheduler supporting parallelism. Examples
of such simulator are GloMoSim [11], ns-3 [2, 12] among others. The advantage of such
approach is efficiency of execution of such implementation, the parallel scheduler is tai-
lored for a specific simulation environment. However, new models must be implemented
specifically for such system thus requiring significant amount of effort. Second approach
includes interconnecting multiple copies of the simulator or different simulators. This
approach allows reuse of models and software from different simulators in one system
[13]. This approach is, for example, utilized by PDNS (based on ns-2) [14] and GTNetS
[15], SimGrid [16]. While first approach requires super computers enabled with MPI
programing interfaces, the second approach utilizes computer clusters.

The simulation approaches described above are utilized mostly for synthetic load in
computer networks. The emerging Internet of Things, Cyber-Physical Systems e.g. Wire-
less Sensor Networks most commonly consist of many components such as sensory data,
networking, backend system, data mining etc. Therefore it is often impossible to obtain
theoretical or analytical results to compare the performance of algorithms targeting such
holistic systems. One possibility is to conduct large numbers of experiments on real sys-
tem. While this is possible on tightly-coupled system, it is infeasible on loosely coupled
WSN systems. Consequently, one must relay on simulations, which enable reproducible
results and also make it possible to explore wide ranges of platform and application sce-
narios. Therefore, it is important that simulators are as close to real code base and real
system as possible.

When matter comes to simulating wireless sensor networks the scalability is often
limited by the simulator supplied with operating system. For example Contiki [17] is
supplied with Cooja [18], TinyOS [19] with TOSSIM [20]. While Cooja allows users to
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choose the desired level of abstraction in simulation randing from pure “java node” to
emulated instruction level simulations [21]. TOSSIM only offers one lever of abstraction
and the state of the node is represented as an entry in a event table. Both simulators
scale to 20000 nodes but Cooja can handle only up to 100 emulated nodes.

In the context of this article none of the above approaches offers the same simplicity
for large scale WSN simulations with real code base. Simulation scaling approach take
by Maestro is feasible for a set of WSN applications where the node clusters has no
interdependence and can be simulated separately.

3 Symphony

We present the approach to orchestrate a large scale simulations and the Maestro tool-
box using an ns-3 based simulator as the platform to scale. Symphony [10] has several
features that make it particularly useful for large scale WSN simulations. First, it can
run simulations using the actual code that would be deployed in the real network and
provides tools for the precise emulation of real hardware. Second, its data feed model al-
lows sensors to receive raw sensor data for processing and to then transmit the processed
data to a real backend. Furthermore, Symphony incorporates ns-3 to facilitate scenario
creation and the performance of network simulations that can model channels such as
LTE, WiFi, and Ethernet and connect to real backends. The details of Symphony’s
architecture are shown in Figure 1.

Figure 1: Architecture of the Symphony framework.

Technically, Symphony consists of four operating and programming scopes: a software
scope, a hardware scope, a data feed scope, and an orchestration and communication
scope.
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The software scope provides the tools required to create a virtual image of an existing
WSN operating system and a set of rules for doing so. The hardware scope consists of
a set of models that accurately emulate the delays and energy consumption of various
WSN hardware components. The data feed scope provides tools and models for making
sensory data available to the virtualized node. Finally, the orchestration and commu-
nication scope is provided by the popular network simulator ns-3 2, which enables the
straightforward creation and execution of various simulated scenarios

4 Maestro: A Tool For Orchestrating Simulations in

Clouds

Wireless sensor networks have applications in several areas including intelligent homes,
facility management, machine surveillance, preventive maintenance, and industrial au-
tomation. One common denominator for most WSN use cases is a flow of data from the
sensors to a backbone server. Wireless sensor networks usually communicate via gate-
ways using various radio technologies such as WiFi, LTE, or Ethernet. This data can
subsequently be accessed by end users via the web or some other interface. Certain WSN
setups can be regarded as clusters of nodes, each of which forms an ‘island’. Such setups
lend themselves particularly well to large-scale simulation in clouds because individual
islands from the overall network can be simulated on separate instances 3 and, just as
in reality, connected to one-another via a backbone infrastructure. This approach makes
it possible to simulate the entire application using large number of sensors and actuator
devices in wireless sensor network at once and, thus, to test and verify the functional-
ity of the entire system. Maestro was designed with such scenarios in mind, but it can
also be used to execute multiple serial simulations in parallel. This is especially useful
for validating results obtained in previous simulations and can dramatically reduce the
overall time required to perform and validate simulation-based studies.

Maestro is based on a master-worker system architecture as shown in Figure 2. The
master reads a configuration file and then starts workers and creates the workspace
accordingly. The workspace consists of the tools and protocols that enable the automated
control of workers, the execution of jobs, and the gathering of simulation results. Maestro
also provides tools for automated simulation performance benchmarking with respect to
the usage of CPU and memory resources. These benchmarking tools are used to identify
the most appropriate instance for specific simulations and to monitor the execution of
the simulation. The remainder of this section discusses Maestro’s architecture in more
detail and the process of its initialization when setting up large scale simulations.

2http://www.nsnam.org/
3Since for the practical implementation of Maestro we used Amazon AWS cloud, through the article

we will use AWS specific terminology and generic interchangeably. Thus, “instance” refers to a running
Linux virtual machine, Amazon Virtual Machine (AMI) - virtual machine image.
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Figure 2: A schematic illustration of Maestro’s general design.
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Figure 3: Maestro’s system design and workflow.

The architecture of Maestro and its workflow are outlined in Figure 3. The core of
Maestro consists of a Master instance that initializes simulation resources according to
specifications provided in the configuration file. The Master node has three key compo-
nents: the Clients Server, Cloud Commander, and Result Bucket.

The Client Server is a service that allows the simulation to be accessed and started
up remotely. The client (user) can submit a configuration file using a local command line
application. When the configuration file is received by Maestro, it starts other services
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and keeps the client notified about the simulation’s progress.

Cloud Commander (CC) is the core service of Maestro. When activated, it reads
the configuration file and allocates computing resources accordingly. During the initial-
ization phase, CC will start the specified number of instances of a particular virtual image
(AMI in the case when AWS is used).

It will then wait until these instance have booted and become reachable. Once this
has happened, CC will create a pool of threads that will establish two communication
channels for each instance. The purpose of the first channel is to command and control
the worker instance. This channel is primarily used during the startup phase and at
the end of the simulation when the results are collected from the worker. During the
startup phase, a simulation job from the JobQueue will be sent to the worker instance
via the allocated thread. Once the simulation has been completed, this thread will
gather the results from the instance and store them locally. It will then wait for the
JobQueue to become empty, at which point it will terminate the instance and shut itself
down. The properties of the configuration file and the commands that can be issued to
worker instances are detailed below. The secondary communication channel is used to
monitor the health and status of the instance. A simulation may have non-deterministic
termination conditions; for example, it may be required to continue running until a some
predefined statistical condition has been satisfied. In such cases, if a simulation continues
to run for long time, the lack of terminal access can make it hard to determine whether
this is because the condition has not yet been satisfied or because the simulation software
has crashed or become deadlocked, etc. Moreover, infrastructural failures can generate
“zombie” instances e.i. partially break the simulation and thus may affect the intended
scenario and expected outcome. One way of determining the status of an instance is to
monitor its CPU usage, memory allocation, and IO performance. However, a high CPU
usage or memory allocation is not necessary indicative of a healthy instance, as discussed
above. Therefore, the secondary channel is used to perform additional worker health
checks. If a worker instance does not respond to these checks appropriately, it will be
marked as a zombie and terminated, after which the thread will exit.

Once the JobQueue has emptied and all of the threads it spawned have terminated,
the thread pool will exit and CC will activate Result Bucket. The purpose of Result
Bucket is to process and store raw data generated during the simulation. To this end,
it can apply user-provided scripts to the simulated data. The results are stored in a
user-specified location and can also be emailed to specific destinations, made available
via ftp or a web server, or uploaded to a cloud storage facility such as S3.

4.2 Worker Configuration Workflow

Before the simulation can be run, the worker instances must also be configured. This
section describes the steps of the worker instance configuration process that are inde-
pendent of the simulator to be used. The worker instance is started by the CC service,
which opens two TCP service sockets for incoming connections when booted up. The
first of these is used to receive the simulation job and the second to monitor the health of
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the simulation. After the simulation job has been received, the worker service will start
the specified number of simulations on the selected instance and capture the output of
the simulator. At the same time, the health monitoring service is started. This service
continuously checks for zombie simulation processes and monitors the status of the simu-
lation. Instance health data are transmitted to the master node via the second channel.
Once the simulation has finished, the results are gathered and transmitted to the master
server, and the worker is placed into standby mode to await a new job.

A virtual machine image that is to be used as a Maestro worker must be prepared as
shown in Figure 4. The configuration of the worker instance involves four steps. First,
the user starts an instance using a default worker virtual machine image that provides
a minimal set of tools and software packages that are required by the worker services
described in the preceding subsection. Second, the user logs in into the instance via ssh
to access its terminal interface and install the simulation stack, tools and libraries that
are needed to build and operate the simulator. At this point, it is advisable to create a
new virtual machine image of the instance before configuring it for a specific scenario and
simulation case. Third, the user configures the simulator and scenario. It is sensible to
perform a test run at this point to ensure that the system is working as intended. After
the simulator has been configured successfully, the user creates a new customized worker
virtual machine image, thereby completing the worker configuration process.

Figure 4: Workflow for setting up a custom Maestro worker.

After the customized worker instance has been created, the user must create a Mae-
stro configuration file according to the specification provided in Listing F.1. Master
accepts multiple instance configurations (limited only by the number of threads and
socket ports that can be created in the operating system that is being used), so it is
possible to run several distinct simulations at once or a single very large simulation, or
some combination of the two. The configuration file must specify the desired number
of instances (nb of instances), the ID of the prepared virtual image (ami id), and the
type of the instance (instance type). In addition, it should provide security credentials
(security groups,key pair), state how the results should be stored (s3 bucket), and
specify a simulation command to execute. The number of parallel executions per instance
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is controlled by the nb of execution variable in the example listing. This variable is
useful when the simulation is to be run on instances with multiple physical cores but
the simulator uses only one core. The configuration file for instance 1 would start 1000
instances of the c1.xlarge type with each instance launching eight parallel simulations
whose results would be stored in the S3 bucket.

Listing F.1: An illustrative Maestro configuration file, specific to Amazon AWS.

1 [instance_1]

2 nb_of_instances: 1000

3 ami_id: ami-15eac751

4 instance_type: c1.xlarge

5 security_groups: simulation_symphony

6 key_pair: simulation_symphony

7 s3_bucket: test-simulation

8 cmd: /home/ubuntu/simulation.sh 10 0

9 nb_of_execution: 8

10

11 [instance_2]

12 nb_of_instances: 500

13 ami_id: ami-15eaf3461

14 instance_type: c1.medium

15 security_groups: simulation_symphony

16 key_pair: simulation_symphony

17 s3_bucket: test-simulation-2

18 cmd: /home/ubuntu/simulation.sh 20 0

19 nb_of_execution: 3

20

21 [monitoring]

22 performance_monitoring_enabled: True

23 frequency: 1

24 mail_destination: user@email.se

4.3 Benchmarking Tools Provided by Maestro

Each simulation scenario and tool has distinct performance requirements and run-time
behaviors. While some simulators run in a single thread, others will spawn multiple
threads or allocate several cores. The number of simulations that can be run in parallel
will depend on the simulator that is used. Consequently, before performing a large scale
run, the user should benchmark the available instance types and identify that which is
best suited to the task at hand in terms of resource allocation and cost. This subsection
describes the benchmarking tools that have been incorporated into Maestro; Section 5
provides more details on the benchmarking process and provides an illustrative example.

Figure 5 shows a representative simulation scenario (in ns-3 simulator) in which the
simulator spawns child threads to perform its tasks. When the worker is started, it
initializes the simulation thread (St) and then starts the monitoring thread (Mt). Once
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Figure 5: Scheme showing the sequence of events when a Maestro worker (shown in
blue) running a simulation thread that spawns multiple child threads is started. The
simulation thread (in green) is initialized, after which the monitoring thread (in orange)
is started. The simulation thread is then started and spawns child threads (C1 - Cx.) as
it proceeds, each of which is monitored individually by the monitoring thread (indicated
by the orange arrows). The transfer of data between threads is indicated by the red
arrows.

this has been done, the simulation thread is started. Mt then regularly reads information
on St provided by the platform utilities. This information includes the process IDs
(PID’s) of the child threads as well as performance metrics for St and its children such
as the CPU usage and the amount of allocated private and shared memory for each
thread. These data are returned to the owner thread (which would be the worker in a
benchmarking scenario).

The benchmarking tools are also used to monitor the health of the worker instance. In
this case, they are started by the health monitoring thread and configured in a different
way in order to minimize their resource consumption.

4.4 A Note on the use of Maestro with Large Scale Simulators
and for the Parallel execution of Serial Simulations

It is important to note that Maestro is a non-intrusive tool that can be used both to
automate the running of large scale simulations and to execute multiple serial simulations
in parallel. However, while it provides tools for experiment deployment, it does not
synchronize the simulator’s simulation scheduler nor can it is designed to interfere with
the set up of a specific run of the simulation. Therefore, when performing large network
simulations using Maestro, the user must take care to set the simulation scenario up
appropriately. The master node can be used to distribute the network addresses of the
started instances in cases where a dynamic scenario setup is required.
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4.5 A Note on Implementation

Maestro has been implemented in Python in combination with Boto, a Python package
that provides interfaces for accessing Amazon Web Services (AWS). Boto is also com-
patible with Eucalyptus 4, a free and open-source software package for building AWS-
compatible cloud infrastructure. Our solution can thus be deployed either on AWS or
on a private cloud infrastructure. Both the master and worker instances run on Ubuntu
13.04 images. The master images are fully pre-configured and can either be controlled
using a local initialization file or via remote client extension. The only pre-configured
tools on the worker instances are those required to join the workspace and listen for
incoming connections from master node.

5 Benchmarking EC2’s for Simulations

Maestro makes it easy to deploy either large scale simulations or multiple replicate in-
stances of a smaller simulation. Cloud computing provides computational facilities that
are capable of vast horizontal scalability and also significant vertical scalability. However,
while horizontal scaling is relatively straightforward to achieve (one need only decide on
a number of instances to use), vertical scaling is more complex. In particular, vertical
scaling requires the careful selection of an appropriate instance type to match the task
at hand. This means that it is important to benchmark the performance of the avilable
instance types using a workload similar to that which will be used in the simulations.
This section describes a representative benchmarking study conducted on Amazon’s EC2
cloud computing platform, which is a component of the AWS cloud system. In addition,
a general procedure for identifying and selecting optimal instance types for a given sim-
ulation is outlined. The AWS system provides seventeen types of Linux architectures.
Table 1 outlines the properties of twelve of these architectures. Light gray rows indicate
instance types that were benchmarked in this work. It should be noted that some of these
instances enable the creation of an optimized Elastic Block Store, which increases their
I/O throughput. We performed benchmarking experiments with the Symphony frame-
work, which uses ns-3 for orchestration and network simulation. All of the benchmarking
results presented below were obtained by performing 100 separate simulation runs using
each combination of instance type and framework settings and averaging the results of
these hundred runs. When analyzing the results of the benchmarking study, it should
be noted that the results obtained will depend on the precise details of the benchmarked
setup (e.g. the numbers of nodes used and tests run). In addition, the results obtained
may not be representative of those achieved using different simulators or even the same
simulator with a different set of scenarios.

The Symphony framework was benchmarked using three different commands: waf -j1
build, waf build and test.py. The waf -j1 build command builds the simulation frame-
work but limits it to single-threaded operation. The second command, waf build, builds
the simulation framework with a number of processes that is determined by the waf im-

4http://www.eucalyptus.com/
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Type Processor Arch ECU Price
Standard On-Demand Instances
Small m1.small 32/64 1 $0.065
Medium m1.medium 32/64 2 $0.130
Large m1.large 64 4 $0.260
Extra Large m1.xlarge 64 8 $0.520
Second Generation Standard On-Demand Instances
Extra Large m3.xlarge 64 13 $0.550
Double Extra Large m3.2xlarge 64 26 $1.100
Micro On-Demand Instances
Micro t1.micro ≤2 $0.020
High-Memory On-Demand Instances
Extra Large m2.xlarge 64 6.5 $0.460
Double Extra Large m2.2xlarge 64 13 $0.920
Quadruple Extra Large m2.4xlarge 64 26 $1.840
High-CPU On-Demand Instances
Medium c1.medium 32/64 5 $0.165
Extra Large c1.xlarge 64 20 $0.660

Table 1: Instance comparison.

plementation. Finally, test.py is a simulation setup that performs 100 simulations in a
row.

The computational power of the instances provided via Amazon’s virtualization ser-
vices is specified in ECUs. ECU stands for EC2 Compute Unit and is a relative measure
of integer processing power. This metric was introduced to provide a consistent measure
of a system’s computational performance as the underlying infrastructure evolves.

Figure 7a shows the load on selected instance types as a percentage of one ECU when
running the three benchmark tests. It is clear that the ECU performance for m* instances
is somewhat inconsistent (recall that m instances have large amounts of memory), since
in several cases their load is in excess of 100%. However, over all three tests, they seem to
be the most resource-efficient options. Resource efficiency is an important parameter and
one key goal of benchmarking is to identify and select instances that will be maximally
utilized by the simulation.

In subsequent benchmarks, we examined an additional set of instances with consistent
disk read/write (IO) throughput values. These instances are indicated by the suffix EBSO.
Figure 7a shows the cumulative runtime values for the three benchmarking tests on each
instance type. The imposition of a fixed IO throughput did not have any appreciable
effect in the benchmarking tests. Figure 6 clearly shows that while the m1.-small, medium
and large instances had the best levels of ECU utilization, they were outperformed by even
more memory heavy instances such as m3.2xlarge, with the EBSO variants being slightly
faster than the instances without consistent I/O throughput. Somewhat surprisingly,
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Figure 6: ECU usage for the different instance types running each of the three bench-
marking tests

(a) Run times for the three benchmarking tests
on different instances.

(b) Simulation times as a function of the num-
ber of nodes used when running the three bench-
marking tests.

Figure 7: Simulation benchmarking results on AWS.

these instances outperformed the more computationally powerful units from the c series.
This may have been because they have more and faster memory, which would have
reduced the degree of content switching during the simulations. An important metric to
consider when selecting instances for large scale simulations is the cost per run, which is
shown for the tested instance types in Figure 7b. In this case, the test runs were short.
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However, we assume that under normal conditions the runs would proceed for more than
one hour (which is the minimum billing period). We therefore calculated the cost per
unit time for each instance type rather than comparing billed times. Surprisingly, the
most expensive high memory instance (m2.2xlarge) offered the lowest running costs of
those tested.

5.1 A Note on Benchmarking

We conclude that there are three important metrics to consider when benchmarking
instances to determine their efficiency at running a given simulation. While ECU utiliza-
tion is an important factor, the price per run and runtime are more useful when seeking
to identify the most appropriate instance for a given simulation scenario.

6 A Million Node Simulation of a Holistic WSN Based

System

Figure 8: WSN usage in different scenarios.

As discussed in Section 3, wireless sensor networks have diverse applications but
generally require a flow of data from the sensors to a backbone server. As shown in
Figure 8, wireless sensor networks usually transmit data to a gateway using various
radio technologies such as WiFi, LTE, Ethernet, and so on. End users can then access
these data from the gateway via web-based interfaces or other means. The WSN is,
thus, clustered into smaller ‘island’ networks. Because of this clustering, WSNs lend
themselves particularly well to large scale simulations in clouds because individual islands
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can be simulated on separate instances that are connected to some kind of backbone
infrastructure, exactly as occurs in a real WSN. By taking this approach, it becomes
possible to both simulate the wireless sensor network and simultaneously test and verify
the system as a whole.

6.1 From Deployment to Simulation - A Showcase Scenario

Figure 9: Simulation scenario representing an Intelligent Transportation System with
road side marking units (RMUs) placed along the route.

We have previously introduced the Road Surface Network (RSN) architecture [22]
as a building block for Intelligent Transport Systems. The proposed RSN architecture
is illustrated in Figure 9. It consists of three principle entities: road marking units
(RMU), road side units (RSU) and an open platform server (OPS) that will enable
the incorporation of new RSN services in larger ITS systems. RMUs are autonomous
on-road devices that may work independently or cooperatively to perform sensing and
actuating tasks. RMUs are capable of wireless communication with RSUs and can also
communicate with one-another, thereby forming a wireless sensor network. RSUs are the
gateway nodes that convey data between RMUs and the ITS backend system. The open
platform provides a set of open interfaces that connect RMUs to a backend ITS and front
ends.

A small test site was constructed by researchers at Lule̊a University of Technology[23]
to evaluate the performance and functionality of the RSN technology. The test site con-
tained 14 active communication and sensing nodes as well as actuator nodes. While 14
nodes is relatively little number in the case of major ITS application it is a practically
useful number of sensors connected to a gateway given the range of the underlaying radio
technology. All of the nodes were deployed on roads leading towards a roundabout. The
sensing nodes were equipped with accelerometers and magnetometers whose readings
were used to determine the type, speed and position [24, 25, 26] of cars traveling along
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the road. The actuation nodes were equipped with LEDs and had radios for communi-
cation. The purpose of the test system was to detect approaching cars and switch on
running lights around the roundabout in response to their presence. During the system’s
deployment and testing, a number of issues and questions arose that prompted the devel-
opment of a framework for its large-scale simulation. Each sensor generates 1200 bytes
of magnetometer data and 52800 bytes of accelerometer data for each car that passed by
them. Given this information, we had two key questions. The first is what kind of back-
end infrastructure would be required to allow the system to perform acceptably if deployed
on a city-wide or nation-wide scale? The second is what is the best way of estimating the
expected load and testing the backbone network? The answers to these questions are out-
side the scope of this article. While the questions prompted us to undertake the research
that resulted in the development of Maestro.

6.2 Set-Up of the Simulated Scenario

The simulation was designed using the Symphony simulation framework. This allowed us
to re-use code from the test site deployment described in Section 3. Each road segment
contained 14 sensor nodes and one gateway, and was simulated on a single simulation
node. The gateway is a simulated device that was developed in ns-3. It communicates
with other nodes and forwards sensor data to a real backbone system deployment. The
backbone was also integrated into Amazon’s AWS.

Figure 10: Incoming traffic load on the backend system as a function of the number of
“islands”.

Sensory data generated by different passing cars was recorded in advance using the
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real-world system. This data was supplied to the Symphony’s sensory model. During
the simulations, the underlaying node was reading sensory data according to the relative
time stamp of the measurements.

These simulated sensory data were processed by the backend system and used to
determine the type of car that had passed. The specific details of this scenario are
beyond the scope of this article and will be presented in full elsewhere.

6.3 Going Big - The Affordable Cloud

Table 2 shows the cost of running a simulation of this type using different VM instances
for a system with one million nodes. While the precise values presented in this table are
only valid for this particular simulation, it is clear that performing simulations of this size
using cloud systems is much more affordable than buying hardware with the necessary
computational capacity. Note once again that it is more efficient to use more expensive,
high performance instances to maintain the total cost on acceptable level.

m1.small m1.large m3.xlarge c1.xlarge
Intersection (1) 1 3 16 16
Total nodes per instance (2) 14 28 224 224
Cost per instance (3) $0.130 $0.260 $0.550 $0.660
Normalized cost (5) 2.08 1.387 0.550 0.660
Number of instance required (6) 71429 23810 4099 4099
Total cost per hour (7) $9286 $6191 $2255 $2706

Table 2: Details on the cost and number of instances required to simulate an ITS network
with one million nodes based on the RSN system.

The benefits of such large scale simulations and the need to be able to perform them
inexpensively have been discussed previously. However, a factor that has not previously
been mentioned is that simulations of this sort generate immense quantities of data -
the precise amount will depend on the details of the scenario and the nature of the
data to be collected. Even though only four data cells were logged in this particular
experiment (node id, gateway, timestamp, data size), a traffic intensity of one car
passage every 5 minutes would create a 4× 12000000 data set, corresponding to around
200 MB of data. It is thus clear that a much larger amount of data could very easily be
generated during a simulation conducted with the aim of analyzing WSN performance
in a holistic way.

7 Conclusions

The ongoing evolution of wireless sensor networks into complex systems that will play
key roles in the development of Cyber-Physical Systems and the Internet of Things has
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made the development, testing, and validation of even small scale WSN applications into
challenging tasks that can easily consume significant resources. Simulations are vital for
circumventing these problems because they make it possible to test, verify, and experi-
ment with new technologies in a way that is repeatable and comparatively inexpensive.
Therefore, as the size and complexity of WSNs and related systems increases, so too does
the need for large-scale simulation tools that can be used to model their behaviour.

The introduction of the Infrastructure as a Service paradigm has led to the availability
of relatively cheap and scalable computational platforms that are accessible to a very wide
audience and can be used to perform large scale simulations in a credible and reproducible
fashion, and to easily share their results and setup conditions with anyone who may be
interested.

This article introduce Maestro, an orchestration framework for large scale WSN simu-
lations. Maestro was designed to be a independent framework that enables the automated
deployment of either large scale simulations or many serial simulations in parallel. We
have demonstrated its utility for benchmarking the performance of cloud systems and
shown how it can be used to identify optimal VM instances for a given simulation. More-
over, we showcased its use in an ITS application and described the methodology used to
set up the associated instances. It was further demonstrated that the size of the network
that can be simulated using Maestro is limited only by the economic resources of the
user. Our showcase simulation demonstrated that cloud computing services can be used
to simulate a wireless sensor network with one million sensor nodes at a cost of only
couple of thousand dollars, which is substantially cheaper that to perform similar exper-
iments on a dedicated hardware. While such simulations are much cheaper to perform
than a real world system would be to deploy, they can generate very large quantities of
data. It is therefore important for the user to carefully consider their analysis strategies
and to identify the key performance metrics that they will use before deploying the actual
simulation.

The use of a public cloud service such as Amazon Web Services also allows researchers
to easily share their full results and exhaustive information on the setup of their sim-
ulations with other members of the scientific community. It is also straightforward to
create a virtual image that can be used to perform the simulation and to then make it
publicly available simply by providing a link in the published article reporting the work.
At current prices it would cost less to store such an image than to buy one cup of coffee
per month, so the storage cost is negligible. The results of the simulations and the data
sets they generate can also be stored in this way and made publicly available via cloud
storage systems such as S3 or Dropbox. This would obviate one of the current criticisms
of simulation studies and create opportunities for cross-disciplinary research using open
data sets and pre-configured simulation scenarios.
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Educating Innovators of Future Internet of Things

Evgeny Osipov and Laurynas Riliskis

Abstract

The concept of “Internet-of-Things” will undoubtedly emerge as the technology of the fu-
ture. Educating specialists ready to bring the concept to the reality remains challenging
in the scope of traditional university courses. The main challenge is how to enable stu-
dents to think outside the boundaries of the particular discipline and therefore to enable
the innovative thinking. This article describes an experiment with teaching Internet-of-
Things as a common red thread across three courses which ran in parallel during fall
semester 2012 at Lule̊a University of Technology in Sweden. We discuss the teaching
methodology, the technology blocks which laid the ground for our teaching philosophy
as well as the experiences and lessons learned.

1 Introduction

While the term “Internet of things” (IoT) was coined for quite a while now, a system-
atic education of specialists in this area has not yet taken off. Traditionally, courses
in Computer Science programs at universities offer a standard set of disciplines focus-
ing on specific aspects of the IoT technology. The courses vary from different flavors of
hardware- near “Wireless Sensor Networks” classes to higher-level “Web- Design and Ser-
vice Oriented Architectures” and similar. The demonstration of a place of the particular
discipline in the holistic view of the IoT universe is often rather vague and in many cases
is limited to one or two theoretical classes discussing problematics of adjacent subjects.
This is in no way a surprising situation. Prior to all, the IoT concept only now starts to
grow out of its embryonic, academic research phase. It is today it begins to be filled in
with specific implementations.

One message is important to convey to students already now - the future of IoT
technologies is about: a.) Innovations; b.) Cross-disciplinary knowledge; and c.) Multi-
face programming. These principles formed the ground for an educational experiment
conducted at Lule̊a University of Technology in the fall semester of 2012. During the
experiment, further in the text referred to as triple-run, three courses of the Computer
Science program were aligned in their theoretical and practical parts to convey a holistic
view of an IoT ecosystem. The classes were taught in parallel.

The theoretical content of the three courses allowed creating a scenario covering the
entire technology chain of the Internet of Things: gathering and communicating sensory
data; scalable and distributed processing of big data; value-added, human relevant net-
work services. In the practical part students in the three classes (60 in total) acted as
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startup companies in the respective technology domain. These startups were assigned a
task to deliver a common holistic system given time, performance and budget constrains.
This task required students in a particular course to constantly communicate to other
students outside the courses boundaries. In particular, through these activities students
were trained on skills for industrial level development and integration of complex IT
systems and innovative thinking by exploring problems, methods and solution spaces of
each other. On the technical side the triple-run experiment was con- ducted using Ama-
zon Web Services 1 as a common computing platform. This choice allowed us to draw
interesting conclusions about students work load, the degree of their actual involvement
in the learning process as well as the cost of the triple-run. A pedagogy-oriented and
close-to-reality real-time simulation environment was used in Wireless sensor networks
course included in the triple-run experiment to substantially facilitate experimentation
with large quantities of communicating sensors. This simulation environment is our main
technical contribution supporting teaching of principles and advances of “communicating
things”.

The article is organised as follows. Section 2 elaborates the theoretical background
and the related work. The syllabi of the courses under the experiment are summarised
in Section 3. The scenario behind the triple-run trial is described in Section 4. Section
5 presents the technology blocks used in the experiment. We present our reflections and
outline future developments in Section 6 before concluding the article in Section 7.

2 Theoretical foundation of the triple-run experi-

ment and related work

It would not be a big discovery that one of the largest motivating factors for today’s
Computer Science students is the excitement about the success of young innovators be-
hind such IT giants as Facebook, Google, Skype and similar. The key to success is on the
one hand evident: It is the innovative thinking, entrepreneurship and team-work. On the
other hand, it is less evident how to foster such skills in the framework of the traditional
education system.

The importance of empowering students with tools and opportunities to exploit the
knowledge and to stimulate self-learning is reflected in many sources on modern method-
ologies in higher education. For example, [1, 2] asserts that by giving students tools,
guidance and freedom as part of contextual understanding the educators encourage both
innovation and the spirit of entrepreneurship. Commonly a range of student-centered ed-
ucation methods where learning is supported by projects, problems of discovery nature
and just in-time teaching is referred to as inductive education [3]. The goal of inductive
education is to develop essential social and team-work skills [4] by tackling real-world
and open-end problems [5] which is is highly appreciated by students [6].

In our triple-run experiment we combined the inductive collaborative learning ap-
proach with the product-based learning. One of the important goals set to students were
understanding project management and production processes. This approach applied
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Table 1: Summary of courses’ syllabi before the triple-run experiment

Courses

D7015E D7001D D0036D

Credits 7.5 ECTS

Level Graduate. First year of MSc. Undergraduate. Second
year.

Goal The student should know
fundamentals of modern
short range radio transmis-
sion technologies on all lay-
ers of the communication
stack and the specifics of
WSN network architecture
like data-centric commu-
nications, in-network pro-
cessing, etc. The student
should be able to under-
stand research articles in
selected areas of the course
and be able to present their
analysis for a wider audi-
ence.
The student should de-
velop skills of modeling an
advanced networking func-
tionality as well as develop-
ing it in one of the main-
stream operating systems
for WSN.

The student should under-
stand the fundamentals
distributed networked
applications, e.g. in-
depth understanding of
threads and associated
performance problems,
fundamentals of fault
detection in distributed
application, etc. The
student should be able
to understand research
articles in selected areas of
the course and be able to
present their analysis for a
wider audience.
The student should mas-
ter the skills of program-
ming of parallel events
with threads, timers, coun-
ters and communication
security in Java program-
ming language.

The student should un-
derstand fundamentals
of network program-
ming including relevant
aspects of TCP/IP
stack, main commu-
nication paradigms,
basics of threads, sock-
ets and remote method
invocation.
The students should
develop skills of pro-
gramming a simple
to medium complex
network functionality,
e.g. a threaded TCP
server and a simple
networking computer
game with in-advance
prepared skeleton of the
functionality.

Struc-
ture

In-class lectures, student seminars and practical work. Lectures and practical
work.

Exami-
nation

Continuous examination.
Final score is computed as
a weighted average of the
score in three examination
moments: Labs, Seminar
and Mini-project.

Traditional closed book final written exam.

previously in computer science education [7] showed positive results and is highly valued
by industry.
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Finally, we followed concepts of adaptive expertise or deep learning [8, 9] creating a
discussion forum for students enabling them to motivate their solutions both from the
technology and economical perspectives.

2.1 Related work

Clearly, we are not alone looking at the problematic of educating innovators of the future
Internet of Things. A very recent work (as of February 2013) from the Open University
in the UK [10] build their education approach using similar motivation. The work also
includes the references to other world-leading schools in the US and Europe being active
in the development of the IoT directed education lines. While sharing common objec-
tives and part of the methodologies our experiment described in this article is, however,
different in several important ways:

1. We are not developing a single overview course, instead we make students from
three focused courses to interact and collaborate with each other in the scope of a
common IoT vision.

2. We target students with diverse backgrounds aligning the courses on second year
bachelor and last year master levels. This step allows students on lower education
stages to get insight to the diversity of problems considered at higher stages.

3. We do not use play environments, our students work with real software and hard-
ware platforms which they later on meet on the job market.

The key points listed above make triple-run a unique contribution to the methodology
of education in the area of the Internet of Things.

3 Courses Under Experiment

The courses selected for the triple-run experiment were: Wireless sensor networks, further
referred to by its catalogue code D7015E for brevity reasons; Network programming
and distributed applications, further referred to as D7001D; and Network programming,
further referred as D0036D. In the Swedish education system an academic year is divided
in quarters (teaching periods). The duration of each quarter is 2 months. A regular course
span over one quarter. The triple-run experiment was conducted in the first quarter of
2012 starting from the last week of August and ending with the exam week on the last
week of October. Table 1 summarizes relevant aspects of the courses’ syllabi as of before
the experiment.

By the time of the experiment the D7015E course was given at two occasions in 2008
and 2010. The previous results of the course evaluation for both occasions were positive.
On a methodology side the students highly evaluated the continuous form of examination,
highlighting that this examination form assisted them in pacing their learning process
properly and overly contributed to better learning. On a criticism side the students
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Figure 1: A graphical representation of the scenario for the triple-run experiment.

continuously highlighted difficulties with time-consuming programming and debugging
of the code on real wireless sensor devices in foreign for them development environment.
During the triple-run experiment we decided to adopt the continuous examination form
in all three courses.

Common to both D7001D and D0036D courses problems were shortcomings associ-
ated with lab infrastructures required to perform the practical parts. Although both
courses are based on Java programming language, proper access rights to low-layers
network configuration facilities were needed. In many cases students resorted to experi-
menting with very simple network topologies basically consistent of their own computers
(where they had the appropriate rights) and few hosts in the university network. In gen-
eral, we as the course instructors experienced major differences in developing non-trivial
scenarios linking to the theoretical content of the course. The typical course-book-like
code examples constantly raised students’ critique as missing sufficient connection to
real-life applications. The major change in the syllabi of these two courses was intro-
ducing the “Cloud” and the “Internet of Things” topics as the main themes both into
the theoretical and practical parts. Looking ahead by performing the practical part of
the courses in the Amazon Web Services environment lifted up students’ satisfaction and
their experience of programing networking functionality dramatically.

4 The triple-run structure

The theoretical content of three courses described above allowed creating a scenario cov-
ering the whole technology chain of the Internet of Things: gathering and communicating
sensory data; scalable and distributed processing of Big Data; value-added, human rele-
vant network services.
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4.1 Common IoT scenario script

The offered to the students common IoT scenario is rooted in the ongoing at LTU research
project iRoad1. In short the project aims at enabling a non-intrusive and anonymous
detection of vehicles using on road sensor networks [11]. The core of the iRoad technology
is a specially designed Road Marking Unit, which is shown in the right part of Figure 1.
It consists of a wireless sensor unit built on 16-bits Renessas microcontroller and put in
a specially designed robust polymer casing resistant to overriding by heavy vehicles. The
RMU is equipped with a magnetometer sensor and a ZigBee-compatible low power radio
transceiver. Technologically, the RMUs are thermally glued onto the road surface. After
that they detect vehicles by sampling the readings of the magnetometer. The samples
are then transmitted via a gateway serving several such RMUs to a powerful comput-
ing backend system for advanced signal processing and execution of application-specific
functions. While in the scope of the project we performed installations with several tens
nodes2, within the triple-run experiments we let students to work with virtually unlimited
number of such sensors generating realistic traffic.

The overall concept behind the triple-run application scenario is shown in Figure 1.
The students in the three courses were treated as start-up companies getting a contract
to develop a part of the global IoT system. In particular, the start-up of the D7015E
course was responsible for organisation of communications from RMUs to the gateway
and from the gateway to the back-end system. The D7001D start-up was responsible for
the design and development of a scalable cloud-based architecture for real-time processing
and storage of the incoming data as well for serving the requests coming from a front-end
system. Finally, the D0036D start-up was responsible for the implementation of a scalable
web-based front-end system visualising the results of the computations. It is essential to
note that on all stages of the project the students were faced with the real data traffic
as it would come from real physical devices, see Section 5 for more information.

4.2 Implementation

The work flow of the triple-run experiment is illustrated in Figure 2. The classical style
lectures gave students the theoretical skeleton of the courses’ content. The first three
introductory lectures were common to all three courses. Besides the introduction of
the triple-run concept the common lectures gave a crash course on machine-to-machine
communications, the Internet-of-Things ecosystem and the basics of the cloud computing
using Amazon Web Services. After the introductory lectures all three courses followed
their own lanes in the lecture part. All lectures in the three courses, however, were
recorded using the Adobe Connect3 facility and the recordings were available in a common
to all three courses space of e-learning system Fronter4. This step allowed interested
students of the particular course an option of following selected parts of another course.

1iRoad project. [Online] Available: http://www.iroad.se
2iRoad project’s demonstrator [Online] Available: http://www.youtube.com/watch?v=GYyWkYfsJhk
3Adobe Conect. [Online] Available: http://www.adobe.com/products/adobeconnect.html
4Fronter LMS. [Online] Available: http://com.fronter.info/
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D7001E

D0036D

Triple-Run
common activities

Course specific content

Course specific content

API Integration Demo

D7001D700

D7015E
Course specific content

Figure 2: Workflow of the triple-run experiment. At the course start two common
lectures were given to all three courses. The lectures included course structure and
introduction, presentation of the common scenario, general overview of IoT and involved
technologies as well as hands-on tutorials for AWS programming. Further, common
seminar presentations and concertation meeting, and demonstration of final solution
were carried out commonly.

The seminar series of the MSc-level courses D7001D and D7015E were made open
to students of all three classes. The students could either attend the events physically
as an optional course moment or watch the recorded presentations off-line. The themes
offered for student seminars in the particular course aimed at presenting different design
choices on selected functionalities, which later on should be developed by students in
the practical part. For students from other courses attending the seminars, the aim was
to introduce them to the world of the adjacent course. Not completely unexpected we
were happy to observe that 20 to 30% of students from the adjacent courses attended
the seminar series of each another motivating it by pure curiosity.

The practical part was structured similarly in all three courses and consists of three
stages. At the first stage a hands-on exercises with Amazon AWS environment were
intended to familiarise students key aspects of practical cloud computing. At the second
stage a set of course-specific lab assignments emphasised the core practical issues of the
particular subject. Finally, at the third stage the knowledge and skills from the previous
two phases were applied to execute a corresponding part of the common to the three
courses project. All practical stages were carefully synchronised across the three courses
so that student groups would avoid unnecessary delays due to dependencies on the results
from other student groups.

In order to orchestrate and pace collaboration and the joint progress two concertation
meetings for students from all three courses were planed: a.) For agreeing on the common
API between the subsystems and b.) For integrating the developed parts into a holistic
IoT system. In practice students from different courses clustered in groups, which met
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together outside the scheduled meeting hours in order to synchronously develop the final
demonstrator.

Finally, the culmination of the triple-run experiment was a general assembly where all
students were gathered in a large auditorium for demonstration and presentation their
solutions. We organized this gathering as poster-session where student pitched they
solutions to other participants. This event was made open to a wider public both for
publicity reasons as well as to give students a feeling of a technology fair.

5 Technology used in triple-run courses

In this section two technology blocks laying the ground for the triple-run experimen
are described. In the sensor network course a pedagogy-oriented simulation environment
named Symphony [12] was used to give students skills of developing a real sensor network
software while reducing the frustration of debugging the code on real hardware.

The practical tasks in all three courses were conducted inside the Amazon Web Ser-
vices IaaS environment. While students in the D7015E course used Amazon AWS only
as a virtual computer to run the Symphony simulator, the students of other two courses
experimented with more or less the entire spectrum of the AWS functionality. For the
triple-run experiment we received an educational grant from Amazon covering all needs
in computing infrastructure for all students in the three courses. In the next section we
report the cost details of our approach.

5.1 Symphony - a Pedagogy Oriented WSN Simulation Frame-
work

Simulation framework Symphony is rooted in the authors’ own experience while teach-
ing the D7015E course as well as when developing and testing a real-life medium-scale
distributed WSN application in the domain of intelligent transportation systems. On
the teaching front we were confronted with a dual challenge. On the one hand students
really appreciated to work with real WSN software and hardware. On the other hand,
however, we observed that students were literally suffering from painful debugging of
their (rather simple) distributed network functionality and got frustrated from time con-
suming reprogramming of devices. Even though at the end most of the students get used
to the development environment, we as the course instructors understood that this in
many cases is done by the cost of devoting less time to conceptual understanding of the
problems related to the design, analysis and deployment of resource constrained wireless
sensor networks.

Symphony consists of three operating and programming scopes as illustrated in Fig-
ure 3: an operating system (OS) scope, a hardware (HW) scope, and an orchestration
and communication scope. The OS scope provides necessary tools and a set of rules for
building existing operating systems for sensor devices (e.g. Contiki, TinyOS, FreeRTOS)
to a virtual image. To the best of our knowledge Symphony is the only environment
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where students may seamlessly work with different operating system in a single experi-
ment avoiding a hustle of installing them on the devices. The HW scope of Symphony
contains a set of models accurately emulating time behavior of hardware components.
From the teaching perspective this scope gives a possibility to demonstrate the effect of
resource constraint hardware elements on the performance of higher layers’ communica-
tion protocols, which otherwise is at least challenging if not impossible to demonstrate on
real devices. Network simulator ns-35 offers the orchestration and communication scope
of Symphony. The choice of a popular network simulator as a provider of communication
models allows considering non-trivial network topologies and communication scenarios.
Moreover ns-3 provides a possibility to run simulations in real-time and establish network
connection with any computer connected to the Internet. We utilized this capability of
Symphony extensively by letting the students to connect the simulated sensory traffic to
the back-end system developed by students from the D7001D class.
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Figure 3: Teaching framework set up.

Finally, since the framework is executed on a PC a favorite integrated development
environment supporting main stream programming languages could be used. This makes
experimenting with WSN functionality in Symphony more methodological and less time
consuming. Although Symphony could be installed on any physical computer, during the

5Ns-3 simulator, [Online] Available: http://www.nsnam.org/.
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course of triple-run we run Symphony in the cloud. The rationale behind executing the
simulator in the Amazon AWS is dual. Firstly, we gave students from the D7015E course
a taste of working in the IaaS cloud environment, which was appreciated. Secondly, this
choice simplified our assistance to possible technical problems since we as the instructors
had full access to the virtual machines of the students. In order to shorten the starting up
time we prepared a Virtual Machine Image with all necessary software and development
environment pre-installed.

5.2 Amazon AWS as the base computing infrastructure in the
triple run experiment

The choice of the cloud infrastructure in general and Amazon AWS in particular is
rather straightforward. Prior to all we intended to give students skills of working with
the cutting-edge platform for production of commercial ICT solutions. Secondly, the
flexibility, the diversity and the availability of the Amazon AWS infrastructure go far
beyond similar parameters of the university’s own. Thirdly, as the courses in question
assume programming of rather low level network functionality an IaaS cloud modality,
where one gets an access to raw computing resources is virtually the only choice.

While teaching network programing related courses using an IaaS cloud infrastruc-
ture infrastructure provides many methodological benefits a substantial amount of time
were spent on making the cloud environment ready for education purposes. Amazon
AWS being a tool for professional developers needed to be adapted for the triple-run ex-
periments in the following ways. Firstly, we introduced naming conventions for tagging
different functional elements, such as authorization keys, EC2 instances and others. In
order to keep the resource usage under control we developed a “cloud-crawler” script,
which cleaned up unused and orphaned resources at scheduled time periods. Although
we did not place any restrictions on the usage of a specific operating system we prepared
an Ubuntu-based Virtual Machine Image with all necessary network configurations and
pre-configured integrated development environment and made it available to students
before the course began.

6 Reflections, Lessons Learned and Future Develop-

ments

“The concept with combining three courses is a great one!”, “I loved an idea of working on
the same project between three course”, “To work with real tools and systems, which are
currently used in the industry was great!”. “It was the first time I’ve got an impression
of working in a company with real project, interesting topics, and nice atmosphere in the
class6.”. These are examples of the overall impression about the triple-run courses which
we got as the result of courses’ evaluations by students. Our general impression from

6An interview with one of the triple-run student, [Online]. Available: http://www.ltu.se/ltu/

media/news/Utbildningsnyheter/Unikt-projekt-lar-studenter-jobba-i-molnet-1.99264?l=en
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the triple-run experiment is overly positive and we definitely will work further towards
improving and polishing the concept. In this section we present selected observations we
made during the course of the experiment.

The main critique from many students was about their feeling of the work load being
un-proportional to the course credits7. We analyzed the usage pattern of virtual machines
(EC2 instances) available from the Amazon management console as a reference of the
actual time an average student spent on programming. The de-facto maximum load in
the practical part is approximately 100 hours per student. This number also met our
expectations before the course start. We advocate that this feeling comes mainly because
of the diversity of techniques the students were offered to use and the nature of open end
problems in the practical part. This observation, however, does not increase the student
satisfaction index by itself. Our on-going work on the next edition of the triple-run is
directed towards improving this situation.

6.1 Enabling innovative thinking in CS students

Innovation, as the catalyst to economical growth, is enabled through combining existing
products, processes, services and technologies into a unique (novel) constellation, which
is more effective for solving a particular problem. Our credo for enabling innovative
thinking in students includes exposing them to technologies outside the boundaries of
the particular subject and giving them free hands to solve open end problems.

In particular, for the D7015E sensor networks course we built a line of reasoning for
counter-weighing the processing of real data in resource constraint sensor devices (in-
network processing) to processing of real-time data in the high-end back-end systems.

The implementation of our “free hands on open end problem” concept is best visible
in Figure 4 showing the usage pattern of virtual machine resources (EC-2 instances) of
different types. At the course start the main concepts were explained using the least
powerful Micro instance shown by the green solid line in the chart. Closer to the courses’
midterm the students could try the entire palette of cloud functional elements (the dotted
red line). Naturally, closer to the end of the course the students converged to an optimal
configuration (the dashed blue line), which suits just their needs for implementing their
particular design.

6.2 Economy of the triple-run and On-Cloud teaching

The resulting accounting showed a cost of $200 per student for the duration of the
trial. In fact this is a first occasion when we can see the real cost of giving a computer
science course per student. This information is normally hidden when using University
infrastructure. The question whether this cost is high or low should be considered while
weighting the flexibility and possibilities cloud based infrastructure provides. Figure 5
shows a distribution of costs per different functional elements of Amazon AWS. The

7According to regulations of Swedish Ministry of Higher Education a course worth 7.5 ECTS credits
should generate work load amounting to 200 hours.
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Figure 4: The de facto work load distribution in terms of hours of usage and types of
used EC2 instances.

resource allocation amongst different Amazon AWS elements was unequally distributed
as depicted in the figure. Most monetary resource were consumed by students using the
DynoDB data storage component. In fact this element was not critical for the triple-run
practical part and was optional to use. It, however, contributed to almost 70 % of all
costs. This is due to a very unclear charging model making it difficult to calculate in-
front costs when using this resource. Without this component the cost per student would
reduce to much more reasonable $60.

Even though cloud computing is a mature technology, using it for education was not
trivial. The biggest challenge we encountered was student and resource management.
The web based management console of Amazon AWS was never intendant for usage
with many developers (students) having limited programing knowledge. Therefore, for
teaching stuff and student simple tasks could be frustrating, for example when starting
an instance manually, one needs to select and AMI, security group, and key pair used for
login. With 60 students the drop-down list was containing hardly manageable number of
items. Also during first labs students had to scroll through numerous pages just to find
they instance. As the course progressed and students started using scripting to manage
resource these issues become less critical.
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Figure 5: Distribution of consumed resources per different functional elements in terms
of cost.

7 Conclusions

We presented a teaching experiment named “triple-run”. The content and the time line
of three courses covering the entire technology chain of Internet of Things were aligned to
present a holistic picture to students and enable innovative thinking. The first experiences
are definitely positive and we intend to develop and improve the triple-run philosophy
further. Main challenges, which remain to address are connected to the logistics of using
cloud infrastructure for education purposes.
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