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Abstract 

This doctoral thesis presents two frameworks for distributed real-time systems, the mStar 
environment for Computer Supported Collaborative Work (CSCW) and the Alipes 
architecture for context-aware applications, from the perspective of distributed teamwork 
and net-based learning.  
 
The mStar environment was designed to be symmetric and fully distributed, which allows 
all users equal access and thus full interactivity, as well as scalable through the use of IP 
multicast and a server-less design. The environment makes use of reliable multicast, 
network resource management and packet loss recovery techniques to increase robustness. 
Heterogeneous networks and terminals are supported through tunneling and transcoding of 
media. Asynchronous use of the environment is made possible through support for 
recording and replay of sessions. 
 
It is therefore well equipped to meet the requirements for net-based learning, as the inherent 
time- and location-independence allows students to follow distributed courses, when 
otherwise large geographical distances or time restrictions otherwise would limit where and 
when education could be offered. The student can be anything from a full-time student 
attending lectures physically at the university, to a part-time student following courses from 
his home during evenings and weekends. Students will thus have increased possibilities of 
taking part in education. 
 
The Alipes architecture for context-aware applications allows multiple positioning 
techniques to be seamlessly interchanged and combined, enabling applications to utilize a 
single interface, yet benefit from several advantages that single positioning techniques 
cannot offer alone. Add peer-to-peer interchange of position information using ad-hoc 
networks, and the platform offers a wide variety of techniques to be interchanged or 
combined, with obvious advantages such as increased coverage and accuracy. Privacy 
issues are central to managing a user’s context information, for example his position, as that 
information could cause serious violations of personal integrity if misused. The Alipes 
architecture handles privacy through general criteria and contracts between users and 
location servers. Information exchange is typically carried out on a peer-to-peer basis using 
ad-hoc networks. 
 
Integrated examples could be combining locating a nearby tutor with setting up a 
conference call to initiate a tutoring session, using context information to enhance the 
perceived feeling of presence within the mStar environment or to optimize network-usage 
depending on the user’s context. A final conclusion is that systems aiming at enhancing the 
social aspects of distributed applications by using context information might be important, 
if not vital, when creating new real-time services for mobile terminals. 
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Preface 

When I was little, I dreamed about becoming an engineer and a computer scientist. Not that 
I knew much about it, but those odd machines were fascinating and clearly represented the 
future to me. I vividly remember my father’s mechanical differential calculator at his office, 
early video games on my cousin’s TV (such as Pong), programming sprites on my father’s 
Luxor ABC computer at home, playing advanced games on our Commodore 64 and a 
friend’s Sinclair ZX-80, playing games on our Game&Watch Donkey Kong and Namco 
Pacman, using my Casio fx180p to program mathematical functions, and writing my 
project in Pascal on the “new color monitor PC’s” at the upper secondary school. 
Technology seemed to evolve at a rate that held great promise for the future. I decided to 
skip the fourth year of the course program at the upper secondary school and instead go 
directly to a university to study.  
 
The greatest change in my life was therefore when at the age of 19 I moved up to Luleå in 
1988 to study computer science at the university. It was a completely new world away from 
the safe haven of my previous life. I became acquainted with programming languages like 
ML, Modula-2, C, C++, Erlang and TCL-TK, while learning a great deal about computer 
systems in general. In 1990 I took a two-year break for my military service, which for me 
was good since I was tired of studying and needed new motivation. In the spring of 1994 I 
implemented one of the first WYSIWYG HTML editors together with Peter Parnes and a 
project group called IFTAP. In the autumn of 1994 I completed my Master’s thesis at 
Ericsson Erisoft in Luleå together with Mikael Nyström. It dealt with the specification of 
graphical user interfaces using early prototyping and hyperlinked requirement 
documentation using FrameMaker. 
 
I graduated in early 1995 and started to work with software testing at Ericsson Erisoft. 
However, when asked by Peter Parnes and Dick Schefström in the spring of 1995 whether I 
was interested in starting to work at the newly founded Centre for Distance-spanning 
Technology (CDT), I accepted since it seemed adventurous. Since June 1995 my work, first 
as a graduate student and then as a research engineer, has been leading toward the 
completion of this thesis under the supervision and guidance of Dick and Peter. 
 
It has been a rocky ride that has, however, offered a great deal of fun and been very 
rewarding. I have had the privilege to work with many very skilled persons in various 
projects and areas of research, as well as to travel to many locations in the world. I was first 
involved in the MATES project, where I worked on the mStar environment in general and 
audio tools in particular. I then worked briefly in the Roxy project with prototyping an 
integrated audio and video media client. I was also involved in the use of the mStar 
environment in teaching, giving several distributed courses with varying results, and taking 
part in the MediaSite project regarding net-based learning. 
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In 1998 a group of colleagues at CDT created Marratech AB, a spin-off company that 
commercialized the mStar environment. I worked for a year in parallel with my studies to 
assist in creating the first set of products. There were also other spin-offs like IT-
Norrbotten, Effnet and Operax, which emerged as results of the projects at CDT and LTU 
during this time. 
 
In June 1999 I presented my Licentiate Thesis on the mStar environment and net-based 
learning, and later that year I moved for personal reasons down to Stockholm to work at 
CDT from a distance. During this period I worked in the SITI-VITI, MediaSite and 
CampusNeo projects. I moved back in early 2001 to finalize my thesis by working in and 
leading the Alipes project on context-aware applications. 
 
My supervisors and I believe that research should be carried out so that it may benefit 
society, but also that society could act to verify our research. The best way to achieve this is 
probably to implement and test research prototypes and systems. Therefore, a large 
component in my research concerns how to design frameworks for distributed real-time 
systems for the internet which are based on experience gained from early prototypes and 
close feedback loops from users.  
 
The research carried out at CDT has therefore been conducted in close cooperation with 
industry, feeding back experiences from real usage into the research projects. This has been 
a success factor, even if the research performed has at times bordered on development. Our 
belief at CDT is that our collaboration with industry gives momentum and in some ways 
also direction to our research, in that we are allowed to try out our ideas and prototypes in 
real environments. Much of the work presented here is the result of needs and requirements 
expressed by users using our prototypes for electronic meetings and net-based courses. 
 
It is said that being a graduate student is the schooling necessary for becoming a researcher, 
and the time at CDT and Luleå University of Technology has taught me many invaluable 
lessons.  I do not claim to be an established researcher yet, far from it, but I am starting to 
realize what is required. It will be interesting to see what the future will bring. 
 

Melbourne, May 2002 
Kåre Synnes 
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Thesis Introduction and Summary 

1. Introduction 
This doctoral thesis1 presents two frameworks for distributed real-time systems, the mStar 
environment for Computer Supported Collaborative Work (CSCW) and the Alipes 
architecture for context-aware applications, from the perspectives of distributed teamwork 
in general and net-based learning in particular.  

These two frameworks share general design principles to enable the creation of autonomous 
and adaptive client applications. This primarily means that client applications should be 
symmetric and fully distributed, which allows users equal access and interactivity. The use 
of IP-multicast [2] and peer-to-peer communication, together with a minimal use of central 
servers, makes the design inherently distributed instead of centralized. The server-less 
design also helps create more autonomous client applications, which may make the systems 
themselves easier to scale. Secondly, this means that client applications must adapt to 
heterogeneity in relation to networks, terminals and users. Finally, real-time constraints 
need to be considered to allow full interactivity between client applications. Clients using 
frameworks designed by these design principles are well suited to use in both stationary and 
mobile terminals over the internet. 

The first framework, the mStar environment [A,D,3], was designed according to the design 
principles mentioned above. It also makes use of reliable multicast, network resource 
management and packet loss recovery techniques to increase robustness. Heterogeneous 
networks and terminals are supported through tunneling and transcoding of media at proxy 
or gateway locations. Asynchronous use of the environment is made possible through 
support for the recording and replay of sessions. The result is a complete conferencing 
environment that includes support for communication using audio, video and chat, as well 
as a shared whiteboard and a synchronized browser. 

The mStar environment is thus well equipped to meet the requirements for distributed 
teamwork and net-based learning [F-H]. For net-based learning, the environment’s inherent 
time- and location-independence allows students to follow distributed courses, when 
otherwise large geographical distances or time factors would limit where and when 
education could be offered. The student has a wide choice, ranging from attending lectures 
physically at the university as a full-time student, to following courses from his home 
during evenings and weekends as a part-time student. Students will thus have increased 
possibilities of taking part in education. 

                                                            
1 Part of this Doctoral Thesis has previously been presented as a Licentiate of Technology 
Thesis (a Swedish degree between Master of Science and Doctor of Philosophy) [1]. 
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The second framework, the Alipes architecture [I,J], allows context-aware applications to 
seamlessly interchange and combine information obtained by multiple positioning 
techniques, thus enabling these applications to utilize a single interface yet benefit from 
several advantages that single positioning techniques cannot offer alone. Add peer-to-peer 
exchange of position information using ad-hoc networks, and the architecture offers a wide 
variety of techniques to be combined, with obvious advantages such as increased coverage 
and accuracy. Position information is a primary part of describing a user’s context. Misuse 
of the contextual information may cause serious violations of that user’s personal integrity, 
especially if the position of the user is monitored over a longer period of time. Privacy 
issues are therefore central to managing a user’s context information. The Alipes 
architecture handles privacy through general criteria and contracts between users and 
location servers. The design of the architecture also follows the principles mentioned 
above, to allow autonomous and adaptive applications. 

Integrated examples of when these two frameworks could be used in conjunction are when 
performing the combined tasks of locating a nearby tutor and setting up a conference call to 
initiate a tutoring session, or when using context information to enhance the perceived 
feeling of presence within the mStar environment or to optimize network-usage depending 
on the user’s context. A final conclusion is therefore that contextual information might be 
important for enhancing the social aspects of distributed real-time systems in general, and 
for such systems involving mobile terminals in particular. Context-aware real-time 
distributed systems are a novel line of systems that holds much promise for the future. 

1.1 Background 
The Centre for Distance-spanning Technology (CDT) [4] was founded in 1995 as a joint 
venture between Luleå University of Technology (LTU) [5], Ericsson Erisoft, Telia 
Research and Frontec, with additional funding from the County of Norrbotten and the 
Municipality of Luleå. CDT has since its foundation been conducting research on 
distributed real-time systems in general and net-based learning and collaborative teamwork 
environments in particular. CDT is today also involved in research on Internet technologies 
for networks, signal processing and radio access technology, media, health-care, and mobile 
and embedded environments, as well as context-aware systems. 

CDT is a virtual research organization where the participating staff from academia and 
industry work in close collaboration part-time or full-time and from varying physical 
locations, such as university campuses, different company locations or even their homes. 
The work environment allows the staff to shift the location of their workplace several times 
per day. Many members of the staff also work quite varying office hours, with some 
starting early in the morning and others seldom turning up before lunch. Many also work 
intermittently, basically working according to their own schedules. This work environment 
seems chaotic, but may be a trend for the future where people are more or less nomadic in 
their behavior. 

The work environment at CDT therefore created a need, at an early stage, for frameworks 
that supported the nomadic user in his daily work. The first framework developed for 
meeting the need not only to communicate, but also to build a group entity was the mStar 
environment. The environment is frequently used today to support distributed teamwork. It 
is also increasingly being used for net-based learning, as education was the next logical step 
given that the environment was developed at a university spread over several campuses and 
with increasing regional, national and international interests. 
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The nomadic behavior of users increased with the advent of mobile networking and 
possible ubiquitous wireless Internet access. The need to support mobile terminals led us to 
work on mobile access to the mStar environment from heterogeneous networks and 
terminals. It also made us think how the environment could increase the users’ sense of 
presence by making use of the fact that they were nomadic. We came to realize that perhaps 
the only thing that differentiates a mobile application from its ‘stationary’ counterpart is the 
mobility in itself, the possibility of using the location of the user to optimize not only 
networking but also interaction. This led us into the field of context-awareness and the 
design of the Alipes architecture for location-aware applications. 

The rest of this section will discuss what we mean by distributed teamwork, net-based 
learning and context-awareness, as well as distributed real-time systems. It will also 
describe some research issues, general requirements on the two frameworks discussed in 
the thesis, two bridging scenarios to put the work in a bigger context, how the thesis is 
organized and what the personal contributions of the author have been.  

The following sections will present the work in greater detail. Section 2 will present the 
mStar environment, while net-based learning is discussed in Section 3 and the Alipes 
architecture in Section 4. Section 5 discusses the work in relation to design requirements, 
research issues, etc. Related work is described in Section 6. The introduction is concluded 
in Section 7, with a summary, and Section 8, with some future work.  

1.1.1 Distributed Teamwork 
Distributed teamwork involves people localized at different physical locations being able to 
work together using supporting communication tools. The distance between two 
collaborating individuals could be anything from the distance between two nearby offices 
to the distance between two different continents. The notion of distance is suddenly not 
expressed in meters, but rather in terms of the perceived quality of the communications 
link. Note that two individuals could also work in a team using the supporting 
communication tools from the same location or even the same room, for example when 
participating in a meeting. Distributed teamwork simply means that everyone in the team 
has equal access to the communication tools at any given time, which enables them to work 
collaboratively as a group even if only meeting virtually. 

1.1.2 Net-based Learning 
Our definition of net-based learning inherits much of its meaning from what we mean by 
distributed teamwork. In contrast to distance education, net-based learning implies that no 
distance is necessary. We can apply the methods and technologies in the case of a class that 
is spread all over the world, or gathered in the same classroom. Net-based learning means 
that communication tools are applied to support, and possibly enhance, the learning 
experience by allowing everyone involved to take part interactively on equal terms. This 
enables the student, tutor, teacher or lecturer to use the tools from a distance or locally from 
a classroom. In other words, net-based learning is used not only to bridge distances, but 
also to bridge the different ways in which people can work together collaboratively. 

Distributed education can in comparison be said to be more oriented towards lectures and 
can therefore be considered a more traditional method of providing education. It is 
inherently based on a teacher lecturing (focusing on the distribution of information), while 
net-based learning is all about interactivity (focusing on communication). Many different 
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pedagogical approaches can be applied to net-based learning scenarios, such as project-
based learning, problem-based learning or even flexible learning2, which are all more or 
less based on interaction. 

1.1.3 Context-awareness 
Context-awareness is a widely accepted term for describing a system’s knowledge of the 
situation in which it is used. Our notion of context-awareness is at the moment primarily 
based on knowing the physical location of a user. The context could, for instance, also 
include knowledge of what the user 1) has done previously, 2) is doing currently and 3) is 
planning on doing in the future. It could also include information about the habits, patterns 
and interests of the user. The context could be compiled from information available from 
the user’s personal or public schedule, memo lists or different sensors and devices. It could 
also be deduced by monitoring network traffic (for instance to detect whether the user is 
using conferencing tools), by using a local HTTP proxy (to detect what the user is 
interested in at the moment), by checking the queue of unopened e-mails (to detect if the 
user is busy), by checking if the mobile phone is set to “silent” (for example to detect 
whether the user is at a meeting or watching a movie at a cinema), etc. 

Deducing the context of a user accurately is fairly complex, especially if temporal aspects 
are taken into account or if statistical mechanisms and rule logics are involved. Position 
information has therefore been our initial source for determining contexts, because it offers 
an easy way to start working with context-aware systems. 

Note that position and location are used interchangeably in the text, but that position 
normally indicates raw data expressed as a geographical coordinate, while location may 
indicate an area rather than the geographical coordinate or the fact that additional data in 
addition to the geographical data is available (such as the accuracy of the data).  

1.2 Distributed Real-time Systems 
This thesis revolves around the notion of distributed real-time systems, which we think 
defines the future of Internet-based systems and applications. As defined above, the 
distributed nature of such systems indicates that distances are a less important factor when 
practicing distributed teamwork or participating in net-based learning (since a work task 
can generally be shared and collaboratively solved regardless of the distance between the 
participants). The distribution of the tools is rather used as a possibility of allowing all the 
participants to take part on equal terms. This has a number of implications for the 
underlying design of the frameworks used to implement supporting tools and systems. 

In general distributed tools imply that the client terminals are interconnected, preferably by 
using Internet protocols like TCP or UDP, but also by using additional networking 
techniques such as IP-multicast or Mobile IP [6]. The client terminals should also be as 
autonomous (or loosely-coupled) as possible to allow distributed usage. This can be 
achieved by designing symmetric tools that use IP-multicast, ad-hoc networking and peer-
to-peer communication in a server-less environment without any centrally shared state. 

                                                            
2 The definition of these terms varies depending on the context, but the terms are given here 
as examples of generally suitable approaches to net-based learning. 
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Finally, an implication of using heterogeneous networks and terminals is that the 
distributed tools are required to adapt to the available resources. 

Our use of the term real time does not mean strict requirements on network or hardware 
latencies, for instance. Instead we use the term in the context of synchronous and 
symmetric communication, where we rather mean that users are interacting in real time.  

Finally, we have more often than not studied the complete architecture of a system. This is 
required in order to test and evaluate prototype tools and systems under real circumstances 
with real users. The work performed by the author has thus been focused on distributed 
real-time systems in general, and the two implemented frameworks, mStar and Alipes, in 
particular.  

1.3 Research Issues  
The most important of the numerous research issues involved in designing and evaluating 
the two frameworks described in this thesis are (for an evaluation of these see Section 5.2): 

1. What does the new generation of Internet-based real-time applications and systems 
require of a framework to allow distributed clients to act as autonomous entities with 
individual control, while at the same time allowing these clients to share information 
and control to jointly work as one system? 

2. How can real-time communication be made robust and adaptable to handle lossy and 
congested network conditions in general? How can an audio agent be designed to 
handle delay, delay variation and packet loss in particular? 

3. How can agents (modules) be designed for reuse and adaptation when implementing 
aggregated clients and systems? 

4. How should frameworks be designed to allow usage by mobile users, who inherently 
have limited terminal and network capacities?  

5. What distinguishes a mobile application from its ‘stationary’ counterpart? Are they 
identical, or is it rather a question of the client and terminal capacities? Is location the 
primary distinguishing factor, in other words using context information to enhance 
usability and other factors in mobile terminals? 

6. How could seamless selection between alternative positioning techniques be achieved? 
Could alternative positioning techniques be used in conjunction and thus serve as 
additive techniques? Could position information be exchanged between nearby 
portable devices? 

7. How can access to location and context information be restricted to ensure the privacy 
of a user of a framework for distributed real-time applications? What criteria are 
important and how could usability be considered from the very start? 

8. What are the effects of using the frameworks for distributed teamwork in general and 
net-based learning in particular? 

9. What services and applications could best exemplify the future use of an integrated 
framework for distributed real-time applications with support for context-awareness 
and conferencing for distributed teamwork and net-based learning? 
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1.4 Design Requirements on Distributed Real-time Systems 
The requirements on the design of frameworks for distributed real-time systems, such as the 
mStar environment and the Alipes architecture, could be described as a few general design 
principles partly deduced from the previous discussion and partly based on experience 
gained from the iterative process of designing the two frameworks: 

• Symmetry is the primary key to achieving distributed systems. It means not only that 
client applications should have equal access to and control of the media involved, but 
also that no shared state should be kept in a central location (such as a server). Instead 
client applications should be designed to be autonomous, which greatly affects the 
design of protocols and frameworks. 

• Robustness is vital, as most distributed applications make use of non-reliable 
networks, and losing contact with one client application should not affect the complete 
system. Client applications should therefore be as independent from central and shared 
resources as possible, in addition to being able to adapt to network conditions. 

• Adaptiveness to heterogeneous conditions regarding client terminals or network 
capabilities and conditions is important. It should be possible to use the systems under 
varying circumstances, from full-blown applications on desktop systems with 
networking resources in abundance to limited applications on mobile terminals with 
scarce and unreliable networking resources. It is generally also important to consider 
variations in networking resources due to congestion, such as packet loss and delay 
variation. 

• Scalability with regard to the number of users, the richness of the media involved and 
the above-mentioned adaptiveness to heterogeneous terminals and networks is also 
important to consider. 

• Reusability concerning the components of the frameworks is important for making 
rapid prototyping and cleaner design possible. It should be easy to adapt the separate 
modules or the framework as a whole for varying purposes and uses. Portability is an 
essential part of reusing components for different types of terminals. 

• Interactivity is vital to allow users to spontaneously interact in real time. The social 
aspects of distributed environments are therefore important to study in order to achieve 
better design of client applications for collaborative tasks.  

• Usability of client applications is important to consider as early as when designing the 
frameworks themselves. The frameworks must allow varying levels of expertise, as 
well as different usage scenarios. Offering the possibility of using a client application 
from various environments is quite challenging, for example enabling mobile use of 
rather complex client applications, so this should also be considered at an architectural 
level. 

• Accessibility of the systems is an important factor. Special hardware should therefore 
be avoided, so that the systems will be affordable and attainable for ordinary users 
from standard terminals. 

1.5 Integrated Scenarios 
The purpose of presenting the following two scenarios is to set the work of the author in a 
bigger context and to describe by example how the frameworks and application areas are 
related. The scenarios are nothing more than examples of utilizing the work in this thesis 
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for probable applications and systems, which may prove to be areas of future work and 
studies. Their purpose is to justify the work in a greater context and they will open a 
discussion on the subjects in the thesis. Implementing the scenarios would relate to all the 
work of this thesis while raising several additional research questions. 

1.5.1 Location-based Learning using Conferencing Techniques 
One integrated scenario is a system where a student would be looking for a tutor depending 
on his location. The student could be walking around in Gammelstad (the old town outside 
Luleå) and might be interested in learning more about the surroundings. In this case he 
would have a mobile terminal with a camera and a headset, a positioning device and a 
wireless connection to the internet.  

The student would first search the system for available learning objects related to his 
position, his current skill level (depending on his schooling and age), his interests and 
preferences, as well as his previous experience of the system. He would then select a 
method for obtaining the information. He could either be fed with audio, video and textual 
information, using conferencing tools in a unidirectional manner, or to connect to a tutoring 
guide using the same conferencing tools bi-directionally. Note that he could also invite his 
friends to share the tutored guide and thus use the conference tools multi-directionally. 

Note that tutors could be just about anyone sharing their knowledge with others, similarly 
to the way in which the World Wide Web has achieved information sharing. This could be 
seen as a mechanism for collective intelligence, where people may become experts in small 
subjects that they also teach others. The learning objects produced by people could contain 
textual and/or audio-video material to be replayed in a conferencing session or to be shown 
with the guidance of the tutor. These learning objects could be verified, rated and classified 
by an agency to avoid the inherent search problems of the Web, or they could be freely 
searchable like any information on the Web. 

1.5.2 Distributed Location-based Medical Teamwork 
Another integrated scenario is a system where medics could work together in order to help 
people more efficiently. A medic could be crew member of an ambulance or any medically 
trained person with access to the system. The medic would be equipped with the same type 
of equipment as that in the previous scenario, namely a conferencing-enabled mobile 
terminal with wireless access to the internet. 

In the case of an emergency, where for instance a patient is having a heart attack, the 
emergency service center would first locate and then direct the closest available medic. The 
medic would then be sent the patient’s medical journal and be connected to the emergency 
staff at the closest hospital or emergency care center using a conferencing environment. 
The medic would be given additional support by remote staff, who could include experts or 
the patient’s personal doctor, if available at home, at work or at mobile terminals. Different 
medical procedures could also be demonstrated to the medic using the conferencing 
environment together with either tutors or pre-recorded material. 

It is also possible to use sensory technology to send an alarm automatically. A sensor 
measuring and analyzing heartbeats could detect if a heart attack is occurring and, if so, 
send an alarm together with the person’s current location to the emergency service center. 
This would require the patient in this scenario to have been equipped with a sensor and a 
terminal connected by wireless networking technologies. 
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1.6 Thesis Organization 
This doctoral thesis consists of an introductory chapter and ten additional chapters 
previously published as papers. The papers can be divided into three subject headings: the 
mStar environment (Paper A-E), net-based learning (Paper F-H) and context-aware 
applications (Paper I-J).   

Paper A, “The CDT mStar Environment: Scalable Distributed Teamwork in Action”, 
presents the generic agent-based structure of the mStar environment, together with many of 
the applications in the environment and how they have been utilized in different user 
environments and usage scenarios [A]. 

Paper B, “Lightweight Application Level Multicast Tunneling using mTunnel”, presents 
the design and usage of the mTunnel application. The mTunnel application is used to bridge 
networks where native IP-multicast is not yet supported by the tunneling of traffic in an 
efficient way. This paper examines how data should be encapsulated, modified and 
compressed in order to save bandwidth by a novel soft-state statistical media compression 
system. mTunnel can also recode, scale and switch media streams to allow access to high-
bandwidth sessions over low-bandwidth links [B]. 

Paper C, “A Framework for Management and Control of Distributed Applications using 
Agents and IP-multicast”, describes how remote management and control of distributed 
applications can be used to control bandwidth usage of real-time media and support remote 
users. The paper presents a general framework for this end where applications are 
decomposed into individually controllable agents [C]. Further details are discussed in a 
related paper [7]. 

Paper D, “mStar: Enabling Collaborative Applications on the Internet”, presents an 
overview of the mStar environment, together with a discussion on how the environment 
supports mobile devices at network and media levels. It also presents an implementation of 
the environment for mobile e-meetings on a pocket-sized computer, including a special 
gateway for tunneling and scaling of media [D]. Paper B presents work related to the 
gateway design [B]. 

Paper E, “Robust Audio Transport using mAudio”, presents the design and implementation 
of the audio agent in the mStar environment, the mAudio application, together with results 
from a subjective audio quality evaluation. The evaluation compared different packet-loss 
repair mechanisms, such as repetition, interpolation and redundancy schemes [E]. 

Paper F, “Distributed Education using the mStar Environment”, presents the initial results 
from a study of the use of the mStar environment for net-based learning. This paper 
describes how net-based learning can be carried out using the mStar environment’s inherent 
support for location-independence [F]. 

Paper G, “Net-based Learning for the Next Millennium”, is based on Paper F and presents a 
future vision of net-based learning, together with conclusions drawn from usage of the 
mStar environment for learning scenarios [G]. 

Paper H, “Learning in Desktop Video-Conferencing Environments”, completes the papers 
on net-based learning with a discussion on pedagogical and technical obstacles discovered 
through two studies. It concludes that attaining an effective environment for net-based 
learning not only requires a well-functioning technology, but also a well-planned course 
where the incentive to use the technology is clear [H]. 
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Paper I, “An Architecture for Location-aware Applications”, describes the Alipes 
architecture for location-aware applications. The architecture allows seamless exchange and 
merging of position information, while also supporting the retrieval of maps and general 
information based on position. There is also support for peer-to-peer exchange of position 
information using ad-hoc networks. Finally, privacy management is discussed briefly [I]. 

Paper J, “Location Privacy in the Alipes platform”, discusses the privacy mechanisms in the 
Alipes architecture in more detail. A user may turn positioning on or off, ban certain users 
or groups of users, define general criteria to deny or grant access, and negotiate contracts 
with certain users [J]. 

The previously published material in this thesis has been reproduced as closely to its 
original form as possible. There may be deviations in the numbering of sections, references, 
figures and tables, etc, to ensure a common scheme throughout the thesis. Changes may 
also have been made to figures and tables to make them fit the thesis format. Finally, the 
English of the papers has been reviewed and corrected, so minor textual deviations may 
exist. 

1.7 Personal Contributions 
The author of this thesis is the main author of Paper E, F, G, H and J. Paper I, F and H were 
joint efforts with James Nord, Serge Lachapelle and Tor Söderström, respectively. Peter 
Parnes is the main author of Paper A-D and has also contributed advice and material for 
Paper E-J. The author’s supervisor, Dick Schefström, has made contributions to most of the 
material in this thesis. The principal contributions made by the author of this thesis are: 

• The design and implementation of the mStar environment for distributed real-time 
applications based on IP-multicast and agent components.  

• The design, implementation and evaluation of the audio agent component in the 
mStar environment. 

• The design and implementation of the audio transcoding and video-by-audio 
switching mechanisms in the mTunnel application. 

• The application and study of net-based learning using the mStar environment. 

• The design and implementation of the Alipes architecture for location-aware 
applications, including the privacy management. 

2. The mStar Environment 
The design and implementation of what would become the mStar environment started at 
CDT in 1995 after a vision by Dick Schefström (see Figure 1 below).  

He envisioned a fully-distributed electronic environment that would offer a ‘better-than-
being-there’ experience for people unable to attend physical meetings. This section presents 
how that vision was realized, together with an overview of the mStar environment as 
described in Paper A to E. 

The work on designing a distributed real-time system for electronic meetings led us at an 
early stage to the study of IP-multicast and Java as possible solutions to identified 
requirements on the system. The environment was to be symmetric, robust, adaptive, 
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scalable, interactive, usable and reusable (see Section 1.4), while making use of already 
available tools. The environment was therefore first designed around the usage of existing 
conferencing tools based on IP-multicast, such as VIC [8] and VAT [9].  

 
Figure 1, The original 1995 vision of an electronic meeting environment by Dick Schefström. 

By 1997 a nearly complete set of tools, the mStar environment3, had been designed and 
developed around these conferencing tools, which are described in further detail later in this 
section (see also Papers A and D for further details). We used the environment extensively, 
for purposes ranging from small informal project meetings to the distribution of lectures 
and seminars. However, the most important usage was perhaps as a virtual corridor, which 
people from different locations joined. This created a group feeling, even if the people were 
geographically separated. Since then most internal meetings and presentations at CDT have 
made use of the environment. One factor of success has been that we have really used the 
environment ourselves together with external CDT project members. The loop between 
design and feedback from real users has therefore been minimal, which has given 
momentum to the development of the environment, since requirements have sprung from 
expressed needs.  

The increased usage and thereby also the increased need for support led us to create a spin-
off company in 1998. Marratech [10] was founded to commercialize the system and to 
relieve us of support and development issues. Many of the advanced research prototypes 
                                                            
3 The name mStar comes from the use of a small m (for IP-multicast) in all the tool names. 
Using the wildcard, ‘*’, became a common way to relate to all of the tools, hence the mStar 
environment. 
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made at CDT can be found in products from Marratech today. We believe that the now 
commercialized mStar environment, Marratech Pro, is close to fulfilling the ideals of the 
ambitious vision from 1995 (see Figure 2, which depicts a screenshot of Marratech Pro). 
The environment is increasingly being used for electronic meetings, especially for 
collaborative work and net-based learning. It is today an integral part of our daily work at 
CDT, and we truly believe that we live as we have been preaching.  

 
Figure 2, An example of a screenshot of Marratech Pro, an e-meeting application based on the 
principles behind the mStar environment. 

The deployment of the mStar environment was possible thanks to several initiatives like the 
LTU campus network (LCnet) [11], the CDT InternetLive project [12], the CDT Project 
Education Direct [13], and the CDT spin-off company IT-Norrbotten [14]. By 1998 these 
initiatives had built several interconnected IP-multicast-enabled networks within the 
County of Norrbotten, such as LCnet, the county network, and the Luleå municipal gigabit 
network. Today several companies are building quite extensive networks in Luleå which 
soon will connect the majority of private homes in and around the city. There are also 
initiatives to build wireless networks using IEEE 802.11b WaveLAN technologies in Luleå 
city center and in the LTU campus area, which will enable mobile use of the environment 
by adapted client applications like the mPocketPro prototype (see Figure 3 below) [D]. 

It is therefore logical to foresee that a majority of the people of Norrbotten will have a high 
bandwidth connection to their home or workplace within only a few years. In an additional 
few years, mobile Internet access may be available to most people, at least in the more 
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populated areas. This will impact most aspects of society, for example how people will 
meet and study. Assume that you can have learning content at your fingertips, and the 
choice to study it whenever it suits you. Would that not affect your life-long learning 
ambitions or how you would communicate with your friends and colleagues? We believe 
that these are the biggest incentives to conduct research on collaborative teamwork and net-
based learning environments (especially when considering context-aware mobile systems). 

   
Figure 3, The mPocketPro prototype. 

2.1 Meeting Design Requirements 
The goal was to create an environment that would be robust, adaptive, scalable, interactive, 
usable and reusable, but the most important requirement perhaps was that it should be 
symmetric in order to allow all the users of the environment full interactivity (see Sections 
1.4 and 2.1).  

The clients have therefore been designed to use IP-multicast, which allows clients to 
distribute any data effectively to all other clients. By using a symmetric design based on IP-
multicast instead of replication servers, as in ISDN H.320 conferencing systems, many 
bottlenecks with regard to scalability are also avoided. IP-multicast communication is 
based on a group address to which the traffic is directed instead of to one receiver in 
particular, as in the case of IP-unicast. The network will forward the traffic to each group 
member with a minimum of data duplication. Each network segment will optimally only 
carry the traffic once and not, as with systems based on IP-unicast or H.320, once per 
receiver on that network (see Figure 4 below). This, together with the server-less design, 
makes the environment scalable for at least moderately sized groups.  

Furthermore, the environment had to be robust. This is greatly facilitated by the server-less 
design, where there is no central shared server in the network for the clients to rely on. 
Moreover, the environment had to be robust enough to cope with single clients leaving the 
session without a warning (due to network problems or even crashes). The environment had 
therefore to be designed as a loosely coupled service, meaning that all the clients should be 
equal and fully distributed. No common state was to be kept in a shared location in the 
system.  

The environment also had to be adaptable enough to be able to adjust to varying usage 
patterns. An agent-based design made it easy to combine different agents into suitable 
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client applications, while a generic design of individual agents made them easy to reuse for 
many different scenarios. The generic design and reuse of agents made the environment 
more consistent and therefore easier to use. New agents could also be designed when 
needed and easily added to the environment, allowing adaptation. When launching the 
environment it would adapt to what media was defined for the session in question, only 
starting the agents specified. 

 
Figure 4, (a) Unicast media distribution versus (b) multicast distribution. In (a), a single (duplicate) 
stream is sent from the sender to every receiver, while in (b) a single stream is sent and duplicated in 
the network where needed. 

As the internet is a heterogeneous collection of networks, a certain degree of packet loss is 
always present. The environment was therefore to be designed with packet-loss in mind, to 
make the clients more robust. This was achieved by dividing the traffic into two groups, 
one considered reliable and the other unreliable. Some agents, such as a chat agent would 
use the reliable service, while other agents (such as the agents for audio and video) would 
use the unreliable service. The whiteboard agent was designed to use both the reliable and 
the unreliable services in such a way that intermediate changes would use the unreliable 
service and final changes would use the reliable service. The audio agent also had to be able 
to repair packet loss in order to increase robustness. 

Another major design requirement was that the environment should be accessible at any 
time from just about anywhere. The clients were therefore to be designed to use 
inexpensive equipment, such as workstations or personal computers, and not rely on time-
shared studios. It also meant that the environment had to be designed with asynchronous 
usage in mind, to allow users unable to take part in real time to view a recording instead. 
Furthermore, the environment had to have support for users located on networks with 
limited capacity or networks where IP-multicast was not available. 

The environment was also to be designed with portability in mind, so that at least the most 
common platforms could be supported. Java was therefore to be used to implement the 
environment in general, while C was to be used for native level access where Java lacked 
support thereof.  

Finally, one downside of IP-multicast is that it is based on UDP, which lacks the ability to 
back off when congestion occurs in the network. Clients using much bandwidth had 
therefore to adapt to current network conditions by applying application level schemes for 
congestion control and bandwidth management. 
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2.2 Audio and Video Conferencing 
We found that VIC and VAT were the best available tools for our initial requirements 
concerning audio and video conferencing tools. However, the need for our own base of 
source code became evident, as tighter integration was needed in order to increase usability 
and to provide room for experiments not otherwise possible. Both audio and video 
components have therefore been designed and implemented into the mStar environment. 

The extensive use of the mStar environment has shown that the most important of the 
different real-time media involved is audio, due to the fact that audio is the most commonly 
used media to convey information. At the same time small disturbances can easily render 
the audio stream unintelligible. The video has mostly been used for achieving a sense of 
presence, and the other media are more or less not real-time media (chat, whiteboard), since 
they use a reliable protocol for transport. Efforts have therefore been made to study how to 
achieve the best audio quality during different network conditions. 

An audio tool, mAudio, has therefore been designed together with a tool for subjectively 
measuring perceived audio quality (see Paper E Section 5). The results from the initial 
evaluations show that a packet loss of up to 20% can be tolerated when simple recovery 
techniques are used. The subjective tests of audio quality were conducted using loss rates 
from 2 to 40%, with silence substitution, noise substitution, single redundancy, single 
repetition and double repetition as recovery methods. This pilot evaluation confirmed the 
results from other investigations, and is a good base for future evaluations of more 
advanced recovery techniques.  

The subjective tests, executed using the 
tool in Figure 5, were based on a three-
sample technique, where one sample had 
the full original quality, one was distorted 
with a 40% loss and repaired with silence 
substitution, and the last one was 
manipulated with a random loss-rate and 
recovery technique. The latter sample was 
then subjectively compared with the other 
two by the subjects. This technique avoids 
the pitfall of the rather uncertain lower 
limit of quality used in traditional tests, 
where only two samples are used and the 
lower limit is described as ‘significantly 
distorted’. 

The mAudio agent uses a method that gives a reasonably good loss tolerance under network 
conditions with a moderate packet loss (of up to 20%). It is therefore possible to create 
distributed teamwork applications based on IP-multicast that are resilient to loss, delay and 
delay variation. The mAudio engine (see Paper E Section 6), as depicted in Figure 6 below, 
made use of adaptive buffers to minimize perceived delay and loss. It is today integrated 
into Marratech Pro. 

 
Figure 5, The Audio Quality Test Application. 
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Figure 6, The mAudio engine. 

2.3 Recording, Editing and Playback of Media 
The requirement for asynchronous usage of the mStar environment is met by the mMOD 
system [15], which can record and replay any session. The mMOD system is based on a 
simple Web interface with a Java applet for controlling the playback of a session. A 
prototype for editing recorded sessions, mEdit [16], is also available. Noteworthy is the fact 
that each slide sent using mWeb can be used to generate an index in the recorded session, 
so that a specific point can be found easily when played back. It is also possible to add 
indexes manually. mMOD is also described in further detail in Paper A Section 3.6.  

2.4 Lightweight Application-level Tunneling 
Since many networks still do not support IP-multicast, there is a need for supporting 
tunneling of IP-multicast traffic. mTunnel [B] is a lightweight application-level tunneling 
application where the end-user controls which MBone sessions and which IP-multicast 
groups to tunnel through a Web-interface. To save bandwidth, tunneled streams can be 
transcoded on the data level, and traffic sent through the tunnel can be compressed by 
grouping several packets together and using statistical compression. This may reduce the 
bandwidth sent through a tunnel by between 5 and 14% (see Paper B Section 3 for further 
details). 

The mTunnel application can also take more intelligent measures in order to lower the 
consumed bandwidth over a low bandwidth link. For audio it can mix all the sources into 
one and then recode it to a lower encoding, such as GSM. mTunnel can also detect the 
current audio source and filter out all the video sources but the video source corresponding 
to the current audio source. That video source can then be rate-manipulated to further lower 
the bandwidth consumption. See Paper A Section 3.7 or Paper B for further details. 

A more recently developed tunneling application is the IP-multicast gateway application, 
mGW, which is based on the mTunnel technology to allow mobile access to the mStar 
environment (see Paper D in general and Paper D Section 6.2 in particular). Figure 7 
depicts how the media gateway transcodes the media streams as closely to the final 
recipient as possible, either at the network level or the media level depending on the 
application. 
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Figure 7, The media gateway:  

(a) media scaling to accommodate a small handheld device; 
(b) internal architecture of the media gateway. 

2.5 Management and Control of Distributed Applications 
When a distributed desktop conferencing application, such as the mStar environment, is 
deployed in a large organization, a number of new management and control issues evolve, 
since the IP-multicast traffic cannot be allowed to disturb other services in the network (as 
UDP traffic would cause TCP traffic to back off when the network is congested). The 
administrators of the network therefore need to obtain information about and control: 

• which users are part of which conferencing sessions,  
• which media in each session do the users currently have active, and 
• if the users are currently transmitting any data within a session and, if so, with which 

settings.  

If this information is available, then it will allow the administrator to control both the 
membership of a session (for example to expel unauthorized members) and the total 
bandwidth used by this group of applications. This means that the network administrators 
can control the total amount of bandwidth used by each user and session explicitly. A 
framework and a prototype application, mManager, were therefore designed and 
implemented [C,7]. The target of mManager is to allow resource discovery concerning both 
the controllable agents and the available control points in these agents, as well as real-time 
control of the discovered control points. The control points are also used for remote 
management and support. See Paper C for further details. 

3. Net-based Learning using the mStar Environment 
The possibility of interacting is central to most learning activities, but few modern 
solutions for distributed education actually support interaction to any greater degree. This 
section describes the usage of the mStar environment for net-based learning at LTU, as 
described in Paper F to H. Note that the tools are not limited to net-based learning 
scenarios, as they are flexible enough to be equally usable for distributed meetings and 
other types of collaborative teamwork. 
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Our notion of distributed education focuses on the possibility of interacting, not only when 
providing distributed courses at several locations, but also when enriching interaction for 
users located in the same room. We call this net-based learning (see Section 1.1.2) and have 
been implementing it using the mStar environment since 1996. Numerous courses have 
been given using the environment, spanning from small informal graduate meetings and 
courses for secondary school students (focusing on interaction in small groups) to fully-
fledged undergraduate courses with hundreds of participants (focusing on lecturing). 
Students have been able to use the tools from computers equipped with headsets and 
cameras at their homes or at dedicated computer labs. 

The goals have been to create an environment for net-based learning that is flexible enough 
to support different learning scenarios where interactivity is important. The design of the 
mStar environment has been greatly affected by its use in learning scenarios. 

3.1 Net-based Learning and Traditional Lectures or Seminars 
The traditional way of providing education is to lecture or to lead seminars, which contains 
elements of presentation as well as discussion. For distributed education scenarios in 
general, the presentation material is first prepared as slides and then presented 
synchronously by using shared whiteboard or synchronized browser agents. The slides are 
supplemented with audiovisual content by using audio and video agents, while textual chat 
agents may optionally be used as a feedback or side communication channel. 

A presentation using the mStar environment is prepared in advance by making a set of 
HTML slides, which are then distributed synchronously using the mWeb agent [17] and 
presented in a Web browser. A whiteboard agent (mWhiteboard) can be used instead of a 
traditional whiteboard. Optionally a textual chat agent (mChat), a voting agent (mVote) and 
a floor control agent (mWave) can be used to enrich a learning session. These tools and 
agents are further described in [15,A,D,F-H].  

A presentation using the more modern Marratech Pro application would instead use the 
Viewer agent to distribute and present the HTML slides, which are still prepared using 
applications like SlideBurster. However, nowadays there is also support for importing a 
Microsoft PowerPoint presentation into the whiteboard agent, which is instead used to 
distribute and view the slides synchronously. The whiteboard agent is still a good 
replacement for the traditional whiteboard and a chat agent allows textual chat, but there is 
not yet any support for floor control or voting.  

Traditional lectures or seminars, as depicted in Figure 8 below (left), will probably continue 
to play an important role in net-based learning, since they provide a ‘pulse’ in distributed 
courses that will control the rate at which the majority of the students will follow the course 
(see Paper G Section 3.3). Presentations are sadly enough often less than lively, as the 
presenter is locked behind the computer. There are ways to allow the presenter a higher 
degree of spontaneity and to give him freedom to improvise in a lecture hall by using a 
touch-sensitive SmartBoard [18], a projector and a head-mounted wireless microphone for 
the speaker (thus allowing the speaker to freely move around). The lecture hall could also 
be equipped with multiple cameras and sensors in such a way that the sensory information 
could be used to select automatically which camera source to use at any given moment. The 
sensors could be motion sensors or simply microphones, either detecting where the speaker 
has moved or where in the lecture hall someone has spoken. This would further decouple 
the speaker from the computer and allow a higher degree of spontaneity and improvisation. 
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We have previously seen that students tend to be very shy during lectures and seminars, 
which might be due to the fact that there are unknown participants and that they feel 
uncertain for that reason (see Paper G Section 3.3). A virtual corridor with the remotely 
attending students can be projected on a screen in order to give the physically attending 
students a better feeling of the presence of the remotely attending students4. The visible 
presence might lessen this effect and yield increased interaction within a lecture hall. An 
alternative could be to place the virtual corridor along one of the sides, together with a 
speaker for sound from the network. This might lessen the students’ shyness further, as the 
remote students would be ‘at the same level’ as the physically attending students. Figure 8 
(right) depicts a future lecture hall using: A – a SmartBoard with the whiteboard agent, B – 
a projected virtual corridor, C – projected Web slides, and D – a lecturer station. Note that 
everything that is projected in the lecture hall is also visible for the remote students, and 
what the remote students draw is visible for the lecturer and the students in the lecture hall. 

      
 

Figure 8, A lecture in Marratech PRO mVideo (left) and the Future Lecture Hall (right). 

The remote students are, in a way, able to interact more than the physically attending 
students: they can interact using the whiteboard, chat or audio; and they can select to 
diverge into in-depth material and respond to issues discussed in the main session or side 
sessions like the chat. Students may in the future therefore choose to bring portable 
computers (with wireless connections to the internet) to the physical seminar or lecture. 
They would then be able to enjoy both the richness of face-to-face communication and at 
the same time be able to use the electronic tools for browsing in-depth or background 
material, as well as perform cooperative tasks during the class. This would also allow more 
live seminars based on group work between virtually and physically attending students. 

                                                            
4 Note that cameras directed towards the physically attending students give the virtually 
attending students a similar feeling of presence. 
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The mStar environment and the Marratech Pro application are very effective solutions for 
distributed presentations in general when used in this way, as they also allow people to 
interact with the presenter or each other by using the different tools.  

3.2 Net-based Learning and New Pedagogical Approaches 
Our belief is that the future of net-based learning includes an equal portion of freedom and 
responsibility. We can clearly see that the old way of spoon-feeding students with 
information is coming to an end, and a more collaborative and shared learning experience is 
growing forth. However, this requires students with high self-motivation, discipline and 
commitment. It also makes a higher demand on the courses, as net-based courses require 
specially developed content together with new pedagogical approaches that emphasize 
collaborative learning. Following the old tracks simply does not work. 

We have therefore found that new pedagogic approaches need to be applied to net-based 
courses, as traditional lectures and seminars often are insufficient to meet the students’ need 
for interaction. A natural remedy is to use the environment for either group work or small 
group tutoring. Figure 9 shows a training session where a teacher is using the whiteboard 
and chat agents to convey exercises to two students located in another town. This shows 
that net-based learning is equally suited for tutored group work or for using other more 
interactive5 pedagogical approaches such as problem-based learning or flexible learning. 

 
Figure 9, A recording of Marratech Pro used during a Spanish lesson for secondary school students. 

                                                            
5 Note that the independence of time is generally lost when interaction in real time is 
required. 
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Another finding is that using a session to create a virtual student community may be quite 
powerful (see Paper G Section 2.2), as the collective knowledge and experience of a group 
of students may often exceed the teacher’s. This means that the teacher is not the only 
possible source of information in a course and that collaboration and sharing of information 
are vital to make large distributed courses a success. Creating virtual learning communities 
is therefore important so that everyone may share knowledge and experiences. 

It is possible to create virtual teachers’ rooms by using a session where the teachers of a 
course are available to answer questions or chair discussions. This could also be a session 
where a group of teachers are available as a general resource for the students. This might be 
important in helping remote students to experience a feeling of continuity, since they 
change courses every 10 weeks and need a fixed point during their studies.  

A session can also be used by a group of students, forming a virtual group room, to discuss 
course-related issues, with or without a teacher attending. The virtual group room can also 
be used for project status presentations, where a subgroup of a larger class is attending, and 
to discuss and view recordings. This enables interactivity, even during the playback of 
recordings, since the playback can be paused and discussed freely (especially as in-depth or 
background material may be available). A teacher can also be invited to enrich or lead the 
discussion.  

Note that when considering life-long-learning issues and students working on part-time, 
this possibility of viewing and discussing material asynchronously might be vital for the 
ability of many persons to take part in courses at all (for financial reasons or simply 
because they work from 9 to 5 everyday). During four years a large number of lectures and 
seminars have been recorded and placed on a media server at LTU. This example, which is 
used on a daily basis by students, shows that the establishment of a digital library is both 
feasible and useable. We therefore foresee the development of digital libraries containing 
searchable multimedia content. This will further release the students from the bond of time 
and space, enabling net-based and life-long learning for the majority of students.  

These forms of meeting may prove invaluable, as remote students need to overcome 
isolation by forming groups and socializing. It is therefore also important that net-based 
courses emphasize collaborative rather than individual learning, in order to stimulate the 
use of these media. There are many pedagogical approaches that are possible to apply to 
net-based learning scenarios, including project-based learning, problem-based learning and 
flexible learning. The environment is flexible enough to support most approaches available, 
especially in combination with asynchronous tools like e-mail or bulletin boards. 

The value of asynchronous communication should not be underestimated, as many students 
choose to follow courses entirely or partly asynchronously. LTU is using a system 
developed internally, the World-Wide Web Communication System (W3Cs) [19], which 
enables students and teachers to communicate via a Web-based bulletin board6. W3Cs also 
offers basic support for course management and administration of students, as well as 
support for document publication. One observation made is that students who are usually 
silent do contribute to asynchronous communication, maybe because they have more time 
to formulate what they mean or because the interaction is more abstract. This is more 

                                                            
6 The W3Cs system is unrelated to the World Wide Web Consortium, W3C. 
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noticeable if an electronic group is maintained over time, creating a virtual community 
where the students ‘feel as if they were at home’. 

3.3 Other Lessons Learned 
The statistics from our mMOD server logs show that many students prefer to watch lectures 
during evenings, or even late at night. This is confirmed by Acharya, who has studied logs 
from mMOD [20]. That study shows that the replay of educational content has peaks in the 
evenings (often in conjunction with homework assignments or exams) and that it is 
common that only partial replay is carried out, suggesting that the content is browsed for 
some particular information. The possibility of watching recordings is therefore clearly 
useful for students having overloaded daytime schedules. Using the playback facilities 
offers another clear advantage, namely that it enables students to take breaks either to read 
additional related information or to consult the course literature.  

We have noticed that other social protocols have been established when using the 
environment for seminars and lectures. The main such protocol consists of sub-discussions 
that take place using the chat tool, where a set of participants may discuss any topics 
ranging from the presenter’s material to something completely unrelated (and often many 
topics in parallel). This kind of discussion and sharing of information may enhance the 
learning experience for the virtually attending students, while side conversation among the 
physically attending students is normally prohibited during a lecture or seminar. Another 
such protocol is when a teacher asks someone in the session to find more information on his 
behalf while continuing the session in parallel (for instance after a question that he did not 
have an immediate answer to and to which he returns later in the lecture for a discussion).  

An important conclusion is also that there is a need for continuous support during a 
distributed course that uses more advanced technologies like video-conferencing tools. This 
is important not only for the setup and maintenance of desktop computers and net-based 
learning environments, but also for support with pedagogical issues such as 
recommendation of course design and pedagogical methods and training. It is at least as 
important to educate the teachers about the technology and pedagogical aspects as to have a 
well-functioning environment for net-based learning. Using the most suitable pedagogical 
approaches is quite simply as important as the material to be studied, and perhaps even 
more important than in traditional courses. Furthermore, we can see that many issues raised 
for asynchronous environments are also valid for synchronous environments, such as low 
on-line activity and lack of motivation. Attaining an effective environment for net-based 
learning includes not only well-functioning technology, but also a well-planned course 
where the incentive to use the technology is clear. 

4. The Alipes Architecture for Context-aware Applications 
At the end of 2000 and with the advent of affordable and yet potent wireless networks7, we 
began to consider mobile applications in the context of distributed real-time systems, 
because mobile terminals had also become powerful enough to host distributed real-time 
applications such as video-conferencing tools [D]. As many of the staff at CDT started to 

                                                            
7 Technologies like IEEE 802.11b WaveLAN offer 11Mbps within a couple of hundred 
meters from each access point. 
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spend a great deal of our time working with portable computers, we realized that we really 
wanted to run any application in a mobile environment and that this was also quite feasible 
given the advances in technology. Assuming that we could run any application on a mobile 
terminal, what was really the distinction between the mobile and the stationary 
applications? 

Naturally the heterogeneity of the mobile networks would be a possible distinction, but 
heterogeneity also existed among the old wired networks. The heterogeneity of the 
terminals was another possible distinction, but that seemed less important with the ever 
faster mobile computers. In the end the only distinction remaining was the fact that the 
terminal was mobile; a fact that could be used not only for optimizing our application 
environments depending on where we were, but also for creating a new line of context-
aware applications. Using the location and other contextual information about a user 
seemed to be an interesting continuation of our work on distributed real-time systems, 
especially when considering areas like wearable computing, enhanced reality and sensory 
systems for medical applications. 

The requirements seemed similar to the ones earlier defined when designing the mStar 
environment; we required a framework for positioning of users and for sharing of 
contextual information that was symmetric, robust, adaptive, scalable, interactive, usable 
and reusable while also being accessible (see Section 1.4). The Alipes architecture is such a 
framework for creating applications aware of the user’s context, where the location is the 
most important factor [I]. This section will describe the Alipes architecture in more detail in 
order to give a better understanding of the design of the architecture and the inherent 
privacy implications [J], and it will do so on the basis of the above-mentioned design 
principles. 

      
Figure 10, The Tracker (left) and the GeoNotes (right) applications 
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Among the first implemented prototype applications using the Alipes architecture was the 
Tracker application depicted in Figure 10 above (left). The users Joe and Katja are busy at 
the moment, which can be seen from their red position markers. PB on the other hand is 
available and this can be seen from his green position marker. The user’s current location 
(Kåre) is marked with a yellow marker. Also depicted in Figure 10 above (right) is the 
GeoNotes application from the Swedish Institute of Computer Science [21]. GeoNotes 
makes use of the Alipes architecture to obtain the user’s position and to allow the user to 
annotate physical locations with virtual notes, which resembles placing Post-It notes on 
surrounding walls. 

4.1 Meeting Design Requirements 
The Alipes architecture is designed for real-time use, in other words for applications that 
require a constant update of the user’s context and that require interaction in real time. It is 
also inherently distributed, meaning that clients can communicate directly with each other 
without a central server being present (by using peer-to-peer protocols and ad-hoc 
networks). There are several advantages of building systems that are to be distributed and 
where no central server and few supporting servers are involved. A central server may 
become a bottleneck as the usage of a system increases. A better alternative is to design the 
clients of the system to be autonomous and thereby create a system that may scale more 
easily. The architecture is therefore designed with robustness in mind. However, some 
situations, such as locating a user the first time, may require a central server or a topology 
of servers, as described further down in this section. 

This is important for two reasons. First, the context can be used to optimize the view on the 
mobile terminal to suit the current use of the terminal; at work information and applications 
are filtered out to present the most efficient environment for work, while at home quite a 
different presentation may be the most efficient from the perspective of the user’s interests 
and entertainment. Secondly and more importantly, some context information can be used 
to create a new range of applications that depend, for instance, on the location of the user. 
These location-aware applications span from simple ‘where-am-I’ applications that include 
map services and ‘friend-finder’ tools, electronic guides and mobile learning systems, to 
systems including other sensory technologies, which can, for instance, automatically send a 
call for help when a user is in a hazardous situation (for instance when he has suffered a 
heart-attack or has simply fallen down). Another area of interest is the growing area of 
computer gaming, where games like “Pirates!” are based on location information [22]. 

Most location-aware applications to our knowledge are written for a specific positioning 
technology such as GPS, but given the flexibility of modern mobile terminals, other 
positioning technologies could also be used. The Alipes platform allows multiple 
positioning techniques to be seamlessly interchanged and combined, enabling applications 
to utilize a single interface, yet benefit from advantages that no single positioning technique 
can offer by itself. Several positioning techniques could thus be combined to achieve 
benefits such as full indoor and outdoor coverage, or to determine more accurate positions. 
This also allows the different modules to be interchanged, adapted or used separately, thus 
allowing reuse of components and subsystems. Applications based on the Alipes 
architecture are therefore adaptive to the currently available technology. 

The platform has currently four positioning techniques implemented, namely GPS [23], 
GSM/UMTS (Ericsson Mobile Positioning System - MPS) [24], Bluetooth (BT) [25] and 
WaveLAN, while work on adding Radio Frequency Identification (RFID) [25] has been 
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started and work on infrared (IrDA) is planned [25,I]. Figure 11 below depicts the platform 
with the still unimplemented modules in Italics. The platform is designed to use different 
map services based on OpenGIS GML or other standards [26]. The figure also shows that 
different service information databases can be used to retrieve information about objects, 
such as location servers containing information on objects and their related location. How 
the privacy and security aspects fit into the platform will be described in Section 4.3. 

 
Figure 11, The Alipes platform. 

The platform also allows peer-to-peer interchange of position information using ad-hoc 
networks and thus offers a wide variety of techniques to be interchanged or combined, with 
obvious advantages such as possibly greater accuracy and better coverage. This technique 
increases the system’s scalability and robustness, as no server may act as a bottleneck or 
point of weakness.  

Figure 12 below shows two users sharing position information to achieve higher precision 
(ε is the range of the Bluetooth device), for example Carol merging her MPS (GSM/UMTS) 
information with Dave’s WaveLAN information while considering the error of the added 
peer network range (see Paper I Section 2.1 for details). 

 
Figure 12, Peer-to-peer position exchange using ad-hoc networking. 
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4.2 Server-less Design 
Robustness is achieved through a server-less design, where primarily peer-to-peer 
networking is used to exchange information, as described above. However, this works good 
as long as only the user’s own location is of interest. As soon as other users’ locations 
become interesting, then we have a design dilemma. In order to exchange location 
information with a certain user, then that user’s IP address is needed in order to contact his 
client. This means that we no longer can use peer-to-peer networking if the user is out of 
the peer network range. There are several methods to obtain that user’s IP address (see 
Paper J Section 2.2). 

Our initial solution is to use a mechanism similar to the Session Initiation Protocol (SIP) 
[27], where each user has a unique ID. First that ID is used to find the corresponding SIP 
server. The ID is then used to look up the user’s IP address in the SIP server. Finally that 
user’s client can be queried for his location. Figure 13 shows how Dave acquires Carol’s 
position (her ID is ‘Carol@ipaq.homeip.net’). 

 
Figure 13, Dave locating Carol using SIP and the Alipes platform. 

Note that Carol is using four positioning techniques through the Alipes platform: GPS, 
WLAN (WaveLAN), BT (Bluetooth) and MPS (GSM/UMTS). Note that GPS is used 
directly, while the other techniques may use servers in the network8. 

The SIP mechanism relies on a topology of servers in the network, and is therefore not fully 
server-less. Alternative mechanisms would be to use IP-multicast or Mobile IP, where each 
user instead is identified by a unique IP address. This solution would allow fully distributed 
clients, while suffering from the deployment issues concerning IP-multicast and Mobile IP. 
We initially chose to use the SIP mechanism, because it is simpler and thereby more robust 
(as we did not need to consider tunneling of IP-multicast, etc). It is, however, not as elegant 
as the alternative mechanisms, which will be investigated in the future. 

                                                            
8 The MAC addresses of nearby Bluetooth (BT) devices can be used to look up the position 
in a server if any of these Bluetooth devices have registered a position together with its 
MAC address. The Bluetooth positioning technique does not require such a server if the 
clients implement a Bluetooth positioning service. 
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Note that clients might need to retrieve data from databases (such as map servers and 
location information databases), but they can be designed to be fully symmetric and 
distributed in such a way that they are the intelligent nodes and the network is more or less 
dumb. The clients could in the future also be implemented as small map servers and 
location information databases, allowing a client to ask peers for maps or information on 
objects and services and thus further removing bottlenecks in the system, but this is an area 
for further work. 

Finally, there are also location servers, which are primarily used when the client is behind a 
firewall or is using network address translation that effectively makes queries to the client 
itself very difficult. The client terminal may also be offline or turned off while the user 
himself may be possible to position (for example if he has a GSM phone). The client may 
also be a thin client like a small PDA or have limited network capabilities, which favors 
using an intermediate entity to limit the mobile terminal’s requirement for processing and 
network usage. The architecture is therefore adaptable to different networking 
circumstances. Note that the clients could be designed in such a way that they also adapt to 
the current network use; in other words so they will first detect the use of Mobile IP or 
NAT addresses and then automatically switch to using a location server instead of direct 
peer-to-peer communication. 

4.3 Privacy 
Privacy is a major concern with regard to context-aware applications (see Paper J), since 
any service that handles private information must be protected by privacy safeguards and 
since the users of the service must be fully informed of the purposes of any usage of their 
private information. The users have the right to determine the use of any private 
information and they must therefore be able to deny or disable the use of such information 
at any time. It is clear that the user is the owner of private information and therefore must 
be given the right to give informed consent of any use thereof.   

The Alipes architecture ensures a user’s privacy through a rule-based mechanism. The user 
can at any time turn positioning on or off, ban certain users and add, remove or modify 
general criteria and individual contracts (see Paper J Section 3). The set of rules and how 
they are processed have been designed to be simple to understand and process (see Figure 
14 below). An alternative design would be to not separate the different rules and allow any 
mix. The current design should, however, make the process easier to understand, as it is 
split into distinctive parts.  

An application can use the Alipes platform and the privacy interfaces in a number of ways 
to meet the users’ and the applications’ needs and requirements. For instance, it is simple 
to create user interfaces supporting different levels of user expertise. The application can 
offer minimal management of the rules by handling rules automatically or deferring 
decisions by default to a location server, so that a novice user merely can turn positioning 
on or off. The application can also offer limited management of the basic rules for 
intermediate users, where for instance nested rules are excluded for simplicity. The 
application can furthermore allow complete control for advanced users.  

Note also that different clusters of users may take advantage of the privacy mechanisms. As 
stated by Ackerman et al, the clusters of privacy fundamentalists and marginally concerned 
users may find extremely simplified interfaces to be adequate for their purposes. A 
marginally concerned user would only need to specify those few and already constrained 
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instances in which he would not permit information collection practices [28]. These two 
clusters could thus make use of a few basic non-nested rules or prepared composite rules. 
Ackerman et al also state that the pragmatic majority of users will require more 
sophisticated and varied interface mechanisms to be most at ease, and that these pragmatic 
users often choose to employ many strategies across a wide range of finely weighed 
situations. These pragmatic users will therefore be likely to require full access to the 
privacy mechanisms, including nested rules, as it is unlikely that a highly simplified 
interface will satisfy them. The design of the architecture has thus considered the usability 
of the system in general. 

 
Figure 14, The query strategy. 

5. Discussion 
This section will analyze the work presented in this thesis by evaluating the design of the 
frameworks and the research issues, as well as discuss context-awareness and integration of 
the two frameworks. 

5.1 Evaluating the Design of the Frameworks 
The two frameworks presented in this thesis were designed with a set of general design 
principles in mind (see Section 1.4). This subsection presents an evaluation of how these 
principles have been addressed in the mStar environment and the Alipes architecture, 
respectively and in conjunction. 
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5.1.1 Symmetry 
Symmetry was stated to be the primary design principle, as this affects the clients more 
than possibly any other design principle mentioned here. It enables agents and applications 
to interact on equal terms and to be autonomous (achieving independence by avoiding 
shared states). Both frameworks are capable of functioning in a server-less environment and 
without any shared state in a central location. 

The mStar environment is inherently built with symmetry in mind, since it uses IP-
multicast to distribute data equally to all within a group and since agents are generally built 
for two-way usage (thus requiring the supporting protocols to be bi-directional as well). It 
could be argued that the media servers are an exception, as they are generally used for one-
way recording and media distribution. However, a media server could also play media back 
into a session and thus in some sense act symmetrically.  

The Alipes architecture was in contrast to the mStar environment not initially designed to 
utilize IP-multicast techniques, but was instead designed to utilize peer-to-peer networking 
and a topology of SIP servers. Symmetry is still achieved, as the architecture is built for 
two-way communication. The architecture could use look-up schemes based on Mobile IP 
or IP-multicast techniques, which would alleviate the need for the SIP server topology and 
thus allow a fully-distributed system, but these technologies are not generally available. 

5.1.2 Robustness 
The symmetric design with few or no dependencies on central servers allows the two 
frameworks to be robust. The use of reliable IP-multicast protocols, packet loss repair and 
recovery techniques, and bandwidth management allows the mStar environment to increase 
its robustness, while peer-to-peer networking allows the Alipes architecture to also increase 
its robustness. 

Building applications on these frameworks means, however, that no shared state may be 
stored centrally and an important issue is therefore how clients can handle inconsistencies 
between local states. This issue needs to be handled at the application level, where agents 
that require a controlled shared state (for instance the mWB whiteboard agent, see Paper A 
Section 3.4.3) need to carefully consider how to solve inconsistencies if they occur. 

5.1.3 Adaptiveness 
Heterogeneous networks, terminals and users require that the frameworks should be 
adaptive. The bandwidth management in the mStar environment is highly adaptive, while 
the use of tunnel and gateway applications may adapt the media itself for the network or 
terminal in use. The Alipes architecture, on the other hand, adapts to available positioning 
techniques to always present the best possible position to the application. 

5.1.4 Scalability 
The issue of scalability has many dimensions: scaling media for the current network or 
terminal, allowing usage from heterogeneous terminals or supporting multiple sessions. IP-
multicast could in addition be said to scale better than other competing network 
technologies, but the proof thereof still remains uncertain. These issues have been 
addressed within the mStar environment.  

The Alipes architecture mainly uses peer-to-peer networking for privacy reasons (even if 
IP-multicast would possibly be a more scalable alternative position distribution scheme for 



 
Thesis Introduction and Summary 

31 

IP-multicast-enabled networks, since it does not rely on any server topologies in the 
network).  

5.1.5 Reusability 
Both frameworks are designed to be inherently modular and thus also reusable. The mStar 
environment defines modules as agents, which are separate tools possible to use in isolation 
or to combine into a larger application. The control bus allows agents to intercommunicate 
and to exchange media data in an efficient way. Furthermore, many agents are built using 
sub-modules, for instance the audio agent, which consists of sub-modules such as a network 
handler, an audio device, several buffers and a graphical interface (where reuse can be 
applied at different levels). The Alipes architecture is also designed for modularity, as the 
positioning techniques all comply with the same interface, thus making the techniques 
interchangeable and opaque for the application (the application utilizes a standard interface, 
which could be a single positioning technique or the positioning platform itself). Locating 
other users again uses the same interface, allowing components in the application to handle 
the local or remote users interchangeably. 

The mStar environment and the Alipes architecture both make use of C level code that 
needs to be ported to new hardware and software platforms. Most of the source code is 
written in Java, which make the frameworks easy to port to new platforms. However, 
porting the frameworks needs further consideration when targeting mobile devices with 
limited support for software libraries. The Personal Java specification used in most of our 
mobile devices is a subset of the standard Java specification. Note that the Alipes 
architecture targets the Personal Java specification in general, but requires additional 
libraries for full functionality when utilized in a Personal Java environment. Using the 
frameworks in Java environments targeting even smaller devices, for example the Java 
Micro Edition, would require further attention to these portability issues. 

5.1.6 Interactivity 
We consider the two main components of interactivity to be symmetry and support for real-
time communication. Both frameworks have good support for interactivity, as they are 
inherently symmetric (see Section 5.1.1) and are designed for distributed synchronous 
applications that require communication in real time. 

5.1.7 Usability 
The complex nature of conferencing software and other distributed real-time systems 
clearly requires careful consideration of usability. Usability aspects need to be considered 
throughout the design of all systems. The mStar environment was designed to allow agents 
to be reused in different contexts, thus allowing users to recognize the agents even if used 
stand-alone or integrated into a bigger application. The integration has also helped alleviate 
some usability problems, as all the agents have conformed to the same interface standard. 
In retrospect it can be said that the agents are still complex to handle, especially at times 
when problems occur. The use of ‘wizards’ and help message dialogs could have been 
applied earlier to make the complete environment easier to use. The perceived complexity 
of the environment could also have been alleviated by introducing an integrated single-
window interface instead of the current multi-window interface. 

The Alipes architecture’s positioning interfaces are quite straightforward to use, as they are 
simple to understand. However, the most complex problem of them all is privacy 
management, and in particular explaining complex rules to the user. The privacy 
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mechanism is designed to allow an application to support different levels of user expertise 
and concern, from automatic management to full user control. 

5.1.8 Accessibility 
Neither the mStar environment nor the Alipes architecture requires any specialized 
hardware to function. Both frameworks are designed for use on standard computing devices 
like stationary or portable PCs. 

5.2 Evaluating the Research Issues 
The following subsections evaluate the research issues defined in Section 1.3. Note that the 
term ‘agent’ is used for a loosely-coupled software module that can be reused and adapted 
for several contexts when constructing distributed real-time systems. 

5.2.1 Autonomous Agent-based Systems 
An answer to the first research issue can be deduced by looking closer at autonomy. 
Autonomy means that no client should rely on other clients to function, which implies that 
the internal state of two clients at a certain time could be different, even if the clients jointly 
work as one system. This means that clients must be loosely-coupled and that they also 
must handle inconsistencies between local states in the system. A local state can therefore 
be seen as a client’s view of a system at a certain time. This is further enforced by the way 
in which these systems are designed for acting as a symmetric distributed system with no 
centrally stored shared state. The clients can therefore be seen as agents that act on behalf 
of the user and these agents are the local views of the system. These autonomous agent-
based systems allow new Internet-based real-time applications to be autonomous with 
individual control, while information and control can be shared between clients so that they 
can jointly work as one system. We believe that symmetry and robustness (see Sections 
5.1.1 and 5.1.2 on how we achieve this) are the key factors for creating truly autonomous 
agent-based systems. 

5.2.2 Robust and Adaptive Agents 
The answer to the second research issue has already been partly described in Sections 5.1.2 
and 5.1.3, which state that robustness and adaptiveness are achieved through a combination 
of techniques such as the use of IP-multicast protocols, peer-to-peer networking and 
bandwidth management schemes. The particular issue of how to design audio agents to 
handle network transport inconsistencies is well covered in Paper E, as well as through an 
overview in Section 2.2.  

5.2.3 Reuse and Adaptation of Agents 
The third research issue is solved at a technical through software modules and agents that 
allow reuse (see Section 5.1.5). This would allow aggregated clients and systems to be 
constructed from a set of loosely-coupled modules and agents. The remaining question is 
how these agents and modules should be designed for easy use also in aggregated contexts. 

5.2.4 Scalable and Adaptive Agents 
The answer to the fourth research issue can be found in Sections 5.1.3 and 5.1.4, which 
state that agents can adapt to heterogeneous networks and terminals (for instance by scaling 
media or tunneling IP-multicast traffic). This would allow mobile applications to be based 
on these frameworks, even if they are inherently used from limited terminals and networks.  
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5.2.5 What is mobility? 
The fifth research issue concerns what distinguishes a mobile application from its 
‘stationary’ counterpart and is only briefly covered by this thesis. Section 4 discusses this in 
part, concluding that perhaps it is only the use of the location (or context) from where the 
application is used that distinguishes them. In other words, location is in our view the 
primary distinguishing factor between mobile and stationary applications. However, if one 
also considers nomadic applications that may move between different stationary computers, 
then the issue clearly becomes more complex. The easy solution is to consider nomadic 
applications as a special kind of mobile applications (even if they do not reside in mobile 
terminals but instead move between terminals). 

5.2.6 Seamless Position Exchange 
Section 4.1 gives an answer to the sixth research issue of solving seamless selection of 
positioning techniques. The Alipes positioning platform merges local positioning sources, 
server-based positioning sources and peer-to-peer positioning sources to achieve a more 
accurate position source with better coverage. 

5.2.7 Privacy of Context Information 
How to ensure the privacy of context information is the seventh research issue, which is 
answered in Section 4.3. A rule-based mechanism including an on/off-rule, ban rules, 
contracts and general criteria controls the circumstances in which a user’s context may be 
distributed to other users or services. The criteria of importance are described in Paper J 
Sections 3.2 and 3.3. However, how the context in general should be handled is an issue to 
be solved in future work. 

5.2.8 Effects of Usage 
Initial answers to the eighth research issue concerning the effects of using the frameworks 
for distributed teamwork and net-based learning can partly be found in Section 3, which 
presents results from using the mStar environment. In short, the environment is generally 
flexible enough to meet most requirements, but may still be perceived as complex to use. 
For net-based learning scenarios the mStar environment itself may not be the biggest 
problem (even if some usability concerns still exist), but instead troublesome network and 
hardware configurations in combination with poor pedagogical approaches used for 
distributed courses. The effects of using the Alipes architecture have not yet been 
established and are an area for future research, especially with regard to privacy concerns 
when distributing contextual information. 

5.2.9 Integrated Examples of the Framework 
It is important to note that the two frameworks presented in this thesis have isolated uses 
separately, but may have greater uses when combined. The ninth and last research issue 
therefore concerns the future use of an integrated framework for distributed real-time 
applications with support for context-awareness and conferencing for distributed teamwork 
and net-based learning. The general objective has been to learn how future Internet-based 
applications may be designed and built for tasks including distributed teamwork. One aim 
throughout the thesis has also been to consider how these new frameworks can be applied 
to learning scenarios and what the effects thereof would be. Section 1.5 describes two 
scenarios (location-based learning using conferencing techniques and distributed location-
based medical teamwork) that could involve two possible systems that would integrate the 
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mStar environment and the Alipes architecture. However, these are only two examples of 
many possible scenarios, but they may be a good starting point for studying the integration 
of these frameworks. 

5.3 Better-than-being-there 
The vision behind the mStar environment was that using the environment would be better-
than-being-there, which means that using the environment would give so many additional 
benefits that it would be the preferred method for interaction. Now is that true? I personally 
enjoy being able to work in parallel with attending an e-meeting, as that is so much more 
effective for me, but I also sometimes feel shielded by the technology. Face-to-face 
interaction will probably always be the most efficient way to communicate, as too many 
nuances such as details of body language and almost intangible reactions are lost when 
using conferencing techniques. However, the environment works as a strong complement to 
face-to-face meetings for collaborative work. However, more and more of us are bringing 
laptops into physical meetings, thus using the environment in conjunction with the face-to-
face meeting, which has quite interesting effects. People seem to work collaboratively with 
the tools in a meeting, but will sometimes also work on other tasks in parallel. I find this 
fascinating and will try to study this behavior more, especially when also considering 
context-awareness, enhanced reality, and wearable computing. Could it even become 
‘better-than-only-being-there’? 

6. Related Work 
Much related work has been performed on frameworks for distributed real-time systems in 
general and collaborative applications, learning environments and location-based services 
in particular.  

Two of the most renowned Java-based collaborative applications are JETS [29] and 
Habanero [30]. JETS is designed to share Java Applets in real time using any Java-enabled 
Web browser, while Habanero is a groupware application toolkit that transforms single-user 
applications into shared multi-user applications. Neither of the two supports audio and 
video communication in real time, nor do they make use of IP-multicast. Instead they 
depend on central servers, which make them harder to scale for many users and more 
sensitive to failures of critical nodes in the network. The aim of the impressive GroupKit 
environment was to create and integrate a complete set of distributed applications [31]. 
They later refocused on groupware widgets, metaphors for session management, and 
programming abstractions for distributed applications before including support for real-time 
audio or video. There is also the MBone suite of individual tools, all of which are based on 
IP-multicast and are made for distributed teamwork [32-33]. They include tools for video 
(VIC), audio (VAT/RAT/FPhone), whiteboard (WB) and text editing (NTE). The MBone 
tools tend to work well in isolation, but the lack of integration and common application 
programming interfaces makes them hard to use or reuse. The Open Mash project is 
currently showing much promise in integrating the former MBone tools into one 
environment [34].  

Learning projects making use of Internet-based environments claiming to support 
distributed education and learning are plentiful, but few include the use of interactive real-
time media except chat tools. Most of these mainly use Web-based tools and/or tools that 
only support distribution and not interaction, or studios with specialized hardware systems. 
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However, there are a few exceptions, for instance the ReLaTe project made use of the 
MBone tools in general and the RAT audio tool in particular for language teaching [35-37]. 
Their findings were similar to ours, namely that teaching using conferencing tools utilizing 
Internet and IP-multicast technologies was feasible and cost-effective, even if several 
inadequacies were found. 

Two of the most famous positioning systems are the RADAR [38] and Active Badge [39] 
systems. RADAR is based on a single positioning technique based on WaveLAN, and the 
Active Badge system is no longer running. There are also several groups and forums that 
discuss location-based services. Many seem, however, to regard legislative issues alone or 
wrestle with terminology instead of offering any concrete frameworks to reuse. When it 
comes to implementation and standardization, many of the existing groups, like LIF [40], 
WAP Forum [41] or the (Bluetooth) Location Positioning Workgroup, are restricted to 
members only. The IETF Geographical Location/Privacy Workgroup (geopriv) [42-43] is 
interesting and related to the present work, as they are discussing terminology, 
recommendations and standards for location-based services. The World-Wide Web 
Consortium (W3C) and their Platform for Privacy Preferences Project (P3P) enable Web-
sites to express their privacy practices in a standard format that can be retrieved 
automatically and interpreted easily by user agents [44]. The specification is relevant to the 
present work, but does not directly apply since it is designed for the Web and not for 
mobile applications in general. However, it does compare in part at a technical level. There 
is also related work within the field of human-computer interaction, such as the work 
carried out by Westin and Ackerman et al [28,45-48], where the user studies especially are 
of interest when designing the privacy mechanisms themselves or applications based on 
these privacy mechanisms using the Alipes platform. 

7. Summary and Conclusions 
This thesis presents two frameworks for distributed real-time systems, the mStar 
environment for Computer Supported Collaborative Work (CSCW) and the Alipes 
architecture for context-aware applications, from the perspectives of distributed teamwork 
and net-based learning.  

The mStar environment is composed of a powerful agent architecture that enables reuse and 
adaptation. The environment is scalable through the use of IP-multicast and a server-less 
design. Robustness is achieved by separating traffic by loss tolerance, where a reliable 
multicast protocol is used for traffic that is sensitive to packet loss and an unreliable 
multicast protocol is used for traffic that is less sensitive to packet loss). Media agents that 
are sensitive to packet loss, like the mAudio agent, use repair and recovery techniques to 
increase robustness. Network resource management is also used to enhance robustness. The 
agents in the environment are fully symmetric, which allows everyone equal access and 
thus supports full interactivity. Terminals on networks where IP-multicast is as yet to be 
enabled or that have a limited capacity may use the mTunnel or mGW applications. These 
proxy applications also support media scaling, switching and compression to enable access 
from networks and terminals with limited capacity, such as mPocketPro.  

Scenarios ranging from small group meetings to large lectures are supported by the 
integrated environment, which, together with the possibility of using the environment 
asynchronously, gives the flexibility and ease of use needed for distributed teamwork in 
general and net-based learning scenarios in particular. Students using the mStar 
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environment are no longer constrained by physical distance, as they can easily take part in 
lectures, seminars and group discussions electronically. They can also be connected via 
networks that have a limited capacity and are not IP-multicast-enabled, since they can 
tunnel concentrated traffic to their local hosts. The students are also less bound by time, as 
they can use a mMOD server to access recorded sessions or the Web to access course 
information. 

The Alipes architecture is built on the same general principles as the mStar Environment in 
that its fully symmetric clients are based on a server-less design using peer-to-peer 
networking for robust exchange of position information. Several positioning techniques 
may be used to increase coverage and accuracy. The system should also be functioning 
when a terminal is turned off, disconnected from the network, behind a firewall or using 
network address translation. To achieve this end, the concept of location servers is 
introduced. A location server may be delegated the right to handle a user’s location 
information. Moreover, any service that distributes private information must be protected 
by privacy safeguards, and the users of that service must be fully informed of the purposes 
of any usage of their private information and must be able to determine the use of that 
information. Privacy is therefore ensured in the Alipes architecture by using an on/off rule, 
ban-rules, general criteria and contracts, together with a simple authentication scheme.  

The novelty of this work lies in the ways in which the mStar environment and the Alipes 
architecture support the creation of symmetric, robust, modular and interactive real-time 
applications for distributed teamwork and net-based learning scenarios using 
heterogeneous networks and terminals. 

8. Future Work 
Academia and industry are jointly continuing research on the mStar environment. The 
current focus is on how to provide a more robust and stable IP-multicast environment for 
ubiquitous multicast access. In this environment, the underlying network software should 
adapt to either unicast or multicast, transparently to users.  

Another research issue is how to better adapt to devices with limited capacity by involving 
the original sender of the media streams (primarily for video). Research is thus needed to 
determine how to require the original sender, of video streams primarily, to transmit the 
data divided into several connected streams or layers that let the receiver choose how many 
layers to receive depending on the available bandwidth or terminal capacity. 

Also of interest is a reduction of the complexity of the mStar environment in order to reach 
a broader mass of users with this technology, especially for net-based learning scenarios, 
involving users who are fairly computer-illiterate. 

A number of courses have been given using the mStar environment, but usage of the 
environment for net-based learning scenarios have not been satisfactory investigated. The 
shortcomings reported in [H] thus need to be examined in a bigger study. This should be 
accomplished by focusing on both teaching staff and students and could be conducted by 
using two separate groups, the first which would pursue a course in the traditional way, 
while the second would utilize the mStar environment. Note that this might not yield very 
interesting results, as the pedagogic approach used would probably affect the result 
significantly. Consequently, other methods should be applied too, for example comparing 
several different pedagogic approaches used with the environment. One suggestion would 
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be to use different methods, such as problem-based learning [50] and flexible learning [51-
52], to study how they best can be utilized together with the environment. 

It is also important to study the usability implications of the privacy mechanism, to learn 
how users of mobile applications feel about the fact that they may be positioned. Moreover, 
it is interesting to study how they react to different levels of access to and control of the 
privacy mechanisms. This can be used to ascertain whether the management of privacy 
rules is simple and understandable enough for the average user, to discover what level of 
management of the rules is necessary and used, to study how many rules a user will define 
in general and in contrast to how much the applications are used, and to learn how the 
users’ rules interact. 

With regard to the comparatively new Alipes architecture, the next step is to study 
prototype applications to evaluate certain aspects of the architecture, for example by 
gathering statistics on achieved gains in coverage and accuracy or the performance of the 
peer-to-peer position exchange.  

Research is also in progress to study how sound could be used for positioning. The idea is 
to use either static transmitters (fans, lights or dedicated specific frequency transmitters, 
etc) or other sources of sound (such as music from speakers) in a room to locate a user by 
using sound spectrum analysis. Can this technique be used to determine a user’s context in 
greater detail, for example to detect whether he is walking, at a meeting or driving, etc? 

This leads to another field of study, namely how context-aware systems affect non-users 
(such as persons affected by the previously mentioned audio positioning system). Herstad et 
al suggest in [49] that persons not using the technology must also be considered. For 
instance, one person may be positioned when together with another person. What are the 
effects of also involving non-users? Should persons related to each other jointly decide on 
common rules when close to each other? 

Moreover, to drive innovation further we need to conduct user studies to establish the 
current practice and a use-driven development methodology. We will follow the research 
methodology exemplified in Carroll et al [53], which synthesizes theory from multiple data 
sources (including questionnaires, observation, diarizing and interviews), in order to 
establish the current practice. This will provide a basis for envisioning future applications 
by using contextual scenarios, “acting out” and participatory design workshops [54]. 

Conducting user studies is vital in order to investigate the privacy mechanism in the Alipes 
architecture, especially if the architecture is extended to include support for other context 
factors. How to include more context factors in the architecture is therefore also a future 
issue for research. Could network traffic (such as IP-multicast or HTTP traffic) be 
monitored in order to determine the user’s context (on the basis of what IP-multicast 
sessions he has joined or what he is looking at in his Web browser). Could the lists of 
processes in operating systems also be used? Again, what are the privacy concerns? 

Finally the two frameworks could be used in conjunction to achieve several possible aims, 
two of which are mentioned at the beginning of the introduction, namely location-based 
learning using conferencing techniques and distributed location-based medical teamwork.  

The frameworks could also be used to optimize network resources depending on the context 
of the user, for example by connecting a mobile terminal to the geographically closest 
gateway as one solution for the ubiquitous multicast problem or enabling location-based 
routing topologies [55-56]. 



 
Thesis Introduction and Summary 

38 

References 
All the references are listed in their order of appearance in the thesis introduction and 
summary, except for Papers A to J, which are listed in the order in which they are included 
in the thesis.  

[A] P. Parnes, K. Synnes, D. Schefström, “The CDT mStar Environment: Scalable Distributed 
Teamwork in Action”. In the proceedings of Group 1997, Phoenix, Arizona, USA, November 
1997. 

[B] P. Parnes, K. Synnes, D. Schefström, “Lightweight Application Level Multicast Tunneling 
using mTunnel”. In the Journal of Computer Communication, Vol. 21, Issue 15, pp. 1295-
1301, October 1998.  

[C] P. Parnes, K. Synnes, D. Schefström, “A Framework for Management and Control of 
Distributed Applications Using Agents and IP-multicast”. In the proceedings of IEEE Infocom 
1999, New York, USA, March 1999. 

[D] P. Parnes, K. Synnes, D. Schefström, "mStar: Enabling Collaborative Applications on the 
Internet". In the Journal of Internet Computing, September/October 2000. 

[E] K. Synnes, P. Parnes, D. Schefström, “Robust Audio Transport using mAudio”. Research 
Report 1999:04, ISSN 1402-1528, ISRN LTU-FR--99/04--SE, Luleå University of 
Technology, April 1999. 

[F] K. Synnes, S. Lachapelle, P. Parnes, D. Schefström, “Distributed Education using the mStar 
Environment”. Research Report 1997:25, ISSN 1402-1528, ISRN LTU-FR--97/25--SE, Luleå 
University of Technology, November 1997. In the proceedings of WebNet 1998, Orlando, 
Florida, USA, November 1998. An extended version was also published in the Journal of 
Universal Computer Science, Vol. 4, Issue 10, pp. 807-823, October 1998.  

[G] K. Synnes, P. Parnes, J. Widén, D. Schefström, “{Student 2000:} Net-based learning for the 
Next Millennium”. Research Report 1999:05, ISSN 1402-1528, ISRN LTU-FR--99/05--SE, 
Luleå University of Technology, April 1999. In the proceedings of WebNet 1999, Honolulu, 
Hawai’i, USA, October 1999. Also presented in a shorter version in the proceedings of 
SCI/ISAS 1999, Orlando, Florida, USA, August 1999.  

[H] K. Synnes, T. Söderström, P. Parnes, "Learning in Desktop Video-Conferencing 
Environments". In the proceedings of WebNet 2001, Orlando, Florida, USA, October 2001. 

[I] J. Nord, K. Synnes, P. Parnes, "An Architecture for Location Aware Applications". In the 
proceedings of HICSS-35, Big Island, Hawai’i, USA, January 2002. 

[J] K. Synnes, J. Nord, P. Parnes, "Location Privacy in the Alipes platform". Research Report 
2002:08, ISSN 1402-1528, ISRN LTU-SR--02/08--SE, Luleå University of Technology, April 
2002. Submitted for review. 

 
[1] K. Synnes, “Net-based Learning and the mStar Environment”, Licentiate Thesis 1999:20, 

ISSN 1402-1757, ISRN LTU-LIC--99/20--SE, Luleå University of Technology, April 1999. 
[2]  S. Deering, “Multicast routing in a Datagram Internetwork”, Ph.D. Thesis, Stanford 

University, CA, December 1991. 
[3] P. Parnes, M. Mattsson, K. Synnes, D. Schefström, “The WebDesk framework”. In the 

proceedings of INET ‘97, Kuala Lumpur, Malaysia, June 1997. 
[4] The Centre for Distance-spanning Technology, April 2002, <URL: http://www.cdt.luth.se/>. 
[5] Luleå University of Technology, April 2002, <URL:http://www.cdt.luth.se/>. 
[6] Charles Perkins, Mobile IP Tutorial, March 2002, 

<URL:http://www.computer.org/internet/v2n1/perkins.htm>. 
[7] P. Parnes, K. Synnes, D. Schefström, ”Real-Time Control and Management of Distributed 

Applications using IP-Multicast”. In the proceedings of the Sixth IFIP/IEEE International 
Symposium on Integrated Network Management (IM’99), Boston, USA, May 1999. 

[8]  V. Jacobson, S. McCanne, “Vic: A Flexible Framework for Packet Video”. In the proceedings 
of the ACM Multimedia, 1995.  



 
Thesis Introduction and Summary 

39 

[9]  V. Jacobson, S. McCanne, “Vat - X11-based audio conferencing tool”. Lawrence Berkeley 
Laboratory, University of California, Berkeley, 1992. 

[10] Marratech AB, April 2002, <URL: http://www.marratech.com>. 
[11]  The LTU Campus Network: LCnet, April 2002, <URL:http://www.campus.luth.se>. 
[12] The CDT project Internet Live, April 2002, 

<URL:http://www.cdt.luth.se/projects/summary/internetlive.html>. 
[13]  D. Schefström, J. Widén, P. Parnes, K. Synnes, A. Söderlund, “Education Direct - Entering the 

World Beyond the Web”. In the proceedings of EdMedia ‘98, June 1998, Freiburg, Germany. 
[14] IT Norrbotten AB, April 2002, <URL:http://www.itnorrbotten.se/>. 
[15]  P. Parnes, “The mStar Environment: Scalable Distributed Teamwork using IP Multicast”, 

Licentiate Thesis, Luleå University of Technology, 1997. 
[16] J. Norrgård, “mEdit”, Master’s Thesis 1998:122 CIV, Luleå University of Technology, April 

1998. 
[17]  P. Parnes, M. Mattsson, K. Synnes, D. Schefström, “The mWeb Presentation Framework”. In 

the proceedings of the 6th International World Wide Web Conference (WWW6), Santa Clara, 
California, USA, April 7-11 1997, pp. 679-688. Also appeared in the WWW6 special issue of 
Computer Networks and ISDN Systems, September 1997. 

[18] Smart Technologies SmartBoard, April 2002, <URL: http://ww.smarttech.com/>. 
[19] En introduktion till W3Cs, 2002-04-13, <URL:http://stud.sb.luth.se/sb/course/w3cs/>. 
[20] S. Acharya, “Techniques for improving multimedia communication over wide area networks”, 

Ph.D. Thesis, Cornell University, NY, January 1999. 
[21] P. Persson, F. Espinoza, E. Cacciatore, “GeoNotes: Social Enhancement of Geographical 

Space”. In the proceedings of ACM’s Conference CHI01, Design Expo Category, Seattle, 
USA, April 2001.  

[22] S. Björk, J. Falk, R. Hansson, P. Ljungstrand, P. “Pirates! - Using the Physical World as a 
Game Board”. In the proceedings of Interact 2001, IFIP TC.13 Conference on Human-
Computer Interaction, Tokyo, Japan, July 9-13 2001. 

[23] N. M. E. A. (NMEA). NMEA 0183 interface standard, July 2000, 
<URL:http://www.nmea.org/0183.htm>. 

[24]  Ericsson Mobile Positioning System (MPS), April 2001. 
<URL:http://www.ericsson.com/wireless/products/mobsys/gsm/subpages/prod/ 
overview.shtml>. 

[25] M. Nilsson, J. Hallberg, “Positioning with Bluetooth, IR and RFID”, Master’s Thesis, Luleå 
University of Technology, February 2002. 

[26] R. Lake, E. Keighan, J. Sharma, B. O’Rourke, S. Johnson, “Geography Markup Language 
(GML) 1.0”, OGC Request 11, December 1999, 
<URL:http://feature.opengis.org/rfc11/GMLRFCV1 0.html>. 

[27] M. Handley, H. Schulzrinne, E. Schooler, J. Rosenberg, “SIP: Session Initiation Protocol”, 
March 1999. IETF RFC-2543, <URL:http://www.ietf.org/rfc/rfc2543.txt>. 

[28] M. Ackerman, L. Cranor, J. Reagle, “Privacy in E-Commerce: Examining User Scenarios and 
Privacy Preferences”. In the proceedings of the ACM Conference on Electronic Commerce 
(EC’99), Denver, Colorado, USA, November 1999. 

[29] S. Shirmohammadi, J.C. Oliveira, N.D. Georganas, “Applet-Based Telecollaboration: A 
Network-Centric Approach”. In the Journal of IEEE Multi-Media, Vol. 5, No. 2, April-June 
1998, pp. 64-73. 

[30] A. Chabert et al, “Java Object-Sharing in Habanero”. In the Journal of ACM Communications, 
Vol. 41, No. 6, June 1998, pp. 69-76. 

[31] M. Roseman, S. Greenberg, “Building Real-Time Groupware with GroupKit, A Groupware 
Toolkit”. In the journal of  ACM Transactions on Computer-Human Interaction, Vol. 1, No. 3, 
Mars 1996, pp. 66-106. 

[32] H. Eriksson, “Mbone: The Multicast Backbone”. In the journal of ACM Communication, Vol. 
37, No. 9, September 1994, pp. 54-60. 



 
Thesis Introduction and Summary 

40 

[33] S. McCanne, “Scalable Multimedia Communication Using IP Multicast and Lightweight 
Sessions”. In the journal of IEEE Internet Computing, Vol. 3, No. 2, Mars/April 1999, pp. 33-
45. 

[34] Open Mash, 2002-04-13, <URL:http://www.openmash.org/>. 
[35]  J. Buckett, I. L. C. Campbell, T. J. Watson, M. A. Sasse, V. Hardman, A. Watson, "ReLaTe: 

Remote Language Teaching over SuperJANET". In the proceedings of the UKERNA 
Networkshop 23, 1995. 

[36] G. B. Stringer, J. Buckett, "Internet Videoconferencing’s 3 Ms: Multiway, Multimedia, 
Multicast". In the proceedings of EG-99, Exeter, UK, 1999. 

[37] The ReLaTe project, April 2002, <URL: http://www.ex.ac.uk/pallas/relate/>. 
[38]  P. Bahl, V. N. Padmanabhan, “RADAR: An In-Building RF based User Location and Tracking 

System”. In the proceedings of IEEE Infocom 2000, Tel-Aviv, Israel, March 2000. 
[39] R. Want, A. Hopper, V. Falcao, J. Gibbons, “The Active Badge Location System“. In the 

journal of ACM Transactions on Information Systems, 10 (1), 1992. 
[40] Location Inter-operability Forum (LIF), 2002-02-24, <URL:http://www.locationforum.org/>. 
[41] WAP Forum, April 2002, <URL:http://www.wapforum.org/>. 
[42] J. Morris et al, “Framework for Location Computation Scenarios”, IETF draft, March 2002, 

draft-morris-geopriv-scenarios-01.txt. 
[43] IETF Geographic Location/Privacy (geopriv), April 2002, 

<URL:http://www.ietf.org/html.charters/geopriv-charter.html>. 
[44] The Platform for Privacy Preferences 1.0 (P3P1.0) Specification, W3C Proposed 

Recommendation, 28 January 2002, <URL:http://www.w3.org/TR/P3P/>. 
[45] A. Westin, “Privacy and Freedom”, NY: Atheneum Press, New York, USA, 1967. 
[46] M. Ackerman, T. Darrell, D. Weitzner, “Privacy In Context”. In the Journal of Human-

Computer Interaction, Special Issue on Context-Aware Computing, Vol. 16, No. 2-4, 2001. 
[47] A. Westin, “E-commerce & Privacy: What Net Users Want”, Hackensack,  

NJ: Privacy & American Business, 1998. 
[48] A. Westin, Harris-Equifax Consumer Privacy Survey, GA: Equifax Inc, Atlanta, USA, 1991. 
[49] J. Herstad, D. Stuedahl, D. van Thanh, “Non-user Centered Design of Personal Mobile 

Technologies”. In the proceedings of IRIS 23, Uddevalla, Sweden, August 2000. 
[50] B. Duch, S. Gron, D. Allen, “The Power of Problem-Based Learning”, Stylus Publishing, 

LLC, 2001. 
[51] R. Mason, “Using Communications Media in Open and Flexible Learning”, London: Kogan 

Page, 1995. 
[52] B. Collis, “Flexible Learning in a Digital World: Experiences and Expectations”, London : 

Kogan Page, 2001. 
[53] J. Carroll, S. Howard, F. Vetere, J. Peck, J. Murphy, “Just what do the youth of today want? 

Technology appropriation by young people.”. In the R.H. Sprague (ed.) proceedings of the 
35th Hawaii International Conference on System Sciences (HICSS-35), Hawai’i, USA, 
January 2002.  

[54] S. Howard, J. Carroll, J. Murphy, J. Peck, F. Vetere, "Provoking Innovation: Acting-out in 
Contextual Scenarios". To be presented at BCSHCI, UK, September 2002, 
<URL:http://cise.sbu.ac.uk/hci2002/>. 

[55] J. Boleng, B. Williams, T. Camp, L. Wilcox, W. Navidi, “Performance of Location-Based 
Routing Protocols for an Ad Hoc Network”. In the proceedings of the 11th Local and 
Metropolitan Area Networks Workshop, March 2001. 

[56] S. Shah, K. Nahrstedt, “Predictive Location-Based QoS Routing in Mobile Ad Hoc 
Networks”. In the proceedings of International Conference on Communications, New York, 
USA, April-May 2002. 



41 

Paper A 

The CDT mStar Environment:  
Scalable Distributed Teamwork  
in Action 



 
Paper A  - The CDT mStar Environment: Scalable Distributed Teamwork in Action 

 42

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

 

 

 

 

 

 
 
 
 
Peter Parnes, Kåre Synnes, Dick Schefström, “The CDT mStar Environment: Scalable 
Distributed Teamwork in Action”. In the proceedings of Group 1997, Phoenix, Arizona, 
USA, November 1997. 



 
Paper A  - The CDT mStar Environment: Scalable Distributed Teamwork in Action 

 43

The CDT mStar Environment: 
Scalable Distributed Teamwork in Action 

Peter Parnes, Kåre Synnes, Dick Schefström 
Luleå University of Technology / Centre for Distance-spanning Technology 

Department of Computer Science 
SE-971 87 Luleå, Sweden. 

ABSTRACT 

This paper presents the mStar environment, which creates an environment for truly scalable 
distributed teamwork. It can be and is being used on a daily basis for electronic meetings, 
distributed electronic education and daily work. It creates a new teamwork environment 
which allows users to collaborate even if they are not present at the same physical location. 

The mStar environment includes: the multicast WhiteBoard (mWB), which allows 
collaborative reviewing of text and images; mChat, which allows text-based group chat; 
mVote, which allows distributed voting; and mWeb for shared WWW objects. These are all 
desktop- and IP-multicast-based and symmetric. 

The mStar environment also includes mMOD, which is a VCR-like tool for recording and 
playback of teamwork sessions, and mTunnel, which is an application for handling IP-
multicast traffic on narrow links in the network (such as ISDN/modem links) and network 
segments that do not support IP-multicast. mTunnel allows scaling and transforming of 
network-based data in various ways. 

Keywords: IP-multicast, desktop conferencing, distributed presentations, digital recoding, teamwork, 
distance education, better-than-being-there. 

1. Introduction 
This paper presents the mStar environment for scalable distributed teamwork, and shows 
how desktop audio/video conferencing combined with a number of useful tools can be used 
to create a distributed teamwork environment for daily use. 

1.1 Background 
The Centre for Distance-spanning Technology (CDT) is involved in several different types 
of projects, which are conducted with great variation concerning where the project 
members are physically located, which working-hours they prefer and how they tend to 
work. Most employees at CDT have offices in the same corridor and work full time there, 
but some persons only work part-time at CDT and often switch between different offices. 
There are even persons who do not work in the city where CDT is located. Others prefer to 
work most of the time from their homes. Further, there are some employees who prefer to 
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start working early in the morning (even before 6 a.m.) and others who prefer to arrive 
around lunchtime. 

All these different work-related aspects make it harder for some persons to collaborate and 
interact, and much of CDT's work has been focused on this distributed teamwork issue. As 
an answer to this need for a true distributed environment, the mStar environment was 
developed. mStar creates a scalable distributed teamwork environment that can be and is 
being used on a daily basis. 

The need for mStar is also well documented as part of the raison d’être for CDT itself. It 
has for a long time been evident that almost no project of any significance is located in a 
single place. The physical distribution of participants is a just a fact, and mStar is directly 
targeting this problem, potentially turning the distribution into an advantage. The mStar 
development project was initiated with the ambitious slogan of creating the better-than-
being-there project environment - a goal that seems to be clearly within reach. 

In a longer perspective, the generality of the underlying technology is essential for the 
project itself. This technology is applicable in many contexts, covering informal meetings, 
large presentations, education and even media and variations on the idea of interactive TV. 

1.2 Scalable Distributed Teamwork 
There exist a number of reasons for groups of people to communicate using computers 
instead of meeting face to face, for instance the cost in terms of both money and time to 
travel to and from meetings. Another role for mStar is as a creator of group awareness 
among project and department members who are not located at the same physical place, or 
who spend part of their time in different offices. 

There are a number of different technical and social aspects of distributed teamwork, for 
example the technical aspects of real-time synchronous and asynchronous teamwork, which 
constitute the primary focus of the research presented in this paper. 

1.3 Organization 
The rest of this paper is divided into the following sections: 

• Design Issues, about the different design issues selected for the development of the 
mStar environment. 

• The mStar Environment, about the mStar itself and its components. 
• Developing New Teamwork Tools, about how the technology underlying mStar can be 

used to create new distributed teamwork applications. 
• mStar Usage Scenarios, about how mStar can be used and is currently being used. 
• The Education Direct Project, about how the mStar environment has been used for 

distance education outside the University and about the research environment, 
involving ‘normal’ non-technologists. 

• Privacy and Social Group Aspects, about these different questions in conjunction with 
the mStar environment. 
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• Implementation. 
• Further Issues, about how mStar can be and is being enhanced. 
• Summary and Conclusions. 

2. Design Issues 
Three major design issues have been dominant in the design of the mStar teamwork 
environment: scalability and robustness through IP-multicasting access from the desktop 
and symmetry in the applications. 

2.1 Scalability and Robustness 
Most existing teamwork and group environments are based on a client-server architecture, 
with a central server using unicast between the client and the server. When the number of 
users or the amount of traffic increases, this central server often becomes a bottleneck. The 
server also becomes a single point of possible failure, as every client depends on the server. 
The use of unicast makes the systems less scalable, as all the traffic between the members 
of a teamwork session has to pass through the central server and traffic on shared links is 
duplicated, even if it carries the same data at the same time. 

In the design of the mStar environment, the use of IP-multicasting [1] has been a key issue. 
To create a fully distributed environment there is no central server. The use of IP-
multicasting means that traffic between members is only duplicated where needed in the 
network. This does not mean that each member has to keep track of every other member 
who needs a copy of the sent data, but instead this information is stored and updated by the 
network and its routers. Of course, this also means that the traffic between members is sent 
on the local network and over intranets and internets, and does not rely on dedicated ISDN 
connections, as is the case in H.320-based systems. (H.320 is the standard published by 
ITU-TS for ISDN-based audio/video and multi-party conferencing.)  

The usage of IP-multicasting also leads to a larger degree of robustness, as users are not 
dependent on a single central server. The usage of the IP-multicast-based tools may 
continue even if a failure occurs in the server or the network between the user and the 
server.  

The tools using IP-multicasting on the Internet are loosely called the MBone applications. 
The name MBone is also used for the virtual and experimental network1 for distribution of 
IP-multicast traffic on the Internet. 

2.2 Access 
In many teamwork environments, real-time group communication is based on shared 
equipment and especially dedicated rooms. This means that distributed electronic meetings 
have to be scheduled in advance and participants have to move to the dedicated room. This 

                                                            

1 This virtual network is being integrated into the production network. 
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often becomes a bottleneck in the teamwork environment, as these rooms tend to be used 
exactly when you need them and have to be booked far in advance, which prevents 
spontaneous electronic real-time communication. 

In the development of the mStar environment, one key issue has instead been that all the 
tools should be accessible from the desktops of the users involved. For instance, a project 
member should be able to call another project member using the computer on his desktop 
and should be able to use it for real-time audio/video conferencing, shared whiteboards, etc. 
together with the other party. This means of course that each desktop computer has to be 
equipped with a frame-grabber and a camera, but this is not a big problem as the cost of 
these products is already very low and falling rapidly. 

An advantage of having the necessary equipment on the desktop is that it can be used all the 
time and in new and different ways. For instance, the users can have a ‘conference’ running 
24 hours a day and thereby create better group awareness. A new usage pattern is evolving, 
which resembles electronic corridors more than specific meetings, where users can and do 
meet spontaneously to talk about anything they want. 

2.3 Symmetry 
A serious problem with many client/server real-time systems is that they are designed with 
a “hard” client/server architecture, meaning that the clients are only designed to receive 
data and are not designed to be able to transmit any data themselves to other members. This 
makes the systems useful for broadcasting real-time data, but provides no functionality for 
communication with other listeners. 

All the mStar tools have been designed with symmetry in mind, meaning that any member 
of a session can transmit just as much as any other member.  

3. The mStar Environment 
The mStar environment consists of a number of loosely coupled tools that together create a 
scalable distributed teamwork environment. The basic components needed in this 
distributed teamwork environment are desktop audio and video, and other components 
needed are a shared whiteboard, chat, voting, and distributed presentations. The mStar 
environment also contains a library for developing new teamwork tools. This library, its 
contents and architecture, is discussed further in Section 3. 

This section describes the different tools that are included in the mStar environment. 

3.1 Session Directory Tools 
Each conference is referred to as a session and may include any type of media. To allow 
users to find each specific session that they want to join, announcements about active and 
future sessions are multicasted to predefined multicast groups. Each announcement contains 
meta-information about a session, such as the media, contact information, pointers to more 
information, when the session is active, and the network addresses to use. 
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Sessions can be either public or private, and public sessions can be compared to TV 
broadcasts where the user tunes into the right frequency when switching channels (with the 
difference that on the MBone, the user can be a member of several sessions at the same 
time). Information about private sessions is not publicly announced, but is instead 
propagated by some other method such as email or multicasted encrypted. 

A user may be a member of any number of sessions simultaneously and, as there can be 
several sessions announced at the same time, tools to visualize this to the user are 
necessary. These tools are called session directories. Within the mStar environment, there 
are currently two different tools available for viewing information about current sessions, 
the Session Directory (SDR) [2] and the multicast Session Directory (mSD) [3]. 

SDR is a stand-alone tool that displays information about currently announced sessions and 
can be used to launch tools corresponding to the media used within a session. It can also be 
used to announce new sessions. 

mSD is a tool similar to SDR, but instead of being a stand-alone application it uses the 
World Wide Web as its user interface. The advantage is that every user does not need to run 
a copy of the directory tool itself, and instead one copy is enough per local server, as all the 
users can access the same user interface. Of course, this makes it client/server-based, but, as 
it includes its own minimal WWW server, it is very easy for users to start their own copy. 
mSD relies on the mLaunch application [4], which is a World Wide Web browser helper 
application for automatic startup of the necessary media tools. 

Note that mSD cannot announce sessions itself, and that announcing sessions is delegated 
instead to another application called mAnnouncer [5], which runs as a daemon in the 
background announcing sessions. This has an advantage over SDR, in that SDR must be 
running to make the announcements, as that is not handled by the network but by the 
application itself. This means that the user has to be logged in and have the tool running 
during the announcement period. 

mSD, mLaunch and mAnnouncer have all been developed at CDT. 

3.2 Audio Tools 
The group environment must include a tool that allows users to talk with each other using 
their desktop computers. There are a number of MBone tools available for this, including 
Vat [6], Robust Audio Tool (RAT) [7] and Free Phone (Fphone) [8]. All these tools are 
compatible, but the newer RAT and FPhone also include support for redundant encodings 
(which provide better sound over congested links). 

Vat is primarily used within the mStar environment (but is certainly not a requirement). It 
allows a group of users to communicate using speech and sound, using their desktop 
computers. Within a session a user can talk to all the other members of the session, which 
can be compared to talking loudly in an office landscape where everybody can hear what is 
being said. This is useful if the user wants to ask the whole group a question or just 
announce something. A user can also start a private dialogue with another user, which can 
only be heard by these two users and not by the rest of the group. If no one says anything, 
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no data will be sent2 on the network, which allows users to be members of several different 
sessions without wasting bandwidth.  

A tool called the multicast Radio, mRadio has been created at CDT for experimenting with 
audio of higher quality, such as CD quality, and new mechanisms for handling packet loss, 
such as semi-reliable transmission, where applications are allowed to request lost packets 
from other members of the session who are listening. 

3.3 Video Tools 
The video component of the mStar environment allows users to transmit a video view from 
their workspace using an external camera. This is achieved by using the Vic tool [9], which 
allows users to both transmit and receive networked video. The video component adds a 
feeling of virtual presence through enabling users to peek into other users’ rooms, to see if 
they are there physically and, if so, what they are doing. See Figures 1 and 2 below for 
snapshots of the Vic user interface and what a transmitted view might look like. 

 
Figure 1, The Vic application overview of all the members currently transmitting in a session. 

The video encoding used allows the sender to decide the quality, which primarily depends 
on the available bandwidth. To keep down the bandwidth usage, only low quality video is 
usually transmitted. The video encoding also allows a dynamic frame rate depending on 
how much is happening within the video-source, meaning that if nothing is happening, 
almost no data will be sent. 

                                                            

2 Some low-bandwidth background control traffic will still be transmitted. 
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Figure 2, A close-up of a single transmitter. 

3.4 The multicast Desktop - mDesk 
The multicast Desktop (mDesk) is a teamwork application currently consisting of three 
functionally different tools. The different tools are started from a common toolbar (see 
Figure 3). 

 
Figure 3, The mDesk toolbar. 

mDesk can very easily be configured to contain new tools. mDesk has been developed at 
CDT. The architecture and design of the mDesk framework and application are discussed 
further in [10]. 

3.4.1 mVote 
Within every official meeting there is often a need to be able to vote about some issue. This 
functionality is accomplished by the mVote tool. mVote allows users to create new issues, 
vote about these issues and view a summary of the voting. When creating new issues, users 
are not limited to the normal yes/no/abstain alternatives, but can create alternatives of their 
own. The result is presented in real time (when the members vote) as numbers and in a 



 
Paper A  - The CDT mStar Environment: Scalable Distributed Teamwork in Action 

 50

graphical format (as bar or pie charts). Figure 4 displays a snapshot of the mVote user 
interface. 

 
Figure 4, The mVote application. 

3.4.2 mChat 
In some cases the audio is not available. This may be due to hardware problems or the fact 
that someone else is talking and should not be interrupted. An additional reason may be that 
some information is, quite simply, communicated better in written form. The mChat tool 
allows users to textually chat with each other. mChat has turned out to be especially 
popular during meetings when users are ‘forced’ to listen to someone else. Figure 5 
displays a snapshot of the mChat in use. 

 
Figure 5, The mChat application. 

3.4.3 mWB 
mWB is a tool that allows users to share a common electronic canvas where they can make 
drawings together and share images and text-documents. mWB can be viewed as a digital 
representation of a physical whiteboard. This digital representation has a number of 
advantages over the physical one, such as several pages, loading and saving of drawn data, 
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so-called mini-views, which display a small view of other pages not currently displayed, 
different colors and fonts, moving/copying of drawn objects, layers and remote pointers. 
Figure 6 displays a snapshot of the mWB work area. 

Figure 6, The mWB work area. 

3.5 The multicast Web - mWeb 
Within any distributed teamwork environment there is always a need for making distributed 
presentations, and within mStar the presentation medium chosen is the World Wide Web. 
There are many advantages of using WWW as the presentation medium, including: 

• The visual quality of the slides becomes much higher, as users may decide themselves 
how the slides are to be presented. Moreover, in many distributed presentation 
environments, slides are filmed using a camera from a projection screen, which results 
in both a much lower quality and a much higher bandwidth requirement. 

• The usage of WWW makes the slides (which are normal WWW-pages) much more 
interactive, as they can contain links to more information related to the presentation 
and the users may choose to follow these at will. They may browse back and forth or 
explore the interactivity built into the slides.  

• There is a substantial amount of information available and it is very easy to ‘publish’ 
the slides from a presentation. 

• It is very easy to create new presentations. 
• There are WWW clients for virtually any platform. 

The multicast Web (mWeb) is a tool that allows users to distribute World Wide Web objects 
and pages in a scalable way. It also allows users to synchronize their browser to display the 
same page.  
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mWeb can be used to share objects accessed through URLs entered manually, or be 
configured to follow the selections made in a running browser. The latter means that, after 
the configuration, the user can select links just as he would normally do and all the listening 
members’ browsers will ‘follow’ the sending member’s browser without any other 
interaction. 

mWeb displays a list of viewed WWW objects with their corresponding URLs, and a 
‘listener’ can go back and re-view already displayed objects. mWeb supports the 
distribution of any WWW object that is retrieved using the Hyper Text Transfer Protocol 
(HTTP) [11] which is the primary protocol for retrieving data on the WWW.  

The mWeb application has been developed at CDT and is discussed further in [12]. 

3.6 Recording and Playback of Sessions 
One very big advantage of using digital network-based tools for teamwork and 
communication is that the data can easily be recorded digitally and later played back. This 
functionality is added to the mStar environment by the multicast Media-On-Demand 
application (mMOD) [13] which has also been developed at CDT. It allows the recording of 
any public MBone session and the playback of that recording later on. Playback of 
recordings is requested using a Web interface. mMOD records all the media in a session, 
and they are all synchronized during replay. 

mMOD supports the recording of any type of IP-multicast-based traffic, which later can be 
replayed. This allows the recording of any type of media or collaborative tool, even if the 
network protocol or tool used is not known. When the session is later replayed, the 
receiving tools will not detect any difference between the replayed traffic and the original 
traffic.  

During playback, the viewer has ‘random access’ within the recording using a Java applet 
(see Figure 7), which also displays information about the length of the recording and the 
current playback point. The user can also index each recording automatically or by hand. 
Each index will act as a bookmark in the recording when it is played back later, and the 
viewer can then, using these indexes, easily jump to interesting points in the recording. 

 
Figure 7, The mMOD VCR control applet. 

As the playback of a recorded session is not different from a 'live' session, listeners can 
interact during the playback. This allows interaction and commenting during playback. 
Recording and playback can also be used by users who cannot attend a meeting, but are 
supposed to talk during the meeting; i.e. their talk can be recorded earlier and played back 
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during the meeting, and the listeners will not detect any difference (other than that they 
cannot ask the presenter any questions at that time). 

3.7 The multicast Tunnel - mTunnel 
Another member of the mStar environment is a tool called the multicast Tunnel (mTunnel) 
which has also been developed at CDT. mTunnel allows application-level tunneling of 
multicast traffic on the basis of explicit user decisions. This means that the user has to 
explicitly choose which sessions to transport through the tunnel. This tool allows users to 
tunnel multicast traffic over network segments that normally do not support multicast (such 
as ISDN and modem connections). 

mTunnel also allows the user to select whether the data transmitted over the link should be 
‘scaled’ in different ways: e.g. audio can be transformed into an encoding that requires a 
lower bandwidth (the GSM encoding requires only about 25% of the bandwidth needed by 
the better quality PCM encoding, which is normally used); video can be voice-switched, 
meaning that only the video from the current speaker is transmitted over the link; audio 
from simultaneous active sources can be mixed together to create a single audio-stream; and 
the video bandwidth can be reduced by dropping a certain amount of data from the data-
flow on the basis of frame information and not just packet information (which is possible 
because the protocol used to transmit the data is designed to withstand packet loss and 
contains information about where new frames start). 

The mTunnel application is discussed further in [14]. 

4. Developing New Teamwork Tools 
To ease the development of new teamwork tools, a service and application creation 
platform was developed. This platform consists of a generic agent architecture and an 
application-level network layer, the Tunable Multicast Platform - /TMP. 

4.1 The Generic Agent Architecture 
Each application is divided into agents, an agent being a program-module responsible for a 
single and independent task.  Such a task can either be self-contained within the agent, or 
be implemented by integrating an existing tool. In the latter case, the agent acts as a 
mediator between:  

• The external tool language, which is the set of commands that are specific to the 
existing tool. An example of such a language is the remote-control API used to control 
the Netscape World Wide Web browser. 

• The internal tool language, which is the set of commands that every agent must 
understand and that are distributed to instances of the tool to achieve the desired 
functionality. This is the Control Bus protocol (see below).  

Examples of self-contained agents are mChat, mVote and mWB (discussed earlier), and an 
example of an integration agent (mediator) is the World Wide Web agent (part of mWeb) 
that controls external browsers. 
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4.2 The Tunable Multicast Platform - /TMP 
The Tunable Multicast Platform (/TMP) is a package for multi-point communication in a 
scalable and reliable way over intranets and internets. The base of the library is an 
implementation of the Real-time Transport Protocol (RTP) [15] for basic real-time data-
transmission and loosely coupled membership-control. RTP is the primary protocol for 
distribution of multi-point real-time data on the Internet and is used in most MBone 
applications available today. 

The library also contains implementations of two new protocols developed at CDT, the 
Scalable Reliable Real-time Transport Protocol (SRRTP) [16] and the Scalable Reliable 
File Distribution Protocol - SRFDP. These protocols add support for reliable multicast and 
file distribution. SRRTP is based on the ideas of the SRM framework [17], whose main 
advantage is that every application that is a member of a session, not only the original 
sender, participates in the repair of lost packets. 

/TMP also includes support for communication between agents using the Control Bus (CB) 
[18]. CB is a simple, but still powerful, mechanism for messaging between agents. The 
message format allows addressing of a single agent or a selected group of agents. It is also 
used for inter-agent communication within applications that consist of more than one agent. 

5. mStar Usage Scenarios 
The mStar environment can be used in a number of ways to create a distributed teamwork 
environment which scales very well to a large number of users and members. 

The mStar environment is used daily at CDT to create a distributed electronic workspace, 
with users working from their homes, users located at CDT and users located at companies 
involved in CDT projects.  The mStar environment is currently used in a number of 
different ways: 

Electronic meetings: where the environment is used as a replacement for the physical 
meeting room. Here, audio and video are normally used in conjunction with mDesk. These 
meetings are normally also recorded using the mMOD system, which allows users to 
retrieve the data later and review what has been said during the meeting. It also allows 
people who do not have the time to attend a meeting to join in and just listen with one ear 
when they do have the time. In the ‘physical environment’ this is normally not done by 
busy people, as it takes time to go to meeting rooms and they normally do not want to 
disturb people by coming late or leaving early (they usually want to be near their telephone 
as well). 

Electronic education: where some or all teachers/students are geographically separated. 
The tools used here are normally audio/video, mWeb for slides and mDesk for group 
assignments, questions and feedback. A number of different scenarios are used here: 

• The teacher is talking to a group of students, who are all in the same room, but the 
presentation is also distributed electronically to allow interested parties to join in. This 
allows better information dissemination to other students, non-students and employees 
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who normally would not have the time to follow a complete course or for whom there 
would not be any seats in the room. 

• Some of the students are located far away and cannot attend the physical lecture. 
• Several teachers are used within one lesson as complements to each other. This could 

of course be accomplished in the ‘physical environment’ as well, but the problem of 
organizing the presence of several different teachers in the same room at the same time 
is most often overwhelming. Moreover, if one of the presenters cannot be present 
during the lecture, his contribution can be recorded in advance and played back during 
the presentations, allowing virtual presence. 

Of course, all the presentations are recorded digitally, which allows students to review 
lectures at a later time. See Section 6 for a further discussion on how the technology has 
been deployed and used for electronic distance education. 

Electronic corridor: where users just talk with each other. The media used here are usually 
only audio and video. The audio is normally used as an open channel for questions and 
announcements, either directly to some member or to the whole group. By using it as an 
open channel, it creates group awareness through other users overhearing useful and 
interesting information. It also allows users to peek into other users' rooms to see if they are 
available and present before trying to talk to them. 

6. The Education Direct Project 
The Education Direct project represents a major effort to exploit new technology for 
electronic communication, and involves, in various ways, several hundred people. It was 
initiated during the spring of 1996, and made a significant effort to gain broad support 
among end-users outside the already knowledgeable kernel of technologists. The 
operational phase started during the fall of 1996. The goals are as follows: 

• To accomplish a significant increase in the broad use and understanding of multimedia 
technologies on the Internet in the County of Norrbotten. 

• To establish better direct contacts between CDT, Luleå University of Technology, high 
schools and secondary schools, and SMEs with respect to this technology. 

• To illustrate the use of the technology by distributing a course on this specific subject 
(Internet and Distributed Multimedia). 

• To establish and test the infrastructure needed to accomplish this. 

Among several longer-term goals, this is the first concrete step on implementing the vision 
of the electronic presentation and education environment, according to which it will be 
possible to attend all the courses at Luleå University of Technology and CDT 
independently of physical location. 

This is a need that is especially urgent in the County of Norrbotten, with its sparse 
population and large geographic distances (its surface area is approximately 400x400 km). 

The project involves four kinds of people: 
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• Technicians, who must be able to manage computers and communication equipment to 
ensure continuous operation. 

• Advanced Users, who should be able to utilize the technology for carrying out their 
own productions, presentations, and information searches. 

• Ordinary Users, who need to be able to use the technology to benefit from the 
information provided by others. 

• Technologists, who in addition should have an overview of how the technology works, 
ongoing trends, and the principles applied in the area. 

The participants come from all over the county, and many of them are high-school teachers 
(who will act as mediators of local technology transfer). Part of the material is also included 
in an undergraduate course at Luleå University of Technology. 

6.1 Results and User Feedback 
The initial part of the project received a very positive response from all the participants 
(both inside and outside CDT), which has led to a large demand for further courses and 
further use of the technology. The University will, together with CDT, distribute several 
courses during the academic year 1997/98 and will continue the successful distribution of 
graduate courses, which also started during 1997. 

One direct result of the successful dissemination of the technology to the lower level 
schools is a new project for teaching 12-13 year old pupils Spanish using electronic 
distance education. Participation in the course will be voluntary and the teaching will be 
performed by non-university teachers who did not know anything about these tools or the 
technology at the beginning of 1997. It would not be possible to hold this course without 
the support of the electronic distance tools, as the number of pupils at each school would be 
too few. 

7. Privacy and Social Group Aspects 
As every room is equipped with a camera, and what is recorded by the camera is distributed 
to viewers all over the network, readers might raise a concern (as most newcomers do) 
about the privacy of the person in the room, but each person always has the choice to turn 
the camera off. Persons who have just begun to use the system often switch off their 
camera, as they feel disturbed by the transmission, but they soon get used to it, just ignore 
it, and leave it on all the time. 

Every session does not need to be public, of course. A group of users can create a private 
session that will not be announced to the rest of the world, but will only be seen by invited 
users.  

Using this environment, a distributed work area can be created which allows users to work 
together although they are not physically located at the same location. It also creates an 
environment where persons working over a distance can obtain a feeling of group 
connection and do not feel isolated (which often happens otherwise), as they can see other 
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persons working. The group feeling also arises even if the persons do not work together or 
even know each other. 

8. Implementation 
All the tools developed at CDT within the mStar environment are Java-based (with the 
exception of a GSM encoding library in mTunnel which was implemented in C for 
efficiency reasons and was freely available on the Internet). 

The advantages of using Java as a development language are many, including the fact that 
the development of these tools would have taken a much longer time if, for instance, C or 
C++ had been used. Another major advantage is that the use of Java makes the tools truly 
platform-independent. 

The mStar environment runs on most UNIX platforms and under Windows95/NT4.0. It 
does not run under MacOS due to the lack of a Java 1.1 compliant virtual machine needed 
for running the programs written for this version of the Java language.  

9. Further Issues 
There are a number of open issues and missing applications. One example is how to locate 
users and how a user can leave a message about his whereabouts (comparable to a note on 
the door of his office or a voice message in the telephone-system). Another tool of high 
interest is a digital answering machine. 

The usage of digital recordings has opened a number of issues related to annotation and 
editing. There are also a number of issues connected with mMOD regarding load balancing 
between servers and how media available on different servers can be integrated into a 
common view for the users. The transformation components of mTunnel should of course 
also be integrated into mMOD, allowing users on low-bandwidth links to receive 
recordings. 

Privacy and social group aspects are currently major issues that to a large extent have not 
been investigated in connection with this kind of tool.  

Another open issue is better floor control, in other words that it is generally allowed to 
transmit data into any active session and the issue is how that is supposed to be controlled 
using floor-control schemes. 

Currently the video quality is low (compared with TV broadcasts, but high if compared 
with many other video-tools currently available on the Internet), and this is of course also 
an interesting issue to approach. 

10. Summary and Conclusions 
This paper has presented the CDT mStar environment, which creates an environment for 
true scalable distributed teamwork. 



 
Paper A  - The CDT mStar Environment: Scalable Distributed Teamwork in Action 

 58

A number of real-time synchronous media have been presented as components of this 
environment: audio/video, a whiteboard, chat, voting and shared presentations. These are 
all desktop-based, as the user should not have to move to another location just to have a 
short talk with a colleague. 

Audio and video were realized using the already existing Vic and Vat, but the other tools 
had to be developed from scratch, which was carried out at CDT. The whiteboard, chat and 
voting functionality was added to the mStar environment by the mDesk application. mDesk 
includes a distributed shared digital whiteboard called mWB, which can be used to review 
text-documents and images, and for joint drawing, copying/moving of drawn objects and 
loading/saving of documents/drawings. mDesk also includes mChat, which is a text-based 
chat tool where members can chat with each other, and mVote, which is a tool for 
distributed voting. Distributed presentations using the World Wide Web are added by the 
mWeb application. 

Two other members of the mStar environment have also been presented: mMOD and 
mTunnel. mMOD is a VCR-like tool which allows recording and playback of the electronic 
work performed within the group environment. mTunnel is an application for handling 
bandwidth on narrow links (such as ISDN and modem connections) in the network. It 
allows scaling and transforming of the network-based audio and video in various ways. 

Central design requirements related to all these tools were that they should be desktop-
oriented (there should be no need to go to a specially designed and equipped room), they 
should scale well to a large number of users, they should all be network-based, and they 
should be symmetric, meaning that no tool would be central and that every user would be 
able to do the same thing with their copy of the tool as anyone else in the session. 

The mStar environment is currently being used, and has been used for some time now in a 
number of different ways to support distributed teamwork. Three major usage scenarios 
have been identified: the electronic corridor, where the system is used to enable users to 
exchange information, as they do when they meet in a physical corridor; electronic 
meetings, where the system is used as a replacement for the physical meeting room, with 
the advantage that everything can be recorded and reviewed later; and distributed 
education, where teachers/students do not have to be located at the same physical location. 

With the mStar environment, a scalable distributed teamwork environment has been created 
that is in fact used daily (24 hours a day). It allows users to work from their homes or 
different offices connected to the Internet without risking losing contact with their main 
work group and project team. 
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ABSTRACT 

This paper presents a system, called mTunnel, for application level tunneling of IP-
multicast traffic in a lightweight manner, where the end-user is responsible for deciding 
which MBone-sessions and which IP-multicast groups to tunnel. mTunnel has primarily 
been designed for easy deployment and easy-to-manage tunneling. Information about 
currently tunneled sessions and control of mTunnel is provided through a Web-interface. 
To save bandwidth, tunneled streams can be transcoded on the data-level; and traffic sent 
through the tunnel can be compressed by grouping several packets together and using 
statistical compression. The overall bandwidth reduction achieved can be between 5 and 
14% depending on the traffic type. 

Keywords: Multicast tunneling, packet and header compression, rate control, automatic media 
transcoding, MBone, Java. 

1. Introduction 
On the Internet today, more and more applications are starting to use IP-multicast [1] 
(henceforth in this paper referred to as multicast) primarily for the distribution of real-time 
data such as audio and video. A growing number of more conventional applications are 
starting to utilize the power of multicast. Multicast is special form of addressing and 
sending data on the Internet where the sender sends the data to a so-called multicast group 
instead of sending the data directly to a particular host. Hosts that want to receive data from 
the sender join the multicast group, and the network routing protocols see to it that the 
traffic reaches the new receiver. When the receiver no longer wants to receive the data, his 
host will notify the network of this and the data will no longer be forwarded to that part of 
the Internet (with the exception that there might be other receivers on the same local 
network that want to continue to receive the data). Note that the sender does not need to 
keep track of who wants to receive the data, but this is carried out by the network itself. 

Multicast has a number of advantages, such as its inherent scalability of data propagation, 
as a result of which data is only copied in the network where needed. It also has a built-in 
robustness, as it does not depend on any central resources such as reflectors or mirrors for 
data propagation. However, a major problem with multicast is that it is not part of the core 
IP version 4 family, and consequently only a small part of the Internet actually supports it.  
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To ease the development of multicast-related protocols, a virtual network called the 
Multicast Backbone, MBone [2], was developed. It consists of tunnels between nodes that 
act as virtual routers, exchanging multicast packets encapsulated in unicast packets. 
Encapsulation means that multicast packets are received at a node that is connected to a 
multicast-enabled network, repackaged into a unicast packet, sent over the portion of the 
Internet that does not support multicast to another node that is part of a multicast network. 

This second node removes the unicast information and resends the packet on its multicast 
network. The MBone has existed for several years now and is slowly being deployed in 
production networks. One remaining problem is that unfortunately most dial-up links do not 
support multicast. This means that there is still a large need for tunneling of multicast 
through such links. Characteristics of dial-up links are that they usually only connect a 
single host or a single local network with a few hosts, and that they most often only have a 
limited amount of bandwidth available. 

Another reason for using tunneling of multicast is firewalls. At some companies, 
experiments have shown that it can be very hard to convince the system administrators to 
open the company's firewall for multicast traffic; but that, interestingly enough, it is easy to 
convince them to open a few ports for TCP and UDP traffic to a specific host behind the 
firewall. There are a number of problems and questions related to tunneling of multicast, 
which are: 

• How should the tunneled packets be encapsulated when sent through the tunnel to 
waste as little bandwidth as possible? 

• How much control information needs to be exchanged to keep the tunnel operational? 
• Can the tunneled data be transformed on the IP-level (without any knowledge about the 

content) before being sent through the tunnel to lower the bandwidth needed for the 
tunnel? 

• Can the tunneled data be transformed on the media-level (with knowledge about the 
content) before being sent through the tunnel to lower the bandwidth needed for the 
tunnel? 

• Can the deployment of tunnels be made simpler and more lightweight than has been 
possible previously? 

To target these problems and questions, an application called the multicast Tunnel, 
mTunnel, was designed and developed. These problems and questions and this application 
are the focus of this paper. 

1.1 Related Work 
The primary and most popular application for tunneling multicast traffic on the MBone is 
the MRouted [3] application. This application acts as a virtual multicast router and includes 
a substantial amount of routing functionality. This means that the application has to have 
access to privileged information within the operating system which it runs on, and that it 
needs special routing support in the kernel. 
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This means that the application can only be used on machines that contain the required 
routing functionality (such as hosts running variants of the UNIX operating system1). Since 
MRouted is a virtual router, it implements and utilizes multicast routing protocols to control 
its tunnels. These protocols often exchange a substantial amount of control and routing 
information, which can be a problem on low-bandwidth links. (Note that the mTunnel 
application presented in this paper is by no mean a replacement for the core MRouted 
tunnels in the MBone. Instead it should be seen as a complement to allow more users to use 
multicast applications.).  

Another application for tunneling multicast traffic is liveGate [4], which was developed 
concurrently with and independently of mTunnel. liveGate supports basic lightweight 
deployment of multicast tunnels and tunneling of multicast traffic, but does not currently 
support any traffic modification to lower the bandwidth. 

A number of different tools and gateways for modification of real-time multicast traffic also 
exist, such as the Robust Audio Tool (RAT) [5] which can convert audio data between 
different formats, and the RTPGW [6], which focuses on the problem that bandwidth is not 
uniformly available on the Internet for audio and video transmissions. The RTPGW can 
convert video between different formats and supports some basic audio transcoding. 

The rest of the present paper is structured as follows: Section 2 gives an overview of the 
mTunnel application; Section 3 discusses the use of non-lossy compression schemes for 
lowering the bandwidth; Section 4 describes rate control mechanisms for data flows; 
Section 5 examines extra delay introduced by the mTunnel application; Section 6 presents 
the implementation and with Section 7 we conclude the paper and give a summary. 

2. The mTunnel Application 
Tunnels always have two endpoints between which traffic is tunneled. For that reason there 
must always be two instances of mTunnel running, one at each end of the tunnel. The basic 
functionality of mTunnel is very simple: it listens to a number of multicast sessions, 
encapsulates all the traffic received in these sessions, sends the traffic through the tunnel, 
and at the other end decapsulates the traffic and resends it locally using multicast (see 
Figure 1 below). 

mTunnel runs as a user process at the application level to allow easy and lightweight 
deployment. This means that the user does not need any special privileges to run the 
program. All that the mTunnel application requires from the operating system is that it 
should support multicast. The main user interface to mTunnel is through a built-in Web-
server, which allows users to obtain feedback about currently tunneled sessions and to 
easily start tunneling either publicly announced MBone sessions or private sessions where 
the user specifies the needed session information manually. 

                                                            

1 Microsoft Windows NT5 is supposed to support routing and contain the functionality 
needed to run MRouted. 
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Figure 1, Overview of the data path of an incoming packet through mTunnel. The three boxes in the 
center represent optional traffic modifiers. 

The tunneled data is sent over a UDP unicast “connection" between the two endpoints and 
all the data is sent over the same port number. This allows easy tunneling through firewalls 
(as the systems administrator only has to open one port in the firewall). Control information 
is exchanged on a TCP connection between the two tunnel ends for reliable messaging. 

Each multicast packet is encapsulated by adding a special trailer. The reason for using a 
trailer instead of a header (which is the case in most protocols) is twofold: it minimizes the 
number of copy operations required per tunneled packet (a header would necessitate the 
incoming data being copied to make room for the header), and the IP/UDP/RTP2 headers 
remain intact, which in turn allows lower level header-compression schemes to be utilized 
[7]. 

To lower the amount of encapsulation data sent through the tunnel, flow identifiers are used 
instead of sending the multicast-group and port-number with each tunneled packet. By 
using a flow identifier with a size of 1 byte, the trailer is reduced by 5 bytes, which lowers 
the bandwidth by 1 Kbps for a constant 40 ms PCM audio flow (71 Kbps), for example. 

2.1 Data Translation 
The bandwidth required for a tunneled session may be lowered by transcoding the data. 
mTunnel includes a translator, which can translate the traffic in various ways. Currently the 
translator includes a recoder, which translates between different audio encodings, a mixer, 
which mixes several active streams into one single stream, and a switch, which only 
forwards packets from a certain source on the basis of another stream (for instance, video 
packets are only tunneled for the group member who is currently speaking - voice 
switching). The last part is the scaler, which rescales the traffic by dropping packets either 
on the basis of the packet count only or by taking frame information into account. The latter 
makes a big difference for the result if a video encoding such as H.261 is used where one 
frame often spans more than one RTP packet. The different modes of the translator can also 
be pipelined, e.g. an audio session can be both mixed and recoded. All these different 
translation methods are lossy, meaning that they actually remove information from the data 

                                                            

2 RTP, Real-Time Transfer Protocol [8], is the main protocol used on the MBone for 
transmitting real-time data. 
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stream. This transcoding allows users behind low bandwidth links to join sessions with a 
higher total bandwidth than the one available on the low bandwidth link. 

The MRouted application (as presented in Section 1) connects multicast-capable islands of 
networks to form the MBone. These networks become an integrated part of the MBone 
virtual network and all traffic that is requested is tunneled to and from them. The decision 
on which sessions to tunnel is based on requests made by the multicast-aware applications 
that the users on the other side of the tunnel start. The messaging between hosts and 
multicast routers is performed using a protocol called the Internet Group Management 
Protocol (IGMP) [9]. 

As soon as a multicast-aware application starts and requests data for a specific multicast 
group, an IGMP message is sent to the nearest multicast router, which in turn will see to it 
that the corresponding multicast traffic is propagated to that particular network. 

This model works very well if the bandwidth is not limited, as several sessions can be 
tunneled at the same time. However, if the bandwidth is limited (as it is over analog 
modems or ISDN-links), users have to quit their MBone applications to stop a session from 
being tunneled (i.e. if an application “wants" multicast traffic for a special multicast group, 
usually the only way to achieve this is for users to quit the application to stop the traffic 
from being tunneled). Moreover, if several users share the same narrow link, it might be 
complicated or even impossible to coordinate which sessions are to be tunneled (several 
users join different sessions at the same time). 

mTunnel instead uses a user-decided session selection model, where the local users 
explicitly have to choose which sessions to tunnel. This has several advantages, such as 
making the end users aware of other currently tunneled sessions and removing the need for 
users to quit their multicast tools to stop the tunneling of specific multicast groups. 

2.2 Transmission Loops and Time To Live 
mTunnel is designed to connect a network or a single host that is currently isolated from the 
MBone, to the MBone. However, if both ends of a tunnel are directly connected to the 
MBone, a transmission loop can occur if the tunneled MBone-sessions are not chosen 
carefully. Therefore, mTunnel does not forward packets through the tunnel if the sender 
matches the other end of the tunnel. Unfortunately, if two separate tunnels are deployed that 
together create a loop, packets will be forwarded over and over again.  

If mTunnel suspects that a loop has occurred (the packet rate through the tunnel suddenly 
raises dramatically), it stops tunneling traffic, sends out a special probe-packet and waits for 
the probe-packet to be received again. If the probe-packet is received, all current tunneling 
remains stopped and users of the system are notified through the Web-interface. If the 
probe-packet is not received, the process is repeated a couple of times, because the probe-
packet could have been lost on the way due the to best-effort nature of UDP-packets. 

When packets are sent on the MBone today, their reach is limited by a so-called Time To 
Live (TTL) value. For instance, if a user wants to send multicast packets to the local 
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network only, the packets are sent with a TTL of 1. In the current standard version of the 
socket interface3 under Unix and Windows, there is no way for a user application to obtain 
information about the TTL of an incoming packet. Due to the socket interface and the fact 
that mTunnel runs as a user application, mTunnel can only forward packets on the basis of 
the TTL value specified when the session was created. Unfortunately, this means that if a 
user sends traffic in an announced MBone-session with a lower TTL than the announced 
TTL, the local packets will be “amplified" and retransmitted with a higher TTL than 
intended by the original sender. Currently the only available answer to this problem is to 
make the users of mTunnel aware of the problem. 

3. Non-lossy Compression of Tunneled Data 
The amount of data sent through the tunnel can be lowered by compressing it using a non-
lossy compression scheme. Normally, this is not performed on single real-time flows, as the 
encoding used to encapsulate the data usually includes some kind of compression scheme 
as well. However, in the case where several different data flows are concentrated at a single 
point in the network (such as the tunnel ends), the redundancy between the different flows 
can be used for compressing the data. This section discusses how data compression has 
been utilized in the mTunnel application and how much the bandwidth is reduced for 
different kinds of data flows.  

The more uncompressed data there is available, the more it can be compressed due to the 
higher probability of similar and redundant parts. This is generally not a problem when 
compressing data files, as all the required data is already there. However, when 
compressing real-time data flows, one goal is to keep the delay low (i.e. not to buffer the 
packets too long). Another goal is to keep each resulting compressed packet independent, 
so that, if it is dropped in the tunnel, the following packets may still be decompressed and 
do not depend on previous packets. To be able to compress the data flows, packets have to 
be buffered before being sent through the tunnel. Secondly, there must exist an efficient 
way of recovering from unsuccessful compression attempts, as a group of packets might 
actually generate more compressed data than they contained from the beginning.  

To allow compression, incoming packets are grouped together. This grouping can be seen 
as a first step of compression, as each tunneled packet has a cost in terms of the number of 
bytes sent through the tunnel due to the IP/UDP header that each packet includes (i.e. by 
grouping several packets together only one set of headers is needed per sent group of 
packets). The cost of the per-packet header is a minimum of 28 bytes and by grouping n (2 
or more) packets together, (n -1)*28 bytes may be saved. This might not seem to be very 
much, but remember that most data flows consist of very small packets, e.g. a 40 ms PCM 
audio flow consists of packets containing 320 bytes of data plus headers. This first step of 
compression is referred to as header suppression. If the available grouped data cannot be 
compressed, then it is sent grouped as one large packet.  

                                                            

3 The way in which an application speaks with the operating system and the network. 
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The algorithm used is: 

for each packet do 
 if not packer.willFit(packet) 
  packer.generateAndSend() 
 packer.add(packet) 
 
generateAndSend: 
 if compressed size < original size 
  sendGroupedAndCompressed() 
 else 
  sendGroupedAndUncompressed() 
 

Five different sessions (including several different data flows) have been examined with 
mTunnel to see how well they can be compressed. The measurements were performed by 
saving information about each compressed packet within the mTunnel application, and the 
time period for the measurements was 1 hour. In none of the tests was lossy transcoding 
performed, and to be able to repeat the traffic exactly, sessions were played back using the 
mMOD system [10].  

Session Original 
Bandwidth

Kbps 

Total  
Saved %  

Kbps 

Saved  
due to 

compression 

Saved  
due to 
header 

compression 

Local Lecture 
audio, video, 
HTML using 
mWeb[12] 

198 6.11% 
12.9 

3.05% 3.06% 

Electronic 
Corridor 

audio, video 

170 9.23% 
17.3 

4.60% 4.62% 

Meeting 
audio, video, 
mDesk [13] 

229 5.15% 
12.5 

2.08% 3.08% 

Global Lecture 
audio, video, WB 

192 14.3% 
31.9 

10.9% 3.32% 

Constant MPEG 
using mIR [11] 

131 0.128% 
0.164 

0.0363% 0.0920% 

Table 1, Overview over compression results for different sessions using non-lossy compression. 

Table 1 above presents how much bandwidth can be saved by using tunnel compression on 
the different data flows. The table shows that for normal data flows a compression ratio of 
about 5-9% is achieved. The reason why the compression ratio for the fourth session (14%) 
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was higher than the rest is that it includes a whiteboard stream, which consists of many very 
small packets which in turn contain a great deal of redundant information. In session 5, 
hardly any compression is achieved due to the fact that the data flow consists almost 
entirely of packets with a constant size (1024 bytes + headers) and containing MPEG coded 
audio data that has already been heavily compressed [11]. 

4. Priority and Rate Control of Data Flows 
As mTunnel is designed to run over links with a narrow bandwidth, it is important to 
support rate control for the whole tunnel and for each tunneled session. 

This can be used for prioritizing audio over video by reducing the amount of bandwidth 
available for video, for example. By reducing the total available bandwidth for the tunnel, 
other types of traffic may be given more room on the bandwidth-restricted link. A higher 
priority means that if congestion occurs, the traffic belonging to the session with a higher 
priority will be forwarded before traffic for a session with a lower priority. 

Each tunneled session can have its own forwarding priority, and by default all sessions have 
the same priority. Using the Web-interface, the priorities can be changed individually. 
Priorities for one or several sessions can also be locked temporarily, meaning that no other 
session can be given a higher priority than that session as long as it is locked. (Note that 
locking does not mean that the session is given a higher priority, but that its priority can be 
exceeded by another future session.) This is useful if an important electronic meeting is 
conducted over the tunnel and the participants do not want to be disturbed by another user 
who wants to watch some other MBone-session. 

Priorities can also be configured in mTunnel on the basis of a number of different variables 
in the session: the media-type, the multicast address and port, the bandwidth used, the name 
and the description. This allows advanced selection of priority schemes, which enables a 
user to participate in sessions even if the total bandwidth needed is not available. 

To control the data flows, a so-called bound token bucket [14] scheme is used. The main 
idea of this scheme is to have a bucket of tokens that is filled up regularly depending on the 
available bandwidth for a specific flow. Each token corresponds to one byte of available 
bandwidth and, when a packet is forwarded, the number of tokens is reduced by the 
corresponding size of that packet. The bucket has a limited size, meaning that there can 
never be more than a certain amount of tokens available. An infinite number of tokens 
would make it possible for a bursty data flow to overrun the available bandwidth. This 
might still happen in the bounded bucket case, but the impact is much less severe if the 
maximum size is relatively low. (A hard limit against overruns can be achieved by adding a 
leaky bucket [14] as well). 

5. Data Delay 
The use of tunneling with its different schemes for reducing the bandwidth and the bursts in 
bursty flows has the side effect of introducing extra jitter and delay in the tunneled traffic. 
This section examines how much extra delay is actually introduced by the tunnel. This 
delay was measured for the “global lecture” case (row 4 in Table 1 above). The 
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measurements were performed by measuring the round-trip-time (RTT) of a data flow 
between two hosts on different networks, one sender and one echo-host, which bounces the 
received traffic back to the sender. The tests were conducted over two types of networks, an 
Ethernet and an ISDN network.  

For each type of network three tests were conducted: one where the two hosts had direct 
connectivity through a router (using only unicast in the ISDN case), a second one where the 
traffic was tunneled between the two networks using mTunnel with no compression or 
transcoding, and a third one using mTunnel with compression turned on. For each of the 
tests the round-trip-time (RTT) was measured. Table 2 shows the mean delay (RTT=2) for 
the six cases. As seen in the table, the delay becomes quite high when using mTunnel with 
ISDN and compression turned on. This high delay could make synchronous conversations 
uncomfortable, as the RTT would rise to around 276 ms, which is above the usually 
recommended maximum of 200 ms for conversations. 

Network type Direct contact Tunneling without 
compression 

Tunneling with 
compression 

Ethernet 2.00 14.4 74.5 

ISDN 52.0 74.1 138 

Table 2, Mean delay (RTT=2) of traffic for the different measured cases (ms). 

6. Implementation and Status 
The current prototype is implemented in the platform-independent Java language (version 
1.1), although some parts of the audio transcoder are implemented in C for efficiency 
reasons. The non-lossy data compression is achieved using the built-in version of the ZLIB 
[15] compression library in the Sun Java environment. The audio recode functionality is 
currently only available on Sun/Solaris, but the rest has been tested to work under both 
Unix and Windows95/NT4. All the tests and measurements mentioned in this paper were 
carried out under Sun/Solaris. 

mTunnel is currently being used in three different ways: to connect different parts of a large 
software company's intranet, to connect computers at users’ homes, and to connect industry 
networks to the MBone. More information about the current version, the status of mTunnel, 
earlier publications and the program itself can be found at [16]. 

6.1 Further Issues 
A number of open security issues have not yet been addressed, such as encryption of the 
tunneled data and IP-spoofing. A proposed solution for the IP-spoofing problem, which 
should be examined further, is presented in [17]. The user interface does not currently 
include any user authentication, meaning that any user can modify the tunnel. 

The translator should also be extended to support a larger variety of encodings. Another 
issue currently not addressed is the possibility of sharing media translators between two or 
more concurrently running instances of mTunnel, to save CPU usage by only translating the 
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same stream at one host. Other types of non-lossy compression schemes should be 
investigated as well. A limitation in the current implementation is that a TCP connection is 
used for exchanging control information and a UDP “connection" for the actual tunneled 
data. If these two could be combined, deployment together with firewalls would become 
easier, as only a UDP port would have to be opened for mTunnel and not both a TCP and a 
UDP port, as is the case today. 

6.2 Evaluation 
In the introduction a number of questions and problems were presented. This section 
describes how mTunnel targets these.  

• How should the tunneled packets be encapsulated when sent through the tunnel to 
waste as little bandwidth as possible? The encapsulation of the packets in mTunnel is 
achieved by only including a minimal amount of extra information, such as the 
multicast group and port. To lower the overhead, flow-identifiers and packet grouping 
are used. 

• How much control information needs to be exchanged to keep the tunnel operational? 
mTunnel tries to minimize the amount of control information sent through the tunnel 
and no periodic update messages are sent.  

• Can the tunneled data be transformed on the IP level (without any knowledge about the 
content) before being sent through the tunnel to lower the bandwidth needed for the 
tunnel? mTunnel can compress traffic using statistical compression without knowledge 
about the type of traffic currently being tunneled. 

• Can the tunneled data be transformed on the media level (with knowledge about the 
content) before being sent through the tunnel to lower the bandwidth needed for the 
tunnel? mTunnel allows traffic to be translated in a number of different ways, for 
example: media can be recoded to another encoding; several active streams can be 
mixed; streams can switched on the basis of the activity in another stream and the 
streams can be rescaled by dropping parts of the traffic on the basis of the type of 
media in the stream.  

• Can the deployment of tunnels be made simpler and more lightweight than with earlier 
available software? mTunnel only requires that the host operating system should 
support multicast and can therefore be run on almost any operating system. The system 
includes a Web-interface which allows users to easily configure mTunnel and select 
which sessions to tunnel. mTunnel is implemented in Java, which means that it runs on 
any platform that supports Java. 

7. Summary and Conclusions 
This paper presents a system for allowing users to easily connect to the MBone 
infrastructure and to connect different isolated multicast-capable networks. mTunnel gives 
users easy access to information about currently tunneled sessions through a Web-interface, 
which also allows easy configuration of existing and future tunneled sessions. mTunnel 
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does not start tunneling of MBone-sessions on the basis of current multicast group activity 
and IGMP messages, but instead makes the user responsible for deciding which MBone-
sessions are to be tunneled. This allows a user-decided session selection model, where 
tunneling decisions are left explicitly to the user. 

To save bandwidth, data streams can be transcoded in four different ways: audio can be 
recoded to an encoding that requires lower bandwidth, several simultaneous audio streams 
can be mixed into a single stream, streams can be switched on the basis of another stream, 
and streams can be scaled by dropping certain parts of the traffic. The traffic can also be 
compressed on the IP-level, which saves about 5-14% of the bandwidth. Unfortunately, 
measurements show that compression adds a high extra delay to the tunneled traffic. 

mTunnel does not require any special features in the operating system other than general 
multicast support, and it runs as a normal user application. This means that it is very easy to 
deploy. mTunnel also tries to minimize the amount of control traffic exchanged through the 
tunnel and to minimize the cost of encapsulation of data by, for instance, using flow 
identifiers instead of adding group and port information to each tunneled packet. Note that 
the aim of mTunnel is by no means to replace existing software for core tunneling in the 
MBone, such as MRouted, and that mTunnel should instead be seen as a tool for connecting 
more users to the global multicast network. 

mTunnel is currently being used in three different ways: to connect different parts of a large 
software company's intranet, to connect computers at users’ homes, and to connect industry 
networks to the MBone. More information about the current version, the status of mTunnel, 
earlier publications, and the program itself can be found at [18]. The usage of mTunnel has 
shown and proven that it is useful and that there is a need for this kind of application. 



 
Paper B - Lightweight Application Level Multicast Tunneling using mTunnel  

 74

References 
[1]  S. E. Deering, “Multicast Routing in a Datagram Internetwork”, Ph.D. thesis, Stanford 

University, 1991. 
[2]  V. Kumar, “The MBone Information Web”, <URL: http://www.mbone.com/>. 
[3]  B. Fenner, “MRouted”, 

<URL: ftp://ftp.parc.xerox.com/pub/net-research/ipmulti/>. 
[4]  Live Networks, Inc., “The liveGate Multicast Tunneling Server”, 

<URL: http://www.lvn.com/liveGate/>. 
[5]  V. Hardman, A. Sasse, M. Handley, A. Watson, “Reliable Audio for Use over the 

Internet”, In Proceedings of ISOC INET'95, 1995. 
[6]  E. Amir, S. McCanne, H. Zhang, “An Application Level Video Gateway”, In the 

proceedings of ACM Multimedia 1995, 1995. 
[7]  V. Jacobsson, S. Casner, “Compressing IP/UDP/RTP Headers for Low-Speed Serial 

Links”, 1997. Work in progress, draft-ietf-avt-crtp-04. 
[8]  H. Schulzrinne, S. Casner, R. Frederick, V. Jacobson, “RTP: a Transport Protocol for 

Real-time Applications”, 1996. IETF RFC1889. 
[9]  S. E. Deering, "Internet Group Management Protocol - IGMP", IETF RFC1112. 
[10]  P. Parnes, “mMOD - the multicast Media-On-Demand system”, Extended abstract, 

1997. 
[11]  P. Parnes, “The multicast Interactive Radio – mIR”,  

<URL: http://www.cdt.luth.se/~peppar/progs/mIR/>. 
[12]  P. Parnes, M. Mattsson, K. Synnes, D. Schefström, “The mWeb Presentation 

Framework”, Computer Networks and ISDN Systems, September 1997. 
[13]  P. Parnes, M. Mattsson, K. Synnes, D. Schefström, “The WebDesk Framework”, In 

Proceedings of The Seventh Annual Conference of the Internet Society (INET 1997), 
1997. 

[14]  C. Partridge, “Gigabit Networking”, pp. 260-262. Addison Wesley, 1994. 
[15]  P. Deutsch, “ZLIB Compressed Data Format Specification Version 3.3”, 1996. IETF 

RFC1950. 
[16]  P. Parnes, “The multicast Tunnel system – mTunnel”, 

<URL: http://www.cdt.luth.se/~peppar/progs/mTunnel/>. 
[17]  R. Finlayson, “The UDP Multicast Tunneling Protocol”, 1997. Work in progress, 

draft-finlayson-utmp-01. 
[18]  P. Parnes, “The multicast Tunnel System – mTunnel”,  

<URL: http://www.cdt.luth.se/~peppar/progs/mTunnel/>. 
 

Acknowledgements 
Thanks are extended to Mattias Mattsson, Fredrik Johansson, Serge Lachapelle, Håkan 
Lennestål, Johnny Widén and Ulrika Wiss, who all work at the Centre for Distance-
spanning Technology, and to R. P. C. Rodgers, U.S. National Library of Medicine, for 
interesting comments, encouragement and feedback. 

This work was carried out partly within Esprit project 20598, MATES, which in turn is 
supported by the Information Technology part of the 4th Framework Program of the 
European Union. Support was also provided by the Centre for Distance-spanning 
Technology (CDT). 



75 

Paper C 

A Framework for Management and 
Control of Distributed Applications 
using Agents and IP-multicast 



 
Paper C - A Framework for Management and Control of Distributed Applications using Agents and IP-multicast 

 76

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

 

 

 

 

 

 

 

 
 
 
Peter Parnes, Kåre Synnes, Dick Schefström, “A Framework for Management and Control 
of Distributed Applications using Agents and IP-multicast”. In the proceedings of IEEE 
Infocom 1999, New York, USA, March 1999. 



 
Paper C - A Framework for Management and Control of Distributed Applications using Agents and IP-multicast 

 77

A Framework for  
Management and Control  

of Distributed Applications  
using Agents and IP-multicast 

Peter Parnes, Kåre Synnes, Dick Schefström 
Luleå University of Technology / Centre for Distance-spanning Technology 

Department of Computer Science 
SE-971 87 Luleå, Sweden. 

ABSTRACT 

As more and more applications on the Internet become network-aware, the need for and 
possibility of remotely controlling them is becoming larger. This paper presents a 
framework for the control and management of distributed applications and components. 
This is achieved using IP-multicast and an agent-based application architecture. The target 
of the framework is to allow resource discovery concerning both the controllable elements 
and the available control points in these elements, as well as real-time control. All this is 
carried out in a scalable and secure way based on IP-multicast and asymmetric 
cryptography. The presented framework is also independent of the underlying transport 
mechanism, in order to allow flexibility and easy deployment. The framework bandwidth 
usage and introduced control delay are presented. Details on the reference implementation 
of the framework are also presented, as well as examples of usage scenarios where the 
framework is used to create bandwidth-adaptive applications and better group awareness. 

Keywords: IP-multicast, distributed management, control, secure messaging, reliable multicast, 
distributed applications, intelligent agents, quality of service management, Java. 

1. Introduction 
With the current increase in the number of deployed distributed applications, the need for 
control and management is growing. A central issue in any computing environment, both in 
academia and industry, is how to control and manage running applications. This is 
especially applicable to and important for the increasingly used application family of IP-
multicast-based [1,2] distributed real-time applications primarily intended for desktop 
conferencing, distance education and media broadcasts with many simultaneous users. 

These distributed applications usually utilize the available bandwidth more than traditional 
single-user applications and they are usually more sensitive to large delays and jitter in the 
network. It is therefore very important that real-time media applications do not compete 
with each other for the available bandwidth, but instead co-operate and try to utilize the 
bandwidth in the best possible manner. 
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When users start using real-time distributed applications, the risk of users doing the “wrong 
thing” and flooding the network with too much data also increases. Historically, this has 
been handled by locating the application, host and responsible user that generate the extra 
network traffic and by asking the user either to terminate the application or to lower its 
network usage. (In a UNIX environment, the system administrator may even just log into 
the host and terminate the application in question.) The issue of finding the responsible user 
becomes more complicated when distributed applications are used in cooperation between 
several organizations and over the Internet. 

We have found that there is a need for a control framework where applications can be 
remotely controlled. The use of bandwidth might be one of the most important issues, as 
that usually affects many users. Other important control scenarios include remote user 
support, where the support people can obtain information about how an application is 
configured and can remotely change this configuration. 

This paper presents and discusses a general framework for management and control of 
distributed applications. The target is that the framework should not end up in one isolated 
implementation, but instead several different interoperable implementations should emerge 
over time. 

The rest of this section presents an overview of the distributed mStar environment, from 
where much of the work presented in this paper has come, current problems and related 
work. Section 2 presents the new control and management framework. Section 3 presents 
what the framework can look like and how it is currently used. Section 4 presents the 
reference implementation of the framework, including the mManager application, and some 
future work. The paper concludes with a summary and discussion in Section 5. 

1.1 The mStar Environment 
Since 1995 we (CDT) have been developing the mStar environment [3], which is an 
environment for scalable and effective distribution of real-time media and data between a 
large number of users. mStar is a shared environment that can be used for a number of 
different distance-spanning activities, such as net-based learning (distance-education) and 
distributed collaborative teamwork. It includes support for a number of different media, 
including audio, video, a shared whiteboard, distributed presentations using the World-
Wide Web and much more. It also supports on-demand recording and playback of sessions 
using either unicast or IP-multicast. The idea of and need for a management framework 
came from the daily usage of the mStar environment at CDT. (Note that the mStar 
environment is now being commercialized and sold under the name Marratech Pro by the 
company Marratech AB in Sweden.) 

1.2 Current Problems and Framework Requirements 
When a distributed desktop conferencing application, such as the mStar environment, is 
deployed in a large organization, a number of new management and control issues evolve. 
The administrators need to be able to obtain information about and to control the following: 
which users are part of which conferencing sessions, which media in each session they 
currently have active (i.e. which media they are currently receiving), and whether the user 
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is currently transmitting any data within a session and, if that is so, with which settings (e.g. 
for video transmission the settings in question would be the bandwidth currently used, the 
frames per second or the codec/video-format). If this information is available, it will allow 
the administrator to control both the membership of a session (e.g. expel unauthorized 
members) and the total bandwidth used by this group of applications. This means that the 
network administrators can control the total amount of bandwidth used by each user and 
session explicitly. 

To be able to monitor and control running applications, first it is necessary to obtain data 
concerning what applications users are currently running, which version of the specific 
applications they are running, and the current configuration of these applications. Secondly, 
it is necessary to be able to control the applications remotely. These problems can be 
divided into two major groups, information reports from users and remote control of 
applications. The identified problems lead to a number of requirements:  

• The framework has to support large groups of applications, both for reporting and 
control. 

• The framework has to support the efficient control of groups of applications without 
the need to send control messages to each application explicitly. 

• The framework has to protect users from unauthorized control of their applications. 
• The framework has to allow developers to insert control access points in their software 

easily. 
• The framework should be as independent of the underlying software and transport 

technology as possible. 
• The framework should allow scalable resource discovery concerning both the available 

control objects and the controllable variables and methods in these objects. 

This paper focuses on presenting a new framework for addressing these problems and 
requirements. 

1.3 Background Information and Related Work 
This section presents related background information and some selected related work. 

1.3.1 IP-Multicast Applications 
Traditionally, the distribution of multimedia data on the Internet to a group of users has 
been carried out using unicast, either by each multimedia application sending one exact 
copy to every receiver or by pushing the problem into the network and using a so-called 
reflector, which duplicates streams to every registered receiver. This means that duplicate 
data will be sent if the paths between the sender and its receivers share common links in the 
network. 

The power of IP-multicast lies in the fact that data is only copied in the network whenever 
needed when sending the same data to several different receiving hosts. IP-multicast traffic 
is sent using UDP, which provides a best-effort service[???] and in turn means that packets 
can be lost in the network. This might be a problem in control situations, as the manager 
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wants to be assured that sent control messages actually are delivered to the destination. This 
problem is discussed further in [4]. A drawback of IP-multicast is that it requires support 
from routers in the network to handle this special kind of traffic. If the routers in question 
are fairly new, it might be simply a question of turning on the support in the router 
software. To summarize, the IP-multicast solution saves a large amount of bandwidth in the 
network. 

1.3.2 Simple Network Control Protocol - SNMP 
The Simple Network Control Protocol (SNMP) [5,6] is designed for the control of network 
elements and basic applications. It is designed with a ‘polling’ architecture in mind, 
meaning that the managing software has to request information from each element to be 
monitored. This architecture allows managers to obtain information from a monitored 
object and set variables in that object. 

SNMP includes support for so-called traps, where a manager can request to be notified 
when some predefined situation occurs. One limitation of these traps is that they cannot be 
defined dynamically, and the manager has to rely on predefined traps. Note that, although 
this trap mechanism exists, the normally used part of the SNMP mechanism is still only the 
“get/set” functionality. 

As SNMP is designed to control a single element at a time, it is not really suitable for 
controlling large groups of real-time applications. Another important aspect not supported 
by SNMP is resource discovery. Further, every user who wants to control and fetch 
information from a device has to have a corresponding definition document called a 
management information base to know what variables are actually available in the device to 
be controlled. 

1.3.3 The Service Management System - SMS 
The designers of the Service Management System (SMS) [7] argue that the poll-architecture 
of SNMP often causes managers to notice problems too late, as the object in trouble cannot 
notify its manager about its condition. The creators of the SMS system try to approach this 
problem by creating an architecture where each managed object is encapsulated by an SMS 
wrapper, which marshals commands to and from the managed object. The wrapper has an 
SMS agent to aid it with automatic handling of certain situations. This SMS agent can be 
controlled by a set of rules (defined using the so-called Service Management Agent 
Programming language - SMAP) to react to information provided by the SMS wrapper.  

Although this architecture seems promising, it does not include support for resource 
discovery, information reporting and scalable control of large groups of applications. 

1.3.4 The Conference Control Channel Protocol - CCCP 
Reference [8] presents the Conference Control Channel Protocol - CCCP - which is a 
protocol for the control of distributed multimedia applications. It consists of a text-based 
message protocol primarily for control. The CCCP provides a control similar to the work 
presented in this paper, but differs in that we focus on a wider range of applications than 
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just the group of conferencing applications, and we focus not only on real-time control, but 
also on scalable reporting of information. 

Reference [9] presents a message platform that is similar, but is even more constrained and 
only targets the problem of how to communicate between similar applications within a 
single host. 

1.3.5 Java-specific Platforms for Distributed Applications 
There exist a number of proposals for Java-based architectures for distributed applications, 
such as the InfoBus [10], JavaSpaces [11] and iBUS [12]. Some are very promising and 
flexible, but they all make one large assumption concerning their programmatic 
environment and that is that they are very tightly integrated with the Java programming 
language and its runtime environment. They all assume that they have access to features 
that are very specific to the Java environment, such as Java-events and/or serialization 
(binary representation of Java runtime objects). This assumption makes these frameworks 
virtually unusable in other environments. 

1.3.6 Other Potential Control and Management Technologies 
Several other technologies could be used as the underlying mechanism (such as Corba [13], 
MPEG-4 DMIF [14], and SS7 [15]), but during our investigations we have found that all of 
these are either not scalable enough (centralized solutions where the central point becomes 
a bottleneck) or too specific to their original design domain. 

2. The Control and Management Framework 
The purpose of proposing a new framework is to support developers in the process of 
creating a new kind of application that is network-aware and fits better into the global 
Internet. This framework includes a set of building blocks that allows scalability in resource 
discovery, information reports and real-time control.  

As presented earlier there are a number of problems involved in controlling and managing 
real-time distributed applications. This section presents a new control and management 
framework for addressing these problems and requirements. 

2.1 Information Reports 
To be able to request information from currently running applications there must exist a 
platform that allows reports to be sent in a scalable way. By “scalable”, we mean that the 
solution found should be usable within sessions with a few users and within sessions with a 
large number of users, as well as sessions that run locally and over wide area networks. The 
amount of bandwidth needed in these different situations should of course be kept as low as 
possible. If a large number of applications send reports at the same time, a larger amount of 
bandwidth will be used momentarily, as the total number of messages increases linearly 
with the number of users. The obvious solution is that every application should not send its 
report at the same time as every other application, but instead utilize a back-off and delay 
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method based on the available bandwidth, the current number of members in the session 
and other reports received. 

Reference [16] presents a mechanism for calculating the delay between control messages 
based on the mean size of the messages, the available bandwidth and how much of that 
bandwidth is reserved for control messages. The result of this mechanism is that the total 
amount of bandwidth used stays approximately constant independently of the size of the 
messages and the number of users in the session. This mechanism is reused in the manager 
framework (see Section 2.5 for more details about the delay calculation) with the difference 
that a larger portion of the bandwidth is allocated for the control and information messages 
to allow faster interaction. Using this dynamically calculated delay, information reports can 
be sent to the whole group in a scalable way. 

This reporting system can be used both for regular reports, where applications report 
predefined information at regular intervals, and for on-demand reports, where applications 
report information on the basis of requests. These two cases can also be combined in such a 
way that a manager can request applications to include some information that may change 
often in each regular report sent. For instance, this method can be used for retrieving the 
amount of bandwidth currently being used by each member within his session. 

To allow administrator mobility, all reports are always sent to the whole group using IP-
multicast. This allows different manager applications to be active within the same session at 
the same time, without requiring information to be duplicated in the network (by different 
applications requesting the same information). This means that administrators can monitor 
and control their system from any host within the network. 

2.2 Control 
One prerequisite is that the system should be able to control both single applications and 
groups of applications. Of course, the latter includes the prerequisite that, if the same 
parameter is to be sent to all the applications, only one message should be sent and not one 
specific and identical message to each single instance. This leads to the prerequisite that 
messages should be sent using IP-multicast within the group, just as in the case of the 
earlier discussed information reports. 

To allow easy messaging, a message and control protocol is needed. This control protocol 
has to support the dynamic addressing of applications and parts of applications. Here we 
propose an agent-based architecture where developers can easily reuse components and 
agents within different applications.  An agent is a software component that resides within 
an application and is responsible for one specific task. For instance, a video-agent would be 
responsible for capturing and displaying video data and a database-agent would act as an 
interface to a database-engine. Numerous agents can and are normally deployed within one 
and the same application. Figure 1 below show some examples of agent-based applications 
(note especially how the same agents are being reused in several different applications). 

To support the dynamic addressing of applications and agents, the Control Bus (CB) [17] 
was chosen. The CB is designed for transmitting messages both within applications and 
between different instances of applications. The control bus is not tied to any specific 
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transport mechanism, but it is designed to be used together with any underlying reliable 
transport protocol. 

 

Figure 1, Some of the mStar applications and their agents. Note that the same agents are reused in 
different applications. 

The format of the CB messages is based on the message formats presented in [8] and [9]. 
Each message is completely text-based and a message consists of four sections: 

1. The “from” section, which identifies the sender uniquely. The address field consists of 
four parts: Host / CB-ID / Agent-type / Instance. 

2. The “to” section, which identifies the destination of the message. The address format is 
the same as that for the “from” section, with the exception that any part can be replaced 
with a wildcard. This allows a simple and dynamic addressing of messages through 
which a message can be directed to a single agent, all the applications within a session 
or a group of agents independently of which application they reside in. 

3. The message ID section, which together with the “from” section forms a unique 
identifier within the session. This section consists of a sequence number that is 
increased for each transmitted message. 

4. The message section, which contains the message itself.  

The traffic on the CB can be both one-way and two-way, i.e. messages can be of the 
information-type, where an agent is announcing something and is not expecting any 
response, or it can be a request for more information, where the requesting agent is 
expecting a response.  

To simplify the protocol only text-based arguments and values are allowed. If a specific 
application needs another type, then that application has to take care of the conversion to 
and from a text representation. The use of a simple and pure textual message format makes 
it easier to create a platform-independent messaging system and to integrate the control bus 
into existing applications. As the target of the present work is to create a framework that 
will support developers in the process of creating new distributed applications, the choice 
of using a text-based protocol also makes it easier for developers to debug their applications 
and make them more stable. 

Of course, there is a cost involved in using text-based messages, in terms of both processing 
and the amount of bandwidth used, but remember that the focus here is to support the 
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transportation of small information reports and occasional control messages. Therefore, it is 
argued that the overhead involved in converting the messages between application-specific 
formats and their corresponding textual CB representation can be neglected. For an 
evaluation of the amount of bandwidth needed for control and management, see Section 2.4 
below. 

2.2.1 Resource Discovery and Messaging 
Until now, we have discussed how to obtain information from applications/agents and how 
to address messages. We now continue by discussing the resource discovery and the actual  
basic messages needed in the framework. There are two aspects of resource discovery, 
namely finding the actual agents to control and finding out what control messages they 
support. 

An important aspect is to be able to find which agents are available within a certain group. 
Administrators should not have to keep track of which users use which applications and 
when. This process is supported by the “alive” message, which requests all agents to return 
a short answer if they exist, and the info-request description message for retrieving a textual 
description of the agent. This allows the administrator to build a list of currently active 
agents dynamically. 

 

 

 

 

 

 

 

Figure 2, Examples of  CB messages. Top: resource discovery. Middle: information request. Bottom: 
invoking methods in several agents (note that no answer or acknowledgment is sent, as the underlying 
mechanism is expected to be reliable). 

In contrast to SNMP, we propose that every controllable agent should be able to supply 
information about which variables are controllable in that particular agent. This leads to a 
dynamic environment where every agent can evolve and be supported further with new 
control functionality as needed. The alternative would be to define all the controllable 
variables and accessible methods in definition documents and very rarely change these. We 
argue that this creates a stale environment that makes excessive demands on the design 
phase, instead of allowing developers to extend the interface as needed and promoting an 
evolving environment. This discovery process is supported by the info-request describe-all 
message, which requests a summary of all the supported commands. Each command can be 
either write-enabled, read-enabled or both. The framework does not separate commands 
from getting or setting values of variables in an agent. A command invocation is modeled 
as a set (with or without arguments). 

130.240.194.245/2345/mManager/45663 */2345/net/* 7 Alive 
130.240.64.42/2345/net/33664 130.240.194.245/2345/mManager/45663 73 OK 7 Alive 
130.240.64.54/2345/net/883243 130.240.194.245/2345/mManager/45663 22 OK 7 Alive 
130.240.64.97/2345/net/43526 130.240.194.245/2345/mManager/45663 983 OK 7 Alive 
 
130.240.194.245/2345/mManager/45663 130.240.64.42/2345/net/33664 8 
                                                                                                    info-request describe short 
130.240.64.42/2345/net/33664 130.240.194.245/2345/mManager/45663 74 
                                                                                         info-reply 8 mStar network agent 
 
130.240.194.245/2345/mManager/45663 */2345/audio/* 9 set-request size-ms 40 
130.240.194.245/2345/mManager/45663 */2345/video/* 10 set-request ftp 15 
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Finally, the control and management framework must contain messages for actually 
invoking the “get” and “set” methods and these are called the get-request and set-request.  

Figure 2 above shows a number of examples of messages with the corresponding control 
bus headers. Using these basic messages, more information about the agent of interest and 
the methods that it supports can easily be found. 

2.3 Automatic Response Control Filters 
It is not always the case that a human being can be available to monitor the activity within 
an organization. To target this problem, the framework contains the functionality to set up 
so-called automatic control response filters. These filters can be set to respond to special 
conditions within an installation with predefined actions. For instance, if a user suddenly 
starts transmitting video with a bandwidth above a specific level, a control message is sent 
to that application to lower the allowed bandwidth. These filters can also be set to trigger 
external programs, which allows easy extension of the control framework with installation-
specific applications. 

2.4 Bandwidth Usage 
Table 1 below presents the number of messages and the bandwidth consumed for 
performing a number of control tasks. Column 1 shows the task being performed, column 2 
the total number of packets transmitted, column 3 the number of bytes consumed without 
counting the underlying transport protocol, and column 4 the number of bytes consumed, 
including the transport protocol, using the reference implementation (see Section 4). 
Additionally, the numbers obtained when using unicast (the top data in each row) and 
multicast, respectively, for transporting the control messages are presented. The packet loss 
and retransmissions are not considered, as that is very specific to the network, situation and 
implementation in question. 

Task Number of Packets Bytes excl. transport Bytes incl. transport 

1 - 

101 

- 

9263 

 

12899 

2 200 

101 

21200 

10300 

28400 

13936 

3 100 

1 

11300 

84 

14900 

120 

Table 1, Number of packets and bytes needed for a number of different control  
tasks using unicast versus multicast in a session with 100 agents. 

Task 1 - Resource discovery: find all the video agents in the session. For the unicast case, it 
is assumed that the resource discovery is carried out manually and, it is therefore not 
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included here. Packets: n+1 Bytes excl.: 63*1 + n*92. The constants are based on the mean 
size of normal messages and n is the number of agents in the session. 

Task 2 - Information retrieval: obtain the current bandwidth setting for video transmission 
from all agents. Packets: (n + n) vs. (n + 1) Bytes excl.: (109*n vs. 80) + n*103. 

Task 3 - Variable modification: set the bandwidth to be used by the video transmitter in 
each agent. Packets: n vs. 1 Bytes excl.: 113*n vs. 84. 

It is hard to compare the amount of bandwidth actually used with that used in other 
systems, as it depends very much on the underlying transport mechanism used. Therefore, 
we limit ourselves to a comparison of the usage of unicast with the usage of multicast, 
which is especially noteworthy. The bandwidth saving by using multicast instead of unicast 
for controlling agents is in task 2 of the ratio 1:2 and in task 3 as high as 1:n. 

2.5 Delay 
Due to the bandwidth control in the framework, where agents calculate a delay before 
sending messages, there is a total delay before a task can be completed. This delay is 
dependent on several different parameters, such as the number of agents in a session 
(fetched from the underlying transport protocol if available, otherwise based on earlier 
‘alive’-tasks), the available bandwidth (which usually depends on the IP-TTL/scope of the 
session) and the average size of the messages being sent, including the packet headers. The 
delay is calculated as shown below: 

delay = (Rand(0,1) * 8 * size * n) / (0.5 * BW(TTL) * 1024) 

Table 2 presents the approximate delay for task 2 and 3 presented above. The network 
transport delay is not included here, as that depends on the network setup and geographical 
conditions. The table shows that the delay becomes long for large sessions with a large 
scope (e.g. about 8 minutes for 10 000 agents in a global session).  

Number of 
agents (n) 

TTL 
1-16 
(ms) 

TTL 
17-64 
(ms) 

TTL 
65-128  

(ms) 

TTL 
129-255 

(ms) 

10 5 15 120 483 

50 25 75 604 2416 

100 50 151 1208 4833 

1000 503 1510 12084 48339 

10000 5035 15106 120849 483398 

Table 2, The delay for agents to send a simultaneous message. 

The reason for the long delay for large sessions is the very restrictive bandwidth allocation 
for global sessions in the current implementation. Note that the exact amount of bandwidth 
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to be used is specific to the implementation and session in question and depends on the 
underlying transport mechanism. For sessions with smaller scopes the delay is acceptable 
and usable even with up to 10 000 agents (5-15 seconds to complete a message transfer). 

2.6 Security and Privacy Issues 
It is important to ensure that all the users who have access to the control and management 
framework are not automatically able to control any other application. This is a privilege 
that should be reserved for authorized users.  

Within the control and management framework this is currently solved using digital 
signatures based on public/secret keys [18]. Public/secret key technology means that each 
key is divided into a public and a secret part, with the convenient feature that the one part 
cannot be calculated from the other. If a user encrypts something with the public part, it can 
only be decrypted using the corresponding secret part. This can be used for digital 
signatures by calculating a digest (a unique digital summary of the data) and then 
encrypting it using the secret key. Anyone who has access to the public key can then 
decrypt the signature and compare the resulting digest with a digest that is calculated 
locally from the data in question. Note that a correct signature can only be generated by 
using the correct secret key. 

A predefined public key is stored in each client application, and when a control message is 
received, the optional accompanying digital signature is verified against the predefined 
public key. If the signature matches, the command is carried through and if it does not, a 
warning message is sent to the group, signaling that there might be a vicious user trying to 
break into the application control scheme. The use of digital signatures allows the messages 
to be sent in plain text, and even if a message and its signature are snooped on in the 
network, the snooper cannot do any harm within the session as he does not have the 
corresponding secret key needed to generate new signatures. 

The predefined public key can be specified in the installation program for automatic 
handling within an organization. An optional “override” public key can also be specified 
and can be used to change the normal operational key if its corresponding secret key has 
been compromised. This “override” key should of course be stored in a secure way and is 
only to be used in very rare cases. 

The same digital signatures can be used for ensuring privacy concerning reports, if needed, 
by encrypting the reported data using the public key. This means that only the users who 
have access to the corresponding secret key can decrypt the report and view its contents. 

3. Usage Scenarios 
This section presents a number of usage scenarios showing what the management and 
control environment can look like and how it is being used.  
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3.1 Session Membership Management 
The mStar environment can be used for lightweight desktop conferencing. It allows any 
user who has access to the application to transmit audio and video within a session. 

Using the control and management framework, administrators can acquire an overview of 
the members of a session and they can control who within the session should be able to 
transmit. This can be controlled in real time on a user-by-user basis. 

3.2 mWeb Configuration Control 
In a large organization in Sweden, where the mStar Web presentation system1 had been 
deployed (with several hundred installations), a problem with the existing environment was 
found during a broadcast in a critical session (due to the organization’s special computer 
setup). The problem was that Web slides could not be displayed on the users’ local 
computers. The software solution was simple and was found quickly, but the problem was 
then how to spread the modified software and the new settings to all the listeners. If the 
control and management framework had been in place at that time it would only had been a 
question of sending out the correct message to all the active instances of the application. 

3.3 Better Perceived Quality of Service using Adaptive Applications 
The framework can be used to control the maximum bandwidth allowed within a session 
when it is noticed that the total utilization of the involved networks rises above a specific 
level. Together with automatic filters, the framework can be used for creating a better 
perceived quality of service environment, where a control process allocates bandwidth to 
the session as needed and regulates applications so they cannot utilize more network 
bandwidth than allowed. Earlier this was only possible using static configurations and 
control by an operator. Now it can be controlled dynamically in real time depending on 
other concurrent sessions. This creates a set of adaptive applications that better utilizes the 
available bandwidth and scales to a larger number of simultaneous users and sessions, as 
over-utilization by a greedy user/application can be prevented. 

Imagine a network setup with four hosts, where host A, B and C are running multimedia 
applications and X is the controller. The total bandwidth is set to 400 Kbps for all sessions 
on the network. Host A belongs to session 1 and hosts B and C belong to session 2. Session 
1 has 25% (max 100 Kbps) of the total bandwidth allocated to it. Initially only host A is 
active and it is transmitting with a bandwidth of 600 Kbps, which is above the allowed 
maximum. The controller receives information about this via the regular reports and 
changes the transmit bandwidth of A to 400 Kbps (as nobody else is currently transmitting, 
A is allocated all the available bandwidth) via a control bus message. Next B and C join the 
network and both start transmitting at the same time. The controller now lowers the 
bandwidth of A to 100 and sets the maximum allowed bandwidth for B and C to 150 Kbps 
each. After a short while the controller notices that host B is only transmitting with a 
bandwidth of 50 Kbps (the user chose only to transmit with this bandwidth) and therefore 

                                                            

1 A system called mWeb for distributing Web-based presentations using IP-multicast [19]. 
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increases the available bandwidth for host C to 250 Kbps. When host A later leaves the 
session, the controller reallocates the bandwidth from session 1 to session 2 and sets the 
maximum allowed bandwidth of C to 350 Kbps (note that host B is still only transmitting 
with a bandwidth of 50 Kbps). 

The framework can easily be used by applications to retrieve information about the 
currently allowed maximum bandwidth when the application starts. Instead of building this 
logic for adaptive applications into the applications themselves, it is possible to control 
more easily in real time what policy should be used at a specific moment and in a specific 
installation. 

3.4 Better Group Awareness 
The mStar environment can be used as an electronic corridor where every user who wants2 
to transmit a low bit-rate video stream from their office can do so. This allows their 
colleagues to peek into their offices and catch a view of what they are currently doing. This 
can be used to see whether the other party is available or not before trying to contact 
him/her. It can also be used to create a better group awareness in a distributed group 
environment, where users who are geographically separated (e.g. working in different 
offices or from their homes) can see if their colleagues are working as well. In the existing 
mStar system every user sends the amount of video that they decide to send themselves, 
regardless of whether anyone is actually viewing the video stream or not. 

Using the control framework, the receiving mStar instance would notify the other party’s 
application when the local user is looking at a particular video stream. When the other, 
remote application is notified, it would increase the amount of bandwidth used for that 
particular video stream. Further, the more users there are who are viewing the same video 
stream, the higher would be the bandwidth allocated to that stream. 

The same concept can of course be used for real-time electronic meetings and lectures, 
where the current number of viewers controls the relative bandwidth of a specific video 
stream. Note that this example differs in its architecture from the earlier one in that it does 
not have any manager process controlling the session, but instead all control is handled 
within the session itself. 

4. Implementation and Future Work 
A reference implementation of the control and management framework has been carried out 
using the Java programming language and is currently deployed in several different 
products and applications that are available on the market. 

                                                            

2 It is outside the scope of this paper to discuss why users would want to send video from 
their offices, but experience has shown that camera shyness can be overcome after the value 
added to a distributed working environment is understood, and when the users realize that 
the purpose is not to enable the boss to monitor the employees, but to support the daily 
teamwork. 
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A graphical front end and an example of a control application called the multicast Manager 
(mManager) have been designed and constructed. mManager allows a user to retrieve 
information about currently running applications and control these applications. For an 
application to be controllable by the mManager it has to contain the control bus software. 

As the whole framework is based on IP-multicast, an mManager can be started on any host 
in the network, and any number of simultaneous instances can be running at the same time. 
This allows flexibility for the administrators, as they will not be bound to any specific 
control station, which is normally the case in large systems. 

The underlying transport protocol for reliable multicast currently being used is SRRTP [4], 
which is an extension of the Real-time Transfer Protocol [16] for reliable transfer of data. It 
is based on the ideas from the SRM framework [20] and its key features are that all the 
members in a session help out with repairs. Heartbeats from senders, together with negative 
acknowledgments, are used to detect and signal packets loss. 

The programmatic interface to the control bus is a simple interface where each agent 
registers which methods it wants to export. The registration includes a textual description of 
what the access method does, how many arguments it takes and which local methods 
should be called when performing get/set requests.  

The security parts discussed earlier are also implemented using the Java standard libraries 
for key management and cryptography. 

4.1 Future Work 
One issue concerning the open user interface is how changes to an active instance of a 
program should be presented to the user, and more precisely which changes it is important 
to notify the user about. For instance, if a controller requests an application to lower the 
bandwidth for its outgoing video stream by 1 Kbps, should this lead to the user being 
notified or not? In this case it depends on the current bandwidth being used. In the current 
implementation of the framework it is left to the application to decide which changes 
should result in the user being notified. 

The security system is still in its infancy and has to be investigated further. Special 
attention has to be paid to the interface to the agent, and the question of how to specify who 
has access to which methods and what information has to be investigated and defined 
further. This is a delicate problem, as programmers want a simple but at the same time 
powerful interface. 

The current automatic response filters are very simple and limited due to the lack of a good 
and simple action specification method. Initial interfaces of interest are SMAP [7] and the 
autonomous agent services of the Java Dynamic Management Kit [21]. Note that the target 
is still to create a Java-independent framework, i.e. one that is not dependent on the Java 
runtime environment.  

With the framework in place it would also be interesting to pursue the issue of software 
updates by distributing software components using IP-multicast for dynamic on-demand 
update of software and permanent changes to software installations. 



 
Paper C - A Framework for Management and Control of Distributed Applications using Agents and IP-multicast 

 91

5. Conclusions and Summary 
In the introduction we specified a number of requirements that the framework has to 
support. This section evaluates how these requirements have been addressed in the 
framework design. 

• The framework has to support large groups of applications, both for reporting and 
control. This has been addressed by using IP-multicast for both control and reporting. 
Moreover, the delay between messages is dynamically calculated on the basis of the 
current number of members in a session and the currently available bandwidth. 

• The framework has to support the efficient control of groups of applications without 
the need to send control messages to each application explicitly. The control bus 
allows single messages to be addressed to more than one application/agent. 

• The framework has to protect users from unauthorized control of their applications. 
This has been addressed by including support for asymmetric cryptography and digital 
signatures. 

• The framework has to allow developers to insert control access points in their software 
easily. This has only been addressed from the perspective of Java, for which a simple 
but powerful API has been defined. 

• The framework should be as independent of the underlying software and transport 
technology as possible. The whole framework is independent of the underlying 
transport mechanism, but requires IP-multicast for scalability. 

• The framework should allow scalable resource discovery concerning both the 
available control objects and the controllable variables and methods in these objects. 
This has been addressed by allowing controllable agents to announce themselves and 
provide information about available control points. 

This paper presents a framework for the control and management of software applications. 
It allows applications to distribute messages in a scalable way, with regard to both the 
number of applications currently running and the available control bandwidth. This is 
achieved using IP-multicast, a messaging platform called the Control Bus (CB) and a 
reliable multicast protocol (SRRTP). Note that the whole framework is designed without 
any special requirements from the underlying transport mechanism, as long as it is 
transport-reliable and uses IP-multicast (unicast can be used but the framework becomes 
much less scalable then). 

The novel usage of IP-multicast for management and control creates a mobile and scalable 
framework that can be used for a number of different applications. We have presented an 
evaluation of the bandwidth usage and the total delay for performing control tasks. 

To utilize the control and management framework and administrate running applications, a 
program called the multicast Manager (mManager) has been developed. The mManager 
gives the administrator an overview of the currently running applications and their agents. 
It also allows administrators to control these applications. 

We have presented how the framework can be used for creating better group awareness in a 
distributed real-time environment. Further, it has been demonstrated how the environment 
can be used to create a better perceived Quality-of-Service environment for distributed 
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media applications where bandwidth is dynamically allocated between active sessions and 
the total amount of used bandwidth is controlled automatically by a control process. These 
different usage scenarios show that the framework is flexible and can be used for a number 
of different applications.  

The framework is currently being evaluated in the industry, so it is too early to draw any 
final conclusions about its practical usability. However, initial tests show that it works and 
is powerful enough to be used in real applications deployed in the industry (note that the 
CB and the SRRTP have both been used on a large scale earlier in other contexts and 
applications for several years and should therefore be considered as stable). 

The work presented in this paper is based on requests from both academia and industry. We 
believe that this framework simplifies the administration and control of large groups of 
distributed applications and real-time multimedia sessions. 
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ABSTRACT 

The mStar environment features an agent-based architecture, implemented in Java, which 
preserves compatibility with the MBone paradigm for IP-multicast. In particular, mStar 
supports developers in creating distributed, real-time multimedia software applications such 
as e-meetings. 

1. Introduction 
Distributed real-time multimedia applications on the Internet permit users to cooperate in 
new and more interesting ways in collaborative teamwork and net-based learning. Missing 
from these existing applications, however, is an integrated software toolkit that would 
support the creation of multi-user applications for real-time audio and video. Separate 
MBone components do exist for this purpose, but the lack of a uniform interface can 
confuse users and hinder reuse. 

The Java-based shared software environment of mStar provides an integrated solution for 
generating, presenting, storing, and editing media in collaborative applications. It uses IP-
multicast to enable the scalable distribution of real-time media and data among many 
simultaneous users. The powerful agent architecture that underlies the mStar environment 
simplifies the creation of new applications and encourages reuse [1]. mStar enhances both 
net-based learning (distance education) and collaborative teamwork by presenting a 
uniform user interface for real-time audio and video, a shared whiteboard, chat, voting, and 
distributed Web-based presentations. The system also supports on-demand recording and 
session playback. 

Although the immediate focus of this article is the mStar environment, several distributed 
applications, created using mStar, are currently being used by both academia and industry. 
The success of these applications prompted us to found Marratech AB1, which offers 
mStar-based products for IP-multicast and desktop-based conferencing, and pursues 
ongoing R&D based on the mStar environment, as well. 

                                                            

1 http://www.marratech.com/ 
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1.1 Related Work on Collaborative Environments 
JETS [2] and Habanero [3] are two of the best-known Java-based collaborative 
environments on the Internet. In a JETS collaboration session, multiple users of any Java-
enabled Web browser share, in real time, specialized applications in the form of Java 
applets. NCSA Habanero is a groupware application and toolkit that let developers 
transform single-user applications into multi-user applications. Neither JETS nor Habanero 
supports real-time Internet audio and video communication, or scalable communication 
using IP-multicast. 

The informally named MBone tool suite is a group of IP-multicast-based media 
applications [4-5]. The suite includes VIC for video, VAT, RAT, and FPhone for audio, 
WB for the whiteboard, and NTE for organized text communication. Used together, these 
separate tools create a “scattered” environment for distributed teamwork and net-based 
learning. The advantage of creating a software environment from separate tools is that users 
can easily incorporate new media or tools. Disadvantages are that the separately created 
tools lack a uniform user interface, and their separate designs complicate reuse. 

Roseman and Greenberg’s [6] work on the GroupKit software environment focuses on 
creating distributed Tcl-based applications. Although they set out to create a complete 
software environment, the researchers later focused on groupware widgets, metaphors for 
session management, and programming abstractions for distributed applications. GroupKit 
is impressive, but lacks support for real-time audio or video. 

2. Requirements 
Scalability and decentralized control were basic design requirements for mStar. Totally 
distributed applications do not rely on central servers, and they have no client-server 
interaction. To serve these needs, we chose IP-multicast for media and data distribution. 

2.1 IP-multicast Communication 
Traditionally, applications have used unicast to distribute multimedia data to users across 
the Internet. Each multimedia application either sends one identical, redundant copy to 
every receiver or pushes the problem into the network using a reflector, which duplicates 
streams to every registered receiver. When the path between the sender and the receivers 
shares common network links, redundant data crosses the network. This redundancy 
problem is further amplified in a symmetric environment in which every session member 
transmits data. 

As Figure 1 shows, on the other hand, IP-multicast’s power is in copying data only where 
needed in the network. One drawback of IP-multicast is that it requires network router 
support. Service providers do not routinely enable IP-multicast in routers, because the 
router implementations are unstable and the underlying multicast routing protocols cannot 
yet scale globally. 

A fundamental problem with today’s multicast routing protocols is that routers require an 
extra state for every active sender in a session. Therefore, multicast’s increasing popularity 
means that routers will require more memory and processing power. The IETF is 
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addressing this problem. However, in spite of the deployment problems, IP-multicast 
conserves significant network bandwidth when compared with point-to-point transmission 
of media data. 

 

Figure 1, (a) Unicast media distribution versus (b) multicast distribution. In (a), a single (duplicate) 
stream is sent from the sender to every receiver, while in (b) a single stream is sent and duplicated in 
the network where needed. 

We addressed the deployment problem in mStar via mTunnel [7], which makes it possible 
for end users of links that are not IP-multicast-enabled to connect to a multicast-capable 
domain as simply as possible. mTunnel operates at the application level and is transparent 
to the underlying multicast routing protocols. mTunnel permits modification of the real-
time media flow depending on the media type, via frame dropping or media type 
conversion, for example. The mTunnel encapsulation protocol also uses novel header and 
data compression techniques to save bandwidth - up to 15 percent for standard MBone 
media flows. 

IP-multicast traffic uses the best-effort user datagram protocol, which can cause packet 
loss. This can be a problem when reliable transfer is required, as is the case with a 
whiteboard application. We solved this problem in mStar by designing the scalable reliable 
real-time transfer protocol (SRRTP), which is based on scalable, reliable framework 
principles [8-9]. 

The MBone tool suite, as described in Section 1.1, has become a de facto standard for IP-
multicast media distribution. Many of the IETF standard recommendations concerning IP-
multicast are based on the MBone suite; therefore, we have built the mStar design upon this 
work, insofar as was possible. Because IP-multicast is still fairly new, however, the 
standards cover only basic, unreliable audio and video transport, session management, and 
session setup. Simple messaging, reliable multicast, and shared whiteboard applications are 
not yet standardized. 

2.2 Real-time Data Communication 
The primary protocol for sending media data over the Internet with IP-multicast is the real-
time transfer protocol (RTP) [10]. RTP functions include loss detection for quality 
estimation and rate adaptation, data sequencing, media synchronization, source 
identification, and basic membership handling. RTP operates on any kind of network and is 



 
Paper D - mSTAR: Enabling Collaborative Applications on the Internet 

 100

completely self-contained. Because it does not depend on information in the network 
architecture’s lower levels, RTP permits media traffic modification without notification of 
either the sender or the recipients. As RTP is an IETF recommendation and the de facto 
standard for media distribution, mStar supports it. 

3. mStar Agent Architecture 
We designed the mStar environment as an agent architecture. In mStar, an agent is a 
software component that resides within an application and is responsible for specific tasks. 
An agent can have a graphical interface, although that is not a requirement. Figure 2 shows 
agents running within Marratech Pro, a desktop-based e-meeting application that lets users 
interact in real time using different media. Media examples include real-time live audio and 
video, shared Web pages, a distributed whiteboard, and chat. The application also allows 
generic recording and playback of real-time media. 

 

Figure 2, A screenshot example of Marratech Pro, an e-meetings application built with the mStar 
environment. The participants can be geographically dispersed. “Meetings” are arranged in several 
ways: sessions can be broadcast on a predefined multicast address; a session description file can be 
uploaded to a Web server or e-mailed to expected participants; or participants can be invited via a 
session initiation protocol.  
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We used an agent architecture because it simplifies the reuse of self-contained parts in other 
applications, such as the important network agent (common to all the network-aware mStar-
based applications) or the simpler chat agent. The architecture also lets agents communicate 
with and directly control explicit parts of applications [9]. 

mStar also features a special group of agents, called mediators. These agents translate 
between internal messages (formatted in a common control bus language that all the mStar 
agents use to communicate with each other, which we will explain later) and external 
messages specific to the application or module to which the agent interfaces. For example, 
the Web agent controls external browsers while internally providing a uniform interface. 
This allows other agents within an application to control external Web browsers without 
having to know which browser it is or how it is controlled. 

3.1 Inter-agent Message Communication 
Agents communicate in mStar via the control bus, which is designed for simple, self-
contained messaging. Self-contained messages contain all the information needed during 
agent exchanges; and messages should not depend on underlying data referencing or on a 
predefined interface, which is the case with, for example, JavaBeans and CORBA. mStar 
agents use the control bus to transmit messages both within applications and between 
different instances of applications. The control bus can be used on any underlying reliable 
transport protocol. Moreover, agent developers can choose to use either the mStar control 
bus or a protocol of their own, as we did with the mStar whiteboard application [9]. 

3.2 Agent and Network Communication 
The mStar environment allows developers to readily create new connections between the 
network and an application agent. Although the underlying network protocols are not 
connection-oriented, we use the term connection as a programming metaphor inside the 
environment.  

After its creation, the connection is used to exchange data and control information with the 
network. Data received from the network is stored internally within the application in its 
original form with RTP headers, but parsed into a more usable data structure. In keeping 
with the Application-Level Framing (ALF) paradigm, network protocol details are not 
hidden from the receiving agent [11]. With ALF, data handlers are involved in the network 
process, because they can best decide how to handle data affected by packet loss or network 
jitter. 

Application agents open a network connection by registering with the network agent and 
providing an appropriate network address and port. Network data is queued for later 
handling, which allows agents in multithreaded applications to handle incoming data at 
their own pace, while letting the current network thread continue receiving data. 

When the agent opens the connection, it also requests a quality-of-service level. Developers 
can specify reliable or unreliable transport. A third level - differentiated quality of service 
via RSVP [12] - is currently being added to the environment in collaboration with the 
authors. With unreliable transport, data is packaged into RTP packets and sent over the 
physical network. For reliable transport, the mStar network agent can use any reliable 
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transport mechanism available. The latter means that the application agent developer should 
not take for granted which protocol will actually be used at runtime. The developer should 
instead see the connection as a reliable transport mechanism where the data will be 
delivered to a number of receivers. 

The Internet protocol only ensures that data being sent will arrive at its destination. The 
data might be out of order, due to packet reordering or retransmission, but out-of-order 
problems are not resolved at the network level. The handling agent must resolve them, if 
possible or necessary. Agents that must receive in-order data can use a software utility that 
filters the queue.  

mStar agents divide their outgoing data into appropriate data chunks to preserve the ALF 
paradigm. The network agent adds the correct data header - typically a 12-byte RTP header 
- to outgoing packets. To minimize the number of copy operations at the application level, 
the agent provides the network with a data buffer that can accommodate the appropriate 
protocol header. If this extra space is not available, mStar allocates a new buffer that leads 
to a performance penalty, which we will describe later.  

This division between applications and network access code functionalities enables the fast 
deployment of network code modifications without modification of other applications using 
mStar. The separation also permits the underlying IP transport mechanism to change 
transparently between unicast and multicast, for instance, as needed. Moreover, with 
unicast, the separation allows data to be transported reliably via TCP instead of SRRTP; 
SRRTP is optimized for reliable transport between a group of members, whereas TCP is 
better optimized for point-to-point traffic. 

As IP-multicast is not available everywhere, it is important that end-user applications 
should dynamically adapt, via a reflector, between unicast and the more scalable multicast, 
which is preferable, since it saves bandwidth. By introducing a separation between 
application agents and the network agent, as is accomplished with mStar, an application can 
dynamically switch between these data distribution paradigms. This in turn makes the 
application more adaptable to existing network conditions. 

4. Bandwidth Management 
Bandwidth management is essential, though not easy to achieve, in a distributed-
multimedia software environment, as there are many simultaneously active media senders. 
Distributed-media applications must adapt to different network environments and different 
amounts of available bandwidth. Many existing IP-multicast-based applications base their 
bandwidth usage on the network scope; for example, media streams aimed at a local 
organization can use more bandwidth than a media stream transmitted to an entire 
continent. 

Designers of a reusable bandwidth management mechanism must balance code reusability 
and application control. The more the mechanism is tied into the application, the better 
bandwidth control it maintains, although this complicates reuse in new applications. 

The mStar environment balances bandwidth management with a bandwidth manager agent, 
which controls agents and determines how available bandwidth should be utilized. 
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As Figure 3 shows, the bandwidth manager fetches policy information at initialization. This 
information can be predefined for a specific application and medium, or it can be gathered 
depending on the information in the session description file [13] for the current session. The 
bandwidth manager monitors the data being sent and the bandwidth used, and notifies 
agents if bandwidth allocations must change. 

   

Figure 3, The bandwidth management process: (1) On initialization, the bandwidth manager fetches 
bandwidth policy information. (2) Agents start to transmit. (3) The bandwidth manager monitors the 
amount of data that agents are transmitting. (4) At the same time, the manager monitors the 
bandwidth used by other senders in the session. (5) If necessary, the bandwidth manager notifies the 
agents to modify their notion of allowed bandwidth. 

Notifying agents of different bandwidth allocations might result in different behaviors from 
agent to agent. For example, if the new allowed bandwidth is less than the amount 
requested by a user, the video sender agent would set its target bandwidth to the allowed 
bandwidth. Alternatively, if the allowed bandwidth is greater than the amount requested, 
the agent sets the target bandwidth to the requested level. To avoid agent starvation, the 
value of the allowed bandwidth is never accepted by the bandwidth management agent 
below a certain threshold. These steps are repeated regularly to let the application adapt to 
the session. 

 

Figure 4, Different policy scenarios. Case A: one media, local user; Case B: one media, all users; 
Case C: all media, local user; and Case D: all media, all users. 

As Figure 4 shows, the bandwidth policy might span numerous scenarios in a session: 

• Case A: one media, local user (local scope). The bandwidth manager fulfills the user-
requested static bandwidth. 
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• Case B: one media, all users (session scope). The bandwidth manager maintains a 
constant media bandwidth, but adapts the local target bandwidth to serve other senders 
and tries to maintain a constant bandwidth usage for that specific media. 

• Case C: all media, local user. The bandwidth manager sets the total available 
bandwidth to span all media for the local user. The resulting policy keeps the local total 
target bandwidth constant over all media (that is, bandwidth information about other 
senders will be ignored). 

• Case D: all media, all users. Although basically the same as scenario C, the bandwidth 
manager here adapts the target bandwidth to satisfy all the senders in the session. 

The bandwidth policy information can be further controlled remotely via the mManager 
framework [9]. 

mStar’s bandwidth management architecture enables agents to monitor many other 
parameters besides utilized bandwidth, including reported packet loss and propagation 
jitter. In our current implementation, however, this information is not used to calculate the 
target bandwidth. 

5. Mobile Device Support 
Increasingly, collaboration today is taking place away from the office, which accounts for 
the growing popularity of mobile devices—pocket PCs or palmtop PCs like 3Com’s 
PalmPilot. The mStar environment, via its runtime library, enables developers to 
transparently move client applications to the limited platform of mobile devices. The 
devices’ network access capacity is of particular concern to the bandwidth manager 
because, although some handheld devices support high-speed connection such as Ethernet 
or high-speed wireless LAN, the devices’ CPU power prevents them from sending and 
receiving at full speed. 

 

Figure 5, The media gateway: (a) media scaling to accommodate a small handheld device; (b) 
internal architecture of the media gateway. 

Scalability requires that software applications should adapt to different runtime platforms 
and operating systems, and to varying resources: memory, computing power, screen size, 
and screen color depth, for example. These requirements are more acute with handheld 
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devices, because the devices’ limited capabilities require modifications of real-time data 
before the receiving devices can display it.  

Figure 5 above shows our solution, in which a media gateway (proxy) transcodes – 
modifies - the data as closely to the final recipient as possible. The transcoding takes place 
on either the network level or the media level, depending on the application type. 

5.1 Network Level 
At this level, a media gateway built using mStar modifies the traffic flow independently of 
the media being transported. The media gateway also acts as a gateway between multicast 
and unicast. Multicast is typically not supported by handheld devices or the dial-up 
connection that they use to access the Internet.  

Most real-time applications handle packet loss, which typically results from unreliable UDP 
data, in media flows. Similarly, a sending device drops packets if network congestion 
occurs, as the sender does not immediately have to adapt its transmission rate. High-speed 
flows can be transported over low-bandwidth links without involving the original sender. 

A special problem occurs with the TCP/IP stack on the PalmPilot, which handles TCP-only 
traffic, with built-in data retransmission. This situation puts extra constraints on the 
transcoder to transmit exactly the right amount of data to the handheld device. Many 
applications require a pull-architecture, in which devices fetch data on an as-needed basis. 
The amount of transmitted data also depends on the device’s user interface. Unlike PCs, the 
limited screen resolution of handheld devices typically prevents the simultaneous display of 
different media interfaces. 

The overhead of using IP, UDP, and RTP is significant, so mStar resolves both RTP and 
real-time transfer control protocol (RTCP) issues via the control bus. More typically, 
however, developers handle specific RTP and RTCP issues in the gateway, not in the 
handheld device. As the agent metaphor lets agents communicate independently of the 
application which they are running in, the media gateway architecture can be used both 
within and between applications. 

5.2 Media Level 
Because real-time media, such as video, cannot be displayed on handheld devices in their 
original form, data transcoding is performed at the media level, a step above the network 
level. Real-time video is typically converted into a lower resolution (grayscale) or lower 
color depth. With enough CPU power available, the device could make the conversion; 
typically, however, a media transcoder does the decoding and re-encoding of the video flow 
for device display. Other real-time media types are handled similarly. 

6. Example: Mobile e-Meetings 
The mStar environment is ideally suited to applications, notably e-meetings, that can be 
conducted with handheld devices such as the mPocketPro prototype, which we are 
developing. mPocketPro permits real-time-audio and full-duplex conferencing, and renders 
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several live video streams coded with ITU H.261, which is the most common video format 
for MBone applications. The underlying hardware is a Casio Cassiopeia E-115, which has a 
color screen resolution of 240 × 320 pixels in 16-bit color. Figure 6 shows the user 
interface. 

        
 (a)                                             (b)                                              (c) 

Figure 6, The mPocketPro prototype user interface. (a) Corridor mode showing several active video 
streams; (b) full video mode showing one video stream with bandwidth adaptation turned off; and (c) 
full video mode with bandwidth adaptation turned on. 

6.1 Access Modes 
The mPocketPro runs in both the direct network mode and the media gateway access mode. 
In the direct network mode, the device connects directly to the Internet, receiving and 
transmitting media streams directly. The application receives all data but filters out parts of 
the stream that it cannot handle. For example, the mPocketPro receives and displays a 
maximum of 100 to 150 Kbps of video before it depletes its CPU resources and starts 
dropping parts of the video stream. In contrast, a 700-MHz Pentium III running Windows 
2000 can easily display several Mbps of video. An application that receives too much video 
will display block artifacts, as Figures 6b and 6c show. 

The video codec design lets mPocketPro display video, which allows parts of the stream to 
be decoded in spite of the fact that the whole stream is not being received. Most existing 
codecs lack this quality. If mPocketPro receives too much video, of course, its ability to 
handle other real-time media is diminished; i.e. the more important medium – audio – will 
suffer quality loss. 

In the gateway access mode, mPocketPro receives modified media streams transcoded by a 
media gateway, instead of receiving media streams directly as Figure 5a showed. The 
multicast GateWay (mGW), which runs on a more powerful server computer, scales the 
media streams to the bandwidth requested by the mPocketPro application. The scaling is 
achieved by recoding the active streams into a lower bandwidth and/or a lower frame rate. 
The mGW decodes all the active video streams (just as the mPocketPro would do in the 
direct network access mode) and re-encodes each stream. The disadvantage, of course, is 
the optionally reduced image quality and the lowered frame rate of the displayed video. 
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6.2 Benefits 
The mPocketPro and the mGW designs are based on the mStar agent architecture and so 
communicate with each other using the common control bus. Because the device and the 
gateway need not know where they run in the network or in which application they operate, 
the mPocketPro can be readily embedded into a larger application without changes to its 
gateway communication.  

An additional benefit of the media gateway access mode is that the client can request that 
the server should recode active media streams differently depending on the user. For 
instance, when viewing a full-screen video image of one active video stream, the user 
would probably want to receive that stream with a higher bandwidth (and thus a higher 
quality) instead of having a bandwidth evenly allocated to each active stream. The client 
(mPocketPro) would therefore request the gateway to change its encoding allocation 
priorities accordingly. 

The recoding also lets the mPocketPro receive video streams in other codes that can then be 
decoded and re-encoded into H.261. To test this behavior, we integrated an MPEG4 
decoder (using the DivX codec) into the gateway. To handle video streams with resolutions 
too high to display on the mPocketPro, we let users scroll the video images on-screen in 
pan-scan mode. As users scroll, commands are sent to the gateway, which then “scrolls” its 
encoder accordingly, sending only the displayed part of the video to the mPocketPro. This 
“remote scrolling” allows the end user to select parts of a video stream to view. 

7. Future Work 
Work on the distributed-media mStar environment continues, in both academia and 
industry. The current research focus is on extending mStar with generic functionality that is 
essential for a complete media software environment. For example, researchers are 
investigating how to provide a more robust and stable IP-multicast environment, known as 
ubiquitous multicast access. In this environment, the underlying network software should 
adapt to either unicast or multicast, transparently to users. 

Another research area involves the original sender of the media streams (primarily video) in 
the scaling process for adapting to mobile devices. Researchers are determining how to 
require the original sender to transmit the media data divided into several connected 
streams (layers), which would let the receiver choose how many layers to receive 
depending on the available bandwidth. 

Researchers are also evaluating a generic, semantically reliable multicast protocol for use 
by applications that operate on distributed data which can be divided into semantic building 
blocks. Finally, digital video broadcasts combined with Internet conferencing constitute yet 
another research topic. 
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ABSTRACT 

IP-based groupware applications, such as net-based learning environments, rely on robust 
audio transport for efficient communication between users. This paper therefore gives an 
overview and an initial evaluation of how to achieve robust transport of real-time audio 
streams over Internet connections without service guarantees. Due to faulty hardware and 
network congestion, these connections face loss, packet delay and delay variation. Audio 
streams are especially sensitive due to their real-time characteristics, and the end result of 
non-robust transport is degradation of the perceived quality. Packet loss can be repaired 
using receiver-only, sender-initiated or receiver-initiated techniques. Depending on the 
actual network condition, an optimal technique can be selected using adaptive behavior 
together with loss-recovery techniques in the applications. Studies have shown that loss 
rates of up to 20% can be effectively repaired using fairly simple techniques. The paper 
gives initial results from subjectively evaluating audio quality and presents a research 
prototype called mAudio that has been used to experiment with different loss recovery 
techniques. 

Keywords: robustness, audio, mStar, environment. 

1. Introduction 
Internet is a rapidly growing phenomenon from many perspectives, perhaps mostly due to 
the technical momentum created by its development. The first really major use of the 
Internet was for interchange of messages, email, but the large boom in usage coincided with 
the introduction of the World-Wide Web and the sudden instant global access to 
information. The third large step in the development of the Internet will probably be the 
introduction of bandwidth-demanding media transport with real-time characteristics. 

New services include interactive TV, Internet telephony and multi-part conferencing 
solutions, which all have real-time elements like streamed audio and video. These services 
require low delay to allow interactiveness, as well as low loss for intelligibility. This paper 
is focused on how audio transport can be made robust over lossy Internet connections, since 
transport of real-time audio data over the Internet is particularly affected by delay and loss. 

Many modern audio applications therefore include techniques for loss recovery, and a few 
even include adaptive behavior to meet changing network conditions automatically. 
However, loss recovery techniques may instead increase delay and bandwidth usage. Tools 
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should therefore be adaptable to the current requirements of a session in such a way that 
either audio quality or delay is promoted (while keeping bandwidth usage in mind). For 
instance, a playback of a recording would select audio quality over delay, while a live 
conference would select the opposite. 

In particular, audio traffic transported using the Real-time Transport Protocol, RTP, on the 
MBone is well prepared for repair algorithms [1-2]. This is due to the presence of a 
sequence number and a time stamp in the RTP packet header. Several research prototypes 
like VAT, RAT and FreePhone have shown that real-time audio transport can indeed be 
conducted with good results, even under lossy network conditions [3-5]. 

This paper gives an overview of networking related to IP-multicast and RTP. It also 
provides a discussion and comparison of different methods for repairing losses of real-time 
audio data. These methods are either receiver-only methods (where the sender is not 
involved at all), or methods involving cooperation with both the sender and the receiver. 
The latter case can be divided further into sender-initiated or receiver-initiated techniques. 
Observe that many of these methods are not exclusive, and that a combination of these 
techniques is required to achieve the best possible audio quality. The paper ends by 
describing a reference implementation of an adaptive audio tool, mAudio, which has been 
used to evaluate the different recovery techniques described together with a tool for 
subjective audio quality tests. 

1.1 Background 
The Centre for Distance-spanning Technology, CDT, at Luleå University of Technology 
has since its foundation in 1995 been conducting research on net-based learning and 
collaborative teamwork environments. The result is the mStar environment, which is a 
platform for implementing distributed applications based on IP-multicast [6-7]. 

Numerous courses have been given using the mStar environment, spanning from small 
informal graduate courses to fully-fledged undergraduate courses with hundreds of 
participants [8-10]. The environment has also been in extensive use within most of the 
projects conducted at CDT for internal meetings and presentations. 

This extensive use has shown that the most important as well as vulnerable of the different 
real-time media involved is audio, due to the fact that small disturbances can easily render 
the audio stream unintelligible. Video has mostly been used for achieving a sense of 
presence, and the other media are more or less not real-time media (chat, whiteboard), since 
they use a reliable protocol for transport. Efforts have therefore been made to study how to 
achieve the best audio quality during different network conditions. 

An experimental audio tool, mAudio, has been implemented in order to study different 
techniques for repair, for example different adaptive algorithms. 

2. Networking Issues 
While traditional telephony networks are constructed for the optimal transport of real-time 
audio data, the Internet is inherently not designed for this purpose. Data transported using 
traditional telephony services will arrive with little delay variation and low loss. The only 
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service offered over the Internet, best-effort service, gives no guarantees concerning delays 
or delay variation. This means that Internet applications can neither rely on a guaranteed bit 
rate, nor assume an uncongested transport service. Several projects are in progress aiming 
to extend the Internet architecture to support more transport services [11-14]. However, 
such extensions have not yet been widely deployed. In fact, it may take several years before 
service guarantees are globally available on the Internet. In lieu of this, IP-based 
applications with real-time constraints should be constructed with delay, delay variation 
and loss in mind. 

Another issue is scalability, for large sessions have traditionally been relying on special 
replication servers in the network. However, Deering proposed the concept of IP-multicast 
[2], where replication is handled at the network level. This alleviates the scalability 
problems, at least for moderately sized sessions. The IP-multicast backbone is referred to as 
the MBone. The MBone is built with IP routers equipped with software allowing them to 
forward IP packets not only to a single receiver, but also to a group of receivers. These 
loosely coupled sessions offer clear advantages in scalability over replication-based unicast 
services, since the amount of traffic sent over the network and the control needed on the 
sender side are minimized. 

A sender simply sends its data to the group address, without explicit knowledge about who 
is receiving. A receiver joins a group by listening to the group address, and is thereby 
forwarded the traffic by the network. Naturally this level of control is too limited for many 
real-time applications. The application level protocol RTP is therefore used as a protocol 
above UDP. (Note that RTP is not limited to running over UDP only.) RTP also has a 
control protocol built in it, RTCP, which allows the receiver to report back to the sender 
about its networking characteristics. Each packet distributed with RTP has a timestamp and 
a sequence number, which makes it suited to transport of real-time data with error recovery 
in mind. 

There have been several attempts to describe the characteristics of the Internet in general 
and IP-multicast in particular, with parameters like loss, delay and delay variation. Due to 
the heterogeneous nature of the Internet, this has proven to be a hard task. The results are 
therefore not fully consistent, but show common trends regarding IP-multicast traffic [15-
20]. 

Research indicates that most receivers suffer from a loss of up to 5% due to faulty 
hardware1 and light congestion, while a few experience higher degrees of loss due to 
greater network congestion. A reasonable design assumption is that if the number of 
receivers is large, then a packet is likely to be lost at least once by one receiver in the group. 
The relation between bandwidth usage and experienced loss is clear, which needs to be kept 
in mind when constructing adaptive schemes for loss recovery. 

Unless the network is heavily congested, several consecutive losses are unlikely when 
packets are sent out evenly spaced [21]. A uniform distribution is therefore a good 
approximation of losses in networks not suffering from heavy congestion. For more 
                                                            

1 Low packet loss is often a result of faulty hardware, such as a badly connected cable or a damaged 
hub. Minor congestion may also create the same pattern of losses. 
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detailed simulations, a Markov chain would better describe the loss characteristics of a 
network, especially when heavy congestion is involved. 

Lastly, packets that are late due to delays in the network might be dropped by the 
application. The solution is to let the application have a playout buffer that adapts to 
changes in delay and delay variation. This allows interactive applications to suffer from a 
minimal delay for a specified loss rate. Several studies have been conducted to construct 
optimal algorithms for adaptive buffers [22-23]. 

In general, the best way to combat transient losses is to apply techniques for packet repair 
as described in the next chapter, while long-term losses require bandwidth adaptation [24]. 
The latter will be discussed in Chapter four. A possible extension is to support balancing of 
reliability and interactability too (loss tolerance vs. delay) [24]. 

3. Techniques for Repair of Audio Streams 
This section aims to present the different techniques for creating a loss-tolerant audio 
application. Our focus has been on these techniques applied to IP-multicast-based tools, but 
note that the techniques can with equal benefit be applied to IP unicast tools or even regular 
ISDN applications. The simplest techniques are those that do not rely on the sender for 
achieving loss tolerance. These receiver-only techniques are sufficient to cover losses 
induced by faulty hardware and light congestion, which are losses of up to 5%. When 
higher amounts of loss are experienced (typically due to greater network congestion), the 
sender needs to take measures to lower the losses as well. These repairs are either sender-
initiated or receiver-initiated. 

Note that the exact percentage of tolerable losses is very subjective and varies from user to 
user. Also note that more complex repair schemes may increase the delay in the system. 

Manipulated sound clips are used in the subsequent sections to visualize the effect of some 
of the techniques described therein. They are all based on a simple phrase, “Hello World”, 
which is depicted in Figure 1 below. Repaired information is colored gray in the following 
figures. 

 

Figure 1, “Hello World”. 
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3.1 Receiver-only Techniques 
These techniques are prominent when the recovery techniques that involve the sender have 
failed to replace a lost packet.  

3.1.1 Silence Substitution 
This is the simplest loss recovery technique available and involves lost packets being 
replaced by silence. Its simplicity limits its usefulness, as it is only effective up to a loss of 
approximately 1% [25-26]. It may also cause strain, as the clipping effects are quite 
tiresome. 

The packet size affects the effectiveness of this technique. Packets used for audio are 
usually 20, 40, or 60 ms long. A phoneme is about 20ms long and losing a full phoneme 
affects intelligibility. Consequently, one lost packet means that 1 to 3 phonemes are lost. 
For anything but really low losses, silence substitution is therefore a bad technique. Figure 
2 shows silence substitution at a 40% loss and for 20 ms packets. 

 

Figure 2, Silence Substitution. 

However, using an additional technique may improve the use of this technique further. An 
example of this is striping, which is a sender-initiated technique explained later. 

3.1.2 Warping 
The name of this repair technique, warping, hints that the timing is disrupted during 
playout. A lost packet is simply ignored and the next in line is used instead, thus resulting 
in a consumption of the playout buffer when loss occurs. This technique can therefore 
prove meaningless, since the fallback when the playout buffer is consumed is silence 
substitution while the buffer builds up. It has therefore similar characteristics to those of 
silence substitution, but it might complicate the use of advanced adaptive buffers. The 
biggest downside, however, is quite an ugly distortion in the flow of the speech. Figure 3 
shows the “Hello World” clip using warping. 
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Figure 3, Warping. 

3.1.3 Noise Substitution 
The human brain is equipped with the ability to perform subconscious repairs of sound 
distorted with noise. This is used in noise substitution, where white (or gray) noise is used 
instead of silence for repair of losses. It has been shown that this increases the intelligibility 
as well as the perceived quality. 

A common way of deciding what noise amplitude should be used is to track the power of 
the received data, and then base the power of the noise repairs on this. However, this 
includes the use of silence detection on the receiver side. One alternative is for the sender to 
use silence suppression, only sending audio when necessary, or only using silence detection 
to calculate a noise power that is then sent to the receiver out-of-band. 

This technique is slightly better than silence substitution, and therefore gives a higher loss 
tolerance. Note that the selection of the noise waveform is important in that selecting too 
high a noise may actually lessen the subjective gain in audio quality. Figure 4 shows noise 
substitution repairs based on the mean amplitude of previous packets. 

 

Figure 4, Noise Substitution. 

An alternative way would be to add a continuous noise to the signal that would act as 
background noise. The power of the noise would then be calculated on the basis of the loss 
rate and the average power of the real signal. In GSM, the term for this is comfort noise. It 
is also possible to add only the continuous noise when needed, in other words after a certain 
degree of loss, in order to minimize further the disturbance caused by the overlaid noise. 
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3.1.4 Repetition 
A technique introduced by GSM [27] is to use previously received data for repair. In short, 
this involves taking the last packet and repeating it if the current packet is lost. GSM uses 
subsequent repetitions for as long as 320ms, when using a data size of 20ms (or 33 bytes). 
The repeated packet is slowly faded until silence. 

This works quite well, since speech waveforms often exhibit a degree of self-similarity.  
That is, nearby located packets will show similar spectral qualities. As a result, repetition 
works well up to a loss of 5-10%.  

One advantage of repetition is that it is quite simple to implement. The disadvantage is that 
quite ugly reverberation effects can occur if the repetition is overdone. A recommendation 
would be to keep the repetition small, which works well for moderate loss due to faulty 
hardware or low congestion. Using 40 ms packets, a repetition scheme of two subsequent 
repetitions with an amplitude gain shift of 50% each works quite well, while, if using 20 ms 
packets, three repetitions with an amplitude gain shift of 33% are recommended. Figure 5 
shows the repetition of 2 packets with a gain shift of 50%. 

 

Figure 5, Repetition. 

3.1.5 Forward Repetition 
The notion of repairing a lost packet with a subsequent packet is similar to normal 
repetition, but only works for a small number of subsequent losses. 

A combination of normal and forward repetition may be the best solution, especially when 
subsequent losses occur. Using the latter combined technique increases the loss tolerance 
above that of the simple repetition technique. 

3.1.6 Mixing 
Mixing the surrounding packets and applying an amplitude gain shift constitute another 
technique that works well for low losses. This keeps much of the spectral qualities of the 
lost packet, especially if using a packet size of 20 ms or smaller.  

If more than one packet is subsequently lost, the surrounding packets can first be 
amplitude-manipulated. This is carried out in order to find the best balance when mixing 
the two packets, and therefore achieve as accurate a repair as possible. Figure 6 shows 
mixing with distance balancing (where the amplitudes of the two surrounding packets are 
amplified depending on their respective distance to the lost packet). 
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Figure 6, Mixing. 

3.1.7 Interpolation 
This technique is based on studying the spectral qualities of the packets surrounding the 
loss. Goodman et al [28] have studied interpolation limited to preceding data as well as 
surrounding data. This technique may be computationally demanding and does not give 
results that are much better than mixing. 

Note that mixing can be seen as a simple form of interpolation, but more complex 
interpolation techniques use the spectral qualities of the surrounding packets in order to 
achieve a more accurate repair than is possible when mixing. 

3.1.8 Stretching 
A lost packet can also be repaired by stretching the surrounding packets to cover the loss. 
This is computationally demanding, like interpolation, but performs a little better. A 
downside may be spectral effects that are introduced when manipulating the samples, 
similarly to warping. 

3.1.9 State Interpolation 
The GSM speech coder [29] is an example of an encoder that uses linear prediction. This 
makes it possible to interpolate the linear predictor state, and thus achieve a repair based on 
knowledge about the speech encoder. However, this is a complex and very computationally 
demanding process and the much simpler mixing technique achieves similar results. 

3.2 Sender-initiated techniques 
By “sender-initiated” we mean that the sender is the active party in preventing loss. 
Observe that most of these techniques use redundant data, which may not be used at all on 
the receiver side and thus add bandwidth. This may render these techniques useless under 
the condition of network congestion. 

The optimal solution is to combine sender-initiated techniques with bandwidth adaptation 
methods, as described in Chapter four. 
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3.2.1 Striping 
Striping means that data from several packets are interchanged. A single loss therefore 
incurs several small losses instead of one large. An example is the use of a 5-packet striping 
technique using 20 ms packets, where the effect will not be one 20 ms loss, but five 4 ms 
losses. This greatly increases the efficiency of most receiver-only techniques. 

One downside is a computational overhead for moving the data around, but the gain when 
using striping together with, for instance, silence suppression may be greater than using a 
more complex technique like state interpolation. Another downside is increased delay. 
Figure 7 shows striping using a 3-packet striping technique. 

 

 

Figure 7, Striping. 

3.2.2 Interleaving 
Interleaving is very similar to striping, but involves the interchange of whole packets. It is 
therefore not as computationally demanding, but does not give such good results either. 
However, the method is quite effective for small packet sizes (~20 ms), and can have the 
good effect of reducing subsequent losses due to congestion. Assume that we have a 
sequence of packets A…F…, then transmitting them as A-C-B-D… or A-D-B-E-C-F… 
will avoid two subsequent packets being sent immediately after each other. 

The downside is naturally increased delay, but as with striping no extra data is sent, which 
is good for the overall bandwidth consumption. 

3.2.3 Media-independent Forward Error Correction (FEC) 
Recent research has reused the ideas behind algebraic codes designed to detect and correct 
errors in a data stream to generate redundant data to increase the ability to recover from 
loss. Rosenberg et al have proposed parity coding and Reed-Solomon coding for inclusion 
in the RTP payload specification [30]. 

The idea is quite simple: a repair packet is generated from n packets and this repair packet 
can be used together with n-1 packets to regenerate a single lost packet (of the n packets 
sent).  

The biggest advantage of this technique is that is media-independent, but this is also one of 
its biggest disadvantages. In the case of audio data, information about the data can increase 
the usefulness of the FEC coding. However, it is fairly trivial to implement media-



 
Paper E - Robust Audio Transport using mAudio 

 120

independent FEC, given the fact that existing coders can be reused. Another disadvantage is 
that, like all FEC techniques, it increases the bandwidth requirements.  

3.2.4 Media-dependent FEC 
Hardman et al [4] suggest transmitting audio data multiple times, thus being able to use the 
redundancy to repair losses. This technique is very simple, but increases the bandwidth 
requirements like the media-independent FEC. Podolsky et al [31] and Bolot et al [32] have 
also studied this type of FEC.  

Depending on the bandwidth restrictions, several different combinations of main and 
redundant data can be used. For instance, the main encoding can be PCM while the 
redundant data is encoded using GSM to decrease the bandwidth requirement. Another 
example is using GSM in combination with LPC instead. The more synthetic GSM and 
LPC coders are very capable of covering small losses, since they preserve the frequency 
spectra (LPC is considered to contain ~60% of the speech information, while preserving 
most of the frequency spectra). 

Redundant information is usually encoded using a low-bit-rate encoding, since this is fully 
capable of covering small losses. This can also be selected adaptively, to face changing 
network conditions, in such a way that even multiple redundancy can be used if the net 
suffers from high levels of loss due to faulty hardware while being otherwise uncongested. 

The redundant information can be transmitted in several ways. First it can be sent as extra 
packets in the same data stream (or multicast group) as the main encoding. Secondly it can 
be piggybacked onto the same packets as the main encoding, thus decreasing the overhead 
for headers and parsing. Lastly it can be sent in parallel as separate data streams (or 
multicast groups), which enable the receivers to select whether they need the repairs or not. 
The last alternative can be good when facing receivers with inhomogeneous networking 
conditions, where adding redundancy in some cases will increase the congestion greatly. 

One advantage is that the redundant data can either be sent immediately (if not 
piggybacked), or delayed by one to several packets. This allows a sender to trade delay for 
increased loss tolerance (and thus better audio quality). 

Note also that a receiver can select to ignore the redundant data in order to achieve a lower 
delay. This allows a differentiation of the receivers whereby a real-time conversation will 
require low delay, while a recording will emphasize a high loss tolerance. 

3.2.5 Simple Layering 
By sub-sampling the main high-quality audio source, it is possible to achieve layered 
encodings. A simple example of this is using a 32 kHz audio stream, then sub-sampling and 
filtering it to 8, 16 and 24 kHz. The receiver can then select to join the best possible stream 
(multicast group), depending on the current network conditions, or join several streams to 
achieve a higher loss tolerance, with a lower quality stream being upsampled and used for 
repairs. 
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Note that this can be used in combination with FEC in such a way that higher qualities are 
sent directly and lower qualities use the FEC techniques. The receiver can then adapt better 
to networking conditions and select the best use of the available bandwidth. 

3.2.6 Wavelets 
Another form of layering is the use of wavelets, which is a spectral encoding. Wavelets 
make it possible to divide a high quality audio stream into frequency bands. For instance, a 
32 kHz stream can be divided into 0-8, 8-16 and 16-32 kHz subbands. Each subband is then 
transmitted in its own stream (or multicast channel) and the receivers can simply select the 
best possible configuration according to the current networking conditions. The received 
subbands are then added and played back.  

The big disadvantage of using wavelets is that it adds a great deal of delay, and therefore is 
not suitable for interactive applications. It is also quite computationally demanding, even if 
it achieves a good level of compression. 

3.3 Receiver-initiated Techniques 
In order to avoid sending redundant data that is not used anyhow, a basic idea would be to 
let the receivers tell the senders when loss has occurred. This is a good idea, but for obvious 
reasons it is hard to find a useful scenario of usage for this kind of technique. The main 
problems are delay and scalability. 

3.3.1 Reliable Transmission 
One technique for reliable transmission is the use of Scalable Reliable Multicast (SRM) 
techniques [33]. When a receiver detects loss, it will request a repair from the sender. This 
is done after a random time depending on the number of receivers and the distance from the 
receiver. If other receivers lose the same packet, they will suppress their request if they see 
another receiver’s request for that same packet. Any receiver that intercepts a repair request 
may send a repair if available. 

The huge downside to this technique is delay, since the repair can be delayed for a 
relatively long time. As a result, this technique is not suited to interactive applications. 
Moreover, the worst case is when at least one receiver loses each packet, which is possible 
with a large number of receivers. In this case the network bandwidth requirement is 
doubled. Naturally, the retransmitted repairs do not have to be of the same quality as the 
main transmission. 

3.3.2 Semi-reliable Transmission 
The purpose of carrying out semi-reliable transmission is to time-limit the repairs, thus 
trading loss tolerance for less delay. In other words, if a repair has not arrived within the 
time limit, then it is ignored and repaired by other means.  
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However simple, this technique makes it possible to differentiate the receivers in much the 
same way as with the FEC techniques. However, its usefulness is limited, as an FEC 
technique is a simpler technique that achieves much the same effect.  

4. Adaptive Applications 
Due to the varying conditions of the network, applications need to adapt in order to achieve 
the best possible result. Trading delay for loss tolerance, and bandwidth requirement for 
loss tolerance are but two adaptations that can be made automatically. 

Mechanisms for detecting loss due to faulty hardware and congestion are therefore needed. 
These mechanisms should then be used to avoid congestion, yet achieve the best possible 
perceived quality. 

4.1 Network Metrics 
The use of RTP allows the receivers to perform several measurements of the network 
conditions. First, loss rates can be calculated using the sequence number. These can be 
calculated with short-term or long-term loss in mind (due to faulty hardware or congestion), 
as well as in comparison with other streams in order to determine whether the loss is local 
or distant. 

Since audio data is timed, it is also possible to use that timing information in order to 
determine the delay variation. All the necessary metrics are therefore available in order to 
adapt to changing network conditions. 

4.2 Congestion Control 
As described in Chapter three, there are many techniques for adapting to the existing 
bandwidth. No standard protocol for controlling the congestion exists, however, even if 
some are suggested [34-35]. 

A good start is to use a combination of media-dependent FEC and receiver-only techniques, 
together with layered encodings based on multicast group separation. These combinations 
will be able to remedy most cases of loss, where the receivers play a central role for their 
own error tolerance. It is thereby also possible to adapt to the role of the receiver, be it a 
telephony application or a session recorder. 

Several research projects have studied an optimal control mechanism for real-time traffic 
[36-39]. 

4.3 mManager 
The architecture and implementation of a new proposed framework for control and 
management of software applications are presented in [40-41]. The framework allows 
applications to distribute messages in a scalable way, with regard to both the number of 
applications currently running and the available control bandwidth. This is accomplished 
using IP-multicast together with a messaging platform called the Control Bus (CB) and a 



 
Paper E - Robust Audio Transport using mAudio 

 123

reliable multicast protocol (SRRTP). Note that the whole framework is designed without 
any special requirements from the underlying transport mechanism, as long as it is 
transport-reliable and uses IP-multicast (unicast can be used but the framework becomes 
much less scalable then). 

The novel usage of IP-multicast for management and control creates a mobile and scalable 
framework that can be used for a number of different applications, including better service 
for distributed audio applications. 

The management framework can be used within distributed real-time media applications to 
signal out-of-band cues to give better relative service within a session to important media 
senders. For instance, when a user is sending audio, video transmitters within a session 
should lower their targeted bandwidth. Another usage scenario is allocating bandwidth 
between users and sessions depending on the external input. For instance, important 
sessions should have more bandwidth allocated to them than less important sessions. This 
leads to a system where media applications cooperate both within and between sessions 
instead of competing for bandwidth, as is the case in today’s global media sessions. 

5. Subjective Evaluations of Audio Quality 
One way to determine the usefulness of loss recovery techniques is to carry out subjective 
tests of the perceived audio quality. The effect of delay has already been described well, 
and a delay of more than 250 ms is generally considered to affect an interactive application 
negatively.  

For this reason, a test bed has been implemented in order to conduct subjective trials of 
perceived audio quality with different loss recovery techniques at varying loss rates. The 
initial results confirm the results of other subjective tests [4,42]. However, the initial 
evaluations performed by the present authors may not be statistically significant, since too 
few users have been tested so far. 

The technique most commonly used to evaluate audio quality subjectively is to use a full-
quality sample and a degraded sample, and to let the user then rate the degraded sample 
from 1 (equal to the full-quality sample) to 5 (significantly distorted). If you combine this 
with some method for equalizing the variations among the users, then you obtain a fairly 
good measure of the overall perceived quality. The downside is that determining the lower 
end of the scale (in other words what significant distortions are) is a very subjective 
judgement and therefore varies a great deal.  

In our subjective evaluation of audio quality we therefore used three samples instead: a full-
quality sample, a degraded sample and a distorted sample. The user instead grades the 
degraded sample between the full-quality and the distorted sample, and does so by freely 
replaying any of the 3 samples before deciding. This removes the uncertainty of the lower 
level of the former method, and also lessens the need for equalizing the variations among 
the users.  

Each user typically graded 50 degraded samples of speech, which were randomly selected 
and manipulated with loss and recovery methods. The loss rates used were 2, 5, 10, 15, 20, 
30 and 40%. The pilot recovery methods used for this initial evaluation were silence 
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substitution, noise substitution, single redundancy, single repetition and double repetition. 
These were selected as a starting point for evaluation of more advanced schemes. 

The evaluation was conducted by 37 users, of which 65% were male and 85% were used to 
talking on a mobile telephone. Figure 8 shows the user interface of the test application, 
where the user is asked to grade degraded samples subjectively between “good” quality (the 
original full-quality samples) and “bad” quality (the sample distorted with a 40% loss and 
repaired with silence substitution)2. 

The measured perceived quality ranges from 0 to 100, where 0 and 100 are equal to 
“distorted” and “full quality” respectively. An important question is where the level of 
acceptable degradation is located on this scale. This was found to be between a 2 and a 5% 
loss, above which the distortion was clearly disturbing. 

 

Figure 8, Audio Quality Test Application. 

The evaluation confirms that noise substitution is slightly better than plain silence 
substitution, in general. However, many of the users reacted to the noise, regarding it as 
quite disturbing, which may be an effect of the actual noise selected. The noise is based on 
a randomization using a uniform distribution, without any filtering for higher frequencies. 
One conclusion was that either a prerecorded noise or a noise generated with filtering 
should be used for further studies. Another conclusion was that a continuous noise signal 
based on the signal power and loss rate would increase the effect of noise substitution 
further, as the short bursts of noise are quite disturbing. A more uniform presence of noise 
would be preferable. See Figure 9 for a comparison between silence and noise substitution. 

                                                            

2 This corresponds to the Good and Bad buttons in the tool. 
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Figure 9, Silence vs. Noise Substitution. 

Using redundancy increases the loss tolerance greatly as expected, while repetition yielded 
an unexpected result. The double repetition technique was considered slightly worse than 
the single repetition technique. The users stated that they perceived the audio as metallic, 
with ‘tin can’ effects. Figure 10 shows the effect of redundancy together with silence 
substitution and Figure 11 shows single vs. double repetition. 

 

 

 

 

 

 

 

 

 

Figure 10, Redundancy. 

One final conclusion is that the perceived quality for even moderately lossy (around 20%) 
audio streams can be enhanced when using simple techniques like repetition and noise 
substitution together with redundancy. The perceived quality for this combination reaches 
the level of acceptable degradation. 
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Figure 11, Single vs. Double Repetition. 

6. mAudio  
The mAudio application is a VAT/RAT-compatible research application, which has been 
used to evaluate different loss recovery techniques. mAudio has been used as an integrated 
component in the mDesk application for conferencing and net-based learning, and has also 
been used for recoding and traffic concentration in the mTunnel tool [7,43]. It is 
implemented in Java and C for Solaris and Windows. Figure 12 shows an early prototype of 
mAudio for Solaris from 1997. 

 

Figure 12, The mAudio Prototype. 

mAudio uses adaptive playout buffers together with a fairly simple loss recovery algorithm 
(the annex describes the algorithm used as pseudo code for 40 ms packets).  The algorithm 
is based on packet repetition, together with noise substitution. The play-out buffer size is 
adjusted by tracking the sequence number of the RTP packets. This implementation is 
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simple, but quite effective for small losses. More complex techniques, for instance mixing, 
striping and parallel FEC techniques, were also implemented.  

 

Figure 13, mAudio Block Diagram. 

The block diagram of the data paths is also quite simple, and is presented in Figure 13 
above. The device captures audio, which is forwarded to a silence detection algorithm 
(based on the mean amplitude) and to the mixer for loopback. The encoder receives audio 
that is not below the silence detection level, encodes it (currently only GSM and PCM are 
supported) and feeds the transmitter with the encoded audio. The transmitter sends the 
audio data to the network using RTP. The receiver divides the traffic into several streams, 
and puts the data into one adaptive buffer per sender. The mixer requests data from a 
number of byte buffers (again one per sender), which fetch and decode data from the 
adaptive buffer when needed. 

The use of Java proved to be a limitation, however, as the Solaris implementation turned 
out to have severe resource problems with heavy real-time traffic. This resulted in high 
CPU usage (typically 20% on a SUN UltraSparc 170E using JDK 1.1 with green threads), 
together with severe timing problems on smaller SUN workstations (such as the Sparc5). 
The application was therefore kept as simple as possible, to reduce the CPU usage. Recent 
just-in-time compilers with native thread handling have improved the performance 
considerably, basically lowering the CPU consumption by 30% while removing most of the 
timing problems on slower systems. Generally, the play-out is quite robust, while the 
recording is more sensitive. This is due to the fact that the device itself also keeps a play-
out buffer, while the more direct recording often leads to long delays when the machine 
hangs during thread switching. However, these tendencies are shared by the Windows 
platforms, especially Windows 95. A larger play-out buffer can remedy this, but it also 
creates a great deal of additional delay (the Windows Win32 wave device may stall for 500 
ms in rare cases during capture). Using really small clips (20 ms or less) improves the 
smoothness of the capturing under Windows, but this takes more CPU. 

The mAudio prototype has today been developed further to form a building block of the 
commercially available conferencing tool Marratech PRO. Figure 14 shows the mAudio 
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component, integrated with a video component in Marratech3 PRO mVideo, used in a net-
based learning setting at Luleå University of Technology. 

 

Figure 14, Marratech PRO mVideo. 

7. Conclusions 
This paper gives an overview of available techniques for loss recovery for audio streams. It 
shows that fairly good loss tolerance can be achieved using simple techniques. The paper 
also discusses the trade-off between loss tolerance and delay, and emphasizes the fact that 
an application should be implemented in such a way that it adapts to its networking 
conditions and use.  

The initial results of a subjective audio quality evaluation are also presented, together with 
an experimental prototype for audio conferencing. The results confirm research previously 
conducted, which shows that a loss of up to 20% can be tolerated when simple recovery 
techniques are used. Moreover, an algorithm is presented which is used in the mAudio tool 

                                                            

3 Marratech AB is a spin-off company from the Centre for Distance-spanning Technology and was 
founded in 1998 to commercialize the ideas of multicast-based conferencing tools. 
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and which gives a reasonably good loss tolerance under network conditions with faulty 
hardware and light congestion. 

Creating IP-based groupware applications, such as net-based learning environments, that 
are resilient to loss, delay and delay variation is therefore possible.  

7.1 Future Work 
Clearly the work on the subjective audio quality evaluation needs to be expanded to achieve 
greater statistical precision, and additional research is needed on more complicated loss 
recovery techniques like media-dependent FEC. The study also focuses on perceived audio 
quality alone, and thus gives little information about intelligibility. 
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Annex 
Pseudo code for the mAudio repair algorithm for 40 ms packets: 

      int cnt = 0;   // Number of consecutive lost packets 
 
byte[] read() {                                        
    if (received(n)) {    // main or redundant packet 
        decreaseBuffer();        // adaptive buffering 
        cnt=0; 
        return decode(n); 
    } 
    increaseBuffer(); // adaptive buffering 
    cnt++; 
     
    if (cnt == 1) // Repeat with 50% amplitude 
        return amplify(n-1, 0.5); 
 
    if (cnt == 2) // Repeat with 25% amplitude 
        return amplify(n-2, 0.25);  
 
    if (cnt < 10) // Feed noise with correct amplitude 
        return noise(n-cnt); 
 
    return silence; // Feed silence 
} 
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Distributed Education using the mStar Environment1 

Kåre Synnes, Serge Lachapelle, Peter Parnes, Dick Schefström 
Luleå University of Technology / Centre for Distance-spanning Technology 

Department of Computer Science 
SE-971 87 Luleå, Sweden. 

ABSTRACT 

The mStar environment for distributed education utilizes the WWW and IP-multicast to 
enable teacher-student collaboration over large geographic distances. Several educational 
projects, spanning from secondary school courses to in-house training in companies, have 
deployed the mStar environment.  

This paper reports on experiences gained over a year of practice at Luleå University of 
Technology and the Centre for Distance-spanning Technology. The paper presents the 
methodology and technology used, while recognizing usage scenarios such as preparation 
of presentation material, distributed presentations, asynchronous playback of recorded and 
edited material, and virtual meetings for educational support.  

Keywords: distributed education, mStar environment, real time, MBone, WWW. 

1. Introduction 
The WWW community’s striving for content quality has created a quiet revolution in 
education. In fact, a great deal of research carried out in this field has been presented at past 
WWW conferences. The many projects related to the educational uses of the WWW [1-3] 
and virtual classroom environments [4] have exerted a major influence on this revolution. 

The availability of course related information such as lecture notes, extra course material, 
exercises, and course scheduling blended with the WWW’s inherent qualities such as 
hyperlinks and accessibility have added much information to the classical structure of 
courses.  

Although education on the WWW has undeniably been useful and valuable, it has lacked a 
fundamental feature, namely quality video and audio for natural spontaneous interaction. 
WWW-based solutions such as ‘HTML courses’ for ‘electronic-education’ have somewhat 
restricted the exchange of information between students and their teachers. More recent 
technical solutions, such as the use of multimedia in WWW documents, are limited to 
simple playback control, thus leaving no room for spontaneous interactivity. This 
                                                            

1 This is an extended version of a paper presented at the WebNet’98 conference in Orlando, 
Florida. The paper received a “Top Full Paper Award”. 



 
Paper F - Distributed Education using the mStar Environment 

 136

deficiency has prevented broader use of distance education on the WWW, since university 
courses should offer the opportunity for discussions and debate.  

This paper reports on more than a year of research on and actual usage of the mStar 
environment [5-7] in projects aiming to use and demonstrate the full potential of distributed 
multimedia education. It will first present a brief background, then highlight different usage 
scenarios and tools, and finally provide a detailed discussion about experience acquired 
from usage of this new educational environment.  

1.1 Background 
Bringing quality distance education and 
collaboration to the Internet is one of the driving 
forces behind the Centre for Distance-spanning 
Technology [8], CDT, at Luleå University of 
Technology [9]. The University is located in the 
County of Norrbotten (see Figure 1), which 
consists of the northernmost fourth of Sweden 
and covers approximately 160 000 square 
kilometers (62 000 square miles). The population 
is sparse, amounting to about 260 000 people.  

This has meant that many high schools cannot 
gather the critical mass and competence 
necessary to offer the courses and subjects that 
are possible in the more densely populated areas 
of Sweden. By giving WWW-based courses over 
the networks, a sufficient critical mass is 
generated, creating a countywide virtual 
university with breadth and quality that might 
otherwise not be possible. The effects on society 
and the region could be great, as primary and 
secondary schools in the county collaborate with 
the University using this new technology for 
distributed education.  

Furthermore, the funds per student received by Luleå University of Technology are 
continuously decreasing. During the last three years, from 1995 to 1998, we have witnessed 
a decrease in funding of 15%. The resources left available will have to be used more 
efficiently. The normal way to compensate for funding cuts is to create larger student 
groups. An efficient solution to managing these bigger groups of students is to provide a 
more teacher-independent ‘virtual student community’, where students can collaborate in 
solving problems. This may reduce teachers’ workload, which has increased due to bigger 
classes.  

Giving WWW-based courses and creating a virtual student community have been made 
possible thanks to a unique Internet engineering project, IT Norrbotten [10], which has built 
a IP-multicast-enabled high-speed network infrastructure between communities and 
companies in the county. Together with the university campus network (connecting about 

 

Figure 1, The County of Norrbotten. 
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2000 student apartments), this has created an excellent communication framework for 
distributed education.  

Luleå University of Technology has given a number of courses using the mStar 
environment, ranging from graduate courses to fully-fledged undergraduate courses. The 
first course using the technology was about the technology itself, Distributed Networked 
Multimedia [11]. About 110 undergraduate students followed the course, together with an 
additional 30 students from the county. Other undergraduate courses have been given using 
the same methods, such as a course in Object-Oriented Programming [12] with more than 
120 students. All of the graduate courses at CDT [13] have been conducted using the mStar 
environment as well. Therefore, the University has achieved a significant deployment and 
usage of distributed education over the Internet.  

Today many large companies, such as Telia [14] and Ericsson [15], are showing a growing 
interest in the technology as well. Several courses for the companies have been given using 
the technology, and Ericsson’s deployment of the mStar environment is progressing 
rapidly. Giving joint courses might help bridge the gap between local industry and the 
University. At Ericsson Erisoft [16] (which has 560 employees in Norrbotten), many 
workstations are capable of running the mStar environment. mStar is used for courses and 
presentations, as well as traditional meetings, thus reducing the need for travelling between 
the three branches of the company.  

This paper presents the concrete results of a wide deployment of the mStar environment for 
distributed education where secondary schools, the University, local companies and 
communities are all active participants. A large amount of persons have tried the mStar tool 
suite for education by now with varying degrees of satisfaction. We are now only starting to 
see the first social and cultural changes within the schools and companies involved.   

2. mStar Distributed Education Scenarios 
The mStar environment is at present used in a number of education-related scenarios to 
give real-time interactive courses throughout the County of Norrbotten. Presenting these 
scenarios offers a perfect opportunity to acquaint the reader with the context of distributed 
education and to introduce the mStar environment.  

2.1 Preparation of Presentation Material 
The first scenario is that of preparation. It mainly revolves around the preparation of a 
lecture’s content. This step involves the preparation of traditional presentation material 
using HTML (see Figure 2).  
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Figure 2, An example of a slide created with SlideBurster. 

The benefits of HTML for an overhead medium are numerous:  

• Traditional WWW hyperlinks that point to more information can be inserted in the 
slides.  

• Users viewing these slides on their desktop computer can control the document’s 
window size, font sizes and colors through the browser’s preference settings. This can 
greatly help people with viewing disabilities.  

• HTML is a very portable format that is widely supported across numerous platforms 
for both viewing and printing.  

• Sending HTML slides using IP-multicast uses very little network bandwidth in 
comparison with filming the slides.  

With the help of SlideBurster [17], the teacher can divide a single HTML document into a 
number of different slides. The tool automatically creates links to each of the slides and 
creates an outline for the lecture. In addition to creating separate slides, properties such as 
colors, logos and author information can easily be formatted. Once the slides are ready, the 
teacher can publish the slides on the course’s WWW pages before each lecture. In general 
this step helps the students to prepare for lectures, as well as enhances the quality of the 
class material thanks to the many hyperlinks and pictures of related material.  

2.2 Distributed Presentations 
Once the course material ha been prepared, we can now proceed to a scenario involving the 
actual lecture. For this to be possible, the teacher or a class technician must go through a 
certain number of steps.  
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1. To make it possible for students to 
‘tune-in’ to the lecture, the MBone 
[18] session must first be created and 
announced on the WWW. This is 
achieved via the WWW-based 
session directory mSD (multicast 
Session Directory, see Figure 3) 
[5:p.4], and mAnnouncer (multicast 
Announcer) [5:p.4]. 

2. Once the different media sources are 
being transmitted, a tool called 
mVCR (multicast VCR) is used to 
start recording on the mMOD 
(multicast Multimedia on Demand) 
server [5:p.7].  

3. During the lecture, the technician can 
remotely control the positions, 
zooming and focusing of the two 
cameras inside the lecture hall with 
the help of mDirector (multicast 
Director) [5:p.9]. The cameras are 
used together with video grabbers to 
capture the audience and the teacher 
digitally. The audio and video 
streams are sent throughout the 
network using IP-multicast [19].  

 
The students can ‘tune-in’ to the appropriate lecture by pointing their browsers to mSD’s 
WWW page [20]. The main purpose of mSD is to present an interface to all the available 
sessions. From mSD students can launch all the proper tools, such as VIC (Video 
Conferencing Tool, see Figure 4) [21] for video, mAudio (multicast Audio, see Figure 5) 
[5:p.5] for audio, and the other mStar tools.  

 
Figure 3, mSD - multicast Session Directory. 

Figure 4, VIC - Video Conferencing Tool. 
 

Figure 5, mAudio - multicast Audio. 
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This simple step is critical since only limited technical knowledge should be required to 
participate fully in a session. Hence, a lecture is never more than “a few clicks away”.  

The participant is then ‘submersed’ in an environment that takes distance education a step 
further from traditional HTML-based courses. The student is no longer a passive receiver as 
he can interact in real time. Students participating physically in the lecture hall can hear 
questions asked by online participants through the audio system and see the online 
participants through a projection on a wide screen. Naturally, all the other on-line 
participants also hear them. This creates a very symmetric environment for two reasons:  

1. Every participant, including the teacher, has access to the same facilities. Everyone can 
participate equally in the discussion. In our opinion this is a very important feature for 
promoting student participation and debates between class members.  

2. The delivery of all the multimedia content is achieved through IP-multicast, which 
substitutes the traditional client-server structure for a symmetric method of delivering 
multimedia content.  

As the lecture progresses, mWeb [22,5:p.39] is used to synchronize the teacher’s WWW 
browser with all the participants’ browser windows, thus working as a distributor of 
presentation material. This greatly improves the overall ease of use, as well as the lecture’s 
natural flow for the on-line participants. mWeb is an important part of the environment, and 
therefore it is extensively described in Section 3.  

Meanwhile, a participant can interact with the teacher and the other participants by raising 
his hand using mWave (multicast Wave, see Figure 6) [5:p.17 (previously called mW2T)], 
thus imitating the social protocols of a normal classroom. Participants can also use mChat 
(multicast Chat) [5:p.6] and mWhiteBoard (multicast WhiteBoard) [5:p.6 (previously called 
mWB)] to discuss issues with other on-line students without interrupting the lecture or to 
participate in lecture exercises. Interaction can also take the form of voting on different 
issues by using mVote (multicast Vote) [5:p.6]. This gives on-line students possibilities that 
do not exist in a classic classroom environment.  

 
Figure 6, mWave - multicast Wave. 
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Furthermore, the teacher can include a playback of a recorded session in the live lecture, 
which enables reviewing and debating of related recorded material.  

2.3 Asynchronous Playback 
The lectures are recorded using the mVCR application and then edited using mEdit [23]. 
Indexes, i.e. named temporal points in the lecture, can be added by the technician while the 
lecture is taking place or by the teacher afterwards. Adding indexes involves using mIndex 
[24] and mEdit. A teacher can also add comments, modify the flow of events, remove 
sequences such as long pauses and insert previously recorded multimedia content. Adding 
slides, a famous speech by a Nobel prize winner or a clip from a previous lecture can easily 
add a great deal of value to a lecture’s content.  

The WWW interface to the mMOD server allows the reviewing recorded lectures by 
starting playback sessions. Participants can join playbacks currently being run by others or 
start their own playback (see Figure 7). Interaction between the participant and the mMOD 
server is accomplished via an mVCR control-applet started from the mMOD WWW page 
(see Figure 8) [25]. mVCR provides basic VCR-like functions and access to the indexes of 
the lecture. It enables the student to jump quickly to the desired part of the lecture without 
having to fast-forward through the lecture. During the playback, the participants can view 
all the multimedia sources and events that occurred in the original lecture. The flow of the 
slides and the mChat, mWhiteBoard and mVote events are all preserved and played back.  

 
Figure 7, mMOD - multicast Media on Demand.                                             
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Figure 8, mVCR - multicast VCR. 

2.4 Virtual Meetings 
Aside from lectures, using this environment in combination with newsgroups and 
traditional mailing lists can create a ‘virtual student community’, in which students can help 
each other prepare for laboratory sessions and participate in course-related discussions. 
Students are able to cooperate and interact with each other using the previously mentioned 
suite of tools. Helping other students with laboratory work and course questions, or simply 
sharing experiences, add a collaboration dimension to distance-based courses. Creating 
such a community, as described in [4], can be very useful for students and help diminish the 
teacher’s workload.  

It is also possible to have a ‘virtual teacher’s room’ session using audio and video tools. 
This works like a virtual corridor where the students enter and ask questions or discuss 
course-related issues. For distant students it is naturally very important to have a continuous 
contact with the teachers.  

By combining the possibilities offered by available networks, the collection of portable 
tools written in Java, the accessibility and ease of use of the WWW and the benefits of IP-
multicast, we have been able to make these scenarios part of our everyday, real-life 
teaching experiences. We would like to stress that this is a system in real use in real 
teaching environments.  

3. The mWeb Application 
As the distribution of the WWW-based presentation material is very central in the mStar 
environment for distributed education, the following section is devoted to further 
explanation of the mWeb application.  

The mWeb application is a tool for real-time distributed presentations with HTML as its 
presentation medium. The application includes functionality for distribution of HTML-
pages, including in-line data and embedded objects, pre-caching of files to be used within a 
session, on-demand fetching of files, synchronization between browsers, and interfacing of 
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different WWW browsers. mWeb uses the mDesk framework for distribution and control 
[26,5:p.23].  

The problem of adding real-time distribution of HTML to the WWW can be divided into 
two parts, synchronization and distribution. This section discusses the architecture of the 
mWeb application and how these problems have been solved in mWeb.  

3.1 The Architecture 
The mWeb application acts as a gateway between a WWW browser and the MBone (see 
Figure 9), mediating distribution of HTML-pages (see Section 3.2) and ‘display-messages’ 
(see Section 3.3). The application can also run in a so-called lightweight mode, where only 
the URLs to be displayed are multicasted. This is useful in smaller groups, as the delay 
becomes shorter and the network usage does not significantly change.  

Figure 9, The mWeb Architecture. 

The HTML-pages to be displayed during a session can be collected in three ways:  

1. The URLs to be displayed, including the URLs for any inline data, are specified 
manually in a file by the presenter. This file is then used by mWeb for the distribution 
of the data to be presented.  

2. The URLs are collected dynamically during a presentation using a browser that 
supports the Common Client Interface (CCI, currently only supported by the XMosaic 
browser) [27]. This means that whenever the presenter selects a link or changes an 
HTML-page (for instance using the history in the browser), information is sent from 
the browser to the mWeb application.  

3. The URLs are collected dynamically during a presentation using the special mWeb 
WWW-proxy, which sends information about the requested pages to the mWeb 
application. This is achieved by directing the browser to request all the pages through 



 
Paper F - Distributed Education using the mStar Environment 

 144

the proxy, instead of fetching them directly. Unfortunately, this creates problems when 
using HTML frames, as mWeb interprets this as several quick requests (an HTML 
frame-page may consist of several HTML files). To solve this, mWeb tries to guess if 
it is a frames page based on the basis of URLs requested and the time between the 
requests. 

Another way of solving this would be to let mWeb parse each requested HTML-file and 
take proper actions when a frame-page is encountered. However, the overall advantage 
does not justify the overhead of introducing an HTML-parser into the application.  

The last method is the one most commonly used as it is the method (out of the three 
presented) that puts the smallest burden on the presenter before and during a presentation. It 
allows a presenter to distribute the presentation material to the listening group members 
without them even being aware of what is actually being done.  

During the presentation a window containing a list of displayed pages is shown (see Figure 
10). On the presenter’s side the list will contain all the pages, but on the listener’s side only 
the pages that have already been displayed are listed.  

 
Figure 10, mWeb - multicast Web. 

3.2 Distribution of Presentation Material 
The first problem related to distribution of WWW-based presentation material is how to 
distribute WWW pages efficiently to a large group of listeners. The simple solution would 
be to let each receiver fetch the page to be displayed directly from the WWW server. This 
would unfortunately create a substantial burden for the server if the group were large, as all 
the listeners would request the same page at nearly the same moment.  

Instead, the presenter’s mWeb instance fetches the page content to be presented from the 
server and then distributes it to the listeners. The distribution is carried out using the /TMP 
(Tunable Multicast Platform) [5:p.26], which allows reliable transfers using the inherently 
unreliable IP-multicast.  
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3.3 Synchronization of WWW Browsers 
When a presentation is distributed over the MBone and a WWW browser is used for 
presenting the slides, there is a need for synchronization between the WWW browsers 
involved (so that all the browsers involved will display the same page). 

This is solved by sending a display-message to all the members of the group using the CB 
(mDesk Control Bus) [5:p.26]. The CB is an agent-based lightweight architecture for 
simple (but still powerful) messaging within and between CB-aware applications. All the 
CB messages are exchanged using reliable IP-multicast.  

During the session, all the pages that are received are collected in a list. The listener has the 
choice of either automatically displaying a new page or manually clicking on a list entry to 
display a new page. If a listener wants to go back and view an already displayed page, he 
can select the page of interest in the list of received pages and that page will be displayed 
locally. The user can also instruct the local mWeb client to send a display-message to all 
the other listeners, including the presenter. This is useful if the listener wants to make a 
comment or ask a question related to a page that is not currently displayed.  

4. Discussion 
The mStar environment can adapt to many education-based scenarios and is therefore 
especially well suited for distributed education. In this discussion, we shall present our 
observations gathered while using mStar for these scenarios.  

We have noticed that using mStar for a course on its own underlying technology was a very 
good idea. By taking such a course, students often became more technology-oriented, and 
were less hesitant about using a microphone and video camera to interact. The 
undergraduate courses at the University are becoming very popular, perhaps because they 
teach technology using the technology.  

The statistics from our mMOD server logs show that many students prefer to watch lectures 
during evenings, or even late at night. Offering the opportunity to study asynchronously has 
its price in that the lectures are becoming less frequently attended. This might not be 
entirely negative, as courses today are growing in size with sometimes more than 120 
students, and it can be very useful for students having overloaded daytime schedules.  

Using the playback facilities offers another clear advantage: it enables students to take 
breaks, either to read additional related information or to consult the course literature. 
Unfortunately, these students cannot take part in the spontaneous discussions during 
lectures. Having multiple participants active in the playback environment might remedy 
this to a certain extent, but this is clearly an area to be improved.  

Gathering students in groups to listen to the playback of a lecture is also a remedy to the 
latter problem. This social interaction might satisfy a need to discuss the material in a way 
similar to the discussions that take place in an ordinary lecture. It might also compensate 
for the physical isolation caused by sitting alone in front of a desktop computer.  

We have noticed that other social protocols have been established when using the 
environment for presentations and education. The main such protocol consists of the sub-
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discussions that take place using the mChat and mWhiteBoard tools, where a set of 
participants either discuss the presenter’s material or something completely unrelated. This 
kind of discussion and sharing of information enhances the learning experience, in contrast 
to when students attend a lecture physically where side conversation in the audience is not 
normally allowed.  

By encouraging the use of different means of communicating electronically, such as email 
or WWW-based discussion media, we have found that students tend to help each other. 
This form of social clustering, a small community in itself, is most interesting. Not all the 
students choose to take part, but since a large number do take part, this clustering lessens 
the traditional burden of the teacher. Students with additional knowledge also have the 
opportunity to share it with the rest of the class and the teacher. The fact that students are 
able to share this knowledge with the group is an enormous advantage over more traditional 
teaching, where students seem to rarely form groups with more than five members.  

An additional observation made using the mStar environment for lectures is that lectures 
tend to become more static than traditional (i.e. non-electronic) lectures. Experienced 
teachers are most often those who can improvise and dynamically alter the course of a 
lecture. These teachers usually do not need to prepare overhead material, as their lectures 
often take the shape of a normal conversation. With mStar, teachers are easily ‘caught’ in 
the flow of their pre-made electronic material. It is therefore very important to continue to 
allow the teacher to improvise, perhaps by adding links to in-depth material from the 
original presentations and making use of an electronic whiteboard or sketch board.  

Furthermore, a technician is needed to achieve the best transmission quality for the lectures. 
The technician controls audio levels, the camera focus and positions, and the recording and 
lighting in the lecture hall. This means that two persons are needed to conduct a distributed 
lecture. This extra requirement in terms of human resources should be justified by the fact 
that no teachers are needed at the ‘distance-based’ locations. However, the use of 
movement-tracking cameras and automatic audio level control equipment can remove the 
need for the technician.  

Traditional distance education methods usually take the shape of TV broadcasts. In 
comparison, networked distance education using the mStar environment offers more than 
ordinary TV broadcasts. Although mStar could certainly be used in a more ‘TV-like’ 
environment, for example as a one-to-many broadcast medium, there are some fundamental 
differences:  

• Both TV and mStar sessions can span long distances, but the main difference is in the 
setup of sessions. Setting up TV sessions can create many distribution-related 
headaches. Broadcasting regulations and equipment availability are two major potential 
pitfalls. With the IP-multicast technology used in mStar, sessions are more lightweight 
and are easier to create. IP-multicast sessions also allow more channels than the two 
educational TV broadcast channels available in Sweden.  

• TV offers no interactivity at all, while net-based education can offer several means of 
achieving interactivity. Many of these means have been cited in this paper.  

Finally, training teachers at remote secondary schools has had a very positive effect. These 
teachers tend to spread the knowledge that they have gained about this technology and 
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information technology, creating a very good momentum for the mStar environment and for 
the teachers in general. The fear that knowledge about information technology is decaying 
at secondary schools in Sweden can therefore clearly be allayed. For sparsely populated 
areas like the County of Norrbotten, networked distributed education might be the future. If 
the Internet is the next industrial revolution, then net-based learning may be the next 
educational revolution.  

5. Summary and Conclusions 
This paper describes a novel multimedia environment for distributed education offering 
many different usage scenarios. The mStar environment consists of a tool suite for 
preparation of presentations, distribution of presentations, playback of recorded and edited 
multimedia content, and synchronous virtual meetings. These tools (mWeb, etc) and 
scenarios tightly integrate the WWW in a close relationship with IP-multicast technologies.  

The variety of usage experiences and the successful deployment across the county of 
Norrbotten clearly demonstrate that mStar is indeed scalable in more ways than one. The 
present paper has shown the strength of this novel education environment, which has 
applications varying from small informal presentations to complete university courses..  

We have argued in favor of the mStar environment from a variety of perspectives, all 
showing that it offers extended support for interactivity, better help through the use of a 
‘virtual student community’, and on-line availability of all course media. The future goal is 
to create an educational environment that can be described as “better-than-being-there”, 
bringing normal everyday situations such as interacting, learning and collaboration to the 
Internet.  

6. Future work 
The most important future enhancement of the mStar environment will be in the field of 
usability. An ongoing study is focusing on defining metrics and collecting measures about 
usage in the various projects that utilize mStar. A deeper study could be conducted by 
examining two user groups, the one following a course remotely and the other following it 
locally, and then comparing the results. In addition, better mMOD logs might reveal 
interesting statistics about usage. These results should help in making mStar easier to use. 
Using mStar should not be harder than just clicking on a link, especially for primary and 
secondary school pupils.  

The users of the mStar environment have identified a need for further development, in order 
to support distributed education better. The most frequently requested functions are:  

• An enhanced SlideBurster with support for outline editing, HTML templates using 
Style Sheets [28] and incorporation of the new W3C standard SMIL [29].  

• An integrated tool for playback of audio, video and HTML (replacing VIC, mAudio 
and mWeb). This component should be implemented with the Java Media Framework 
[30] to achieve portability.  

• A ‘pack-and-go’ tool could be useful in two ways:  
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• Packaging of presentations in advance, to support presentations without an Internet 
connection.  

• Distribution and local playback of full recordings.  
• Support for a movement-tracking camera, together with automatic adjustment of audio 

volume levels, which will lessen the need for a technician.  
• Privacy through encryption of the media, for sensitive or confidential information. This 

is also needed for ‘pay-per-lecture’ education.  
• One-to-one audio/video communication within a larger session, for side conversations.  
• General application sharing across platforms.  
• Remote pointers for pointing at certain paragraphs or positions in HTML slides.  

Another area of future work is enhancement and expansion of the virtual student 
community, since spontaneous discussions among students and teachers are vital, even if 
asynchronous. Adding a shared information space like a WWW based bulletin-board will 
be investigated, perhaps by using the education framework presented by Lai [4].  
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ABSTRACT 

Luleå University of Technology has for the last few years been deploying a net-based 
learning environment, mStar, to distribute courses to students independent of time and 
geographic distance. The mStar environment gives remotely and traditionally attending 
students equal possibilities to take an active part of a course, in addition to enhancing the 
learning experience for all students. This is made possible through a novel combination of 
IP-multicast technology and the WWW. This paper reports on experiences gained over a 
few years of practice and depicts a vision of the next generation of the mStar environment.  

Keywords: mStar, net-based learning, distributed education, distance education, WWW, Internet,       
IP-multicast technology. 

1. Introduction 
If the Internet is the next industrial revolution, then net-based learning may be the next 
educational revolution [1]. The evidence of this is clearly present at most major universities 
and companies, where the WWW is used to distribute information to students and staff. 
Many environments have been presented at past WWW conferences and we can today see 
that the technology is maturing as its usage is increasing. 

Some of the early educational uses of the WWW [2-4] and virtual classroom environments 
[5] have exerted a major influence on this educational revolution. The availability of 
course-related information, such as lecture notes, extra course material, exercises, and 
course schedules, blended with the WWW's inherent qualities, such as hyperlinks and 
accessibility, have added much information to the traditional structure of courses.  

A common deficiency found in these early environments is the lack of support for 
spontaneous interaction between students and teachers. Additional functionality like real-
time textual chat and video conferencing has enhanced communication, creating 
environments that are almost complete in terms of functionality. The mStar environment 
[1,6-7] is a fully symmetric and distributed system for net-based learning that includes the 
necessary support for spontaneous interaction between students and teachers.  

Although the mStar environment is functionally well equipped, its usage is still immature. 
Courses at Luleå University of Technology, LTU, are still given in the traditional way, with 
lectures and laboratory work, and students are not using the available possibilities of 
interaction. 
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This paper reports on experience gained from a wide use of the mStar environment for over 
three years and depicts a vision of the development of net-based learning using this 
environment in the next millennium. The paper consists of a brief background, a 
presentation of how the mStar environment is used at LTU today, and finally a discussion 
on what a future environment could be like. 

1.1 Background 
One of the major driving forces behind the Centre for Distance-spanning Technology, 
CDT, is to deploy net-based learning in the County of Norrbotten in Sweden. The reasons 
for this are quite evident: a sparse population in a large geographical area, a decrease in 
funding while students increase in number, a higher demand from industry for graduate 
studies, and the increasing problem of finding competent teachers.  

Consequently, many high schools cannot gather the critical mass, funding and competence 
necessary to offer the courses and subjects that are possible in the more densely populated 
areas. By giving multimedia- and WWW-based courses over the networks, a sufficient 
critical mass is generated, creating a countywide virtual university with a breadth and 
quality that might otherwise not be possible. This virtual university can also be used to 
guarantee life-long learning aspects, where people continuously can take net-based courses 
that do not demand their full workday attention. This is becoming more important as people 
without a university level degree are having increasing problems in finding work, at the 
same time as it has become more difficult financially to complete a full study program on 
the university level. 

LTU has given a large number of distributed courses using the mStar environment, ranging 
from graduate courses to fully-fledged undergraduate courses. The University has achieved 
a significant deployment and usage of distributed education over the Internet, and provides 
not only internal courses, but also external courses for companies and other organizations in 
the county. Giving joint courses might help bridge the gap between local industry and the 
University.  

This paper therefore presents the concrete results of efforts to deploy the mStar 
environment for distributed education where secondary schools, the University, local 
companies and communities are all active participants. We are now only starting to see the 
first social and cultural changes within the schools, organizations and companies involved. 
The paper also depicts our vision of the future use and the further development of the net-
based learning at LTU. 

2. Net-based Learning using the mStar Environment 
The mStar environment is a collection of tools that span from preparation to presentation. 
The tools are flexible enough to be useable in many educational scenarios, from large-scale 
lectures to small-group activities.  

Note that by combining the possibilities offered by available networks, the accessibility and 
ease of use of the WWW and the benefits of IP-multicast [8], we have been able to make 
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these scenarios a part of our everyday, real-life teaching experiences. We would like to 
stress that this is a working system in real use. 

This section describes the current use of these tools, as well as some lessons learned. 

2.1 Large-scale Distributed Lectures 
The traditional large-scale lecture is currently an important part of the net-based learning 
efforts at LTU; not because it is the best method of teaching, but perhaps because it is most 
similar to how traditional education is conducted. 

To conduct a distributed lecture the lecturer prepares HTML slides before the lecture. 
Additional content can be linked into the slides to provide in-depth information. The slides 
are then put on the WWW in advance of the lecture, which give ambitious students the 
possibility of preparing for the lecture. The slides can also be used after the lecture for 
repetition or further in-depth study. 

The lecture hall is equipped with computers, cameras, microphones and projectors. This 
enables the projection of the HTML slides in the lecture hall, as well as the distribution of 
the slides to remote students attending from the net. In addition audio and video are 
distributed from the lecture hall, which gives the remote students an equal opportunity to 
take an active part in the lecture. The remote students can also send audio and video, which 
gives them the possibility of asking spoken questions just as if they were in the lecture hall. 

 
Figure 1, Marratech PRO mViewer. 

All in all the learning experience comes near to being “better-than-being-there”. In other 
words, the remotely attending student has an enhanced learning experience in comparison 
with the normally attending student. The remote student can in parallel with the lecture 
follow in-depth material, have side conversations with fellow students, and even perform 
secondary work demanding low attentive. Furthermore, remote students with disabilities 
have benefits that are not otherwise available, such as control of the slide presentation 
format (font sizes, colors, etc) and a more undisturbed audio environment. 
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The mStar environment constitutes a set of tools based on IP-multicast. These tools and 
their respective use have previously been presented in detail [1,6-7], but here is a brief 
summary of the most used tools: 

• mMOD - media-on-demand server for recording and playback of sessions 
• Marratech Pro – fully symmetric media client that consists of several parts: 

• mViewer (slides/sessions, see Figure 1 above) 
• mVideo (audio/video, see Figure 2 below) 
• mMembers (corridor, see figure 3 below) 
• mChat (textual chat, see Figure 4 below) 
• mWhiteboard (whiteboard, see Figure 6 below) 

The lecturer announces a session for the lecture, after which both the lecturer and the 
students launch Marratech Pro. All the media are then presented locally in the lecture hall 
as well as distributed to the remotely attending students. The student can ask questions by 
sending voice (mVideo), text (mChat) or figures (mWhiteboard). Note that the students in 
the lecture hall can hear and see the remote students and vice versa.  

 
Figure 2, Marratech PRO mVideo. 

The participants are “submerged” in a fully symmetric environment that takes distance 
education a step further from traditional HTML-based courses. The students are no longer 
passive receivers as they can interact in real time, which is very important for promoting 
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student participation and debates between class members. Figure 3 shows the mMembers 
tool (used for the corridor). 

 
Figure 3, Marratech PRO mMembers. 

Finally, the lecture can be recorded with mMOD and can then be played back later on. A 
recorded session can, for instance, be played back into a live lecture, which enables the 
reviewing and debating of related recorded material. The recordings also give students an 
opportunity to rehearse before exams and more importantly to follow courses 
asynchronously. The latter is a major point for life-long-learning issues in that people who 
cannot attend during the daytime or even follow a course full-time can actually take part in 
a course. 

2.2 Virtual Student Community 
The lectures mainly offer a one-to-many channel, since students are often too shy to ask 
questions, especially if the session is attended by a large number of students. We have 
found that something complementary is needed, namely a virtual student community where 
students can cooperate and interact with each other. It is naturally very important, perhaps 
even vital, for remote students to have a continuous contact with their teachers and fellow 
students. 

Creating such a community, as described in [5], can also lessen the workload for both 
students and teachers. Today students themselves are sources of information and the 
teachers are no longer the sole information source, which means that collaboration and 
sharing of information are vital to make large distributed courses a success. 

However, most of the courses currently given using the mStar environment at LTU are 
‘normal’ university courses. This means that the incentive to establish a virtual student 
community is weak, since there is a physical community to fall back on. It is always 
possible to knock on the teacher’s door. The result is also that the current virtual student 
communities are sparsely populated. This would change if most students were ‘real’ remote 
students, and the physical community was not available. 

 2.2.1 Virtual Teachers’ Room 
The virtual teachers’ room is basically a Marratech Pro session where the teachers of a 
course are available to answer questions or chair discussions. This could also be a session 
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where a group of teachers are available who are not necessary linked to a specific group of 
students, but act as a general resource. The latter case might be important in helping remote 
students to experience a feeling of continuity, since they change courses every 10 weeks 
and need a fixed point in their studies.  

2.2.2 Virtual Group Room 
A Marratech Pro session can be used by a group of students, forming a virtual group room, 
to discuss course-related issues, with or without a teacher attending. The virtual group room 
can also be used for project status presentations, where a subgroup of a larger class is 
attending.  

This form of meeting may prove invaluable, as remote students need to overcome isolation 
by forming groups and socializing. It is therefore important that courses should emphasize 
collaborative rather than individual learning, in order to stimulate use of this media. 

2.2.3 Virtual Billboards 
The value of asynchronous communication should not be underestimated, as many students 
choose to follow courses entirely or partly asynchronously. The systems that support 
asynchronous communication are numerous, ranging from simple mailing lists to advanced 
WWW-based board systems. LTU has recently deployed a system developed internally, 
W3Cs, which enables students and teachers to communicate via a bulletin board. W3Cs 
also offers basic support for course management, a task earlier handled by homemade 
scripts individual to each teacher and course, as well as support for document publication. 

One observation made is that students who are usually silent also contribute to 
asynchronous communication, maybe because they have more time to formulate what they 
mean or because the interaction is more abstract. This is more noticeable if an electronic 
group is maintained over time, creating a virtual community of students where the students 
‘feel as if they were at home’. The virtual community must, however, have an active 
leadership (introducing new members and excluding misbehaving members) and clearly 
defined boundaries (limiting what should be discussed).  

2.3 Lessons Learned 
The statistics from our mMOD server logs show that many students prefer to watch lectures 
during evenings, or even late at night. The possibility of watching recordings then is clearly 
useful for students having overloaded daytime schedules. Using the playback facilities 
offers another clear advantage; namely it enables students to take breaks and to consult 
either additional related information or to the course literature. Unfortunately, these 
students cannot take part in the spontaneous discussions during lectures. Having multiple 
participants active in the playback environment might remedy this to a certain extent, but 
this is clearly an area to be improved.  

We have noticed that other social protocols have been established when using the 
environment for presentations and education. The primary social protocol consists of the 
sub-discussions that take place using the chat tool, where a set of participants either discuss 
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the presenter’s material or something completely unrelated. This kind of discussion and 
sharing of information enhances the learning experience, since side conversation in the 
audience is normally disallowed between the physically attending students. Figure 4 below 
shows the chat tool in action. 

 
Figure 4, Marratech PRO mChat. 

By encouraging the use of different means of communicating electronically, such as email 
or WWW-based discussion media, we have found that students tend to help each other. 
This form of social clustering is most interesting. It lessens the traditional burden of a 
teacher in that students with additional knowledge often share it with the rest of the class 
and the teacher. The fact that students are able to share this knowledge with the group is an 
enormous advantage over more traditional teaching, where students rarely seem to form 
groups with more than five members.  

A downside is that lectures distributed with the mStar environment tend to become more 
static than traditional (i.e. non-electronic) lectures. Experienced teachers are most often 
those who can improvise and dynamically alter the course of a lecture. These teachers 
usually do not need to prepare presentation material, as their lectures often take the shape of 
a normal conversation. With mStar, teachers are easily 'caught' in the flow of their pre-
made electronic material. It is therefore very important to continue to allow the teacher to 
improvise, perhaps by making use of an electronic whiteboard or sketch board. 

3. Net-based Learning for the Next Millennium 
The experience gained over the last years allows us to draw conclusions about how a future 
system for net-based learning could look like. This section therefore aims to present our 
vision and to give initial answers to some of the questions we have found important. 

3.1 Questions 
Who will the future student be? Students will range from persons reading a single course to 
persons following a complete fixed program, but the typical student will have an 
individualized program (where he selects courses himself). They may also have varying 
study paces and learning styles, as well as different needs for learning support. One 
conclusion is that the future students will be a very heterogeneous group, especially if we 
take life-long learning into consideration. This means that courses must be modularized to a 
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larger extent than today, so that it will be easy to customize a course for an individual 
depending on the knowledge level of that individual. The required background information 
and in-depth material should therefore be easily accessible to give individuals an optimal 
learning experience. 

Where and when will the student study? The possibility of studying independently of time 
and geographical location is becoming increasingly important. The idea that a university 
should be for everyone is otherwise hard to realize, at least in Europe. People who are 
limited to study in evenings or who live far away from a university are dependent on this 
possibility. 

Will the university offer social training? The student used to be a passive individual who 
was fed information, which is something that we need to change. Industry needs persons 
who can communicate easily and work effectively in groups, which means that we need to 
prepare the student better for their professional life after graduation. Traditional lectures 
must be supplemented with group discussions and projects where students work in groups. 
Once again, this might be a European phenomenon, but it is important in general. It is 
naturally extra important for net-based learning scenarios, where the remotely attending 
students otherwise can easily become socially isolated. 

Will there be a local university? The role of the present universities will not change 
initially, even if much of the competence will reside on the outside. There are, however, 
several efforts to create virtual universities where top competence is gathered in one virtual 
location. This means that the physical location for studies will be less important in the 
future, even if there always will be physical locations where for example laboratory 
equipment can be utilized by students. The most extreme scenario would be that the 
university would only provide the “quality brand” of an educational program. However, it 
might also be the case that the competence concentration currently taking place around 
cities with universities might slow down, so that the less densely populated areas might also 
be able to take part in the provision of higher education and prosper. 

3.2 Our Vision of the Student Year 2000 
Our belief is that students will not be very different from the students of today, but that they 
will have increased possibilities of obtaining a university level education. No longer will 
large geographical distances or time limitations rule out where and when education can be 
offered. The student in the year 2000 may be anything from a full-time student attending 
lectures physically on the university campus, to a part-time student following courses from 
his home in the evenings and at weekends. University education might even become less 
costly, both from a financial and a time perspective. By giving courses for a larger number 
of students, they will become cheaper per student. Remotely attending students will also 
need to travel less, which further lowers the cost as well as the time spent. The student in 
the next millennium will certainly be demanding cost- and time-efficient education. 

By combining large-scale distributed lectures with group projects and personal 
assignments, well-balanced distributed courses will be attainable. The lectures should 
feature speakers invited from industry or other research organizations, to supplement the 
traditional academic content and to prepare students better for what is required of them 
after graduation. Group projects will lead to an early training of social skills, while personal 
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assignments will remain important for grading reasons. However, when courses are 
attended by a large number of students, it will be increasingly important to introduce 
personal tutors or advisors. Personal relations to teachers are important for the overall 
learning experience, since students simply need someone to answer their questions. 

The future of net-based learning includes an equal portion of freedom and responsibility. 
We can clearly see that the old way of spoon-feeding students with information is coming 
to an end, and a more collaborative and shared learning experience is growing forth. 
However, this requires students with high self-motivation, discipline and commitment. It 
also makes a higher demand on the courses, as net-based courses require specially 
developed content together with new pedagogical approaches that emphasize collaborative 
learning. Following the old tracks simply do not work. 

3.3 The Future Lecture Hall 
The lecture hall will of course continue to play an important role in net-based learning, for 
both remotely and physically attending students. We believe that net-based lectures will be 
the ‘pulse’ in distributed courses that will control the rate at which the majority of the 
students will follow the course.  

 

Figure 5, The Lecture Hall. 

However, there is a need to allow the lecturer more freedom to improvise and break free 
from the pre-prepared material, such as a slide show. Our vision is to combine the already 
existing tools with an electronic whiteboard, onto which some of the tools are projected and 
manipulated with a pen by the lecturer. Another device is a tool for controlling the slide 
show remotely, thus unlocking the lecturer from the position behind the lecturer station and 
allowing him to move about more freely. This clearly makes the lecture livelier, for a 
lecture where the speaker stays at one position and just turn slides is quite unattractive. 
Figure 5 above depicts a lecture hall using: A – a shared whiteboard with pen support, B – a 
projected virtual corridor, C – projected web slides, and D – a lecturer station. 



 
Paper G – Net-based Learning for the Next Millennium 

 162

In this setup we foresee the virtual corridor projected on the wall behind the lecturer station, 
where the lecturer can access tools directly (mainly the chat tool). The whiteboard would be 
placed in the center, and the slides would be projected on the remaining side. 

The whiteboard is shared, so everything that the lecturer draws on it will also be visible for 
the remote students, and what the remote students draw will be visible for the lecturer and 
the students in the lecture hall. The pen-based input mechanism is needed since drawing 
with a mouse has certain drawbacks: it is hard to draw precise shapes; the lecturer is 
‘locked’ to the computer and is not allowed to move around and draw, which makes the 
lecture appear more static; and using the pen makes the lecture seem more similar to 
‘normal’ lectures. Figure 6 shows the whiteboard. 

 
Figure 6, Marratech PRO mWhiteboard. 

The virtual corridor with the remotely attending students is projected on a screen in order to 
give the physically attending students the feeling that they are present of the virtual 
students. We have previously seen that students tend to be very shy, which might be due to 
the fact that there are unknown participant and that they feel uncertain for that reason. The 
visible presence might lessen this effect and yield increased interaction within the lecture 
hall.  

Note that the remote students should be able to be much more interactive than the 
physically attending students: they can interact using the whiteboard, chat or audio and they 
can choose to diverge into in-depth material and respond to issues discussed in the main 
session or side sessions like the chat.  
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3.4 What About Pedagogy? 
The current use of the mStar environment yields fairly static lectures, which many students 
claim are dull and uninspiring. There are a few pedagogical tricks that can be used in order 
to make the lectures livelier. 

One of the simplest tricks is not to stand still! This may sound ridiculous, but it is very 
effective. The students attending physically will simply have to be attentive in order to 
follow the lecturer. Using different ‘spots’ for different modes of a lecture also makes it 
easier for the student to follow the lecture, knowing when interaction is desired by the 
lecturer (basically a social protocol for the lecture hall). Figure 7 depicts a few spots that 
can be used: 

• The chat spot, where the lecturer answers questions from the remote students. 
• The lecture spot, where the lecture speaks to the class without many interactions.  
• The whiteboard spot, where the teacher draws interactively on the whiteboard. 
• The discussion spot, where the teacher discusses issues interactively with the class. 

 

Figure 7, Lecture Spots. 

This enables a rich social protocol, even if subconsciously, in the lecture hall. For the 
remote students a ‘waving’ tool can be used by students who want to ask a question raises 
his hand by using the wave tool. The lecturer is notified, either graphically or by a discrete 
sound (or both), and can then choose whether to answer the question. The question can be 
asked by speaking or using the chat tool, where the latter also could enable moderation. 

Another trick is to use more than one media during a lecture, moving between at least 3 of 
the spots, i.e. to use the browser for presentation of pre-prepared slides, the whiteboard for 
drawing interactively, and the discussion spot for oral interaction with the class. 

Another good way of making the students more active during a lecture is to give them small 
exercises. This may be as simple as just asking a question and giving the students a few 
minutes to discuss it in pairs. The remotely attending students can discuss the same 
question using the chat tool. Then the question is discussed by all the students to reach a 
common conclusion. 

Lastly, student seminars are good examples of sessions in which students are well activated 
and really have the chance to share knowledge. 
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3.5 The Digital Library 
At most universities the library has throughout the centuries been the central institution 
where students have roamed through a vast store of recorded information. Today there is a 
need for a digital library to take its place as the central base for net-based studies.  

Several projects are in progress that aims at the creation of such digital libraries, where not 
only written information (published on real paper or on digital media) is to be stored. The 
benefits of digital libraries are obvious: 

• Information can be retrieved independent of time and space. 
• Everyone has equal access to information. 
• Information can be shared or distributed over several digital libraries. 
• Information agents can make it easier for the student to select information. 

During four years a large number of lectures and seminars have been recorded and placed 
on a media server at CDT. This example, which is used on a daily basis by students, shows 
that the establishment of a digital library is both feasible and useable. We therefore foresee 
the development of digital libraries containing searchable multimedia content. 

This will further release the students from the bond of time and space, enabling net-based 
and life-long learning not only for only a few, but also for the majority of students. The 
efforts being made to modularize and modernize net-based courses, while placing 
pedagogical approached and methods in the forefront, lead us to believe that net-based 
learning has come to stay. 

 4. Summary and Conclusions 
This paper describes a novel multimedia environment for net-based learning that tightly 
integrates the WWW in a close relationship with IP-multicast technologies. The variety of 
usage experiences and the successful deployment clearly demonstrate that the mStar 
environment is scalable and can suit both small informal presentations and complete 
university courses. 

We have argued in favor of this from a variety of perspectives, all of which show that this 
environment offers extended support for interactivity, better help through the use of a 
'virtual student community', and on-line availability of all course media. The goal is to 
create an educational environment that can be described as ‘better-than-being-there’, 
bringing everyday situations involving interacting, learning and collaboration to the 
Internet.  

5. Future Work 
Today the different tools are simple and can be used intuitively, and the technology is 
rapidly becoming stable. There is, however, a long way to perfection, especially 
considering the pedagogic aspects. Large-scale lectures are still far too common, and their 
limitations are too great when distributed over the network. Using only HTML slides is too 
confining, and using the mouse to draw on the electronic whiteboard is too imprecise. Work 
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is currently proceeding to install a pen-based electronic whiteboard (synchronized with the 
mViewer Whiteboard) in the lecture hall, to support spontaneity better.  

Although the remote students have a very good environment for following lectures, the 
physically attending students have a less than perfect environment. This is due to bad 
hardware; for example the LCD projector available in LTU’s lecture hall is both too noisy 
and too weak. Together with limited spontaneity, this creates a ‘tiresome’ setting for the 
locally attending students. Hopefully new funding can sponsor a better-equipped hall. 

One final issue is the need to study the general pedagogic and social aspects of our net-
based learning environment. How good are distributed courses in comparison to traditional 
courses, and how do the results of remotely and physically attending students compare? 
Our belief is that we have a strong technology, but that the pedagogical approaches we have 
used so far have been inadequate. Hopefully, the new Center for Net-based Learning at 
LTU, CDL, will help us shed light on the remaining pedagogical issues. 



 
Paper G – Net-based Learning for the Next Millennium 

 166

References 
[1]  K. Synnes, S. Lachapelle, P. Parnes, D. Schefström, “Distributed Education using the mStar 

Environment”, World Conference on the WWW and Internet (WebNet’99), 1998, Orlando, 
Florida, USA, November 9-12. Also published in an extended version in the Journal of 
Universal Computer Science, 1998, Volume 4 / No. 10, Springer Science Online, 
<URL:http://www.iicm.edu/jucs_4_10/>. 

[2]  D. Perron, “Learning on the WWW: a Case Study”, Second International WWW Conference 
(WWW2), 1994, Chicago, USA. 

[3]  M. Goldberg, S. Salari, P. Swoboda, “World Wide Web – Course Tool: an Environment for 
Building WWW-Based Courses”, Fifth International WWW Conference (WWW5), 1995, Paris, 
France. 

[4]  B. Ibrahim, S. Franklin, “Advanced Educational Uses of the World-Wide Web”, Third 
International WWW conference (WWW3), 1995, Darmstadt, Germany. 

[5]  M. Lai, B. Chen, S. Yuan, “Toward a New Educational Environment”, Fourth International 
WWW Conference (WWW4), 1995, Boston, USA. 

[6]  P. Parnes, “The mStar Environment: Scalable Distributed Teamwork using IP Multicast”, 
Licentiate Thesis, Luleå University of Technology, 1997. 

[7]  P. Parnes, K. Synnes, D. Schefström, “The CDT mStar Environment: Scalable Distributed 
Teamwork in Action”, International Conference on Supporting Group Work (Group'97), 1997, 
Phoenix, Arizona, USA, November 16-19. 

[8]  S. E. Deering, “Multicast Routing in a Datagram Internetwork”, Ph.D. Thesis, Stanford 
University, December 1991. 

Acknowledgements 
This work was sponsored by the Centre for Distance-spanning Technology, CDT, and the 
European projects MediaSite (IA 1012 UR) and Roxy (Espirit 28410). Thanks are due to 
Ulrika Wiss at CDT, for her interesting comments and enthusiastic encouragement. We 
would also like to thank the project Education Direct, which is supported by the Swedish 
Foundation for Knowledge and Competence Development. 

Marratech Pro is a product from Marratech AB, a spin-off company from LTU/CDT. Many 
thanks are extended to the people at Marratech for their heroic efforts. 



167 

Paper H 

Learning in Desktop Video-
Conferencing Environments 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 
Paper H - Learning in Desktop Video-Conferencing Environments 

 168

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

 

 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Kåre Synnes, Tor Söderström, Peter Parnes, “Learning in Desktop Video-Conferencing 
Environments”. In the proceedings of WebNet 2001, Orlando, Florida, USA, October 2001. 



 
Paper H - Learning in Desktop Video-Conferencing Environments 

 169

Learning in Desktop Video-Conferencing Environments 

Kåre Synnes, Tor Söderström, Peter Parnes 
Luleå University of Technology 

Centre for Distance-spanning Technology 
Centre for Distance-spanning Learning 

Department of Computer Science 
SE-971 87 Luleå, Sweden 

ABSTRACT 

Luleå University of Technology has since 1997 been using net-based learning environments 
based on desktop video-conferencing tools to distribute courses to students. It has 
previously been claimed that such environments give remotely and traditionally attending 
students equal possibilities to take an active part of a course, in addition to enhancing the 
learning experience for all students. This is in part true, but in reality there are many 
pedagogical and technical obstacles to overcome before a course can be seen as successful. 
This paper identifies a number of problems, which will be considered from both a 
pedagogical and technical perspective.  

1. Introduction 

The use of information technology is today an integrated part of higher education in 
Sweden, where the electronic distribution of information to students is maturing as the 
usage thereof is increasing. However, a common deficiency found in the use of net-based 
learning environments is the lack of support for spontaneous interaction between students, 
as well as between students and teachers. Functionality like real-time textual chat and 
video-conferencing enhance the possibilities for communication, creating environments that 
not only distribute static information, but also allow a higher level of interaction. The 
potential of modern environments for net-based learning is large, but the question is if we 
take advantage of that potential by using them as we use them today. 

There is a common belief that the use of information technology will enhance and stimulate 
learning. That belief has little foundation, as we cannot state with any certainty that the 
impact from information technology on learning is positive. Some authors suggest that it is 
hard to see if the information society has improved learning at all. The truth might rather be 
that technology alone, no matter how futuristic or exciting, does not automatically improve 
the learning process [1, p. 177].  

There are three classic motives for the use of information technology in learning [2], 
namely that it is economical (i.e. students learn more at a lower cost), that it increases 
learning efficiency (i.e. students learn more in a shorter time), and that it bridges distances 
in term of time and space (i.e. students learn at any time and from anywhere). These 
motives hardly apply to communicative learning theories and methods such as collaborative 
learning, problem-based learning, in-depth learning, etc [3].  
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Today we have an ideology where communicative learning theories are connected to 
information technology, but the fact is that the ways in which we use information 
technology do not lead to communicative learning. Different studies identify several 
problems connected with using net-based learning environments [1,4-6]. There are today 
few, if any, sufficiently complete net-based learning environments based on pedagogical 
theories and methods that are built in a user-friendly way. There are still several basic 
shortcomings to correct in current net-based learning environments. 

In this article we will highlight the use of desktop video-conferencing in educational 
settings. We will discuss some of the problems that we have identified when using 
synchronous systems in education and what kind of relation these problems have to 
learning. The reflections in the article are based on studies of one distance course at Mid-
Sweden University and one campus course at Luleå University of Technology. There were 
eight participants in the distance course and 20 participants in the campus course. Because 
of the limited sample size we cannot draw any statistically ascertained conclusions. Instead 
the results should be seen as indications and not as general conclusions. Students answered 
questions via questionnaires about their experience of using desktop video-conferencing. 
The distance students answered a questionnaire on three different occasions: at the 
beginning, in the middle and at the end of the course. The campus students answered a 
questionnaire at the end of the course.  An interview was also held with the teacher in the 
distance course. The motives for using desktop video-conferencing environments differed 
between the courses. In the campus course the main motive was to distribute lectures. In the 
distance course the focus was not directed only on distributed lectures. Collaboration and 
communication between students were a major goal. In order to achieve the goal the course 
was designed around group work and tasks that were to be discussed in the desktop video-
conferencing environment. Both groups of students had a good deal of experience of 
working with computers and of using asynchronous tools in educational settings. 

2. Background 
The net-based learning environment used at Luleå University of Technology is Marratech 
Pro. It consists of a number of integrated tools for synchronous communication with audio, 
video, a whiteboard, text-based chat and Web pages (synchronized browsing used for slides 
during presentations). The environment is highly flexible and is used for anything from 
small electronic meetings to large distributions of presentations. Everything can be 
recorded and replayed later either to a single user or to a group of users. This adds to the 
flexibility, as teachers can prepare recorded material for the students to discuss in groups. 
Figure 1 depicts a recording of a lesson in Spanish for secondary school students. 

As described in [6], the environment can be used for large-scale distributed lectures (the 
traditional method of giving lectures, as well as project presentations and seminars), virtual 
communities (continuous sessions, which all the participants of a course join when active), 
virtual teachers’ rooms (virtual corridors where most teachers can be reached during office 
hours) and virtual group rooms (a session per group, which students join when working in 
groups).  
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Figure 1, a recording of a lesson in Spanish for secondary school students. 

The environment uses a network technique called IP-multicast [7] to distribute data 
efficiently between all the participants. If IP-multicast is not available, then clients can 
either connect directly to each other (with the limitation of only two clients in the same 
session) or via a proxy server (with no limitation on the number of clients but with an 
increased use of bandwidth). 

3. Some Reflections from the Study 
The current environments for net-based learning use both asynchronous and synchronous 
interaction between students, as well as between students and teachers. These environments 
are widespread, especially the numerous asynchronous environments. The usage is not 
optimal, however.  

One major issue is the inability of many students to communicate and discuss within these 
environments. Research shows that the activity and communication in net-based learning 
environments are low. This means that a positive climate for learning is reduced, as 
interaction is one of the enabling factors for learning. Haythornthwaite et al showed that 
only a minority of students developed patterns for communicative learning in electronic 
discussion forums [8]. The majority of the students was not engaged and therefore did not 
develop patterns for communicative learning. It seems that activity is an essential part of 
the learning process in net-based discussion forums.  

Other studies have found that the activity and communication between participants in net-
based learning environments seem to have a strong connection to the pedagogic approach 
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used. Research on text-based learning environments in higher education has found that a 
higher level of pedagogical steering and control lead to higher and deeper dialogue between 
the participants [9-10].  

Most research from pedagogical perspectives is based on asynchronous discussions or real-
time text-based chat. However, our experiences from desktop video-conferencing follow 
the same patterns. We can identify a risk that desktop video-conferencing may lead to mere 
distribution of lectures instead of communication and reflection. Teachers use desktop 
video-conferencing to deliver lectures that tend to become more static than traditional (i.e. 
non-electronic) lectures, since the combination of the teachers’ often pre-made material and 
the medium leads to a low level of improvisation and dynamics. The poor pedagogical 
approaches and the teachers’ inability to use desktop video-conferencing in a way that 
would stimulate communication clearly lead to a minimum of discussion or an absence of 
discussion. 

One experience from the campus course was that the students did not like the lectures 
delivered via desktop video-conferencing tools. One student said, “The microphone is too 
often activated too late, which tends to give an impression that the lecturer stutter and seem 
to be uncertain”. Technology is a critical point, especially when using desktop video-
conferencing tools, as non-robust technology quickly becomes a major source for limited 
activity and poor quality in discussions. In the campus course a majority of the students 
pointed out that the technology did not work. They said that the video and sound were not 
good enough when they tried to follow the lectures.  

The non-robust technology also had an impact on the ability of the students to communicate 
with each other. One example was the limited communication within the groups in the 
distance course. Group work was one important aspect of the pedagogic approach used, but 
electronic communication within the groups did not work during the course, because the 
technology never worked properly. One of the students said, “It became hard to cooperate 
when the technology was not functioning for some of the participants”. The students’ group 
work was not satisfactory, as they thought that it should have taken place before the start of 
the course. For example, seven out of eight students did not know what the others in the 
group were working on while the course was running. The result shows that network and 
desktop hardware issues lead to problems for the students in using the synchronous tools. 
This made real-time communication hard to achieve and the students had to fall back on an 
asynchronous environment that they had used before to carry out the group work. 

The results from the campus course confirm earlier experiences from courses at Luleå 
University of Technology, where courses have been conducted as distributed courses. There 
needs to be a clear incentive for using the technology, or else the students feel forced to use 
the environments. The result is a further lack of involvement, as they can always meet their 
teachers or fellow students physically. Research from communication environments at 
workplaces shows similar patterns, in that staff does not use the technology if they cannot 
see what it improves or solves [11]. 
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4. Technical issues 

4.1 Network Issues 
One of the issues regarding video-conferencing tools is network quality. Without sufficient 
network resources (bandwidth) or reliability (a non-lossy network) it is practically 
impossible to make such an environment work. Before planning a distributed course, it is 
therefore necessary to make sure that sufficient network resources are available, or else a 
course could end quickly as a failure. 

A network with low reliability (with a high loss of traffic) will quickly render the 
environment more or less useless. A loss rate of 1-2% will make the audio tiresome to listen 
to. This could be partly solved by repair schemes such as repetition or interpolation, but it 
still affects the audio quality notably. There are other schemes for avoiding loss, such as 
sending redundant data or splitting the data into important and less important parts, but 
most of these methods add to the network load and will make the situation even worse. 
Therefore, it is important to maintain the network uncongested, which could be achieved by 
limiting the amount of sent data allowed per session. 

The possibility of using IP-multicast is good (as it dramatically reduces the network 
resources used), but the technology itself is complex to set up and maintain. The result is 
often that the network is saturated by faulty traffic, the data is only transferred one-way (all 
traffic in one direction is completely dropped), no data at all is transferred (all traffic is 
completely dropped) or data is dropped at certain intervals. 

The network issues are too advanced for most teachers to manage, especially when using 
IP-multicast, so that there is a need for a network support group to maintain the network. 
However, this is not a simple to achieve, because network maintenance is often multi-
organizational and involves policies for firewalls as well as other security considerations. 

4.2 Desktop Hardware Issues 
Another issue regarding video-conferencing tools is the fact that audio hardware is in 
practice hard to set up without risking feedback or noise. This is the principal reason why 
people find using these environments complex - quite simply it requires experience to 
successfully set up the audio levels to avoid problems. Wizards or setup tools available in 
some environments are a good remedy to these configuration problems. However, these are 
seldom used by especially inexperienced users, who are the ones that need them the most.  

We face another problem concerning installation. Environments are rarely written for a 
precise hardware, so that in addition to the environment the user has to manage the 
operating system and its drivers1. This might be an obstacle too big for many users to 
overcome, and they need support to get everything working on their desktop.  

                                                            

1 Video drivers under Windows are especially difficult, as they might need secondary 
support from the system, such as DirectX drivers. 
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One solution to avoid exposing the users to hardware issues is to install machines in study 
centers or to let a support center take care of the installation and maintenance. Another 
solution is to require that the students should first take a course on the environment itself, 
including how to install and maintain their own system. 

4.3 Environment Issues 
A common reaction to the video quality used in low-bandwidth configurations of video-
conferencing tools (typically a maximum of 100 kbps video data transmitted) is that it looks 
bad. People are comparing the video quality with what is achieved in a TV broadcast, and 
off course the latter is perceived as much better. The result is often a loss of interest, a 
conclusion that is supported by the fact that few students watch a complete recording of a 
lecture [6]. The audio quality suffers from the same comparison, but not to the same degree. 
There are two ways of handling this issue. One way is to increase the perceived quality by 
sending more data or using a more effective codec. The other way is to involve the student, 
simply activating him instead of using the traditional passive lecture model. 

Another common reaction is that the student does not know when other students are on-
line, as they rarely join the virtual community (the virtual corridor or shared continuous 
session). They often want to know who is present in the virtual community before joining. 
This issue is simple to remedy by presenting the users, before they join a session, with 
information on who has already joined that session, or by having a ‘buddy list’ that states 
what sessions a user’s buddies have joined. A similar functionality exists in many other 
environments. 
 

Finally there is a general technical issue that is important, namely ease of use. If the 
environments are not simple to use, then fewer students will take part of the course content. 
In earlier research we found that some students gathered in groups to watch recordings of 
lectures that they had missed [6,12]. At first it looked like they had gathered together to be 
able to discuss the lectures, but after some time it emerged that they perceived the 
environment as complex and therefore joined a student who knew how to manage it. The 
flexibility of the environment used was in fact counteracting itself in this case. A less 
flexible but more easily used version of the environment should be considered for future 
use in educational contexts. 

5. Discussion 
The results of this study indicate that we do not currently use desktop video-conferencing in 
ways that stimulate communicative learning. There are obvious needs for a net-based 
pedagogical approach that would involve course design as well as the act of teaching in 
desktop video-conferencing environments, since the learning situation differs from the 
traditional classroom situation. The results from the distance course indicate that not only 
does non-robust technology reduce communication, but it also entails problems in 
achieving independence of space and time when using synchronous tools. Since the 
distance students had irregular working habits, few fellow students were on-line at the same 
time. As a result the students had few fellow students to communicate with when they were 
able to connect, which decreased the motivation to connect. Teachers will in the future have 
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to focus much more on how to plan and design courses and course modules to better 
leverage of using synchronous tools and thereby better meet requirement from distance 
students. The teacher in the distance course says that he should have planned the teaching 
more strictly with special times for communication in order to stimulate virtual meetings.  

The network problems during the distance course and the distance students’ problems in 
synchronizing their work increased the need for asynchronous tools, which can stimulate 
group work even if the students do not meet each other via synchronous tools or physically 
on a regular basis. One interesting reflection from the teacher was that synchronous 
communication could make the traditional use of seminars possible in order to stimulate 
reflective learning in distance education and thus supplement the use of asynchronous tools. 

These reflections indicate that it is possible to combine synchronous and asynchronous 
tools in order to stimulate communicative learning. There is therefore a need to study 
whether synchronous communication can stimulate the traditional use of seminars and how 
asynchronous and synchronous tools should be integrated in order to find a balance 
between them for different learning situations and for different groups of students. 
Otherwise we will end up with environments that no one uses. 

6. Summary and Conclusions 
This study indicates that inadequately functioning technology (due to network problems 
and incorrectly set-up hardware), in combination with a poor pedagogical approach, leads 
to ineffective learning situations. Research on distance education has found that the 
pedagogical approach is more important influence on learning than technology [5]. We 
agree with this conclusion, but also maintain that the technology must work properly if the 
students should are to have the chance to learn at all. The use of unstable technology clearly 
affected the learning situation negatively for the students, who focused too much on the 
failing technology instead of focusing on their learning tasks. An example is that the 
students during the campus course refrained from using the synchronous tools due to 
problems with the perceived audio and video quality. The teacher in the distance course 
said that the motivation among the students was reduced because of the problems with the 
network and hardware. Some important aspects of a good learning environment were put 
aside because of the problem with the underlying technology. It is therefore important to 
consider basic issues, such as reliable technology and infrastructure, guidelines and 
pedagogical methods, in order to develop easily used learning environments that include 
desktop video-conferencing. 

We can see that many of the issues raised for asynchronous environments are also valid for 
synchronous environments, such as low on-line activity and lack of motivation.  

An important conclusion is that there is a need for continuous support during a distributed 
course that uses more advanced technologies like video-conferencing tools. This is 
important not only for the setup and maintenance of desktop computers and net-based 
learning environments, but also for support concerning pedagogical issues, such as 
recommendations of course design and pedagogical methods and training. It is at least as 
important to instruct the teachers about the technology and pedagogical aspects as to have a 
working net-based learning environment. Using the most suitable pedagogical techniques is 
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quite simply as important as the material to be studied, and perhaps even more important 
than in traditional courses. 

Despite the many shortcomings in current examples of distributed courses, this study shows 
some interesting results indicating that a combination of synchronous and asynchronous 
methods can be fruitful in net-based learning environments. In conclusion, attaining an 
effective environment for net-based learning includes not only a functioning technology, 
but also a well-planned course where the incentive to use the technology is clear. 

7. Future Work 
The results of this study and the conclusions that we have made have to be seen in the light 
of the small group of students that has been studied. We are aware of the shortcomings 
concerning the validity and reliability of our results, and further research on larger scale has 
to be conducted to acquire more valid and reliable data. It is clear that research has to 
consider both the pedagogical and technological point of view, which other researchers 
have also have suggested [13]. We have in this paper identified some of the shortcomings 
and, in general terms, discussed important aspects of net-based learning environments, 
which may help us overcome problems and to develop and modify such environments in 
the future.  
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An Architecture for Location-aware Applications1 
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SE-971 87 Luleå, Sweden. 

ABSTRACT 

This paper presents an architecture for location aware-applications where positioning 
sources such as GPS, WaveLAN and Bluetooth devices can be seamlessly interchanged or 
even combined to achieve a more accurate positioning service with a higher availability 
than a single positioning source could provide. The architecture also supports peer-to-peer 
communication to allow clients to interchange position information over a local wireless 
network, such as a Bluetooth ad-hoc network or WaveLAN. This enables a user to use other 
users’ position sources if their clients are close enough. The position information can be 
used directly by an application or be combined with habitual and other contextual 
information to achieve more personalized applications.  

A generic positioning protocol for interchange of position information between position 
sources and client applications is also introduced and different techniques for merging 
position information are presented. The interfaces for an application to access the platform 
and the platform to communicate with positioning sources are also discussed. The paper 
finally touches on privacy issues and outlines a schema for handling positioning 
information by using contracts that are easily maintained and controlled by the user. 

Keywords: location-aware applications, context-aware applications, seamless positioning 

1. Introduction 
Mobile applications are a rapidly growing field of software technology, where mobile 
devices such as hand-held computers with wireless network connectivity enable a new set 
of context-aware software applications. The context of usage can be determined by 
analyzing an individual’s patterns in combination with information about the physical 
locality of the user, which is also stated by Nelson [1]. The present paper describes an 
architecture for location-aware applications where the context of usage enhances the use of 
mobile devices. 

                                                            

1 This work was sponsored by the SITI Internet3 program, the Mäkitalo Research Centre 
and the Centre for Distance-spanning Technology. 
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We assume that in the not so distant future people will use mobile devices to manage their 
day-to-day life and these devices will inherently be connected to the internet by wireless 
communication technologies such as GSM, GPRS, UMTS, WaveLAN, HiperLAN or 
Bluetooth. These technologies can be used to position the mobile device and thus enable 
position-based look-up of services available in the network. In other words, a service 
should not be available unless the user is within a certain context determined by time, 
location and usage patterns. Mobile applications differ in this respect from conventional 
applications, as the location of a mobile device is dynamic. 

Therefore, there is a need for a mobile positioning platform that not only encapsulates 
different positioning techniques, but also offers additional combined positioning 
techniques. This would mean that a mobile application would not need to handle all the 
techniques available, but instead could use a collective service, the mobile positioning 
platform. The platform should also provide support for accessing the common services 
required by the majority of mobile applications, such as map retrieval and service look-up. 

This paper describes not only how different positioning techniques can be used depending 
on their availability (by using the most accurate positioning technique available at a given 
time), but also how these positioning techniques can be amalgamated into a more accurate 
service (by using a collective set of positioning information) and how mobile devices can 
exchange positioning information over limited-range wireless ad-hoc networks, such as a 
Bluetooth network or a WaveLAN Ethernet segment. Furthermore, it is important to 
recognize and make use of the changing sets of resources in their environment; in this case 
how a seamless interchange of positioning information can be supported by the mobile 
positioning platform. This paper also outlines a generic positioning protocol (GPP) for 
positioning information exchange between devices and other networked services. The 
protocol is a central part of the positioning platform, where an XML scheme is used to 
describe the positioning information. The structure described by the XML scheme is then 
used throughout the positioning platform to represent position information. 

Section 2 provides an overview of the architecture, followed by an outline of the 
positioning platform in Section 2.1 and a presentation of the Generic Positioning Protocol 
in Section 2.2. Section 2.3 focuses upon the issues of security and privacy and leads into a 
discussion of the map service and the service infobase in Sections 2.4 and 2.5 respectively. 
Finally, Section 3 outlines our current implementation, whilst Sections 3.1 and 3.2 present 
two prototype applications using the platform. 

2. Architecture 
The architecture is divided into four sections: the positioning platform, the privacy and 
security handler, the map service and the service infobase. An overview of the architecture 
is depicted in Figure 1. The positioning platform provides abstraction from the positioning 
devices used; it is responsible for collecting the data from all of the positioning modules 
and combining it into a single position and accuracy [see Section 2.1]. The privacy/security 
handler [see Section 2.3] provides an access point for querying the application in order to 
grant or deny any requests that come to the platform to obtain the user’s location. The map 
service [see Section 2.4] provides methods for obtaining map information, whilst the 
service infobase [see Section 2.5] abstracts the process of locating services within a 
specified context. 
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Figure 1, The Alipes Architecture. 

2.1 Positioning Platform 
The positioning platform collects the positioning data from the different positioning 
modules and merges the information to form one virtual device with additional qualities. 
The platform is capable of utilizing both push and pull devices. A GPS device that reports 
information back at certain time intervals is an example of a push device, whereas an 
Ericsson Mobile Positioning System (MPS) [2] device is an example of a pull device that 
retrieves MPS information over the internet on request. For each physical positioning 
device used within the platform, a simple software module needs to be implemented to 
communicate with the device and to translate the device’s native position format into a 
common format defined by to the Generic Positioning Protocol (GPP) [see Section 2.2] 
used by the platform. 

As each device has different accuracy and position segment characteristics, it is possible to 
find a new position area that is overlapped by each individual position and with a greater 
degree of confidence. In the example shown in Figure 2, a GPS device reports that it is 
within an area bounded by box A and an MPS device reports that it is within the area B, 
which is bounded by two circles. With this knowledge, the positioning platform could 
calculate a more accurate position, for example the position bounded by the intersection of 
A and B. 
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Figure 2, Calculating a more accurate position from two sources. 

It is not always possible to compute the intersections precisely from the bounds of the 
devices due to the different characteristics of the various positioning devices. In some 
cases, such as a high-end portable laptop, it could be possible to compute this intersection, 
whereas on a portable hand-held computer, such as a Compaq iPaq, computing the 
intersection could be cumbersome and utilize too much computational effort. In such cases 
it could suffice to report just the position with the highest accuracy, to merge only the two 
most accurate positions or to use a less accurate merging technique. It is therefore important 
that the platform can be optimized for the underlying host characteristics and the needs of 
the programs utilizing it. 

As well as merging positioning information from local devices, the position can also be 
augmented with information from other non-local position platforms via limited-range ad-
hoc networks, such as a WaveLAN segment or Bluetooth networks. When any positioning 
information is sent over a network, the position’s accuracy is changed to be the sum of the 
current accuracy and the maximum transmission range of the transmitting device. It is the 
duty of the device transmitting the position information to change this, as in some 
transmission devices the range is dependent on the transmitting power, which the receiver 
has no knowledge of.  

In the example shown in Figure 3, two devices are sharing their position information over a 
Bluetooth network where both devices have a maximum transmission range of 10 meters. 
Device C has the position PC(Global) where PC(Global) = PC(Local) ∩ PC(Net) and PC(Local) is obtained 
through a GPS device, whereas device D has the position PD(Local) received from a 
WaveLAN positioning server. Device C calculates2 the position PC(Trans) = PC(Local) ± (10m) 
to send it over the network. Device D can then calculate a new position for itself, PD(Global) = 
PD(Local) ∩ PC(Trans). 

We have chosen to state that only locally trusted position information will be sent out over 
the network [see Section 2.3], so any information learned via a peer-to-peer network will 
not be forwarded to other devices. The purpose behind this is to reduce the effect that an 
erroneous positioning device or a rogue user could have on the system. If there is any 
conflict between the position that has been obtained over the network and the locally 
trusted position, then the remote position information will be discarded. 

                                                            

2 The calculations are based on a 10 meter maximum transmission range for Bluetooth. 
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Figure 3, Peer-to-Peer position sharing. 

It is also possible for the platform, whenever it is not directly supported by the underlying 
position device, to obtain a crude velocity vector indicating heading and speed. By taking 
the difference between the last known and current positions, a crude estimate can be 
obtained as to which direction the user is facing. 

The positioning platform calculates the enhanced position and makes it available to the 
application as if it were itself a push or a pull device, depending on the requirements of the 
applications. 

2.2 Generic Positioning Protocol 
The different positioning techniques have similar properties as they all report a position, but 
their protocols differ. A generic positioning protocol (GPP) should therefore support all 
positioning techniques and work as a common language for the positioning platform to 
communicate with external positioning sources. A source could be internal to the mobile 
device but external to the platform, such as an extra instance of the platform. This protocol 
should also be used against these sources. The structure of the protocol should also be kept 
within the positioning platform to communicate with positioning modules internal to the 
mobile device (such as a GPS or Bluetooth device). 
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Required features for the GPP are as follows: 

1. It should possess a structured and hierarchical format, for simple parser 
implementation. 

2. It should be humanly readable, to aid debugging. 

3. It should contain a few simple message types: 

a. Capability request 

b. Capability reply 

c. Data request 

d. Data reply 

Due to the requirements that it be both humanly readable and in a structured and 
hierarchical format, we have chosen to implement this protocol in XML. This also brings 
added benefits, as XML parsers are widely available for many different operating systems 
and architectures. The capability request and reply are used to determine the properties of 
the device, such as the general accuracy, the supported datum planes and coordinate 
systems, and the device type. 

The main sets of messages are, however, the data request and reply messages. Only data 
reply messages are used for push devices, while both data request and reply messages are 
used for pull devices. The data request and reply messages share some properties with the 
Ericsson Mobile Positioning Protocol [2], the Geography Markup Language (GML) [3] and 
the National Marine Electronics Association’s (NMEA) 0183 interface standard [4]. The 
GPP message structures are based on XML, but may be represented in other formats as 
well; for example a request message could be represented as an HTTP query. 

An example use of the protocol is queries between the platform and a WaveLAN 
positioning server, as in the RADAR system [5]. The client application queries the server to 
retrieve the position of the mobile device. The query includes information about the MAC 
address for the mobile devices, together with additional information such the username and 
password. 

2.3 Privacy and Security 
It is vital to maintain the privacy of the users, because otherwise they might feel monitored 
or fear that the information might be used for unintended purposes. Want et al. showed in 
their study of an active badge location system [6] that privacy issues are central, and they 
stressed the importance of the ability to turn off the positioning and of informing the user of 
how the position information is used and/or logged. Consequently, a system like this 
requires control of access to position information and that a user should be able to see not 
only who has tried to locate him, but also how often that has occurred. The questions are 
how to restrict access to positioning information in general and how the positioning system 
should be implemented in order to allow different levels of access. 
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Hence, the user’s application owns its position and any external service has to request 
permission from the user’s application in order to obtain his position. It is therefore possible 
to query the platform for a position, but this will automatically result in a request to the 
application. The application is then free to accept or deny the request or to choose to ask the 
user if he wishes to permit the query. Queries can be accepted once or for a longer period, 
depending on a set of criteria defined by a contract between the user or application and the 
peer conducting the query. Currently implemented criteria include the ability for a service 
to query the platform a fixed number of times, unlimited queries during a specific amount 
of time, or any combination of the above two. 

The user could also delegate the right to grant access to the user’s position to a secondary 
party, such as a WaveLAN positioning center, by constructing a contract. The contract 
would be limited by the user’s selection of criteria. All queries to the mobile device would 
then be redirected to the secondary party, which would follow the scope of the contract for 
all queries about the user’s position. 

The user should also be able to deny all access to his position in a simple way, independent 
of any contracts issued to secondary parties. This could be achieved by revoking all 
contracts or by adding additional criteria that override the others (i.e. deny criteria should 
take precedence over grant criteria). 

Another issue is how to locate a users mobile terminal and thereby a user’s position. We 
have chosen a schema that is similar to the Session Initiation Protocol (SIP) [7] and where 
the IP address of a terminal is stored at a location server. In this case, the location server not 
only stores user information as defined by SIP, but also position information restricted by 
contracts. This allows a service or application to locate the source of the position 
information for a user first, either by querying the contracted location server or the mobile 
terminal, if no contract exists. Note that using other directory services like the Lightweight 
Directory Access Protocol (LDAP) [8] instead of a schema similar to SIP would be as good 
a solution. 

However, there are other possible threats. The system could easily be compromised by false 
positioning sources, such as a Bluetooth beacon with a false position. Therefore, the 
sources should be separated into two groups, trusted and non-trusted positioning sources. 
The trusted sources could be a GPS module or an MPS position obtained through an MPC 
server [2] that the user can authenticate, while the non-trusted sources could be external 
sources such as other mobile devices within the WaveLAN or Bluetooth range that have no 
method for authentication. In this case the positioning platform will prioritize trusted 
sources. 

Another threat, not considered in detail here, is that the system could be compromised in 
other ways as well, for instance because it is always possible to trace a general position of a 
mobile terminal since it has a network connection. This means that commonly found tools 
such as the UNIX traceroute command will be able to achieve a general positioning of a 
mobile terminal. The user will also be traceable if he accesses local hardware such as an 
automated terminal for buying tickets or a cash dispenser at a bank. The privacy protection 
covered in this paper needs to be supplemented by more general protection schemes such as 
the IP Security Protocols [9]. 
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2.4 Map Service 
The generic map service is defined by an XML/HTTP interface that allows an application 
to retrieve maps for a certain position expressed in different geodetic datum planes and 
coordinate systems, with additional parameters such as the geodetic datum, coordinate 
system, map size, image type, scale and orientation. This scheme will help keep the service 
generic, as it is simple to change the underlying map database and retrieval system. 

The current implementation uses a map database located at Luleå University of Technology 
(LTU), but could easily use other map databases with a different content and located 
elsewhere, such as the Telia Yellow Pages (Gula Sidorna) in Sweden. The map database at 
LTU is implemented to return the best available map depending on the scale of the 
requested map. Specifically, queries with a scale set to smaller than 1:50000 return a map 
from one map series (e.g. Röda kartan) while all other queries return a map from another 
map series (e.g. Ekonomiska kartan). The reason for this is that the user should not select 
the map series, since he rarely knows the suitable scale-range for a certain map series. 

2.5 Service Infobase 
The service infobase provides methods for finding published services by searching a 
database or the internet for information that matches the criteria. The service descriptions 
can be represented as XML documents, where the criteria are represented as fields in the 
XML document. Similar ideas have been expressed in [10], which uses the Resource 
Description Framework (RDF) [11] as a basis for service description. 

An example could be a user searching for all the restaurants in the immediate vicinity that 
serve Italian food. The application would look in the service infobase for services that 
match and then present the location of each restaurant on a map. The user could then access 
additional information about the matches, such as the availability of a “how-to-get-there-
guide” or  a menu. 

3. Implementation 
The current client-side implementation is written in Java and C/C++, for a StrongARM 
PocketPC (Compaq iPaq 36xx) with Personal Java 1.1. The server-side implementation is 
written in Java 1.2, Visual Basic and Perl. Software modules for GPS and WaveLAN 
positioning are currently available, as well as a map look-up service (SB MapService). The 
GPS module includes support for parsing NMEA0183 [4] messages that are read from a 
serial port. The WaveLAN positioning server supports the querying of a set of WaveLAN 
base stations for connected MAC addresses and information in the location fields, which 
enables the server to return a rough position fix for a connected user. Work on the addition 
of software modules for MPS and Bluetooth positioning is in progress. The work on the 
Service Infobase has started, but is far from completed. 

Within the Alipes project we have created a mobile positioning platform and are developing 
prototypes to study the use of context-aware applications. A set of prototypes using the 
positioning platform is being developed: FriendFinder, a tool for locating friends on a map, 
GeoNotes [12-13], a tool for posting comments (similar to post-it notes), and BusLocator, a 
tool for locating the next suitable bus. 
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These prototypes will be evaluated within the eStreet project [14] by having approximately 
20 users from the general public evaluate the prototypes. The goals are to understand how 
to develop context-aware applications based on positioning information and to understand 
what services should be offered (especially with regard to privacy issues such as access 
control to a user’s position). The positioning platform will help us to develop, deploy and 
evaluate new applications rapidly. 

3.1 FriendFinder 
The FriendFinder application is based on a simple map navigator where the positions of 
registered friends are marked on the map (see Figure 4). 

 

Figure 4, The FriendFinder application. 

The current position is marked by a red circle within a circled cross, friends’ positions are 
marked by orange circles and fixed positions are marked as blue squares. 

3.2 GeoNotes 
GeoNotes is a system developed at the Swedish Institute of Computer Science. The system 
allows users to annotate physical locations with virtual notes, which resembles placing 
Post-It notes on walls around you (see Figure 5). It is similar to applications described 
previously in [15-16]. 
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Figure 5, The GeoNotes application. 

4. Summary and Conclusions 
Although there are many different globally used positioning systems, there are few 
initiatives to incorporate these into one seamless system. Therefore, this paper describes a 
novel architecture for location-aware applications, where positioning systems (including 
peer-to-peer position information exchange) are combined to form a positioning platform 
with additional benefits not offered by a single positioning system. Applications benefit as 
they can be provided with more accurate positions and do not need to be rewritten for each 
new positioning technique. 

We have also outlined a generic positioning protocol based on XML that enables exchange 
of position information as well as a map look-up protocol. A service infobase is also 
introduced for location of available networked services. Finally, privacy and security issues 
have been discussed, with an emphasis placed on utilizing the user’s application to control 
access to the user’s position information. 

5. Future Work 
The architecture is currently being used by several research organizations, and feedback 
from these organizations will be used to improve both the architecture and the 
implementation. Topics that we have already identified as important are: 

• an intelligent map cache with pre-loading support for times when you have limited 
network resources, 
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• a standard package/format for maps, 

• definition and implementation of an intelligent system for searching and filtering 
networked services, 

• a service description language, 

• implementation and evaluation of a more advanced WaveLAN, Bluetooth and IR 
positioning technique, 

• further study of privacy issues, and 

• support for anonymity in relation to services. 
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Location Privacy in the Alipes Platform1 
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SE-971 87 Luleå, Sweden. 

ABSTRACT 

An increasing number of applications and systems use contextual information about their 
users. Such contextual information can be used to design applications that survey usage and 
adapt thereafter, or simply just use context information to optimize presentation. Context 
information could therefore be used to create quite complex applications for the benefit of 
the users of the system, but the same information or derivatives thereof could cause serious 
violations of personal integrity if misused. Locality may not only be the most widely used, 
but also the most sensitive contextual information. The Alipes platform makes it easy to 
create location-based services while enforcing user privacy and integrity. The platform 
handles privacy through rules that describe how and under what circumstances a user’s 
context may be distributed to other users, for example rules describing limitations 
concerning the user’s context, a certain time period, the number of queries and the type of 
applications. This paper presents how location privacy is enforced in the Alipes platform. 

Keywords: privacy, location, context 

1. Introduction 
An intriguing question is how mobile applications differ from other applications, mobile 
applications being defined as applications used in a mobile context such as in a mobile 
terminal. The simple answer is that the difference is minimal, if there is a difference at all, 
since a user would like to do anything that he could do at a stationary terminal from his 
mobile terminal. However, from another point of view the difference can be said to be 
large. The applications may be similar or even identical if used in mobile or stationary 
terminals, but the usage may differ depending on the context of the user.  

For instance, using a stationary computer at work basically determines the main context of 
usage of that terminal as being work, while using a stationary terminal from home would 
instead imply another main context, namely leisure. If the user also has a mobile terminal, 
which he carries with him at all times, then that terminal may switch its main context of 
usage, between work and leisure, depending on the current location. The situation is more 
                                                            

1 This work was sponsored by the Swedish Institute of Information Technology (SITI), the 
Mäkitalo Research Centre (MRC), the Centre for Distance-spanning Technology (CDT) 
and the European Union’s structural funds. 
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complex in real life than this example may demonstrate, as many users spend time on 
leisure activities while at work and some users work from home, so the current location is 
but one factor that may help determine the main context of a user.  

What real benefits can come from using a user’s context, such as his location, in mobile 
terminals? It has some obvious benefits, such as enabling traditional map services where 
the user can locate himself or relevant nearby services like the closest bus stop, a friend or a 
restaurant. Another benefit may be to optimize the mobile terminal to use the most suitable 
set of tools for a particular context. An additional benefit of the user’s location could be 
derived in a protective system, where the user could hit an alarm when assaulted so that 
help could be sent to his location, or using automatic alarms in combination with sensory 
technology for determining glucose levels, heart-beat rates, fall patterns, etc, which could 
serve as a provide protection for our elderly population. Finally, it may benefit computer 
gamers of all ages, by creating mobile games based on the user’s physical location and 
context. 

The user’s location and other context information can also be used for less admirable 
purposes. Someone could, for instance, trace the habits of a person, such as his movement 
patterns, and thereby that deduce information that is highly personal and thus private. The 
classic examples are detecting an unfaithful spouse or monitoring workers. It is therefore 
vital to consider privacy issues when designing distributed real-time systems where context 
information may be distributed to a number of users. Privacy can be defined as the demands 
from of individuals, groups and institutions to determine by themselves when, how and to 
what extent information about them is to be communicated to others [1]. Köhntopp et al 
define related terminology such as anonymity, unlinkability, unobservability, and 
pseudonymity [2].  It is our opinion that a system can be seen as a threat to users’ integrity 
if privacy cannot be enforced. Such systems will not be trusted and will therefore probably 
not be used by the majority of users. 

Ackerman et al state, “Indeed privacy forms a co-design space between the social, the 
technical, and the regulatory” [3]. It is therefore also important to consider national, 
regional and international legislative initiatives and interest groups. The Swedish Data 
Protection Act (Personuppgiftslagen) [4-5] needs to be considered when applying systems 
in Sweden. Legislative initiatives to control sensitive information, such as location data, are 
also under way both in the United States and within the European Union. The European 
Commission has drawn up data protection directives 95/46/EC [6] and 97/66/EC [7], as 
well as data protection proposals [8-10]. In short, they specify that users of mobile location 
services must be protected by privacy safeguards, must be fully informed of the purposes of 
the usage of the mobile location services, and must have the right to determine the use of 
their personal information. The European telecommunication directives discuss the idea of 
a user’s right to choose whether to grant (opt-in) or deny (opt-out) any use of information 
regarding himself at any time. This also leads to the possibility of a user temporary 
disabling a service, if he wants to do so.  

Privacy has also been discussed by the Location Inter-operability Forum [11], which is a 
joint effort initiated by telecom vendors, service providers and operators2 to create a 
                                                            

2 E.g. Telia AB, Sweden 
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common location interchange format, but little of that work is as yet public or freely 
available. The same is true of other industry initiatives like the (Bluetooth) Location 
Positioning Workgroup3 or the WAP Forum [12], whose proceedings are unfortunately 
confidential and only available to the member companies. The cost of becoming a member 
of these bodies is prohibitive for academic researchers. There is also the IETF Geographical 
Location/Privacy Workgroup (geopriv) [13-14], which is working on standards and 
recommendations for location-based services. 

When studying directives and proposals regarding privacy within Sweden and the European 
Union, it becomes clear that a positioning platform, such as the Alipes architecture [15], 
must also take personal integrity issues into account. This is especially noteworthy when 
one also considers the numerous international initiatives and human rights groups [16-20], 
as they symbolize the deficit of current legislation as well as the mistrust of governments 
and legislative bodies. For example, Westin found that 81% of Net users are generally 
concerned about threats to their privacy while online [21]. 

It is clear that the user should have control over his information, and therefore the 
ownership of the information itself should belong to the user. Anyone who wishes to use 
that information can be given rights, but the user is the only logical owner of his own 
private information. 

Studies have shown that users can be divided into three major clusters with regard to 
privacy: the privacy fundamentalists (17%), the pragmatic majority (56%), and the 
marginally concerned (27%) [22-23]. These clusters view privacy differently, which has to 
be taken into consideration when creating a mechanism for enforcing privacy. 

Section 2 describes the Alipes platform for seamless interchange of position information, 
while Section 3 discusses privacy enforcements by the platform. In Section 4 some of the 
topics for future work are presented and Section 5 concludes the paper with a summary.  

2. The Alipes Platform 
Distributed real-time systems can be very complex, so they are typically built using 
supporting modules or architectures. The Alipes platform is such an architecture for 
creating applications aware of the user’s context, where the location is the most important 
factor [14]. The platform is mainly intended for real-time use, i.e. for applications that 
require a constant update of the user’s context. It is also inherently distributed, meaning that 
clients can communicate directly with each other without a central server being present (by 
using peer-to-peer protocols and ad-hoc networks).  

There are several advantages of building systems that are to be distributed and where no 
central server and few supporting servers are involved. A central server may become a 
bottleneck as the usage of a system increases. A better alternative is to design the clients of 
the system to be autonomous and thereby create a system that may scale more easily. 

                                                            

3 Chaired by Mike Overy at Nokia (mike.overy@nokia.com). 
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However, some situations, such as locating a user the first time, may however require a 
central server or a topology of servers, as described further down in this section. 

The following subsections describe the Alipes platform in more detail in order to give a 
better understanding of the privacy implications. It is especially important to understand the 
process of how a user is positioned and how location servers can be used together with the 
platform. Section 2.2 may be read as an overview and is included here for completeness. 

2.1 The Alipes Platform 
Mobile terminals have recently become both networked and powerful enough to host 
distributed real-time applications such as video-conferencing tools [24]. As argued in the 
introduction, the perhaps only thing that distinguishes a mobile terminal from a stationary 
one is its use in several contexts, since it is kept with the user while for instance at work or 
at home. Examples are the nowadays common PalmOS or PocketPC devices that contain 
the user’s schedules, contact lists, etc. The device can be used from multiple contexts, such 
as work or leisure, where location may be the main factor for determining the user’s current 
contexts. 

This is important for two reasons. First, the context can be used to optimize the view on the 
mobile terminal to suit the current use of the terminal; at work information and applications 
are filtered out to present the most efficient environment for work, while at home quite a 
different presentation may be the most efficient from the perspective of the user’s interests 
and entertainment. This could help overcome the increased effects of stress and information 
overload that today plague modern society. Secondly and more importantly, some context 
information can be used to create a new range of applications that depend, for instance, on 
the location of the user. These location-aware applications span from simple ‘where-am-I’ 
applications that include map services and ‘friend-finder’ tools, electronic guides and 
mobile learning systems, to systems including other sensory technologies, which can, for 
instance, automatically send a call for help when a user is in a hazardous situation (such as 
having a heart-attack or has simply have fallen down). Another area of interest is the 
growing area of computer gaming, where games like “Pirates!” are based on location 
information [25]. 

Most applications on the market are written for a specific positioning technology such as 
GPS, but given the flexibility of modern mobile terminals, other positioning technologies 
could also be used. The Alipes platform allow multiple positioning techniques to be 
seamlessly interchanged and combined, enabling applications to utilize a single interface, 
yet benefit from advantages that no single positioning technique can offer by itself. Several 
positioning techniques could thus be combined to achieve benefits such as full indoor and 
outdoor coverage, or to determine more accurate positions. 

The platform has currently four positioning techniques implemented, namely GPS, 
GSM/UMTS (Ericsson Mobile Positioning System - MPS), Bluetooth (BT) and WaveLAN, 
while work on adding Radio Frequency Identification (RFID) has been started and work on 
infrared (IrDA) is planned [15,26-27]. Figure 1 depicts the platform with the as yet 
unimplemented modules in Italics. The platform is designed to use different map services 
based on OpenGIS or other standards [28]. The figure also shows that different service 
information databases can be used to retrieve information about objects, such as location 
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servers containing information on objects and their related location. How the privacy and 
security aspects fit into the platform will be described in Section 3. 

 

Figure 1, The Alipes platform. 

The platform also allows peer-to-peer interchange of position information using ad-hoc 
networks and thus offers a wide variety of techniques to be interchanged or combined, with 
obvious advantages such as possibly greater accuracy and better coverage. Figure 2 shows 
two users sharing position information to achieve higher precision (ε is the range of the 
Bluetooth device), for example Carol merging her MPS (GSM/UMTS) information with 
Dave’s WaveLAN information while considering the error of the added peer network 
range. The interchange is achieved without exchanging identities, thus allowing anonymity. 

 

Figure 2, Peer-to-peer position exchange using ad-hoc networking. 

The platform is mainly designed for distributed clients, and no or few servers need to be 
involved in the system. Each client relies on peer-to-peer networking to exchange 
information, but the clients also need networks to retrieve data from databases (such as map 
servers and location information databases). The clients could thus be designed to be fully 
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symmetric and distributed in such a way that they are the intelligent nodes and the network 
is more or less dumb. 

2.2 Locating a User 
The user can locate himself using the platform, as described in Section 2.1, but he might 
also want to locate other persons. An example could be a ‘friend-finder’ application, where 
his close friends’ locations and context are presented on a map. Using that information 
together with a conferencing or messaging system (see [24]) would enable him to find 
which of his friends are free for lunch, for instance. 

Locating a user would involve a number of consecutive steps: 

1. Finding the ID of the user: The ID typically consists of a username and a terminal 
or domain name and is similar to an email address, such as 
unicorn@porthos.cdt.luth.se. In this case unicorn is the username, alias, or 
pseudonym selected by the user, porthos is the name of the mobile terminal and 
cdt.luth.se is the domain name of the mobile terminal. The terminal name 
porthos.cdt.luth.se could also be linked to a mobile IP address [29] or to an IP 
multicast address [30]. Note that the ID could be anything that is unique (such as a 
chat tool identity), but there need to be ways to distinguish between multiple 
terminals (if the user has more than one). There are several ways to discover the 
ID of the user, ranging from using email or chat tools to a directory service or 
specialized applications. 

2. Finding the IP address of the user terminal: The IP address could be found in 
several ways by using the ID of the user. 

a. If it is based on a mobile IP address, then no further look up is necessary. 

b. If it is based on a static IP address, then DNS can be used to look up the 
IP address from the hostname4, such as from porthos.cdt.luth.se to 
130.240.64.72. 

c. If the user is on a local ad-hoc network, such as within Bluetooth range or 
on the same Ethernet segment, then a local broadcast or multicast query 
could be send out with the TTL (Time-To-Live) set low on a fixed IP 
multicast or broadcast address. The client would then listen to queries on 
that address and reply with the related IP address. 

d. A wide-scope IP multicast query could also be used where the TTL is set 
high and the domain cdt.luth.se is associated with a certain IP multicast 
address for queries. The client would again listen to queries on that 
address and reply with the related IP address. 

                                                            

4 A fully qualified DNS name. 
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e. Finally, a look-up of the related IP address can be carried out using 
central servers or a topology of servers. The Session Initiation Protocol 
(SIP) [31] or the Lightweight Directory Access Protocol (LDAP) [32] 
both provide mechanisms for this purpose.  

3. Finding the location of the user: When we have the IP address of the user’s client, 
we can then send queries about the user’s location. How this is achieved is 
described in Section 3.  

Most of this can be done in a distributed way without including any central server in the 
schema and thus also avoiding possible bottlenecks. Using mobile IP is of course the most 
elegant solution, but support for it is not yet widespread. The same is unfortunately true of 
IP-multicast-based solutions, as many network operators choose not to support IP-
multicast, even if their network does have the capability to enable it. Consequently, in some 
cases resolving the IP address of a user’s terminal requires using a central server or a 
topology of servers. SIP and LDAP are inherently based on central resources, even if at 
least SIP could be said to be somewhat distributed. SIP is perhaps the best scheme, as it is 
designed exactly for this purpose of using a unique identity (such as the email address) to 
locate first the responsible server and then the user client.  

Figure 3 shows an example where Carol is using four positioning techniques through the 
Alipes platform: GPS, WLAN (WaveLAN), BT (Bluetooth) and MPS (GSM/UMTS). Note 
that GPS is used directly, while the other techniques may use servers in the network5.   

 

Figure 3, Dave locating Carol using SIP and the Alipes platform. 

                                                            

5 The MAC addresses of nearby Bluetooth (BT) devices can be used to look up the position 
in a server if any of these Bluetooth devices have registered a position together with its 
MAC address. The Bluetooth positioning technique does not require such a server if the 
clients implement a Bluetooth positioning service. 
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Carol is identified by carol@cdt.luth.se and would be located by Dave in three steps when 
using SIP: 

1. When locating the responsible server, by using DNS or other mechanisms, we find 
the SIP server sip.cdt.luth.se. 

2. Now we can query sip.cdt.luth.se for the current IP address of the user, which is 
ipaq.homeip.net. 

3. The last step is to communicate directly with the client. 

2.3 Position and Location Servers 
A positioning server is normally bound to one positioning technique and offers a 
positioning service to clients or other services. Examples of such servers are RFID, 
WaveLAN, MPS (GSM/UMTS) or Bluetooth positioning servers. A positioning service 
could of course aggregate several other positioning servers and thus offer a wider range of 
services. Three positioning servers (WLANd, BTd and MPSd) are included in Figure 3 
above. 

A location server is a server where the location (position) of objects and users is primarily 
reported by the client terminal itself. A location server may also be setup to use positioning 
servers in the network directly. The client would then report the position gained from local 
devices, such as RFID, GPS or Bluetooth devices, to the location server. The location 
server would report the position gained from the positioning servers in the network to the 
client.6  

The main benefit of a location server is when the client is behind a firewall or is using 
network address translation that effectively makes queries to the client itself very difficult. 
The client terminal may also be offline or turned off while the user himself may be possible 
to position (for example if he has a GSM phone). The client may also be a thin client like a 
small PDA or have limited network capabilities, which favors using an intermediate entity 
to limit the mobile terminal’s requirement for processing and network usage.  

A location server can be co-located with a SIP server, making it easy to look up the 
respective services. It may also be possible to implement the location server as a part of the 
SIP server in the future. Figure 4 below shows a co-located location server (LOCd) and SIP 
server, where the location server also handles WLAN, Bluetooth and MPS positioning.  

Note that the Alipes platform handles the location server as a single positioning technique, 
while the location server in reality aggregates several positioning techniques. Local 
positioning information, in the example from the local GPS receiver, is reported to the 
location server. 

                                                            

6 Note that several techniques could be used as client techniques as well as positioning 
services in the network (for instance WaveLAN positioning). 
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Figure 4, Dave locating Carol using SIP, a location server and the Alipes platform. 

3. Location Privacy 
A simple example of the use of contextual information could be presenting information 
about historical artifacts of interest in the close vicinity of a user, based on the user’s 
location and how long he has stayed at the previously visited artifacts. The same technology 
could very easily be used by an employer to trace an employee to see when he was at work 
and actually working, without the employee’s consent. Privacy issues are therefore central 
to managing a user’s context information, such as his location.  

As described in Section 2, the Alipes platform offers applications a way to gain access not 
only to the local terminal’s location, but also to other users’ locations. It makes good sense 
to include support for privacy management in the platform, as trust and privacy issues may 
be central to the success and acceptance of location-based applications.  

This section describes how the Alipes platform enforces privacy. However, transport level 
security and privacy are considered to be beyond the scope of this paper. The work of 
Alberto Escudero Pascal is a good source for more information on that topic [10], as well as 
the numerous IETF groups working on securing IP versions 4 and 6. Without transport 
level security it would always be possible to track a user or client using the MAC address, 
IP address or hostname of the terminal, regardless of any precautions made at the 
application level. 

Note that secure links are required for this scheme to work. It would be quite simple to 
intercept messages and act as a middleman or simply fake being someone else. Some form 
of encryption and authentication is therefore required to ensure that the contracts and 
queries are transported across the network in a secure manner (especially as they are 
expressed in an easily readable text format using XML). Key distribution, authentication 
and encryption schemes like PGP [33] are therefore necessary, but will not be described in 
further detail here and are henceforth considered to be beyond the scope of this paper. For 
now we assume that all traffic is secure from attacks. 
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The focus of this work is also to define a privacy framework from the application 
programming view, thus not primary on how to graphically present and manage the 
framework in an application. However, presentation is very important in this context, but 
needs more investigation, for example through user studies, before any conclusions can be 
reported. Usability is therefore only commented on and not fully discussed in detail here. 

3.1 Sensitive Information 
Information about a user must be considered sensitive if it can be used to invade his 
personal integrity. An example of such information is the position of the user. If a user is 
only queried once, then the risk of violating his privacy is moderate, but if the user is 
continuously positioned and that data is logged and processed, then the data is highly 
personal. It can be used for criminal ends, such as to determine when the user is least likely 
to be at home in order to minimize the likelihood of a burglary being interrupted. 

Other studies have shown that most users do not want complete automaticity of private data 
exchange, but instead want to be able to grant or deny any transfer of private data [22]. The 
user should therefore be able to fully control and limit any exchange of information. For 
instance, he should be able to limit the accuracy of a query (i.e. if the service does not 
require a very accurate answer then the answer should be adequate but not overly accurate) 
or to limit the number of queries.  

He should also be able to turn positioning off completely in a simple manner, or to disable 
it at certain locations or in certain time periods or contexts. This means that a user should 
be able to limit positioning, for instance to working hours, to when he is located at work 
and when he is using a certain service. Note that turning positioning off completely means 
that all queries will automatically be rejected or denied, as the user at these times may feel 
that a query is intrusive and that may affect the user’s trust in the system.  

It is important to comply with the local and European regulations and proposals available 
while being extra cautious and also considering future legislation. Maintaining a simple 
view of privacy management and thus keeping the user informed may prove vital for wide 
acceptance of these new services. 

3.2 Design Criteria 
The primary design criteria have generally been to keep the platform as simple as possible 
while creating a framework with sufficient support to enforce privacy. This means that: 

• The framework should comply with national and international initiatives 
concerning legislation. 

o The user must at any time be able to turn off positioning completely. 

o The user must at all times be informed about positioning activities. 

o The user must be able to decide actively whether to grant or deny access 
from any party requesting location information. 
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o The positioning activities must be logged for future reference. 

• The set of rules and how they work should be easy to understand and process.  

• The protocols and rules should be described in an easily readable format for 
debugging reasons. 

• It should be easy to create user interfaces to manage the rules, while supporting 
different levels of user expertise or clusters of users. 

• The system should also be functioning when a terminal is turned off, disconnected 
from the network, behind a firewall or using network address translation. 

• The system should be designed to be distributed with as few central servers as 
possible and to allow peer-to-peer communication in real-time. 

3.3 Limiting Access to Location Information 
There are a number of different limitations on when and how other parties may locate a 
client, as expressed in the previous sections. Below are examples of limitations on when 
and how a certain party is allowed to position a client: 

• Geographical area, e.g. only when in Luleå 

• Accuracy, e.g. only that the user is in Luleå (or within 1000 m2) 

• Time period, e.g. only working hours (8-17 on Mondays to Fridays) 

• Number of queries, e.g. 20 queries per day 

• User context, e.g. when connected using WaveLAN 

• Usage, e.g. only for setting up conference calls 

• Mutuality, e.g. ‘you may position me if I may position you’ 

• Type of information, which is primarily the current location7 

Some of these limitations are nearly impossible to control. Even if a party is granted access 
only for a certain usage, i.e. to set up conference calls, there is nothing to stop that party 
also using the information for other purposes. Mutuality is another example of this, as one 
party could easily fake a location while another party reports its location truthfully. In the 
end these cases falls back on trust and on future legislative initiatives. 
                                                            

7 It is also possibly to specify other contextual information, such as data from other sensory 
systems that reveal information not only about the location of the user, but also about the 
context. Examples of this could be systems that include acceleration, blood pressure, 
glucose levels and heartbeat rate sensors for medical applications. 
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The Alipes platform defines a set of rules for limiting access to positioning information. 
These rules consists of an on/off rule, ban rules, generic criteria and contracts that are 
described in Sections 3.4 to 3.7. 

3.4 On/off Rule 
As previously stated in Sections 1 and 3.1, the user should be able to deny all access to his 
position in a simple way, independent of any general criteria or issued contracts (see 
Sections 3.5 and 3.6).  The on/off rule will thus allow the user to easily turn off positioning 
completely, regardless of any other configuration. 

3.5 Ban Rules 
As in any communication scenario, there are times when you want it to be possible to ban 
all access by certain parties. The Alipes platform implements ban rules that are handled 
somewhat differently from other rules. They collectively act as a general criterion and are 
managed separately. The ban rules consist of a list of party IDs or IP addresses with 
connected time limits, which may be infinite. If a party is registered in the ban rule then a 
query or contract proposal from him is automatically denied. Note that general criteria and 
contracts will never be processed due to queries from a banned party; a banned party will 
simply be ignored. 

A party can be automatically registered in the ban list if he repeatedly violates the system, 
but most commonly bans are registered by a user manually in the ban list or directly from 
the list of contracts. A user can also register bans using wildcards, such as ‘*@*.luth.se’. 

If the ban rule is managed by a location server, then violators who are automatically 
registered can optionally be managed in a global rule for all users. This option can also be 
used for parties who are banned by a certain amount of separate users, or who are reported 
by single users to the location server administrator. 

3.6 General Criteria 
The general criteria define default limitations and apply to all parties. They can be of two 
different types: grant or deny. Granting means that general access is allowed under certain 
circumstances, while denying means the opposite. The limitations that are possible to 
specify globally are listed in Section 3.3. Note that deny criteria always takes precedence 
over grant criteria, unless they are nested. 

3.7 Contracts 
Agreements between parties concerning how location queries may be conducted are defined 
in the terms of contracts. Contracts describe the rights and responsibilities between two 
parties, a party being either a user or a location server (see Section 3.10 for more details on 
the location server). A party is identified by a unique user ID (basically any text string such 
as user@host if a user, or the service name or IP address in the case of a location server). 
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In other words, a contract defines when and how a certain party is allowed to position the 
client (see Section 3.3 for examples). A contract may contain grant and deny rules, and the 
deny rules have precedence over the grant rules unless they are nested. Each contract is also 
given an expiry date, on and after which they are no longer valid. Contracts are thus 
identical to a set of general criteria, with the distinction that they are only valid for a certain 
party. 

3.8 Query Strategy 
Figure 5 depicts the query strategy applied when a client is queried for information. The 
client will first check the on/off rule and thereafter the ban rules to see if a deny reply could 
be sent directly. 

 

Figure 5, Query strategy. 

If the on/off rule is ‘on’, then the client will verify the party identifier and the key in order 
to authenticate the querying party. If no valid ID/key pair is found then a deny reply will be 
sent. 

The next step is to find matching deny criteria, which if found will result in a deny reply 
from the client. If no matching deny criteria are found but there are matching grant criteria, 
then the client will grant the party access to the location information. 
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If no matching general criteria can be found, then the client will seek a valid contract. If a 
valid contract exists, then the client will again grant access and reply by sending positioning 
data back to the querying party.  

If no valid contract can be found, then the client will reply with a prompt to set up a new 
contract, at which point a contract negotiation will be initiated. If a new contract can be 
negotiated, then the client will grant access as if a valid contract was found, and if not then 
a deny reply will be sent. 

The querying party can also directly propose a new contract and thus initiate a negotiation 
before querying for data (if, for instance, there has been no previous communication from 
that party to that particular client). No search for a valid contract will then take place, but 
the rest of the strategy as described above will be carried out. 

Note that the Alipes platform, when granting access to location information, allows for 
‘keep-alive’ sessions as well as single replies. The keep-alive session always check if the 
session is still valid before sending any data by going through the steps described above, 
with the exception of authentication and contract negotiation. If the keep-alive session is 
terminated, then the party needs to initiate a new query including contract negotiation. 

3.9 Local Rule Management 
The user can select whether or not he wants to be notified when a contract proposal is 
received and no general criteria match or no valid contract can be found. He will then be 
prompted to accept, modify or deny the contract, as well as have an option to add, remove 
or modify general criteria or ban rules. If a contract proposal is received and there are 
matching general criteria, then the client will deny the contract while notifying the party 
that queries can be sent that match the general criteria. 

All the criteria and contracts are maintained in a list, from which the user can select to view 
statistics of their usage. He can see when, how many times and by whom he has been 
positioned. The contracts and criteria can be enabled and disabled one by one. There is also 
one general on/off rule, which can be used to disable positioning completely.  

3.10 Location Servers and Remote Rule Management 
A location server is an intermediate party, as stated in Section 2.3, which can be granted 
rights to act on behalf of a user. A user can therefore delegate the right to manage his 
position information under certain circumstances. These rights are handled by setting up 
rules at the location server, which then acts as a negotiator for contracts for other parties. 
Any query or contract proposal sent to the client will then be redirected to the location 
server. 

Using a location server will automatically disable management of local general criteria and 
contracts in the client itself, as the client will delegate these rules to the location server. The 
only visible difference to the user is that he can select local or remote management of rules 
(which for some clients may be pre-selected and not visible). The rules at the location 
server can, however, be managed at any time by the user, in a way identical to the local 
management of rules in the client. A user can select whether or not he is to be notified by 
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the location server when no matching general criteria or no valid contracts can be found, 
just as when managing rules locally. 

3.11 Meeting Design Criteria 
The intention was to keep the design of the platform as simple as possible while enforcing 
privacy sufficiently. The set of rules have thus been designed to be simple to understand 
and process. An alternative design would be to not separate the different rules and allow for 
any mix. This design chosen should make the process easier to understand, as it is split into 
distinctive parts. The query strategy should therefore also be simple to process and 
understand. 

Rules and protocols are expressed in XML and each query is logged to enable easy 
debugging and monitoring during development. 

An application can use the Alipes platform and the privacy interfaces in a number of ways 
to best meet the users’ and the applications’ needs and requirements. For instance, it is 
simple to create user interfaces supporting different levels of user expertise. The 
application can offer minimal management of the rules by handling rules automatically or 
deferring decisions by default to a location server, so that a novice user basically can 
merely turn positioning on or off. The application can also offer limited management of the 
basic rules for intermediate users, where for instance nested rules are excluded for 
simplicity. The application can furthermore allow complete control for advanced users.  

Note also that the previously identified clusters of users may take advantage of the privacy 
mechanisms detailed in this paper. As stated by Ackerman et al, the cluster of privacy 
fundamentalists and the cluster of marginally concerned users may find extremely 
simplified interfaces to be adequate for their purposes. A marginally concerned user would 
only need to specify those few already constrained instances in which he would not permit 
information collection practices [22]. These two clusters could thus make use of a few 
basic not-nested rules or prepared composite rules. However, Ackerman et al also state that 
the pragmatic majority of users will require more sophisticated and varied interface 
mechanisms to be most at ease. These pragmatic users would typically employ many 
strategies across a wide range of finely weighed situations and would thus be likely to 
require full access to the privacy mechanisms, such as nested rules, as it is unlikely that a 
highly simplified interface will satisfy them. 

The involvement of location servers allows the system to be used when a terminal is not 
directly accessible, for example when behind a firewall or using network address 
translation.  

Due to the limited availability of IP-multicast and mobile IP, the system could initially not 
be designed to be fully distributed. Instead a topology of servers is used in order to look up 
a terminal’s IP address. It is however possible to communicate peer-to-peer in real-time. 

3.12 Implementation Details 
The first implemented prototype application using the location server and context 
information is the Tracker application depicted in Figure 6. The users Joe and Katja are 
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busy at the moment, which can be seen from their red position markers. PB on the other 
hand is available and this can be seen from his green position marker. The user’s current 
location (Kåre) is marked with a yellow marker. 

 

Figure 6, the Tracker Application. 

 

The privacy parts of the Alipes platform are currently being implemented, optimized and 
tested. The platform is implemented with Personal Java 1.1.3 and is intended to run on a 
StrongARM PocketPC (Compaq iPaq 3000-series) with the SUN Personal Java 1.1 beta or 
the Insignia Jeode Personal Java 1.2 virtual machines. 

We have chosen to base our first implementation of the user location look-up mechanism 
solely on a scheme similar to SIP, because it is a simple and proven solution that does not 
have the deployment problems associated with mobile IP or IP multicast (see Section 2.2).  

The location queries and all the exchange and storage of contracts and criteria described in 
this paper are implemented using XML.  

All the messages are encrypted using a simple secret key implementation, where the secret 
keys are distributed together with the party identifier (i.e. user or server ID, see Sections 2.2 
and 3.7). Each party identifier is thus paired with a secret key to allow authentication. Note 
that the exchange of party identifiers and secret keys needs to be done in a secure way, or 
the system will be wide open for attacks. 
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3.13 Related Work 
A great deal of work has already been performed regarding privacy issues in computer 
systems. Many researchers seem to focus on legislative issues alone or wrestle with 
terminology instead of offering any concrete frameworks that can be used in practice. 
When it comes to implementation and standardization, many of the existing groups, like 
LIF, WAP Forum or the (Bluetooth) Location Positioning Workgroup [11-12], are strictly 
restricted to members only, as stated in the introduction. Obtaining detailed information on 
any concrete related work for comparison from these groups has thus failed. However, 
work has been done by other groups that is freely accessible and open for review. 

The IETF Geographical Location/Privacy Workgroup (geopriv) [13-14] is interesting and 
related, as they are discussing terminology as well as recommendations and standards for 
location-based services. The World Wide Web Consortium (W3C) and their Platform for 
Privacy Preferences Project (P3P) enable Web sites to express their privacy practices in a 
standard format that can be retrieved automatically and interpreted easily by user agents 
[34]. The specification is relevant to the present work, but does not directly apply since it is 
designed for the web and not for mobile applications in general. It does compare in part at a 
technical level, as similar technologies, like policies expressed using XML, have been 
selected for implementation of the recommendation. 

There is also related work within the field of human-computer interaction, such as the work 
done by Westin and Ackerman et al [1,3,21-23], where the user studies are of special 
interest and can be used when designing the privacy mechanisms themselves or 
applications based on these privacy mechanisms using the Alipes platform. 

4. Future Work 
The next logical step to drive future innovation forward is to conduct user studies to 
establish the current practice and a use-driven development methodology. We will follow 
the research methodology exemplified in Carroll et al [35], which synthesizes theory from 
multiple data sources (including questionnaires, observation, diarizing and interviews), in 
order to establish the current practice. This will provide a basis for envisioning future 
applications by using contextual scenarios, acting out and participatory design workshops 
[36]. Of particular interest are the following questions: 

• How do users of mobile applications feel about the fact that they may be 
positioned? (With different levels of access to and control of the privacy 
mechanisms.)  

• Is the management of privacy rules simple and understandable enough for the 
average user? 

• What level of management of the rules is necessary and used? (Are nested rules 
really necessary, as they add a great deal of complexity?) 

• How many rules will a user define in general, and in contrast to how much the 
applications are used in particular?  
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• How do the users’ rules generally interact? 

• How can the management of position information be extended so that it will also 
include context information in general.  

Furthermore, how do context-aware systems affect the non-users? Herstad et al suggests in 
[37] that also persons not using the technology must be considered. For instance, one 
person may be positioned when together with another person. What are the effects of also 
involving the non-users into the picture? Should persons related to each other jointly decide 
on common rules when close to each other? 

Finally a more sophisticated key distribution is necessary, as the really rudimentary secret 
key mechanism currently implemented has too many limitations and is not easy to use. A 
more widely adopted scheme for authentication and encryption is therefore needed. The 
current scheme must be replaced, with for instance PGP, as a better scheme is required if 
the system is to be widely used. 

5. Summary and Conclusions 
It can be concluded that any service that handles private information must be protected by 
privacy safeguards, and that the users of the service must be fully informed of the purposes 
of any usage of their private information and must have the right to determine the use of 
that information. The users must also be able to deny or disable use of such information at 
any time. It is clear that the user is the owner of private information and therefore must be 
given the right to give informed consent of any use thereof.   

The Alipes platform enables a wide range of new services that use private information, such 
as the context and location of the users. The platform therefore includes a possible solution 
for managing the distribution of positioning information, whose private nature may cause 
serious violations of personal integrity if misused. The platform defines an on/off rule, ban 
rules, general criteria and contracts for managing queries from external parties, such as 
users or location servers. It also uses a simple method to authorize parties using ID and key 
pairs. 

A user can view the available rules and modify them as he deems fit. New proposed 
contracts may be granted, denied or modified, and there is also an option to also add, 
remove or modify general criteria. There is also a way to ban use by certain parties for a 
certain period or to disable positioning partially or completely. Applications based on the 
platform can be designed to support different levels of complexity when managing privacy 
rules, from a very basic set for new users to more complex nested rules for advanced users. 
It also supports users with various levels of consciousness about their privacy. 

There platform also includes of location servers, which are delegated the right to manage a 
users personal information and thus act as intermediaries. This also allows a user to be 
positioned even if his terminal is turned off, not connected to the Internet, behind a firewall 
or using network address translation. 

The novelty of this paper lies in how privacy is enforced through the Alipes platform and 
how the design supports distributed real-time applications in mobile terminals. 
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