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Abstract

A wide range of physical things are currently being integrated with the infrastructure of
cyberspace in a process that is creating the so-called Internet of Things. It is expected that
Internet-connected devices will vastly outnumber people on the planet in the near future.
Such devices need to be easily deployed and integrated, otherwise the resulting systems will
be too costly to configure andmaintain. This is challenging to accomplish using conventional
technology, especially when dealing with complex or heterogeneous systems consisting of
diverse components that implement functionality and standards in different ways. In addi-
tion, artificial systems that interact with humans, the environment and one-another need to
deal with complex and imprecise information, which is difficult to represent in a flexible and
standardized manner using conventional methods.

This thesis investigates the use of cognitive computing principles that offer new ways to
represent information and design such devices and systems. The core idea underpinning the
work presented herein is that functioning systems can potentially emerge autonomously by
learning from user interactions and the environment provided that each component of the
system conforms to a set of general information-coding and communication rules.

The proposed learning approach uses vector-based representations of information, which
are common in models of cognition and semantic spaces. Vector symbolic architectures
(VSAs) are a class of biology-inspired models that represent and manipulate structured rep-
resentations of information, which can be used to model high-level cognitive processes such
as analogy-making. Analogy-making is a central element of cognition that enables animals
to identify and manage new information by generalizing past experiences, possibly from a
few learned examples.

The work presented herein is based on a VSA and a binary associative memory model
known as sparse distributed memory. The thesis outlines a learning architecture for the au-
tomated configuration and interoperation of devices operating in heterogeneous and ubiq-
uitous environments. To this end, the sparse distributed memory model is extended with
a VSA-based analogy-making mechanism that enables generalization from a few learned
examples, thereby facilitating rapid learning. The thesis also presents a generalization of
random indexing, which is an incremental and lightweight feature extraction method for
streaming data that is commonly used to generate vector representations of semantic spaces.

The impact of this thesis is twofold. First, the appended papers extend previous theoret-
ical and empirical work on vector-based cognitive models, in particular for analogy-making
and learning. Second, a new approach for designing the next generation of ubiquitous cog-
nitive systems is outlined, which in principle can enable heterogeneous devices and systems
to autonomously learn how to interoperate.
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Preface

This thesis is the result of five years’ effort. In keeping with the tradition, this doctoral thesis
is a compilation thesis that consists of two parts. Part I presents a general introduction and
description of the problem that is addressed, and outlines some of the key ideas and concepts
needed to understand the appended papers in Part II. The research presented in this thesis
is interdisciplinary in nature. As such, a comprehensive introduction to each relevant disci-
pline would be beyond the scope of Part I. Consequently, I focus only on those aspects and
issues that I consider essential to understand the papers in Part II, andmotivate the rationale
and the approach behind the work presented in this thesis.

I found the studies that resulted in the production of this thesis to be rewarding and
satisfying, mainly for two reasons. First, because they enabled me to use a mathematical
approach while exploring the intersection of several different disciplines including cogni-
tive science, artificial intelligence, information theory and ubiquitous computing. Second,
because I had the benefit of collaborating with knowledgeable and inspiring people at all
stages while continuously being challenged to further my development as an independent
and responsible researcher. The work has generated many useful experiences and has al-
ready been recognized by some pioneers in the field as innovative and stimulating, which
has resulted in co-authored publications.

I joined EISLAB after finishing an M.Sc. in computer engineering with specialization in
applied artificial intelligence and a B.Sc. in computer science. Immediately after joining the
lab (and also during my recruitment process) I was introduced to the concept that Internet-
connected sensors and actuators are being embedded everywhere and in everything, and
the great challenges and opportunities that are being created as a result. At that time, most
workers in the field and at EISLAB were focused on aspects such as communication, sensing
and energy harvesting, which are very important topics even today. Moreover, EISLAB had
done some very interesting work on using these Internet-connected sensors and actuators
in human, infrastructure and environmental monitoring, home automation, and intelligent
transportation systems. However, many of the existing applications are not adaptive and
depend heavily on human labor. From this perspective, my supervisor Jerker Delsing has
argued that we must start thinking about how we can enable the Internet of Things to per-
form more brainlike computation in order to address the growing challenges it presents.
Together with my assistant supervisor Fredrik Sandin, at the time a newly hired postdoc
with a background in Physics, we set out to determine how this vision could be realized by
reviewing the literature and critically thinking about how to approach the problem. After
having spent several months and a great deal of effort exploring biologically plausible mod-
els for information processing and psychologically inspiredmodels of cognition, we decided
to investigate a hybrid approach that integrates some key aspects of both these approaches
in a single mathematical framework.
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Chapter 1

Introduction

“The real is not given us, but set as a task
(in the manner of a riddle).”

– Albert Einstein, quoting Immanuel Kant

Humans invented and designed the first computers to help themwith tedious, repetitive,
error prone, and sometimes complex or even impossible tasks involving precise sequential
and logical steps. For example, executing algorithms and storing, retrieving and transmitting
exact information. Over time, however, some people argued that it would be useful if com-
puters could be made into more than “good number crunchers”, for example by combining
their existing capacities for quantitative analysis with more qualitative, human-like reason-
ing. Moreover, it was also felt by some that computers should become more independent
such that they need not rely on humans to program precise algorithms for each particular
task. Therefore, in 1956, leading researchers fromfields includingmathematics, electrical en-
gineering and psychology gathered at Dartmouth College to discuss how this vision could
be realized (McCarthy et al., 2006).

Since that time, some pragmatic but limited algorithms and metaheuristics have been
developed such as the A* search algorithm, branch and bound, simulated annealing, and
genetic algorithms. In addition, some relevant methodologies have been introduced, includ-
ing cognitive architectures, expert systems, neural networks, and machine learning. See the
book by Russell and Norvig (2009) for an overview, which has become a standard reference
in the field. Some of these algorithms and methodologies remain in use today. However, to
date they have been limited to specific problems – in contrast to the visions of the artificial
intelligence pioneers1, they have not yet enabled the creation of generic, adaptive, robust and
interacting artificial cognitive systems. The next chapter briefly summarizes what what has
been accomplished and learned in a half century, but first let’s briefly comment on the fact
that many recent inventions (which have now become challenges) were not anticipated by
the early pioneers in the field (Norvig, 2011, 2012).

In line with Moore’s law, for the time being, several measures of digital technology per-
formance such as the size, cost, density and speed of components are increasing at a regular

1In 1958, Herbert Simon stated that “. . . there are now in the world machines that think, that learn and that
create” (Simon and Newell, 1958, p. 8).
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rate. Gordon Bell has suggested that as a consequence of Moore’s law, a new class of com-
puting devices is created roughly every decade, examples include: hand held devices, wear-
able technology, single-board computers, and so on (Bell, 2008). Wireless sensor network
technology is another example of such a class shift. In a wireless sensor network, the sensor-
node resources are limited in terms of energy, wireless bandwidth, processing capability,
and storage space. The limited capacity of the nodes has driven and continues to drive the
development of novel approaches to designing and implementing the corresponding soft-
ware and hardware systems. Despite its limitations, wireless sensor network technology is
already widely used in energy distribution, environmental monitoring, health care, home
automation, intelligent transportation systems, and various industrial applications, and it is
considered to be one of the major technological components of cyber-physical systems and
the emerging Internet of Things (IoT).

The IoT and cyber-physical systems are still relatively new concepts, and there is only a
partial consensus concerning their definitions (Lee, 2008; Atzori et al., 2010; Lindberg and
Arzen, 2010; Vasseur and Dunkels, 2010). The two terms were introduced at different points
in time (Ashton, 2009; Baheti and Gill, 2011) and as a term, IoT predates cyber-physical sys-
tems. However, in this thesis the IoT is regarded as the most advanced stage in the overall
evolution of embedded systems and therefore sits above cyber-physical systems in the tech-
nological hierarchy. From this perspective, cyber-physical systems are an important technol-
ogy design pattern (Li et al., 2013) and serve as one of the foundations on which the IoT is
constructed.

Initially the idea was that IoT arises when objects (e.g. physical objects) and their cyber
representations are made uniquely identifiable in an Internet-like structure (Ashton, 2009).
Over time, however, the concept has been expanded and it now refers to almost anything
that interacts cooperatively over the Internet and with humans to achieve some particular
goal. The IoT concept affects a wide range of research subjects ranging from wearable com-
puters and Post-PC era devices to smart homes and cities. The original motivation of the
IoT concept was explained by Ashton as follows: “Today computers—and, therefore, the
Internet—are almost wholly dependent on human beings for information. . . The problem is,
people have limited time, attention and accuracy. . . We need to empower computers with
their own means of gathering information, so they can see, hear and smell the world for
themselves” (Ashton, 2009). A similar but earlier perspective was communicated by Mark
Weiser, who coined the term ubiquitous computing and stated that “Machines that fit the
human environment, instead of forcing humans to enter theirs, will make using a computer
as refreshing as taking a walk in the woods” (Weiser, 1991, p. 104). In this view, the IoT is
“invisible, everywhere computing that does not live on a personal device of any sort, but is
in the woodwork everywhere” (Wiser, 1994).

Common to these developments and visionary ideas is the increasingly well-vindicated
belief that progressively smaller and cheaper devices will become connected to the Internet
and that this will have a profound effect on how people interact with the Internet and the
physical environment. This trend presents several new challenges. How can we enable these
devices and systems to interact cooperatively with one another and create effective human–
machine partnerships? How can we design, configure and maintain such complex systems
with reasonable resources? The primary purpose of this thesis is to investigate brain-inspired
approaches to computing that could potentially be useful in addressing these challenges by
enabling IoT systems to learn, for example by interacting with humans and the environment.
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1.1 Problem formulation
As a motivating example, consider an application scenario in which the technology in our
home learns, discovers and adapts to our lifestyles. Let us imagine that on Fridays, after five
days of hard work, I prefer to relax. Immediately after entering my home I turn on the lights
to half power, activate my music player and select a Japanese Zen playlist from an Internet
music streaming service, and then switch on my electronic tea kettle. After making and
drinking a cup of green tea, I turn off the lights and lie down for a short nap. Consequently,
I have a dream that one day the lights, the music player and the tea kettle in my room could
individually or cooperatively learn my behavior so that when I feel sleepy the room would
automatically adjust its settings in response. For example, the music player could gradually
reduce its volume or even switch itself off while the lights dim themselves dynamically and
so on. In addition, I would like any new appliances I add to the system to interoperate with it
seamlessly and become incorporated into the learned routines. Similar examples have been
described in a range of different fields and scenarios (e.g. computer programs and games,
factory automation, systems interoperability, robotics, and so on) but even themost advanced
current technologies have much worse learning capabilities than humans or even a dog.

Animals and their brains deal with problems such as these almost effortlessly by learn-
ing through interaction, recognizing and generalizing from few examples, adapting (even to
machines), and changing behaviors that do not achieve their intended purpose. A logical
but very hard question to answer is: How do some animals accomplish this and what are the
underlying brain mechanisms that enable such behavior? Many would agree that this is an
exceptionally difficult question to answer; explaining the origins of learning ability and other
highermental qualities such as creativity and consciousness is arguably theHoly Grail of sci-
ence. Nevertheless, dozens of authors with backgrounds in fields ranging from philosophy
to biology and engineering have presented different approaches for addressing this question
(see the next chapter). For the purposes of this thesis, the most interesting perspectives and
attempts to reconcile previous approaches into unified theories are probably those described
by Kanerva (1988) and Eliasmith (2013).

In the context of the IoT, the scenario described above suggests an important overall ques-
tion: Is it possible to develop computational principles with cognitive qualities that could
enable the IoT to learn, for example by interacting with humans and the environment? This
would entail enhancing some IoT systems with the ability to handle both low- and high-level
cognitive tasks in a unified manner.

Analogy-making is a central cognitive process that enables animals to identify and man-
age novel information by generalizing past experiences, possibly from a few learned exam-
ples. Among other things, it is essential for recognition and categorization. Analogy-making
is a high-level cognitive function that is well developed in humans (Holyoak and Thagard,
1996; Gentner and Smith, 2013; Hofstadter and Sander, 2013). For example, even small chil-
dren rapidly learn to recognize different animals and categorize themas “cat” or “dog”. Mak-
ing analogies requires the creation of complex relational representations of learned struc-
tures, which is challenging for both symbolic and brain-inspired models (see the next chap-
ter). Unlike typical statistical generalization methods, analogy can be used to generalize
from only a few instances provided that they have sufficiently constraining internal struc-
tures. Consequently, the development of computational models of analogy-making that can
be implemented as neuromorphic (Indiveri and Horiuchi, 2011) or digital systems may lead
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to significant advances in cognitive systems.
Vector symbolic architectures (VSAs) are a class of biology-inspired models that repre-

sent andmanipulate structured representations as high-dimensional vectors and can be used
to model analogy (Gayler, 2003). The models’ architectures are such that representations
of composite entities are constructed directly from the representations of their components
without learning by gradient descent (backpropagation) (Rumelhart et al., 1986). This avoids
the slow learning problems associated with many connectionist models. However, efficient
representation and prompt retrieval of stored information are required to enable efficient
analogy-making by artificial systems using models of this type. Sparse distributed memory
is a biology-inspired and mathematically well-defined associative memory model for the
storage and retrieval of high-dimensional vector representations such as those used in a VSA
(Kanerva, 1988).

It has been reported that it is possible to create vectors (so-called “holistic mapping vec-
tors”, see Section 3.5 for details) that transform one compositional structure (see Figure 3.1
and the text for details) into another (Plate, 1995; Kanerva, 2000; Neumann, 2002). Suchmap-
ping vectors can generalize to structures composed of novel elements (Plate, 1995; Kanerva,
2000) and to structures of higher complexity than those in the training set (Neumann, 2002).
The results presented in the referenced works are interesting because they describe a sim-
ple mechanism that enables computers to integrate the structural and semantic constraints
required to perform analogical mapping. Unfortunately, the mapping vectors are explicitly
created and there is no established framework for learning and organizing multiple analogi-
cal mappings, which would be essential for a practical system. To address these drawbacks,
the studies included in this thesis aimed to answer the following research questions:

Q1. Is it possible to extend the sparse distributed memory model so that it can store multi-
ple mapping examples of compositional structures and make correct analogies from novel
inputs?

Q2. If such an extended sparse distributed memory model is developed, can it learn and
infer novel patterns in sequences such as those encountered in widely used intelligence tests
like Raven’s Progressive Matrices?

Q3. Could extended sparse distributedmemory and vector-symbolic methodologies such as
those considered in Q1 and Q2 be used to address the problem of designing an architecture
that enables heterogeneous IoT devices and systems to interoperate autonomously and adapt
to instructions in dynamic environments?

The work done while answering Q1–Q3 revealed that it is difficult to efficiently encode rep-
resentations of entities in semantic spaces from raw data streams. One potential way of ad-
dressing this problem derives from the field of computational linguistics and is known as
random indexing. This raised a fourth research question:

Q4. Is it possible to extend the traditional method of random indexing to handle matrices
and higher-order arrays in the form of N-way random indexing, so that more complex data
streams and semantic relationships can be analyzed? What are the other implications of this
extension?
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1.2 Delimitations
IoT systems are typically embodied in the realworld (Clark, 1997; Brooks, 1999) and consist of
sensors, actuators, and controllers interconnected by communication networks. This means
that they should address the grounding problem (Harnad, 1990; Barsalou, 1999; Coradeschi
et al., 2013). Symbol grounding is the process of building progressively more complex or ab-
stract internal representations that are grounded in sensory projections and motor actions.
However, the encoding of representations is not discussed in the studies included in this the-
sis (with the exception of Paper D). The encoding step can be solved and automated if the
problem is simplified, for example by extracting suitable features from raw data streams as
discussed by Lukoševičius and Jaeger (2009), Schmidhuber (2014), and in Paper D. However,
this is a complex problem and further work will be required to identify a good general solu-
tion. Furthermore, semantics are not discussed in detail in this thesis. The reader is directed
to selected works from the fields of cognitive linguistics, cognitive science and psychology
(see the next chapter) that should be considered when attempting to address this problem.
See Eliasmith (2013) for details concerning the relationship between the approach used in
this thesis and the results of Barsalou (1999, 2009).

1.3 Methodology
The initial phase of the research that ultimately resulted in the production of this thesis was
exploratory in nature (Phillips, 2000, p. 50). Exploratory research involves addressing a new
problem about which little is known beforehand. The research questions (or at least the first
one) could therefore not be formulated in detail a priori. The initial phase was followed by
an experimental phase during which hypotheses were tested in a series of simulation exper-
iments. The observations made during these experiments were used to evaluate research
questions, suggest new results based on new empirical and theoretical insights, and formu-
late new hypotheses and research questions. A combination of literature studies, theoretical
synthesis and quantitative experimental approacheswere used in this process; see Figure 1.1.

1.4 Thesis outline
This thesis is a compilation thesis that consists of two parts. The remaining chapters in Part I
are organized as follows. Chapter 2 gives a brief overview of what has been accomplished
and learned in half a century of research aiming to create machines with cognitive capabil-
ities, and motivates and outlines the approach used in the thesis. Chapter 3 introduces the
importance of representation, memory and analogy when approaching the problem of im-
plementing cognition in machines. These three aspects are deeply intertwined in the work
that produced this thesis and cannot easily be treated separately. The last chapter, Chapter 4,
summarizes the work presented in this thesis. It provides concluding remarks, answers the
research questions, and presents some open issues and directions for future research. Part II
consists of two journal papers, one manuscript submitted for publication in a journal, and
one peer-reviewed paper published in the proceedings of a conference. All papers have been
reformatted tomatch the layout of the thesis but their contents remain unchanged aside from
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Figure 1.1: A theoretical synthesis approach was used to combine different types of
theoretical knowledge in order to derive hypothetical solutions to problems. A quan-
titative experimental approach was then used to evaluate hypotheses by performing
simulation experiments and analyzing the results.

minor modifications of the referencing style to match that used elsewhere in the thesis.



Chapter 2

Cognitive computation

“Dealing with uncertainty turned out to be more important than thinking with logical precision.
Learning turned out to be more important than knowing.

The focus shifted from replacing humans to augmenting them.”
– Peter Norvig

This chapter briefly reviews the main approaches that have been used to characterize
cognition and create cognitive systems. The four overarching objectives of this chapter are
to: (1) identify some of the guiding principles for cognitive computation based on these ap-
proaches and highlight important earlier works; (2) present a tentative list of properties that
are desirable in computing systems for cognitive computation, including new IoT devices
and systems which are typically resource-constrained and heterogeneous; (3) motivate and
outline the approach to cognitive computation that underpins this thesis; and (4) reflect on
current challenges in the context of historical expectations for cognitive computation.

2.1 Highlights of the last 60 years
As stated in Chapter 1, a new era began in 1956 when researchers from different fields came
together with the aim of enabling computers to become more than “good number crunch-
ers”. This year was marked by several notable events in the history of computational cog-
nition. First, the term “artificial intelligence” was coined during a seminal conference held
that year at Dartmouth College, which influenced and created several other fields of science
(McCarthy et al., 2006). Second, Alan Newell and Herbert Simon demonstrated the Logical
Theorist (Newell and Simon, 1956), regarded by some as the first computer program that en-
abled a machine to perform a cognitive task. Third, Noam Chomsky presented his views on
transformational grammar, which were compiled in his influential book a year later (Chom-
sky, 1957). Fourth, the psychologist George Miller published “The magical number seven,
plus or minus two: some limits on our capacity for processing information” (Miller, 1956),
which has become a classic in cognitive science and other fields. This work is significant
because it applies Shannon’s information theory (which concerns the quantification of in-
formation) to human thinking. These publications and other seminal works (Bruner et al.,
1956; Chomsky, 1959; Newell et al., 1958) were central to the decline of behaviorism, which
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treated the brain as a “black box”, and facilitated the rise of “cognitivism”, which encourages
scientific analysis of the brain’s workings.

After the initial success of the Logical Theorist (Newell and Simon, 1956), Newell and
Simon started to work on a more ambitious project called General Problem Solver (Newell
et al., 1959). The General Problem Solver was able to solve elementary problems entirely on
its own, and often used similar steps to those reported by humans when solving the same
problems. It was described as a “program that simulates human thought” and led to the con-
cept of the production system. A production system is a model of computation that consists
of a set of production rules (if–then rules), a working memory, and a recognize–act cycle.
Studies in this area flourished for some time and production systems were extended to cre-
ate cognitive architectures, most of which had production-like rules at their core. Thagard
(2011) defines a cognitive architecture as “a general proposal about the representations and
processes that produce intelligent thought”; similar definitions have also been proposed by
others (Duch et al., 2008; Rosenbloom, 2012). The most well known cognitive architectures
based on production systems are ACT-R (Anderson, 1983; Anderson and Lebiere, 2003), Soar
(Laird et al., 1987; Newell, 1990) and EPIC (Meyer and Kieras, 1997). While these architec-
tures initially seemed successful, theywere not scalable and did not live up to the early claims
of their creators and proponents. Despite its shortcomings, the production system concept
was hugely influential in the quest to create cognitive systems (Langley et al., 2009; Eliasmith,
2013). It also led to the creation of other influential systems that were initially designated ex-
pert systems but have since been terminologically downgraded to decision support systems.
In general, the production system approach is rooted in the “classical” or “symbolic” ap-
proach to characterizing cognition, which states that mental representation and processing
is essentially symbol manipulation (Fodor, 1981, p. 230).

This chapter does not discuss the specifics of other cognitive architectures in detail. In-
stead, following Gärdenfors (1999) and Eliasmith (2013), it focuses more generally on the
three major theoretical approaches that generated these architectures and only refers to par-
ticular architectures when necessary. Readers seeking lists of various cognitive architectures
are referred to the works of other authors (Duch et al., 2008; Langley et al., 2009; Goertzel
et al., 2010; Taatgen and Anderson, 2010).

After the limitations of “symbol crunching” becamewidely recognized and the production-
system view lost popularity, the ground was cleared for new developments. The “connec-
tionist” or Parallel Distributed Processing (PDP), sometimes also called the “subsymbolic”
paradigm, was the second major approach to modeling cognition. Inspired by the architec-
ture of brains, models based on this approach consist of many simple but densely intercon-
nected units. In contrast to most symbolic models there is no central processor; instead, each
unit acts as a processor. These (often massively inter-connected) “individual processors”
process information in parallel. This approach provided a new perspective on cognitive pro-
cesses, in which cognition is a distributed function of the system as a whole. Conversely, in
the Turing machine, the von Neumann architecture and the symbolic approach, everything
is represented and processed by generating and manipulating precise representations. The
creators of this new distributed approach referred to it as “brain-style processing” and their
models have beenwidely described as neural networks or neural nets (Rumelhart et al., 1986).
With some minor modifications, connectionist models have successfully executed cognitive
functions including vision, speech, language, and motor control. These models exhibit in-
teresting behaviors not observed with symbolic models, including unsupervised learning,
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generalization abilities and robustness to noise and hardware failure. Some connectionist
models aim tomimic neuronal processes in human or animal brains. However, most of them
are constructed as generalmodels of cognitionwithout any aspiration to closely resemble real
biological neural networks. Based on Eliasmith (2013) this holds true even for the most re-
cently developed cognitive architectures embracing the connectionist approach (O’Reilly and
Munakata, 2000; Hummel and Holyoak, 2003; van der Velde and de Kamps, 2006). Various
attempts have beenmade to combine and extend the symbolic and connectionist approaches
into hybrid architectures but this has proven difficult (d’AvilaGarcez et al., 2009). In addition,
there are cognitivemodels that (in contrast to cognitive architectures) aim tomodel only a few
cognitive phenomena. Such models are usually implemented independently of any overall
architecture. This class includes analogy-making models such as SME (Falkenhainer et al.,
1989), ACME (Holyoak and Thagard, 1989), LISA (Hummel and Holyoak, 1997) (which was
later extended to an architecture in its own right (Hummel and Holyoak, 2003)), and Drama
(Eliasmith and Thagard, 2001), which are mentioned and briefly reviewed in Paper A.

Most existing cognitive architectures, including those mentioned above, are disembod-
ied and used in very few real-world applications (Duch et al., 2008; Eliasmith, 2013). How-
ever, the third approach to characterizing cognition holds that “cognition is not only in the
brain” (Gärdenfors, 1999). Eliasmith (2013), being influenced by van Gelder (1995), calls this
approach “dynamicism” but it is more widely known as embodied cognition or embodi-
ment (Wilson, 2002). Embodied cognition has its origins in linguistics and the arguments
of Lakoff and Johnson, who claimed that the meanings of many essential words relate to
bodily experiences and are thus “embodied” (Lakoff and Johnson, 1980; Johnson, 1990). Af-
ter some time, another movement known as so-called situated cognition emerged. This ap-
proach departs even further from disembodiment and suggests that cognition emerges from
the interaction between the brain, the body, and the external world (Clark, 1997). That is to
say, it treats cognition as something that extends out into the environment rather than be-
ing exclusively distributed within the system. Similar ideas have been presented in several
other fields (Hutchins, 1996; Clark and Chalmers, 1998; Hollan et al., 2000; Dourish, 2001).
These perspectives have been instrumental in stimulating a new research direction in robotics
(Brooks, 1991; Scheier and Pfeifer, 1999; Lungarella et al., 2003; Pfeifer and Bongard, 2006),
in which it is argued that true cognition can only be achieved by machines that have sensory
and motor skills, and are connected to the world through a “body”.

Anascent fourth approach to cognition, whichEliasmith (2013) describes as being “tempt-
ing to identify”, is the Bayesian approach. Models of this type use probabilistic inference to
analyze human behavior and are largely phenomenological. As such, they capture phenom-
ena well but not necessarily the mechanisms involved. Like other proponents of this ap-
proach, Josh Tenenbaum and Tom Griffiths (Griffiths et al., 2008, 2012) acknowledge that
“. . . the difficult computations over structured representations that are often required by
thesemodels seem incompatiblewith the continuous anddistributednature of humanminds”
(Abbott et al., 2013, p. 1). While some critics question the value of results obtained using these
methods (Jones and Love, 2011), they have provided a lot of information about the nature of
human cognition (Tenenbaum et al., 2011). Notably, Abbott et al. (2013) recently demon-
strated that one of theMonte Carlo algorithms that has previously been connected to human
cognition – importance sampling – can be implemented using the associativememorymodel
employed in this thesis, which can be regarded as a neural network. Eliasmith (2013, p. 8),
concludes that there are no cognitive architectures that “take optimal statistical inference as
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being the central kind of computation performed by cognitive systems”.
In general, all of these approaches to cognition have competed (and continue to do so)

for both funding and intellectual support from the agencies and organizations that fund re-
search. While this resulted in open criticism and fearful competition in the past, in the long
term this competition was both useful and productive. From this holistic perspective, the
following section briefly discusses some factors that are common to different approaches in
characterizing cognition and can therefore be considered important for cognitive systems in
general. All of them demonstrate the importance of three qualities: adaptability, flexibility
and robustness. In addition, it is suggested that these qualities can be achieved by choosing
an appropriate system of representation and endowing systems with the faculties of percep-
tion, action, learning, memory, and motor control.

These general factors were first discussed in detail by the critics of connectionism and
then by its proponents. In their seminal paper “Connectionism and cognitive architecture:
a critical analysis” (Fodor and Pylyshyn, 1988), Fodor and Pylyshyn criticized the inability
of the connectionist models of the day to handle structured representations and other sys-
tematic aspects of human cognition. In addition, they argued that a cognitive system must
exhibit three key qualities: compositionality, productivity and systematicity. Composition-
ality refers to the idea that the meaning of complex representations is determined by their
“composition”, i.e. the meanings of their more basic constituent representations. Produc-
tivity is the ability of a system to generate a larger number of representations based on a
handful of atomic representations and rules for combining them. Systematicity refers to
the fact that some sets of representations are intimately linked and sensitive to their inter-
nal structure. More recently, Jackendoff (2002) has identified four new challenges, some of
which are closely linked to those discussed by Fodor and Pylyshyn (1988). The Fodor and
Pylyshyn, and Jackendoff criteria come from the classical symbolic school, which regards
symbol manipulation as a vehicle for cognition.

Norman (1986) summarized the connectionist perspective put forward by himself in sev-
eral papers written with Daniel Bobrow in themid-1970s and by various other PDP Research
Group members as follows: “We argued for a set of essential properties: graceful degrada-
tion of performance, content-addressable storage, continually available output, and an iter-
ative retrieval process that worked by description rather than by more traditional search”
(Norman, 1986, p. 537). The following section lists a series of properties that the work in
this thesis considers important in computing systems that perform cognitive computation.
The list is broadly consistent with the position outlined by Norman. In a recent review cov-
ering work on cognitive architectures from the perspective of Artificial General Intelligence
(Laird et al., 1987), Duch et al. (2008) identified memory and learning as the two key design
properties that underpin the development of any cognitive architecture. He also noted that
the importance of an efficient memory has been emphasized especially strongly in the re-
cent literature. Goertzel et al. (2010) extended the work of Duch et al. and noted that many
researchers have recently shown increasing interest in using biology-inspired approaches
when developing cognitive architectures.

The approach to cognitive computing presented in this thesismakes use of structured rep-
resentations and has been used to explicitly address the challenges identified by Fodor and
Pylyshyn and Jackendoff while retaining the useful properties of the connectionist approach
(Gayler, 2003; Gayler et al., 2010). In addition, it can also handle “syntactic generalization”
(Gentner, 1983) and exhibits both “functional compositionality” (vanGelder, 1990) and Level



2.2. Desirable properties of cognitive computation 13

5 systematicity (Niklasson and van Gelder, 1994a). For detailed discussions of these terms
see Plate (1994, 2003), Neumann (2001) and Eliasmith (2013).

2.2 Desirable properties of cognitive computation

This section lists a series of properties that are desirable in any computing system that is
to perform cognitive computation, including systems such as IoT devices that are typically
resource-constrained and heterogeneous. None of the listed properties are exhibited by
symbol-manipulating systems and symbol-manipulating devices such as the conventional
computers on our desks. A similar list was drawn up by Jockel (2009) in a discussion on cog-
nitive robotics. The list presented herein was created on the basis of an extensive literature
review and experiences gained while conducting the studies described in the appended pa-
pers. Related lists of desiderata have been reported by Hinton (1990) when introducing the
concept of “reduced description”, Plate (1994), and most recently by Gallant and Okaywe
(2013) and Eliasmith (2013). Some of the properties listed below are also included in the
“Core Cognitive Criteria (CCC) for Theories of Cognition” presented by Eliasmith (2013,
p. 296). This should not be surprising because the “Semantic Pointer Architecture” (SPA)
that Eliasmith presents is based on a similar approach to that adopted herein, as is the work
of Gallant and Okaywe.

Learning and generalization: Arguably the central problem that all cognitive systems seek
to address, and more generally, the key problem for anyone aiming to understand bi-
ological or artificial cognition. In some specific scenarios (such as that considered in
this thesis), a desirable feature is to learn and generalize from a few examples. As John
McCarthy puts it, “our ultimate objective is to make programs that learn from their ex-
perience as effectively as humans do” (McCarthy and Lifschitz, 1990, p. 10). The key
goal is to create learning programs that obviate the need to write a new program every
time one encounters a new problem.

Invariance and mapping: The ability to recognize and map objects and situations in terms
of the pattern of relationships between their component parts is important because it
enables the recognition of novel arrangements of familiar subpatterns. Current connec-
tionist and statistical models have only limited abilities to do this. Human analogical
reasoning is the outstanding example of such a process supported by neural machinery.

Sequence learning and temporal prediction: Animals learn by interacting and engaging
with the world. This experience is accumulated in their brains as a record. Brains re-
late to this record when making predictions of future events and choosing appropriate
courses of action. This is crucial for their survival, and fast learning is advantageous.
Robust sequence learning requires the system to have a memory suitable for both auto-
and heteroassociative recall (see the next item for an explanation of these terms). To
make predictions, a system must be able to recall and generalize from previous mem-
ories and estimate what lies ahead. Temporal prediction can been seen as the problem
of determining what event or sequence of events will happen in the near future, given
a chain of similar events.
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Auto- and heteroassociative: Autoassociative memories associate patterns with themselves,
enabling the recovery of the original pattern when supplied with a part of that pattern
or a noisy pattern as a cue. Autoassociative memory can retrieve a noise-free pattern
as it was originally stored even when cued by a noisy version of that pattern. In con-
trast, heteroassociative memories associate patterns with the next pattern in a sequence.
When the heteroassociative memory is cued by a noisy pattern, it retrieves the next pat-
tern in the sequence containing the original version of the cueing pattern. This enables
the memory to store sequences of patterns, or temporal patterns. The key to cognitive
computing is to adopt a memory-based approach to learning (both unsupervised and
reinforced) similar to that used by biological brains.

Robustness to noise: Both biological and artificial systems are typically exposed to signifi-
cant amounts of noise. It is well known in robotics that patterns from sensory inputs are
always ambiguous and it is unlikely that exactly the same patterns will appear twice.
Therefore, noise handling is essential for the correct functioning of both system types.

Modularity and graceful degradation: Modularity is important for many biological and ar-
tificial systems. The concept of “modularity” generally refers to the ability of a system to
independently organize multiple interacting components and to function properly even
if some of them sustain minor damage. In this work, both representations and memory
(in both biological and artificial systems) are considered to be modular. This stands in
contrast to the approach adopted in von Neumann architectures and classical artificial
intelligence systems, which cannot operate with imprecise patterns. Graceful degrada-
tion and forgetting is natural in biological systems but not in conventional computers.

Incremental learning and scaling: The phrase “incremental learning” has been used rather
loosely in the literature and other terms have been used to describe the same problem
(Polikar et al., 2001). In this work, incremental learning refers to the system’s ability to
learn and incorporate additional information from new data without having to access
historical data or suffering catastrophic forgetting. Cognitive architectures and models
are often criticized for not being able to scale to real-world problems. The associative
memory model introduced in this work does not suffer from this problem: it is com-
patible with incremental learning and can be extended to arbitrarily large information
capacity (Kanerva, 2009).

Randomness: Based on the general premise that no two brains are identical, the importance
of randomness for achieving brainlike performance is well-established in the literature.
The idea is that the brain builds models of the world from random patterns on the basis
of its interactions with the environment. A computing rationale for this philosophy is
that “randomness is the path of least assumption” (Kanerva, 2009). Put another way,
when little is known in advance, the optimal representation strategy is a random one.
Randomness is an integral part of many well-known connectionist models such as self-
organizing maps and Boltzmann machines, and has recently been used extensively to
solve a wide range of data analysis problems (Mahoney, 2011).
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Syntax and semantics: Syntax and semantics have to be seamlessly integrated in a way that
satisfies proponents of both the symbolic and connectionist approaches. The represen-
tations have to be syntactically structured and distributed in a high-dimensional space
that can inherently represent all essential features of the semantics.

Content-addressability: Conventional digital memories store and retrieve information by
assigning it an address and recording its locationwithin thememory. In contrast, biolog-
ical memories are content-addressable, i.e. they are accessed according to their contents
rather than their address. While there are some digital content-addressable memory
models, those proposed previously can generally only perform basic string or pattern
matching.

Bioinspiration: While some might argue that bioinspiration is not essential for cognitive
computation, thework presented in this thesis is based on representations, mechanisms,
principles, and phenomena that can be linked to biological systems and which capture
some of their essential characteristics. The guiding principle adopted in this work is that
one should look to the brain’s architecture for clues when attempting to design artificial
cognitive systems, and strive insofar as possible to treat the resulting design challenge
as a mathematical puzzle. In the words of Pentti Kanerva, whose visionary ideas form
part of this thesis’ foundations: “We focus on one aspect of ‘neurocomputing,’ namely,
computing with large random patterns, or high-dimensional random vectors, and ask
what kind of computing they perform and whether they can help us understand how
the brain processes information and how themindworks” (Kanerva, 2001, p. 251).More
specifically, this thesis contends that when creating a cognitive system, one should start
with things that actually workmathematically and then systematically seek out and the-
oretically deepen one’s understanding of new representations, mechanisms and princi-
ples of computing inspired by empirical and theoretical studies of the brain. In this re-
spect, the seminal perspectives andworks of connectionist modelers have proven useful.
In future, this approach will be further enriched as the ongoing development of brain
imaging techniques delivers an ever-more detailed understanding of the underlying bi-
ology of cognition while various new methodologies and devices reveal the workings
of perception–action loops in natural and artificial cognitive systems. As such, this the-
sis directly addresses some of the questions that Ziemke and Lowe (2009, p. 114) posed
in the recently launched journal Cognitive Computation (in which Paper A was pub-
lished): “For a journal such as Cognitive Computation, which according to its own mis-
sion statement is devoted to ‘biologically inspired computational accounts of all aspects
of natural and artificial cognitive systems’, important questions include: which mech-
anisms need to be included in accounts of natural and artificial cognition, how much
biological detail is required in scientific accounts of natural cognition, and how much
biological inspiration is useful in the engineering of artificial cognitive systems?”

To be viable for broad implementation in ubiquitous systems, the principles listed above
must be implemented in a relatively simple framework that is computationally light-weight,
more transparent in operation than neural networks, compatible with standard machine
learning algorithms, and suitable for distributed and parallel computation.
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2.3 The geometric approach to cognition
Geometric approaches to cognition have become increasingly popular during recent decades,
especially in the field of natural language semantics. A recurring thought in the history of
natural language semantics is that meanings are geometrically structured in some way. An
early example is the concept of image schemas, whichwas introduced in the 1980s by various
cognitive semanticists (Langacker, 1987; Lakoff, 1987; Talmy, 1988). Subsequent important
work in this area was conducted by George Lakoff and Mark Johnson (Lakoff and Johnson,
1980, 1999). In addition, Peter Gärdenfors has developed his semantic theory of conceptual
spaces over the last three decades (Gärdenfors, 1990, 2000, 2014). In this theory, meanings
correspond to convex regions in a conceptual space endowed with a geometric structure.
Gärdenfors’ theory of conceptual spaces is interesting because it:

• covers multiple levels of representation (from stimuli to higher-level cognition), thus
addressing problems ranging from sensing to reasoning,

• accounts for fundamental notions such as concept formation and learning, categoriza-
tion, similarity comparisons, grounding, and the socio-cognitive aspects of semantics,

• considers various empirical findings in psychology and cognitive science (Rosch and
Mervis, 1975; Goldstone and Barsalou, 1998). In addition, it has been demonstrated
empirically (Jäger, 2010), and

• is straightforward to implement computationally (although it was initially presented
in a more abstract way).

A similar approach to modeling meaning and characterizing cognition has emerged in a
class of biology-inspired models known as vector symbolic architectures (VSAs). VSAs were
pioneered by Plate (1995) under the name of holographic reduced representations (HRRs);
the work that prompted their development was stimulated by the earlier contributions of
connectionist theorists (Hinton, 1990; Smolensky, 1990). In addition to HRRs, there are sev-
eral other types of VSAs (Kanerva, 1996; Gayler, 1998; Rachkovskij and Kussul, 2001; Gallant
andOkaywe, 2013) that differ in theirmathematical details. Noticing the similarities between
these models, Gayler suggested the collective term “Vector Symbolic Architectures” (VSAs)
(Gayler, 2003).

Like conceptual spaces, the vector-symbolic approach is meant to complement the sym-
bolic and connectionist approaches and thereby form a bridge between these different kinds
of representations. The architecture presented in this thesis uses a binary VSA known as
binary spatter codes (BSCs) (Kanerva, 1996). VSAs were developed to address some early
criticisms of connectionist models (Fodor and Pylyshyn, 1988) while retaining their useful
properties such as learning, generalization, pattern recognition, robustness (graceful degra-
dation), and so on. These properties are listed in Section 2.2 as being desirable in computing
systems designed for cognitive computation.

The VSA approach is brainlike in that it uses random high-dimensional representations
while being able to account for noise in the input signal, exhibiting robustness against com-
ponent failure, being able to form associations between sensory signals, and generating al-
gorithms that do not rely on specific architectures. As noted in the literature, it is important



2.4. New challenges 17

to choose a level of abstraction that is appropriate to the task at hand (Gärdenfors, 2000; Kan-
erva, 2009). The primary purpose of this thesis is to investigate brain-inspired approaches
to computing that could potentially facilitate the design of an architecture that will enable
heterogeneous IoT devices and systems to interoperate autonomously and adapt to instruc-
tions in dynamic environments. Unlike action potentials in neurons, the elementary rep-
resentations of a VSA can be communicated through a network and are suitable for noisy
environments that exhibit variable delays in communication time and unpredictable data
loss (Kleyko et al., 2012). For these reasons, a vector-symbolic approach was selected for
use in this thesis. The next chapter provides more details about VSAs and their theoretical
background.

2.4 New challenges

The Internet and its components (including those discussed in Chapter 1) may be the inven-
tions that most dramatically exceed the expectations of the early pioneers who attended the
Dartmouth Conference (McCarthy et al., 2006; Norvig, 2011, 2012). We have moved from
sharing mainframe computers to being surrounded by myriad physical things supported by
the infrastructure of cyberspace, and perhapsmost importantly from creating stand-alone ar-
tificial intelligence systems to creating ubiquitous systems that are used in human–machine
partnerships. At the time of writing this thesis, both the scientific literature and the pop-
ular media are using similar terms to describe the interplay between the emerging field of
cognitive computing and IoT devices and systems. This thesis uses the term “ubiquitous cog-
nitive computing" because it describes work focused on cognitive computing for ubiquitous
systems, i.e. systems that can appear “everywhere and anywhere” as part of the physical
infrastructure that surrounds us. For example, they may be found in smart homes and cars
that learn and adapt to people’s goals and intentions, or in networks that forecast energy
prices and traffic loads.

The most common approaches for enabling heterogeneous devices and systems to in-
teroperate or learn by interacting with humans are based on service-oriented architectures,
traditional artificial intelligence techniques and bioinspired computing (Spiess et al., 2009;
Rashidi et al., 2011; Zambonelli and Viroli, 2011). The studies presented in this thesis began
in 2009 and have focused on augmenting IoT systems with cognitive capabilities. In recent
years, this challenge has also been taken up by various other authors (Giaffreda, 2013; Wu
et al., 2014). While several different approaches have been investigated and are currently be-
ing explored to address some of the challengesmentioned above and in Section 1.1, none have
focused on the importance of the representations of information and the memory–learning
mechanism. The list of desirable properties for cognitive computation mentioned in Sec-
tion 2.2 and in the various publications cited in this chapter were primarily drawn fromfields
of study that aim to understand or replicate human cognition (Gärdenfors, 2000; Kanerva,
2009; Doumas and Hummel, 2012; Eliasmith, 2013) and have not yet been introduced into
IoT systems despite their potential value in this context.

Several challenges and objectives that are addressed in this thesis are identified as pri-
mary scientific goals in various research roadmaps and agendas. For example, the develop-
ment of smart integrated systems such as that described in Section 1.1 is one of the Informa-
tion & Communication Technologies (ICT) goals of the European Union’s newHorizon 2020
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program (H2020, 2014). In particular, the scenario presented in Section 1.1 is closely linked to
the challenges and objectives outlined in ICT 16 and ICT 30. This thesis’ research questions
are also closely aligned with the IoT-related goals highlighted in the European Technology
Platform on Smart Systems Integration (EPoSS) (EPoSS, 2009). The EPoSS report covers as-
pects such as cognitive functions, context-dependent processing and machine–machine in-
teroperability. The integration of perception–action loops with high-level symbolic reason-
ing through the use of appropriate information representations is one of the fundamental
enabling factors highlighted in the US Robotics Roadmap (Christensen et al., 2013). Several
roadmaps highlight the need for tools that will improve human–machine interaction in var-
ious applications, including enhanced detection of emotional states and affective computing
(Picard et al., 2001), which is likely to require the use of a potent and flexible representation
and methodology. Moreover, companies such as Google, Apple and Microsoft are investing
in the IoT and expanding their home automation divisions (Nest, 2014; HomeKit, 2014; LoT,
2014).

Most of the points made above are, perhaps unsurprisingly, supportive of the approach
proposed in this thesis. However, this thesis aims to outline a viable approach for designing
the next generation of ubiquitous computing systems rather than to promote that approach
as the ultimate way of addressing the challenges of cognitive computing in the context of
the IoT. It is clear that the emerging IoT needs both “good” and “bad” new ideas because
history shows that it is extremely difficult to correctly predict which ideas will lead to major
progress and which are merely dead ends. To develop a “new” idea takes courage, a sen-
sible type of confidence, awareness of previous failures and successes, and ultimately some
trial and error. In addition, a broad approach to systems engineering and interdisciplinary
science will probably be required to fully address the challenges listed above. This may well
involve the use of multiple novel theoretical frameworks that aim to integrate a broad array
of interactions between humans, machines, and the environment.
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Representation, memory and analogy

“We must rethink computing and put figurative meaning and analogy at its center.
. . . designing new kind of computer, a cognitive computer.”

– Pentti Kanerva

In the previous two chapters, it is stated metaphorically that one of the objectives of this
thesis is to enable information and communication technology to become more figurative
and less literal. Aside from the abstract model of traditional computing (which is known
as the Turing machine) and the overall architecture of today’s computers (known as the von
Neumann architecture), the biggest differences between biological and current artificial com-
puting systems relate to the representation, storage, and retrieval of information. This chap-
ter introduces the theoretical background and the technical basis of the work presented in
this thesis. Interested readers are referred to Kanerva (1988, 2001, 2009) for a complementary
discussion.

3.1 Representation
In Section 2.2 it is stated that symbol-manipulating devices and systems such as micropro-
cessors operate by manipulating and generating precise representations. In this context, the
term “representation” refers to how information is represented in an optical disk, a solid-
state drive, or a computer’s memory. However, it could equally well apply to the represen-
tation of the same information in an analog computer, a field-programmable gate array, or a
neuromorphic circuit. Computer scientists and engineers know that the success of conven-
tional computers depend mainly on their style of representing and manipulating informa-
tion, which typically involve the implementation of a precise Boolean mathematical frame-
work using analog microelectronics. Moreover, the representation of numbers has major
effect on circuit design and performance. For example, a representation methodology that
works well for addition will also work fairly well for multiplication, whereas one that simpli-
fies multiplication may be ineffective for addition (Kanerva, 2001). Because of these issues,
the base-2 system is a good general purpose compromise (Kanerva, 2009).

The topic of representation is also central in cognitive science and artificial intelligence
(Bickhard and Terveen, 1996; Russell and Norvig, 2009). It is widely accepted that the first
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step in solving a particular problem is to choose an appropriate way of representing the rel-
evant information. As noted byWinston (1992, p. 18), “once a problem is described using an
appropriate representation, the problem is almost solved”. Recently, Gallant and Okaywe
(2013) discussed this point in the context of VSAs. Based on a number of requirements Gal-
lant andOkaywe, p. 2042, concluded that VSA approaches are useful for allowing computers
to learn mappings of objects, relations, and sequences while still accommodating the use of
standard machine learning techniques.

In general there are two different widely used approaches to encoding information, com-
monly referred to as the localist and distributed representations. It may beworthmentioning
that the terms local and distributed have been used in various ways, often vaguely and am-
biguously (van Gelder, 1992, 2001). Geoff Hinton described distributed representations as
those in which “each entity is represented by a pattern of activity distributed over many
computing elements, and each computing element is involved in representing many differ-
ent entities” (Hinton et al., 1986, p. 77). This definition seems appropriate when aiming to
distinguish between distributed and localist neural networks. For example, in a distributed
neural network each entity is distributed (“spread out”) over every unit within the network.
As such, specific meanings are embedded in the pattern of activated units as a whole rather
than being associated with any particular unit. In contrast to a distributed neural network,
in a localist neural network each unit (or pool of units) corresponds to an atomic entity, for
example, a letter of the alphabet, a word, and so on. While the nodes in artificial neural net-
works are obvious examples, the term “unit” could just as well refer to bits in a solid-state
drive or a computer memory.

Unfortunately, Hinton’s definition is of limited value when applied to the encoding sche-
mes used in conventional computers. For example, computer software using the UTF-8 cod-
ing stores the letter L in one byte as 0x4C (bits 3, 4 and 7 are set to 1), T as 0x54 (bits 3, 5
and 7 are set to 1), U as 0x55 (bits 1, 3, 5, and 7 are set to 1) and so on. Based on the Hinton
definition, encoding schemes such as UTF-8 or ASCII could be regarded as distributed repre-
sentations. However, they are localist representations, in which a single error or discrepancy
in the representation makes it possible an information to be incorrectly interpreted. For ex-
ample, such an error could cause the letter T to be interpreted as U or vice versa. That is
typically not the case when a distributed representation is used.

van Gelder (1992) argues that superposition is an essential property of distributed repre-
sentations. Mathematically, superposition is a kind of addition, possibly followed by thresh-
olding or normalization, as illustrated in Table 3.1. On the left-hand side, l1 is a localist repre-
sentation of L, where the “meaning” comes from a pre-defined UTF-8 encoding scheme. On
the right-hand side, d1 is a distributed representation of LTU. The meaning of LTU does not
come from a pre-defined convention but instead arises from previously generated represen-
tations of L, T and U. For example, if the system has encoded representations for the letters
L, T and U, then the combination of these three representations defines the representation
and meaning of LTU. The superposition of these three representations will be computed as
〈L + T + U〉, where 〈〉 denotes the normalization of the vectors by element-wise majority.
For example, if L = 0100 1100, T = 0101 0100 and U = 0101 0101, an element-wise ma-
jority rule gives a representation of LTU that is d1 = 0100 0100. Distributed representations
yield new representations based on previously encoded representations by inheriting their
meanings. This makes it possible to analyze representations in terms of their degrees of sim-
ilarity rather than simply determining whether they are identical or different. In contrast
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Table 3.1: An example used to demonstrate one key difference between localist and
distributed representations. l1 is a localist representation of the letter L based on the
UTF-8 encoding scheme. On right-hand side is a distributed representation, d1, that
represents LTU as a superposition of L, T and U. See the main text for further details.

Localist Distributed
l1 = 0100 1100 d1 = 0100 0100

L = 0100 1100
T = 0101 0100
U = 0101 0101

to localist representations, they are not necessarily pre-defined by conventions. Note that
distributed representations are usually high dimensional (D > 1000), which in combination
with a clean-up memory (Plate, 2003, p. 102) enables the processing of noisy and incomplete
information.

This section briefly describes some properties of distributed representations and their re-
lationship with the desirable properties of cognitive computation listed in Section 2.2. Com-
plementary discussions of the differences between distributed and localist representations as
well as their similarities and the advantages of distributed representations can be found in
Gentner and Forbus (2011), Doumas and Hummel (2012) and Stewart and Eliasmith (2012).
One of themain computational benefits of distributed representations is their inherent ability
to represent essential semantic features (Stewart and Eliasmith, 2012). This makes it possible
to perform operations with inherited “meanings” rather than artificial numeric values and
other forms of meaning postulated on the basis of pre-defined conventions. The integration
of inherited semantics enables learning, generalization and analogy-making (Plate, 2003).
Distributed representations can evolve as the system learns and improves over time rather
than being determined by some pre-defined conventions. This enables operationwithmean-
ingful “symbol-like” representations rather than meaning-free symbols (Newell and Simon,
1976).

Models based on distributed representations provide themechanisms needed to perform
analogy-making and other high-level cognitive functions at a level that is psychologically
plausible (Eliasmith and Thagard, 2001; Gentner and Markman, 2006) and computation-
ally feasible (Gentner and Forbus, 2011). Distributed representations are redundant, which
makes them robust by enabling graceful degradation and gives them an inherent capacity
for error correction. They can therefore operate with incomplete and imprecise patterns.
Moreover, representing parts of smaller entities as N-vectors and then combining them into
a single N-vector in order to form a higher-level entity or concept is more brainlike than
manipulating bits or graphs based on pre-defined conventions (Kanerva, 2001). Distributed
and high-dimensional structures enable relatively high-level cognitive tasks to be performed
in only a few processing steps. In summary, distributed representations seem to be useful
building blocks that exhibit many of the desirable properties listed in Section 2.2 and should
be particularly useful in systems designed to exhibit learning and generalization, invariance
and mapping, robustness to noise, and seamless integration of syntax and semantics.

Another approach to encoding information is called sparse representation. A sparse rep-
resentation has only a few non-zero entities, often at random positions. Efficient codes are
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obtained if and only if the indices of the non-zero entities are stored. Physiological and psy-
chophysical findings suggest that this kind of coding might be employed by brains to extract
relevant information from sensory stimuli (Olshausen and Field, 1997; Smith and Lewicki,
2006). The method presented in Paper D is based on a sparse coding methodology known
as random indexing (Kanerva et al., 2000b).

3.2 Vector symbolic architectures

Vector symbolic architectures (VSAs) are a class of biology-inspired models that use dis-
tributed representations to represent and manipulate structured representations as high-
dimensional vectors (Gayler, 2003). The use of high-dimensional vectors to represent items
and their relationships provides a number of mathematically desirable and interesting fea-
tures. A 10.000-dimensional space has as many mutually orthogonal vectors as there are
dimensions, and much larger number of nearly orthogonal vectors (Kanerva, 1988; Hecht-
Nielsen, 1994). The ease of creating nearly orthogonal vectors is a key reason for using high-
dimensional representations. For example, a binary 10.000-dimensional space can represent
210000 items, which ismuch greater than the number of atoms in the universe (Franklin, 1995).
The idea is to exploit only a fraction of that enormous space in order to represent and re-
late distinct patterns. A useful feature of VSAs is that as the system continues functioning
(i.e., learns) the vector representations of similar entities end up close together in the high-
dimensional space, as determined by metrics such as the cosine of the angle between them
or their Euclidean or Hamming (for binary vectors) distance. This is also the case for vari-
ous natural language processing models such as latent semantic analysis (LSA) (Deerwester
et al., 1990), hyperspace analogue to language (HAL) (Lund and Burgess, 1996), random in-
dexing (RI) (Kanerva et al., 2000b; Sahlgren, 2005), and the model presented in Paper D. The
consequence of similar entities having similar representations leads to the notion of “explicit
similarity” (Plate, 2003, p. 13), which means that nearby points in a high-dimensional space
mean similar things and that semantics are not separated from syntax.

In general, distributed representations and VSAs are associated with connectionist mod-
els. However, mathematical representations can be isolated from actual implementations. A
vector can represent an entitywithout needing to correspond to any particular pattern of acti-
vation of units in a connectionistmodel. VSAsmaintain the useful properties of connectionist
models and add new functional capabilities, which makes them appealing for handling var-
ious tasks that traditional connectionist models are not able to address. For example, they
make it possible to represent structured representations (such as those found in natural lan-
guage), easily compare the similarities of representations, and perform analogical mapping.

Pollack’s (1990) recursive auto-associative memory network and its variations capture
some of the features of VSAs to some extent. However, they also have several problems,
the most serious of which are that they require lengthy training (via backpropagation) and
have unfavorable generalization and scaling properties (Plate, 2003, p. 69). Several mod-
els of VSAs have been introduced (Plate, 1995; Kanerva, 1996; Gayler, 1998; Kanerva, 2009;
Rachkovskij and Kussul, 2001; Gallant and Okaywe, 2013). In a VSA, everything (whether
atomic or composite entity) is represented by high-dimensional vectors of the same, fixed
dimensionality. There are standard operations in VSA networks that allow representations
to be composed, decomposed, probed for similarity and transformed in various ways. These
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operations do not have to be learned because they arise automatically from the architecture’s
mathematical structure. These properties make it possible to add novel capabilities to a VSA
model dynamically by creating new patterns of activation rather than having to allocate new
processing units and connections as would be the case in a localist neural network.

Since the 1990s, the “binding problem” has been central in connectionist theory (Elia-
smith, 2013). In a VSA, binding is the ability to combine the structure of two original vectors.
The defining property of the binding operation is that given the resulting representation and
one of the constituent representations, it is possible to recover the other constituent repre-
sentation. A model must be able to deal with the binding problem in order to perform high-
level cognitive tasks such as analogy-making. Perhaps the most well-known of the early con-
nectionist proposals for vector binding is the tensor product approach of Smolensky (1990).
However, tensor products suffer from an exponential growth in size after each binding op-
eration. In contrast, VSAs avoid such scaling problems. The vectors of two arbitrary entities
within a VSA can be combined to yield a new vector of the same dimensionality that retains
the composition of the two original entities. While this mechanism is associated with an in-
crease in noise, it enables the recursive combination of representations to form approximate
representations of complex structures.

Another important operation for the combination of vectors is superposition, which is
the ability to combine vectors into a new vector that is similar to all of the combined vectors.
Mathematically, a key difference between binding and superposition relates to their effects on
the similarity (in terms of distance within the high-dimensional space) between the new vec-
tor and its constituents. Binding creates a vector that is nearly orthogonal to its constituents
and is therefore similarity-destroying. That is to say, the binding of two vectors produces a
vector that is dissimilar to both of the original vectors. On the other hand, superposition is
similarity-preserving; it creates a new vector that resembles all of its constituents.

All VSAs provide binding, superposition, probing and optionally also permutation oper-
ators (Kanerva, 2009). However, different VSAs may have different types of vector elements
andmathematical definitions of the operators. For example, in HRRs the vector elements are
real or complex numbers, binding is implemented as circular convolution, and superposition
is implemented as element-wise addition (Plate, 1995). Conversely, the vector elements of
BSCs are binary, their binding is element-wise XOR and their superposition is element-wise
majority (Kanerva, 1996). Despite these differences of implementation between VSA types,
they have important functional similarities and can be related mathematically Aerts et al.
(2009). This suggests that their functional properties are general consequences of equipping
a high-dimensional vector space with product-like and sum-like operators. Plate made es-
sentially the same point in his discussion of the disordered compression of an outer product
in the context of neural implementation (Plate, 2003, p. 228).

3.2.1 Binary spatter codes
The studies presented in Papers A–C use a type of VSAs known as binary spatter codes
(BSCs) (Kanerva, 1996). As explained in Paper C, this type was chosen because: (1) Informa-
tion coded in BSCs can naturally be stored in and retrieved from a sparse distributedmemory
(SDM), enabling transparent learning of multiple concepts, relationships between concepts,
and analogies (Emruli and Sandin, 2014; Emruli et al., 2013); (2) Unlike digital representa-
tions of integers, floating point numbers, strings and so forth, the interpretation of a binary
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value in a distributed representation involves a minimum of assumptions (a bit is simply 0
or 1); (3) Spikes in neural systems have a stereotyped form, which are converted into binary
vectors (for example) in brain–machine interfaces (O’Doherty et al., 2011; Ifft et al., 2013). A
complementary motivation comes from Pentti Kanerva:

“The brain’s representations are carried on components that by and large are non-
binary. Yet many brainlike context effects can be demonstrated with binary pat-
terns and operations, and there is a good reason to do so in our modeling, namely,
the important properties of the representation follow from high dimensionality
rather than from the precise nature of the dimensions. When binary is sufficient for
demonstrating these properties, we should use it because it is the simplest possible
and is an excellent way to show that the system works by general principles rather
than by specialized tailoring of individual components” (Kanerva, 2009, p. 141).

In a BSC, every entity (whether atomic or composite) is represented by a binary vector of
dimensionality D

xk ∈ BD, xk = (xk,1, xk,2, xk,3, . . . , xk,D). (3.1)
Atomic entities are usually represented by vectors whose elements are populated randomly
with an equal probability of being zero or one. This ensures that the expected similarity
between representations (defined as the Hamming distance or correlation between the two
vectors) is approximately zero with a very high probability (Kanerva, 2009). Note that while
the BSC vectors are non-sparse and their elements often are populated randomly with an
equal probability of zeros and ones, a sparse subset of vectors is stored in the adopted long-
term memory mechanism. The binding operator, ⊗, is defined as the element-wise binary
XOR operation and the superposition of multiple vectors xk is defined as an element-wise
binary average

〈
n

∑
k=1

xk,i 〉 = Θ

(
1
n

n

∑
k=1

xk,i

)
, (3.2)

where Θ(x) is a binary threshold function

Θ(x) =

⎧⎨
⎩

1 for x > 0.5,
0 for x < 0.5,

random otherwise.
(3.3)

For example, the compositional structure or concept shown in Figure 3.1 (“the circle is
above the square") can be encoded first by binding pairs of representations and then super-
posing them: �↑�↓ = 〈a + a1 ⊗ � + a2 ⊗ �〉. Here a is the relation name “above”, a1
and a2 are roles of the relation, and the geometric shapes are fillers indicating what is be-
ing related. Structures are typically constructed from randomly generated names, roles and
fillers together with the binding and superposition operators. This is a role–filler binding in
which, for example, the relation a1 is bound to the filler � (Smolensky, 1990). This is a “true”
variable binding because the elements themselves do not change as a result of the binding
(Holyoak and Hummel, 2000). That is, the representation of the binding is completely sep-
arate from those of the components. Moreover, although the representation of the binding
is dissimilar to the representations of the role and filler, either component can be recovered
from the binding given the other component as a query key (see below).
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Figure 3.1: The circle is above the square. This implies that the square is below the
circle. Themodel that is presented in Paper A, and subsequently used in Paper B andC,
can learn this simple “above–below” relation from examples. The learned relationship
can successfully be applied to novel representations and relations.

The type of binding used by VSAs is also a compressive binding (Eliasmith, 2013). Be-
cause of its inherent compression, compressive binding is very different to the binding im-
plemented by classical symbolic models. There is a loss of information in the encoded repre-
sentation. In addition, classic compositionality does not hold true. Because of these factors,
Eliasmith (2013) concludes that the ability to capture “symbol-like representations” (but not
classical symbols) and “the capacity for error” makes VSAs more psychologically plausible
than either symbolic models or connectionist models that are committed to the maintenance
of strict isomorphism (Smolensky and Legendre, 2006).

As stated above, another important operator of VSAs is the probing operator. For a
BSC, probing is defined in the same way as the binding operation and is used to extract
known parts of a compositional structure (which may themselves be compositional struc-
tures). Probing can be compared to accessing a field in a record, a slot in a frame, or a node
in a graph. VSAs support holistic processing, which is the process of directly operating on a
compositional structure and simultaneously accessing all of its constituents without a need
for decomposition (Neumann, 2001). The following basic example shows how to probe a
compositional structure and holistically access one of its constituents a1 ⊗ �↑�↓ ∼ �. Note
that the obtained result is not identical to the original filler but does resemble it closely. The
correct constituent can be identified because the obtained result is correlated with the origi-
nal filler. This process can be realized by using a clean-up memory such as an SDM to store
the representation of �.

The above example can also be analyzed with reference to the pointers used in tradi-
tional computing. In traditional computing, pointers are compact, efficient to manipulate,
and handy for identifying or pointing to more complex representations. However, pointers
and their targets are arbitrarily related. Based on this, Eliasmith (2013) defines the concept
of a “semantic pointer”. For example, if �↑�↓ represents the top of the visual hierarchy, the
semantic pointer points to the many lower-level visual representations, such as � and �.
In addition, the ability to directly compare compressed representations to get an approxi-
mate sense of the similarity is also crucial for determining how semantic pointers are seman-
tic. This example shows how the approach employed herein is related to the architecture
presented by Eliasmith, p. 247, despite not sharing its main characteristic, which is that its
“pointers are occurrent activity in a biological neural network” (Eliasmith, 2013, p. 83).

Kanerva (2001) made an interesting observation about traditional computing and high-
dimensional spaces. In computer science it is common to describe a state machine using
state diagrams. The Turing machine, simply put, is an abstract model of computation based
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on rules, states and transitions. Any two states of a Turing machine are either the same or
different, there are no degrees of similarity or difference, and this is essential for the cor-
rect functioning of the Turing machine. However, Kanerva suggests that when the states of
a Turing Machine are represented by points in a high-dimensional space, a new realm of
computing can emerge. In 2009, he concluded that:

“This ‘new’ computing could in reality be the older kind thatmade the humanmind
possible, which in turn invented computers and computing that now serve as our
standard!” (Kanerva, 2009, p. 142).

3.2.2 Technological perspective on vector symbolic architectures
Desktop computers and workstations that have multi-core Central Processing Units (CPUs)
and Graphic Processors Units (GPUs) are common. These computers can perform massive
parallel vector processing with high memory bandwidth and low memory latency. This en-
ables certain applications to execute several orders of magnitude faster than on a conven-
tional CPU. This development is important for VSAs because their architecture is amenable
to parallel vector operations. Moreover, VSAs can be implemented directly as connection-
ist models with limited biological realism (Plate, 1995) or implemented more realistically
with networks of spiking neurons (Eliasmith and Anderson, 2004; Eliasmith, 2013). Neu-
romorphic systems implement real-time spike-based processing in networks of biologically
plausible neurons (Indiveri and Horiuchi, 2011). These systems can handle complex signal
processing and are becoming powerful enough for use in interesting real-world applications
(Koch and Mathur, 1996; Neftci et al., 2013). Recently, Eliasmith (2013) reported that efforts
are being made to implement his architecture on neuromorphic architectures such as Neu-
rogrid (Silver et al., 2007) and SpiNNaker (Khan et al., 2008). A related point of note is that
geometricmodels are not at oddswith the emerging field of quantum cognition (Aerts, 2009),
which is perhaps unsurprising given that Garrett Birkhoff and John von Neumann noted at
a very early stage that “the propositional calculus of quantummechanics has the same struc-
ture as an abstract projective geometry” (Birkhoff and Neumann, 1936). Quantum cognition
is an emerging field that uses the mathematical formalism of quantum theory to model and
understand cognitive phenomena.

3.3 Encoding a distributed representation
The transformation of raw sensory input into a form that is suitable for interpretation of the
environment is known as the encoding problem (Kanerva, 1988). Most of the approaches
used in the literature to encode distributed representations can be divided into five cate-
gories: (1) hand-coded; (2) random; (3) encoded in a supervised way; (4) encoded in an
unsupervised way; and (5) encoded by systems using a perception–action cycle.

Hand-coded representations are widely used; a classic example is the McClelland et al.
(1986) past tense acquisition model. Most of the works cited in Papers A–C use a mixture of
random and hand-coded representations (Plate, 1995; Kanerva, 2000; Neumann, 2001; Elia-
smith and Thagard, 2001; Plate, 2003; Gallant and Okaywe, 2013). The primary advantage
of random representations over their hand-coded counterparts is that they permit the use of
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very simple encoding mechanisms for the smallest constituents, which are usually referred
to as atoms.

One interesting property of multilayer neural networks based on the backpropagation
algorithm is their ability to learn distributed representations of the input–output examples
in the hidden layer. This type of learning is called supervised learning and is exemplified in
the family tree network discussed by Hinton (1986). A more recent method that addresses
the same task has been presented by Paccanaro and Hinton (2001). Unsupervised neural
networks have been widely used for extracting features from images and image sequences
(Olshausen and Field, 1996, 1997; Schmidhuber, 2014). By using methods from natural lan-
guage processing such as latent semantic analysis (LSA)(Deerwester et al., 1990), hyperspace
analogue to language (HAL) (Lund and Burgess, 1996) and more recently random indexing
(RI) (Kanerva et al., 2000a), distributed representations can be encoded from text. Paper D
presents a generalized mathematical formulation of random indexing that enables the en-
coding of distributed representations in an unsupervised way.

The interaction between perception and action is central to biological systems. Some com-
puter vision and robotics researchers have embraced the notion of an “affordance” (Gibson,
1977). Affordances are “action possibilities” that are determined by the relation between
an organism and its environment. Some roboticists have found this idea useful in building
interactive perception–action systems (Scheier and Pfeifer, 1995).

3.4 Memory

Memory and learning both enable humans and other living organisms to adapt to complex
and changing environments on the basis of experience. In simple terms, our experiences are
accumulated in our brain as a record. Our brains relate to this record when making predic-
tions of future events and choosing appropriate courses of action to survive in the environ-
ment. Researchers have identified several different kinds of memories including short-term,
long-term, working, implicit, explicit, episodic, and semantic memory. However, most of
these kinds of memory have only been characterized behaviorally (Eliasmith, 2013); attempts
to understand the quantitative and mathematical properties of different memory mecha-
nisms are ongoing. A complete review of what is known about the working of the memory
would be beyond the scope of this thesis. However, the following section briefly outlines
the properties of the working and long-term memory, and discusses their importance in the
construction of cognitive systems.

The term “working memory” is closely related to short-termmemory. However, the con-
cept of working memory emphasizes the ongoing context of experiences and manipulation
of information rather than its passive maintenance. Long-term memory, on the other hand,
is permanent memory in which more durable memories are stored. The interplay between
these two memories is crucial for cognitive behavior in biological systems and their artificial
counterparts (Eliasmith, 2013).

Memory and learning are key processes that underpin the development of cognitive ar-
chitectures. In particular, several recent publications have stressed the importance of an ef-
ficient memory for cognitive systems (Duch et al., 2008). Some of the desirable properties
of cognitive systems listed in Section 2.2 relate to criteria that the memory must satisfy to
enable the construction of cognitive systems. Based on the studies conducted to answer the
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first research question of this thesis, it was concluded that an SDMmodel (see below) used in
an appropriate waywould be suitable for storing and retrieving the high-dimensional vector
representations used in a VSA.

Paper C discusses the interplay between artificial working- and long-term memory. A
more general discussion about the fidelity (accuracy) of the working memory when imple-
mented in the form of a binary VSA is provided in Section 2.1 of the paper and the references
therein. The section below introduces the SDMmodel, which is used in the work presented
in the first three appended papers (Papers A–C).

3.4.1 Sparse distributed memory

Most real-world phenomena are modeled using hypotheses that are formulated based on
experimental data or by constructing a mathematical model from which results can be ob-
tained. Sparse distributed memory (SDM) is a mathematical associative memory model that
emerged as a result of ideas from both these sources (Kanerva, 1988). It was developed by
Pentti Kanerva in an attempt to model some characteristics of human long-term memory
(Kanerva, 1988).

Like VSAs, SDM is based on the idea that similar or related concepts in thememory corre-
spond to nearby points in a high-dimensional space (Kanerva, 1988, 1993). The SDM inherits
the useful properties of distributed representations and exhibits all of the desirable proper-
ties for cognitive systems listed in Section 2.2. Various modifications of the SDM have been
proposed (Hely et al., 1997; Anwar and Franklin, 2003; Ratitch and Precup, 2004; Meng et al.,
2009) but the work in this thesis is based on the original SDM model (Kanerva, 1988). The
SDM has been successfully used for various purposes and applications since the 1990s in-
cluding pattern recognition (Hely et al., 1997; Meng et al., 2009), predictive analytics (Rogers,
1989, 1990), robot navigation (Rao and Fuentes, 1998; Jockel et al., 2009), approximation of
Bayesian inference in a fashion similar toMonte Carlo importance sampling (Anderson, 1989;
Abbott et al., 2013), and in biologically inspired cognitive architectures (Rachkovskij et al.,
2013; Franklin et al., 2014).

An SDM model essentially consists of two parts: a binary address matrix, A, and an
integer content matrix, C. These twomatrices are initialized as follows. The matrix A is pop-
ulated randomly with zeros and ones with equal probability, and the matrix C is initialized
with zeros. The rows of the matrix A are referred to as address vectors, and the rows of the
matrix C are counter vectors. There is a one-to-one link between address vectors and counter
vectors, so that an activated address vector corresponds to one specific activated counter vec-
tor. The address and counter vectors have dimensionalityD. The number of address vectors
and counter vectors defines the size of the memory, S. The SDM can be described alge-
braically as follows. The address matrix, A, can be defined as

A =

⎡
⎢⎢⎣

a11 a12 . . . a1D
a21 a22 . . . a2D
. . .
aS1 aS2 . . . aSD

⎤
⎥⎥⎦ , (3.4)

where ai,j ∈ {i = 1, 2, . . . , S, j = 1, 2, . . . ,D} are random bits (short for binary digits) with
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equal probability for the two states. The content matrix, C, is defined as

C =

⎡
⎢⎢⎣

c11 c12 . . . c1D
c21 c22 . . . c2D
. . .
cS1 cS2 . . . cSD

⎤
⎥⎥⎦ , (3.5)

where ai,j ∈ {i = 1, 2, . . . , S, j = 1, 2, . . . ,D} are integer numbers that are initialized to zero
in an empty memory. See Paper A for a detailed description of the retrieval and storage of
information in the SDM, as well as how the SDM is integrated into the proposed “analogical
mapping unit” (AMU).

The SDM inherits some features from conventional random accessmemory. For example,
it has an address space (address vectors) and content space (counter vectors). However, the
SDM is content-addressable and its addressing operation is quite different to that of conven-
tional random access memory - rather than activating just one location, it activates several
that are sparsely distributed across the entirety of the memory. All the counter vectors cor-
responding to the activated address vectors are updated with the input data vector. That is,
the activated counter vectors are updated but the activated address vectors are static. More-
over, SDM is an associative memory and can recall complete patterns when given a noisy or
distorted input. See Figure 3.2 for an illustration of the SDM interpreted as a random access
memory. In addition, SDM can be regarded as a neural network. In particular, a simple feed-
forward neural network can implement an autoassociative SDM as shown in Figure 2. This
interpretation facilitates comparisons between SDM and other neural networkmodels. SDM
can operate as both an autoassociative and a heteroassociative memory. In the AMU model
the SDM is used as a heteroassociative memory.
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Figure 3.2: SDM interpreted as computer memory.
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Figure 3.3: SDM interpreted as a feedforward neural network with sparse activations.

3.5 Analogical mapping with holistic vectors

Although capable of being literal, the humanmind is largely associative, figurative,metaphoric
and analogical. Some things – primarily things that are essential for survival – are meaning-
ful to us from the moment we are born and thus require no learning. However, many of the
things we come to know are learned by interactingwith our environment. This type of learn-
ing is mostly associative, a style of learning that is ubiquitous within the animal kingdom.
Some other things we learn by demonstration or imitation. This type of learning is typical in
at least mammals and birds, and has recently been demonstrated in robots (Anderson et al.,
2011). Section 1.1 introduced the idea that children quickly learn to recognize and catego-
rize different animals as “cat” or “dog” by using the process of analogy-making, and then
use that process to further categorize different kinds of dogs. Analogy-making is a central
part of cognition that enables us and some other animals to identify and handle novel objects
and situations by generalizing past experiences, possibly from a few examples (Holyoak and
Thagard, 1996; Gentner and Smith, 2013; Hofstadter and Sander, 2013). This is most evident
in language learning and understanding. We make sense of the unfamiliar by reference to
the familiar, and we perceive new information in terms of its familiar aspects. This process
allows us to understand things primarily in figurative rather than literal terms. Analogy is
pervasive and we hardly notice or pay attention to it but it is the key to efficient learning.
It was observations of this sort that prompted Kanerva (2001, p. 255) to make the statement
quoted at the beginning of this chapter.

The process by which figurative meaning is determined using BSCs can be demonstrated
using a modified version of an example first presented by Kanerva (2009). Suppose that the
neighboring countries of theUnited States andMexico are represented by vectors that encode
their name and currency. Given a vector representing the United States and its currency,
Kanerva showed how a figurative question could be posed that would allow the currency of
Mexico to be learned. Below this example is modified to relate to two different neighboring
countries – Sweden and Finland.

All terms and factors are high-dimensional binary vectors, as defined in Eq. (3.1). Based
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on the discussion above, all of the vectors are assumed to be near-orthogonal. The roles are
represented by the vectors NAM and CUR and their fillers by the vectors SWE, FIN, KRO,
and MAR. The vectors for Sweden and Finland can then be encoded as:

SWEDEN = 〈(NAM ⊗ SWE) + (CUR ⊗ KRO)〉,
FINLAND = 〈(NAM ⊗ FIN) + (CUR ⊗ MAR)〉. (3.6)

From the vector SWEDEN we can find Sweden’s currency by probingwith the term CUR.
It is also possible to determine the role of the krona in Sweden by probing its vector with the
term KRO:

KRO ⊗ SWEDEN = KRO ⊗ NAM ⊗ SWE + KRO ⊗ CUR ⊗ KRO,
= KRO ⊗ NAM ⊗ SWE + CUR,

∼ CUR.
(3.7)

The first factor KRO ⊗ NAM ⊗ SWE acts like noise. In the second factor, KRO ⊗ KRO = O,
whereO is the vector of all 0s (unit vector). The second factor thus becomesO ⊗ CUR = CUR;
while the expression also features KRO⊗ NAM⊗ SWE, with the help of a clean-upmemory
we can recognize that the answer is CUR. If we try literally to find what role krona plays in
the vector FINLAND we get noise or nonsense as shown below:

KRO ⊗ FINLAND = KRO ⊗ NAM ⊗ FIN + KRO ⊗ CUR ⊗ MAR, (3.8)
MAR is unrecognizable. However, since we have already determined that krona plays the
role of CUR in another context, we can use CUR to probe FINLAND and get and answer
that is approximately equal to MAR. Moreover, we can find the above answer even more
easily if we simply ask: What in Finland corresponds to the krona in Sweden? This question
is encoded as (KRO⊗ SWE)⊗ FIN and the result is again approximately equal to MAR. For
the detailed mathematics of this example, which is an exercise in distributivity, see Kanerva
(2009, p. 155).

Another interesting result in the field of VSAs was presented by Neumann (2002), who
built on the work of Plate (1994) by transforming logical expressions encoded by HRRs in a
holisticway. In thisway, she directly transformed one logical expression into anotherwithout
accessing any of the constituents of either one. To test the generalization capacity of HRRs,
Neumann used the transformation task presented by Niklasson (1993), who used a recursive
auto-associative memory trained by backpropagation (Pollack, 1990) to transform logical ex-
pressions. Her key finding was that HRR mappings generalize to novel logical expressions
that are more complex than those in the training set. For example, a transformation vector
was learned for a simple logical expression such as x1 → x2 ⇔ ¬x1 ∨ x2, where all the ele-
ments and the logical operators are represented by HRR vectors of the same dimensionality.
Based on the general principle of VSAs that a new vector can represent the composition of
its atomic entities without any increase in dimensionality, the logical expressions are also
represented by the same, fixed dimensionality. First, the logical expressions are encoded
with different random choices for the atomic elements x1, x2, . . . xn, →,⇔,¬,∨, and other
logical operators. Mapping vectors that bidirectionally transform one logical expression into
another are then created or learned by a gradient descent method. Next, the HRR mapping
vectors are superposed based on element-wise addition. Last, the final mapping vector is
used to transform logical expressions that are higher in complexity than the ones used in



32 Chapter 3. Representation, memory and analogy

the training set. For example, the mapping vector for the transformation of the expression
x1 → x2 ⇔ ¬x1 ∨ x2 can be applied to examples of higher complexity such as

((x1 ∧ x2) → x3) → x4 ⇔ ¬((x1 ∧ x2) → x3) ∨ x4, and (3.9)

((x1 ∧ x2) ∧ x3) → x4 ⇔ ¬((x1 ∧ x2) ∧ x3) ∨ x4. (3.10)

The relative generalization error for Eq. (3.9) is 0.47% and for Eq. (3.10) it is 4.35%. Neu-
mann argued that this corresponds to Level 5 systematicity as defined by Niklasson and van
Gelder (1994a), which to her knowledge had not been achieved by any other comparable
method. A model showing Level 5 systematicity is able to generalize to novel elements in
structures of higher complexity. The ability of the mapping vector to generalize to Level 5
systematicity led to the notion of “holistic mapping vectors”, which is introduced and dis-
cussed in Paper A. It is fair to say that after the works of Niklasson (1993), Niklasson and van
Gelder (1994b) and Plate (1994), the results of Neumann more directly contradict the claims
of Fodor and Pylyshyn (1988) that connectionist models cannot handle systematicity. The
work of Neumann has been followed by Kvasnička and Pospíchal (2006). However, at the
time of the writing of this thesis, no similar results had been reported with BSCs. It could
thus be interesting to explore this topic in future. For more details about these studies, see
Neumann (2002) and Plate (2003, p. 222).



Chapter 4

Conclusions and future work

“What I cannot create, I do not understand."
– Richard Feynman

This chapter concludes the first part of the thesis. It presents concluding remarks and uses
the results presented in the appended papers to answer the research questions formulated
in Chapter 1. Moreover, open issues are raised and some possible future research directions
are given.

The goal of this research was to investigate brain-inspired approaches to computing that
could potentially be useful in allowing IoT systems to interoperate and possibly collaborate,
for example by interactingwith humans and the environment. As stated in Section 1.3 the re-
search was pursued in two phases. Based on the given problem scenario, a potentially useful
approach was first identified, which then led to the formulation of research questions. Dur-
ing the course of the research and the literature study, a list of desirable properties for cog-
nitive computation was compiled, which is presented in Section 2.2. A quantitative research
approach was then used to address the research questions, in keeping with the Feynman
quote that opens this chapter.

4.1 Conclusions
The first research question of this thesis, Q1, is addressed in Paper A, which presents a com-
putational model for the analogical mapping of compositional structures. The SDM is ex-
tendedwith the idea of mapping vectors (Plate, 1995; Kanerva, 2000; Eliasmith and Thagard,
2001; Neumann, 2002; Kanerva, 2009) and it is demonstrated that the model can store mul-
tiple mapping examples of compositional structures and make correct analogies from novel
inputs. In Paper B the model created to answer Q1, which is referred to as an “analogical
mapping unit” (AMU), is used to learn and infer novel patterns in sequences. Robust ana-
logical mapping requires that the direction ofmappings is controlled so that when themodel
learns xk → yk, the reversed mapping yk → xk is not also learned implicitly. The direction-
ality property of the analogical mapping unit is demonstrated by applying it to a widely
used intelligence test called Raven’s Progressive Matrices. In this test, the analogical map-
ping unit exhibited a probability of selecting an incorrect option of only 0.004 ± 8 · 10−4 at
the 95% confidence level, which satisfactorily answers Q2.
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The analogical mapping unit, in both studies (Paper A and B) exhibited performance ex-
trema associated with specific values of its two exogenous parameters (i.e. the memory size,
S and the probability ofmemory activation, χ) and the number of different examples learned.
These results indicate that the optimal size of the memory scales with the number of differ-
ent two-place relations learned and that the cross-referencing between the stored mapping
vectors in the memory is important. However, the location of the extremum in parameter
space depends on the structure of the mappings that the model is learning. This problem is
nontrivial and requires further study.

As in previous studies (cited above), the encoding step is not considered in Papers A and
B. Instead, structured representations of the source and target mappings were hand-coded
into the vectors of role–filler pairs. The key issue that must be addressed to make these stud-
ies, and overall the VSA approach “complete” is the problem of encoding representations
directly from sensory stimuli as compositional building blocks. In principle, it should be
possible to achieve this by incorporating an encoding model (Schmidhuber, 2014). If sup-
ported by an encoding model for binary compositional structures, the analogical mapping
unit would be an interesting VSA “component” (in the spirit of component-based software
design) that could be useful in applications that learn from examples and adapt by interact-
ing with humans and the environment.

The model and VSA methodology created to answer Q1 and Q2 were used to address
Q3 and consequently one important aspect of the grand challenges mentioned in Section 1.1.
The bioinspired learning approach outlined in this thesis differs from previously reported
studies in the mainstream literature (Souza et al., 2008; Karnouskos et al., 2010; Baresi et al.,
2013), which use handcrafted “semantic” descriptions of services and information to enable
heterogeneous devices and systems to interoperate. The key idea of the new approach is that
functioning systems can potentially emerge autonomously by learning fromuser interactions
and the environment provided that each component of the system conforms to a set of general
information-coding and communication rules. One limitation of the current communication
architecture is that it lacks an attention-like mechanism. While the development of such a
mechanism would have been outside the scope of this work, they are being actively studied
in various fields (Treisman, 1998; Reynolds and Desimone, 1999; Itti and Koch, 2001). The
proposed model cannot replace conventional approaches and communication technologies
at this early stage of development, but it offers a new way of thinking about how to address
the challenges mentioned in the paper and in Section 1.1.

A general characteristic of Papers A, B andC is that in all three cases, the effects of increas-
ing χ were similar to those of training with additional examples. This means that increasing
the probability of activating an SDM location increases the cross-referencing of stored map-
ping examples and therefore improves the model’s capacity for generalization at the cost of
reducing the accuracy of pattern recall. Moreover, the theoretical estimate reported by Kan-
erva (2000) that the optimal dimensionality for compositional structures is on the order of
104 held true in the simulations presented in Papers A–C. The probability of errors made by
the analogical mapping unit declined with increasing dimensionality up to that order and
thereafter remained practically constant at higher dimensionalities.

The final paper (Paper D) addresses the problem of encoding vector-based representa-
tions of semantic relatedness by introducing a new method for dimension reduction. The
proposed method, called N-way random indexing (NRI), maintains the desirable proper-
ties of the traditional method of random indexing (RI) – specifically, its incremental and
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lightweight nature. The range of array indices can be extended without modification of the
array representation, which is beneficial when the feature space is large and the number of
features is unknown. A comparison of traditional one-way RI applied to a set of vectors and
two-way RI ofmatrices showed that the signal-to-noise ratio of decoded features is higher for
one-way RI when all comparable parameters are equivalent. This is to be expected because
the two-way algorithm introduces additional interference between the array elements. The
benefits of two-way RI are that the size of the matrix can be extended in both directions and
that it scales better at high dimension reduction ratios.

In summary, the work presented in this thesis represents the first extension of the SDM
model with the VSA methodology1, and the first application of these ideas to the problem
of interoperability in ubiquitous and heterogeneous systems. A second novel contribution
of this thesis is the generalization of random indexing, which enables the incremental cod-
ing of relationships in data structures of approximately fixed size (including matrices and
higher-order arrays). It is fair to say that the proposed approach is quite general and has
shown promising results given that the problem is well-known and challenging. The closing
sentences of Section 2.1 note that Duch et al. (2008) and Goertzel et al. (2010) have suggested
that learning, memory and the adoption of biology-inspired approaches could significantly
increase the power and capabilities of existing cognitive architectures. In light of these com-
ments, the results presented herein pose an unavoidable question: Does the the work pre-
sented in Paper C (and also the results presented in Papers A and B) represent a founda-
tion that could be used to design a viable ubiquitous cognitive architecture that will enable
IoT devices and systems to autonomously interact with humans, the environment and be-
tween themselves? Studies in this direction would be supported by numerous publications
and successful applications of the SDM (see Section 2.2) and justified by other works that
describe parallel realizations of the SDM and suggest that it can be efficiently parallelized
(Nordström, 1991; Hämäläinen et al., 1997). Moreover, a VSA approach was recently consid-
ered for collective communication in a dense sensor network environment (Jakimovski et al.,
2012). The literature thus suggest that the architecture presented herein should be suitable
for in-network processing in wireless sensor networks and other IoT applications.

4.2 Future work
This project began in 2009. During this period, the work has inspired other studies (Osipov
et al., 2014) and is starting to be recognized by independent scholars (Levy et al., 2014). How-
ever, more work remains to be done. As usual, the more we learn, the more unknowns we
uncover. Even as the thesis is going to press, new ideas and potential applications of the
developed approach are emerging. The following section outlines some open issues and
possible future research directions.

The future work can be divided into two categories: theoretical and applied research. On
the theoretical side a few issues stand out. As stated above, an important goal is to enable
systems based on VSAs to encode compositional structures directly from sensory stimuli

1This has previously been identified as an important issue – as noted by Plate, “One of the major drawbacks
of convolution-based memory is the low signal-to-noise ratio of the results of decoding. However this problem
can be overcome by using HRRs in conjunction with an auto-associative memory to clean up decoding results”
(Plate, 2003, p. 232).
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and make the representations useful to the system itself. A more general problem relates to
grounding of representations in sensorimotor experience (Harnad, 1990; Barsalou, 1999). A
third major challenge is to continue the development of mathematical ideas that tie learning
to underlying mechanisms. Achieving these three goals would satisfy the engineering objec-
tive of building artificial systems that can learn and adapt like humans and animals do. In
this regard, a critical question for future research is to see how far high-dimensional vector
representations endowed with addition, multiplication, and mapping operators can take us
in building artificial cognitive systems.

The simulation experiments presented in Paper C focused exclusively on source–target
transitions between two states, i.e., a first-order Markov chain. However, there is no intrin-
sic reason that the architecture could not approximate more complex sequences (Kanerva,
1988; Flynn et al., 1989; Kanerva, 2009; Mendes and Coimbra, 2012; Emruli et al., 2013). Se-
quence learning and temporal prediction are also complex problems that require further
investigation, beyond the work presented in the references above (Singh et al., 2004; Littman
et al., 2001; Sun and Lee, 2001). The results presented in Paper D suggest that higher-order
arrays could suffer less from high-dimensional reduction ratios than vectors and matrices.
This conclusion is based on a surprising result obtained in one simulation, which showed
that the performance of one-way and two-way RI is comparable at a dimension reduction of
64 : 1. This result could be related to an interesting scaling phenomenon, which is expected
to become increasingly interesting for higher-order arrays. It warrants further investigation
mainly because of the high computational and processing cost involved when dealing with
higher-order arrays rather than because of any limitations of the model, which in principle
supports NRI using arrays of arbitrary order. It would therefore be interesting to perform
semantic analyses using 3-, 4- or higher-order NRI. For example, such analyses could be used
to explore the differences in semantics between user-interactions at different points in time
and at different locations.

On the applied side, it would be interesting to use the presented cognitive computing
principles to solve real-world problems and to further develop the methodology based on
the experience gained. To this end, the principles of the methods presented in Paper C could
be applied in a “Living Lab” equipped with technology similar to that described in the hy-
pothetical automation scenario considered in the paper. It would also be useful to determine
how architectures of this type could be combined with a conventional architecture (e.g. one
based on service-oriented architectures) to enable the practical exploitation of their com-
plementary properties. Of all the ideas discussed in this thesis, the method presented in
Paper D is the only one that is immediately ready for practical application and evaluation.
NRI is an approximate, incremental and lightweight semantic analysis method for matrices
and higher-order arrays. Based on these properties it is suggested that NRI could be used as
a tool formanging and exploiting BigData, for instance in datamining, information retrieval,
social network analysis, and other machine learning applications.
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Analogical Mapping with Sparse Distributed Memory:
A Simple Model that Learns to Generalize from Examples

Blerim Emruli and Fredrik Sandin

Abstract: We present a computational model for the analogical mapping of compositional
structures that combines two existing ideas known as holistic mapping vectors and sparse
distributed memory. The model enables integration of structural and semantic constraints
when learning mappings of the type xi → yi and computing analogies xj → yj for novel
inputs xj. The model has a one-shot learning process, is randomly initialized and has three
exogenous parameters: the dimensionality D of representations, the memory size S and the
probability χ for activation of thememory. After learning three examples themodel general-
izes correctly to novel examples. We findminima in the probability of generalization error for
certain values of χ, S and the number of different mapping examples learned. These results
indicate that the optimal size of the memory scales with the number of different mapping
examples learned and that the sparseness of the memory is important. The optimal dimen-
sionality of binary representations is of the order 104, which is consistent with a known an-
alytical estimate and the synapse count for most cortical neurons. We demonstrate that the
model can learn analogical mappings of generic two-place relationships andwe calculate the
error probabilities for recall and generalization.

1 Introduction
Computers have excellent quantitative information processing mechanisms, which can be
programmed to execute algorithms on numbers at a high rate. Technology is less evolved
in terms of qualitative reasoning and learning by experience. In that context biology ex-
cels. Intelligent systems that interact with humans and the environment need to deal with
imprecise information and learn from examples. A key function is analogy (Gentner, 1983;
Minsky, 1988, 2006; Holyoak and Thagard, 1989, 1996; Hofstadter, 2001), the process of us-
ing knowledge from similar experiences in the past to solve a new problemwithout a known
solution. Analogy-making is a high-level cognitive function that is well developed in hu-
mans (Holyoak and Thagard, 1996; Eliasmith and Thagard, 2001). More formally, analogical
mapping is the process of mapping relations and objects from one situation (a source), x, to
another (a target), y; M : x → y (Eliasmith and Thagard, 2001; Turney, 2008). The source is
familiar or known, whereas the target is a novel composition of relations or objects that is
not among the learned examples.

Present theories of analogy-making usually divide this process into three or four stages.
In thisworkwe followEliasmith and Thagard (2001) and describe analogy-making as a three-
step process consisting of: retrieval, mapping and application. As in the previous computa-
tional models of analogy-making, see Section 4, this paper focuses mainly on the challenging
mapping stage. We present a model that is based on a well-knownmechanism for analogical
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mapping with high-dimensional vectors, which are commonly referred to as mapping vec-
tors. By integrating this mechanism with a model of associative memory, known as sparse
distributed memory (SDM), we obtain an improved model that can learn multiple mapping
vectors. The proposed model can learn mappings xk,z → yk,z, where k denotes different
examples of one particular relationship z. If xk,z is in the training set the model retrieves a
mapping vector that transforms xk,z to an approximation of the learned yk,z, otherwise xk,z is
transformed to an approximate generalization (an analogue), yk,z, of learned examples corre-
sponding to the relationship z. The mechanism that enables the possibility to learn multiple
mapping vectors that can be used for analogymaking is the major contribution of this paper.

An SDM operates on high-dimensional binary vectors so that associative and episodic
mappings can be learned and retrieved (Kanerva, 1988, 1993; Anderson et al., 1993; Claridge-
Chang et al., 2009; Linhares et al., 2011). Such high-dimensonal vectors are useful representa-
tions of compositional structures (Kanerva, 1994; Plate, 1995; Kanerva, 1997, 2000; Neumann,
2002). For further details and references, see Plate (1994, 2003); Neumann (2001); Kanerva
(2009). With an appropriate choice of operators it is possible to create, combine and extract
compositional structures represented by such vectors. It is also possible to createmapping vec-
tors that transform one compositional structure into another compositional structure (Plate,
1995; Kanerva, 2000; Neumann, 2002). Such mapping vectors can generalize to structures
composed of novel elements (Plate, 1995; Kanerva, 2000) and to structures of higher com-
plexity than those in the training set (Neumann, 2002). The idea of holistic mapping vectors
and the results referenced above are interesting because they describe a simple mechanism
that enables computers to integrate the structural and semantic constraints that are required
to perform analogical mapping. In this paper we integrate the idea of holistic mapping vec-
tors with the SDMmodel of associative memory into one “analogical mapping unit” (AMU),
which enables learning and application of mappings in a simple way. The ability to learn un-
relatedmapping examples with an associative memory is a novel feature of the AMUmodel.
The AMU also provides an abstraction that, in principle, enables visualization of the higher-
level cognitive system architecture.

In the following subsection we briefly summarize the related work on analogical map-
ping. In Section 2 we introduce the theoretical background and key references needed to
understand and implement the AMU model. The AMU model is presented in Section 3. In
Section 4 we present numerical results that characterize some properties of the AMUmodel.
Finally, we discuss our results in the context of the related work and raise some questions for
further research.

1.1 Related work
Research on computational modelling of analogy-making traces back to the classical works
in the 60s by Evans (1964) and Reitman (1966) and since then many approaches have been
developed. In this section we introduce some models that either have been influential or are
closely related to the work presented here. For comprehensive surveys see French (2002);
Gentner and Forbus (2011), where computational models of analogy are categorize as sym-
bolic, connectionist, or symbolic-connectionist hybrids.

A well-known symbolic model is the Structure Mapping Engine (SME) (Falkenhainer
et al., 1989), which implements a well-known theory of analogy-making called Structure
Mapping Theory (SMT) (Gentner, 1983). With SMT the emphasis in analogy-making shifted
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from attributes to structural similarity between the source and target domains. The AMU,
like most present models, incorporates the two major principles underlying SMT: relation-
matching and systematicity (see Section 4). However, in contrast to SMT and other symbolic
models, the AMU satisfies semantic constraints, thereby allowing the model to handle the
problemof similar but not identical compositional structures. Satisfying semantic constraints
reduces the number of potential correspondencemappings significantly, to a level that is psy-
chologically more plausible (Eliasmith and Thagard, 2001; Gentner andMarkman, 2006) and
computationally feasible (Gentner and Forbus, 2011).

Connectionistmodels of analogy-making include theAnalogical ConstraintMapping En-
gine (ACME) (Holyoak and Thagard, 1989) and Learning and Inference with Schemas and
Analogies (LISA) (Hummel and Holyoak, 1997). The Distributed Representation Analogy
MApper (Drama) (Eliasmith and Thagard, 2001) is a more recent connectionist model that is
based on holographic reduced representations (HRR). ThismakesDrama similar to theAMU
in terms of the theoretical basis. A detailed comparison between ACME, LISA and Drama
in terms of performance and neural and psychological plausibility is made by Eliasmith and
Thagard (2001). Here, we briefly summarize results in Eliasmith and Thagard (2001), add
some points that were not mentioned in that work, and comment on the differences between
the AMU and Drama.

ACME is sometimes referred to as a connectionistmodel, but it ismore similar to symbolic
models. Like the SME it uses localist representations, while the search mechanism for map-
pings is based on a connectionist approach. InACME semantics is considered after structural
constraints have been satisfied. In contrast to ACME, the AMU and Drama implement se-
mantic and structural constraints in parallel, thereby allowing both aspects to influence the
mapping process. In comparison to the previous models Drama integrates structure and
semantics to a degree that is more in accordance with human cognition (Eliasmith and Tha-
gard, 2001). Semantics are not decomposable inACME. For example, ACMEwould be unable
to determine whether the “Dollar of Sweden” (Krona) is similar to the “Dollar of Mexico”
(Peso). Whereas, that is possiblewith theAMUandDrama because the distributed represen-
tations allow compositional concepts to be encoded and decomposed (Plate, 1995; Kanerva,
2000; Eliasmith and Thagard, 2001; Neumann, 2002; Plate, 2003; Kanerva, 2009). LISA is a
connectionist model that is based on distributed representations and dynamic binding to as-
sociate relevant structures. Like the AMU and Drama, LISA is semantically driven, stochas-
tic, and designed with connectionist principles. However, LISA has a complex architecture
that represents propositions inworkingmemory by dynamically binding roles to their fillers,
and encoding those bindings in long-term memory. It is unclear whether this model scales
well and is able to handle complex analogies (Eliasmith and Thagard, 2001; Gentner and
Forbus, 2011; Stewart and Eliasmith, 2012).

The third category of computationalmodels for analogymaking is the “hybrid approach”,
where both symbolic and connectionist parts are incorporated (French, 2002; Gentner and
Forbus, 2011). Well-known examples of suchmodels include Copycat (Mitchell, 1993), Table-
top (French, 1995), Metacat (Marshall andHofstadter, 1997) andAMBR (Kokinov and Petrov,
2001).

Other related work that should be mentioned here includes models based on Recursive
Auto-Associative Memory (RAAM) (Pollack, 1990) and models based on HRR (Plate, 1994).
RAAM is a connectionist network architecture that uses backpropagation to learn represen-
tations of compositional structures in a fixed-length vector. HRR is a convolution-based
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distributed representation scheme for compositional structures. Pollack (1990) presents a
RAAM network that maps simple propositions like (LOVED X Y) to (LOVE Y X) in a holistic
way (without decomposition of the representations) is presented. Chalmers (1990) presents a
feed-forward neural network that maps reduced representations of simple passive sentences
to reduced representations of active sentences using a RAAM network is presented. Niklas-
son and van Gelder (1994) trained a feedforward network is trained to perform inference on
logical relationships, for example, the mapping of reduced representations of expressions
of the form (x → y) to corresponding reduced representations of the form (¬x ∨ y). Simi-
lar tasks have been solved with HRR (Plate, 1994; Neumann, 2002). In particular, Neumann
replicates the results by Niklasson and van Gelder using HRR and she demonstrates that
HRR mappings generalize to novel compositional structures that are more complex than
those in the training set. The significance of relation-matching in human evaluation of sim-
ilarity is demonstrated in Markman et al. (1993) by asking people to evaluate the relative
similarity of pairs of geometric shapes. Plate (1994) distributed representations (HRR) for
each of these pairs of geometric shapes are constructed and it is found that the similarity of
the representations is consistent with the judgement by human test subjects.

From our point of view there are two issues that have limited the further development
of these analogical mapping techniques. One, is the “encoding problem”, see for example
Harnad (1990) and Barsalou (2008). In this particular context it is the problem of how to en-
code compositional structures from low-level (sensor) information without the mediation of
an external interpreter. This problem includes the extraction of elementary representations
of objects and events, and the construction of representations of invariant features of object
and event categories. Examples demonstrating some specific technique are typically based
on hand-constructed structures, which makes the step to real-world applications non trivial,
because it is not known whether the success of the technique is due to the hand-crafting of
the representations and there is no demonstration of the feasibility of mechanically gener-
ating the representations. The second issue is that mapping vectors are explicitly created
and that there is no framework to learn and organize multiple analogical mappings. The
construction of an explicit vector for each analogical mapping in former studies is excellent
for the purpose of demonstrating the properties of such mappings. However, in practical
applications the method needs to be generalized so that a system can learn and use multiple
mappings in a simple way.

Learning of multiple mappings from examples is made possible with the AMU model
that is presented in this paper. The proposed model automates the process of creating, stor-
ing and retrieving mapping vectors. The basic idea is that mapping examples are fed to an
SDM so that mapping vectors are formed successively in the storage locations of the SDM.
After learning one or two examples the system is able to recall, but it typically cannot gener-
alize. With additional related mapping examples stored in the SDM the ability of the AMU
to generalize to novel inputs increases, which means that the probability of generalization
error decreases with the number of examples learned.

2 Background

This section introduces the theoretical background and key references needed to understand
and implement the AMU model, which is presented in Section 2.
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2.1 Vector symbolic architectures

The AMU is an example of a vector symbolic architecture (VSA) (Gayler, 2003), or perhaps
more appropriately named a VSA “component” in the spirit of component-based software
design. In general, a VSA is based on a set of operators on high-dimensonal vectors of fixed
dimensionality, so-called reduced descriptions / representations of a full concept (Hinton,
1990). The fixed length of vectors for all representations implies that new compositional
structures can be formed from simpler structures without increasing the size of the repre-
sentations, at the cost of increasing the noise level. In a VSA all representations of conceptual
entities such as ontological roles, fillers and relationshave the samefixeddimensionality. These
vectors are sometimes referred to as holistic vectors (Kanerva, 1997) and operations on them
are a form of holistic processing (Neumann, 2002; Hammerton, 1998). Reduced representa-
tions in cognitivemodels are essentiallymanipulatedwith two operators, named binding and
bundling. Binding is similar to the idea of neural binding in that it creates a representation
of the structural combination of component representations. It combines two vectors into a
new vector, which is indifferent (approximately orthogonal) to the two original vectors. The
defining property of the binding operation is that given the bound representation and one
of the component representations it is possible to recover the other component representa-
tion. The implementation of the binding operator and the assumptions about the nature of
the vector elements are model specific. The bundling operator is analogous to superposi-
tion in that it creates a representation of the simultaneous presence of multiple component
representations without them being structurally combined. It typically is the algebraic sum
of vectors, which may or may not be normalized. Bundling and binding are used to cre-
ate compositional structures and mapping vectors. Well-known examples of VSAs are the
Holographic Reduced Representation (HRR) (Plate, 1994, 1995, 2003) and the Binary Spat-
ter Code (BSC) (Kanerva, 1994, 1997, 2000). The term “holographic” in this context refers
to a convolution-based binding operator, which resembles the mathematics of holography.
Historical developments in this direction include the early holography-inspired models of
associative memory (Reichardt, 1957; Gabor, 1968; Longuet-Higgins, 1968; Willshaw et al.,
1969). Note that the BSC is mathematically related to frequency-domain HRR (Aerts et al.,
2009), because the convolution-style operators of HRR are equivalent to element-wise oper-
ations in frequency space.

The work in VSA has been inspired by cognitive behavior in humans and the approxi-
mate structure of certain brain circuits in the cerebellum and cortex, but these models are
not intended to be accurate models of neurobiology. In particular, these VSA models typi-
cally discard the temporal dynamics of neural systems and instead use sequential process-
ing of high-dimensional representations. The recent implementation of HRR in a network
of integrate-and-fire neurons (Rasmussen and Eliasmith, 2011) is, however, one example of
how these cognitivemodels eventually may be unifiedwithmore realistic dynamical models
of neural circuits.

In the following description of the AMU we use the Binary Spatter Code (BSC), because
it is straightforward to store BSC representations in an SDM and it is more simple than the
HRR which is based on real- or complex-valued vectors. It is not clear how to construct an
associative memory that enables a similar approach with HRR, but we see no reason why
that should be impossible. In a BSC, roles, fillers, relations and compositional structures, are
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Figure 1: The circle is above the square. This implies that the square is below the cir-
cle. The analogical mapping unit (AMU) can learn this simple “above–below” relation
from examples and successfully apply it to novel representations, see Section 2 and
Section 4.”

represented by a binary vector, xk, of dimensionality D
xk ∈ BD, xk = (xk,1, xk,2, xk,3, . . . , xk,D). (1)

The binding operator, ⊗, is defined as the element-wise binary XOR operation. Bundling of
multiple vectors xk is defined as an element-wise binary average

〈
n

∑
k=1

xk,i 〉 = Θ

(
1
n

n

∑
k=1

xk,i

)
, (2)

where Θ(x) is a binary threshold function

Θ(x) =

⎧⎨
⎩

1 for x > 0.5,
0 for x < 0.5,

random otherwise.
(3)

This is an element-wise majority rule. When an even number of vectors are bundled there
may be ties. These elements are populated randomly with an equal probability of zeros and
ones. Structures are typically constructed from randomly generated names, roles and fillers
by applying the binding and bundling operators. For example, the concept in Figure 1 can
be encoded by the two-place relation 〈a + a1 ⊗ � + a2 ⊗ �〉, where a is the relation name
(“above”), a1 and a2 are roles of the relation, and the geometric shapes are fillers indicating
what is related.

All terms and factors in this representation are high-dimensional binary vectors, as de-
fined in Eq. (1). Vectors are typically initialized randomly, or they may be compositions of
other random vectors. In a full-featured VSA application this encoding step is to be auto-
mated with other methods, for example by feature extraction using deep learning networks
or receptive fields in combination with randomized fan-out projections and superpositions
of patterns. A key thing to realize in this context is that the AMU, and VSAs in general,
operate on high-dimensional random distributed representations. This makes the VSA ap-
proach robust to noise and in principle and practice it enables operation with approximate
compositional structures.

Holistic mapping vectors

The starting point for the development of the AMU is the idea of holistic mapping vectors,
see Plate (1994); Kanerva (2000); Neumann (2002). In Kanerva (2000) a BSC mapping of the
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form “X is themother of Y”→ “X is the parent of Y” is presented. Thismapping ismathemat-
ically similar to the above–below relation illustrated in Figure 1, with the exception that the
mother–parent mapping is unidirectional because a parent is not necessarily a mother. The
above–below relationship is bidirectional because a mapping between “the circle is above
the square” and “the square is below the circle” is true in both directions. We think that the
geometric example illustrated here is somewhat simpler to explain andwe therefore use that.
The key idea presented in Kanerva (2000) is that a mapping vector, M, can be constructed so
that it performs a mapping of the type: “If the circle is above the square, then the square is
below the circle”. If the mapping vector is defined in this way

M = �↑�↓ ⊗ �↓�↑, (4)

then it follows that
M ⊗ �↑�↓ = �↓�↑, (5)

because the XOR-based binding operator is an involutary (self-inverse) function. The rep-
resentations of these particular descriptions are illustrated in Table 1 and are chosen to be
mathematically identical to the mother-parent representations in Kanerva (2000).

Making analogies with mapping vectors

A more remarkable property appears when bundling several mapping examples

M = 〈�↑�↓ ⊗ �↓�↑ + �↑�↓ ⊗ �↓�↑ + . . .〉, (6)

because in this case the mapping vector generalizes correctly to novel representations

M ⊗ �↑�↓ ≈ �↓�↑. (7)

The symbols � and � have not been involved in the construction of M, but the mapping
results in an analogically correct compositional structure. This is an example of analogy
making because the information about above-below relations can be applied to novel repre-
sentations.

The left- and right-hand side of Eq. (7) are similar compositional structures, but they are
not identical. The result is correct in the sense that it is close to the expected result, for ex-
ample in terms of the Hamming distance or correlation between the actual output vector
and expected result, see Kanerva (2000) for details. In real-world applications the expected

Table 1: Two different representations of the geometric composition presented in Fig-
ure 1. All terms and factors in these expressions are high-dimensional binary vectors,
and the two states of each element in these vectors are equally likely. See the text for
definitions of the operators. A mapping vector, M, can be constructed that maps one of
the representations into the other (Kanerva, 2000). The AMU that is presented below
can learn the mapping vectors between many different representations like these.

Relation Representation
Circle is above the square �↑�↓ = 〈a + a1 ⊗ � + a2 ⊗ �〉
Square is below the circle �↓�↑ = 〈b + b1 ⊗ � + b2 ⊗ �〉
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mapping results could well be unknown. It is still possible to interpret the result of an ana-
logical mapping if parts of the resulting compositional structure are known. For example,
the interpretation of an analogical mapping result can be made using a VSA operation called
probing, which extracts known parts of a compositional structure (which by themselves may
be compositional structures). This process can be realized with a “clean-up memory”, see
(Plate, 1995, p. 102). A mapping result that does not contain any previously known structure
is interpreted as noise.

Observe that the analogical mapping Eq. (7) is not simply a matter of reordering the vec-
tors representing the five-pointed star and diamond symbols. The source and target of this
mapping are two nearly uncorrelated vectors, with different but analogical interpretations.
In principle this mechanism can also generalize to compositional structures of higher com-
plexity than those in the training set, see Neumann (2002) for examples. These interesting
results motivated the development of the AMU.

Making inferences with mapping vectors

Note that Eq. (4) is symmetric in the sense that the mapping is bidirectional. It can perform
the two mappings M ⊗ �↑�↓ = �↓�↑ and M ⊗ �↓�↑ = �↑�↓ equally well. This is a conse-
quence of the commutative property of the binding operator. In this particular example that
does not pose a problem, because both mappings are true. In the parent–mother example
in Kanerva (2000) it implies that “parent” is mapped to “mother”, which is not necessarily
a good thing. A more severe problem with bidirectional mappings appears in the context
of inference and learning of sequences, which requires strictly unidirectional mappings. To
enable robust analogical mapping, and inference in general, the mapping direction of BSC
mapping vectors must be controlled. This problem is solved by the integration of an associa-
tive memory in the AMUmodel, see Section 3.1.

2.2 Sparse distributed memory
Tomake practical use of mapping vectors we need a method to create, store and query them.
In particular, this involves the difficulty of knowing how to bundle new mapping vectors
with the historical record. How should the system keep the examples organized without
involving a homunculus (which could just as well do the mappings for us)? Fortunately,
a suitable framework has already been developed for another purpose. The development
presented here rests on the idea that an SDMused in an appropriateway is a suitablememory
for storage of analogical mapping vectors, which automatically bundles similar mapping
examples into well-organized mapping vectors. The SDMmodel of associative and episodic
memory is well described in the seminal book by Kanerva (1988). Various modifications of
the SDM model have been proposed (Hely et al., 1997; Anwar and Franklin, 2003; Ratitch
and Precup, 2004; Meng et al., 2009; Snaider and Franklin, 2012) but here we use the original
SDM model (Kanerva, 1988).

Architecture and initialization

An SDM essentially consists of two parts, which can be thought of as two matrices: a bi-
nary address matrix, A, and an integer content matrix, C. These two matrices are initialized
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as follows; The matrix A is populated randomly with zeros and ones (equiprobably), and
the matrix C is initialized with zeros. The rows of the matrix A are so-called address vectors,
and the rows of the matrix C are counter vectors. There is a one-to-one link between address
vectors and counter vectors, so that an activated address vector is always accompanied by one
particular activated counter vector. The address and counter vectors have dimensionalityD.
The number of address vectors and counter vectors defines the size of the memory, S.

The SDM can be described algebraically as follows. If the address and counter vectors
have dimensionality D, the address matrix, A, can be defined as

A =

⎡
⎢⎢⎣

a11 a12 . . . a1D
a21 a22 . . . a2D
. . .
aS1 aS2 . . . aSD

⎤
⎥⎥⎦ , (8)

where ai,j ∈ {i = 1, 2, . . . , S, j = 1, 2, . . . ,D} are random bits (short for binary digits) with
equal probability for the two states. The content matrix, C, is defined as

C =

⎡
⎢⎢⎣

c11 c12 . . . c1D
c21 c22 . . . c2D
. . .
cS1 cS2 . . . cSD

⎤
⎥⎥⎦ , (9)

where ai,j ∈ {i = 1, 2, . . . , S, j = 1, 2, . . . ,D} are integer numbers that are initialized to zero
in an empty memory.

Storage operation

When a vector is stored in the SDM the content matrix C is updated, but the address matrix
A is static. It is typically sufficient to have six or seven bits of precision in the elements of the
content matrix (Kanerva, 1988). The random nature of the compositional structures make
saturation of counter vectors unlikely with that precision.

Two input vectors are needed to store a new vector in the SDM: a query vector, x =
(x1, x2 . . . , xD), and a data vector, d = {d1, d2 . . . , dD}. The query vector, x, is compared with
all address vectors, ai, using the Hamming distance, δ. The Hamming distance between two
binary vectors x and a is defined as

δ(x, a) =
D
∑
i=1

I(xi, ai) (10)

where I is a bit-wise XOR operation

I(xi, ai) =

{
1, xi �= ai
0, xi = ai.

(11)

The Hamming distance between two vectors is related to the Pearson correlation coefficient,
ρ, by ρ = 1 − 2δ (Kanerva, 1997). A predefined threshold value, T, is used to calculate a new
vector s = {s1, s2 . . . , sS} so that

si =

{
1, δ(s, ai) < T
0, δ(s, ai) ≥ T. (12)
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The non-zero elements of s are used to activate a sparse subset of the counter vectors in C.
In other words, the indices of non-zero elements in s are the row-indices of activated counter
vectors in the matrix C. With this definition of s the activated counter vectors correspond to
address vectors that are close to the query vector, x.

In a writing operation the activated counter vectors are updated using the data vector, d.
For every bit that is 1 in the data vector the corresponding elements in the activated counter
vectors are increased by one, and for every bit that is 0 the corresponding counters are de-
creased by one. This means that the elements, ci,j, of the matrix C are updated so that

ci,j ←

⎧⎪⎨
⎪⎩

ci,j + 1 si = 1, dj = 1
ci,j − 1 si = 0, dj = 1
ci,j si = 0

(13)

The details of why this is a reasonable storage operation in a binary model of associative
memory are well described in Kanerva (1988).

Various modifications of the SDM model have been presented in the literature that ad-
dress the problem of storing non-random patterns and localist representations in an SDM
without saturating the counter vectors. In our perspective, low-level structured inputs from
sensors need to be preprocessed with other methods, such as methods for invariant feature
extraction. There are good reasons to operate with random representations at the higher
cognitive level (Kanerva, 1988; Hill et al., 2012), and this is a typical prerequisite of VSAs.

Retrieval operation

In a retrieval operation, the SDM functions in a way that is similar to the storage operation
except that an approximate data vector, d, is retrieved from the SDM rather than supplied to
it as input. For a given query vector, x = (x1, x2 . . . , xD), the Hamming distances, δ(x, ai),
between x and all address vectors, ai, are calculated. A threshold condition Eq. (12) is used
to activate counter vectors in C with addresses that are sufficiently close to the query vector.
The activated counter vectors in C are summed,

hj =
S

∑
i=1

sicij, (14)

and the resulting integer vector, hj, is converted to a binary output vector, d, with the rule

dj =

⎧⎨
⎩

1, hj > 0
0, hj < 0

random otherwise.
(15)

In this paper we use the term recall for the process of retrieving a data vector from the SDM
that previously has been stored. An SDM retrieval operation is analogous to bundling Eq. (2)
of all vectors stored with an address vector that is similar to the query vector.

Implementation

An SDM can be visualized as suggested in Figure 2, with two inputs and one output. The
open circle denotes the query vector, which is supplied both when storing and retrieving
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information. The open square denotes the input data vector, which is supplied when storing
information in the SDM. The solid square denotes the output data vector, which is generated
when retrieving information. For software simulation purposes, for example in Matlab, the
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Figure 2: Schematic illustration of a sparse distributed memory (SDM), which is an
associative memory for random high-dimensional binary vectors (Kanerva, 1988).

VSA operators and the SDM can be implemented in an alternative way if binary vectors are
replaced with bipolar vectors according to the mapping {0 → 1, 1 → −1}. In that case the
XOR binding operator is replaced with element-wise multiplication.

The number of counter vectors that are activated during one storage or retrieval operation
depends on the threshold value, T. In this work we choose to calculate this parameter so that
a given fraction, χ, of the storage locations of the SDM is activated. Therefore, χ is the average
probability of activating a row in the matrices A and C, which we also refer to as one storage
location of the SDM. The number of activated locations in each storage or retrieval operation
is exactly χS. When storing multiple mapping vectors in an SDM it is possible that a subset
of the counter vectors are updated with several mapping vectors, which can correspond to
different mapping examples. On average the probability for overlap of two different mapping
vectors in a location of the SDM is of the order χ2.

Nextwepresent theAMUmodel, which incorporates an SDM for the storage and retrieval
of analogical mapping vectors.

3 Model
TheAMUconsists of one SDMwith an additional input-output circuit. Firstwe introduce the
learning and mapping parts of this circuit, and then we combine these parts into a complete
circuit that represents the AMU.

3.1 Learning circuit
The AMU stores vectors in a process that is similar to the bundling of examples in Eq. (1),
provided that the addresses of the mapping examples are similar. If the addresses are un-
correlated the individual mapping examples will be stored in different locations of the SDM
and no bundling takes place, which prevents generalization and analogical mapping. A sim-
ple approach is therefore to define the query vector of a mapping, xk → yk, as the variable
xk. This implies that mappings with similar xk are, qualitatively speaking, bundled together
within the SDM. The mapping vector xk ⊗ yk is the data vector supplied to the SDM, and
it is bundled in counter vectors with addresses that are close to xk. A schematic diagram
illustrating this learning circuit is shown in Figure 3.

This circuit avoids the problem of bidirectionality discussed in Section 2.1 because the
SDM locations that are activated by the query vector xk are different from the locations that
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Figure 3: Schematic diagramof learning circuit formappings of type xk → yk. Learning
can be supervised or unsupervised, for example in the form of coincidence (Hebbian)
learning.

are activated by the query vector yk of the reversed mapping. The forward and reversed
mappings are therefore stored in different SDM locations. Therefore, the output of a query
with yk is nonsense (noise) if the reversed mapping is not explicitly stored in the SDM. In
other words, the reversed mapping yk → xk is not implicitly learned.

Note that different types of mappings have different xk. Queries with different xk activate
different locations in the SDM. Therefore, given a sufficiently large memory it is possible to
storemultiple types ofmappings in one SDM. This is illustratedwith simulations in Section 4.

3.2 Mapping circuit
The learning mechanism in combination with the basic idea of analogical mapping Eq. (7)
suggests that the mapping circuit should be defined as illustrated in Figure 4. This circuit
binds the input, xk, with the bundled mapping vector of similar mapping examples that is
stored in the SDM. The result is an output vector y′k. If the mapping xk → yk is stored in the
SDM then y′k ≈ yk. When a number of similar mapping examples are stored in the SDM,
this circuit can generalize correctly to novel compositional structures. In such cases y′k is
an approximate analogical mapping of xk. This is illustrated with simulations in the next
section.

3.3 The analogical mapping unit
The AMU includes one SDM and a combination of the learning and mapping circuits that
are presented in the former two subsections, see Figure 4. It is a computational unit for the
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Figure 4: Schematic diagram of circuit for mappings of type xk → y′k. Here y′k ≈ yk
when xk → yk is in the training set. Otherwise y′k is an approximate analogicalmapping
of xk, or noise if xk is unrelated to the learned mappings.
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Figure 5: The analogical mapping unit (AMU), which includes the learning and map-
ping circuits introduced above. This unit learns mappings of the type xk → yk from
examples and uses bundled mapping vectors stored in the SDM to calculate the output
vector y′k.

mapping of distributed representations of compositional structures that takes two binary
input vectors and provides one binary output vector, much like the SDM does, but with a
different result and interpretation. If the input to the AMU is xk the corresponding output
vector y′k is calculated (mapping mode). With two input vectors, xk and yk, the AMU stores
the corresponding mapping vector in the SDM (learning mode). In total the AMU has three
exogenous parameters: S, χ and the dimensionalityD of theVSA, see Table 1. In principle the
SDM of the AMU can be shared with other VSA components, provided that the mappings
are encoded in a suitable way. Next we present simulation results that characterize some
important and interesting properties of the AMU.

4 Simulation experiments

An important measure for the quality of an intelligent system is its ability to generalize with
the acquired knowledge (Russell and Norvig, 2009). To test this aspect, we generate previ-
ously unseen examples of the “above-below” relation using the sequence shown in Figure 6.
The relations between the items in this sequence are encoded in a similar way to those out-
lined in Table 1, with the only difference being that the fillers are different, see Table 3.

Table 2: Summary of exogenous parameters of the AMU.

Expression Description
S Memory size, number of address and counter vectors.
D Dimensionality of vector symbolic representations.
χ Average probability for activating an SDM location.
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A
B
C
...

Figure 6: A sequence of novel “above-below” relations that is used to test the ability of
the AMU to generalize.

4.1 Comparison with other results
Our mapping approach is similar to that in Kanerva (2000), but differs from that in three
ways. First, mapping examples are fed to an SDM so that multiple mapping vectors are
stored in the SDM, instead of defining explicit mapping vectors for each mapping. Second,
the model uses binary spatter codes to represent mappings, which means that the mapping
vectors generated by the AMU are binary vectors and not integer vectors. Third, the dimen-
sionalityD is set to a somewhat low value of 1000 inmost simulations presented here, andwe
illustrate the effect of higher dimensionality at the end of this section. We adopt the method
in Kanerva (2000) to calculate the similarity between the output of the AMU and alternative
mappings with the correlation coefficient, ρ, see Section 2.2. Randomly selected structures,
such as: a, b, a1, a2, b1, b2, �, � . . .A, B are uncorrelated, ρ ≈ 0. That is true also for xi and
yi, such as: �↑�↓ and �↓�↑. However, �↑�↓ and A↑B↓ include the same relation name, a, in
the composition, and these vectors are therefore correlated, ρ ≈ 0.25.

The AMU learns mappings between compositional structures according to the circuit
shown in Figure 3, and the output y′k of the AMU is determined according to Figure 4 and
related text. The output, y′k, is compared with a set of alternative mapping results in terms of
the correlation coefficient, ρ, both for recall and generalization. The number of training ex-
amples is denoted with Ne. To estimate the average performance of the AMUwe repeat each
simulation 5000 times with independently initialized AMUs. This is sufficient to estimate
the correlation coefficients with a relative error of about ±10−2.

In order to compare our model with (Kanerva, 2000), we first set the parameters of the
AMU to S = 1, D = 1000 and χ = 1. This implies that the AMU has one location that is
activated in each storage and retrieval operation. The result of this simulation is presented in
Figure 7. Figure 7a shows the average correlation between the output y′k resulting from the
input, xk = �↑�↓, which is in the training set, and four alternative compositional structures.
Figure 7b shows the average correlation between four alternative compositional structures
and the AMU output resulting from a novel input, xk =A↑B↓. The alternative with the high-
est correlation is selected as the correct answer. With more training examples the ability of

Table 3: Representation of “above-below” relations between novel structures.

Relation Representation
A is above B A↑B↓ = 〈a + a1 ⊗ A + a2 ⊗ B〉
B is below A B↓A↑ = 〈b + b1 ⊗ B + b2 ⊗ A〉
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Figure 7: The correlation, ρ, between the output of the analogical mapping unit (AMU)
and alternative compositional structures versus the number of training examples, Ne,
for (a) recall of learnedmappings; (b) generalization from novel inputs. The parameters
of the AMU are S = 1, χ = 1 and D = 1000.

the AMU to generalize increases, because the correlations with wrong alternatives decrease
with increasing Ne. The alternative with the highest correlation always corresponds to the
correct result in this simulation, even in the case of generalization from three training exam-
ples only.

These results demonstrate that the number of training examples affects the ability of the
AMU to generalize. This conclusion is consistent with the results (see Figure 1) and the
related discussion in Kanerva (2000). The constant correlation with the correct mapping
alternative in Figure 7b is one quantitative difference between our result and the result in
Kanerva (2000). In our model the correlation of the correct generalization alternative does
not increasewith Ne, but the correlationswith incorrect alternatives decreasewith increasing
Ne. This difference is caused by the use of binary mapping vectors within the AMU, instead
of integer mapping vectors. If we use the integer mapping vectors Eq. (14) that are gener-
ated within the SDM of the AMUwe reproduce the quantitative results obtained in Kanerva
(2000). Integer mapping vectors can be implemented in our model by modifying the nor-
malization condition Eq. (15). The correlation with correct mappings can be improved in
some cases with the use of integer mapping vectors, but the use of binary representations of
both compositional structures and mapping vectors is more simple, and it makes it possible
to use an ordinary SDM for the AMU. By explicitly calculating the probability of error from
the simulation results we conclude that the use of binary mapping vectors is sufficient. (We
return to this point below.)

In principle there are many other “wrong” mapping alternatives that are highly corre-
latedwith the AMU output, y′k, in addition to the four alternatives that are considered above.
However, the probability that such incorrect alternatives or interpretations would emerge
spontaneously is practically zero due to the high dimensionality and random nature of the
compositional structures (Kanerva, 1988). This is a key feature and design principle of VSAs.
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Figure 8: Correlations between alternative compositional structures and the output of
an AMU versus the number of examples in the training set, Ne, for (a) recall with χ =
0.05; (b) Generalization with χ = 0.05; (c) Recall with χ = 0.25; (d) Generalization with
χ = 0.25. The size of the SDM is S = 100 in all four cases.

4.2 Storage of mapping vectors in a sparse distributed memory

Next, we increase the size of the SDM to S = 100, which implies that there are one hun-
dred storage locations. The possibility to have S > 1 is a novel feature of the AMU model,
which was not considered in former studies (Plate, 1995; Kanerva, 2000; Neumann, 2002;
Plate, 2003; Kanerva, 2009). We investigate the effect of different values of χ and present re-
sults for χ = 0.05 and χ = 0.25. That is, when the AMU activates 5% and 25% of the SDM to
learn eachmapping vector. Figure 8 shows that the effect of increasing χ is similar to training
with more examples, in the sense that it improves generalization and reduces the accuracy
of recall. This figure is analogous to Figure 7, with the only difference being that here the
AMU parameters are S = 100 and χ = 0.05 or χ = 0.25. Figure 8a and Figure 8c show
the average correlation between the output y′k resulting from the input, xk = �↑�↓, which is
in the training set, and four alternative compositional structures for, respectively, χ = 0.05
and χ = 0.25. Figure 8b and Figure 8d show the average correlation between four alterna-
tive compositional structures and the AMU output resulting from a novel input, xk = A↑B↓.
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When retrieving learned examples for χ = 0.05 and χ = 0.25 the alternative with the high-
est correlation always corresponds to the correct result in this simulation experiment. See
Figure 7 and related text for details of how the average correlations are calculated. A high
value of χ enables generalization with fewer training examples, but there is a trade-off with
the number of different two-place relations that are learned by the AMU. We return to that
below.

4.3 Probability of error
The correlations between the output of the AMU and the alternative compositional struc-
tures varies from one simulation experiment to the next because the AMU is randomly ini-
tialized. The distribution functions for these variations have a non-trivial structure. It is dif-
ficult to translate average correlation coefficients and variances into tail probabilities of error.
Therefore, we estimate the probability of error numerically from the error rate in the simula-
tion experiments. An error occurs when the output of the AMU has the highest correlation
with a compositional structure that represents an incorrect mapping. The probability of er-
ror is defined as the number of errors divided by the total number of simulated mappings,
NeNrNs, where Ne is the number of training examples for each particular two-place relation,
Nr is the number of different two-place relations (unrelated sets of mapping examples), and
Ns = 5000 is the number of simulation experiments performedwith independentAMUs. We
test all Ne mappings of each two-place relation in the training set, and we test equally many
generalization mappings in each simulation experiment. This is why the factors Ne and Nr
enter the expression for the total number of simulated mappings. The Ne different xk and yk
are generated in the same way for the training and generalization sets, by using a common
set of names and roles but different fillers for the training and generalization sets. Different
two-place relations are generated by different sets of names and roles, see Section 4.4.

When the probability of error is low we have verified the estimate of the probability by
increasing the number of simulation experiments, Ns. For example, this is sometimes the
case when estimating the probability of error for mappings that are in the training set. As
mentioned in Section 4.1 this is why we choose a suboptimal and low value for the dimen-
sionality of the representations, D. The probability of error is lower with high-dimensional
representations, which is good for applications of the model but makes estimation of the
probability of error costly. Figure 9 presents an interesting and expected effect of the proba-
bility of error during generalization versus the number of training examples. The probability
of activating a storage location, χ, affects the probability of generalization error significantly.
For χ = 0.25 and Ne = 30 the AMU provides more than 99.9% correct mappings. Therefore,
that point has poor precision and is excluded from the figure.

In Figure 7 all mapping vectors are bundled in one single storage location, while Figure 9
is generated with AMUs that have an SDM of size S = 100 so that each mapping vector is
stored in multiple locations. Figure 8 and Figure 9 are complementary because the parame-
ters of the AMUs used to generate these figures are identical. For χ = 0.25 the AMU gener-
alizes correctly with fewer training examples compared to the results for the lower value of
χ = 0.05. This result is consistent with Figure 8, which suggests that the AMUwith χ = 0.25
generalizes with fewer training examples. The rationale of this result is that a higher value
of χ gives more overlap between different mapping vectors stored in the AMU, and multi-
ple overlapping (bundled) mapping vectors are required for generalization, see Eq. (7). This
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Figure 9: The probability of generalization error versus the number of training exam-
ples, Ne, for χ = 0.05 and χ = 0.25.

effect is visible also in Figure 7, where the AMU provides the correct generalization after
learning three examples.

4.4 Storing multiple relations
Since mapping vectors are bundled in a fraction of the storage locations of the SDM it is
reasonable to expect that the AMU can store additional mapping vectors, which could be
something else than “above-below” relations. To test this idea we introduce a number, Nr,
of different two-place relations. The above-below relation considered above is one example
of such a two-place relation, see Table 1 and Table 3. In general, names and roles can be
generated randomly for each particular two-place relation, see Table 4, in the same way as
the names and roles are generated for the above-below relations. For each two-place relation
we generate Ne training examples and Ne test (generalization) examples, see the discussion
in Section 4.3 for further details. This way we can simulate the effect of storing multiple
two-place relations in one AMU.

An interesting effect appears when varying the number of two-place relations, Nr, and
the size of the SDM, see Figure 10a. The size of the SDM, S, and the average probability of
activating a storage location, χ, affects the probability of generalization error. Provided that

Table 4: Representation of generic two-place relations, labeled by z, between two com-
positional structures represented by the fillers f1,k,z and f2,k,z. Training examples are
indexed by k ∈ [1, Ne] and there are equally many test (generalization) examples
k ∈ [Ne + 1, 2Ne], which implies that 2Ne mapping examples are created for each two-
place relation. The names, ni,z, and roles, rij,z, are unique for each two-place relation.
By definition z ∈ [1, Nr].

Relation Representation
Source, xk,z 〈n1,z + r11,z ⊗ f1,k,z + r12,z ⊗ f2,k,z〉
Target, yk,z 〈n2,z + r21,z ⊗ f1,k,z + r22,z ⊗ f2,k,z〉
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Figure 10: The probability of generalization error versus the number of different two-
place relations, Nr, for (a) S = 100 and S = 1000 when χ = 0.05; (b) χ = 0.05 and
χ = 0.25 when S = 100. Other parameters are D = 1000 and Ne = 10.

the SDM is sufficiently large and that Ne is not too high, there is a minimum in the proba-
bility of error for some value of Nr. A minimum appears at Nr = 3 − 4 for χ = 0.05 and
S = 1000 in Figure 10a. Figure 10b has a minimum at Nr = 2 for chi = 0.25 and S = 100.
Generalization with few examples requires that the number of storage locations is matched
to the number of two-place relations that are learned. The existence of a minimum in the
probability of error can be interpreted qualitatively in the following way. The results in Fig-
ures 7–9 illustrate that a low probability of generalization error requires that many mapping
vectors are bundled. The probability of error decreases with increasing Ne because the cor-
relation between the AMU output and the incorrect compositional structures decreases with
Ne. This is not so for the correlation between the output and the correct compositional struc-
ture, which is constant. This suggests that one effect of bundling additionalmapping vectors,
which adds noise to any particular mapping vector that has been stored in the AMU, is a re-
duction of the correlation between the AMU output and incorrect compositional structures.
A similar effect apparently exists when bundlingmapping vectors of unrelated two-place re-
lations; The noise introduced mainly reduces the correlation between the AMU output and
compositional structures representing incorrect alternatives.

Anotherminimum in the probability of error appearswhenwe vary the average probabil-
ity of activating a storage location, χ, see Figure 11. In this figure we illustrate the worst-case
scenario in Figure 10, S = 100 and Ne = Nr = 10, for different values of χ. A minimum
appears in the probability of error for χ ≈ 0.2. This result shows that the (partial) bundling
of mapping vectors, including bundling of unrelated mapping vectors, can reduce the prob-
ability of generalization error.

The interpretation of these results in a neural-network perspective on SDM and binary
VSAs is that the sparseness of the neural codes for analogical mapping is important. In par-
ticular, the sparseness of the activated address decoder neurons in the SDM (Kanerva, 1988)
is important for the probability of generalization error. A similar effect is visible in Figure 9,
where χ = 0.25 gives a lower probability of error than χ = 0.05.
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Figure 11: The probability of error of the AMU versus the average probability of acti-
vating a storage location, χ, for recall and generalization.

4.5 Effect of dimensionality
All simulations that are summarized above are based on a low dimensionality of composi-
tional structures,D = 1000, which is one order of magnitude lower than the preferred value.
A higher dimensionality results in a lower probability of error. Therefore, it would be a te-
dious task to estimate the probability of error with simulations for higher values of D. We
illustrate the effect of varying dimensionality in Figure 12. By choosing a dimensionality of
order 104 the probabilities of errors reported in this work can be lowered significantly, but
thatwouldmake the task to estimate the probability of error for different values of the param-
eters S, χ, Ne and Nr more tedious. The analytical results obtained by Kanerva (1988, 2000,
2009) suggest that the optimal choice for the dimensionality of binary vector symbolic repre-
sentations is of order 104, this conclusion remains true for the AMUmodel. A slightly higher
dimensionality than 104 may be motivated, but 105 is too much because it does not improve
the probability of error much and requires more storage space and computation. Kanerva
derived this result from basic statistical properties of hyperdimensional binary spaces, which
is an interesting result in a cognitive computation context because that number matches the
number of excitatory synapses observed on pyramidal cells in cortex.

5 Discussion

Earlier work on analogical mapping of compositional structures deals with isolatedmapping
vectors that are hand-coded or learned from examples (Plate, 1995; Kanerva, 2000; Eliasmith
and Thagard, 2001; Neumann, 2002; Plate, 2003; Kanerva, 2009). The aim of this work is to
investigate whether such mapping vectors can be stored in an associative memory so that
multiple mappings can be learnt from examples and applied to novel inputs, which in prin-
ciple can be unlabeled. We show that this is possible and demonstrate the solution using
compositional structures that are similar to those considered by others. The proposedmodel
integrates two existing ideas into one novel computational unit, whichwe call the Analogical
Mapping Unit (AMU). The AMU integrates a model of associative memory known as sparse



5. Discussion 75

10
2

10
3

10
4

10
5

Dimensionality of vector symbolic representations, D

10
-3

10
-2

10
-1

10
0

Pr
ob

ab
ili

ty
 o

f 
er

ro
r

Figure 12: The probability of generalization error versus the dimensionality of binary
compositional structures, D. Other parameters are S = 100, χ = 0.05, Ne = 10 and
Nr = 10. The optimal dimensionality is of the order D = 104.

distributed memory (SDM) (Kanerva, 1988) with the idea of holistic mapping vectors (Plate,
1994; Kanerva, 2000; Neumann, 2002) for binary compositional structures that generalize to
novel inputs. By extending the original SDM model with a novel input-output circuit the
AMU can store multiple mapping vectors obtained from similar and unrelated training ex-
amples. The AMU is designed to separate the mapping vectors of unrelated mappings into
different storage locations of the SDM.

The AMU has a one-shot learning process and it is able to recall mappings that are in
the training set. After learning manymapping examples no specific mapping is recalled and
the AMU provides the correct mapping by analogy. The ability of the AMU to recall spe-
cific mappings increases with the size of the SDM. We find that the ability of the AMU to
generalize does not increase monotonically with the size of the memory; It is optimal when
the number of storage locations is matched to the number of different mappings learnt. The
relative number of storage locations that are activated when one mapping is stored or re-
trieved is also important for the ability of the AMU to generalize. This can be understood
qualitatively by a thought experiment: If the SDM is too small there is much interference
between the mapping vectors and the output of the AMU is essentially noise. If the SDM
is infinitely large each mapping vector is stored in a unique subset of storage locations and
the retrieved mapping vectors are exact copies of those learnt from the training examples.
Generalization is possible when related mapping vectors are combined into new (bundled)
mapping vectors, which integrate structural and semantic constraints from similar mapping
examples Eq. (7). In other words, there can be no generalization when the retrievedmapping
vectors are exact copies of examples learnt. Bundling of too many unrelated mapping vec-
tors is also undesirable because it leads to a high level of noise in the output, which prevents
application of the result. Therefore, a balance between the probability of activating and allo-
cating storage locations is required to obtain a minimum probability of error when the AMU
generalizes.

The probability of activating storage locations of the AMU, χ, is related to the “sparse-
ness” of the representation ofmapping vectors. A qualitative interpretation of this parameter
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in terms of the sparseness of neural coding is discussed in Kanerva (1988). We find that when
the representations are too sparse the AMU makes perfect recall of known mappings but is
unable to generalize. A less sparse representation results in more interference between the
stored mapping vectors. This enables generalization and has a negative effect on recall. We
find that the optimal sparseness for generalization depends in a non-trivial way on other pa-
rameters and details, such as the size of the SDM, the number of unrelated mappings learnt
and the dimensionality of the representations. The optimal parameters for the AMU also de-
pend on the complexity of the compositional structures, which is related to the encoding and
grounding of compositional structures. This is an open problem that needs further research.

A final note concerns the representation of mapping vectors in former work versus the
mapping vectors stored by anAMU. Kanerva (2000) integermapping vectors for binary com-
positional structures are used to improve the correlation between mapping results and the
expected answers. An identical approach is possible with the AMU if the normalization in
Eq. (15) is omitted. However, by calculating the probability of error in the simulation ex-
periments we conclude that it is sufficient to use binary mapping vectors. This is appealing
because it enables us to represent mapping vectors in the same form as other compositional
structures. Kanerva’s estimate that the optimal dimensionality for the compositional struc-
tures is of order 104 remains true for the AMU. The probability of errors made by the AMU
decreases with increasing dimensionality up to that order, and remains practically constant
at higher dimensionality.

There is much that remains to understand concerning binary vector symbolic models,
for example whether these discrete models are compatible with cortical networks and to
what extent they can describe cognitive function in the brain. At a more pragmatic level the
problem of how to encode and ground compositional structures automatically needs further
work, for example in the form of receptive fields and deep learning networks. Given an en-
coding unit for binary compositional structures the AMU is ready to be used in applications.
Therefore, this paper is a small but potentially important step towards a future generation
of digital devices that compute with qualitative relationships and adapt to the environment
with minimal assistance from humans.
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Analogical Mapping and Inference with
Binary Spatter Codes and Sparse Distributed Memory

Blerim Emruli, Ross Gayler and Fredrik Sandin

Abstract: Analogy-making is a key function of human cognition. Therefore, the develop-
ment of computational models of analogy that automatically learn from examples can lead
to significant advances in cognitive systems. Analogies require complex, relational represen-
tations of learned structures, which is challenging for both symbolic and neurally inspired
models. Vector symbolic architectures (VSAs) are a class of connectionist models for the rep-
resentation andmanipulation of compositional structures, which can be used to model anal-
ogy. We study a novel VSA network for the analogical mapping of compositional structures,
which integrates an associative memory known as sparse distributed memory (SDM). The
SDMenables non-commutative binding of compositional structures, whichmakes it possible
to predict novel patterns in sequences. To demonstrate this propertywe apply the network to
a commonly used intelligence test called Raven’s Progressive Matrices. We present results of
simulation experiments for the Raven’s task and calculate the probability of prediction error
at 95% confidence level. We find that non-commutative binding requires sparse activation
of the SDM and that 10–20% concept-specific activation of neurons is optimal. The optimal
dimensionality of the binary distributed representations of the VSA is of the order 104, which
is comparable with former results and the average synapse count of neurons in the cerebral
cortex.

1 Introduction
Analogy-making is the process of identifying and generalizing relational patterns. Unlike
typical statistical generalization methods, analogy differs in that it can generalize from very
few instances (provided they have sufficiently constraining internal structure). Intentional,
conscious analogy-making plays a significant role in language, art, music, engineering and
science. More importantly, unconscious, automatic analogy-making is a candidate for the
core function of human cognition (Holyoak et al., 2001). Consequently, the development of
computational models of analogy-making that can be implemented as neuromorphic (Indi-
veri and Horiuchi, 2011) or digital connectionist systems may lead to significant advances in
cognitive systems.

The ability of a neural system or model to make analogies is intimately connected to the
representational abilities of that system. Analogies require complex, relational representa-
tions of structure, such as graphs of mult-argument predicates where the arguments may
be either atomic symbols or instantiated predicates (Holyoak and Thagard, 1989). Symbolic
models of analogy have generally used hand-coded representations of relational structures.
Neurally inspired models have typically found the representation of relational structures to
be challenging. Some connectionistmodels assignmeanings to individual neurons as localist
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representations (Holyoak and Thagard, 1989). In this respect they are very similar to tradi-
tional symbolic models. Onemajor difficulty with this approach is the implied need to create
neurons and connections on the fly to represent all the possible novel relations. Rewiring the
brain on the timescale of cognition is physiologically implausible and the number of neurons
and synapses required for localist representation vastly exceeds the size of the brain (Stew-
art and Eliasmith, 2012). Neural models that represent concepts as patterns of activity dis-
tributed over many neurons can be constructed to represent structured relations. However,
the distributed representations have to be hand-coded (similar to symbolic models). Conse-
quently, the distributed representations generated in this way are prone to the criticism that
are similar to the localist representations generated by symbolic models. Nevertheless, most
of today’s computational models of analogy (both connectionist and symbolic) use hand-
coded representations. The problem how to encode and ground entities (whether atomic or
composite) automatically needs further work. See last paragraph of discussion section about
this limitation and suggestions on how to overcome this problem.

Vector Symbolic Architectures (VSAs) are a class of connectionist, distributed representa-
tional schemes that are able to easily represent and manipulate relational structures (Gayler,
2003). Representations of composite entities are constructed directly from representations of
the components as a consequence of the network architecture without requiring any learn-
ing. This avoids the slow learning problems that bedevil the use of distributed representa-
tions of composite structures in typical neural networks. Because VSA representations are
distributed it is possible to represent multiple entities simultaneously on the same set of
neurons by superposing their representations. It is also possible to represent transforma-
tions of representations as activity patterns in their own right. These properties make it
possible to add novel capabilities to VSA networks on the fly by creating new patterns of
activation rather than having to allocate new units and connections as would be required by
localist neural networks. Thus, even though VSA networks are constructed from standard
connectionist components their functional capabilities differ markedly from typical connec-
tionist networks as a consequence of their architecure, and they are not widely understood.
VSAs may be treated as mathematical abstractions and implemented directly as connection-
ist models with limited biological realism (Plate, 1995), or implemented more realistically
with networks of spiking neurons (Eliasmith and Anderson, 2004).

Given that the representation andmanipulation of structure is central to analogy and that
VSAs can easily represent andmanipulate structure there have beenmultiple applications of
VSAs to different aspects of analogy (Kanerva, 1998; Plate, 2000; Eliasmith andThagard, 2001;
Gayler and Levy, 2009). We have developed the Analogical Mapping Unit (AMU), a VSA
network that combines knownprinciples in a novelway so that analogicalmappings ofmulti-
place predicates that generalize to new examples can be learnt (Emruli and Sandin, 2014).
The focus of this paper is to study and demonstrate a non-commutative binding property
of the AMU, which enables analogical mapping of ordered sequences of patterns. This is
an essential feature for problem solving that is not shared with other binary VSA models
of analogy, which generates mapping vectors by superposition and commutative binding of
source and target patterns. To demonstrate the learning and inference of sequences in the
context of relational mapping we apply our network to a commonly used intelligence test
called Raven’s Progressive Matrices.
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2 Background
In order to set the scene for the empirical demonstration at the core of this paper we need to
provide sufficient background on computational modeling of analogy, VSAs and their use
for the representation and manipulation of structures, our VSA-based AMU (Emruli and
Sandin, 2014), and the Raven’s Progressive Matrices task used for our demonstration.

2.1 Computational models of analogy
Analogy is defined as the process ofmapping relations and objects from one particular struc-
ture (a source), A, to another particular structure (a target), B; M : A → B (Eliasmith and
Thagard, 2001). The source is familiar or known, whereas the target is a novel composition of
relations or objects, relatively unknown and not among the learned examples. Present theo-
ries of analogy tend to divide this process in three to five subprocesses, the key ones being:
retrieval, mapping and inference (Eliasmith and Thagard, 2001; Holyoak et al., 2001). Retrieval
concerns finding one out of many potential targets that is likely to be structurally consistent
with the source. Mapping concerns finding mappings from the components of the source to
components of the target such that themapped image of the source is maximally structurally
consistent with the target. Inference concerns identifying elements of the mapped image of
the source which are absent from the target and treating them as predictions of unobserved
elements of the target.

Most studies of computational modeling of analogy focus on the mapping stage (Elia-
smith and Thagard, 2001; Gentner and Forbus, 2011), which can be conceptualized as finding
maximal subgraph isomorphisms. The source and target are each presented by a graph with
vertices representing components and edges representing relationships between the compo-
nents. If the vertices and edges of the source can be relabeled (mapped) to exactly replicate
the target then the source and target graphs are structurally identical (isomorphic). If some
subset of the source can be relabeled to be identical to a subset of the target there is a sub-
graph isomorphism. When the subset that can be made identical is as large as possible it is a
maximal subgraph isomorphism. The central point of graph isomorphism is that mappings
must be systematic and that relational structure imposes strong constraints. That is, when a
vertex is mapped it must be mapped the same way in all the relationships (edges) that it par-
ticipates in. Consequently, any computational model of analogical mapping must provide
mechanisms to generate and apply mappings that are systematic.

Computational models of analogical mapping usually are categorized as symbolic, con-
nectionist, or symbolic-connectionist hybrids (French, 2002; Gentner and Forbus, 2011). The
mapping stage of the analogy-making process has been studied for quite some time and it
is possible to model this stage purely symbolically, for example based on graph matching
methods and algorithms. Because of our concern for plausible neural implementation we
limit our attention to distributed connectionist models of analogical mapping. Some mod-
els such as Analogical Constraint Mapping Engine (ACME) (Holyoak and Thagard, 1989)
and Learning and Inference with Schemas and Analogies (LISA) (Hummel and Holyoak,
1997) have localist or semi-distributed representations of the components, which is outside
our field of interest. Distributed Representation Analogy MApper (Drama) (Eliasmith and
Thagard, 2001) is very close to being a distributed re-implementation of ACME. However,
although the source and target are represented with VSAs, the network which discovers the
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mapping between the source and target is localist and has to be constructed on the fly for
each problem. These features take Drama outside the scope of our interest. For the inter-
ested reader, a comparison between ACME, LISA and Drama is presented in Eliasmith and
Thagard (2001).

The connectionist models of analogy-making most similar to our approach are presented
by Kanerva (1998); Plate (2000); Gayler and Levy (2009). Each of these is based on VSA net-
works, and consequently uses distributed representations. Gayler and Levy (2009) model is
concerned with discovering the mapping between the source and target representations. It
implements a mapping network similar to ACME and Drama except that the implementa-
tion is fully distributed and does not require on the fly construction of the network to solve
different analogy problems. Plate (2000) was concerned with the calculation of the simi-
larity between the VSA representations of the source and target structures. He found that
the patterns of similarity between the VSA representations of stimuli were congruent with
those observed in human experiments on analogy. Kanerva (1998) approach to analogical
mapping is explained in more detail in (Kanerva, 2001).

2.2 Vector Symbolic Architectures
Vector symbolic architectures (VSAs) are a class of connectionist representational schemes
able to represent andmanipulate nested relational structures, or, in otherwords, compositional
structures such as trees and graphs (Plate, 1995; Kanerva, 1996; Gayler, 2003). In a VSA all rep-
resentations are high-dimensonal vectors of the same, fixed dimensionality. The vectors of
two arbitrary entities can be combined by a VSA network to yield a new vector representing
the composition of the two component entities. The vector representing the composite entity
is the same dimensionality as each of the vectors representing the component entites. This
enables the representations to be recursively combined to approximate representations of
complex structures such as trees. There are standard operations in VSA networks that allow
representations to be composed, decomposed, probed for similarity and transformed in var-
ious ways. These operations do not have to be learned as they are automatic consequences
of the mathematical structure of VSA networks. VSAs support holistic transformations where
one compositional structure ismapped onto another compositional structurewithout having
to first decompose the source representation into its components (Hammerton, 1998; Neu-
mann, 2002). These mappings can be learned from examples (Kanerva, 2001, p. 251). and
generalize to map structures composed of novel elements (Plate, 1995; Kanerva, 2000) and
to structures of higher complexity than those in the training set (Neumann, 2002). These
observed properties are interesting, because they suggest that VSA networks naturally pro-
vide themechanisms needed to perform analogical mapping to a level that is psychologically
plausible (Eliasmith and Thagard, 2001; Gentner and Markman, 2006) and computationally
feasible (Gentner and Forbus, 2011).

Well-known examples of VSAs are the Binary Spatter Code (BSC) (Kanerva, 1996) and the
Holographic Reduced Representation (HRR) (Plate, 1995). All VSAs provide a product-like
operator (binding) and a sum-like operator (bundling) and, optionally, some other operators
such as permutation. The domains of the vector elements and the definitions of the operators
vary betweenmembers of the VSA family. For example, forHRRs the vector elements ofHRR
are real or complex numbers, binding is implemented as circular convolution, and bundling
is implemented by element-wise addition, whereas for BSCs the vector elements are binary,
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binding is element-wise XOR and bundling is element-wise majority (Gayler, 1998). Despite
the differences of implementation between classes of VSA, they appear to be functionally
equivalent. This suggests that the functional properties are robust consequences of equip-
ping a high-dimensional vector space with product-like and sum-like operators. Plate made
essentially the same point in his discussion of disordered compression of an outer product
in the context of neural implementation (Plate, 1994, p. 154).

Binary Spatter Codes

Our AMU network is implemented in BSC. Every entity (whether atomic or composite) is
represented by a binary vector of dimensionality D, xk = (xk,1, xk,2, xk,3, . . . , xk,D). The bind-
ing operator, ⊗, is defined as the element-wise binary XOR operation. Bundling of multiple
vectors xk is defined as an element-wise binary average 〈 ∑n

k=1 xk,i 〉 = Θ (1/n ∑n
k=1 xk,i)

where Θ(x) = {1 for x > 0.5, 0 for x < 0.5, random otherwise} is an element-wise majority
rule. Each of the VSA operators (binding, bundling and any other operators defined) can be
implemented as a simple connectionist network fragment. The binding and bundling op-
erators take two input vectors and produce a single output vector. At the level of the VSA
mathematical abstraction the computation can be construed as a composition of the opera-
tors.

BSC representation of compositional structures

Atomic entities are usually represented by vectors whose elements are populated randomly
with an equal probability of zeros and ones. This ensures that the expected similarity be-
tween representations (defined as the correlation of vector elements or cosine of the angle
between the vectors) is approximately zero with a very high probability (Kanerva, 2009).
Entities represented this way behave like classical symbols, they are either identical or com-
pletely different, which is the required behavior for the work here, as analogical mapping is
generally construed as a symbolic problem. In principle it is possible to construct the atomic
representations from the activity of sensors, and it is also possible to have graded similarity
structures.

The network designer chooses the framework used to construct or learn the compositional
structures. This is analogous to the way a programmer would choose the data structures re-
quired to implement an algorithm. There are many ways to represent a sequence with a
VSA, just as a sequence could be implemented by an array, a list, a tree, or some other data
structure in a programming language. For example, the representation of the first element of
the sequence in Figure 1 might be encoded first by binding pairs of representations and then
bundling them together, such as x = 〈shape ⊗ � + position ⊗ 1 + number ⊗ 1〉. This is a
role-filler binding, where, for example the role, shape, is bound to the filler, � (Smolensky,
1990). For further examples, see Table 2. This is a “true” variable binding, because the ele-
ments themselves do not change as a result of the binding, that is, the binding is a completely
separate representation from the representations of the components. Moreover, although the
representation of the binding is dissimilar to the representations of the role and filler, either
component can be recovered from the binding given the other component as a query key (see
below).
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Figure 1: A sequence of basic symbols.

Cleanup memory

In models with localist representations individual neurons correspond to represented enti-
ties. Viewing the set of neuron activations as defining a vector space this implies that the
axes of that space are distinguished directions. VSA representations are patterns of activa-
tion across the neurons. That is, the representations may be arbitrary directions in the vector
space. In the absence of any other information it is not possible to tell whether some ar-
bitrary vector represents a composite entity, an atomic entity, or nothing at all. Because of
this, VSA systems require a mechanism to establish distinguished directions corresponding
to represented entities. This is typically done with a cleanup memory. Items that are to be
established as distinguished directions in the vector space can be established on the fly by
loading them into cleanup memory during the operation of the network. The archetypal
cleanup memory retrieves the stored vector that is most similar to the the input vector.

Cleanup memory has been implemented in a variety of ways including neurally realistic
fashion (Stewart et al., 2011). In recurrent neural circuits it is sufficient for the retrieved vector
to be closer to a distinguished direction than the input vector is. This establishes an attractor
in the vector space (the archetypal cleanupmemorymaps to a point attractor in a single step).
Viewing storing items in cleanup memory as establishing attractors opens up possibilities
because there are multiple type of attractors (e.g. point, line, plane, cyclic). These different
kinds of attractors can be used to perform different computational tasks. Thus, although
cleanupmemorywas introduced in a rather narrow sense it is better viewed as a broader class
of computational components for the identification of distinguished directions in a vector
space. Our use of sparse distributed memory in the AMU resembles a clean-up memory,
which enables generalization by learning of distinguished directions in the vector space of
representations.

2.3 Sparse Distributed Memory
Sparse distributed memory (SDM) is a model of associative and episodic memory, which is
thoroughly described by Kanerva (1988). He developed SDM to model some characteristics
of human long-termmemory. We have included a detailed description of the SDM in the first
publication of the AMU (Emruli and Sandin, 2014). Here we only summarize the essential
SDM concepts to clarify the terminology we use. The SDM consists of two parts: a binary
address matrix, A, and an integer content matrix, C. These two matrices are initialized as
follows; The matrix A is populated randomly with zeros and ones with equal probability,
and thematrix C is initialized with zeros. The rows of the matrix A are referred to as address
vectors, and the rows of the matrix C are counter vectors. There is a one-to-one link between
address vectors and counter vectors, so that an activated address vector corresponds to one
specific activated counter vector. The address and counter vectors have dimensionality D.
The number of address vectors and counter vectors defines the size of the memory, S.

Each address vector corresponds to an address (determined by its pattern of zeros and
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ones) in the space of all possible addresses. The number of address vectors, S, is much less
than the number of possible addresses, 2D, hence they are a sparse sample of the address
space. When writing a memory an address vector and data vector are presented to the SDM.
It is very unlikely that the input address vector is identical to any of the address vectors in A.
Instead, the set of address vectors in A that are sufficiently similar to the input address vector
(as defined by Hamming distance) are activated. All the counter vectors corresponding to
the activated address vectors are updated with the input data vector. That is, the activated
counter vectors are updated but the activated address vectors are static. It is typically suf-
ficient to have six or seven bits of precision in the counter elements (Kanerva, 1988). The
random nature of the representations makes saturation unlikely with that precision. Read-
ing from the SDM is very similar. The input consists of an address only. All the address
vectors sufficiently similar to the input address are activated. The activated counter vectors
are summed to an average vector and converted to binary values to yield the retrieved data
vector.

SDM can operate as an auto-associative or an hetero-associative memory, simply by en-
suring that the input address and data vector are identical or different (respectively). In the
AMU network the SDM is used as a hetero-associative memory, it uses one input vector (e.g.
X) as the address for storage and retrieval, and the other input vector (e.g. Y) as the data
to be stored and retrieved. Storing data Y at address X is functionally equivalent to binding
them and retrieving Y given the address X is functionally equivalent to unbinding. Bindings
in VSA are represented in the same vector space as the entities to be bound, whereas in SDM
the bindings are represented in a different vector space.

In principle, a simple feedforward neural network can implement an auto-associative
SDM (Figure 2). In general, the activation and update of counter vectors in an SDMresembles
synaptic plasticity in a soft winner take-all population of neurons.
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Figure 2: Sparse distributedmemory (SDM) interpreted as a feedforward artificial neu-
ral network with sparse activations. An SDM also has a learning circuit with additional
inputs, which are not displayed in this figure.
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BSC representation of analogical mappings

The starting point for the development of the AMU (Emruli and Sandin, 2014) is the idea
of holistic mapping vectors (Plate, 1994; Kanerva, 2000; Neumann, 2002). A mapping vec-
tor, M, can be constructed that maps one compositional structure to another compositional
structure. In traditional connectionist models transformations are implemented by learned
patterns of synaptic weights and do not exist in the same representational space as the entity
representations related by the transformation. However, VSA mapping vectors are imple-
mented as patterns of activation and exist in the same representational space as the entity
representations related by the transformation. Consequently, the representations of transfor-
mations may be created and transformed on the fly. This imbues VSA networks with great
flexibility relative to traditional connectionist networks.

Kanerva (2000) considered mappings of the type “X is the mother of Y” → “X is the par-
ent of Y”. For our demonstration we use the same mathematical form of the compositional
structures to map one circle to two circles, two circles to three circles, and so on, as would be
required when interpreting Figure 1 as a sequence with a “successor” relationship between
consecutive elements. If we define an explicit mapping vector in this way M = � ⊗ ��, it
follows that M⊗� = �� and M⊗ (�⊗ X) = (��⊗ X)where X is an arbitrary representa-
tion, because the XOR-based binding operator commutes and is its own inverse, � ⊗ � = I.
That is, M is able to transform � into �� in the context of being components bound into a
larger structure. When bundling several mapping examples,

MΣ = 〈� ⊗ �� + �� ⊗ ��� + � ⊗ �� + . . .〉, (1)

the compositional structure of the role–filler relations is integrated in the mapping vector so
that it generalizes correctly to novel compositional structures MΣ ⊗ � ≈ ��. The symbol
� has not been involved in the construction of MΣ but the mapping anyway results in an
analogically correct compositional structure because themapping vector essentially operates
on the number role, transforming the corresponding filler to a pattern that approximately
represents the next higher integer. For further examples of analogy making with mapping
vectors, see Plate (1994); Kanerva (2000); Neumann (2002); Emruli and Sandin (2014).

Bidirectionality of explicit mapping vectors

In Emruli and Sandin (2014), we argue that robust analogicalmapping requires that themap-
ping direction of VSAs, in particular BSCs, must be controlled. This is necessary to enable
learning and inference of novel patterns in ordered sequences. The commutative and involu-
tary (self-inverse) property of the binding operator implies that MΣ ⊗�� ≈ �, whichmeans
that the mapping vector Eq. (1) is bidirectional. In this example that poses a problem because
we want to encode a mapping so that one circle is mapped to two circles, but not the other
way around. Note that the bidirectionality ofmappings is problematic also in Kanerva (2000)
because “parent” is mapped to “mother”, which is not necessarily a good thing since a “fa-
ther” is also a “parent”. Therefore, managing the directionality of the mapping is important
to enable learning and prediction of sequences. More generally, compositional structures can
be encoded in terms of multi-argument predicates (e.g. gives(giver, recipient, gi f t)) and the
arguments cannot be symmetrically substituted for each other.

One way to make the binding operator in BSC and HRR noncommutative is by differen-
tially permuting the elements of the vector arguments of the operator (Kanerva, 2009), (Plate,
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1994, p. 84). The AMU network incorporates a sparse distributed memory (SDM), which
treats its two arguments differently (Section 2.3), making the AMU non-commutative. This
approach is appealing because it does not require specific permutation and inverse permu-
tation schemes, and the associative memory also solves the problem of organizing multiple
mapping vectors (see Section 2.4).

2.4 Analogical Mapping Unit
The VSA models of analogical mapping that are introduced above are limited to explicit,
isolatedmapping vectors. In practical applications it is necessary to have a framework for the
learning and application of many different mappings. This is the purpose of the analogical
mapping unit (AMU) that we proposed in Emruli and Sandin (2014). Our AMU is a VSA
network for the mapping of distributed representations of compositional structures. Here
we briefly summarize the AMU network, which is the basis of the discussion and simulation
results that are presented in this paper.

The AMU incorporates an SDM for the storage and retrieval of analogical mapping vec-
tors, see Figure 4. Like the SDM, the AMU takes two binary input vectors and provides
one binary output vector, but with a different result and interpretation. The source pattern,
xk, of one particular mapping example is used to activate locations within the SDM where
the mapping vector xk ⊗ yk is stored. This mechanism has two important consequences: 1)
Mapping vectors of unrelated sources, xk, are encoded in different storage locations, which
makes it possible to automatically learn multiple unrelated mapping vectors. For example,
the two mappings “the circle is above the square” → “the square is below the circle” and
“A is the mother of B” → “A is the parent of B” are unrelated mappings that should be bun-
dled to different storage locations. Similar mapping examples are automatically bundled
in nearby storage locations, which is necessary for generalization and analogy making. 2)
The SDM activation mechanism breaks the commutative property of the mapping vectors,
〈∑k xk ⊗ yk〉, because activated locations have addresses that are similar to xk. The reversed
mapping yk → xk is unlikely as long as a limited subset of the SDM locations are activated
in a query because yk is nearly orthogonal to xk by chance. This point is demonstrated with
simulation experiments in the next section.

The AMU network automates the process of creating, storing and retrieving multiple
mappings. Given two input vectors (e.g. the source xk = � and the target yk = �� the
AMU stores the corresponding mapping vector in the activated SDM locations. This pro-
cess resembles Hebbian learning. When the source of a learned example is presented, an
approximation of the learned target is calculated by the AMU. If a novel source (e.g. x′k = �)
that is structurally similar to learned examples is presented, the AMU network calculates an
approximate analogically mapped image of the input (e.g. y′k = ��). The AMU has three
exogenous parameters: the size S, probability for activation χ of the memory, and the di-
mensionality D of the VSA, see Table 1. See Emruli and Sandin (2014) for further technical
details of the AMU.

2.5 Raven’s Progressive Matrices
The Raven’s Progressive Matrices (RPM) task is a widely used test of fluid intelligence (the
ability to solve problems in novel situations). Tasks inspired by RPM are commonly used
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Figure 3: The analogical mapping unit (AMU)which learnsmappings of the type xk →
yk from examples and uses bundledmapping vectors stored in the SDM to calculate the
output vector y′k.

in computational neuroscience and artificial intelligence as examples of high-level cognitive
tasks.

In the RPM test subjects are presented with a 3 × 3 matrix, in which only the last cell in
the bottom right corner is empty, and asked to pick one of the alternative solutions that will
correctly complete the matrix, see Figure 4. In this work, a Raven’s matrix similar to the one
presented in Eliasmith and Thagard (2001) is used, which is in the spirit of the Advanced
Progressive Matrices - a more difficult test used to differentiate average from above-average
adults (Raven et al., 1998).

Some of the studies that tackle this task computationally include the well-known model
presented in Carpenter et al. (1990), and more recently (Eliasmith and Thagard, 2001; Lovett
et al., 2010; Kunda et al., 2013). Notice that there are differences in the computational archi-
tecture and in problem solving focus in all of these models. Our aim here is not to compare
the performance of the AMU network with the previous studies but rather to explore if the
network is able to encode sequences, and to investigate to which extent the network is suc-
cessful in solving a particular Raven’s matrix.

3 Applying the AMU to the RPM task

Here we explain step by step how the AMU network learns and correctly solves the Raven’s
matrix presented in Figure 4. As described in Section 2.2, compositional representations
of symbols are encoded using randomly generated high-dimensional binary vectors. Such
vectors are generated for the roles: shape, position, number and the fillers: 1, 2, 3, �, �, �. The

Table 1: Summary of exogenous parameters of the AMU.

Expression Description
D Dimensionality of the binary representations.
S Size, number of address decoder and data storage neurons.
χ Average probability for activating an address decoder neuron.
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1� 2� 3� 4�

5� 6� 7� 8�

Figure 4: A basic Raven’s Progessive Matrix task. The AMU can predict the missing
pattern in the third row, which is a novel pattern that is not explicitly learned. See
Figure 5 for a comparison between the eight alternatives displayed here and the pattern
inferred by the AMU.

roles and fillers are then combined with the binding and bundling operators, for examples
see Table 21.

Eq. (1) defines a mapping vector MΣ that can map one circle to two circles, two circles to
three circles and so forth, which is analogous to the rule “increase the number of shapes by
one”. However, because of the commutative property of the binding operator the mapping
vector is bidirectional so that two circles can be mapped to one circle, three circles to two
circles and so on. In Section 2.4 we presented the AMU network, which solves this problem
by breaking the commutative property of the mapping vectors with an associative memory.

Table 2: Compositional structures used in the simulation.

Structure Representation
One circle � = 〈shape ⊗ � + position ⊗ 1 + number ⊗ 1〉
Two circles �� = 〈shape ⊗ � + position ⊗ 2 + number ⊗ 2〉
Three circles ��� = 〈shape ⊗ � + position ⊗ 3 + number ⊗ 3〉
Alternative 1 ��� = 〈shape ⊗ � + position ⊗ 3 + number ⊗ 3〉
Alternative 2 � = 〈shape ⊗ � + position ⊗ 3 + number ⊗ 1〉
Alternative 3 ��� = 〈shape ⊗ � + position ⊗ 3 + number ⊗ 3〉

To construct a generic mapping vector that will correctly solve the RPM task we present
mapping examples to the AMU for each sequence of symbols of the RPM task in a top-down,
row-wise way. Eye-tracking studies show that humans use a top-down and row-wise scan-
ning strategy when solving this kind of task (Carpenter et al., 1990). When the mapping
examples are presented to the AMU the corresponding mapping vectors are bundled in the

1 The astute reader will have noticed that we have restricted ourselves to only one, simple RPM task and
encoded precisely the attributes required to solve that task. We did this because we are using this task as a
proof of principle demonstration of problem solving by systematic substitution rather than a realistic general
purpose problem solver (which would require a much more capable system to learn the concepts needed to
recognise a problem and solve it).
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Figure 5: The correlation, ρ, between the prediction of the AMU and eight different al-
ternative solutions to the Raven’s Progressive Matrix task. Error bars denote standard
deviations. The parameters of the AMU are S = 1000, D = 8192 and χ = 0.1. Alterna-
tive number one has the highest correlation, ρ = 0.56 ± 0.017. The probability that the
AMU predicts an incorrect alternative is 0.004 ± 8 · 10−4 at 95% confidence level.

SDM of the AMU, which enables generalization by learning the mappings “after one X fol-
lows two X” and “after two X follows three X”.

After learning the first five mapping examples the AMU network correctly predicts the
last cell in Figure 4 given the input vector xk = ��. The corresponding output vector,
y′k, is compared with eight alternative solutions in terms of the vector element correlation
coefficient, ρ. The different alternative solutions are encoded in the same way as the Raven’s
matrix symbols, for examples see the last three rows of Table 2. The result of this simulation
is presented in Figure 5. The alternative with the highest correlation is selected as the correct
answer. The parameters of the AMU are set to S = 1000, D = 8192 and χ = 0.1. This
implies that the AMU has 1000 locations out of which 100 are activated in each storage and
retrieval operation. We estimate the confidence interval for the probability of error with the
Agresti-Coull interval (Agresti and Coull, 1998), which is similar to the pragmatic rule “add
2 successes and 2 failures”. The simulations are repeated until the 95%margin of error is one
tenth of the probability of error (thousands of repetitions).

Another interesting result appears when we vary the average probability of activating
an SDM location, χ, see Figure 6. The activation probability affects the performance of the
AMU significantly. For example, for χ > 0.3 the AMU predicts that one triangle and three
triangles are equally correct answers, which is not the case. At high values of χ the com-
mutative property of the mapping is restored because the SDM association mechanism can
no longer distinguish between forward and backward mappings. Figure 6 suggests that the
optimal sparseness of the AMU for solving the RPM task is between 0.1 < χ < 0.2. A sparse
representation of the mappings is required for prediction of patterns in sequences.

Up to this point the simulations are based on D = 8192. We illustrate the effect of vary-
ing the dimensionality of the VSA in Figure 7. This result suggest that the optimal choice
for the dimensionality of the BSC representations is of the order 104, which is consistent
with the results for other tasks (Kanerva, 2000, 2009; Emruli and Sandin, 2014). A slightly
higher dimensionality than 104 may be motivated, but 105 is too much because it does not
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Figure 6: Correlations between different alternative solutions and the prediction of the
AMU versus the probability of activating a storage location, χ. Other parameters of
the AMU are S = 1000 and D = 8192. The correlation between the first and second
alternative are similar for χ � 0.35.

improve the probability of error and requires more storage space and computation. Kanerva
derived this result also from basic statistical properties of hyperdimensional binary spaces
(Kanerva, 1988). This is an interesting result in a neural network context because that number
matches the average number of excitatory synapses on pyramidal cells in the cerebral cortex.
Of course, this may be entirely coincidental, but it suggests lines of enquiry attempting to
explain facets of neurophysiology in terms of the the impact on computational processes.
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Figure 7: The probability that the AMU predicts an incorrect alternative versus the
dimensionality of the VSA representations, D. Other parameters of the AMU are S =
1000 and χ = 0.1. The optimal dimensionality is of the order D = 104. Error bars
indicate 95% confidence intervals.
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4 Discussion
Robust analogical mapping requires that the direction of mappings is controlled, so that
when a network learns xk → yk the reversed mapping yk → xk is not implicitly learned. The
commutative property of the BCS binding operator makes isolated mapping vectors bidirec-
tional, which is problematic for inference. Permutations can be used to encode ordered se-
quences, for example by permuting the elements of one vector before the binding takes place
(Kanerva, 2009). In this paperwe present an alternative approach for non-commutative bind-
ing, which results from a combination of the ordinary XOR binding operator of BSC with an
associative memory in the AMU network.

We study the non-commutative binding property of the AMU network by testing it on an
RPM task which is similar to that considered in Rasmussen and Eliasmith (2011). The AMU
network predicts the missing symbol in a 3× 3 RPMwith high probability after learning the
five knownmapping examples, provided that the activation of neurons in the AMU is sparse
(on the order of 10–20%). Wefind that theAMU is unable to distinguish between forward and
reversed mappings if more than about 35% of the neurons are activated. In Rasmussen and
Eliasmith (2011) the RPM symbols are encoded as superpositions ofHRR role-filler bindings,
and the commutative property of the binding operator is broken by transforming one of the
factors to its inverse. This enables the HRR network to learn sequences through inductive
reasoning in the form of a general rule; “increase the number of shapes by one”. The problem
of how to achieve this kind of reasoning with a BSC is an open question.

Although simple in its design, the AMU network has a few remarkable properties: 1)
The optimal dimensionality of the BSC is of the order 104, which is comparable to the aver-
age synapse count on principal cells in the cerebral cortex. This interesting coincidence of
the dimensionality D with neural measurements complements some previous studies (Kan-
erva, 1988, 2000), as well as our own previous work (Emruli and Sandin, 2014) where the
AMU network was introduced. 2) Sparse activation, the network performs well when 10-
20% of the neurons are activated. 3) Fast learning, the network can generalize correctly after
learning three examples and improves with further training (Emruli and Sandin, 2014). In
addition, note that the AMU relies on a combination of fully distributed representation (the
BSC) and concept-specific activation of neurons in the SDM, which resembles concept cells
in neurobiology.

An important next step is to encode compositional structures directly from sensory data,
which iswidely referred to as the “encoding problem” (Harnad, 1990). Previous studies have
also acknowledged the limitation of hand-coded representations (Carpenter et al., 1990; Ras-
mussen and Eliasmith, 2011; Little et al., 2012) and some partially handled it (Lovett et al.,
2010). It is possible to address this problem by incorporating an encoding network, for ex-
ample in the form of receptive fields and deep learning networks.
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Vector Space Architecture for
Emergent Interoperability of Systems by

Learning from Demonstration
Blerim Emruli, Fredrik Sandin and Jerker Delsign

Abstract: The rapid integration of physical systems with cyberspace infrastructure, the so-
called Internet of Things, is likely to have a significant effect on how people interact with
the physical environment and design information and communication systems. Internet-
connected systems are expected to vastly outnumber people on the planet in the near future,
leading to grand challenges in software engineering and automation in application domains
involving complex and evolving systems. Several decades of artificial intelligence research
suggests that conventional approaches to making such systems automatically interoperable
using handcrafted “semantic” descriptions of services and information are difficult to apply.
In this paper we outline a bioinspired learning approach to creating interoperable systems,
which does not require handcrafted semantic descriptions and rules. Instead, the idea is that
a functioning system (of systems) can emerge from an initial pseudorandom state through
learning from examples, provided that each component conforms to a set of information
coding rules. We combine a binary vector symbolic architecture (VSA) with an associative
memory known as sparse distributed memory (SDM) to model context-dependent predic-
tion by learning from examples. We present simulation results demonstrating that the pro-
posed architecture can enable system interoperability by learning, for example by human
demonstration.

1 Introduction
The increasing number of physical objects and devices connected to the Internet has created
a demand for methodologies that enable vendor-independent communication and collabo-
ration between systems (Papazoglou, 2003; Huhns and Singh, 2005; Bohn et al., 2006; Souza
et al., 2008; Karnouskos et al., 2010; Baresi et al., 2013) and within System of Systems (SoS),
which are composed of parts that are complex functioning systems in their own right (Maier,
1998; Fisher, 2006). The adoption of standardized interfaces and protocols is a key aspect
of research and development in this context, which enables communication of information
in heterogeneous systems. For example, by using common Internet protocols and service-
oriented interfaces any developer with the appropriate access credentials can use or reuse
functionality developed by others. This software design philosophy is not new (Vinoski,
1997; Henning and Vinoski, 1999) and some ideas date back to the 1970s (Ackoff, 1971; McIl-
roy, 1976), but it tends to be transformed and applied to a broader range of systems today,
for example Cyber–Physical Systems based on Web services and the Internet of Things (IoT)
in general (Souza et al., 2008; Karnouskos et al., 2010; Baresi et al., 2013).
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Interoperability is a central aspect of SoS and integrated systems, which can be defined
as, “The ability of a collection of communicating entities to (a) share specified information
and (b) operate on that information according to a shared operational semantics in order to
achieve a specified purpose in a given context.” (Carney et al., 2005). Presently, the develop-
ment of interoperable systems is a matter of handcrafting such a shared operational semantics,
e.g., in the form of metadata, standardized protocols, service descriptions and orchestrated
system functionality. In particular, metadata play a key role in the design of components of
heterogeneous systems (Sheth, 1999; Obrst, 2003; Baresi et al., 2013) and can for example take
the form of a resource description framework (RDF) graph including semantic identifiers
like keywords and references, see Figure 1 for an example. This is a significant improvement
compared with non-standardized and proprietary approaches to communication, but this
approach also has limitations.

In the conventional approach outlined above humans artificially create semantic descrip-
tions. Such definitions are complex and involve assumptions, for example, concerning the
interpretation of words and sentences written in human language. Therefore, semantic de-
scriptions can be misinterpreted (Fisher, 2006, Section 3.7). Several decades of artificial in-
telligence research suggests (Ekbia, 2010; Guns, 2013) that it is difficult to make machines
that automatically and correctlymake use of such non-grounded information (Harnad, 1990;
Barsalou, 2008). In general, the conventional approach to designing large-scale heteroge-
neous systems appears to have the following limitations:

• The use of semantic descriptors is error-prone and difficult to automate.

• Experts need to define the interfaces of components and integrate systems in minute
detail, which is costly.

• The software design effort increases with domain complexity, which limits scalability.
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Figure 1: An example of an RDF graph representing a basic semantic model of a ma-
chine, e.g., an electric motor. Each arrow (edge) is an RDF statement, e.g, the name at
the top is the statement’s subject (Machine). The names at the end of each arrow are
the statement’s objects (Operator ID, Working day/Non-working day and On/Off ) and the
names that label the arrows are the predicates (used, in and state). Semantic descrip-
tions of this type enable design and integration of heterogenous systems (Baresi et al.,
2013), but are ambiguous and can be misinterpreted (Fisher, 2006; Ekbia, 2010; Guns,
2013).
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• The software maintenance effort increases when systems evolve, which limits applica-
bility.

Therefore, alternative approaches to system design and communication, which can enable
components in heterogenous systems to automatically exchange information in a usefulman-
ner are needed.

There are several remarkable examples of interoperability in biological systems and in-
terconnected biological and technological systems, resulting from learning rather than pre-
defined protocols. For example, brains can learn to interact with robotic and virtual arms via
implanted electrode arrays (O’Doherty et al., 2011; Ifft et al., 2013) and to see after surgical
rewiring of visual stimuli from the primary visual cortex to auditory cortex (von Melchner
et al., 2000); Cochlear implants enable deaf and severely hearing-impaired persons to hear
and have conversations (Wilson et al., 1991;Wilson, 2013;Mudry andMills, 2013); Electrotac-
tile and vibrotactile image projection enable blind and severely vision-impaired persons to
see (Bach-y-Rita et al., 1969; Kaczmarek et al., 1991; Bach-y-Rita et al., 2003) and a vibrotactile
magnetic compass can create a sense of direction (Tsukada and Yasumura, 2004). While it
would be an interesting initiative to explore how first principles of neural circuits can drive
self-organization and interoperability of systems, that approach is ambitious and beyond the
scope of this work.

In this paper, we outline a bioinspired mathematical approach to the design of interop-
erable systems. The core idea is that interoperability should emerge by learning, starting
from an initial pseudorandom state, rather than by hand-crafted semantic descriptions and
rules (Sheth, 1999; Obrst, 2003; Baresi et al., 2013). This way we can, at least in principle,
avoid some of the difficulties facing conventional approaches. We use a vector space model
known as a vector symbolic architecture (VSA) (Gayler, 2003) and an associative memory
model known as sparse distributed memory (SDM) (Kanerva, 1988) for learning and pre-
dicting state transitions in interconneted systems. A VSA uses distributed representations
(Hinton et al., 1986; Hinton, 1990) to approximate information, which is motivated by infor-
mation coding in sensory systems of animals, different from the localist representations used
inmost conventional technologies. Using aVSA it is possible to encode low-level features and
categories of stimuli, as well as higher-order compositional structures needed to represent
concepts (Zentall et al., 2008, 2014) and sensory–motor functions. A VSA makes it possible
to approximate functions involving both structure and content (or syntax and semantics) in
a systematic and fairly simple manner using operations in a high-dimensional space, which
is not easily replicated by other models that are based on distributed representations.

There are several types of VSAs (Plate, 1995; Kanerva, 1996; Gayler, 1998; Kanerva, 2009;
Rachkovskij and Kussul, 2001; Gallant and Okaywe, 2013) which differ in the mathemati-
cal details. Here we adopt an architecture known as Binary Spatter Codes (BSCs) (Kanerva,
1996). The motivation for that choice is threefold: (1) Information coded in BSCs can nat-
urally be stored in and retrieved from an SDM, enabling transparent learning of multiple
concepts, relationships between concepts, and analogies (Emruli and Sandin, 2014; Emruli
et al., 2013); (2) Unlike digital representations of integers, floating point numbers, strings
and so forth, the interpretation of a binary value in a distributed representation involves a
minimum of assumptions (a bit is simply 0 or 1); (3) Spikes in neural systems have a stereo-
typed form, which for example are converted to binary vectors in brain–machine interfaces
(O’Doherty et al., 2011; Ifft et al., 2013). We propose that semantic descriptors of services
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Figure 2: Communication architecture including a VSAworkingmemory and an SDM-
based long-term memory, which enable learning and prediction of context-dependent
state transitions.

and information can be replaced with distributed representations of sensory–motor func-
tions grounded in sensory projections (Harnad, 1990; Barsalou, 2008), and randomly initial-
ized structures that become gradually associated in a system-widememory through learning
(Kanerva, 1988; Emruli and Sandin, 2014). For related discussions see Sutton andWhitehead
(1993); Plate (1995); Eliasmith and Thagard (2001); Neumann (2002). In the following sections
of this paper, we present the proposed communication architecture, the simulation results
demonstrating that the approach enables interoperability in the form of learning context-
dependent prediction of state transitions, and related work.

2 Model
The proposed communication architecture is illustrated in Figure 2. This architecture enables
automatic prediction of learned context-dependent state transitions, which can be exploited
by individual systems for automation purposes, anomaly detection and so forth. A state tran-
sition is defined as the transition fromone state of theworkingmemory (the source) to the next
state (the target), and the context is defined by items in working memory that are constant
during the state transition. The long-termmemory learns to predict the target state from the
source state by heteroassociation of distributed representations, including analogical map-
ping (Gentner and Smith, 2013; Emruli and Sandin, 2014) which enables generalizationwhen
source–target transitions are invariant with respect to some particular substructure of the
source and target states. A predicted state, Φc, is broadcast to all systems, for example using
a conventional digital communication system. The broadcast prediction can be decoded by
individual systems using the VSA methods that are described below.

Each system, a, is given a unique VSA role in the form of a high-dimensional pseudoran-
dom binary vector, Ra, a ∈ [1, N], which identifies the system and is used to encode and
decode information communicated using VSA binding and probing operators, respectively
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(see the following subsection for details). As the name suggests, Ra defines the role of each
particular system, but not in a shared operational semantics fashion but an arbitrary and
unique one. Roles can be created with a pseudorandom number generator when a particu-
lar system is manufactured, i.e., they could be hardcoded identifiers unique for each system.
It is the purpose of the long-termmemory to learn how the roles of different systems are im-
plicitly related to each other so thatmeaningful predictions can bemade. In addition to roles,
systems can have some kind of sensory–motor function, which provides the examples that
are learned. The internal state of an individual system is represented in the form of VSA fillers,
fa,b, which can be compositional and grounded structures (Harnad, 1990; Barsalou, 2008) that
include sensor and/or motor information. Before transmitting information using the archi-
tecture, a system a must bind the filler, fa,b, to its hardcoded role, Ra. The vector resulting
from the binding process in each system, Ra ⊗ fa,b, are transmitted to the architecture, which
superposes received vectors in the working memory, R1 ⊗ f1,b + R2 ⊗ f2,b + ... + RN ⊗ fN,b
(this superposition is shown in Figure 2). When the working memory is updated, the state
transition is written to the long-term memory, and the long-term memory predicts the sub-
sequent state of the working memory, Φc, which is broadcast to all systems. Each system
can then decode the broadcast predictions, Φc, received from the long-term memory using
the role, Ra, and the probing operation. The resulting VSA vector will be nearly orthogonal
to all vectors represented within system a if Φc does not involve the role Ra, i.e., if Φc is not
based on learned state transitions involving vectors communicated by system a. In that case
system a finds no use of Φc and waits for the next prediction, Φc+1.

The mechanism outlined above is simple compared to the complex learning circuits that
are at work in brain–machine interfaces, which are only partially known and understood. In
particular, we do not address dynamical aspects in this work, only basic context-dependent
prediction of state transitions. Nevertheless, the proposed architecture includes the basic
concepts needed to enable system interoperability by learning, forming a novel conceptual
basis for further research and development.

Here the term system is general and refers to any kind of system that conforms to the archi-
tecture, e.g., sensors, actuators, embedded systems, appliances, or mobile apps. In principle
the approach taken here is relevant also for large-scale systems-of-systems (Maier, 1998) like
energy systems or a national emergency system, where each component is a complex and
independently functioning system by itself (e.g., a power plant or a police station). Here
we consider moderately sized systems, like a factory assembly line or a smart home. The
working memory is subject to a capacity limit (Kanerva, 1996; Gallant and Okaywe, 2013)
that requires implementation of an attention-like mechanismwhen toomany systems are in-
volved (cf. Miller’s law (Miller, 1956)). For simplicity, we assume that the number of systems
that communicate simultaneously is low so that the workingmemory is not saturated. In the
next section we demonstrate that this architecture enables learning and context-dependent
prediction of state transitions without reference to semantic descriptions andmanual system
integration, provided that each system conforms to the general information coding rules of
the VSA that are outlined below. Systems can otherwise be designed independently of each
other. The architecture also supports autonomous relearning when a constituent system is
replaced.

Next we present some details and characteristics of theworking and long-termmemories.
Refer to some of the numerous papers and books in the area for further technical informa-
tion, for instance Kanerva (1988); Plate (2003); Gayler (2003); Kanerva (2009); Rachkovskij
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and Kussul (2001); Gallant and Okaywe (2013); Emruli and Sandin (2014).

2.1 Working memory
The working memory is implemented in the form of a binary VSA, which is a connection-
ist model that uses high-dimensional vectors of the same, fixed dimensionality to represent
and manipulate entities, whether atomic or composite (Plate, 1995; Kanerva, 1996; Gayler,
2003). Compositional structures representing objects, properties and relations are points in
a high-dimensional space of dimensionality≥ 1000. There are standard operations in a VSA
that allow representations to be composed, decomposed, probed for similarity and trans-
formed in various ways. These operations do not have to be learned as they are automatic
consequences of the mathematical structure of the VSA. The absence of fields, the potential
to combine structure and content, and the ability to operate on representations without first
decomposing them means that a VSA implements a form of holistic processing (Plate, 1995;
Kanerva, 1997; Neumann, 2002).

Well-known examples of VSAs are the Binary Spatter Codes (BSCs) (Kanerva, 1996) and
theHolographic Reduced Representations (HRRs) (Plate, 1995). All VSAs provide a product-
like binding operator and a sum-like superposition operator and, optionally, other operators
such as permutation of vector components for sequence coding. The type of vector elements
and themathematical definitions of the operators vary between different VSAs. For example,
inHRRs the vector elements are real or complex numbers, binding is implemented as circular
convolution, and superposition is implemented as element-wise addition. Whereas for BSCs,
which are used here, the vector elements are binary, binding is defined as the element-wise
binary XOR operation, and superposition of multiple vectors xk is defined as an element-wise
binary average 〈 ∑n

k=1 xk,i 〉 = Θ (1/n ∑n
k=1 xk,i), where Θ(x) = {1 for x > 0.5, 0 for x < 0.5 ,

randomotherwise}. For completeness, wemention that there is onemore important VSAop-
eration, called probing. For BSCs probing is defined in the sameway as the binding operation,
and it is used to extract known parts of a compositional structure (which may themselves be
compositional structures). Probing can be compared to accessing a field in a record, or a slot
in a frame, or a node in a graph.

When compositional structures are combined and manipulated using VSAs the results
are approximate, in the sense that the output vectors are close to but not exactly the same
as the vectors representing the original structures. The notion of distance is key for VSAs,
since it reflects the similarity of both structure and content. In BSCs, similar structures
have low Hamming distance, δ (normalized with respect to the dimensionality of the vec-
tors), and high Pearson correlation coefficient, ρ, where ρ = 1 − 2δ. For example, when
creating a superposition of binary vectors, the expected similarity between a binary super-
position of K vectors and one of the superposed vectors is given by the binomial function
δ = 0.5 − 2−KBin[K − 1, (K − 1)/2], which is approximately δ � 0.5 − 0.4/

√
K − 0.44 (Kan-

erva, 1997). The standard deviation of distance is σ =
√

δ(1 − δ)/D, where D is the dimen-
sionality of the vectors. This means that the standard deviation becomes insignificant when
the dimensionality of the representation is increased. We return to this issue below.

Defining similarity in this way is different compared to conventional approaches to data
representation, where the structure and the content are separated. The comparison of struc-
tured representations, i.e., in the form of graphs, is an NP-complete problem (Gentner and
Forbus, 2011). This is avoided in VSAs by the introduction of fixed-size approximate rep-
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Figure 3: (a) Distance and correlation between a binary superposition of vectors and
one of the superposed vectors, versus the number of superposed vectors for different
dimensionalities. The solid line indicate the mean and the shaded areas denote two
standard deviations, or 95% confidence intervals. (b) Relative standard deviation, σ/μ,
of the correlation between a binary superposition of vectors and one of the superposed
vectors versus the dimensionality of the vectors.

resentations, in combination with some type of long-term memory used to “clean up” the
approximate representations in short-term memory.

Figure 3 shows how a binary superposition correlates with its superposed parts. In Fig-
ure 3a themean of the distance increaseswith the number of parts, but it is not affected by the
dimensionality. The standard deviation of distance, σ, decreases with increasing dimension-
ality of the vectors. Figure 3b shows that the standard deviation of distance decreases with
dimensionality, while the average distance, μ, decreaseswith the number of parts. Therefore,
the maximum number of parts that can be superposed and processed as a whole increases
with dimensionality but decreases with the number of items in memory. In addition, the
maximum number of parts that can be superposed and distinguished from a fixed num-
ber of random vectors increases linearly (at first order) with the dimensionality (Gallant and
Okaywe, 2013). This creates a fundamental link between resources and the number of super-
posed parts that can be simultaneously processed, which qualitatively mimics the capacity
limit of humanworkingmemory and an empirical result calledMiller’s law1 (Kanerva, 1997;
Miller, 1956). The integration of a long-term memory is motivated also from this perspec-
tive, because it is needed to “clean up” noise in the working-memory representations. When
a comparable number of superposed parts are processedwith BSCs the standard deviation is
negligible at a dimensionality of about 104 (Kanerva, 1997; Emruli and Sandin, 2014; Emruli
et al., 2013), which coincidentally is comparable to the number of synapses on cortical and
hippocampal pyramidal cells. For a more detailed analysis of noise see Gallant and Okaywe
(2013).

The limitation to simultaneously process a certain number of superposed vectors applies
both to prediction with spatial information and to prediction with temporal information (ap-
proximation of first- and higher-order Markov processes). Predictions beyond this limit can

1Miller’s “magic number seven” has been subject of much debate. It is not within the scope of this study to
argue for the particular number of items that can be held and simultaneously processed in working memory.
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be made only with sequential queries of the long-term memory, or by the formation of more
abstract composite structures and associated long-term memories for source–target map-
pings. In applications where the number of simultaneously active superpositions generated
by the sensory system exceeds this limit, attention and binding mechanisms are needed to
select and bind objects of interest before they enter working memory. Attention is beyond
the scope of this work but is actively studied in various fields, mostly in the perspective of
biological and machine vision systems (Treisman, 1998; Reynolds and Desimone, 1999; Itti
and Koch, 2001; Wichert, 2011; Allen et al., 2012).

2.2 Long-term memory
Sparse distributedmemory (SDM) is amathematicalmodel of associative and episodicmem-
ory, which is thoroughly described in the seminal book by Kanerva (1988). Kanerva devel-
oped the SDM inspired by some characteristics of human long-term memory. The SDM is
based on the same idea as VSAs that similar or related concepts are represented by nearby
points in a high-dimensional space (Kanerva, 1988, 1993). The SDM have been success-
fully used in numerous applications since the 1990s, e.g., pattern recognition (Hely et al.,
1997; Meng et al., 2009), predictive analytics (Rogers, 1989, 1990), robot navigation (Rao and
Fuentes, 1998; Jockel et al., 2009), approximation of Bayesian inference in a fashion similar
to Monte Carlo importance sampling (Anderson, 1989; Abbott et al., 2013), and biologically
inspired cognitive architectures (Rachkovskij et al., 2013; Franklin et al., 2014).

Here we briefly summarize the SDM, the interested reader is referred to Emruli and
Sandin (2014) for a more detailed description of how the SDM model is implemented. The
SDM consists of two parts: a binary address matrix, A, and an integer content matrix, C.
These two matrices are initialized as follows; The matrix A is populated randomly with ze-
ros and ones with equal probability, and the matrix C is initialized with zeros. The rows
of the matrix A are referred to as address vectors, and the rows of the matrix C are counter
vectors. There is a one-to-one link between address vectors and counter vectors, so that an
activated address vector corresponds to one specific activate counter vector. The address and
counter vectors have dimensionality D. The number of address vectors (or counter vectors)
defines the size of thememory, S. The parameters of the long-termmemory that is integrated
in the communication architecture are listed in Table 1.

The combination of a VSA with the idea of mapping vectors (Plate, 1995; Kanerva, 2000;
Neumann, 2002) enables learning of multiple concepts, relationships between concepts, and
analogical mappings in a coherent way (Emruli and Sandin, 2014). To briefly outline the
idea of mapping vectors, consider a mapping of a source state, x, to a target state, y. Kanerva
(2000) suggests that a mapping vector, M, can be defined as M = x ⊗ y, and that superpo-

Table 1: Summary of exogenous parameters of the long-term memory, which have to
be defined by the architect. These are the only parameters of the architecture.

Expression Description
D Dimensionality of the binary vector symbols.
S Size of the memory, number of address (or counter vectors).
χ Average probability for activating an SDM location.
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Figure 4: The analogical mapping unit (AMU)which learns state transitions of the type
xk → yk from examples and enables approximate context-dependent prediction of y′k
for a novel input xk (Emruli and Sandin, 2014).

sition of mapping vectors can be used to correctly map novel compositional structures. This
is the core generalization mechanism that is implemented in the Analogical Mapping Unit
(AMU), see Figure 4. The XOR-based binding operator commutes and is its own inverse, so
it follows that M ⊗ x = y and M ⊗ y = x, and x ⊗ x = I, which implies that mappings are
bidirectional. The problem of bidirectionality of the mapping is important to enable learn-
ing and prediction of sequences. TheAMU solves this problem by breaking the commutative
property of the mapping vectors with an SDM.

Similar to the SDM, the AMU takes two binary input vectors and generates one binary
output vector, but with a different result and interpretation compared to the SDM. Given a
source state, xk, and the target state, yk, the AMU learns to predict yk from xk by adding the
corresponding mapping vector, xk ⊗ yk, to the activated SDM locations. This process resem-
bles the concept of Hebbian learning and is a one-shot (single-cycle) learning process. When
the source, xk of a learned example, xk → yk, is presented to the AMU an approximation
of the learned target, yk, is calculated. If a novel source, x′k, that is structurally and content-
wise similar to learned examples is presented, theAMUcalculates an approximate analogical
structure y′k. The long-term memory defined in terms of an AMU has three important prop-
erties: 1) Mapping vectors of unrelated states, xk, are encoded in different storage locations
of the long-termmemory, which makes it possible to automatically learn multiple unrelated
mappings. 2) Similar mapping examples are automatically superposed in nearby storage
locations, which is necessary for generalization. 3) The SDM activation mechanism breaks
the commutative property of the mapping vectors, xk ⊗ yk, so that the reversed mapping
yk → xk is unlikely as long as a limited subset of the SDM locations are activated (Emruli
et al., 2013). These are the key points allowing the communication architecture to enable
system interoperability by learning, as shown by the simulation experiments below.

3 Simulation experiments
In the simulations presented belowwe investigate the interoperability learning rate and pre-
diction accuracy of the communication architecture described in Section 2. We simulate the
architecture in a hypothetical automation scenario, for example, a factory assembly line or
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Figure 5: A hypothetical automation system composed of multiple constituent systems
serving different purposes: (1) a system for identification of human operators, (2) a
system that provides a timestamp, and (3) four systems that turn on or off depending
on the instructions of the humanoperators. The communication architecture is outlined
in Figure 2.

smart home, which is composed of the six systems illustrated in Figure 5. Four systems have
sensory–motor functions, which can be used by human operator to set the internal states of
these systems to either “on” or “off”, while the other two systems provide context informa-
tion in the form of the current time and the ID of a human operator (e.g., through an RFID
tag for localization). The systems considered here are analogous to the system illustrated
in Figure 1. The specific functions of these systems emerge from the instructions given by
two human operators, Alice and Bob, who interact with the sensory–motor functions of the
four systems to achieve a particular goal. The instructions of Alice and Bob are the same, but
they are different during working and non-working days, thereby making the behaviour of
systems context dependent.

The systemswhich turn on or off are given different unique roles (not to be confusedwith
the size of the long-term memory, S) S1, S2, S3 and, S4, and the systems for identification of
human operators and timing also have unique roles, ID and T, respectively. See Table 2
for a definition of roles and fillers used in the simulation experiments. The importance of
assigning different unique roles for each system is explained in Section 2. Note that the
fillers define unique representations of the internal states of a system (e.g., Onk, O f fk), which
are not shared with other systems — there is no shared operational semantics defining the
interpretation of that information. Tw and Tnw represent the fillers for working and non-
working days, respectively.

We use state diagrams to illustrate the transitions between states of the communication

Table 2: Roles and fillers are uniquely defined for each system, meaning that there is
no shared operational semantics defined in the implementation of the architecture.

Roles Notation Fillers
Operator ID ID Alice, Bob
Systems S1, S2, S3, S4 Onk, Of fk
Time T Tw, Tnw
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Figure 6: The communication architecture learns to predict the next state based on
Alice’s and Bob’s instructions, which are compatible but vary between (a) working and
(b) non-working days. See Table 3 and related text for more details concerning the
encoding of states.

architecture, which result from the interaction between systems and human operators. States
are illustrated as circles, and a mapping between states as a directed line that connects the
circles. Figure 6 illustrates state transitions when Alice is instructing the systems during
working and non-working days. For example, State 1, 2 and 3 correspond to Alice turning off
S1, turning on S2 and then turning on S3 (working days) or S4 (non-working days). See Table 3
for the encoding (role-filler bindings) of the corresponding states. States corresponding to
instructions from Bob follow the same logic, but are excluded from the table for clarity. As
Figure 6 illustrates, we chose to simulate a basic transitive relationship between states, in
which State 1 is followed by State 2, and State 2 is followed by State 3, without State 3 being
followed by State 2 (the same logic applies for Figure 6b). In principle, an interoperation
relationship does not have to be transitive because in the composition of states we expect
to see different kinds of interoperability (e.g., transitive, commutative, or reflexive). In a
real-world implementation of the architecture, simultaneously active systems transmit their
bound role–filler vectors to the architecture, which superposes all received vectors in the
working memory.

In order to learn a generic mapping that will correctly predict state transitions of the
communication architecture, for each transition between states the corresponding mapping
vector is stored in the long-term memory. In the simulations we assume that Alice or Bob

Table 3: States of the architecturewhenAlice is instructing the systems duringworking
and non-working days.

State Encoding
State 1 〈ID ⊗ Alice + T ⊗ Tw + S1 ⊗ O f f1〉
State 2 〈ID ⊗ Alice + T ⊗ Tw + S2 ⊗ On2〉
State 3 〈ID ⊗ Alice + T ⊗ Tw + S3 ⊗ On3〉
State 4 〈ID ⊗ Alice + T ⊗ Tnw + S1 ⊗ O f f1〉
State 5 〈ID ⊗ Alice + T ⊗ Tnw + S2 ⊗ On2〉
State 6 〈ID ⊗ Alice + T ⊗ Tnw + S4 ⊗ On4〉
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instruct the architecture on a daily basis, thereby providing one example of each state transi-
tion per day. Therefore, examples that involve working day states are presented 5 times per
week, while mappings of non-working day states are presented 2 times per week.

The correlation between the prediction of the communication architecture and the cor-
rect target state varies from one simulation experiment to the next because all roles, fillers
andmemory components are randomly initialized. The distribution functions for these vari-
ations have a non-trivial structure. It is difficult to translate average correlation coefficients
and variances into tail probabilities of error. Therefore, we estimate the probability of error
numerically from the error rate in the simulation experiments. An error occurs when the
broadcast output of the communication architecture, Φc, is incorrectly interpreted by at least
one of the systems. The communication architecture learns from few examples, however, we
repeat the simulation experiments many times until the 95% confidence interval of the prob-
ability of error becomes less than one tenth of the average probability of error. We estimate
the confidence interval for the probability of error with the Agresti–xCoull interval (Agresti
and Coull, 1998), which is similar to the pragmatic rule “add 2 successes and 2 failures”.

After learning the transition between different states of the architecture for one simulated
week of transitions, we test the ability of the proposed communication architecture to predict
the next state by presenting a learned state, xk = 〈ID ⊗ Alice + T ⊗ Tw + S1 ⊗ O f f1〉. The
corresponding output vector, y′k, is compared (in terms of the element-wise correlation coef-
ficient) with four possible alternative solutions, see Table 4. The first alternative is the correct
solution, whereas the other alternatives represent “meaningful” incorrect targets, which are
incorrect compositions of relevant roles and fillers. It is possible to construct many more in-
correct targets that do not involve the correct roles and fillers, but these vectors can be safely
excluded from the test. The result of this simulation is presented in Figure 7. The parame-
ters of the long-term memory are set to D = 8192, S = 100 and χ = 0.1; which means that
the long-term memory has 100 locations out of which 10 are activated in each storage and
retrieval operation. With more training examples, resulting from further use of the system,
the accuracy of the communication architecture increases. This is demonstrated in the next
simulation experiment.

A second simulation experiment is carried out to test the ability of the proposed com-
munication architecture to relearn when one system, S2, is replaced with a new system
that has a unique role and set of fillers (e.g. S2 is replaced because it is faulty). Initially
the new system, Sx, is not correctly integrated, see Figure 8. In this experiment we investi-
gate the accuracy and learning rate of the architecture when the source state stays the same
and the target state is modified, which is more challenging than vice versa. The source

Table 4: Alternative states used when testing the ability of the communica-
tion architecture to predict the correct alternative, when a learned example,
xk = 〈ID ⊗ Alice + T ⊗ Tw + S1 ⊗ O f f1〉, is presented.

Alternative Encoding of corresponding states
Alternative 1 〈ID ⊗ Alice + T ⊗ Tw + S2 ⊗ On2〉
Alternative 2 〈ID ⊗ Alice + T ⊗ Tnw + S2 ⊗ On2〉
Alternative 3 〈ID ⊗ Bob + T ⊗ Tw + S2 ⊗ On2〉
Alternative 4 〈ID ⊗ Bob + T ⊗ Tnw + S2 ⊗ On2〉
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Figure 7: The correlation, ρ, between the state predicted by the communication architec-
ture and four alternative states listed in Table 4. Error bars denote standard deviations.
The parameters of the long-termmemory are set toD = 8192, S = 100 and χ = 0.1. Al-
ternative number one has the highest correlation, ρ = 0.96± 0.052. The probability that
the communication architecture predicts an incorrect alternative is 1 · 10−5 ± 1 · 10−5 at
95% confidence level.

state is the same as above, xk = 〈ID ⊗ Alice + T ⊗ Tw + S1 ⊗ O f f1〉, while the target is
〈ID ⊗ Alice + T ⊗ Tw + Sx ⊗ Onx〉, instead of 〈ID ⊗ Alice + T ⊗ Tw + S2 ⊗ On2〉.

We simulate two cases, where the architecture is trained with the old system, S2, for one
and five weeks, respectively, and then we train the architecture for fifteen weeks with the
new system, Sx. The parameters of the long-term memory are the same as in the previous
experiment, D = 8192, S = 100 and χ = 0.1. The result is presented in Figure 9a, which
illustrates that in this case it takes the communication architecture almost the same time as
it has been operating in the old setup to adapt and correctly integrate the new system, Sx.
This effect is natural, since it reflects a key property of a long-term memory, which is storing
information for long periods of time. However, the linear scaling of learning and relearing
time is valid only for short learning periods because variables of the long-term memory sat-

State 1

S1 ⊗Off1

State 2

Sx ⊗Onx

State 3

S3 ⊗On3

Working day Working day

Non-working day

Figure 8: System S2 is replaced with a novel system, Sx, in order to test the ability of the
communication architecture to relearn how to interoperate with the new system. The
dashed circle represents the state in which the new system participates.
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Figure 9: The probability that the communication architecture predicts an incorrect
state at 95% confidence level versus the number of weeks that the new system has been
connected (given that Alice or Bob provide one instruction for each state transition per
day). Error bars denote standard deviations. The second dataset displayed in each
panel is shifted forward in time by one half week for clarity, so that the error bars do
not overlap. (a) The parameters of the long-term memory are D = 8192, S = 100 and
χ = 0.1. (b) The effect of the memory size, S; the other parameters are D = 8192 and
χ = 0.1. (c) The effect of the probability for activation, χ; the other parameters are D =
8192 and S = 200. After the 15th week the probability of error is 1.5 · 10−2 ± 3 · 10−3.

urate after some time. Therefore, the maximum relearning time is set by the rate of training
examples and long-term memory saturation. Another interesting result is that the probabil-
ity of error converges and does not improve beyond a certain number of training examples.
Next, we set S = 200, which implies that the size of the long-term memory is doubled. In
Figure 9b it is shown that the the probability of error decreases with larger S and does not
converge as quickly as in Figure 9a. We also investigate the effect of different values of χ and
present results for χ = 0.1 and χ = 0.3. That is, when 10% and 30% of the long-term mem-
ory is activated in each prediction. Figure 9c shows that a higher χ leads to a higher learning
rate. These simulation experiments show that the architecture can be fairly accurate using a
small long-term memory, with a probability of error reaching approximately 1.5%. Further-
more, the accuracy is expected to improve when the communication architecture continues
to operate and learn from additional examples.

4 Related work
In the literature, among many other approaches employed, service-oriented architectures
(SOA), multi-agent systems and bioinspired computing seem to be the most common ap-
proaches to address interoperability and integration problems in heterogeneous devices and
systems. Several projects focus on the SOAapproach. SIRENA (Bohn et al., 2006), SOCRADES
(Souza et al., 2008), and AESOP (Karnouskos et al., 2010) are a few prominent examples.
Some advanced implementations in these projects feature event-driven messaging, and to
some extent support processing of contextual information. However, as mentioned above a
difficulty of this approach is that experts are needed for the design, deployment andmainte-
nance, which is costly and limits scalability. In addition, this approach is error prone because
standards and semantic descriptions can be misinterpreted.
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Multi-agent systems is another approach that has been used to build middleware infras-
tructure for evolvable and dynamic environments. The core is an organizational meta-model
based on multi-agent systems that aim to handle a hierarchical structure. This approach
usually provides a step-by-step modeling guide and tools for all the software development
phases ranging from requirements specification to implementation. Nevertheless, this pro-
cess is different from building traditional software systems and services. In general, multi-
agent systems exhibit learning and adaptation characteristics, but they do not solve the gen-
eral problem of interoperability between heterogeneous devices and systems (Wirsing et al.,
2013). Furthermore, fault tolerant techniques are usually not employed at the low level but
at the more abstract levels that involve planning and cooperation of agents, which some-
time leads to unreliable states (Baresi et al., 2013). This being said, there are some interesting
works, such as: INGENIAS (Pavon et al., 2005), ASPECS (Cossentino et al., 2010) and SeSaMe
(Baresi et al., 2013) based on this approach.

Another approach is to build adaptive middleware infrastructure inspired by biological
(eco-)systems. It is argued that conventional approaches cannot meet the requirements of
the next generation pervasive computing infrastructure (Huhns and Singh, 2005; Barros and
Dumas, 2006; Zambonelli and Viroli, 2011). Themotivation for a nature-inspired approach is
that nature is constantly changing, both in terms of scale and the level of dynamic interaction
between different complex systems, yet nature is able to adapt without a central controlling
authority (Fisher, 2006; Agha, 2008; Zambonelli and Viroli, 2011). Two interesting examples
of this approach are the BIONETS (Biologically-inspired Autonomic Networks and Services)
(Miorandi et al., 2008) and SAPERE (Self Aware Pervasive Service Ecosystems) (Zambonelli
et al., 2011) projects. Overall, both projects take inspiration from living organisms, ecosys-
tems, and ecological and evolutionary processes to enable interoperability and integration
of heterogeneous devices and systems.

Many different approaches have been explored to enable interoperability, however, to our
knowledge, none have focused on the importance of the representations of information. The
challenge of making systems interoperate is leading some researchers to seek inspiration in
the field of aritificial intelligence, in particular the semantic web. However, in doing so, it
is important to consider the literature discussing when such approaches might be unfruitful
(Uschold, 2001; Haikonen, 2009; Ekbia, 2010; Guns, 2013). In the fields of artificial intelli-
gence and cognitive science, the representations chosen are commonly considered to deter-
mine which types of tasks the system can handle (Churchland and Sejnowski, 1992; Valiant,
2000; Gärdenfors, 2000; Stewart and Eliasmith, 2012; Doumas and Hummel, 2012). Neural
networks typically use distributed representations, while symbolic models use localist rep-
resentations. Studies based on neural networks have shown that distributed representations
can facilitate learning, generalization and are robust to noise; while symbolic models based
on localist representations can be used to integrate structured information, perform sym-
bolic manipulation and enable logical reasoning. The communication architecture proposed
herein is based on a VSA, which mimics both these approaches in one mathematical model.

5 Discussion

Conventional approaches to designing, simulating and developing interoperable systems us-
ing hand-crafted semantic descriptions of services and information, have some challenging
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limitations. Taking inspiration from biology and over two decades of vector space modeling
of cognition, the aim of this study is to investigate whether a vector symbolic architecture can
enable interoperability between heterogenous systems through learning from examples. We
show that this is possible in principle and demonstrate the proposed communication archi-
tecture in a number of simulation experiments. Information is encoded in high-dimensional
binary vectors, which combine the representation of structure and content (or syntax and se-
mantics) in a distributed fashion. The architecture has system-wide working and long-term
memories (see Figure 2). The core idea is that interoperability should emerge by learning
from sensory–motor functions with the help of the long-term memory, starting from an ini-
tial pseudorandom state, rather than by hand-crafting artificial semantic descriptions and
rules. This way we can, at least in principle, avoid some of the difficulties facing conven-
tional approaches. We also demonstrate a basic scenario where the architecture is able to re-
learn the correct behavior when a constituent system is replaced with a new, initially incom-
patible system. In the simulation experiments Alice and Bob give compatible instructions,
thereby introducing an invariance in the long-term memory with respect to the operator ID,
which makes generalization to unknown operators possible. This mechanism is discussed
by Emruli and Sandin (2014) and forms the basis for the analogical mapping capability of
the memory.

We take a different approach comparedwith themainstream literature, inwhichmeaning
is not seen as a label in an ontology (defined artificially by humans) but as interconnections
between systems, that are the “owners” of the meaning, and can interpret information dif-
ferently depending on implementation, context, goals and human–machine interactions. In
a sense, the meaning is grounded (Harnad, 1990; Barsalou, 2008) in the interactions between
the physical environment and the sensory–motor functions of the systems. The problem how
to achieve this in a fully autonomous and optimal way is an open question. The proposed
communication architecture enables basic prediction of learned state transitions, which for
example can be demonstrated by a human operator for automation or anomaly detection pur-
poses. In total, the architecture has only three exogenous parameters that need to be defined
by the architect, and the importance of each parameter is briefly discussed in the simula-
tion experiments in Section 3. The nature of distributed representations in the working and
long-term memory, and the simplicity of BSC operations make the architecture suitable for
parallel and distributed implementation. Furthermore, a VSA approachwas recently consid-
ered for collective communication in a dense sensor-network environment (Jakimovski et al.,
2012). These are some of the features that make the architecture interesting for applications
involving resource-constrained and wirelessly communicating devices.

This being said, we do not suggest that the proposed model can replace conventional ap-
proaches at this early stage of development, but it offers a new way of thinking about the
challenging and important problems involved in making systems compatible and interoper-
able. In particular, the proposed architecture includes the basic concepts needed to enable
system interoperability by learning, forming a novel conceptual basis for further research
and development. Here we limit the simulation experiments to source–target transitions
between two states, i.e., a first-order Markov chain, but the architecture as such can approxi-
mate more complex sequences (Kanerva, 1988; Flynn et al., 1989; Kanerva, 2009; Mendes and
Coimbra, 2012; Emruli et al., 2013). One direction for further research is to investigate how an
architecture of this type can be combined with a conventional architecture, e.g., on SOA, so
that the complementary properties of these two approaches can be exploited in applications.
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Moreover, the vector symbolic representations and operations implemented in the working-
and long-term memories can in principle be mapped to neural networks, which opens up
the possibility for future developments of biologically more plausible implementations with
spiking neurons and learning in a dynamic environment.
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Abstract: The analysis of streaming data is challenging in many application domains, which
motivates the development of new approaches to information representation. Random in-
dexing (RI) is an incremental and lightweight dimension reduction method, which is used
for example to encode vector-semantic relationships in natural language processing systems.
Here we generalize RI to multi-dimensional arrays, thereby enabling incremental coding of
multi-dimensional data streams in a compact data structure of approximately fixed size. The
generalized method is motivated by the Johnson-Lindenstrauss lemma, which is the basis
also for conventional RI and other random-projection approaches to data compression and
analysis. We present simulation results including a comparison with principal-component
analysis and conventional RI. Multi-dimensional RI opens up for further studies of ternary
and higher-order relationships in streaming data not easily processed with other methods.
A C++ and Matlab implementation of multi-dimensional RI is provided.

1 Introduction

There is a rapid increase in the annual amount of data that is produced in application do-
mains like automation, economics, information retrieval, marketing and security. We have
surpassed a critical point where more data are generated than we can physically store (Sci-
ence Staff, 2011). Choosing which data to archive and process, and which to discard is nec-
essary in data-intensive applications. This trend motivates the development of new efficient
methods for data representation and analysis (Hastie et al., 2009; Science Staff, 2011; Bara-
niuk, 2011).

One interesting approach to analyze large data sets is to search for outstanding rela-
tionships between some particular “features” in the data. Problems of this type naturally
appear in the form of context- or time-dependent relationships, but the associated storage
and processing requirements are prohibitive. In this paper we generalize an incremental di-
mension reduction method named random indexing (RI) to multi-dimensional data, which
can be used to analyze relationships between features. The motivation of RI and the work
presented here is twofold, similarly to other methods based on random projection (see Sec-
tion 2.3 for further information). First, RI does not require that the original data is stored,
and no computationally complex analysis is needed when inserting new data. Second, RI
is not a priori biased in favor of some “interestingness” criterion that is used to “optimize”
the projection. Conventional methods such as principal component analysis (PCA), singu-
lar value decomposition (SVD) and similar approximation methods for higher-order arrays
such as the Tucker decomposition (Kolda and Bader, 2009) have these limitations. Therefore,
such methods are of limited use when dealing with massive and streaming data.
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The method introduced below is a generalization of the RI method used in natural lan-
guage processing (Kanerva, 2010), see Sahlgren (2005, 2006) for an introduction. In that
context, the RI method is used to compress a large word–document or word–context co-
occurrence matrix (Turney and Pantel, 2010). Each document or context is associated with a
sparse random ternary vector of high dimensionality, a so-called index vector. Each word is
represented by a high-dimensional vector of integers, a so-called distributional vector. Dis-
tributional vectors are initially set to zero, and for each appearance of a particular word in a
document (or context) the index vector of that document (or context) is added to the distri-
butional vector of the word. The result is that words that appear in the same contexts will get
similar distributional vectors, which indicates that they are semantically related. The RI of
co-occurrence matrices for semantic analysis works surprisingly well (Cohen andWiddows,
2009; Kanerva, 2009; Turney and Pantel, 2010; Sahlgren, 2006). RI has recently been adopted
in other applications, such as the indexing of literature databases (Vasuki and Cohen, 2010),
event detection in blogs (Jurgens and Stevens, 2009), graph searching for the semantic web
(Damljanovic et al., 2010), and predicting speculation in biomedical literature (Velldal, 2011).
In general, there is an increasing interest for randomization in information processing be-
cause it enables the use of simple algorithms, which can be organized to exploit parallel
computation in an efficient way (Boyd, 2010; Halko et al., 2011).

In principle, the problem solved using the RI method is the identification of frequent or
otherwise significant relationships, for example between words and the contexts in which
they appear. In this paper, we generalize RI of vectors to RI of multi-dimensional data in
the form of matrices and higher order arrays. In principle, the possibility to encode data
incrementally makes RI particularly suitable for processing of data streams. We also present
results of simulation experiments of conventional and generalized RI that demonstrate the
feasibility and some limitations of the method.

2 Method

In the following, we generalize RI of vectors to arrays of arbitrary order. Array elements are
denoted with aijk..., and indices {i, j, k, . . .} are used in array element space. The array el-
ements are encoded in a distributed fashion in states that are denoted with sαβγ.... Indices
{α, β, γ, . . .} are used in state space. States have physical representations that are stored in
memory, but they are only accessed using special encoder and decoder functions. The array
elements, aijk..., are related to the states by a random projection mechanism and constitute
the input to (output from) the encoder (decoder) function. The order of the state array is
equivalent to that of aijk..., but the central idea is that the state array can be of a significantly
smaller size and that it enables efficient vector-semantic analysis in state space. This pos-
sibility follows from the Johnson–Lindenstrauss lemma (Johnson and Lindenstrauss, 1984),
which states that a subset of a high-dimensional space can be mapped to a space of lower
dimension such that the distances between the points are approximately preserved. Further
developments of the Johnson–Lindenstrauss lemma and related applications can be found
in (Frankl and Maehara, 1988; Achlioptas, 2003; Dasgupta and Gupta, 2003; Matoušek, 2008;
Kane and Nelson, 2010, 2014).

For each index of the array, there is an associated random-index array, rD,iα, where D is a
dimension index. For vectors D = 1, for matrices D ∈ {1, 2} and so on. If D and i are fixed,
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Table 1: Summary of parameters.

Expression Description
aijk... Array elements
sαβγ... State array, only accessed by encoder/decoder functions
D Dimension index (1 ≤ D ≤ dimensionality of array)
ND Number of index vectors in dimension D, {i, j, k, . . .} ∈ [1, ND]
nD Length of index vectors in dimension D, {α, β, γ, . . .} ∈ [1, nD]
χD Number of non-zero trits in index vectors for dimension D
N = ∏D χD Number of states that encode one array element
∝ ∏D nD Disk/memory space required to store the state array
∝ ∑D NDχD Disk/memory space required to store index vectors

the state-space elements of rD,iα form a sparse high-dimensional ternary vector, a so-called
index vector

rD,iα = [. . . 0 0 0 1 0 0 0 . . . 0 0 0 −1 0 0 0 . . .]D,i. (1)

Index vectors have a few non-zero elements at random positions α, hence the name “random
index”. The non-zero elements of an index vector have an absolute value of one, and half of
these values are negative. In other words, index vectors are sparse ternary vectors.

The number of non-zero trits in the index vectors, χD, is a model parameter that typically
has a value of order ten. We denote the ranges of state indices, {α, β, γ, . . .}, with [1, nD]
so that, for example, α ∈ [1, n1] and β ∈ [1, n2]. Similarly, the ranges of the element indices,
{i, j, k, . . .}, are [1, ND]. The length of an index vector is equivalent to the maximum value
of the state index, nD, in each dimension. For example, if the state array of a matrix is of
size 1000x2000 the index vectors would be of length 1000 (2000) for D = 1 (D = 2). Index
vectors can be represented in compact form because most of the elements are zero. Here,
the indices of the non-zero trits are used to represent the index vectors, and the signs are
implicitly encoded with the position of the indices so that the first half of the set of indeces
are associatedwith positive signs. The number of non-zero trits in an index vector is denoted
by χD, which is an even number. For each dimension,D, there are ND index vectors of length
nD, and each index vector has χD non-zero trits. In practical applications, an index vector
is represented in compact form by at most a few dozen integers; therefore, the storage space
required for an RI representation is essentially determined by the size of the state array. A
summary of parameters and their definitions is presented in Table 1.

2.1 Encoding algorithm

The states, sαβγ..., are initially set to zero, which implies that the array elements, aijk..., are
zero also (see Section 2.2). The array elements are incrementally updated with addition and
subtraction operations, not by assignment. An array element aijk... is encoded in the state ar-
ray sαβγ... using the index vectors. The addition of a scalar weight, wijk..., to an array element,
aijk..., is defined as

s′αβγ... = sαβγ... + wijk...(r1,iα r2,jβ r3,kγ . . .), (2)
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where the indices {i, j, k, . . .} are determined by the choice of array element and s′αβγ... de-
notes the resulting state array. In principle, this definition means that the indices of the array
element are used to select a particular set of index vectors, which forms an outer product of
“nearly orthogonal” – indifferent – index vectors in the state space, see Appendix A for further
information. The product of the index vectors is an array that hasN non-zero elements with
values of +1 or −1. This array is of the same order and size as the state array. Subtraction
of wijk... is defined by the replacement of wijk... → −wijk... in Eq. (2). Assignment of array ele-
ments is not defined because of the distributed representation of array elements. In the case
of one-way RI of vectors, this definition reduces to conventional RI (Sahlgren, 2006; Kanerva,
2009), and constitutes a natural generalization of RI to higher-order arrays.

2.2 Decoding algorithm
Vector-semantic analysis can be performed in state space, without the need to first decode
the array elements. This is a key aspect of RI because decoding of array elements is a com-
putationally costly operation. Anyway, it is instructive to outline a generalized decoding
procedure for multi-dimensional RI. The decoding operation is a projection of the states on
the index vectors that correspond to the array element aijk...

aijk... = N−1 ∑
α,β,γ...

r1,iα r2,jβ r3,kγ . . . sαβγ..., (3)

where N is a normalization factor that is defined below.
The encoding procedure Eq. (2) is based on a sequence of outer products of indifferent

index vectors, and the decoding procedure is the corresponding sequence of inner products.
It follows from Eq. (2) and Eq. (3) that the decoded value is an exact reconstruction of the ac-
cumulated encoded weight if all index vectors are orthogonal. However, that process would
be useless in the context considered here because no dimension reduction is achieved in that
case. For index vectors of length nD, at most nD linearly independent vectors can be con-
structed (a set of basis vectors). For high values of nD there are many more vectors that are
approximately orthogonal, see Appendix A, which makes it possible to approximately en-
code and decode the array elements in a small state space (provided that the relevant data is
sparse, see Section 3). Combining the encoding operation Eq. (2) and the decoding operation
Eq. (3) the following expression results

w̃ijk... = N−1 ∑
α,β,γ...

r1,iα r2,jβ r3,kγ . . .
[
sαβγ... + wijk...(r1,iα r2,jβ r3,kγ . . .)

]
(4)

= N−1 ∑
α,β,γ...

wijk...(r2
1,iα r2

2,jβ r2
3,kγ . . .) + sαβγ...(r1,iα r2,jβ r3,kγ . . .) (5)

= wijk... N−1 ∏
D

χD +N−1 ∑
α,β,γ...

sαβγ...(r1,iα r2,jβ r3,kγ . . .) (6)

= wijk... + ε. (7)
Here w̃ijk... is an approximation of wijk..., which includes the error, ε, resulting from the non-
orthogonality of r1,iα r2,jβ r3,kγ . . . and the index vectors used to encode other array elements
in the states sαβγ.... In the equality leading to Eq. (7) the normalization factor is defined as

N = ∏
D

χD. (8)
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The quantity N is a measure of the computational complexity of the encoding process be-
causeN states are accessed when encoding the value of one array element. We return to the
discussion of the error term, ε, in the next section, which presents simulation results. Partial
results that may be helpful to derive analytical bounds on ε are included in Appendix A.

2.3 Vector semantic analysis
The RI approach that is used in natural language processing is based on vectors (Kanerva,
2010; Sahlgren, 2005). In that context each term that appears in a text corpus is associated
with a distributional vector, and each context or document is associated with a ternary in-
dex vector. Therefore, a distributional vector corresponds to the states of a one-dimensional
RI array, and the index vectors are the ternary index vectors of that array. A central idea is
that the distributional vectors (which are aggregated representations of encoded semantical
relationships) can be used for comparison of semantic similarity using for example an inner
product or cosine of angle measure. This approach is similar to the seminal works by Pa-
padimitriou et al. (1998), Kaski (1998) and others (Bingham and Mannila, 2001; Fradkin and
Madigan, 2003), which are motivated by the Johnson–Lindenstrauss lemma (Johnson and
Lindenstrauss, 1984). See Vempala (2004) for details about the random projection approach.
In the case of multi-dimensional RI, an analogue method can be obtained by considering the
inner product of decoded vectors, ∑i aijk...aimn..., where the indices {jk . . .} and {mn . . .} are
constant. Using Eq. (3) we get

∑
i

aijk...aimn... = ∑
i

[
N−1 ∑

α,β,γ...
r1,iα r2,jβ r3,kγ . . . sαβγ...

]

×
[
N−1 ∑

λ,μ,ν...
r1,iλ r2,mμ r3,nν . . . sλμν...

]
(9)

= N−2 ∑
α,β,γ...,λμν...

(r2,jβ r3,kγ . . . r2,mμ r3,nν . . .)

×
(

∑
i

r1,iαr1,iλ

)
sαβγ... sλμν.... (10)

The expressions resulting from a different choice of constant indeces (representing the fea-
tures to be compared) are similar and can be obtained by change of notation. In Eq. (10), the
first parenthesis contains an outer product of index vectors with a few non-zero elements,
which multiplies a sparse subset of the states, sαβγ... and sλμν.... The second parenthesis is
computationally more demanding because it includes an inverse random projection of states
to the space of array elements (the sum over i has many terms). The inverse random pro-
jection is necessary for decoding of array elements, but it is not needed for comparisons of
similarity in terms of distance or cosine of angle between state vectors. This is analogous
with conventional RI, where the distributional vectors are compared for similarity directly,
without decoding word–context vectors. Therefore, the index vectors in the last parenthesis
of Eq. (10) can be omitted with the replacement α = λ = i, resulting in a computation-
ally efficient method for vector semantic analysis with multi-dimensional RI. This result is a
natural generalisation of the RI method, which can intuitively be understood as the average
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of the inner products ∑α sα... sα... over the sparse subset of states multiplying the non-zero
elements of the constant index vectors (r2,jβ r3,kγ . . . r2,mμ r3,nν . . .). Next we confirm this
approximation and the generalised encoding and decoding methods that are outlined above
with simulation experiments.

3 Simulation experiments
We study the generalisation of RI in a few simulation experiments, which confirm that the
idea is sensible. Ideally, analytical bounds should be derived for the error term in Eq. (7) and
the related approximation discussed in Section 2.3. The analysis is complicated because of
the ternary index vectors. Partial results are presented in Appendix A, which may be useful
for further theoretical development. The simulation experiments demonstrate some char-
acteristics and limitations of the generalised RI method. The software used to perform the
simulations is available online (Sandin, 2011) and includes a C++ template that implements
the encoding and decoding algorithms, and Matlab interface to the C++ template.

In general, the approximation errors involved in encoding anddecoding of array elements
depend on several parameters of themodel, such as the dimensionality of the array and input
data; the length of the index vectors, nD; the number of non-zero trits in the index vectors,
χD; dimension reduction, ΠDND : ΠDnD; and the characteristics of the data that is encoded.

3.1 Comparison with PCA
In the first experimentwe consider a sparse 5000× 5050 bandmatrix, which is partially illus-
trated in the upper panel of Figure 1. Thematrix has a diagonal band that is 50 elementswide.
Consequently, the inner products of nearby rows are high compared to the inner products
of more distant rows. The middle panel of Figure 1 illustrates the result when representing
the matrix using 101 principal components, leading to a dimension reduction of about 25:1.
This approximate representation of the bandmatrix is similar to the original, but the band on
the main diagonal is more wide and artifacts in the form of additional band-like structures
are visible. The PCA analysis is performed with Matlab with double precision floating point
numbers. The lower panel of Figure 1 illustrates the resultwhen representing thematrixwith
two-dimensional RI for χD = 8 and nD = 964, which corresponds to a dimension reduction
of about 25:1. The RI analysis is based on signed 16-bit states, which in practice means that
the RI representation of the matrix is about four times smaller than the PCA representation.
The RI approximation of the matrix is similar to the original band matrix in the sense that
the structure of the band is preserved, but there are artifacts outside the band on the main
diagonal also in this case. However, the characteristics of the artifacts (errors) introduced by
PCA and RI are different. The effect of the error term in Eq. (7) is evident in the lower panel
of Figure 1 in the form of noise, which is a consequence of the random projections involved
in RI.

Figure 2 illustrates the inner product of rows versus the distance between the rows of the
orignal matrix, the PCA-approximated matrix and the RI-approximated matrix. The inner
products of rows in the PCA-approximated matrix and the RI-approximated matrix varies
because of the errors introduced by the dimension reduction. Therefore, we calculate the av-
erage and standard deviation of the inner products over all 5000 rows. In the case of PCA the
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Figure 1: Dimension reduction of a 5000 × 5050 band matrix (top) with PCA (middle)
and two-dimensional RI (bottom). The dimension reduction is about 25:1 in both cases,
which is obtained using 101 principal components, χD = 8 and nD = 964. In these
three panels, a 500 × 500 window of the matrix is displayed.

standard deviation of inner products is represented by the width of the solid line in Figure 2,
which is small compared to the average of the inner products. The standard deviation of in-
ner products is higher in the case of RI, and it is denoted by the shaded area in Figure 2. This
result demonstrates that the error introduced by RI (ε in Eq. (7)) has a significantly higher
standard deviation than the error introduced by PCA, and that PCA introduces a relatively
high bias in the average inner product compared to the RI method. When increasing the size
and sparseness of the band matrix, we find that the standard deviation of inner products
decreases in the case of RI, and that the bias of the average inner product increases in the
case of PCA.
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Figure 2: The average inner product of rows versus the distance between the rows of the
orignal matrix (Data), the PCA-approximated matrix (PCA) and the RI-approximated
matrix (two-way RI). The vertical axis is normalised (rescaled) with themaximum aver-
age inner product in all three cases. The two shaded areas denote±1 standarddeviation
of the inner products calculated from the PCA and RI approximations at 25:1 dimen-
sion reduction of the bandmatrix. The error introduced by RI has a significantly higher
standard deviation than the error introduced by PCA, but PCA introduces a relatively
high bias in the average inner product compared with the RI method.

We obtain nearly identical results for the average and standard deviation of inner prod-
ucts in the case of the RI approximation when a) calculating the inner products from the
decoded array elements illustrated in the lower panel of Figure 1, and b) calculating the in-
ner products directly in state space using themethod described in Section 2.3. This numerical
result supports the result and discussion in Section 2.3. These results are also consistent with
previous results showing that randomprojection preserves similarities of features in the data
(Bingham and Mannila, 2001; Goel et al., 2005).

3.2 Decoding error and comparison with conventional RI
Next, we consider a generic example where a non-sparse matrix is represented using con-
ventional and generalized RI. Matrices can be represented using one-way RI if each column
or row is treated as a vector, which is the conventional RI method used in natural language
processing. Each column of the matrix represents a class, and each row represents a possible
feature of the classes. This interpretation and terminology is introduced to simplify the pre-
sentation, but in principle the meaning of rows and columns are arbitrary. An integer sam-
pled from the flat distribution [0, 10] is added to each element of the matrix, which simulates
noise in the data that makes the matrix non-sparse. The choice of distribution is arbitrary.
In real-world applications the noise distribution is likely more complex. In addition to the
noise, a relatively sparse set of high-value weights, wij = 100, are added to the matrix. The
high-value weights simulate features of the classes, which we want to distinguish from the
noise. We take the number of features to be proportional to the size of the matrix, ND, and
define the constant of proportionality as ρ. We vary the relative number of features, ρ, from
0.1 to 10 percent of the size of the matrix, ND. The array elements are decoded for each class,
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and the set of ρND array elements with the highest values are identified. If not all elements
representing encoded features of that class are identified in the set, some features are not
correctly identified after decoding. In the simulation results that are presented below, we
present the number of features that are correctly identified. Unless stated otherwise, we use
χD = 8 in the simulation experiments.

We find that the average number of correctly decoded features is practically independent
of dimensionality, provided that the dimensionality is reasonably high (∼ 103 or higher).
However, the standard deviation of the number of correctly decoded features decreases with
increasing dimensionality. Therefore, if the dimension reduction, ΠDND : ΠDnD, is kept
constant and the number of encoded features is proportional to the size of the matrix, the
effect of increasing the size of the matrix, and thereby the dimensionality of index vectors, is
a reduction in the uncertainty of the number of correctly decoded features. This interesting
scaling behaviour is illustrated numerically in Figure 3. The average of the relative num-
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Figure 3: The number of correctly decoded features represented by a matrix encoded
using the one-way and two-way RI methods. The vertical axis of the panel on the
left-hand (right-hand) side represents the average (standard deviation) of the rela-
tive number of correctly decoded features. In the case of the one-way (two-way) RI
method, the higher standard deviation corresponds to a 5000× 5000 matrix encoded in
1250 × 5000 (2500 × 2500) states, whereas the lower standard deviation corresponds to
a 10000 × 10000 matrix encoded in 2500 × 10000 (5000 × 5000) states. The results pre-
sented in the panel on the right-hand side also correspond to these dimensionalities,
and it includes an additional result for a 20000 × 20000 matrix that is encoded using
a comparable dimension reduction of 4:1. Note that the higher dimensionality of the
index vectors in the 20000× 20000 case results in a lower standard deviation compared
with the other two cases.

ber of correctly decoded features is practically independent of the size of the matrix and the
dimensionality of the index vectors, but the standard deviation of the number of correctly
decoded features decreases with increasing dimensionality of the index vectors. Note that
the relative number of correctly decoded features first decreases with an increasing number
of encoded features, as expected, and that it increases slightly for� 8 percent features in the
case of two-way RI. This effect is caused by the increasing probability of correctly identifying
features by chance when the relative number of features increases. In the case of the conven-
tional one-way RI method, the standard deviation has a maximum at approximately 0.7–0.9
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percent features.

Effect of dimension reduction

Next we investigate how a varying dimension reduction affectes the possibility to correctly
decode features of the classes. We vary the dimension reduction, ΠDND : ΠDnD, from 4:1
to 64:1. The size of the matrix, ND, is kept constant, which implies that the number of fea-
tures that are encoded in the classes is constant. The result of this simulation experiment is
presented in Figure 4. The effect of an increasing dimension reduction ratio on the decoding

4:1 8:1 16:1 32:1 64:1
Dimension reduction

0

20

40

60

80

100

N
u
m

b
e
r 

o
f 

fe
a
tu

re
s 

re
tr

ie
v
e
d
 [

%
] ρ = 0.5 %

ρ = 1 %
ρ = 2 %
ρ = 4 %one-way

two-way

4:1 8:1 16:1 32:1 64:1
Dimension reduction

10

100

S
N

R
 =

 μ
 / 

σ 

ρ = 0.5 %
ρ = 1 %
ρ = 2 %
ρ = 4 %

one-way

two-way

Figure 4: Effect of the dimension reduction, ΠDND : ΠDnD, on the relative number
of correctly decoded features. The panel on the left-hand side presents the average
relative number of correctly decoded features. The panel on the right-hand side shows
the signal to noise ratio, which is defined as the average relative number of correctly
decoded features, μ, divided by the corresponding standard deviation, σ. The size of
the matrix, ND, is taken to be 64, 000 × 64, 000 for both the one-way and two-way RI
method. At themaximumdimension reduction of 64:1, thematrix is encoded in 1, 000×
64, 000 (8, 000 × 8, 000) states using the one-way (two-way) RI method.

accuracy is lower for the two-way RI method than for the conventional one-way RI method.
The accuracy of the one-way and two-way RI methods are comparable at a dimension reduc-
tion of about 64:1.

Effect of sparseness of the index vectors

Next, we investigate how these results depend on the number of non-zero trits, χD, in the
index vectors. In the results presented above we use χD = 8, which means that the index
vectors have four positive and four negative trits. Figure 5 illustrates how the average num-
ber of correctly decoded features varies for different values of χD and the relative number
of encoded features, ρ. The choice χD = 8 is a good compromise because the accuracy in-
creases insignificantly at higher values of χD and the computational cost of the encoding
and decoding functions is proportional to ΠDχD. The number of states associated with one
matrix element is χ1 × χ2 in the case of two-way RI, which implies that there is a quadratic
dependence of the computational cost on the number of non-zero trits in the index vectors,
χD. This is themotivation for using χD = 8 as the default option in the simulations presented
above.
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Figure 5: The average number of correctly decoded features and the corresponding
standard deviation for different numbers of non-zero trits in the index vectors, χD, and
different relative number of encoded features, ρ ∈ {0.1, 0.5, 1, 2, 4, 6, 8, 10} percent.
The matrix has a size of 5000 × 5000, and it is encoded using one-way and two-way RI
such that the dimension reduction is 4:1. The results for χD = 8 are identical to those
presented in Figure 3. The optimal choice for the sparseness of the index vectors is
χD ∼ 8 because the performance increases insignificantly with higher values, but the
computational cost increases significantly.

3.3 Natural language processing example

Next, we apply the generalised RI method to a basic task in natural language processing. In
statistical models of natural language, it is common to construct a large word–document or
word–context matrix, a so-called co-occurrence matrix Turney and Pantel (2010). For exam-
ple, this method is used in the Hyperspace Analogue to Language (HAL) (Lund et al., 1995;
Lund and Burgess, 1996a) and in Latent Semantic Analysis (LSA) (Landauer and Dumais,
1997), which are two pioneering models in the field. In practical applications, the number
of words can be hundreds of thousands. The number of documents or contexts is also high,
otherwise the statistical basis will be insufficient for analysis. Therefore, word co-occurrence
matrices tend to be large objects. The simple example considered below usesmore than 5 bil-
lion matrix elements that represent word–context relationships. Fortunately, co-occurrence
matrices can be approximated to make the semantic analysis less computationally costly. It
was first demonstrated by Kanerva (2010) that one-way RI can be used to effectively encode
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co-occurrence matrices for semantic analysis; see Sahlgren (2005, 2006); Kanerva (2009) for
further information.

The definition of “context” is model specific, but it typically involves a set of words or one
document. In HAL, the context is defined by a number of words that immediately surround
a given word, whereas in LSA, the context is defined as the document where the word exists.
Linguistically, the former relation can be described as a paradigmatic (semantic) relation,
whereas the latter can be characterized as an associative (topical) relation. In the traditional
RI algorithm, each word type that appears in the data is associated with a distributional vec-
tor, and each context is associated with a ternary index vector. If the context is defined in
terms of the neighboring words of a given word, which is the method that we use here, the
distributional vectors are created by adding the index vectors (which can be weighted differ-
ently) of the nearest preceding and succeeding words every time a word occurs in the data
(Karlgren and Sahlgren, 2001). If the context is defined as the document where the word ex-
ists, the distributional vectors are created by adding the index vectors of all of the documents
where a word occurs, weighted with the frequency of the word in each document. In either
case, a distributional vector is the sum of the weighted index vectors of all contexts where
that word occurs. The RI algorithm has been evaluated using various types of vocabulary
tests, such as the synonymy part of the “Test of English as a Foreign Language” (TOEFL)
(Kanerva, 2010; Sahlgren, 2006).

In the following, we reconsider the synonym identification task presented by Kanerva
(2010) with three changes. First, we want to compare the one-way and two-way RI methods.
Therefore, we encode the co-occurrence matrix using both one-way and two-way RI. Second,
while Kanerva (2010) used the LSA definition of context, we use a strategy similar to that in
HAL and define the context as a window that spans ±2 words away from the word itself.
This method implies that for each occurrence of a word, there will be four additional word–
word relationships encoded in the co-occurrence matrix. This strategy avoids the potential
difficulty of defining document boundaries in streaming text, and it captures semantic re-
lations between words rather than topical relations. The length of the context window is a
parameter that affects the quantitative results presented here, but it is not essential for our
qualitative discussion. The third difference compared with the study by Kanerva (2010) is
that we do not introduce cutoffs on term frequencies to further improve the result. Words
such as “the”, “at” and “be” have high frequencies that render the occurrences of more inter-
esting combinations less significant. This effect is stronger for the two-way RI method than
for the one-way RI method. We include the complete word-context spectrum, including the
high-frequency relationships, and we present results for two different transformations of the
spectrum. In one case, we directly encode the unaltered frequencies, and in the other case,
we encode the square root of the frequencies. The square root decreases the relative signif-
icance of high frequencies, which improves the result and illustrates the importance of the
definition of theweight in the feature extractionmethod. The results can be further improved
using other preprocessing methods, for example, by introducing weighted context windows
and cutoffs on the encoded relationship frequencies (Karlgren and Sahlgren, 2001). In LSA,
weights are defined as the logarithm of frequencies divided with the conditional entropy of
the context given that the word has occurred (Landauer and Dumais, 1997). Our aim here is
to compare the one-way and two-way RI methods, not to achieve an optimal result.

We construct the co-occurrence matrix from 37620 short high-school level articles in the
TASA (Touchstone Applied Science Associates, Inc.) corpus. The text has been morpholog-
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ically normalized so that each word appears in its base form (Karlgren and Sahlgren, 2001).
The text contains 74183 word types that are encoded in a co-occurrence matrix with one-way
and two-way RI. In the case of one-way RI, we use index vectors of length 1000, so that the
dimension reduction is 74183 × 74183 : 1000 × 74183 → 74 : 1. In the case of two-way RI,
we use a state array of size 1000× 74183, thereby maintaining the same dimension reduction
ratio. We repeat the two-way RI calculations using a square state array of size 8612 × 8612.
There are numerous misspellings (low-frequency words) in the corpus, and the most fre-
quent word is “the”, which occurs nearly 740000 times. At the second place is “be” with just
over 420000 occurrences. Therefore, we use thirtytwo-bit states in the implementation of RI
to avoid carry in the integer arithmetics. The task consists of eighty TOEFL synonym tests,
which contains fivewords each. One example of a synonym test considered here is presented
in Table 2. One out of the five words in each synonym test is given, and the task is to identify

Table 2: Example of a TOEFL synonym test. The first word is given, and the task is to
determinewhich of the four remainingwords that is a synonymof thatword. The num-
ber of occurrences of each word in the TASA (Touchstone Applied Science Associates,
Inc.) corpus is also illustrated.

Word Number of occurrences
essential (given) 855

basic 1920
ordinary 837
eager 480

possible 3348

the synonym of that word among the other four words. There is only one correct synonym
in each case, and consequently three incorrect alternatives.

The task to identify the correct synonym is addressed using the RI-encoded co-occurrence
matrices, and the vector semantic comparison method described in Section 2.3. We consider
80 synonym tests, each comprising five words. Using conventional RI, 38 out of the 80 syn-
onym tests are solved correctly, meaning that the cosine of angle between the givenword and
correct synonym is maximum. Repeating the experiment with the square root of frequen-
cies and conventional RI, 43 out of the 80 synonym tests are solved correctly. Using two-way
RI and a square state array of size 8612 × 8612 only 24 out of 80 synonym tests are solved
correctly. Repeating the experiment with the square root of frequencies and two-way RI we
obtain a similar result, 24 out of the 80 synonym tests are solved correctly. However, repeat-
ing the two-way RI experiment with the square root of frequencies and a state array of size
1000 × 74183 we obtain 34 correct results out of 80. These results can be further improved
by introducing cutoffs on the frequencies (Karlgren and Sahlgren, 2001). One benefit of the
two-way RI method is that words can be defined incrementally with a minimum impact on
the storage space needed, at the cost of introducing more noise. This property is interesting
for the analysis of streaming data, when many occassional features exist in the data that are
not relevant in the analysis.
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4 Related work
This work was stimulated by Pentti Kanervas work on sparse distributed memory (Kan-
erva, 1988) and a number of papers related to neuro-symbolic hyperdimensional comput-
ing; see Kanerva (2009) for an introduction. In particular, this work is a generalization of the
RI method developed for natural language processing (Kanerva, 2010; Sahlgren, 2005); see
also p. 153 in Kanerva (2009) where the possibility of extending RI to two dimensions is men-
tioned. LSA (Deerwester et al., 1990) andHAL (Lund and Burgess, 1996b) are two pioneering
and successful vector space models (Turney and Pantel, 2010) used for the semantic analysis
of text. In these methods, a co-occurrence matrix is explicitly constructed, and then Singular
Value Decomposition (SVD) is used to identify the semantic relationships between terms; see
Bullinaria and Levy (2012) for recent examples. This process requires a large storage space
for the full co-occurrence matrix, and it is computationally costly. The SVD can be calculated
using parallel and iterative methods optimized for sparse matrices (Berry et al., 2003), but
the computational cost still prevents the processing of large and streaming data sets (Cohen
and Widdows, 2009). Therefore, approximate and efficient methods for the representation
and analysis of (semantic) relationships are needed.

RI avoids the construction of a full co-occurrence matrix by the direct coding of vectors
with reduced dimensionality. RI requires a fraction of the memory and processing power
of LSA and HAL (Cohen and Widdows, 2009), but is comparable with VSM’s based on SVD
in terms of accuracy. Another approximate method is the Locality Sensitive Hashing (LSH)
(Broder, 1997). Gorman and Curran (2006) present a detailed comparison of RI and LSH on a
distributional similarity task. The authors report that RI outperforms LSH both in efficiency
and accuracy when the size of the dataset increases. The accuracy of RI is comparable to
SVD-based methods in a TOEFL synonym identification test (Kanerva, 2010), and this result
can be further improved using RI (Sahlgren et al., 2008). The improvement presented in
Sahlgren et al. (2008) is important in the context of semantic analysis of text because it enables
the representation of linguistic structure that is not captured using a traditional “bag-of-
words” analysis (Mitchell and Lapata, 2010). DominicWiddows and Trevor Cohen are recent
proponents of the RI method who suggest that none of the present methods perform as well
as RI in terms of the following: scaling, as RI scales comfortably to large corpora such as
the MEDLINE collection of approximately 9 million abstracts (Cohen, 2008); computational
complexity, as the entire MEDLINE corpus was, for example, processed in approximately
30 minutes (Cohen and Widdows, 2009); or incremental processing of new data (Widdows
and Ferraro, 2008). A more detailed presentation of the computational complexity of RI can
be found in Turney and Pantel (2010). The useful properties of RI are also demonstrated by
implementations in commonVSMpackages such as the Semantic Vectors Package (Widdows
and Ferraro, 2008) and the S-Space Package (Jurgens and Stevens, 2010). and extensions of the
basic method to new domains and problems (Jurgens and Stevens, 2009; Vasuki and Cohen,
2010). More recent studies exploit RI for diagnosis codes (Henriksson et al., 2011), Web user
clustering andWeb prefetching (Wan et al., 2012), and failure prediction (Fronza et al., 2013).

There are a few well-known algorithms for the dimension reduction of arrays; see Kolda
and Bader (2009) for a review (note that arrays are commonly referred to as tensors in the
literature cited here, but we use the term array to avoid confusion with the concept of tensor
fields inmetric spaces). In particular, the Tucker decomposition and the parallel factormodel
are commonly usedmethods, and there are some extensions of these two algorithms that are
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also commonly used. The Tucker decomposition (known also as N-mode PCA, N-mode SVD
etc.) is a form of a higher-order principal component analysis, which decomposes an array,
aijk..., according to the scheme

aijk... = ∑
α

∑
β

∑
γ

. . . gαβγ... aiαbjβckγ . . . , (11)

where gαβγ... is the core array and {aiα, bjβ, ckγ . . .} are factor matrices. The factor matrices are
usually taken to be orthogonal and can be thought of as the principal components in each
dimension of the array. The core array represents the interactions between the principal com-
ponents. Severalmethods for computing the Tucker decomposition have been developed; see
the review by Kolda and Bader (2009). The parallel factor decomposition is a special case of
the Tucker decomposition that occurs if the core array in Eq. (11) is superdiagonal. These
and other more recent methods (Zhao et al., 2013; Cichocki et al., 2014) are computationally
complex because the goal to find an “optimal” decomposition with constraints on the factor
matrices is non-trivial. Other examples include the two-dimensional singular value decom-
position (Ding and Ye, 2005), low-rank approximation of matrices (Ye, 2005), tensor subspace
analysis (He et al., 2005), and a generalized form of the singular value decomposition for ten-
sors (Drineas and Mahoney, 2007). These methods are either limited to 2nd-order arrays or
implicitly assume that the data is static.

5 Conclusions
RI is used in numerous applications in natural language processing. The possibility to rep-
resent data in a compact representation that can be quickly updated online is the major ad-
vantage of RI over other methods. In this paper we generalise the RI method from vectors
to arrays of arbitrary order and present simulation experiments of one- and two-way RI.
The software implementation (Sandin, 2011) used in the simulation experiments supports
N-way RI.

We find that the average accuracy of RI in terms of the number of correctly decoded fea-
tures does not depend significantly on the dimensionality of the index vectors, provided that
the dimensionality exceeds a critical threshold of about n = 103. Below that threshold the
average number of correctly decoded features decreases notably with decreasing dimension-
ality, but above that threshold the average is practically independent of dimensionality. The
standard deviation of the number of correctly decoded features depends significantly on the
dimensionality, and decreases with increasing dimensionality of the index vectors. A sim-
ilar behaviour of high-dimensional random projections is observed in a sparse distributed
memory model (Emruli et al., 2013; Emruli and Sandin, 2014). We find that the number of
non-zero trits in the index vectors, χD (= 2k), has an effect on the accuracy of RI. The accuracy
increases notably when increasing χD from two to four, but not much beyond χD = 8.

The simulation results show that conventional one-way RI is more accurate than two-
way RI. The benefit of two-way RI is that new features can be defined incrementally, with a
minimum impact on the storage space used. This property is interesting for the analysis of
streaming data (tensor streams), in particular when many occassional features exist in the
data that are not relevant in the analysis. RI is an approximate incremental dimension re-
duction method, which is computationally lightweight and suited for online processing of
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streaming data not feasible to analyze with other, more accurate methods (Sun et al., 2008).
For example, standard co-occurrence matrices in natural language processing applications
can be extended with temporal information (Jurgens and Stevens, 2009), linguistic relations
(Baroni and Lenci, 2010; Van de Cruys, 2009) and structural information in distributed repre-
sentations (Clark and Pulman, 2007; Yeung and Tsang, 2004). There have been few attempts
at extending traditional matrix-based natural language processing methods to higher-order
arrays due to the high computational cost involved. This is something thatmulti-dimensional
RI is likely to facilitate.
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A Indifference property of high-dimensional ternary vectors
The tendency of random vectors in high-dimensional spaces to be indifferent, meaning that
by chance they are unrelated (“nearly orthogonal”), is well known in the context of binary
vectors (Kanerva, 1988, 2009). Here we generalize that concept to ternary vectors {−1, 0, 1}n,
which are required for RI. These results were obtained in an attempt to derive bounds for the
decoding error, ε, in Eq. (7) and are presented here for future use.

Consider the binary space {0, 1}n of vectors with length n, which have equal probability
for the 0 and 1 states in each element. The distance, d, between two binary vectors can be
defined as the number of non-zero bits in the bit-wise exclusive or (XOR) of the vectors.
This distance is equivalent to the square of the Euclidean distance and it corresponds to the
number of bits that are different in the two vectors, which is known as theHamming distance.
The number of vectors in the space that are at a distance d from a specific vector is given by
the binomial coefficient

C(n, d) =
(

n
d

)
, (12)

because this is the number of different ways to choose (flip) d bits out of n. Therefore, the
number of vectors at a certain distance from a reference vector follows the binomial distribu-
tion with a probability of p = 1/2, which has a mean of n/2 and a variance of n/4.

At high values of n the binomial distribution can be approximated using a normal dis-
tribution. If a distribution is approximately normal, the proportion within z standard devi-
ations of the mean is erf(z/

√
2). This relationship implies that the distance distribution is

highly concentrated around the mean because the error function quickly approaches unity
with increasing z. For example, 99.7% of the distances are within three standard deviations
from themeandistance. Only one billionth (10−9) of the distances deviatemore than six stan-
dard deviations from the mean. The mean distance is n/2, and the standard deviation of the
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distance is
√

n/2. This implies that the mean distance is
√

n standard deviations, for exam-
ple, the mean distance is 31.6 standard deviations when n = 1000. A striking consequence
of this distribution of distances is that practically all of the vectors in a high-dimensional bi-
nary space are located at distances that are approximately n/2 from any specific vector in
the space.

In this work, we are interested in ternary vectors. Instead of bits that have two possi-
ble states, {0, 1}, we consider balanced trits that have three possible states {−1, 0, 1}. The
introduction of a third state that has negative sign is crucial because it enables the sparse
distributed coding of array elements in the states. This discussion concerns sparse ternary
vectors of length n with k positive (1) and k negative (−1) trits, where k � n/2. Note that
the index k in Section 2 is different from the symbol k defined here. The ternary space can
be visualized as a subset of an inner product space where orthogonality is defined by a van-
ishing dot product between two vectors. With this definition of orthogonality it follows that
an n-dimensional ternary space has at most n mutually orthogonal vectors. However, in a
high-dimensional space, there are manymore vectors that are indifferent. This result is anal-
ogous to the high probability of indifference between vectors in high-dimensional binary
space. The total number, N, of ternary vectors of length n that has k positive and k negative
elements is

N =

(
n
2k

)(
2k
k

)
=

(
n
k

)(
n − k

k

)
, (13)

because there are C(n, 2k) different ways to choose 2k non-zero trits and C(2k, k) different
ways to distribute the signs to the non-zero trits. The above alternative (second) definition
above can be interpreted in a similar way; there are C(n, k) different ways to choose the posi-
tive trits and C(n− k, k)ways to choose the negative trits, or vice versa. Howmany of these N
vectors are indifferent? The number of vectors that have an absolute value of the dot product,
d = |〈·, ·〉|, with respect to any reference vector is (see proof below)

N(n, k, d) �
(

n − 2k
2k − d

)(
2k − d

k

)(
k

k − d

)
× 3F2(−d,−k,−k; 1 + k − d, 1 + k − d; − 1), d ≤ k, n � k, (14)

where 3F2 is a generalized hypergeometric function (Olver et al., 2010). In the analysis leading
to this expression we assume that 0 ≤ d ≤ k because we are only interested in indifferent
vectors, and we assume that the vectors are sparse so that n � k. If we divide the number of
vectors, N(n, k, d), which has a specific value of d with respect to any reference vector, by the
total number of vectors in the space, N, the result is the relative size of the space as a function
of d. The relative size of the space is equivalent to the probability of randomly choosing a
vector from the space that has a dot product of ±d with respect to a reference vector

P(n, k; 〈·, ·〉 = ±d) � N−1N(n, k, d), d ≤ k, n � k. (15)

This result describes the probability for the randomly chosen vectors to be indifferent. The
numbers N and N(n, k, d) are extremely large (n is a high number). Therefore, for practical
purposes, we make a series expansion of factors involving n in the limit n → ∞. The result
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is

P(n, k; 〈·, ·〉 = ±d) � T
nd

d

∑
i=0

(k!)4

[(k − d + i)!]2 [(k − i)!]2 (d − i)! i!
, (16)

T = 1 − 8k2 + d2 + d − 8kd
2n

+
1
n2

[
2(1 − 2k)2k2 +

d4

8
+

(
5
12

− 2k
)

d3 +

(
10k2 − 4k +

3
8

)
d2

+

(
−16k3 + 10k2 − 2k +

1
12

)
d
]
+O(n−3), (17)

where the terms in T originate from the series expansion. The assumptions d ≤ k and n � k
are to be respected in applications of this result, which has not been presented elsewhere as
far as we know.

The following example illustrates the indifference property of high-dimensional ternary
vectors. Let n = 104 and k = 10, which are typical parameters used (Kanerva, 2010, 2009). It
follows from Eq. (15) that 96% of the space is orthogonal with respect to any reference vector,
and less than 4%of the space has a dot product of+1 or−1 (see Table 3). Only 7× 10−9 of the
space has a dot product with a magnitude greater than or equal to four, which corresponds
to approximately 20%non-zero trits in common. With 25% common trits (d = 5 and k = 10),
the relative size of the space is 2 × 10−11. Therefore, most of the space is approximately
orthogonal to any particular vector in the space. Analogously, the dot products of vectors that
are randomly sampled from the space are given by the probability Eq. (15). The probabilities
for n = 104 and some different values of k are illustrated in Figure 6.

A.1 Proof
Here we derive the relation used in Eq. (14). The total number, N, of ternary vectors of length
n that has k positive and k negative trits is

N =

(
n
2k

)(
2k
k

)
, (18)

because there are C(n, 2k) different ways to choose 2k non-zero trits and C(2k, k) different
ways to distribute the signs to the non-zero trits. How many of these N vectors have a dot
product that is nearly zero, i.e., how many of them are indifferent? Let d = |〈·, ·〉| be the
absolute value of the dot product between two vectors. For simplicity we restrict the analysis
to 0 ≤ d ≤ k, because we are interested in indifferent vectors only. This restriction does not
affect the accuracy of the result. We assume also that the vectors are sparse so that n � k.
Imagine a fixed reference vector that is picked at random from the space of N vectors. This
reference vector has k positive trits, k negative trits and n − 2k trits that are zero. The large
majority of vectors with 〈·, ·〉 = ±d with respect to this reference vector will have d trits that
coincideswith the 2k non-zero trits of the reference vector, and the remaining 2k− d non-zero
trits will be distributed among the n − 2k trits that are zero in the reference vector. There are
additional vectors with the same value of d, because cancellations of type 1+ 1− 1 = 1 result
from higher-order coincidences. The relative number of such vectors is insignificant and
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Figure 6: Indifference property of high-dimensional ternary vectors {−1, 0, 1}n. The
panel on the left-hand side shows the probability Eq. (15) for inner products of sparse
ternary vectors with length n = 104 and different numbers of non-zero trits, 2k. The
panel on the right-hand side shows the probability Eq. (15) for k = 10 and different
lengths of the ternary vectors, n. In both cases the horizontal scale is normalized to
the maximum value of the inner product, which is 2k. Probabilities for absolute values
of 〈·, ·〉 greater than 50% of the maximum are excluded, because Eq. (16) is valid only
for d ≤ k. For n = 104 and k = 4, which are the ternary vectors with a length of
ten thousand elements with four positive and four negative trits, the probability that
a randomly generated vector has an inner product of four with respect to a reference
vector is approximately 10−12. The probability of an inner product of minus four is also
approximately 10−12. Similarly, for n = 104 and k = 12 the probability of 50% overlap
(〈·, ·〉 = ±12) is approximately 10−30.

we therefore neglect them here. This simplification is justified with a numerical calculation
that is presented below. The selection of 2k − d non-zero trits out of n − 2k gives a factor
of C(n − 2k, 2k − d). Then remains the question how many possibilities there are to select
those 2k − d non-zero trits from the 2k non-zero trits in the reference vector, and how many
combinations that arise because of signs. These questions are not independent, because the
number of ways to choose 2k − d trits from 2k trits depends on the number of +1 trits that
are chosen, and the relative number of +1 trits that are chosen will affect also the number of
possible permutations. Accounting for these constraints the number of vectors is

N(n, k, d) �
(

n − 2k
2k − d

) k

∑
n+=k−d

(
k

n+

)(
k

2k − d − n+

)(
2k − d

n+

)
, d ≤ k, n � k, (19)

where n+ denotes the number of positive trits that are chosen from the 2k non-zero trits in
the reference vector. The number of negative trits chosen is n− = 2k − d − n+. The sum in
Eq. (19) arises because there are multiple choices for the number of positive trits to choose
from the reference vector. At most k positive trits can be chosen, i.e., all positive trits. The
lower limit of n+ = k − d corresponds to the maximum value for the number of negative
trits chosen, n− = k. The first factor in the sum, C(k, n+), accounts for the number of ways to
choose n+ positive trits from the k positive trits in the reference vector. Similarly, the second
factor accounts for the number of ways to choose n− negative trits from the k negative trits
in the reference vector. The last factor accounts for sign permutations when distributing the
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chosen trits to the 2k − d non-zero trits that are selected by the prefactor. If we divide the
number of vectors, N(n, k, d), that have a specific value of d with respect to any reference
vector, with the total number of vectors in the space, N, the result is the relative size of the
space as a function of d. The relative size of the space is equivalent to the probability of
randomly choosing a vector from the space that has a dot product of ±d with respect to the
reference vector. Since the number of positive and negative signs are fixed, the combinatorial
problem solved here has a hypergeometric character. The sum in Eq. (19) can be replaced
with a generalized hypergeometric function. The result of that substitution is presented in
Eq. (15).

Numerical results for the dot product between a reference vector and 1012 randomly cho-
sen ternary vectors are presented in Table 3. These numerical results confirm the analytical
result. Observe, however, that the accuracy of the analytical result is poor for low values of
n and high values of k, as indicated in the table. This is connected to the assumption that
n � k in the analysis above.
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Table 3: Indifference of vectors in the high-dimensional space {−1, 0, 1}n. Tabulated
here is the probability, P, in Eq. (16) for different values of the vector length, n, and
number of non-zero elements, 2k. These probabilities are to be compared with the cor-
responding probabilities obtained from explicit numerical simulations, Psim. Entries
marked with an asterisk demonstrate the effect of neglecting contributions to the in-
ner product arising from higher-order trit combinations (like 〈·, ·〉 = . . . + 1 × 1 . . . −
1 × 1 . . . + 1 × 1 . . . = 1) in the analysis leading to Eq. (16). The series expansion is
marginally applicable in the case n = 102 for low values of k, and n � k is violated for
high k.

n = 102 n = 103 n = 104

2k 〈·, ·〉 Psim P Psim P Psim P
4 0 8.5e-1 8.47e-1 9.8e-1 9.84e-1 ∼1.0 9.98e-1

±1 7.3e-2 7.29e-2 7.9e-3 7.93e-3 8.0e-4 7.99e-4
±2 2.0e-3 1.94e-3 2.0e-5 1.99e-5 2.0e-7 2.00e-7

8 0 5.5e-1 *5.17e-1 9.4e-1 9.38e-1 9.9e-1 9.94e-1
±1 1.9e-1 1.90e-1 3.0e-2 3.05e-2 3.2e-3 3.20e-3
±2 2.8e-2 2.74e-2 3.9e-4 3.86e-4 4.0e-6 3.99e-6
±3 2.0e-3 1.96e-3 2.4e-6 2.44e-6 2.5e-9 2.49e-9
±4 7.4e-5 7.42e-5 8.2e-9 8.22e-9 <10−10 8.3e-13

12 0 3.5e-1 – 8.7e-1 8.65e-1 9.9e-1 9.86e-1
±1 2.3e-1 – 6.4e-2 6.37e-2 7.1e-3 7.10e-3
±2 7.9e-2 – 2.0e-3 1.99e-3 2.2e-5 2.17e-5
±3 1.6e-2 – 3.4e-5 3.44e-5 3.7e-8 3.69e-8
±4 2.0e-3 – 3.6e-7 3.64e-7 <10−10 3.8e-11

16 0 2.5e-1 – 7.8e-1 *7.73e-1 9.7e-1 9.75e-1
±1 2.0e-1 – 1.0e-1 1.02e-1 1.3e-2 1.25e-2
±2 1.1e-1 – 5.9e-3 5.94e-3 7.1e-5 7.09e-5
±3 4.3e-2 – 2.0e-4 2.01e-4 2.3e-7 2.34e-7
±4 1.1e-2 – 4.4e-6 4.44e-6 4.9e-10 5.0e-10

20 0 2.0e-1 – 6.9e-1 *6.72e-1 9.6e-1 9.61e-1
±1 1.8e-1 – 1.4e-1 1.39e-1 1.9e-2 1.93e-2
±2 1.2e-1 – 1.3e-2 1.31e-2 1.8e-4 1.75e-4
±3 6.5e-2 – 7.4e-4 7.36e-4 9.6e-7 9.55e-7
±4 2.7e-2 – 2.8e-5 2.78e-5 3.5e-9 3.49e-9
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