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Abstract

Wireless networks have become a common means of communication, and their
popularity continues to rise as they enable communication in locations and set-
tings where it was previously unfeasible. While promising many advantages,
these networks also pose new challenges. The limited radio coverage, unreli-
able nature of the wireless channel, and mobility of network nodes can lead to
frequent disruption of communication links, dynamic network topology, vari-
able bandwidth availability, and high channel error rates. These challenges seek
novel solutions to allow a growing number of wireless, mobile users to run ap-
plications and avail network services in ways similar to that in wired networks.
This thesis makes contributions to three research areas related to wireless and
disruption tolerant networks: (1) routing and forwarding to enable disruption
tolerant communication in intermittently connected networks, (2) analysis of
properties of human mobility and their effect on network protocols in disrup-
tion tolerant networks, and (3) quality of service mechanisms for wireless and
mobile networks.

In intermittently connected networks, there may rarely or never exist a fully
connected path between a source and destination. This invalidates the basic
assumption of end-to-end communication prevalent in the Internet and renders
traditional routing protocols impractical. We propose PRoPHET, a novel rout-
ing protocol for intermittently connected networks. PRoPHET takes advantage
of the mobility of nodes, and the predictability of that mobility for routing. The
protocol and various forwarding strategies and queueing policies are studied in
detail. The benefits of PRoPHET are evident on comparing its performance
with contemporary work.

Communication in intermittently connected and disruption tolerant net-
works is often highly dependent on the mobility of the nodes in the network.
Thus, it is important to have good understanding of basic properties of user
mobility in order to design network protocols that can operate under those con-
ditions. Using real-life traces, we characterize human mobility patterns and
their impact on forwarding algorithms in mobile networks with and without
infrastructure.

Finally, the thesis presents our work on two different aspects of quality of
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iv Abstract

service in wireless and mobile networks. We evaluate four mechanisms for pro-
viding service differentiation in a wireless LAN, and give recommendations on
their use in different scenarios. We propose a novel admission control scheme
for mobile ad hoc networks, which is able to better cope with high mobility in
the network compared to previous solutions.
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Preface

This work has been carried out during more than five years at Lule̊a University
of Technology. I started working at the Division of Computer Networking in
August 2000. I started there to write my Master of Science thesis together with
Andreas Almquist, under the supervision of Dr. Olov Schelén. We worked on
Quality of Service in Wireless LANs; work that besides our Master’s thesis also
resulted in a first publication as early as the summer of 2001. That summer, I
was also accepted as a Ph.D. student at the division (which later merged with the
Division of Computer Science, and that now has undergone yet another change
by being split up, and me joining the Division of Systems and Interaction) with
Olov as my supervisor.

The work on QoS in wireless LANs continued, and resulted in two more
publications, the final one included in this thesis as Paper 6. I also started to
look at routing in ad hoc networks, and in particular, the concept we called
“infrastructured ad hoc networks”. This eventually lead to a publication which
is not included in the thesis.

In the beginning of 2002, Avri Doria came to the division as a guest re-
searcher. She introduced me to a problem she had been thinking about that
involved the Sámi community of reindeer herders and networking. The project
intrigued me, so I began looking at the routing aspects of that project with her.
The papers in part I of this thesis are the result of our collaboration, and the
continued work in that area.

In the fall of 2003, I finished my licentiate thesis and received my Licentiate
of Engineering degree. After getting my licentiate, I spent six very interesting
and rewarding months during the spring of 2004 at University of California,
Santa Barbara, visiting Professor Elizabeth Belding-Royer and the MOMENT
research group. My stay at UCSB is one of the highlights of my time as a Ph.D.
student, and I got many invaluable experiences, and made many new friends
during my time there. During this time, I made some collaborative work with
Professor Belding-Royer, which resulted in a paper on admission control in ad
hoc networks included in this thesis as Paper 7.

While I was in Santa Barbara, Dr. Kaustubh S. Phanse was employed at
the division, and joined Olov as one of my supervisors, along with Professor Per
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Gunningberg from Uppsala University who had been my assistant supervisor for
a while. Kaustubh became the person who I discussed most of the day-to-day
issues with, and our work together lead to Paper 2.

Thanks to the efforts and contacts of Per Gunningberg, I had the opportunity
to once more go abroad when I visited Intel Research Cambridge during the fall
of 2005, working with Christophe Diot and James Scott in the Haggle project.
The work I did while in Cambridge have led to the two papers that make up
part II of this thesis.
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1 Introduction

Wireless networks have many advantages over wired networks. They offer flex-
ibility by allowing users to access the network from a variety of locations, and
also while users are mobile. In areas where deployment of wired infrastructure
is prohibitively expensive, e.g., in rural areas and in poor and developing coun-
tries, wireless networks provide a cost-effective alternative for communication.
In hostile environments such as disaster sites and battlegrounds, wireless com-
munication is often the only feasible solution as it is physically difficult to deploy
and ensure the continued operation of infrastructure.

Over the past decade, wireless networks have become more and more com-
mon. Technological advances have taken wireless technologies from being ex-
pensive, having low capacity, and being cumbersome to deploy, to being cheap
and simple to deploy with capacity close to that of wired networks. Mobile
phones are becoming a ubiquitous part of every-day life, and in certain parts of
the world they are now more common than their wired counterparts. A variety
of portable computers and consumer electronics can now be equipped with a
range of wireless technologies such as IEEE 802.11 [8, 156], Bluetooth [64], and
IEEE 802.15.4 [19,47,67,120] (ZigBee).

While wireless and mobile networks create many opportunities for computer
communication, they also pose new challenges: frequent disconnections, lim-
ited bandwidth, long delays, and high bit-error rates. Most of the networking
protocols that are widely used today, e.g., the TCP/IP protocol suite, were de-
signed with wired networks in mind; fixed network topology, reliable links, and
continuous end-to-end connectivity were the implicit assumptions. The funda-
mental differences between wired and wireless mobile networks render many of
the traditional network protocols impractical [48,159].

2 Research Challenges and Main Contributions

This thesis studies three different aspects of wireless and mobile networks. The
specific research problems we address are as follows:

Routing and Forwarding in Disruption Tolerant Networks.
Wireless mobile networks may suffer from intermittent connectivity for
various reasons: limited radio coverage of base stations, mobility of nodes,
sparse network density, and harsh radio channel conditions. In these cir-
cumstances, a contemporaneous end-to-end path between source and des-
tination nodes may never exist, rendering traditional routing protocols and
forwarding mechanisms incapable of delivering packets to the destination.
This leads us to our first research problem:

How can we route and forward packets in intermittently connected net-
works in an effective and efficient manner?

In particular, we focus on leveraging non-random user mobility patterns
for this purpose.
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Properties of Human Mobility and Contacts.
To leverage mobility of nodes for routing and forwarding in mobile net-
works, it is important to understand how network nodes move and the
resulting properties, e.g., connectivity patterns, that arise from node mo-
bility. Further, understanding the relation between node mobility and
placement of communication infrastructure, for example, base stations,
may aid network design and help improve network performance. This mo-
tivates the second research problem considered in this thesis, where we
aim to answer the following questions:

Can the introduction of infrastructure into an intermittently connected
network change the properties of contact patterns between nodes and in-
fluence routing and forwarding?

How can an experiment be set up to measure mobility of a large group of
people by logging their contacts with each other as well as with stationary
devices?

What kind of contact patterns will a stationary node in the centre of a city
experience, and how can this be used to improve performance for users in
the network?

Quality of Service in Wireless and Mobile Networks.
Channel capacity is often a scarce resource in wireless networks. As the
number of nodes in a network grows, there will be contention among the
nodes for the available channel capacity. Service differentiation is the key
to provide acceptable performance to a heterogeneous mix of applications
with different QoS requirements. It is also vital to perform admission con-
trol to the network to ensure that the network does not become overloaded,
resulting in performance degradations.

In the research in this area, we aim to answer the following questions:

Which is the best method for providing quality of service in IEEE 802.11
networks in different application scenarios?

How should an admission control scheme for mobile ad hoc networks be
designed to be able to cope with high mobility and still maintain as good
quality of service as possible?

The significant scientific contributions of this thesis are:

• Proposal of PRoPHET, a novel routing protocol for intermittently con-
nected networks, including a detailed specification of the protocol for use
in implementations.

• Proposal of various forwarding and queue management strategies for use
in intermittently connected networks.

• New insights into methodologies for collecting and analyzing user mobility
traces.
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• Evaluation of QoS schemes for IEEE 802.11 networks.

• Proposal of MACMAN, an admission control scheme for mobile ad hoc
networks.

3 Background

This section presents some background to the different areas that are dealt with
in this thesis.

3.1 Wireless Local Area Networks (WLANs)

Wireless Local Area Networks (WLANs) provide a good tradeoff between the
flexibility of wireless networks, and the capacity of wired networks (e.g., IEEE
802.11 WLANS are capable of data rates of up to 54 Mbit/s at a competitive
price). As a result, wireless LANs have become the popular choice of wireless
access for many settings. Wireless LANs are deployed at many sites such as
university campuses, corporate offices, coffee shops, and airports, and it is ex-
pected that the number of installations of these networks will increase to cover
even larger areas. As hardware prices have recently dropped drastically for both
end-host WLAN adaptors and infrastructure equipment, the future growth of
WLAN deployments can be expected to be even more rapid. Currently, the
IEEE 802.11 standard [156] (commonly known as “WiFi”) with its extensions
is the dominant technology used in this kind of network. Other competing
technologies have been proposed [74,75], but have not succeeded as well.

Another factor that has been paramount in the success of the IEEE 802.11
technology is that it operates in the license free ISM (Industry, Science and
Medical) frequency band at 2.4GHz and in the 5GHz frequency band. The
use of these un-regulated frequency bands allows anyone to deploy and operate
an IEEE 802.11 network without the need for special permits. The spectrum
being unlicensed is however not only beneficial, but also causes problems. IEEE
802.11 has to co-exist with other networking technologies such as Bluetooth, as
well as appliances, such as microwave ovens, in the ISM frequency band. This
means that IEEE 802.11 devices may suffer from interference from those other
technologies, which could cause performance to degrade.

IEEE 802.11 networks can be run in two modes, ad hoc mode or infrastruc-
ture mode. The infrastructure mode is by far the most commonly used mode,
in which an access point (AP) is present. In this mode, wireless nodes associate
with the closest access point (or, if several access points exist that provide ac-
cess to different networks, the access point of their choice), and all their traffic
goes through the associated access point, even if the data is destined for another
node within wireless communication range. While there exist uses for stand-
alone access points [54], users most commonly connect to an access point to (as
the name suggests) gain access to the Internet or some other network.

In ad hoc mode, nodes communicate directly with other nodes within trans-
mission range, allowing two nodes to communicate even if no infrastructure is
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present. In the following section, we will see how an ad hoc routing protocol
can be used to allow nodes to cooperate and forward packets for other nodes
enabling communication between two nodes that cannot communicate directly.

3.2 Ad hoc Networks

An ad hoc network is a wireless network where no fixed infrastructure is in
place. Nodes in an ad hoc network communicate directly with the other nodes
when possible. Communication between nodes that are not within transmission
range is made possible by other nodes in the network taking part in the routing
and forwarding of packets. This means that each node can act both as an
end-host as well as a router in the network. Nodes in an ad hoc network may
also be mobile. Thus, these networks are characterized by properties different
from those of wired networks. Error-rates can be high, and topology changes
in the network can be frequent. This renders most traditional routing protocols
impractical for ad hoc networks.

Many routing protocols designed specifically for ad hoc networks have been
developed, for example [7, 26, 34, 68, 83, 123, 127–129, 137, 148]. Ad hoc routing
protocols can be broadly classified into two types, proactive and reactive. The
following sections will discuss these main two types of protocols, as well as some
other possible design choices for routing in ad hoc networks.

3.2.1 Proactive Routing Protocols

Proactive routing protocols such as the Destination Sequence Distance Vector
(DSDV) routing protocol [128], Optimized Link State Routing (OLSR) [33,34],
and the Topology Broadcast based on Reverse-Path Forwarding (TBRPF) rout-
ing protocol [7,121] are similar to the routing protocols used in wired networks
in that they try to always maintain entries in their routing tables for all possi-
ble destinations in the network. This approach works well at low mobility, and
allows packet transmission to occur as soon as a data packet is generated by the
application since the route to the destination is known. However, since nodes
in an ad hoc network are mobile, topology changes can be frequent, generating
lots of control traffic for maintaining routing tables.

3.2.2 Reactive Routing Protocols

On the other hand, reactive protocols such as the Dynamic MANET On-demand
routing protocol (DYMO) [26], Ad-hoc On-demand Distance Vector (AODV)
[127, 129], Dynamic Source Routing (DSR) [83], and the Temporally Ordered
Routing Algorithm (TORA) [123] try to reduce the amount of control traffic
required, by only determining routes on-demand. This means that nodes do not
acquire a route to a certain destination until the need for it arises (i.e., when
some application wants to send data to that destination). A route discovery
process is then initiated to find a route to the destination. This approach
reduces the amount of control traffic required, but can incur an extra delay due
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to route discovery, if no route is currently known when a data packet is to be
sent.

3.2.3 Other Types of Routing Protocols

The two main types of protocols can also be combined into a hybrid proto-
col such as the Zone Routing Protocol (ZRP) [68]. Hybrid protocols perform
proactive route maintenance in a local region, but use a reactive route discovery
process to find routes to destinations further away. Several other hierarchi-
cal routing schemes (e.g. Core-Extraction Distributed Ad hoc Routing [148]
(CEDAR)) have also been proposed to reduce control traffic overhead.

Most of the available ad hoc routing protocols take the traditional approach
when selecting among several paths, and try to find the shortest path between
source and destination. In many cases, this is probably the most favorable
path to choose, but there also exist routing protocols that take other aspects
into account such as link stability [157], load balancing [71, 95], and power
consumption [28,42,61,147]. This is usually done in order to choose routes that
remain stable longer, provide fairness in the forwarding responsibilities among
the nodes, or to maximize the lifetime of the network.

3.2.4 Internet Engineering Task Force MANET Working Group

The Internet Engineering Task Force [70] (IETF) is the standardization body
that creates and maintains standards for the Internet and related areas. In the
Mobile Ad hoc Networks (MANET) working group of the IETF, work is being
done on the standardization of ad hoc routing protocols [36]. The work in this
group has been ongoing for several years, and three protocols have been pub-
lished as Experimental RFCs1: AODV [127], OLSR [33], and TBRPF [121], and
a fourth, DSR [83], is still in process. The group has now entered a new phase,
where it will use the experiences from the work on these previous protocols
to create two new routing protocols, one proactive and one reactive. Previous
protocols have all have been created by individual groups of researchers or en-
gineers and submitted into the IETF process. The new protocols will be the
joint product of the people involved in the group; the goal is to create IETF
standards.

3.3 Delay and Disruption Tolerant Networks

An ad hoc network can be considered a rather harsh networking environment,
but routing in in such networks is still based on the assumption of end-to-end
connectivity. There are however still many more extreme scenarios. Consider
the case where end-to-end delays can be several minutes, or even hours, which is
much longer than protocols such as TCP can handle, or where a fully connected

1RFCs (Request For Comments) are the documents published by the IETF that describes
standards. An Experimental RFC describes a protocol that is not yet mature enough to
become a standard, or where there are some other reason to not standardize it.
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end-to-end path through the network rarely, or never, exists between two entities
wishing to communicate. Such communication networks are commonly grouped
as delay and disruption tolerant networks (DTN). Some examples of DTNs are
as follows.

Deep Space Communication Communicating from Earth to space craft on
missions, or future bases further out in the solar system pose new chal-
lenges [131]. For example, due to the long distance and the propagation
speed of radio waves, the round-trip time from Earth to Mars is between
8 and 40 minutes, depending on the orbital positions of the planets. Fur-
ther, when communicating with a satellite orbiting Mars, there will also be
frequent periods of disconnection when the satellite is behind the planet,
which then effectively blocks all radio waves. Thus, all communication
must be carefully scheduled to avoid transmitting large amounts of data
only to discover one (very long) round-trip time later that the receiver was
in radio shadow behind the planet.

Remote/Indigenous Communities Communication between villages of the
reindeer herding population in the north of Sweden suffer from lack of in-
frastructure such as wired network access, and other means of networking
(GSM, satellite, etc) are either unavailable, intermittent, or too expensive
to be viable [41, 150]. Through the use of community gateways, and mo-
bile relays, it is possible to use the existing infrastructure of vehicles and
human mobility to provide connectivity between remote and more popu-
lated areas. Similar problems exist among other indigenous populations
and populations in developing countries [126].

Sensor Networking In sensor networks, a large number of sensors is often
deployed to achieve a high degree of redundancy. However, in certain
sensor network scenarios it might be possible or desirable to deploy only
a smaller number of sensors, to only have a limited subset of the sensors
active at any given time to conserve energy, or sensors may be mobile.
Despite this, it is required that data from all sensors be collected even
though the network might never be fully connected. Examples of such
scenarios include collection of oceanographic data from tags attached to
seals [12] or whales [149] in the ocean, or from zebras [85] on the African
savanna.

Networks such as the ones described above, violate some of the fundamental
assumptions required for the operation of conventional network protocols such as
the TCP/IP protocol suite [45]. Unless a fully connected path exists, traditional
routing protocols cannot correctly route IP packets to their destination, and
TCP cannot set up a connection between two hosts. TCP will also experience
poor performance if round-trip times are as high as they can be in the networks
just described. Thus, there is a need for architectures and protocols that are
suitable for these kinds of networks.

Work is going on to define an architecture suitable for such networks (see
Sect. 3.3.1), and the area has attracted much attention within the research
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community in recent years. Several different applications and routing protocols
have been proposed for operation in various forms of delay tolerant networks.

3.3.1 The Delay Tolerant Networking (DTN) Architecture

Severe violations of the fundamental requirements for the TCP/IP suite like
the ones mentioned above were first noticed in the context of deep space com-
munication. This led to the creation of the InterPlanetary Networking Special
Interest Group (IPNSIG) [78] within the Internet Society. This group considered
a network architecture to enable communication in such environments. How-
ever, it was realized that the architecture developed was not only applicable to
interplanetary networking, but also to several terrestrial scenarios. This effort
finally converged into the Delay Tolerant Networking (DTN) architecture [22].
Within the Internet Research Task Force (IRTF), the Delay Tolerant Network-
ing Research Group (DTNRG) was established to work on developing the DTN
architecture and supporting technologies [43].

While a fair amount of effort have been put into defining the DTN architec-
ture, algorithms for routing in various DTN scenarios is still an open research
issue. More and more research is being done on routing algorithms in general,
but there has been few efforts to thoroughly design and specify protocols that
can be easily implemented and integrated with the DTN architecture.

3.4 Quality of Service

Traditionally, the Internet has offered one single level of service known as the
best-effort service to all traffic in the network. In a best-effort model, all traffic
flows share the link bandwidth on equal terms, and the quality of service (QoS)
that a flow can get depends on the current traffic load on the links used, the
round trip time of the end-to-end path used by the flow, and other network
properties. This type of service was sufficient for most applications that were
common when the Internet protocols were designed (such as email, and even
for relatively recent services such as the World Wide Web). Since then, many
new killer applications have emerged that are inelastic (i.e., they cannot easily
adapt their data rate to changing network conditions) and expect better ser-
vice guarantees, for example: Internet telephony, video conferencing, audio and
video streaming. To enable the users to use these multimedia applications with
satisfactory performance even when network resources are scarce, some form of
quality of service provisioning scheme must be used. Such QoS schemes can be
used to differentiate between traffic flows to give higher priority to one traffic
flow over another, to perform admission control to ensure that only a certain
number of flows are allowed to use a certain type of service, or a combination
of both.

Within the IETF, work has been done on defining quality of service architec-
tures. The two different architectures are Integrated Services [13] (IntServ) and
Differentiated Services [11] (DiffServ). In IntServ, admission control and traffic
flow prioritization is done in the routers in the network for individual flows.



10 Routing and Quality of Service in Wireless and Disruption
Tolerant Networks

The resource reservation protocol RSVP [14] is used to set up the state in the
network for the reservations required by the flows. Since this architecture re-
quires per-flow state to be stored in the routers in the network, this can quickly
become a scalability problem as the number of flows grows (this is especially a
problem in back-bone routers). The DiffServ framework is designed to be more
scalable than IntServ. Instead of keeping per-flow states and setting up explicit
reservations through the network, DiffServ routers support a small number of
service classes. A small label is added to the headers of IP packets (re-using a
field that was not previously well used) which is used by routers to determine
which service class the packet belongs to. This is then used to provide service
differentiation. In this architecture it is vital that there are mechanisms in place
at the edges of the network to ensure that packets are labeled properly to ensure
that no more traffic than can be supported is allowed in any service class [142].

Given the proliferation of wireless networks, it was natural for users to expect
similar QoS support when accessing services over a wireless link, and even when
users are mobile. Section 7 discusses in more details the special requirements
for providing quality of service in wireless and mobile networks.

4 Thesis Organization and Overview

This thesis is divided into three parts. The first part consists of three papers
and deals with routing and forwarding in intermittently connected networks.
The second part consists of two papers that look into properties of human mo-
bility and contacts that arise from human mobility. Understanding these issues
is essential to the proper design and evaluation of protocols for the networks
introduced in part one. The final part of the thesis consists of two papers that
investigate two different aspects of quality of service in wireless and mobile net-
works. The following sections will give an introduction to the different parts of
the thesis, and also outline my contributions to the research community within
those areas. I also discuss what has happened since my work in the area and
the current state of the research. After discussing the main parts of the thesis,
I will outline some directions for future research on the topics of the thesis and
conclude.

5 Part I – Routing in Intermittently Connected
Networks

In the first part of this thesis, we study routing in intermittently connected net-
works, and propose how routing and forwarding can be done effectively and effi-
ciently by making use of the non-random properties of contact patterns among
users. In intermittently connected networks (also known as disruption tolerant
networks), disconnections are so frequent that there may never exist a fully
connected path through the network between a source and a destination that
wish to communicate. To enable eventual message delivery in such networks,
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the mobility of nodes together with a transitive propagation of messages in a
store-and-forward manner must be relied upon as shown in Fig. 1. This means
that nodes may have to buffer messages for other nodes for a long time. When
a node encounter a potential message carrier, it transfers relevant messages to
the carrier. This continues until the message eventually reaches its destination.
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Figure 1: Transitive communication. A message (shown in the figure by the
node carrying the message being blue) is passed from node A to node D via
nodes B and C through the mobility of nodes.

One of the first protocols proposed to solve the routing problem in an in-
termittently connected network was Epidemic Routing [161]. In this routing
protocol, a message is modeled as a disease that should be spread to the pop-
ulation of all nodes in the networks, thus also reaching its destination. Nodes
achieve this by exchanging all messages they carry with all other nodes they
encounter, effectively flooding the messages through the network. If resources
such as buffer space and bandwidth were unlimited, this approach would yield
optimal performance as it would ensure that the path to the destination with the
shortest possible delay would be used. However, since such resources are gener-
ally limited, or even rather scarce (in such cases, the performance of Epidemic
Routing will degrade), it is necessary to define a protocol that can provide good
performance in terms of metrics such as end-to-end delay and message delivery
rate, while being resource-efficient.

Over the past years, a number of of routing protocols similar to Epidemic
Routing have been proposed. Beaufour et al. [6] present a two-tier commu-
nication model similar to Epidemic Routing for data dissemination in sensor
networks. In this model, the goal is to disseminate data from a large number
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of stationary sensors (such as weather stations) through the network. This is
done through the mobility of nodes which will update their contents whenever in
contact with a stationary node. However, the mobile nodes do not communicate
among themselves. A similar proposal is the Pollen network proposed by Glance
et al. [57]. In addition to messages that are epidemically spread among mobile
nodes, it is possible to have a centralized entity (a “hive”) with which mobile
nodes can synchronize their data. The hive can also aid in making more intelli-
gent routing decisions by predicting the mobility patterns of nodes. Small and
Haas [149] present a networking model they call the Shared Wireless Infostation
Model (SWIM). Nodes cooperate in conveying information from the network to
(possibly mobile) infostations that collect this data. To reduce overhead, nodes
only exchange messages with other nodes with a certain, configurable, prob-
ability. The authors also identify an application for this in the collection of
oceanographic data with the use of sensors attached to whales. Musolesi et
al. revisit the theories of epidemiology to propose a modified version of Epi-
demic Routing [116]. This new protocol has more efficient resource utilization
and allows for a tradeoff between reliability and resource consumption of the
protocol.

Other proposals have taken on more drastic approaches, including proac-
tively changing the mobility of the nodes in the network. Li and Rus [98]
propose a solution where nodes actively change their trajectories to create con-
nected paths to accommodate the data transmission. A related solution is the
Message Ferrying architecture proposed by Zhao, Ammar, and Zegura [172].
In this approach there exist special nodes, message ferries, whose task it is to
facilitate data transfer in the network. These message ferries are either nodes
that follow a predetermined pattern (such as a bus), requiring the mobile nodes
to move to the path of the ferry to send and receive messages, or nodes that
can be summoned to come to the location of the mobile node and pick up a
message (this requires some form of out of band signaling to make the message
ferry aware that there is data available to fetch), and then deliver it to its desti-
nation (possibly through the help of other message ferries). Architectures that
require nodes to change their mobility in order to facilitate communication in
the system will have certain constraints on the applicability to general commu-
nication scenarios. In military applications, robotic sensor networks, and other
systems in which all participating nodes have a common goal which the com-
munication helps achieve, it is likely that the nodes will move as required by
the network. In many other scenarios, it will be necessary to give intermediate
nodes the incentive to change their mobility for the benefits of others. On the
other hand, in a situation where the Message Ferrying architecture is in use,
the source and destination may very well be willing to move to the path of the
ferry for communication as they possibly have something to gain from it.

Another approach is the use of utility-based routing protocols that estimate
the best possible node for forwarding messages. The PRoPHET routing pro-
tocol that is being proposed in Part I of this thesis falls into this category of
protocols. Chen and Murphy propose a protocol called Disconnected Transitive
Communication (DTC) [30]. It utilizes an application-tunable utility function to
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locate the node in the cluster of currently connected nodes that is best suited to
carry messages for a certain destination, based on the needs of the application.
Musolesi et al. present Context-Aware Routing (CAR) [114], a routing proto-
col for intermittently connected ad hoc networks. The protocol is capable of
achieving good performance in relatively well-connected networks, but can also
cope with disconnections in the network. The protocol uses a Kalman filtering
technique to determine where to send a message in case of network disruptions.

The DAKNet [126] system strive to provide Internet connectivity to remote
villages in developing countries. Fixed Internet kiosks are deployed in the vil-
lages, and all data transport is performed by buses or motorcycles that have
periodic scheduled paths that they follow regularly. A similar project is the
Saami Network Connectivity project [41, 150] in which Internet connectivity is
provided to the semi-nomadic reindeer herding Saami people. In this architec-
ture, the end-users can be located behind community gateways, and the mobility
of helicopters, other vehicles, and hikers can be used to transport data.

While some of the protocols described above provide a general communica-
tion platform, many of them are also custom made for their specific applications.
In my work, I have attempted to create a communication system that is general
enough to be used for most applications in intermittently connected networks,
and that can be integrated with current standardization efforts.

5.1 Summary of Papers

5.1.1 Paper 1 – Probabilistic Routing in Intermittently Connected
Networks

Paper 1 is the first paper in which we address routing in disruption tolerant net-
works and propose a new routing protocol. Previous work in this area include
solutions such as Epidemic Routing, in which messages are flooded through the
network. This is not very resource efficient, and when resources are constrained,
the performance of the network deteriorates. In previous approaches, no consid-
eration is taken of the properties of the mobility of the nodes, and it is assumed
to be random. In real life, this is usually unrealistic. For example, mobile de-
vices are likely to be carried by humans, or be attached to some vehicle following
human mobility patterns. This mobility is likely to follow certain patterns; for
example, if two nodes have met frequently in the past, they are more likely
to meet again in the future than two nodes that never have met before. We
wanted to make use of this observation and allow the routing protocol to make
smarter and more efficient decisions on how to forward messages in the network.
We propose a Probabilistic Routing Protocol using History of Encounters and
Transitivity (PRoPHET), in which each node calculates a metric called delivery
predictability for each destination in the network. This metric reflects how good
this node is as a forwarder for messages destined to a particular node. The
delivery predictability is then used when making decisions on which messages
to forward when two nodes meet.

The calculation of the delivery predictability at a node has three parts:
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1. Whenever another node is encountered, the delivery predictability of the
node encountered is increased. Thus, nodes that meet often have high
delivery predictability values for each other.

2. If node A frequently encounters node B, and node B frequently encounters
node C, then node C probably is a good node to forward messages des-
tined for node A. Therefore, nodes that meet also exchange their tables of
delivery predictability values, and increase their own values for nodes that
the encountered node knows of. In other words, the delivery predictability
is also calculated in a transitive manner.

3. Delivery predictability values are periodically aged so that they eventually
fade away for nodes that are not encountered in a long time.

Using simulations, we evaluate both routing protocols in two different sce-
narios, one with random waypoint mobility, and one using a community mobility
model which is defined in the paper to better reflect a possible mobility behavior
of communities of people. We show that PRoPHET is able to outperform the
Epidemic Routing protocol with regards to delivery rate, end-to-end delay, and
protocol overhead in the simulated settings.

5.1.2 Paper 2 – Evaluation of Queueing Policies and Forwarding
Strategies for Routing in Intermittently Connected Networks

In an intermittently connected network, messages may have to be buffered in
the network for long times. When resources are constrained, nodes may have to
decide which messages to drop if buffers get full, or choose which messages to
forward to make best use of the available bandwidth. In Paper 2, we continue
our work on PRoPHET, and focus on the possibility to use different forwarding
strategies and queueing policies in the protocol.

We propose a number of forwarding strategies and queueing policies, and
evaluate the effect they have on the performance of the protocol. Using the
simulator developed for Paper 1 and similar simulation settings as in that paper,
we show that the choice of queueing policies and forwarding strategies have a
large impact on the performance. By choosing appropriate forwarding strategies
and queueing policies, the throughput of the network can be increased while
average delays as well as the protocol overhead per delivered message go down.

In this paper we could also more conclusively show the benefits of PRoPHET
over Epidemic Routing and show that the improvements achieved by PRoPHET
is not only due to the transmission of fewer messages. We included a random
pruning version of Epidemic Routing in the evaluations, and PRoPHET was
superior to that in all aspects.
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5.1.3 Paper 3 – PRoPHET Protocol Specification – Probabilis-
tic Routing in Intermittently Connected Networks (draft-
lindgren-prophet-03.txt)

The algorithm behind PRoPHET was presented in Paper 1. However, to be able
to implement the protocol on a real system, it is necessary to thoroughly specify
how the protocol should operate in every situation, what format messages should
use, how the interface to surrounding modules should look like, and other details.
Paper 3 contains the technical protocol specification of PRoPHET and should
be used as a reference by anyone trying to implement the protocol or trying to
get an in-depth understanding of how the protocol works. This specification has
been published as an Internet Draft in the Delay Tolerant Networking Research
Group, and a reformatted version of it is included in the thesis.

5.2 My Contributions and My Impact on the Community

I am the main author of all papers in this part of the thesis. The design of
the PRoPHET algorithm as presented in Paper 1 came up through discussions
mainly between me and Avri Doria, and all simulations were performed by me.
When PRoPHET was first proposed, it was one of the first contributions in this
research area, and it was novel with its use of the delivery predictability. In
Paper 2, I proposed the different queueing policies and forwarding strategies,
and here also performed all the simulations and the main part of the analysis.
Our paper was the first, and to the extent of our knowledge still the only one,
that explicitly studies the impact of the selection of these mechanisms. The
results from the analysis in this paper should also be possible to use when
selecting forwarding and buffer management schemes for other protocols in the
area.

The specification of PRoPHET that is included in this thesis as Paper 3 has
also been published as an Internet Draft and submitted to the IRTF DTNRG.
Over the last year I have participated in DTNRG meetings and worked to
introduce PRoPHET to the group and to get the protocol integrated with the
work being done there. This work has given me insight into the workings of the
DTN research community and provided valuable contacts within the community.

A few different implementations of PRoPHET exist. The first implementa-
tion was a conceptual simulator implementation that I created for the evalua-
tions in Paper 1 and Paper 2. This implementation focuses on the main charac-
teristics of the routing algorithm and does not include more low-level operational
details. During the spring of 2005, I was the co-supervisor of a student project
that implemented PRoPHET on the Lego MindStorms platform [90]. This was
a very successful project, which resulted in an implementation that runs on
Lego robots and is useful for demonstrating the protocol. This implementation
was showcased with great success at the demo session of the MobiCom 2005
international conference, allowing us to create good visibility for the protocol.
There is also an implementation of PRoPHET for the OMNeT++ simulator



16 Routing and Quality of Service in Wireless and Disruption
Tolerant Networks

available2. This implementation is fully compliant with the PRoPHET specifi-
cation presented in Paper 3. Finally, a prototype implementation that should be
run on real systems is under development. Real-life tests of this implementation
will be run at the campus of Lule̊a University of Technology, followed by field
tests in the Laponia area during the summer of 2006. The field tests will be run
in conjunction with the target user group of the Sámi Network Connectivity
(SNC) project, in which I have been active to develop the protocol. The SNC
project wants to establish Internet communications for the Sámi population of
reindeer herders, who live in remote areas, and relocate their base in accordance
with a yearly cycle dictated by the natural behavior of reindeer. This popula-
tion currently does not have reliable wired, wireless or satellite communication
capabilities in major areas within which they work and live (or would prefer
to stay if possible). Thus, a solution based on relay based routing with PRo-
PHET along with other DTN related gateways on the application layer is being
developed for the community.

The papers describing and evaluating PRoPHET have been cited by a large
number of papers (e.g., [16, 17, 50, 55, 56, 65, 81, 84, 86, 96, 109, 114, 136, 143, 146,
153, 154, 165, 168, 169]), and are recommended reading in computer network-
ing courses at University of California, Santa Barbara, Helsinki University of
Technology, University of Kansas, University of Waterloo, University College
London, Molde University College, Academia Sinica, Humboldt-Universität zu
Berlin, and University of Missouri-Rolla.

5.3 Current Status

When I started working in this area, this was still a very new field of re-
search, and only a few simple routing protocols such as Epidemic Routing [161]
existed, and most networking researchers had never heard of a delay toler-
ant network. Over the last couple of years, there has been a tremendous
growth of this research area, with many new protocols being developed for
various variants of delay tolerant and intermittently connected networks. Many
new routing protocols for intermittently connected networks have been defined
(e.g., [16, 17, 55, 97, 114, 168, 172]), which is promising for the future as this is
likely to continue to be a very active research area in the coming years. Con-
ferences and workshops completely dedicated to this area have also appeared,
which further shows that the number of people working on related problems is
now quite large.

The implementation of PRoPHET in the OMNeT++ simulator has been
used to run additional simulations of the protocol. Using these simulations, we
could verify the results of the papers included in this part of the thesis for an im-
plementation that is compliant to the latest version of the protocol specification.
We could also see that PRoPHET is rather insensitive to different settings of the
protocol parameters, which is positive as it means that the protocol operation

2The simulation code can be downloaded from http://www.sm.luth.se/∼dugdale/index/
software.shtml

http://www.sm.luth.se/%E2%88%BCdugdale/index
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Figure 2: Visualization of delivery predictabilities created by PRoPHET. Sizes
and redness of nodes indicate their delivery predictability for the green node.

will not break down even if the parameters are modified. These simulations
also allowed us to provide a visual picture of how the delivery predictabilities
create a gradient in the network which will cause messages to “fall” towards the
destination, as if it were the center of a gravitational field. Figure 2 shows such
an example of such a visualization of the delivery predictabilities. The figure
shows the delivery predictability at each node for the green destination node.
A large size, and a strong red color of the node indicate that a node has a high
delivery predictability for the destination.

6 Part II – Analysis of properties of human mo-
bility

In his 1865 book “From the Earth to the Moon” [163], Jules Verne tells the
story of the fictional Baltimore Gun Club after the end of the American civil
war. With the war being over, they face the fact that their guns are no longer
sought after. Therefore, they come up with an idea of a new innovative use of
their guns – to send a ship to the moon by firing it through a huge gun pointing
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at the sky. Considering the time in which this was written and the lack of
data on the subject, the ideas presented by Verne are very innovative and the
calculations provided surprisingly close to reality.

However, as sufficient knowledge within the areas of physics relevant to space
flight was not available at the time of the writing of the book, the ideas presented
in it, while innovative, would not work in reality3. Despite the promising ideas
set forth by Verne, the world would have to wait another one hundred years
before seeing the first manned moon journey [113].

While Verne surely never intended his writings to be taken as a true sci-
entific account on how to travel to the moon, the story above can serve as an
example of how an idea that at first glance looks good, might be impractical
due to various unknown properties of nature or other entities on which the op-
eration rely. Whenever the success of a system depends heavily on properties of
underlying basic mechanisms, it is vital to gain a good understanding of those
underlying basic mechanisms, so that necessary steps can be taken to increase
the probability of success for the system.

The previous section discussed routing for intermittently connected net-
works. It should be evident that the success of any application in such networks
is highly dependent on the mobility of the carriers of the mobile devices (most
often humans) as that mobility is used to disseminate data through the net-
work. Therefore it is also very important for networking researchers in this field
to understand the basic properties of human mobility or, more importantly, the
properties of contact patterns between people.

Traditionally in mobile network research, mobility in the network has been
generated by more or less synthetic mobility models [20]. Some of these, such as
the widely used Random Waypoint mobility model [83], have been shown to have
properties that do not match human mobility well, and can result in situations
where simulation results are skewed [9,10,118]. Many attempts have been made
to create mobility models that seem more realistic. In an early paper, Johansson
et al. define some scenario based mobility models for conference, event coverage,
and disaster area scenarios [82]. Jardosh et al. proposed a mobility model in
which obstacles can be defined in the environment [80], and nodes will follow
paths between and through openings in the obstacles, which for example can be
seen as buildings.

Most of the mobility models that have been created have been based on qual-
ified guesses on how human mobility behaves. One way to truly gain a better
understanding of human mobility is to do measurements of mobility, and the
contact patterns resulting thereof. Tracking actual physical mobility is cumber-
some as it requires a location-aware device such as a GPS to be carried by the
experiment participants. Furthermore, just because the locations of the devices
are known, it is not possible to know for sure if the devices would be able to
communicate with each other as wireless channels can vary a lot and depend on

3Just to mention two problems with the design of Verne’s space flight, the cannon would
have to be impractically long to enable sufficient speeds to escape Earth’s gravity, and if such
forces would be possible to achieve, any human passengers would be instantly killed by the
large accelerative forces at blast-off.
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the surrounding environment (though it would still be possible to get a decent
approximation of communication opportunities from this). In addition, when
using the mobility information to evaluate network protocols, it is usually not of
interest to know the physical location of nodes (except when studying protocols
that make use of geographical information in their operation), but rather which
nodes can communicate with each other. Instead of tracking the physical mo-
bility, it is possible to log the contacts that experiment participants have with
each other and other network elements. There exist a number of projects that
have done different kinds of measurements of user contacts in networks. The
first measurements studies were done on wireless LANs in campus or conference
settings, and following those a large number of measurements have been done on
wireless LANs in different settings trying to characterize different parts of user
behavior [1,2,32,73,76,91,94,111,122,134,155]. One problem with the WLAN
based measurements is that it is only possible to study user behavior when the
user is in range of an access point, and as those can be quite sparse, many inter-
actions may be missed. Some measurements that differ from the WLAN based
ones have been performed by the Haggle project [77] in Cambridge, UK, and
by the Reality Mining project [46] at MIT. In these measurements, participants
have carried devices that use Bluetooth to be able to detect other Bluetooth de-
vices in their vicinity, and log these contacts. This allows nodes to log contacts
with the other nodes participating in the experiment, as well as contacts with
many external nodes that are Bluetooth enabled. In addition to logging the
direct contacts between nodes, the Reality Mining project also logs association
with cellular network towers and communication patterns (such as phone calls
made). This allows for some even better understanding of the user behavior.

Most of the mobility measurement studies described above have been per-
formed on university campuses, in corporate or research lab settings, at con-
ferences, or in city centers. There exist cases where the protocols discussed in
Part I of this thesis are applicable to such scenarios, but it is however more
likely that they will be used in settings that are quite different from the ones
in the measurement studies. This means that the way people behave and move
in those scenarios may also be somewhat different from in the scenarios used
for the measurements. The measurement data can provide us with many in-
sights into properties inherent to human mobility, but it is important to take
the possible differences between scenarios into consideration when drawing any
conclusions based on such measurements.

This needs to be taken into consideration when using such measurement data
to analyze network architectures and protocols. there may be slight differences
in the way people move in the scenarios where the network will be used.

One of the reasons why mobility models were created in the first place was to
allow researchers to generate synthetic mobility data to help perform evaluation
of mobile network technologies. Based on recent measurement results, some
mobility and contact models have been proposed that attempt to model systems
that have characteristics close to those of real life networks [88,115,119,160].
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6.1 Summary of Papers

6.1.1 Paper 4 – Impact of Communication Infrastructure on For-
warding in Pocket Switched Networks

As discussed above, there have been some previous measurement experiments
to characterize contacts arising from human mobility. Chaintreau et al. have
studied multiple experimental data sets to determine the effect of human mobil-
ity on forwarding in intermittently connected networks [24]. One of the findings
has been that the distribution of inter-contact times (the time between two con-
tacts for a given node pair) follows a power-law. They have also shown that this
power-law property causes poor performance for certain simple stateless for-
warding mechanisms such as flooding or direct communication. In Paper 4, we
build on the work by Chaintreau et al. and continue the study of inter-contact
times and other properties that affect forwarding performance in the network.
We investigate whether the introduction of infrastructure affects the perfor-
mance; in particular, we are interested in knowing whether the infrastructure
helps overcome the heavy-tailed distribution of inter-contact times.

We find that the power-law shape of the inter-contact time distribution sur-
vives even in the presence of infrastructure, but certain other properties of the
network improve dramatically, for example reducing the lowest possible end-
to-end delay by an order of magnitude. The analysis is performed using two
different experimental data sets, one data set from a WLAN measurement study
at UCSD and one data set from the Reality Mining project at MIT with con-
tacts between experiment participants carrying mobile phones. In addition to
the analysis of the impact of infrastructure, thanks to the Reality Mining data
set, we were also able to extract a subset of the node pairs in the data set that
actually did communicate (through phone calls or text messages). By consid-
ering only this subset of node pairs, we can study the characteristics of a more
relevant set of nodes, which reveals that previous studies have been overly pes-
simistic and that the contact properties between nodes that actually are likely
to communicate are better than expected.

6.1.2 Paper 5 – A City-wide Mobility Measurement Experiment in
Cambridge

I have also taken part in an experiment aimed at gathering more measurements
of user mobility and contacts, which led to Paper 5. This experiment was de-
signed based on experiences from previous experiments in which users had been
asked to carry contact logging devices for the duration of the experiment [77].
For our experiment, a group of 40 students from Cambridge University was used
as the experiment population. In addition to this, we also deployed a number
of stationary devices logging contacts with the 40 mobile devices, as well as all
other Bluetooth enabled devices, in and around the city center of Cambridge,
UK. This was done in order to try to discover location-dependencies in the
nodes, which would add another dimension to the data. After the conclusion of
the experiment, it turned out that the stationary devices did not log many con-
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tacts with the mobile devices we deployed. They, on the other hand, had many
contacts with other Bluetooth devices (mainly mobile phones) not deployed by
us, and we use this data to show that these devices present previously unseen
communication opportunities that should be exploited if possible.

6.2 My Contributions and My Impact on the Community

I am the first author of Paper 4. I performed all of the data analysis and did
most of the writing of the paper. The data set collected by the Reality Mining
project [46] at MIT had never previously been analyzed in this way. I developed
the methods for extracting the data needed for the analysis. I also proposed
a way to extract inter-node communication patterns from the information of
phone calls placed and text messages sent stored in the data set.

I am the second author of Paper 5. I contributed to some of the data analysis
(mainly creating distributions for inter-contact times, contact times, and multi-
hop delays). Jérémie Leguay was the main author of this paper, and he also
generated most of the results for the analysis of the data. The interpretation and
analysis of the plots as well as the writing of the paper was a joint effort of all the
authors of the paper (with Jérémie taking the main responsibility here as well).
The design of the experiment, preliminary tests and the setup and deployment of
the experiment were performed jointly by me and Jérémie. My participation in
this experiment was valuable as it allowed me to get some additional experience
in experimental research, including hardware considerations, issues with human
test subjects, and experimental design questions.

6.3 Current Status

One recent effort that relates to both papers in this part is a new contact mea-
surement experiment performed at the Infocom 2006 conference by the Haggle
project [69]. In this experiment, mobile iMotes were distributed to conference
attendees, and attendees that did not participate in the experiment by carrying
an iMote were asked to contribute by making their Bluetooth enabled devices
discoverable. In addition to the mobile iMotes, fixed long-range iMotes were
also deployed in most rooms of the conference as well as some location outside
of the conference. This experiment will provide a data set with a quite large
population, but over a time period of only a few days. The data from the sta-
tionary devices could possibly be useful for further analysis on the impact of
infrastructure. Another goal of this experiment is to study how communities
among users influence contact behaviors as an attempt has been made to select
participants from several distinct communities, and participants have also been
asked to fill out a questionnaire to further help understand the results.

My work in this area has also inspired some new work started at Lule̊a
University of Technology, in which an attempt is being made to move away
from the use of spatial mobility models to instead focus on modeling contact
patterns between nodes [119].
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Dartmouth College has started the initiative A Community Resource for
Archiving Wireless Data At Dartmouth [92] (CRAWDAD), which gathers data
sets from various experiments on wireless and mobile networks, as well as tools
to facilitate future experiments. This initiative is an attempt to help researchers
move from using improper models in their evaluations and instead use real data.

7 Part III – Quality of Service in Wireless Net-
works

The use of wireless LANs has seen an explosive growth, and the number of users
continues to increase. With increased usage of these networks, the contention
for the capacity they offer will also increase. If the channel access mechanism
is contention based, all nodes that have some data to send have to contend for
the medium when it becomes idle through an exponential backoff based scheme.
This has the consequence that as the number of nodes in the network increases,
the throughput of the network decreases [66]. While a single user on a WLAN
might perceive the service received by the network close to what she would
get on a wired network (one of the reasons for the popularity of WLANs), the
perceived quality of service offered by the network will quickly deteriorate if
too many users try to access the network simultaneously. Today, users expect
to be able to run real-time and streaming applications such as audio and video
services over WLAN. Since such applications are delay and jitter sensitive, the
impact of an overloaded network will be even more evident for that traffic than
for more delay tolerant applications such as bulk data transfers.

The need for service differentiation is evident since different types of traffic
have different requirements on the network. For example, an interactive voice
application is sensitive to delays of around 100 ms in the network. On the other
hand, an e-mail application or web browser does not have such stringent delay
requirements. Network operators might also want to provide a premium service
to customers that are willing to pay an extra charge to be guaranteed that they
will receive better service.

The IEEE 802.11 standard specifies two access mechanisms, the contention-
based Distributed Coordinator Function (DCF), and an optional centralized
solution known as the Point Coordinator Function (PCF). Presently, most prod-
ucts only implement DCF. PCF can be used to provide some service differen-
tiation, but it has been previously shown to perform poorly [164]. There are,
however, other proposed access mechanisms that try to provide fair and pro-
portional channel access [162], strict service differentiation [8], and collision-free
medium access to real-time traffic [152]. These and other mechanisms provide
improvements to IEEE 802.11 based WLANs, but they need to be properly
evaluated to find out which give the most improvements and under what condi-
tions. Unfortunately, as many of the proposed schemes require changes in the
hardware and/or firmware of the network equipment, deployment of such new
mechanisms will be difficult.
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Assume that a good channel access mechanism with service differentiation
is in place. Unfortunately, it still cannot be guaranteed that even flows in the
highest priority class will meet their quality of service requirements. If there is
no control of the number of simultaneous flows allowed into the network, the
network will become overloaded, and the performance of the flows will degrade.

If an admission control mechanism is in place, flows cannot be started at
will; the admission control mechanism must first be consulted. This mechanism
uses information about the current state of the network and the requirements
of the new flow to determine whether enough resources are available in the
network to admit the new flow. Much work on call admission control has been
done in the area of cellular networks [132,133]. In such networks it is relatively
easy to create an admission control scheme as the network is centralized and
the base station control the access to the wireless channel. As base stations are
connected to each other, they can also handle node mobility in a good way while
still maintaining acceptable quality of service. Similarly, it would be relatively
simple to create an admission control scheme in an infrastructure wireless LAN
where the access point can control the number of nodes it allows to transmit data
and can employ methods to punish misbehaving nodes. It can still, however,
be problematic to ensure operation when other networks are within interference
range. In a multi-hop ad hoc network on the other hand, there does not exist
any central entity, so nodes need to determine, in a distributed way, whether
or not the network can support a certain flow. As nodes in the network can
be mobile, the admission control scheme should also account for the possibility
that the available capacity in the network changes as communicating flows move
closer to or further away from each other, which affects the possible quality of
service.

7.1 Summary of Papers

7.1.1 Paper 6 – Quality of Service Schemes for IEEE 802.11 Wireless
LANs - An Evaluation

Paper 6 provides an overview of four different schemes for providing service
differentiation in IEEE 802.11 wireless LANs. The different mechanisms are
then evaluated through thorough simulations in the ns-2 network simulator
[15,49,110]. The schemes evaluated are the Point Coordinator Function (PCF)
of the IEEE 802.11 standard [156], Enhanced Distributed Coordinator Function
(EDCF) [8] of the IEEE 802.11e standard, Distributed Fair Scheduling (DFS)
[162], and a mechanism known as Blackburst [151]. These are four quite different
mechanisms that can provide service differentiation and operate under different
conditions.

PCF is a centralized, polling-based scheme that requires an access point
to be present and coordinate all communication. PCF is shown to have poor
performance compared to the other schemes in many aspects, but it would be
easier to create simple admission control techniques and give soft guarantees
than with the other schemes. The EDCF mechanism is a modification to the
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basic channel access scheme of IEEE 802.11. By allowing flows to be more
or less aggressive in their attempts to gain access to the channel, it is able
to provide efficient differentiation between flows, but low priority flows might
suffer from starvation. Distributed Fair Scheduling on the other hand aims
at providing relative differentiation where each traffic class gets a proportional
share of the channel capacity. This makes it possible to ensure that one class
always has the best performance, but that other traffic classes also get a fair
share of the capacity and are not starved. Finally, the Blackburst scheme differs
from the others in that it only targets real-time traffic with flows that have
close to constant inter-packet intervals, and it requires that all packets are at
least a certain minimum size, and that custom hardware is available. To gain
access to the channel, nodes transmit a jamming signal (a “blackburst”) for a
short time period (its length depending on how long the node has waited for
channel access), and whoever transmits the longest signal can access the channel.
Blackburst is able to guarantee that there will never be any collisions between
real-time nodes, and is therefore capable of providing very good performance to
such traffic.

One of the main research contribution of this paper is that it shows sev-
eral weaknesses, such as poor channel utilization, in the original IEEE 802.11
standard and shows which methods and approaches are promising to support
quality of service in WLANs. Our results shows that there already exist several
schemes that are able to provide some level of QoS in wireless networks. Each
scheme has its benefits and drawbacks that should be taken into consideration
when deploying or further investigating that particular scheme.

7.1.2 Paper 7 – Multi-path Admission Control for Mobile Ad hoc
Networks

The QoS schemes that were evaluated in Paper 6 were designed to provide
differentiation at MAC layer to allow prioritization of real-time traffic over best-
effort traffic. These schemes prevent other traffic from interfering with real-time
traffic, but if the amount of real-time traffic in the network is allowed to increase
in an uncontrolled manner, network performance will deteriorate significantly.

In Paper 7, we look at the problem of preventing overload of the wireless
channel through admission control. The work focuses on admission control
in multi-hop ad hoc networks. One of the problems that exist when doing
admission control in a mobile ad hoc network is the mobility. As the nodes
share the wireless access medium, the capacity within a given geographical area
is limited. Thus, the admission control mechanism may allow two flows in
different regions of the network to start transmitting simultaneously as there is
enough capacity in the network for both of them. As nodes move, the nodes
involved in the transmission of these flows may however come into interference
range of each other, lowering the capacity available to each of the flows. Previous
works on admission control in ad hoc networks [25,171] have either ignored the
problem of mobility (resulting in unacceptable performance for both flows in the
example above), or have had a monitoring system that as the available capacity
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gets too low, forces one of the flows to stop and try to be re-admitted later (which
means that even if there is another path in the network that can support this
flow, it will have to stop and re-enter the admission control procedure).

The performance of these solutions deteriorates in the presence of high node
mobility. This motivates the work in this paper in which we propose Multi-path
Admission Control for Mobile Ad hoc Networks (MACMAN), a new protocol
for admission control and routing in ad hoc networks. To increase the user’s
perceived quality of service, the MACMAN solution applies multi-path route
caching to improve the previously proposed solutions. This is done by allowing
a source to discover several alternate paths to the destination during the route
discovery phase of a reactive ad hoc routing protocol. The protocol ensures that
all discovered routes are capable of providing the required quality of service. If
the current path becomes unusable, the traffic flow can then quickly switch to
one of the alternate paths without loss of performance. Each alternate path
is monitored through periodic probes to ensure that all paths still can provide
the required quality of service. If conditions change and the QoS requirements
cannot be met along a route, that route is removed from the cache. This ensures
that stale routes that may degrade performance are not used.

We evaluate MACMAN through simulations in the ns-2 network simulator
and compare it against one of the previously proposed protocols. Our evaluation
shows that MACMAN is able to offer improvements in terms of reducing the
number of times a traffic flow has to be stopped and increases the throughput
of the network, while keeping the additional overhead required for the protocol
at acceptable levels.

7.2 My Contributions and My Impact on the Community

I am the main author of Paper 6, and did most of the simulations and analysis
for the paper. Some of the simulation code was written by Andreas Almquist
as part of our Masters thesis [99].

Paper 6 and its predecessors [99–101] have been cited by a large number of
papers (e.g., [3,5,18,39,51,52,89,93,108,124,135,139,140,158,166]), and they are
recommended reading in computer networking courses at Iowa State University,
University of California, Santa Barbara, University of California at Berkeley,
Hong Kong University of Science and Technology, University of Cincinatti, and
University of Maryland.

The evaluation of the Quality of Service mechanisms made in Paper 6
is based on simulations performed in the ns-2 network simulator [49, 110], a
discrete-time event driven network simulator that is commonly used in the
networking research community. To enable these simulations we had to extend
the original ns-2 distribution (which only contained a model of the IEEE 802.11
standard, and lacked the PCF access mode) with implementations of the eval-
uated schemes. In this process, the PCF mode of IEEE 802.11 was integrated
into the simulator. A patch allowing others to use the PCF implementation
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was later released to the ns-2 community4. This patch has been downloaded
and used by a large number of people. Further, the use of this code has helped
produce other publications (e.g., [27, 52,59]).

I am the main author of Paper 7. The initial idea to use multiple routes to
improve admission control performance was conceived during a discussion with
my co-author. Later, I was the one to come up with the method to allow several
routes to be discovered and cached and, more importantly, to be monitored to
ensure that they could still meet the quality of service requirements of the flow.
All of the simulations and most of the writing of the paper were performed by
me.

7.3 Current Status

Some time has passed since the work presented in Paper 6 was initially done.
Therefore, it can be of interest to look at the current status of this research area
and what have happened since our paper was written. Looking at the large
number of papers citing our work on QoS in wireless LANs, it is evident that
this area continues to be popular to work in. One thing to note is that the efforts
to develop brand new MAC layer solutions to the QoS problem seem to have
decreased, and instead that effort is directed at using the existing mechanisms,
or modifying them slightly. Among the newly published papers addressing this
topic, some still look at using PCF for service differentiation [29,60]. However,
most people seem to focus on using the mechanisms in IEEE 802.11e [53, 158],
or slightly modified versions of those [89, 135]. Since the mechanisms of IEEE
802.11e now have been standardized, they are available in commercial prod-
ucts. Therefore it seems reasonable to focus the research on this technology.
In [38], an experimental study on a real-life testbed using IEEE 802.11e has
been performed. The experiments verify that the EDCF access method is able
to maintain a high quality of service for the prioritized traffic even as the amount
of competing traffic increases.

Unfortunately, no more work on Blackburst seems to have been done. This
mechanism seemed very promising, especially for certain types of applications.
However, the fact that it is so specialized, and its requirements on the traffic
and the hardware to be used might have impeded the success of Blackburst.

Vaidya’s research group have continued the work on distributed fair schedul-
ing in wireless networks and taken it beyond the DFS scheme included in our
evaluation. While DFS enabled distributed fair scheduling in a wireless LAN, a
new scheme takes this one step further and enables fair scheduling in multi-hop
wireless networks [170].

4Available from http://www.sm.luth.se/∼dugdale/index/software.shtml

http://www.sm.luth.se/%E2%88%BCdugdale/index/software.shtml
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8 Conclusions and Future Directions of Re-
search

This thesis addresses research challenges in three areas related to routing and
quality of service in wireless and disruption tolerant networks. This section con-
cludes the thesis and outlines some possible future continuations of the research
presented.

The architecture of the traditional Internet has been immensely successful.
The digital information world however, has changed in many ways since the
Internet architecture was first designed, and many new networking scenarios
have emerged in which the original architecture is no longer optimal. Delay
and disruption tolerant networks provide a new exciting venue for innovations,
and has large potential to change the way people communicate. This kind of
network architecture will most likely have the largest impact in regions that
do not have the abundance of communication infrastructure and resources that
is common in many post-industrial countries and regions. Areas where this
abundance does not exist, including rural and remote regions, and poor and
developing countries, as well as various forms of sensor networks where energy
consumption may be a constraint.

To be able to communicate in this new type of networks, there is a need for
routing protocols that can deliver data in an effective and efficient manner. In
this thesis, we proposed the PRoPHET routing protocol, which is a first step
towards a more efficient way of delivering messages through an intermittently
connected networks. There is still room for improvements, but we have started
the process in the right direction. Much work can still be done on the PRoPHET
protocol and related topics. One obvious enhancement is to add mechanisms
to allow more effective operation within connected components of the network,
making it a competitive alternative to many ad hoc routing protocols. The
protocol specification needs to be updated accordingly, and it should also be
updated to make it even easier to use as an implementation reference. I would
also like to work on integrating the protocol closer with the DTNRG architecture
and move the specification of the protocol into a DTN research group document.
In this process it could also be interesting to work together with other research
groups that have proposed solutions for the same problem to try to use the
collective experience to enhance the protocol to be pushed as the standard
protocol.

To enhance protocols operating in intermittently connected and disruption
tolerant networks, it is important to gain a good understanding of how people
move, and more importantly, how this affects the contacts and communication
opportunities that they have. A good understanding of underlying properties of
communication opportunities will allow protocols to make more informed deci-
sions, thus enhancing their performance. One way to acquire such understanding
is by studying traces of mobility from different scenarios. In Part II of this the-
sis, we looked at how infrastructure affects the communication opportunities of
nodes in two different settings. We also designed a mobility measurement exper-
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iment of our own, further increasing the amount of data available for this kind
of studies. This topic still has many potentially intriguing issues to study. The
impact of infrastructure should be investigated on more data sets, including the
new data set recently collected at Infocom 2006. It would also be interesting to
further investigate not only contact patterns, but also communication patterns
between nodes. The Reality Mining data set provided some information about
communication patterns, and hopefully more such data can be obtained from
other sources in the future. By being able to create a realistic traffic model for
intermittently connected networks, more accurate evaluations should be possible
to conduct.

Combining the work from Part I and II of the thesis, it would be of interest
to use real mobility and traffic traces from different measurement experiments
in evaluations of routing protocols. In addition to using actual traces for such
evaluations, new mobility and contact models that are based on real life observa-
tions should also be used to enable a wider range of settings for the evaluations.
Mathematical analysis of PRoPHET and its interactions with the properties of
human mobility that was observed in Part II would be very beneficial for future
improvements of the protocol.
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Abstract

In this paper, we address the problem of routing in intermittently con-
nected networks. In such networks there is no guarantee that a fully
connected path between source and destination exists at any time, ren-
dering traditional routing protocols unable to deliver messages between
hosts. There does, however, exist a number of scenarios where connec-
tivity is intermittent, but where the possibility of communication still is
desirable. Thus, there is a need for a way to route through networks with
these properties. We propose PRoPHET, a probabilistic routing proto-
col for intermittently connected networks and compare it to the earlier
presented Epidemic Routing protocol through simulations. We show that
PRoPHET is able to deliver more messages than Epidemic Routing with
a lower communication overhead.

1 Introduction

The dawn of new and cheap wireless networking solutions has created opportu-
nities for networking in new situations, and for exciting new applications that
use the network. With techniques such as IEEE 802.11, and other radio solu-
tions (e.g. low power radios designed for use in sensor networks), it has become
viable to equip almost any device with wireless networking capabilities. Due to
the ubiquity of such devices, situations where communication is desirable can
occur at any time and any place, even where no networking infrastructure is
available.

One of the most basic requirements for “traditional” networking, is that
there must exist a fully connected path between communication endpoints for
communication to be possible. There are, however, a number of scenarios where
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this is not the case, but where it still is desirable to allow communication between
nodes (see Sect. 2 for a survey of such scenarios).
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Figure 1.1: Transitive communication. A message (shown in the figure by the
node carrying the message being shaded) is passed from node A to node D via
nodes B and C through the mobility of nodes.

One way to enable communication in such scenarios, is by allowing messages
to be buffered for a long time at intermediate nodes, and to exploit the mobility
of those nodes to bring messages closer to their destination by transferring
messages to other nodes as they meet. Figure 1.1 shows how the mobility
of nodes in such scenarios can be used to eventually deliver a message to its
destination. In this figure, node A has a message (indicated by the node being
shaded) to be delivered to node D, but there does not exist a path between
nodes A and D. As shown in subfigures a)-d), the mobility of the nodes allow
the message to first be transferred to node B, then to node C, and finally node C
moves within range of node D and can deliver the message to its final destination.

Previous work [30,57,145,161] have tried to either solve this by epidemically
spreading the information through the network, or by applying some knowledge
of the mobility of nodes.

We have previously proposed the idea of probabilistic routing [104], using
an assumption of non-random mobility of nodes to improve the the delivery
rate of messages while keeping buffer usage and communication overhead at
a low level. This paper presents a framework for such probabilistic routing
in intermittently connected networks. A probabilistic metric called delivery
predictability is defined. Further, it defines a probabilistic routing protocol
using the notion of delivery predictability, and evaluates it through simulations
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versus the previously proposed Epidemic Routing [161] protocol.
The rest of the paper is organized as follows. Section 2 gives the background

to this work, while Sect. 3 describes some related work and in Sect. 4, our
proposed scheme is presented. In Sect. 5 the simulation setup is given, and the
results of the simulations can be found in Sect. 6. Finally, Sect. 7 discusses some
issues and looks into future work and Sect. 8 concludes.

2 Background

Several applications able of tolerating long delays and extended periods of dis-
connection exist, where communication still is of high importance. Further, in
any large scale ad hoc network (even apart from the scenarios above), inter-
mittent connectivity is likely to be the norm, and thus research in this area is
likely to have payoff in practical systems. In this section, we survey previous
work dealing with deployment of such communication networks in a variety of
practical systems.

The aboriginal Saami population of reindeer herders in the north of Sweden
follow the movement of the reindeer and when in their summer camps, no fixed
infrastructure is available. Still, it would be desirable to be able to communi-
cate with the rest of the world through, for example, mobile relays attached
to snowmobiles and ATVs [41]. Similar problems exist between rural villages
in India and other regions on the other side of the digital divide. The DakNet
project [126] has deployed store-and-forward networks connecting a number of
villages through relays on buses and motorcycles in India and Cambodia.

In military war-time scenarios and disaster recovery situations, soldiers or
rescue personnel often are in hostile environments where no infrastructure can
be assumed to be present. Furthermore, the units may be sparsely distributed
so connectivity between them is intermittent and infrequent.

In sensor networks, a large number of sensors are usually deployed in the
area in which measurements should be done. If sensors are mobile and transitive
communication techniques can be used between them, the number of sensors
required can be reduced, and new areas where regular sensor networks have
been too expensive or difficult to deploy, can be monitored. Experiments have
been done with attaching sensors to seals [12], vastly increasing the number of
oceanic temperature readings compared to using a number of fixed sensors, and
in a similar project sensors are attached to whales [149]. To allow scientists to
analyze the collected data, it must somehow be transferred to a data sink, even
though connectivity among the seals and whales is very sparse and intermittent,
so the mobility of the animals (and their occasional encounters with each other
and networked buoys at feeding grounds) must be relied upon for successful
data delivery. In a similar project, ZebraNet, an attempt is made to gain a
better understanding of the life and movements of the wildlife in a certain part
of Africa by equipping zebras with tracking collars communicating in fashions
similar to the ones described above [85]. Yet another example concerns weather
monitoring of large areas such as a national park, where a number of electronic
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display boards showing weather reports from other parts of the park have been
installed. By equipping hikers with small networked devices, their mobility
through the park can be used to spread the weather information throughout
the entire park [6].

3 Related work

3.1 Epidemic Routing

Vahdat and Becker present a routing protocol for intermittently connected net-
works called Epidemic Routing [161]. This protocol relies on the theory of
epidemic algorithms by doing pair-wise information of messages between nodes
as they get contact with each other to eventually deliver messages to their des-
tination. Hosts buffer messages even if no path to the destination is currently
available. An index of these messages, called a summary vector, is kept by the
nodes, and when two nodes meet they exchange summary vectors. After this
exchange, each node can determine if the other node has some message that was
previously unseen to this node. In that case, the node requests the messages
from the other node. The message exchange is illustrated in Fig. 1.2. This
means that as long as buffer space is available, messages will spread like an
epidemic of some disease through the network as nodes meet and “infect” each
other.

BA
Summary vector

Send messages

Request messages

Figure 1.2: Epidemic Routing message exchange.

Each message must contain a globally unique message ID to determine if it
has been previously seen. Besides the obvious fields of source and destination
addresses, messages also contain a hop count field. This field is similar to the
TTL field in IP packets and determines the maximum number of hops a message
can be sent, and can be used to limit the resource utilization of the protocol.
Messages with a hop count of one will only be delivered to their final destination.

The resource usage of this scheme is regulated by the hop count set in the
messages, and the available buffer space at the nodes. If these are sufficiently
large, the message will eventually propagate throughout the entire network if
the possibility exists. Vahdat and Becker show that by choosing an appropriate
maximum hop count, rather high delivery rates can be achieved, while the re-
quired amount of resources can be kept at an acceptable level in the scenarios
used in their evaluation [161]. In their evaluation, they also compare Epidemic
Routing to a slightly modified version of DSR [83], and show that ordinary ad
hoc routing protocols perform badly in scenarios like this.
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3.2 Other work

In recent work by Small and Haas [149], a new networking model called the
Shared Wireless Infostation Model (SWIM) is presented. In this model, mobile
nodes work in a manner that is similar to the operation of Epidemic Routing.
Nodes cooperate in conveying information from the network to (possibly mo-
bile) Infostations that collect this data. Nodes do, however, only give messages
to other nodes they meet with a certain, configurable, probability (which is
constant throughout a single test). The authors also identify an application for
this in the collection of oceanografic data with the use of sensors attached to
whales.

A communication model that is similar to Epidemic Routing is presented
by Beaufour et al. [6], focusing on smart-tag based data dissemination in sensor
networks. The Pollen network proposed by Glance et al. [57] is also similar
to Epidemic Routing. It does, however, allow for the possibility to have a
centralized entity (a “hive”) with which mobile nodes can synchronize their
data. The hive can also aid in making more intelligent routing decisions by
predicting which mobile nodes are more likely to go where.

Chen and Murphy propose a protocol called Disconnected Transitive Com-
munication (DTC) [30]. It utilizes a utility function to locate the node in the
cluster of currently connected nodes that is most suitable to forward the mes-
sage to based on the needs of the application. The utility function can be tuned
by the application by modifying the weights of different parts of the function.
In every step, a node searches the cluster of currently connected nodes for a
node that is “closer” to the destination, where the closeness is given by a utility
function that can be tuned by the application to give appropriate results.

Dubois-Ferriere et al. present an idea based on the concept of encounter ages
to improve the route discovery process of regular ad hoc networks [44]. These
encounter ages bear some resemblance to our delivery predictability metric and
create a gradient for the route request packets.

Other related work that deals with similar problems but does not have a
direct connection to our work include work by Nain et al. [117], Shen et al. [145],
Li and Rus [98], and Grossglauser and Tse [63].

4 Probabilistic routing

Although the random way-point mobility model is popular to use in evaluations
of mobile ad hoc protocols, real users are not likely to move around randomly,
but rather move in a predictable fashion based on repeating behavioral patterns
such that if a node has visited a location several times before, it is likely that it
will visit that location again.

In the previously discussed mechanisms to enable communication in intermit-
tently connected networks, such as Epidemic Routing, very general approaches
have been taken to the problem at hand. The Pollen network has the possibility
of using predictions of node mobility for routing, but that requires the presence
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of a central entity to control this. There have, however, not been any attempts
to make use of assumed knowledge of different properties of the nodes in the
network in a truly distributed way.

Further, we note that in an environment where buffer space and bandwidth
are infinite, Epidemic Routing will give an optimal solution to the problem of
routing in an intermittently connected network with regard to message delivery
ratio and latency. However, in most cases neither bandwidth nor buffer space
is infinite, but instead they are rather scarce resources, especially in the case
of sensor networks. Therefore, it would be of great value to find an alternative
to Epidemic Routing, with lower demands on buffer space and bandwidth, and
with equal or better performance in cases where those resources are limited, and
without loss of generality in scenarios where it is applicable.

4.1 PRoPHET

To make use of the observations of the non-randomness of mobility and to
improve routing performance we consider doing probabilistic routing and propose
PRoPHET, a Probabilistic Routing Protocol using History of Encounters and
Transitivity.

To accomplish this, we establish a probabilistic metric called delivery pre-
dictability, P(a,b) ∈ [0,1], at every node a for each known destination b. This
indicates how likely it is that this node will be able to deliver a message to that
destination. When two nodes meet, they exchange summary vectors, and also
a delivery predictability vector containing the delivery predictability informa-
tion for destinations known by the nodes. This additional information is used
to update the internal delivery predictability vector as described below. After
that, the information in the summary vector is used to decide which messages to
request from the other node based on the forwarding strategy used (as discussed
in Sect. 4.1.2).

4.1.1 Delivery predictability calculation

The calculation of the delivery predictabilities has three parts. The first thing
to do is to update the metric whenever a node is encountered, so that nodes
that are often encountered have a high delivery predictability. This calculation
is shown in Eq. 1, where Pinit ∈ (0,1] is an initialization constant.

P(a,b) = P(a,b)old
+

(
1 − P(a,b)old

) × Pinit (1)

If a pair of nodes does not encounter each other in a while, they are less likely
to be good forwarders of messages to each other, thus the delivery predictability
values must age, being reduced in the process. The aging equation is shown in
Eq. 2, where γ ∈ (0,1) is the aging constant, and k is the number of time units
that have lapsed since the last time the metric was aged. The time unit used
can differ, and should be defined based on the application and the expected
delays in the targeted network.
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P(a,b) = P(a,b)old
× γk (2)

The delivery predictability also has a transitive property, that is based on the
observation that if node A frequently encounters node B, and node B frequently
encounters node C, then node C probably is a good node to forward messages
destined for node A to. Eq. 3 shows how this transitivity affects the delivery
predictability, where β ∈ [0,1] is a scaling constant that decides how large impact
the transitivity should have on the delivery predictability.

P(a,c) = P(a,c)old
+

(
1 − P(a,c)old

) × P(a,b) × P(b,c) × β (3)

4.1.2 Forwarding strategies

In traditional routing protocols, choosing where to forward a message is usually
a simple task; the message is sent to the neighbor that has the path to the
destination with the lowest cost (usually the shortest path). Normally the mes-
sage is also only sent to a single node since the reliability of paths is relatively
high. However, in the settings we envision here, things are completely different.
For starters, when a message arrives at a node, there might not be a path to
the destination available so the node have to buffer the message and upon each
encounters with another node, the decision must be made on whether or not to
transfer a particular message. Furthermore, it may also be sensible to forward
a message to multiple nodes to increase the probability that a message is really
delivered to its destination.

Unfortunately, these decisions are not trivial to make. In some cases it might
be sensible to select a fixed threshold and only give a message to nodes that have
a delivery predictability over that threshold for the destination of the message.
On the other hand, when encountering a node with a low delivery predictability,
it is not certain that a node with a higher metric will be encountered within
reasonable time. Thus, there can also be situations where we might want to
be less strict in deciding who to give messages to. Furthermore, there is the
problem of deciding how many nodes to give a certain message to. Distributing
a message to a large number of nodes will of course increase the probability of
delivering a message to its destination, but in return, more system resources will
be wasted. On the other hand, giving a message to only a few nodes (maybe
even just a single node) will use less system resources, but the probability of
delivering a message is probably lower, and the incurred delay higher.

In the evaluations in this paper, we have chosen a rather simple forwarding
strategy; when two nodes meet, a message is sent to the other node if the
delivery predictability of the destination of the message is higher at the other
node. The first node does not delete the message after sending it as long as
there is sufficient buffer space available (since it might encounter a better node,
or even the final destination of the message in the future). If buffers are full
when a new message is received, a message must be dropped according to the
queue management system used. In our evaluations, we have used FIFO queues.
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4.2 PRoPHET Example

To help grasp the concepts of PRoPHET, an example is provided to give a
understanding of the transitive property of the delivery predictability, and the
basic operation of PRoPHET. In Fig. 1.3, we revisit the scenario where node
A has a message it wants to send to node D. In the bottom right corner of
subfigures a)-c), the delivery predictability tables for the nodes are shown. As-
sume that nodes C and D encounter each other frequently (Fig. 1.3a), making
the delivery predictability values they have for each other high. Now assume
that node C also frequently encounters node B (Fig. 1.3b). B and C will get
high delivery predictability values for each other, and the transitive property
will also increase the value B has for D to a medium level. Finally, node B
meets node A (Fig. 1.3c) that has a message for node D. Figure 1.3d) shows the
message exchange between node A and node B. Summary vectors and delivery
predictability information is exchanged, delivery predictabilities are updated,
and node A then realized that P(b,d) > P(a,d), and thus forwards the message
for D to node B.
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Figure 1.3: PRoPHET example. a)-c) show the transitive property of the de-
livery predictability, and d) show the operation of the protocol when two nodes
meet.

5 Simulations

To evaluate the protocol, we developed a simple simulator. The reason for
implementing a new simulator instead of using one of the large number of widely
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available simulators was mainly due to a desire to focus on the operation of the
routing protocols instead of simulating the details of the underlying layers. In
some cases, accurate modeling of physical layer phenomenon such as interference
is important as it can affect the results of the evaluation. In this case however,
such details should not influence our results.

5.1 Mobility Model

Since we base our protocol on making predictions depending on the movements
of nodes, it is vital that the mobility models we use are realistic. This is unfortu-
nately not the case for the commonly used random waypoint mobility model [83].
Thus, it is desirable to model the mobility in another way to better reflect reality.

15
00

 m

GC11

3000 m

C1 C2 C3 C4

C5 C6 C7 C8

C9 C10

Figure 1.4: Community model

We have designed a mobility model that we call the “community model”. In
this model, we have a 3000m × 1500m area as shown in Fig. 1.4. This area is
divided into 12 subareas; 11 communities (C1-C11), and one “gathering place”
(G). Each node has one home community that it is more likely to visit than other
places, and for each community there are a number of nodes that have that as
home community. Furthermore, in each community, and at the gathering place,
there is a fixed (non-mobile) node as well that could be acting as a gateway
for that community. The mobility in this scenario is such that nodes select a
destination and a speed, move there, pause there for a while, and select a new
destination and speed. The destinations are selected such that if a node is at
home, there is a high probability that it will go to the gathering place (but it is
also possible for it to go to other places), and if it is away from home, it is very
likely that it will return home. Table 1.1 shows the probabilities of different
destinations being chosen depending on the current location of a node. Real-life
scenarios where this kind of mobility can occur include human mobility where
the communities are, for example, villages, and the gathering place a large town,
but also sensor network applications where sensors are attached to animals – in
such cases the gathering place may be a feeding ground, and the communities
can be herd habitats.
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Table 1.1: Destination selection probabilities

From \ To Home Gathering place Elsewhere
Home - 0.8 0.2

Elsewhere 0.9 - 0.1

5.2 Simulation setup

We have used two different scenarios in our evaluation of the protocols. To
compare PRoPHET to Epidemic Routing in a scenario that Epidemic Routing
is known to be able to handle, we used a scenario that is very similar to the
one used by Vahdat and Becker [161] as a reference. This scenario consists of a
1500m × 300 m area where 50 nodes are randomly placed. These nodes move
according to the random waypoint mobility model [83] with speeds of 0−20 m/s.
From a subset of 45 nodes, one message is sent every second for 1980 seconds of
the simulation (each of the 45 nodes sending one message to the other 44 nodes),
and the simulation is then run for another 2020 seconds to allow messages to
be delivered.

The second scenario we have used is based on the community mobility model
defined in Sect. 5.1. For each community, there are five nodes that have that as
their home community. After each pause, nodes select speeds between 10 and 30
m/s. Every tenth second, two randomly chosen community gateways generate
a message for a gateway at another community or at the gathering place. Five
seconds after each such message generation, two randomly chosen mobile nodes
generate a message to a randomly chosen destination. After 3000 seconds the
message generation ceases and the simulation is run for another 8000 seconds
to allow messages to be delivered.

In both scenarios, a warm up period of 500 seconds is used in the beginning
of the simulations before message generation commence, to allow the delivery
predictabilities of PRoPHET to initialize.

We have focused on comparing the performance of the protocols with regard
to the following metrics. First of all, we are interested in the message delivery
ability, i.e. how many of the messages initiated the protocol is able to deliver
to the destination. Even though applications using this kind of communication
should be relatively delay-tolerant, it is still of interest to consider the message
delivery delay to find out how much time it takes a message to be delivered.
Finally, we also study the number of message exchanges that occur between
nodes. This indicates how the system resource utilization is affected by the
different settings, which is crucial so that valuable resources such as bandwidth
and energy are not wasted.

We ran simulations for each scenario, varying the queue size at the nodes (the
number of messages a node can buffer), the communication range of nodes, and
the hop count value set in the messages. For each setup, we made 5 simulation
runs with different random seed. Table 1.2 shows the values for parameters
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Table 1.2: Parameter settings
Parameter Pinit β γ
Value 0.75 0.25 0.98

kept fixed in our simulations (initial simulations indicated that those values
were reasonable choices for the parameters).

6 Results

The results presented here are averages from 5 simulation runs, and the error
bars in the graphs represent the 95% confidence intervals. For each metric and
scenario, there are two graphs with two different values of the hop count setting.
Each of these graphs contain curves for both Epidemic Routing and PRoPHET
for the two different communication ranges. We plot the different metrics versus
the queue size in the nodes.
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Figure 1.5: Received messages.

First, we investigate the delivery rates of the protocols in the different scenar-
ios, shown in Fig. 1.5. It is easy to see that the queue size impacts performance;
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as the queue size increases, so does the number of messages delivered to their
destination for both protocols. This is intuitive, since a larger queue size means
that more messages can be buffered, and the risk of throwing away a message
decreases. In the random mobility scenario, the performance is similar for both
protocols, even though PRoPHET seem to perform slightly better, especially
with short communication range, and a high hop count. It is interesting to see
that even though mobility is completely random, PRoPHET still operates in a
good way, and even outperforms Epidemic Routing slightly. In the community
model scenario, there is a significant difference between the performance for the
two protocols, and it can be seen that PRoPHET is at times able to deliver up
to twice as many messages as Epidemic Routing. Interesting to note is that the
delivery rate (especially for the short communication range) is adversely affected
by an increase in the hop count. This is probably due to the fact that with a
higher hop count, messages can spread through a larger part of the network,
occupying resources that otherwise would be used by other messages, while with
a lower hop count, the mobility of the nodes has greater importance.
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Figure 1.6: Delay of messages.

Looking at the delivery delay graphs (Fig. 1.6), it seems like increasing the
queue size, also increases the delay for messages. However, the phenomenon
seen is probably not mainly that the delay increases for messages that would be
delivered even at a smaller queue size (even though large buffers might lead to
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Figure 1.7: Communication overhead.

problems in being able to exchange all messages between two nodes, leading to
a higher delay), but the main reason the average delay is higher is coupled to
the fact that more messages are delivered. These extra delivered messages are
messages that were dropped at smaller queue sizes, but now are able to reside
in the queues long enough to be delivered to their destinations. This incurs
a longer delay for these messages, increasing the average delay. This theory is
corroborated by Fig. 1.8, which shows a CDF of the message delivery delays for a
selected scenario for some different queue sizes. Both PRoPHET and Epidemic
Routing have similar delays in both scenarios, but as queue sizes grow large,
PRoPHET seems to have shorter delays.

Finally, looking at the graphs in Fig. 1.7, it can be clearly seen that PRo-
PHET has a lower communication overhead and sends fewer messages than
Epidemic routing does. This is due to the fact that when using PRoPHET mes-
sages are only sent to “better” nodes, while Epidemic routing sends all possible
messages to nodes encountered.

Another thing that can be seen from the graphs is that increasing the com-
munication range generally increases the performance in terms of delivery rate
and delay, but also increases the communication overhead. This is not very
surprising, since a larger communication range allows nodes to communicate
directly with a larger number of other nodes and increases the probability of
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Figure 1.8: CDF of delay of messages (community scenario, hop count=11,
range=100m)

two nodes meeting each other.
Interesting to note is that even in the random mobility scenario, the perfor-

mance of PRoPHET with regard to delivery rate and delay is comparable to
that of Epidemic Routing, but with lower communication overhead, thus being
more efficient. At first glance, this could be considered somewhat remarkable,
since because of the total randomness in the mobility of nodes in this scenario,
predicting good forwarding nodes should be difficult. However, since the deliv-
ery predictability favors nodes frequently met, and the fact that even if mobility
is random, nodes that previously were close, probably have not moved that far
away from each other, it actually is reasonable that this occur. It is because
of similar reasons that the approach taken by Dubois-Ferriere et al. to improve
route discovery works [44].

7 Discussion and future work

The new networking possibilities introduced by the ubiquitous deployment of
lightweight wireless devices have the potential to give rise to a plethora of new
applications and networked solutions where such were previously impossible.
Since applicable infrastructure can not be expected to be omnipresent, it is
vital that solutions that can handle periods of intermittent connectivity are
developed. Thus, we feel that the routing aspect of the problem studied in
this paper is important to work on. This paper shows that it is possible to,
in a relatively simple way, do better than to just epidemically flood messages
through a network – an aspect that is likely to be valuable from a scalability
point of view as networks grow larger. We believe that this is a field of research
where much work remains to be done in the future. Some of the issues to work
on in the future are outlined below.

In a real scenario, it is very likely that the network will be a mix of truly
intermittently connected nodes that only encounter other nodes occasionally,
and clusters of currently connected nodes. It is also possible that in some areas,
connectivity will be present, e.g. through a satellite or GSM link, but that
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the bandwidth of this link is highly limited, or its use might be so expensive
that it is not feasible to do bulk data transfer over it. Still, it might be of
interest to use these carriers to send requests for bulk data transfers that are
then delivered through the intermittently connected network (approximately
halving the delivery time of the data). The protocol should be extended to
handle situations such as these, while still performing equally well in the case
of a truly opportunistic network. Since such extensions are likely to increase
the complexity of the protocol, it is important that studies such as this one are
conducted to gain an understanding of the basic protocol before moving on to
more complex systems.

In our evaluation we have used a FIFO queue at the nodes, so whenever a
new message arrives to a full queue, the message that has been in the queue
for the longest time is dropped. It might be better to use some other strategy
here; for example, dropping the message that has already been forwarded to the
largest number of other nodes.

To reduce the required buffer space, and to further improve performance, it
would be interesting to evaluate the impact of allowing nodes to request an ACK
to their message. This would allow messages that already have been delivered
to be purged from the network, leaving more resources for the other messages,
most likely increasing the probability of those messages being delivered.

The simple forwarding strategy used by PRoPHET in our evaluation worked
fairly well, and outperformed Epidemic Routing. Nevertheless, it is still inter-
esting to investigate other forwarding strategies to see if performance can be
further enhanced. It can, for example, be beneficial to investigate if it always
is a good idea to give messages to nodes with a higher delivery predictability
than yourself and only such nodes, or if some other strategy should be used
sometimes. Similarly, the number of nodes that a message is forwarded to could
be limited (reducing the resource usage), and then it is vital to find out what
the optimal number of forwards is to avoid performance degradations.

8 Conclusions

In this paper we have looked at intermittently connected networks, an area
where a lot of new applications are viable, vouching for an exciting future if
the underlying mechanisms are present. Therefore, we have proposed the use
of probabilistic routing using observations of non-randomness in node mobility
in such networks. To accomplish this, we have defined a delivery predictabil-
ity metric, reflecting the history of node encounters and transitive and time
dependent properties of that relation. We have proposed PRoPHET, a proba-
bilistic protocol for routing in intermittently connected networks, that is more
sophisticated than previous protocols. PRoPHET uses the new metric to en-
hance performance over previously existing protocols. Simulations performed
have shown that in a community based scenario, PRoPHET clearly gives bet-
ter performance than Epidemic Routing. Further, it is also shown that even
in a completely random scenario (for which PRoPHET was not designed), the
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performance of PRoPHET is still comparable with (and often exceeds) the per-
formance of Epidemic Routing. Thus, it is fair to say that PRoPHET succeeds
in its goal of providing communication opportunities to entities in a intermit-
tently connected network with lower communication overhead, less buffer space
requirements, and better performance than existing protocols.
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Although computer memory is no longer expensive,
there’s always a finite size buffer somewhere. When a big piece of news arrives,
everybody sends a message to everybody else, and the buffer fills.

Benoit Mandelbrot
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Abstract

Delay tolerant networking (DTN), and more specifically the subset known
as intermittently connected networking, is emerging as a solution for sup-
porting asynchronous data transfers in challenging environments where
a fully connected end-to-end path between a source and destination may
never exist. Message delivery in such networks is enabled via scheduled or
opportunistic communication based on transitive local connectivity among
nodes influenced by factors such as node mobility. Given the inherently
store-and-forward and opportunistic nature of the DTN architecture, the
choice of buffer management policies and message forwarding strategies
can have a major impact on system performance. In this paper, we pro-
pose and evaluate different combinations of queueing policies and for-
warding strategies for intermittently connected networks. We show that a
probabilistic routing approach along with the correct choice of buffer man-
agement policy and forwarding strategy can result in much performance
improvements in terms of message delivery, overhead and end-to-end de-
lay.

1 Introduction

There are many harsh and challenging environments, for example, deep space
communication [78], digital content delivery in rural areas with under-developed
infrastructure [126, 150], wildlife and habitat monitoring [85, 149], where tradi-
tional networking solutions are not viable and where even extensions such as
ad hoc networking do not provide a definite solution. These environments are
typically characterized by disruption of communication links leading to frequent
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and long durations of network paritioning, long delays, limited resources and
heterogeneity.

Several solutions have been proposed to handle routing in such networks.
These range from pure epidemic routing [161], where each message is “flooded”
through the network to reach as large part of the network as possible (thus also
reaching its destination), to more sophisticated mechanisms. Such mechanisms
can make use of special knowledge of the scenario [6, 85, 126, 149] or can be
probabilistic routing protocols [105] that try to establish the probability that
a certain node will be able to deliver a message to its destination based on
previous events. However, an important issue that has been largely disregarded
in previous work is the impact of buffer management policies and forwarding
strategies on the performance of the communication system. This is crucial
given the inherently store and forward nature of the DTN architecture, and
is a critical piece of the tradeoffs that exist between the overhead of random
opportunistic policies and the ability to exploit knowledge. In this paper, we
propose a set of queueing policies and forwarding strategies. We compare the
performance of two routing protocols in presence of different combinations of
the proposed policies.

The rest of the paper is organized as follows. Section 2 describes some related
work on routing protocols for intermittently connected networks and gives the
background to the work presented in this paper. In Sect. 3 we propose some
queueing policies and forwarding strategies, which are later evaluated in this
paper. Section 4 describes the simulation setup used for the evaluations, while
Sect. 5 presents the results of our performance evaluation. We summarize our
conclusions and discuss future work in Sect. 6.

2 Routing Protocols for Intermittently Conn-
ected Networks

2.1 Epidemic Routing

Vahdat and Becker present a routing protocol for intermittently connected net-
works called Epidemic Routing [161]. This protocol relies on the theory of
epidemic algorithms by doing pair-wise information of messages between nodes
as they come in contact with each other to eventually deliver messages to their
destination. Hosts buffer messages if no path to the destination is currently
available. An index of these messages, called a summary vector, is kept by the
nodes, and when two nodes meet they exchange summary vectors. After this
exchange, each node can determine if the other node has any message not pre-
viously received by it. In that case, the node requests the messages from the
other node. The message exchange is illustrated in Fig. 2.1. This means that
as long as buffer space is available, messages will spread like an epidemic of a
disease through the network as nodes meet and “infect” each other.
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BA
Summary vector

Send messages

Request messages

Figure 2.1: Epidemic Routing message exchange.

2.2 PRoPHET

If buffer space and bandwidth are unlimited, Epidemic Routing is likely to
be good at message delivery. This is, however, not the case in reality, where
resources such as bandwidth and buffer space are constrained. Furthermore, in
real life, nodes often follow a non-random mobility pattern. To leverage mobility
and use scarce resources efficiently, we have previously proposed the Probabilistic
Routing Protocol using History of Encounters and Transivitiy (PRoPHET) [103,
105].

To accomplish this, a probabilistic metric called delivery predictability,
P(A,B) ∈ [0,1], is established at every node A for each known destination B.
This indicates how likely it is that this node A will be able to deliver a mes-
sage to a particular destination B and is used in deciding which messages are
being transferred between two nodes as they meet. Instead of just exchanging
summary vectors upon encounter, nodes also exchange information about the
P -values they have for known destinations. This information is used to update
the probability information at the receiving node, and is also used to determine
whether or not to forward a particular message to the encountered node. This
decision is made according to the forwarding strategy in use (such as those
described in Sect. 3.2).

The calculation of the delivery predictabilities has three parts. Whenever
a node is encountered, the delivery predictability for that node is updated as
shown in Eq. 1. This is done so that a node has higher delivery predictabil-
ity for nodes that are frequently encountered than for those that are seldomly
encountered.

P(A,B) = P(A,B)old
+

(
1 − P(A,B)old

) × Pinit (1)

When two nodes exchange information about other nodes they know about,
this information is used to update the delivery predictabilities for other nodes
as shown in Eq. 2. Here, node A can update its delivery predictability for each
node C that B has knowledge of using the transitive property of PRoPHET.

P(A,C) = P(A,C)old
+

(
1 − P(A,C)old

) × P(A,B) × P(B,C) × β (2)

Finally, there is an aging of the delivery predictabilites, so they are periodi-
cally updated as shown in Eq. 3.

P(A,B) = P(A,B)old
× γk (3)



56 Routing and Quality of Service in Wireless and Disruption
Tolerant Networks

In the equations above, Pinit ∈ (0,1], γ ∈ (0,1), and β ∈ [0,1] are configurable
parameters to the PRoPHET protocol, and k is the number of time units that
has passed since the value was last aged.

3 Queueing Policies and Forwarding Strategies

Nodes may have to buffer messages for a long time and in case of congestion
decide which messages to drop from its queue. They also have to decide which
messages to forward to another node that is encountered. In this section we
describe the different queueing policies and forwarding strategies used in this
paper for the evaluation in Sect. 5.

3.1 Queueing Policies

We use the following queue management policies, that define which message
should be dropped if the buffer is full when a new message has to be accomo-
dated.

FIFO – First in first out Handle the queue in a FIFO order. The message
that was first entered into the queue is the first message to be dropped.

MOFO – Evict most forwarded first In an attempt to maximize the dis-
persion of messages through the network, this policy requires that the
routing agent keeps track of the number of times each message has been
forwarded. The message that has been forwarded the largest number of
times is the first to be dropped, thus giving messages that have not been
forwarded fewer times more chances of getting forwarded.

MOPR – Evict most favorably forwarded first Every node keeps a value
FP (initialized to zero) for each message in its queue. Each time the
message is forwarded, FP is updated according to Eq. 4, where P is the
delivery predictability the receiving node has for the message.

FP = FPold + P (4)

The message with the highest FP value is the first to be dropped. MOPR
can be considered to be a weighted version of MOFO, where instead of in-
creasing a counter by one each time a message is forwarded, it is increased
by the delivery predictability of the other node for the destination.

SHLI – Evict shortest life time first In the DTN architecture [21], each
message has a timeout value which specifies when it is no longer useful
and should be deleted. If this policy is used, the message with the shortest
remaining life time is the first to be dropped.

LEPR – Evict least probable first Since the node is least likely to deliver
a message for which it has a low P -value, drop the message for which the
node has the lowest P -value.



Evaluation of Queueing Policies and Forwarding Strategies
for Routing in Intermittently Connected Networks

57

More than one queueing policy may be combined in an ordered set, where
the first policy is used primarily, the second policy used only if there is a need
to tie-break between messages with the same eviction priority assigned by the
primary policy, and so on. As an example, one could select the queueing policy
to be {MOFO; SHLI; FIFO}, which would start by dropping the message that
has been forwarded the largest number of times. If more than one message has
been forwarded the same number of times, the one with the shortest remaining
life time will be dropped, and in case of another tie, the FIFO policy will be
used to drop the message first received. The use of multiple queueing policies is
out of the scope of this paper, and while it is important future work, we consider
only one queuing policy at a time in the performance evaluation in this paper.

3.2 Forwarding Strategies

During the information exchange phase, nodes need to decide on which messages
they wish to exchange with the peering node. Finite bandwidth and unexpected
interruptions may not allow a node to transmit all the messages it would like
to forward. In such cases, the order in which the messages are transmitted
is important. This section defines the forwarding strategies that we use in
our evaluation. Note that if the node being encountered is the destination of
any of the messages being carried, those messages should be delivered to the
destination irrespective of the forwarding strategy being used. Nodes do not
delete messages after forwarding them as long as there is sufficient buffer space
available (since it might encounter a better node, or even the final destination
of the message in the future), unless the node to which a message was forwarded
was its destination.

We use the following notation in our discussions below. A and B are the
nodes that meet, and the strategies are described as they should be followed by
node A. The destination node is D. P(X,Y ) denotes the delivery predictability
that a node X has for a destination Y .

GRTR Forward the message only if P(B,D) > P(A,D).

When two nodes meet, a message is sent to the other node if the delivery
predictability for the destination of the message is higher at the other
node.

GRTRSort Select messages in descending order of the value of P(B,D)−P(A,D).
Forward the message only if P(B,D) > P(A,D).

This strategy is similar to GRTR, but it processes the messages in the
message queue in a different way. While GRTR scans the queue in a linear
way, starting by deciding whether or not to forward the first message,
and the continuing like that through the queue, this strategy looks at
the difference in P -values for each message between the two nodes, and
forwards the messages with the largest difference first. This allows a node
to transmit messages with most improvement in delivery predictability
first.
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GRTRMax Select messages in descending order of P(B,D). Forward the mes-
sage only if P(B,D) > P(A,D).

This strategy begins by considering the messages for which the encoun-
tered node has the highest delivery predictability. The motivation for
doing this is the same as in GRTRSort, but based on the idea that it is
better to give messages to nodes with high absolute delivery predictabili-
ties, instead of trying to maximize the improvement.

COIN Forward the message only if X > 0.5, where X ∈ U(0,1) is a random
variable.

This strategy is similar to the ordinary Epidemic Routing, but to reduce
the number of transfers, there is a “coin toss” that determines if a message
should be forwarded or not. As this strategy does not consider the delivery
predictabilities in making its decision, it will not be used in a PRoPHET
system. Nonetheless, it serves as an interesting benchmark to compare the
performance of our proposed delivery predictability estimation in [105] to
that of a simple random pruning of Epidemic Routing.

GRTRSort and GRTRMax require a node to reorder the messages in its
queue for every encounter. This being a regular sorting problem, the worst case
complexity is O(m log m), where m is the number of messages in the queue [35].
By using good datastructures, this could be reduced to O(n log n) where n is the
number of destinations for which there is messages in the queue. Given that the
number of nodes in a typical intermittently connected network will range from
tens of nodes to utmost a few thousands, the computational overhead should
not pose any problem.

4 Simulation Setup

In our evaluation, we have used a simple high level simulator written in Java.
The simulator abstracts away the lower layers and focuses on the operation of
the routing protocol. The nodes use a wireless communication channel that has
a range of 100 meters, and nodes are able to transmit one message every second.
We compare the different queueing policies and forwarding strategies presented
in Sect. 3 for PRoPHET and Epidemic Routing.

To ensure that the results of the simulations are useful, it is important that
the models that are used are realistic. Considering the transitive kind of com-
munication studied in this paper, it is particularly important to select a good
mobility model. In some of the previous work, the authors have used random
waypoint mobility or variations of it [154, 172], mobility that has been con-
strained to some fixed schedule [126,167], or mobility data gathered from some
real-life measurements [84]. In our simulations we have used the community
mobility model developed in [105], inspired by the mobility of nodes in a Saami
community [41,150]. As we want to ensure that this model gives us a good rep-
resentation of real mobility, we evaluated it using the same tests used in previous
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work that has been done on characterizing properties of human mobility [77].
Doing these tests, we could see that the properties of the community model is
relatively close to real mobility and a definite improvement over previous models
such as the random way-point mobiliy model.

15
00

 m

GC11

3000 m

C1 C2 C3 C4

C5 C6 C7 C8

C9 C10

Figure 2.2: Community Mobility Model

We consider a 3000m × 1500m area as shown in Fig. 2.2. This area is di-
vided into 12 subareas; 11 communities (C1-C11), and one “gathering place”
(G). Each node has one home community that it is more likely to visit than
other places. For each community there are 10 nodes that recognize it as their
home community. In each community, and at the gathering place, there is also
a stationary “gateway” (randomly placed within the community) that intermit-
tently generates traffic destined for other communities. The mobility in this
scenario is such that nodes select a destination and a speed (randomly chosen
between 10 and 30 m/s). On reaching the destination, it pauses for a while, and
then selects a new destination and speed. The destinations are selected such
that if a node is within its home community, there is a higher probability that
it will go to the gathering place as compared to other places, and if it is away
from its home community, it is very likely that it will return to the home com-
munity. Table 2.1 shows the probabilities of different destinations being chosen
depending on the current location of a node. To ensure that our results are valid
in scenarios with other topology and mobility patterns, we have also tested the
protocol in a scenario where the random way-point mobility model [83] was
used. The results achieved in those tests showed the same trends as the ones
presented in this paper, so we believe that our results are valid in more general
scenarios than the one presented in this paper.

Every tenth second, two randomly chosen community gateways generate a
message for a gateway at another community or at the gathering place. Five
seconds after each such message generation, two randomly chosen mobile nodes
generate a message to a randomly chosen destination. After 3000 seconds the
message generation ceases (after a total of 1200 messages have been generated)
and the simulation is run for another 8000 seconds to allow messages to be
delivered. A warm up period of 500 seconds is used in the beginning of the
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Table 2.1: Destination selection probabilities

From \ To Home Gathering place Elsewhere
Home - 0.8 0.2

Elsewhere 0.9 - 0.1

simulations before message generation commences, to allow the delivery pre-
dictabilities of PRoPHET to initialize. Table 2.2 shows the values for PRoPHET
parameters kept fixed in our simulations. These values were chosen based on
previous experience with the protocol.

Table 2.2: Parameter settings
Parameter Pinit β γ
Value 0.75 0.25 0.98

We compare the performance of the various forwarding strategies and queue-
ing policies (and the combinations therein) using the following four metrics. The
message delivery ability, i.e. the number of messages delivered to their respective
destinations, is a primary metric. Applications using this kind of communica-
tion should be delay-tolerant, but it is still of interest to consider the message
delivery delay to find out how much time it takes a message to be delivered.
Finally, we also study the overhead and weighted overhead that is incurred by
the message exchanges between nodes. The overhead is calculated as the total
number of message exchanges between nodes, and the weighted overhead is the
number of message exchanges between nodes per message that is delivered to
its destination. The size of the delivery predictability information is linearly
bounded by the number of nodes in the network (which in most realistic cases
will be fairly small), and will be the same regardless of the queueing policy
and forwarding strategy used. Thus, this is not considered in the overhead
calculation.

To avoid any effects that improper settings of the life time of messages
may have on the results of the evaluation (determining the proper life times
for messages is out of scope for this paper), messages in our simulations never
time out. As the SHLI queueing policy makes its drop decisions based on the
remaining life time of messages, we consider each message to have a life time
that is longer than the simulation time.

The queueing policies LEPR and MOPR require computation of delivery
predictabilities; thus, these policies are not used in conjunction with the COIN
and Epidemic forwarding strategies, which do not use delivery predictability in
making forwarding decisions. As the delivery predictability calculations are very
central in the operation of PRoPHET, and as Epidemic Routing and COIN is
mostly included for comparison, it is still important to include these queueing
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policies in the evaluations where it is possible.

5 Results

The results presented here are averages from 10 simulation runs. We have
verified that the results presented are statistically significant at a 95% confidence
level (with Bonferroni correction for multiple comparisons) using pairwise t-
tests [112]. Unless otherwise stated, the x axis in the graphs show the queue
size (the number of messages a node can buffer) in the nodes, and the y axis
show the different metrics as outlined above.

In Fig. 2.3, the number of delivered messages for the different simulations
is shown. At first, a general observation can be made from these graphs. It
can be seen that for all the different queueing policies, performance is better for
the forwarding strategies using delivery predictabilities as compared to COIN
or Epidemic forwarding. This validates the original assumption we had when
designing the protocol about the utility of the probability calculations. It shows
that while a simple random pruning of Epidemic Routing does give some per-
formance enhancements, it is not able to achieve the same level of performance
as when using the delivery predictabilities as defined in PRoPHET. Among the
various queueing policies, the MOFO policy gives the best performance for all
different queue sizes considered. At larger queue sizes, the difference between
MOFO and some of the other policies decreases. By dropping messages that
have already been forwarded to many other nodes, MOFO makes sure that the
messages dropped are the ones that have been spread most into the network.
This explains the good performance achieved by MOFO as it increases the prob-
ability that a message will be able to find its way to the destination, and also
reduces the risk that a message is dropped without being forwarded even once.
The fact that MOPR is getting worse performance than MOFO is however a
sign that it might still be possible to make improvements in the delivery pre-
dictability calculations to make them estimate the actual delivery probability
even better, as that should intuitively result in good performance for MOPR.
As the focus for this work is on forwarding strategies and queueing policies, such
estimation improvements will be considered in future work. The FIFO queueing
policy performed well especially in presence of forwarding strategies that scan
messages for transmission from the head of the queue. For these strategies,
given the limited contact opportunity between nodes, messages that are at the
head of the queue are likely forwarded more times than those at the tail of the
queue. As FIFO drops messages from the head of the queue, messages being
dropped are thus also most likely to have been forwarded a larger number of
times, which makes this similar to using the MOFO policy.

As mentioned above, the benefit of using delivery predictabilities can be
clearly seen in the graphs, and it can also be seen that the added complexity of
GRTRMax and, even more so, GRTRSort pays off. The forwarding strategies
that are somewhat more advanced than the simple GRTR get better perfor-
mance, especially GRTRSort which in conjunction with the MOFO queueing
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Figure 2.3: Average delivery rate

policy gives the best performance. A result that may seem surprising at first
is that the LEPR queueing policy performs poorly in terms of delivery and de-
lay. Intuitively, dropping messages that the node is not very probable to deliver
should be a good way to manage the queue. One problem with this is however
that as nodes treat all messages equally, there is a high risk of messages be-
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ing dropped at the source or close to it due to low delivery predictabilities in
that region of the network when only few or even no forwards have been done.
Further investigation of the distribution of the number of times a message is for-
warded before getting dropped by its source revealed that this problem affects
LEPR a lot more than the other queueing policies. Figure 2.4 shows the distri-
bution of the number of times a source forwards a message before dropping it
in presence of different queueing policies for an example scenario (other settings
exhibit similar behavior). It can be clearly seen that when LEPR is being used,
a large amount of the messages are dropped by the source before they have been
forwarded a single time. While it might be acceptable for other nodes to do so,
such behavior by the source can explain why the policy achieve such bad perfor-
mance. On the other hand, the figure also shows that with MOFO, sources are
able to forward almost all messages at least once before having to drop them,
which improves the chance of the messages to be delivered. A possible remedy
to this problem that will be considered in future work is to prioritize own mes-
sages and drop them only after a certain number of forwards, or if there are no
other messages to drop.
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Figure 2.4: Number of forwards before dropping a message at its source.

In Fig. 2.5, we plot the average delay for the various cases. COIN and Epi-
demic also have the longest average delays for all different queueing policies. As
messages do not only propagate in the probable direction of the destination, but
uniformly through the entire network when these strategies are used, contention
will be higher in all parts of the network. This additional contention causes the
higher delays that can be seen here. In case of using SHLI, the average delay
is very low at short queue lengths and increases almost linearly with the queue
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Figure 2.5: Average delay

length. This is due to SHLI’s nature of dropping the oldest messages. At smaller
queue lengths, a message is either delivered relatively quickly, or it will get older
than the other messages in the queue and thus be dropped.

In Fig. 2.6, we plot the number of forwards that have been made in the net-
work. As expected, the use of Epidemic and COIN result in much more overhead
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Figure 2.6: Overhead

than the other strategies as they are more liberal in forwarding messages. The
other forwarding strategies have fairly similar overhead, with GRTRMax being
slightly lower. Looking at the results for the various queueing policies it can
be seen that MOFO is the one with the largest number of forwards. While
this means that more resources are being used for this policy, it should also
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Figure 2.7: Weighted Overhead

be noted that it is the policy that managed to get the best delivery rate as
well. To illustrate the tradeoff between overhead and delivery ratio, we plot the
number of message forwards in the network per successfully delivered message
in Fig. 2.7. Despite the extra overhead, MOFO experiences among the lowest
number of forwards per delivered message, which in most cases would justify
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the additional overhead. There could however be scenarios in which nodes are
energy-constrained and prefer to trade some of the performance for a reduction
in the amount of traffic that needs to be sent.

6 Conclusions and Future Work

In this paper, we have evaluated different queueing policies and forwarding
strategies for routing in intermittently connected networks. The results show
that there are clear benefits of using delivery predictability calculations instead
of just doing a simple random pruning of Epidemic Routing. The evaluation
also shows that it is very important to use the system resources in a good way
through the selection of queue management policies and forwarding strategies
as such choices have a large impact on the performance of the system. While
a resource such as storage space often is abundant in many systems, there are
still a lot of systems (mainly within sensor networking and related fields) where
such resources are very limited, and queue sizes cannot exceed a few hundred
messages. In such systems it becomes even more crucial to take good care of
the limited resources. In designing and selecting a good forwarding strategy, we
could see that due to resource constraints such as limited bandwidth, it is not
only important to decide which messages to forward, but also to select in which
order messages should be forwarded. It is also important to ensure that each
message is forwarded a sufficient number of times before its source drops it. This
could be clearly seen in the contrast between the MOFO queue management
policy in which sources forwarded almost every message at least once, leading
to good performance, and LEPR, where many messages were dropped by their
source before being forwarded to any other node at all.

From the evaluation presented in this paper, it is evident that the choice of
queueing and forwarding policies can greatly impact the performance of rout-
ing protocols in a DTN scenario. We plan to extend this work by addressing
the issues of congestion control in DTNs. This will involve making routing deci-
sions based on the available buffer space and bandwidth capacity at intermediate
nodes. It would be interesting to define queueing policies and forwarding strate-
gies that take into account the size of the messages in the queue. For example,
if a transmission opportunity is estimated to last a certain amount of time, the
end-to-end delay versus message delivery trade-off could be influenced by the
choice of forwarding several small messages, or one large message that occupies
the entire transmission opportunity. More effort will also be put into further
understanding the effects of topology, mobility, and the ability to make good
delivery predictability estimates.
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Abstract

This document defines PRoPHET, a Probabilistic Routing Protocol using
History of Encounters and Transitivity. PRoPHET is a routing protocol
for intermittently connected networks, where there is no guarantee that a
fully connected path between source and destination exists at any time,
rendering traditional routing protocols unable to deliver messages between
hosts. These networks are examples of networks where the Delay-Tolerant
Network architecture is applicable. The document presents an architec-
tural overview followed by the protocol specification.

1 Introduction

The Probabilistic Routing Protocol using History of Encounters and Transitiv-
ity (PRoPHET) algorithm enables communication between participating nodes
wishing to communicate in an intermittently connected network where at least
some of the nodes are mobile.

One of the most basic requirements for “traditional” (IP) networking is that
there must exist a fully connected path between communication endpoints for
the duration of a communication session in order for communication to be pos-
sible. There are, however, a number of scenarios where connectivity is intermit-
tent so that this is not the case (thus rendering the end-to-end use of traditional

∗This document has also been published as the Internet-Draft draft-lindgren-dtnrg-
prophet-02.txt in the Delay Tolerant Networking Research Group of the Internet Research
Task Force.
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networking protocols impossible), but where it still is desirable to allow com-
munication between nodes (see Sect. 1.1 for a survey of such scenarios).

To introduce the work, consider a network of mobile nodes using wireless
communication with a limited range which is less than the typical excursion
distances over which the nodes travel. Communication between a pair of nodes
at a particular instant is only possible when the distance between the nodes
is less than the range of the wireless communication. This means that, even
if messages are forwarded through other nodes acting as intermediate routes,
there is no guarantee of finding a viable continuous path when it is needed to
transmit a message.

One way to enable communication in such scenarios, is by allowing messages
to be buffered at intermediate nodes for a longer time than normally occurs
in the queues of conventional routers (c.f. Delay Tolerant Networking [22]). It
would then be possible to exploit the mobility of a subset of the nodes to bring
messages closer to their destination by transferring messages to other nodes as
they meet. Figure 3.1 shows how the mobility of nodes in such a scenario can
be used to eventually deliver a message to its destination. In this figure, the
four sub-figures (a) - (d) represent the physical positions of four nodes (A, B,
C, and D) at four time instants, increasing from (a) to (d) and associated radio
ranges. At the start time node A has a message (indicated by a * next to that
node) to be delivered to node D, but there does not exist a path between nodes
A and D because of the limited range of available wireless connections. As
shown in sub-figures (a) - (d), the mobility of the nodes allows the message to
first be transferred to node B, then to node C, and when finally node C moves
within range of node D, it can deliver the message to its final destination. This
technique is known as “transitive networking”.

Real users are not likely to move around randomly, but rather move in a
predictable fashion based on human traffic patterns (e.g., roads or foot paths),
and on repeating behavioral patterns (e.g., going to work or the market and
returning home). This means that if a node has visited a location or been in
contact with a certain node several times before, it is likely that it will visit that
location or meet that node again.

In previously discussed mechanisms to enable communication in intermit-
tently connected networks, such as Epidemic Routing [161], very general ap-
proaches have been taken to the problem at hand. There have, however, not
been any attempts to make use of assumed knowledge of different (mobility)
properties of the nodes in the network in a truly distributed way.

In an environment where buffer space and bandwidth are infinite, Epidemic
Routing will give an optimal solution to the problem of routing in an inter-
mittently connected network with regard to message delivery ratio and latency.
However, in most cases neither bandwidth nor buffer space is infinite, but in-
stead they are rather scarce resources, especially in the case of sensor networks.
We define an alternative to Epidemic Routing, with lower demands on buffer
space and bandwidth, and with equal or better performance in cases where
those resources are limited, and without loss of generality in scenarios where it
is applicable.
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Figure 3.1: Example of transitive communication.

This document presents a framework for probabilistic routing in intermit-
tently connected networks, using an assumption of non-random mobility of
nodes to improve the delivery rate of messages while keeping buffer usage and
communication overhead at a low level. First, a probabilistic metric called deliv-
ery predictability is defined. The document then goes on to define a probabilistic
routing protocol using this metric.

1.1 Background

The kinds of communication networks addressed in this document are only
viable for applications that can tolerate long delays and are able to deal with
extended periods of being disconnected. In practice there are many different
scenarios and situations where communication is inherently intermittent, and
in which it is of high value to develop methods of communication despite the
limitations on applications. This section presents a selection of situations where
it appears that these kinds of communication offer valuable solutions to realistic
problems.

The semi-nomadic Saami population of reindeer herders in the north of Swe-
den follow the movement of the reindeer and when in their summer camps, no
fixed infrastructure is available. The herders would find it useful to be able
to communicate with the rest of the world through, for example, mobile relays
attached to snowmobiles and all-terrain vehicles (ATVs), or carried as small
devices in a backpack, to (for example) obtain weather forecasts, conduct herd
business, receive RSS feeds, send and receive personal email, and maintain the
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supply of educational material for children in the parties [41]. Similar problems
exist between rural villages in India and in other regions where the Internet
infrastructure is less well developed or is only available at prices which are be-
yond the means of the local population. The DakNet project [126] has deployed
store-and-forward ring networks connecting a number of villages through relays
on buses and motorcycles in India and Cambodia.

While satellite networks often rely on very well defined trajectories and pre-
dictable encounters, there are cases when connectivity between them can be
intermittent and opportunistic. In military war-time scenarios and disaster re-
covery situations, soldiers, human rights observers, or rescue personnel are often
in hostile environments where no infrastructure can be assumed to be present,
or if present, cannot be relied upon. Furthermore, the units may be sparsely
distributed so that connectivity between them is intermittent and infrequent.

In sensor networks, a large number of sensors are usually deployed in the
area in which measurements are to be performed. To ensure connectivity among
the sensors and to get measurements from the entire area, it is common to
deploy a very large number of sensors. If sensors can be mobile and transitive
communication techniques can be used between them, the number of sensors
required can be reduced, and new areas where regular sensor networks have
been too expensive or difficult to deploy, can be monitored.

Experiments have been done with attaching sensors to seals, vastly increasing
the number of oceanic temperature readings compared to using a number of
fixed sensors, and in a similar project sensors are attached to whales [149]. To
allow scientists to analyze the collected data, it must somehow be transferred
to a data sink, even though connectivity among the seals and whales is very
sparse and intermittent, so the mobility of the animals (and their occasional
encounters with each other and networked buoys at feeding grounds) must be
relied upon for successful data delivery.

Resembling the vast areas of the oceans are the plains of Africa in that there
are many remote areas with almost no fixed infrastructure and where satellite
connectivity is prohibitively expensive. In the ZebraNet project, an attempt is
made to gain a better understanding of the life and movements of the wildlife in
a certain part of Africa by equipping zebras with tracking collars communicating
in fashions similar to the ones described above. Yet another example concerns
weather monitoring over large areas such as a national park, where a number
of electronic display boards showing weather reports from other parts of the
park have been installed. By equipping hikers with small networked devices,
their mobility through the park can be used to spread the weather information
throughout the entire park.

1.2 Relation to the Delay-Tolerant Networking architec-
ture

The Delay-Tolerant Networking (DTN) architecture [22] defines an architecture
for communication in environments where traditional communication protocols
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can not be used due to excessive delays, link outages and other extreme con-
ditions. The intermittently connected networks considered here are a subset of
those covered by the DTN architecture.

The DTN architecture defines routes to be computed based on a collection of
“contacts” indicating the start time, duration, endpoints, forwarding capacity
and latency of a link in the topology graph. These contacts may be determin-
istic, or may be derived from estimates.

The architecture defines some different types of intermittent contacts. The
ones called opportunistic and predicted are the ones addressed by this protocol.

Opportunistic contacts are those that are not scheduled, but rather present
themselves unexpectedly and frequently arise due to node mobility. Predicted
contacts are like opportunistic contacts, but based on some information, it might
be possible to draw some statistical conclusion on if a contact will be present
soon.

The DTN architecture also defines the bundle protocol [144], which provides
a way for applications to “bundle” an entire session, including both data and
meta-data, into a single message, or bundle, that can be sent as a unit. The
bundling protocol also provides end-to-end addressing and reliability. We build
on the bundling protocol, using bundles as the basic data transfer unit.

2 Architecture

2.1 PRoPHET

This section describes the main architecture of PRoPHET, a Probabilistic Rout-
ing Protocol using History of Encounters and Transitivity. The protocol lever-
ages the observations made on the non-randomness of human mobility to im-
prove routing performance. Instead of only blindly flooding messages through
the network, it applies “probabilistic routing”.

To accomplish this, a probabilistic metric called “delivery predictability”,
0 < P(A,B) < 1, is established at every node A for each known destination B.
This indicates how likely it is that this node will be able to deliver a message
to that destination.

When two PRoPHET nodes meet, they exchange summary vectors which
contain the identifiers of the bundles each node carries, and also a delivery
predictability vector containing the delivery predictability information for des-
tinations known by the nodes. This additional information is used to update
the internal delivery predictability vector as described below. After that, the
information in the summary vector is used to decide which messages to request
from the other node based on the forwarding strategy used (as discussed in Sect.
2.1.2).

2.1.1 Delivery Predictability Calculation

As stated above, PRoPHET relies on calculating a metric based on the proba-
bility of encountering a certain node, and using that to support the decision of
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whether or not to forward a message to a certain node. In the equations that
follow, the updates are being performed by node A, and P(A,B) is the delivery
predictability value that node A has stored for the destination B. If no delivery
predictability values is stored for a particular destination B, P(A,B) is consid-
ered to be zero. Recommended settings for the various parameters are given in
Sect. 3.3. The calculation of the delivery predictabilities has three parts. When
two nodes meet, the first thing they do is to update the delivery predictability
for each other, so that nodes that are often encountered have a high delivery
predictability. This calculation is shown in Eq. 1, where 0 ≤ Pencounter ≤ 1 is
an initialization constant.

P(A,B) = P(A,B)old
+ (1 − P(A,B)old

) × Pencounter (1)

If a pair of nodes do not encounter each other during an interval, they are
less likely to be good forwarders of messages to each other, thus the delivery
predictability values must age, being reduced in the process. The aging equation
is shown in Eq. 2, where 0 < γ < 1 is the aging constant, and K is the number of
time units that have elapsed since the last time the metric was aged. The time
unit used can differ, and should be defined based on the application and the
expected delays in the targeted network. How to set this properly is discussed
in Sect. 3.8.

P(A,B) = P(A,B)old
× γK (2)

The delivery predictability also has a transitive property, that is based on the
observation that if node A frequently encounters node B, and node B frequently
encounters node C, then node C probably is a good node to forward messages
destined for node A to. Equation 3 shows how this transitivity affects the
delivery predictability, where 0 ≤ β ≤ 1 is a scaling constant that controls how
large an impact the transitivity should have on the delivery predictability.

P(A,C) = P(A,C)old
+ (1 − P(A,C)old

) × P(A,B) × P(B,C) × β (3)

2.1.1.1 Optional Delivery Predictability Optimizations

2.1.1.1.1 Smoothing To give the delivery predictability a smoother
rate of change, a node MAY apply one of the following methods to smooth
the metric:

1. Keep a list of NUM P (the recommended value is 4, which has been shown
in simulations to give a good tradeoff between smoothness and rate of
response to changes) values for each destination instead of only a single
value. The list is held in order of acquisition. When a delivery pre-
dictability is updated, the value at the “newest” position in the list is
used as input to the equations in Sect. 2.1.1. The oldest value in the list
is then discarded and the new value is written in the “newest” position of
the list. When a delivery predictability value is needed (either for sending
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to a peering PRoPHET node, or for making a forwarding decision), the
average of the values in the list is calculated, and that value is then used.
If less than NUM P values have been entered into the list, only the positions
that have been filled should be used for the averaging.

2. In addition to keeping the delivery predictability as described in Sect.
2.1.1, a node MAY also keep an exponential weighted moving average
(EWMA) of the delivery predictability. The EWMA is then used for
making forwarding decisions and to report to peering nodes, but the value
calculated according to Sect. 2.1.1 is still used as input to the calculations
of new delivery predictabilities. The EWMA is calculated according to
Eq. 4, where 0 ≤ α ≤ 1 is the weight of the most current value.

Pewma = Pewmaold
× (1 − α) + P × α (4)

The appropriate choice of smoothing algorithm in various circumstances is
the subject of ongoing research and a future version of this protocol specification
may contain additional advice.

2.1.1.1.2 Removal of Low Delivery Predictabilities To reduce the
data to be transferred between two nodes, a node MAY treat delivery pre-
dictabilities smaller than epsilon, where epsilon is a small number, as if they
were zero, and thus they do not need to be included in the list sent during the
information exchange phase. If this optimization is used, care must be taken to
select epsilon to be smaller than delivery predictability values normally present
in the network for destinations for which this node is a forwarder. It is possible
that epsilon could be calculated based on delivery predictability ranges and the
amount they change historically, but this has not been investigate yet.

2.1.2 Forwarding Strategies and Queueing Policies

In traditional routing protocols, choosing where to forward a message is usually
a simple task; the message is sent to the neighbor that has the path to the
destination with the lowest cost (often the shortest path). Normally the message
is also only sent to a single node since the reliability of paths is relatively high.
However, in the settings we envision here, things are radically different. The
first possibility that must be considered when a message arrives at a node is
that there might not be a path to the destination available, so the node has to
buffer the message and upon each encounter with another node, the decision
must be made on whether or not to transfer a particular message. Furthermore,
it may also be sensible to forward a message to multiple nodes to increase the
probability that a message is really delivered to its destination.

Unfortunately, these decisions are not trivial to make. In some cases it might
be sensible to select a fixed threshold and only give a message to nodes that have
a delivery predictability over that threshold for the destination of the message.
On the other hand, when encountering a node with a low delivery predictability,
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it is not certain that a node with a higher metric will be encountered within
reasonable time. Thus, there can also be situations where we might want to
be less strict in deciding who to give messages to. Furthermore, there is the
problem of deciding how many nodes to give a certain message to. Distributing
a message to a large number of nodes will of course increase the probability of
delivering that particular message to its destination, but this comes at the cost
of consuming more system resources for message storage and possibly reducing
the probability of other messages being delivered. On the other hand, giving a
message to only a few nodes (maybe even just a single node) will use less system
resources, but the probability of delivering a message is lower, and the delay
incurred is high.

When resources are constrained, nodes may suffer from storage shortage,
and may have to drop bundles before they have been delivered to their destina-
tions. Similarly to when deciding whether or not to forward a message, deciding
which message to drop to still maintain good performance might require differ-
ent policies in different scenarios.

Nodes MAY define their own forwarding strategies and queueing policies
that take into account the special conditions applicable to the nodes, and local
resource constraints. Some default strategies and policies that should be suitable
for most normal operation are defined in Sect. 3.6 and Sect. 3.7.

2.1.3 Bundle Agent to Routing Agent Interface

To enable the PRoPHET routing agent to operate properly, it must be aware of
the bundles stored at the node, and it must also be able to tell the bundle agent
of that node to send a bundle to a peering node. Therefore, the bundle agent
needs to provide the following interface/functionality to the routing agent:

Get Bundle List Returns a list of the stored bundles and their attributes to
the routing agent.

Send Bundle Makes the bundle agent send a specified bundle.

Accept Bundle Gives the bundle agent a new bundle to store.

Bundle Delivered Tells the bundle agent that a bundle was delivered to its
destination.

Drop Bundle Makes the bundle agent drop a specified bundle.

2.1.4 Lower Layer Requirements and Interface

PRoPHET can be run on a large number of underlying networking technologies.
To accomodate its operation on all kinds of lower layers, it requires the lower
layers to provide the following functionality and interfaces.

Neighbor discovery and maintenance A PRoPHET node needs to know
the identity of its neighbors and when new neighbors appear and old
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neighbors disappear. Some wireless networking technologies might already
contain mechanisms for detecting neighbors and maintaining this state.
To avoid redundancies and inefficiencies, neighbor discovery is thus not
included as a part of PRoPHET, but PRoPHET relies on such mechanism
in lower layers. The lower layers MUST provide the two functions listed
below. If the underlying wireless networking technology does not support
such services, a simple neighbor discovery scheme using local broadcasts of
beacon messages could be run in-between PRoPHET and the underlying
layer. An example of a simple neighbor discovery mechanism that could
be used is shown in Sect. 10.

New Neighbor Signals to the PRoPHET agent that a new node has
become a neighbor. A neighbor is here defined as another node that
is currently within communication range of the wireless networking
technology in use. The PRoPHET agent should now start the Hello
procedure as described in Sect. 5.2.

Neighbor Gone Signals to the PRoPHET agent that one of its neigh-
bors have left.

Local Address An address used by the underlying communication layer (e.g.
an IP or MAC address) that identifies the sender address of the current
message. This address must be unique among the nodes that can currently
communicate, and is only used in conjunction with the Instance numbers
to identify a communicating pair of nodes as described in Sect. 4.1.

3 Protocol Overview

3.1 Neighbor Awareness

Since the operation of the protocol is dependent on the encounters of nodes
running PRoPHET, the nodes must be able to detect when a new neighbor is
present. The protocol may be run on several different networking technologies,
and as some of them might already have methods available for detecting neigh-
bors, PRoPHET does not include a mechanism for neighbor discovery. Instead,
it requires the underlying layer to provide a mechanism to notify the protocol
of when neighbors appear and disappear as described in Sect. 2.1.4.

When a new neighbor has been detected, the protocol starts to set up a
link with that node through the Hello message exchange as described in Sect.
5.2. Once the link has been set up the protocol continues to the Information
Exchange Phase (see Sect. 3.2).

3.2 Information Exchange Phase

The first step in the Information Exchange Phase is for the protocol to send
a Routing Information Base Dictionary TLV to the node it is peering with.
This is a dictionary of the addresses of the nodes that will be listed in the
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Table 3.1: Recommended parapeter values
Parameter Recommended value
Pencounter 0.75

β 0.25
γ 0.99

Routing Information Base. After this, a Routing Information Base TLV is sent.
This TLV contains a list of the addresses that the node has heard of, and the
corresponding delivery predictabilities for those nodes, and flags describing the
capabilities of the sending node. Upon reception of this TLV, the node updates
its delivery predictability table according to the equations in Sect. 2.1.1, and
using its forwarding strategy (see Sect. 2.1.2) determines which of its stored
bundles it wishes to offer the peering node. After making this decision, a Bundle
Offer TLV is prepared, listing the bundle identifiers and their destinations for all
bundles it wishes to offer the other node. If the Bundle Offer TLV lists a bundle
for which the destination was not included in the first Routing Information Base
Dictionary TLV sent, a new such TLV is sent first with an incremental update
of the dictionary. When the peering node has a dictionary with all necessary
addresses, the Bundle Offer TLV is sent to it. The Bundle Offer TLV also
contains a list of PRoPHET ACKs (see Sect. 3.5). This phase of the protocol
is described in more detail in Sect. 5.3.

When a new bundle arrives at a node, the node MAY inspect its list of
available neighbors, and if one of them is a cadidate to forward the bundle,
a new Bundle Offer TLV MAY be sent to that node. If two nodes remain
connected over a longer period of time, the Information Exchange Phase will be
periodically re-initiated to allow new delivery predictability information to be
spread through the network and new bundle exchanges to take place.

3.2.1 Routing Information Base Dictionary

To reduce the overhead of the protocol, the Routing Information Base and
Bundle Offer/Request TLVs utilize an address dictionary. This dictionary maps
long variable length addresses as defined in [22] to shorter 16 bit identifiers
that are used in place of the addresses in subsequent TLVs. The dictionary
established only persist through a single encounter with a node (while the same
link set up by the Hello procedure, with the same instance numbers, remains).

3.3 Routing Algorithm

The basic routing algorithm of the protocol is described in Sect. 2.1. The algo-
rithm uses some parameter values in the calculation of the delivery predictability
metric. These parameters are configurable depending on the usage scenario, but
Table 3.1 provides some recommended default values.



PRoPHET Protocol Specification 81

3.4 Bundle Passing

Upon reception of the Bundle Offer TLV, the node inspects the list of bundles
and decides which bundles it is willing to store for future forwarding, or that it
is able to deliver to their destination. This decision has to be made using local
policies and considering parameters such as available buffer space. For each
such acceptable bundle, the node sends a Bundle Request TLV to its peering
node, which in response to that sends the requested bundle. If a node has
some bundles it would prefer to receive ahead of others offered (e.g. bundles
that it can deliver to their final destination), it MAY request the bundles in
that priority order. This is often desireable as there is no guarantee that the
nodes will remain in contact with each other for long enough to transfer all the
acceptable bundles. Otherwise, the node SHOULD assume that the bundles are
listed in a priority order determined by the peering node’s forwarding strategy,
and request bundles in that order.

3.4.1 Custody

To free up local resources, a node MAY give custody of a bundle to another
node that offers custody (which is found out during the information exchange
phase). This is done to move the retransmission requirement further toward the
destination. The concept of custody transfer, and more details on the motivation
for its use can be found in [22]. When a node accepts custody of a bundle,
it MUST keep that bundle until it gets an ACK confirming that it has been
delivered to its destination, until another node accepts custody of the bundle,
or until the bundle’s time to live has expired. When custody of a bundle has
been accepted by another node, the previous custodian MAY delete that bundle
if appropriate to free up local resources.

The exact policy to use when deciding when to offer and accept custody
is something that each node must decide, and is not currently defined. It is
believed that the custody policy in most cases will be a stricter version of the
forwarding strategy.

3.5 When a Bundle Reaches its Destination

When a bundle reaches its destination, a PRoPHET ACK for that bundle is
issued. A PRoPHET ACK is a confirmation that a bundle has been delivered
to its destination in the PRoPHET network (bundles might traverse several
different types of networks using different routing protocols; thus, this might
not be the final destination of the bundle). When nodes exchange Bundle Offer
TLVs, bundles that have been ACKed are also listed, having the “PRoPHET
ACK” flag set. The node that receive this list updates its own list of ACKed
bundles to be the union of its previous list and the received list. To prevent the
list of ACKed bundles growing indefinitely, each PRoPHET ACK should have
a timeout that MUST NOT be longer than the timeout of the bundle to which
the ACK corresponds.
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Nodes MAY keep track of which nodes they have sent PRoPHET ACKs
for certain bundles to, and MAY in that case refrain from sending multiple
PRoPHET ACKs for the same bundle to the same node.

If necessary in order to preserve system resources, nodes MAY drop PRo-
PHET ACKs prematurely, but SHOULD refrain from doing so if possible.

It is important to keep in mind that PRoPHET ACKs and bundle ACKs
[144] are different things. PRoPHET ACKs are only valid within the PRoPHET
part of the network, while bundle ACKs are end-to-end acknowledgments that
may go outside of the PRoPHET network. Care should be taken to ensure that
bundle acknowledgments as well as PRoPHET ACKs are created in an efficient
way.

3.6 Forwarding Strategies

During the information exchange phase, nodes need to decide on which bundles
they wish to exchange with the peering node. Because of the large number of
scenarios and environments that PRoPHET can be used in, and because of the
wide range of devices that may be used, it is not certain that this decision will be
based on the same strategy in every case. Therefore, each node uses a forwarding
strategy to make this decision. Nodes may define their own strategies, but this
section defines a few basic forwarding strategies that nodes can use. Note: If the
node being encountered is the destination of any of the bundles being carried,
those bundles SHOULD be offered to the destination, even if that would violate
the forwarding strategy. Some of the forwarding strategies listed here have been
evaluated (together with a number of queueing policies) through simulations,
and more information about that and recommendations on which strategies to
use in different situations can be found in [106].

We use the following notation in our descriptions below. A and B are the
nodes that meet, and the strategies are described as they would be applied by
node A. The destination node is D. P(X,Y ) denotes the delivery predictability
stored at node X for destination Y , and NF is the number of times A has given
the bundle to some other node.

GRTR Forward the bundle only if P(B,D) > P(A,D).

When two nodes meet, a bundle is sent to the other node if the delivery
predictability of the destination of the bundle is higher at the other node.
The first node does not delete the bundle after sending it as long as there
is sufficient buffer space available (since it might encounter a better node,
or even the final destination of the bundle in the future).

GTMX Forward the bundle only if P(B,D) > P(A,D)&&NF < NFmax.

This strategy is like the previous one, but each bundle is given to at most
NFmax other nodes apart from the destination.

GRTR+ Forward the bundle only if Eq. 5 holds, where Pmax is the largest
delivery predictability reported by a node to which the bundle has been
sent so far.
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P(B,D) > P(A,D)&&P(B,D) > Pmax (5)

This strategy is like GRTR, but nodes keep track of the largest delivery
predictability of any node it has forwarded this bundle to, and only forward
the bundle again if the currently encountered node has a greater delivery
predictability than the maximum previously encountered.

GTMX+ Forward the bundle only if Eq. 6 holds.

P(B,D) > P(A,D)&&P(B,D) > Pmax&&NF < NFmax (6)

This strategy is like GTMX, but nodes keep track of Pmax as in GRTR+.

GRTRSort Select bundles in descending order of the value of P(B,D)−P(A,D).
Forward the bundle only if P(B,D) > P(A,D).

This strategy is like GRTR, but instead of just going through the bun-
dle queue linearly, this strategy looks at the difference in delivery pre-
dictabilites for each bundle between the two nodes, and forwards the bun-
dles with the largest difference first. As bandwidth limitations or disrupted
connections may result in not all bundles that would be desirable being
exchanged, it could be desirable to first send bundles that get a large
improvement in delivery predictability.

GRTRMax Select bundles in descending order of P(B,D). Forward the bundle
only if P(B,D) > P(A,D).

This strategy begins by considering the messages for which the encoun-
tered node has the highest delivery predictability. The motivation for
doing this is the same as in GRTRSort, but based on the idea that it is
better to give messages to nodes with high absolute delivery predictabili-
ties, instead of trying to maximize the improvement.

3.7 Queueing Policies

Because of limited buffer resources, nodes may need to drop some bundles.
As is the case with the forwarding strategies, which bundle to drop is also
dependent on the scenario. Therefore, each node also has a queuing policy that
determines how its bundle queue is handled. This section defines a few basic
queueing policies, but nodes MAY use other policies if desired. Some of the
queueing policies listed here have been evaluated (together with a number of
forwarding strategies) through simulations. More information about that and
recommendations on which policies to use in different situations can be found
in [106].

FIFO Handle the queue in a FIFO order. The bundle that was first entered
into the queue is the first bundle to be dropped.
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MOFO - Evict most forwarded first In an attempt to maximize the deliv-
ery rate of bundles, this policy requires that the routing agent keeps track
of the number of times each bundle has been forwarded to some other
node. The bundle that has been forwarded the largest number of times is
the first to be dropped.

MOPR - Evict most favorably forwarded first Keep a variable FAV for
each bundle in the queue, initialized to zero. Each time the bundle is
forwarded, update FAV according to Eq. 7, where P is the predictability
metric the node the bundle is forwarded to has for its destination.

FAVnew = FAVold + (1 − FAVold) × P (7)

The bundle with the highest FAV value is the first to be dropped.

Linear MOPR - Evict most favorably forwarded first; linear increase
Keep a variable FAV for each bundle in the queue, initialized to zero.
Each time the bundle is forwarded, update FAV according to Eq. 8,
where P is the predictability metric the node the bundle is forwarded to
has for its destination.

FAVnew = FAVold + P (8)

The bundle with the highest FAV value is the first to be dropped.

SHLI - Evict shortest life time first As described in [144], each bundle has
a timeout value specifying when it no longer is meaningful to its applica-
tion and should be deleted. Since bundles with short remaining time to
life will soon be dropped anyway, this policy decides to drop the bundle
with the shortest remaining life time first. To successfully use a policy like
this, there need to be some form of time synchronization between nodes so
that it is possible to know the exact lifetimes of bundles. This is however
not specific to this routing protocol, but a more general DTN problem.

LEPR - Evict least probable first Since the node is least likely to deliver a
bundle for which it has a low delivery predictability, drop the bundle for
which the node has the lowest delivery predictability, and that has been
forwarded at least MF times, which is a minimum number of forwards
that a bundle must have been forwarded before being dropped (if such a
bundle exists).

More than one queueing policy MAY be combined in an ordered set, where
the first policy is used primarily, the second only being used if there is a need
to tie-break between bundles given the same eviction priority by the primary
policy, and so on. As an example, one could select the queueing policy to
be MOFO; SHLI; FIFO, which would start by dropping the bundle that has
been forwarded the largest number of times. If more than one bundle has been
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forwarded the same number of times, the one with the shortest remaining life
time will be dropped, and if that also is the same, the FIFO policy will be used
to drop the bundle first received.

It is worth noting that obviously nodes MUST NOT drop bundles for which
it has custody unless the lifetime expires.

3.8 Aging of Delivery Predictability

To ensure proper properties of the delivery predictabilities, the parameters de-
termining the rate of aging used for the metric must be set depending on the
scenario in which the protocol will be operating. Implementations and exper-
iments have given some experience on how to do this, but this is still ongoing
work, and no conclusive guidelines on how to set the parameters currently exist.

4 Message Formats

4.1 Messages

This section defines the formats of messages and headers used by PRoPHET.

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31

Header

TLV 1

...

TLV n

Basic message format
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0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31

Version Flags Result Code

Receiver Instance Sender Instance

Transaction Identifier

S SubMessage Number Length

Message Body

Header

Version This version of the PRoPHET Protocol = 1.

Flags TBD

Result Field that is used to indicate whether a response is required to the
request message if the outcome is successful. A value of “NoSuccessAck”
indicates that the request message does not expect a response if the out-
come is successful, and a value of “AckAll” indicates that a response is
expected if the outcome is successful. In both cases a failure response
MUST be generated if the request fails.

In a response message, the result field can have two values: “Success,”
and “Failure”. The “Success” results indicates a success response. All
messages that belong to the same success response will have the same
Transaction Identifier. The “Success” result indicates a success response
that may be contained in a single message or the final message of a success
response spanning multiple messages.

ReturnReceipt is a result field used to indicate that an acknowledgement
is required for the message. The default for Messages is that the controller
will not acknowledge responses. In the case where an acknowledgement
is required, it will set the Result Field to ReturnReceipt in the header of
the Message.

The encoding of the result field is:
NoSuccessAck: Result = 1
AckAll: Result = 2
Success: Result = 3
Failure: Result = 4
ReturnReceipt Result = 5

Code Field gives further information concerning the result in a response mes-
sage. It is mostly used to pass an error code in a failure response but can
also be used to give further information in a success response message or
an event message. In a request message, the code field is not used and is
set to zero.
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If the Code field indicates that the Error TLV is included in the message,
further information on the error will be found in the Error TLV, which
MUST be the the first TLV after the header.

The encoding is:
PRoPHET Error messages 0x000 - 0x099
Reserved 0x0A0 - 0x0FE
Error TLV in message 0x0FF

Sender Instance For messages during the Hello phase with the Hello SYN,
Hello SYNACK, and Hello ACK functions, it is the sender’s instance num-
ber for the link. It is used to detect when the link comes back up after
going down or when the identity of the entity at the other end of the link
changes. The instance number is a 18-bit number that is guaranteed to
be unique within the recent past and to change when the link or node
comes back up after going down. Zero is not a valid instance number.
For the RSTACK function, the Sender Instance field is set to the value
of the Receiver Instance field from the incoming message that caused the
RSTACK function to be generated. Messages sent after the Hello phase
is completed should use the sender’s instance number for the link.

Receiver Instance For messages during the Hello phase with the Hello SYN,
Hello SYNACK, and Hello ACK functions, is what the sender believes
is the current instance number for the link, allocated by the entity at
the far end of the link. If the sender of the message does not know the
current instance number at the far end of the link, this field SHOULD
be set to zero. For the RSTACK message, the Receiver Instance field is
set to the value of the Sender Instance field from the incoming message
that caused the RSTACK message to be generated. Messages sent after
the Hello phase is completed should use what the sender believes is the
current instance number for the link, allocated by the entity at the far end
of the link.

Transaction Indentifier Used to associate a message with its response mes-
sage. This should be set in request messages to a value that is unique
for the sending host within the recent past. Reply messages contain the
Transaction Indentifier of the request they are responding to.

S-flag If S is set then the SubMessage Number field indicates the total number
of SubMessage segments that compose the entire message. If it is not set
then the SubMessage Number field indicates the sequence number of this
SubMessage segment within the whole message. the S field will only be
set in the first sub-message of a sequence.

Submessage Number When a message is segmented because it exceeds the
MTU of the link layer, each segment will include a submessage number
to indicate its position. Alternatively, if it is the first submessage in a
sequence of submessages, the S flag will be set and this field will contain
the total count of submessage segments.
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Length Length in octets of this message including headers and message body.
If the message is fragmented, this field contains the length of this submes-
sage.

The protocol also uses a pseudo header with information that MUST be
provided by the underlying communication layer. The following pseudo header
fields are defined:

Sender Local Address An address used by the underlying communication
layer as described in Sect. 2.1.4 that identifies the sender address of the
current message. This address must be unique among the nodes that can
currently communicate, and is only used in conjunction with the Receiver
Local Address and the Receiver Instance and Sender Instance to identify
a communicating pair of nodes.

Receiver Local Address An address used by the underlying communication
layer as described in Sect. 2.1.4 that identifies the receiver address of the
current message. This address must be unique among the nodes that can
currently communicate, and is only used in conjunction with the Sender
Local Address and the Receiver Instance and Sender Instance to identify
a communicating pair of nodes.

4.2 TLV Structure

All TLVs have the following format, and can be nested.
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31

TLV Type TLV Flags TLV Length

TLV Data

TLV Format

TLV Type Specific TLVs are defined in Sect. 4.3. Each TLV will have fields
defined that are specific to the function of that TLV.

TLV Flags These are defined per TLV type.

TLV Length Length of the TLV in octets, including the TLV header and any
nested TLVs.

4.3 TLVs

4.3.1 Hello TLV

The Hello TLV is used to set up and maintain a link between two PRoPHET
nodes. Hello messages with the SYN function are transmitted periodically as
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beacons. The Hello TLV is the first TLV exchanged between two PRoPHET
nodes when they encounter each other. No other TLVs can be exchanged until
the first Hello sequenece is completed.

Once a communication link is established between two PRoPHET nodes, the
Hello TLV will be sent once for each interval as defined in the interval timer. If
a node experiences the lapse of HELLO DEAD Hello intervals without receiving
a Hello TLV on an ESTAB connection (as defined in the state machine in Sect.
5.2), the connection SHOULD be assumed broken.

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31

Type=0x01 Reserved HF TLV Length

Timer Name Length Sender Name (variable length)

Hello TLV Format

HF Specifies the function of the Hello TLV. Four functions are specified for
the Hello TLV:

SYN: HF = 1
SYNACK: HF = 2
ACK: HF = 3
RSTACK: HF = 4

TLV Data

Timer The Timer field is used to inform the receiver of the timer value used in
the Hello processing of the sender. The timer specifies the nominal time
between periodic Hello messages. It is a constant for the duration of a
session. The timer field is specified in units of 100ms.

Name Length The Name Length field is used to specify the length of the
Sender Name field in octets. If the name has already been sent at least
once in a message with the current Sender Instance, a node MAY choose
to set this field to zero, omitting the Sender Name from the Hello TLV.

Sender Name The Sender Name field specifies the routable DTN name of the
sender that is to be used in updating routing information and making
forwarding decisions.

4.3.2 Error TLV
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31

Type=0x02 Flags TLV Length

Data

Error TLV Format
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TLV Flags TBD

TLV Data TBD

4.3.3 Routing Information Base Dictionary TLV

The Routing Information Base Dictionary includes the list of addresses used in
making routing decisions. The referents remain constant for the duration of a
session over a link where the instance numbers remain the same and can be used
by both the Routing Information Base messages and the bundle offer messages.

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31

Type=0xA0 Flags Length

RIBD Entry Count Reserved

Variable Length Routing Address Strings

Routing Information Base Dictionary
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31

String ID 1 Length Resv

Routing Address String 1 (variable length)

...
String ID n Length Resv

Routing Address String n (variable length)

Routing Address String

TLV Flags TBD

RIBD Entry Count Number of entries in the database

String ID 16 bit identifier that is constant for the duration of a session. String
ID zero is predefined as the node initiating the session through sending the
Hello SYN message, and String ID one is predefined as the node responding
with the Hello SYNACK message.

Length Length of Address String.
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4.3.4 Routing Information Base TLV

The Routing Information Base lists the destinations a node knows of, and the
delivery predictabilities it has associated with them. This information is needed
by the PRoPHET algorithm to make decisions on routing and forwarding.

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31

Type=0xA1 Flags Length

RIBD String Count Reserved

RIBD String ID 1 P-Value RIB Flags 1
...

RIBD String ID n P-Value RIB Flags n

Routing Information Base Header

Flags The encoding of the Header flag field relates to the capabilities of the
Source node sending the RIB:

Flag 0: Relay Node 0b1
Flag 1: Custody Node 0b1
Flag 2: Internet GW Node 0b1
Flag 3: Reserved 0b1
Flag 4: Reserved 0b1
Flag 5: Reserved 0b1
Flag 6: Reserved 0b1
Flag 7: Reserved 0b1

RIB String Count Number of routing entries in the TLV

RIB String ID ID string as predefined in the dictionary TLV.

P-value Delivery predictability for the destination of this entry as calculated
according to the equations in Sect. 2.1.1. The encoding of this field is a
linear mapping from [0,1] to [0, 0xFF].

RIB Flag The encoding of the RIB flag field is:

Flag 0: Relay Node 0b1
Flag 1: Custody Node 0b1
Flag 2: Internet GW Node 0b1
Flag 3: Reserved 0b1
Flag 4: Reserved 0b1
Flag 5: Reserved 0b1
Flag 6: Reserved 0b1
Flag 7: Reserved 0b1
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4.3.5 Bundle Offer and Response TLV

After the routing information has been passed, the node will ask the other node
to review available bundles and determine which bundles it will accept for relay.
The source relay will determine which bundles to offer based on relative delivery
predictabilities as explained in Sect. 3.6. The Bundle Offer TLV also lists the
bundles that a PRoPHET acknowledgement has been issued for. Those bundles
have the PRoPHET ACK flag set in their entry in the list. When a node receives
a PRoPHET ACK for a bundle, it MUST remove any copies of that bundle from
its buffers, but SHOULD keep an entry of the acknowledged bundle to be able
to further propagate the PRoPHET ACK.

The Response message is identical to the request message with the exception
that the flag indicate acceptance of the bundle.

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31

Type=0xA2 Flags Length

Bundle Offer Count Reserved

Bundle Dest String ID 1 B flags Resv

Bundle 1 Creation Timestamp

...
Bundle Dest String ID n B flags Resv

Bundle n Creation Timestamp

Bundle Offer and Response

TLV Flags TBD

Bundle Offer Count Number of bundle offer entries.

Bundle Dest String Id ID string of the destination of the bundle as prede-
fined in the dictionary TLV.

B-Flags The encoding of the B Flags in the request are:

Flag 0: Custody Offered 0b1
Flag 1: Reserved 0b1
Flag 2: Reserved 0b1
Flag 3: Reserved 0b1
Flag 4: Reserved 0b1
Flag 5: Reserved 0b1
Flag 6: Reserved 0b1
Flag 7: PRoPHET ACK 0b1
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The encoding of the B flag values in the response are:

Flag 0: Custody Accepted 0b1
Flag 1: Bundle Accepted 0b1
Flag 2: Reserved 0b1
Flag 3: Reserved 0b1
Flag 4: Reserved 0b1
Flag 5: Reserved 0b1
Flag 6: Reserved 0b1
Flag 7: Reserved 0b1

5 Detailed Operations

xsIn this section, some more details on the operation of PRoPHET is given
along with state tables to help in implementing the protocol.

5.1 High Level State Tables

This section gives high level state tables for the operation of PRoPHET. The fol-
lowing sections will describe each part of the operation in more detail (including
state tables for the internal states of those procedures).

The following states are used in the state tables:

WAIT NB This is the state all nodes start in. Nodes remain in this state
until they are notified that a new neighbor is available. At that point, the
Hello procedure should be started with the new neighbor, and the node
move into the HELLO state. It does also need to remain in the WAIT NB
state to ensure that it can detect new neighbors. This can be handled
by creating a new thread or process that enters the HELLO state and
takes care of the communication with the new neighbor while the parent
remains in WAIT NB.

HELLO Nodes are in the HELLO state from when a new neighbor is detected
until the Hello procedure is completed and a link is established (which
happens when the Hello procedure enters the ESTAB state as described
in Sect. 5.2). If the node is notified that the neighbor is no longer in range
before a link has been established, it returns to the WAIT NB state.

INFO EXCH After a link has been set up by the Hello procedure, a node
enters the INFO EXCH state where the information exchange and bundle
passing is done. The node remains in this state as long as Information Ex-
change Phase TLVs (Routing RIB, Routing RIB Dictionary) and bundle
passing TLVs (Bundle Offer, Bundle Request) are being received. When
an empty Bundle Request TLV (i.e., no more bundles to send) is received,
the node starts a timer and enters the WAIT INFO state. If the node is
notified that the neighbor is no longer in range before all information and
bundles have been exchanged, it returns to the WAIT NB state.
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WAIT INFO Nodes enter the WAIT INFO state after a completed Informa-
tion Exchange Phase and bundle passing phase. Nodes remain in this
state until a timer expires that means that the Information Exchange
Phase should be reinitiated. If the node is notified that the neighbor is no
longer in range before the timer has expired, it returns to the WAIT NB
state.

State: WAIT NB
Condition Action New State

New Neighbor Start Hello procedure for neighbor HELLO
Keep waiting for more neighbors WAIT NB

State: HELLO
Condition Action New State

Hello TLV rcvd HELLO
Enter ESTAB state Start Information Exchange Phase INFO EXCH

Neighbor Gone WAIT NB

State: INFO EXCH
Condition Action New State

Info Exch TLV rcvd INFO EXCH
No more bundles Start timer WAIT INFO
Neighbor Gone WAIT NB

State: WAIT INFO
Condition Action New State

Timer expires Restart Information Exchange Phase INFO EXCH
Neighbor Gone WAIT NB

5.2 Hello Procedure

The Hello TLV procedure is described by the following rules and state tables.
The rules and state tables use the following operations:

• The ”Update Peer Verifier” operation is defined as storing the values of
the Sender Instance and Sender Local Address fields from a Hello SYN
or Hello SYNACK function received from the entity at the far end of the
link.

• The procedure “Reset the link” is defined as:

1. Generate a new instance number for the link.

2. Delete the peer verifier (set to zero the values of Sender Instance and
Sender Local Address previously stored by the Update Peer Verifier
operation).

3. Send a SYN message.

4. Enter the SYNSENT state.
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• The state tables use the following Boolean terms and operators:

A The Sender Instance in the incoming message matches the value stored
from a previous message by the “Update Peer Verifier” operation.

B The Sender Instance and Sender Local Address fields in the incoming
message match the values stored from a previous message by the
“Update Peer Verifier” operation.

C The Receiver Instance and Receiver Local Address fields in the in-
coming message match the values of the Sender Instance and Sender
Local Address used in outgoing Hello SYN, Hello SYNACK, and
Hello ACK messages.

SYN A Hello SYN TLV has been received.

SYNACK A Hello SYNACK TLV has been received.

ACK A Hello ACK TLV has been received.

“&&” Represents the logical AND operation

“||” Represents the logical OR operation

“!” Represents the logical negation (NOT) operation.

• A timer is required for the periodic generation of Hello SYN, Hello
SYNACK, and Hello ACK messages. The value of the timer is announced
in the Timer field. To avoid synchronization effects, uniformly distributed
random jitter of +/ − 5% of the Timer field SHOULD be added to the
actual interval used for the timer.

There are two independent events: the timer expires, and a packet arrives.
The processing rules for these events are:

– Timer Expires:

∗ Reset Timer
∗ If state = SYNSENT Send SYN
∗ If state = SYNRCVD Send SYNACK
∗ If state = ESTAB Send ACK

– Packet Arrives:

∗ If incoming message is an RSTACK:
· If (A && C && !SYNSENT) Reset the link
· Else discard the message.

∗ If incoming message is a SYN, SYNACK, or ACK:
· Response defined by the following State Tables.

∗ If incoming message is any other PRoPHET TLV and state !=
ESTAB:
· Discard incoming message.

If state = SYNSENT Send SYN (Note 1) If state = SYNRCVD
Send SYNACK (Note 1)
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Note 1: No more than two SYN or SYNACK messages should be sent
within any time period of length defined by the timer.

• A connection across a link is considered to be achieved when the protocol
reaches the ESTAB state. All TLVs, other than Hello TLVs, that are
received before synchronisation is achieved, will be discarded.

5.2.1 State Tables

State: SYNSENT
Condition Action New State

SYNACK && C Update Peer Verifier; Send ACK ESTAB
SYNACK && !C Send RSTACK SYNSENT

SYN Update Peer Verifier; Send SYNACK SYNRCVD
ACK Send RSTACK SYNSENT

State: SYNRCVD
Condition Action New State

SYNACK && C Update Peer Verifier; Send ACK ESTAB
SYNACK && !C Send RSTACK SYNRCVD

SYN Update Peer Verifier; Send SYNACK SYNRCVD
ACK && B && C Send ACK ESTAB

ACK && !(B && C) Send RSTACK SYNRCVD

State: ESTAB
Condition Action New State

SYN || SYNACK Send ACK (note 2) ESTAB
ACK && B && C Send ACK (note 3) ESTAB

ACK && !(B && C) Send RSTACK ESTAB

Note 2: No more than two ACKs should be sent within any time period of
length defined by the timer. Thus, one ACK MUST be sent every time the timer
expires. In addition, one further ACK may be sent between timer expirations if
the incoming message is a SYN or SYNACK. This additional ACK allows the
Hello functions to reach synchronisation more quickly.

Note 3: No more than one ACK should be sent within any time period of
length defined by the timer.

5.3 Information Exchange and Bundle Passing Phase

After the Hello messages have been exchanged, and the nodes are in the ESTAB
state, the information exchange and bundle passing phase is initiated. This
section describes the procedure and shows the state transitions necessary in
this phase, and the following sections describe the various TLVs passed in this
phase in detail.
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5.3.1 State Tables

This section shows the state transitions that nodes goes through during the
information exchange and bundle passing phase. State tables are given for a
“Listener” and for an “Initiator”. Both nodes should assume both roles during
this phase, and this can be done either concurrently or sequentially, depending
on the implementation.

Listener:
State: WAIT DICT

Condition Action New State
Dictionary rcvd Update local dictionary (note 1) WAIT RIB

Other message received WAIT DICT
Timeout(peer) Send ACK (note 2) WAIT DICT

State: WAIT RIB
Condition Action New State
RIB received Update P ; Send offer (note 3) OFFER
ACK received WAIT DICT

Dictionary rcvd Update local dictionary WAIT RIB
Bundle req rcd Send ACK WAIT DICT
Timeout(peer) Send ACK WAIT DICT

State: OFFER
Condition Action New State

Bundle req rcvd Send requested bundle(s) OFFER
#req bundles!=0
Bundle req rcvd (note 4) WAIT DICT

#req bundles==0
ACK received WAIT DICT
Timeout(info) Resend bundle offer (note 5) OFFER
Dict/RIB rcvd Resend bundle offer OFFER

Note 1: Both the dictionary and the RIB TLVs may come in the same
PRoPHET message. In that case, the state will change to WAIT RIB and the
RIB will then immediately be processed.

Note 2: Send an ACK if the timer for the peering node expires. Either the
link has been broken, and then the link setup will restart, or it will trigger the
information exchange phase to restart.

Note 3: When the RIB is received it is possible for the PRoPHET agent to
update its delivery predictabilities according to Sect. 2.1.1. This and the RIB is
then used together with the forwarding strategy in use to create a bundle offer
TLV. This is sent to the peering node.

Note 4: No more bundles are requested by the other node, transfer is com-
plete.

Note 5: No response to the bundle offer has been received before the timer
expired, so we resend the bundle offer.
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Initiator:
State: CREATE DR

Condition Action New State
Always Create & send dict & RIB (note 1) SEND DR

State: SEND DR
Condition Action New State

Timeout(info) Resend dictionary & RIB (note 2) SEND DR
Bundle offer rcvd Send bundle request REQUEST

State: REQUEST
Condition Action New State

Timeout(info) Send bundle request for REQUEST
missing bundles (note 3)

Bundle rcvd && Wait for more bundles REQUEST
REQ not fulfilled (note 4)
Bundle rcvd && Send empty bundle request REQUEST

REQ fulfilled (note 4)
ACK received CREATE DR

Note 1: The Initiator always starts by creating dictionary and RIB TLVs,
and send them to its peering node.

Note 2: No response to the RIB has been received before the timer expired,
so we resend the dictionary and RIB TLVs.

Note 3: If the timer expires, and not all requested bundles have been re-
ceived, send a new bundle request for the missing bundles.

Note 4: While bundles are received, but there still are requested bundles that
have not been received, continue waiting for more bundles. If all desired bundles
have been received, send an empty bundles request message to the peering node
to signal that no more bundles should be passed.

6 Security Considerations

Currently, PRoPHET does not specify any special security measures. As a
routing protocol for intermittently connected networks, PRoPHET is a target
for various attacks. The various known possible vulnerabilities are discussed in
this section.

The attacks described here are not problematic if all nodes in the network
can be trusted and are working towards a common goal. If there exist such a
set of nodes, but there also exist malicious nodes, these security problems can
be solved by introducing an authentication mechanism when two nodes meet,
for example using a public key system. Thus, only nodes that are known to be
members of the trusted group of nodes are allowed to participate in the routing.
This of course introduces the additional problem of key distribution, but that
is not addressed here.
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6.1 Attacks on the Operation of the Protocol

There are a number of kinds of attacks on the operation of the protocol that it
would be possible to stage on a PRoPHET network. The attacks and possible
remedies are listed here.

6.1.1 Black Hole Attack

A malicious node sets its delivery predictabilities for all nodes to 1, and does
not forward any bundles. This has two effects, both causing messages to be
drawn towards the black hole, instead of to its correct destination.

1. A node encountering a malicious node will try to send all its bundles to the
malicious node, creating the belief that the bundle has been very favorably
forwarded. Depending on the forwarding strategy and queueing policy in
use, this might hamper future forwarding of the bundle and/or lead to
premature dropping of the bundle.

2. Due to the transitivity, the delivery predictabilities reported by the mali-
cious node will affect the delivery predictabilities of other nodes. This will
create a gradient for all destinations with the black hole as the “center of
gravity” towards which all bundles traverse. This should be particularly
severe in connected parts of the network.

6.1.2 Limited Black Hole Attack/Identity Spoofing

A malicious node misrepresents itself by claiming to be someone else. The effects
of this attack are:

1. The effects of the black hole attack listed above hold for this attack as well,
with the exception that only the delivery predictabilities and bundles for
one particular destination are affected. This could be used to “steal” the
data that should be going to a particular node.

2. In addition to the above problems, PRoPHET ACKs will be issued for the
bundles that are delivered to the malicious node. This will cause these
bundles to be removed from the network, reducing the chance that they
will reach their real destination.

6.1.2.1 Attack detection It is possible for the destination to detect that
this kind of attack has occurred (but it will not be able to prevent it) if it
receives a PRoPHET ACK for a message destined to itself but for which it did
not receive the corresponding bundle.

6.1.2.2 Attack prevention/solution To prevent this attack, some form of
authentication between nodes that meet is needed. One way to achieve this is
to use public key cryptography, but then the problem of key distribution needs
to be solved.
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6.1.3 Fake PRoPHET ACKs

A malicious node may issue fake PRoPHET ACKs for all bundles (or only
bundles for a certain destination if the attack is targeted at a single node) carried
by nodes it meet. The affected bundles will be deleted from the network, greatly
reducing their probability of be delivered to the destination.

6.1.3.1 Attack prevention/solution If a public key cryptography system
is in place, this attack can be prevented by mandating that all PRoPHET
ACKs be signed by the destination. Similarly to other solutions using public
key cryptography, this introduces the problem of key distribution.

6.1.4 Bundle Store Overflow

After encountering and receiving the delivery predictability information from
the victim, a malicious node may generate a large number of bogus bundles for
the destination for which the victim has the highest delivery predictability. This
will cause the victim to most likely accept these bundles, filling up its bundle
storage, possibly at the expense of other, legitimate, bundles. This problem is
transient as the messages will be removed when the victim meets the destination
and delivers the messages.

6.1.4.1 Attack detection If it is possible for the destination to figure out
that the bundles it is receiving are bogus, it could report that malicious actions
are underway.

6.1.4.2 Attack prevention/solution This attack could be prevented by
requiring sending nodes to sign all bundles they send. By doing this, interme-
diate nodes could verify the integrity of the messages before accepting them for
forwarding.

6.1.5 Bundle Store Overflow with Delivery Predictability Manipu-
lation

A more sophisticated version of the attack in the previous section can be at-
tempted. The effect of the previous attack was lessened since the destination
node of the bogus bundles existed. This caused bogus bundles to be purged
from the network when the destination was encountered. The malicious node
may now use the transitive property of the protocol to boost the victim’s deliv-
ery predictabilities for a non-existent destination. After this, it creates a large
number of bogus bundles for this non-existent destination and offers them to
the victim. As before, these bundles will fill up the bundle storage of the vic-
tim. The impact of this attack will be greater as there is no probability of the
destination being encountered and the bundles being acked. Thus, they will
remain in the bundle storage until they time out (the malicious node may set
the timeout to a large value) or until they are evicted by the queueing policy.
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The delivery predictability for the fake destination may spread in the network
due to the transitivity, but this is not a problem, as it will eventually age and
fade away.

The impact of this attack could be increased if multiple malicious nodes
collude, as network resources can be consumed at a greater speed and at many
different places in the network simultaneously.

6.1.6 Interactions with External Routing Domains

Users may opt to connect two regions of sparsely connected nodes through a
connected network such as the Internet where another routing protocol is run-
ning. To this network, PRoPHET traffic would look like any other application
layer data. Extra care must be taken in setting up these gateway nodes and
their interconnections to make sure that malicious nodes cannot use them to
launch attacks on the infrastructure of the connected network. In particular,
the traffic generated should not be significantly more than what a single regular
user end host could create on the network.

7 Implementation Experience

Currently, two independent implementations of the PRoPHET protocol exist.
The first implementation is written in Java, and has been optimized to run
on the Lego MindStorms platform that has very limited resources. Due to the
resource constraints, some parts of the protocol have been simplified or omitted,
but the implementation contains all the important mechanisms to ensure proper
protocol operation. The implementation is also highly modular and can be run
on another system with only minor modifications (it has currently been shown
to run on the Lego MindStorms platform and on regular laptops). The other
implementation is written in C++ and runs in the OmNet++ simulator to
enable testing and evaluation of the protocol and new features. Experience and
feedback from the implementors on early versions of the protocol have been
incorporated into the current version.

A prototype implementation of the protocol in C++ that targets Linux
systems is currently being implemented and is expected to be available in June
2006.
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Figure 3.2: PRoPHET Example.
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9 PRoPHET Example

To help grasp the concepts of PRoPHET, an example is provided to give a
understanding of the transitive property of the delivery predictability, and the
basic operation of PRoPHET. In Fig. 3.2, we revisit the scenario where node
A has a message it wants to send to node D. In the bottom right corner of
subfigures a)-c), the delivery predictability tables for the nodes are shown. As-
sume that nodes C and D encounter each other frequently (Fig. 3.2a) ), making
the delivery predictability values they have for each other high. Now assume
that node C also frequently encounters node B (Fig. 3.2b) ). B and C will get
high delivery predictability values for each other, and the transitive property
will also increase the value B has for D to a medium level. Finally, node B
meets node A (Fig. 3.2c) ) that has a message for node D. Fig. 3.2d) shows the
message exchange between node A and node B. Summary vectors and delivery
predictability information is exchanged, delivery predictabilities are updated,
and node A then realized that P(b,d) > P(a,d), and thus forwards the message
for D to node B.
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10 Neighbor Discovery Example

This section outlines an example of a simple neighbor discovery protocol that
can be run in-between PRoPHET and underlying layer in case lower layers do
not provide methods for neighbor discovery. It assumes that the underlying layer
supports broadcast messages as would be the case if a wireless infrastructure
was involved.

Each node needs to maintain a list of its active neighbors. The operation of
the protocol is as follows:

1. Every BEACON INTERVAL milliseconds, the node does a local broad-
cast of a beacon that contains its identity and address, as well as the
BEACON INTERVAL value used by the node.

2. Upon reception of a beacon, the following can happen:

(a) The sending node is already in the list of active neighbors. Up-
date its entry in the list with the current time, and the node’s
BEACON INTERVAL if it has changed.

(b) The sending node is not in the list of active neighbors. Add the node
to the list of active neighbors and record the current time and the
node’s BEACON INTERVAL. Notify the PRoPHET agent that a new
neighbor is available (“New Neighbor”, as described in Sect. 2.1.4).

3. If a beacon has not been received from a node in the list of active neighbors
within a time period of NUM ACCEPTED LOSSES * BEACON INTERVAL (for the
BEACON INTERVAL used by that node), it should be assumed that this node
is no longer a neighbor. The entry for this node should be removed from
the list of active neighbors, and the PRoPHET agent should be notified
that a neighbor has left (“Neighbor Gone”, as described in Sect. 2.1.4).



104 Routing and Quality of Service in Wireless and Disruption
Tolerant Networks



Part II – Analysis of Properties of
Human Mobility

105



106 Routing and Quality of Service in Wireless and Disruption
Tolerant Networks



Paper 4

Impact of Communication
Infrastructure on Forwarding in
Pocket Switched Networks

107



Traveling through hyperspace isn’t like dusting crops, boy!
Han Solo, Star Wars.

Anders Lindgren, Christophe Diot, James W. Scott, and Augustin Chaintreau, “Im-
pact of Communication Infrastructure on Forwarding in Pocket Switched Networks”
Submitted for review.

108



Impact of Communication Infrastructure on

Forwarding in Pocket Switched Networks

Anders Lindgren† Christophe Diot∗

dugdale@sm.luth.se christophe.diot@thomson.net

James W. Scott‡ Augustin Chaintreau∗

james.w.scott@intel.com augustin.chaintreau@ens.fr

†Lule̊a University of Technology
∗Thomson Research

‡Intel Research Cambridge

Abstract

Recently, it has been established on multiple experimental data sets that
human contact processes exhibit heavy-tailed inter-event distributions.
This characteristic makes it difficult to transport data with a finite transfer
time in a network of mobile devices, relying on opportunistic contacts
only. Using various experimental data sets, we analyze how different types
of communication infrastructure impact the feasibility of data transfers
among mobile devices.

The first striking result is that the heavy tailed nature of the contact
processes persists after infrastructure is introduced. We establish experi-
mentally that infrastructure improves significantly multiple opportunistic
contact properties, relevant to opportunistic forwarding algorithms. We
discuss how infrastructure can be used to design simpler and more effi-
cient (in terms of delay and number of hops) opportunistic forwarding
algorithms. In addition to this, for the first time in a study like this,
the communication pattern of nodes is taken into account in the analysis.
We also show that node pairs that have a real-life history of communi-
cation have contact properties that are better for opportunistic message
forwarding to each other than what other node pairs have.

1 Introduction

With the increasing penetration and ubiquity of devices such as PDAs and
cellular phones that contain multiple communication interfaces as well as huge
memory space, the classic communication architectures look more and more like
anomalies, or like dinosaurs that cannot adapt to the very mobile and nomadic
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nature of today’s communication services. Many communication opportunities
arise where the traditional assumptions of small delays and continuous connec-
tivity no longer hold. In such scenarios, it is possible to make use of the mobility
of nodes to distribute messages throughout the network to intermediate nodes
that may keep the message until they meet the destination, or get ”closer”
to the destination. This communication paradigm in intermittently connected
networks has been called Pocket Switched Networks [24].

Recently, some communication architectures [21, 143] and protocols [105]
have been proposed that could be applied to the situation we describe above.
Unfortunately most of them could not be tested on a real-life case; but their
evaluations had been conducted with simulations using simple mobility models.
We take another approach in this paper; based on real traces, we study the
nature of the networks and the human mobility patterns that make them useful
to carry new communication services. Chaintreau et al. took an experimental
approach in [24] where they analyzed traces from several wireless networks, and
characterized the human mobility patterns arising from them. They have shown
that the inter-contact time distribution seen between two mobile devices exhibits
a heavy tail on the range [5min;1day], similar to a power-law with coefficient
less than 1. Chaintreau et al. establish mathematically that this distribution is
so heavy tailed that any forwarding algorithm that would only rely on multiple
copies of the messages, or on waiting to see the destination, would rarely be
successful in delivering the data to its destination.

In this paper, we study how this negative statement might be weakened
when some level of infrastructure is deployed. It is highly likely that a network
will not consist solely of mobile nodes, but that it will also contain a certain
degree of infrastructure, though this might not have complete coverage of the
network region. The existence of infrastructure also seems to be a intuitive
way to shorten the tail of the distribution by adding some predictability and/or
periodicity in contact characteristics.

If wireless access points are connected to each other (through the Internet or
some other network), these access points can provide shortcuts between mobile
nodes that are on physically separate locations, as long as they are both in
contact with an access point. If the access points are equipped with persistent
storage, mobile nodes will not even have to be in contact with the access point at
the same time to be able to communicate. In Sect. 2.2, we discuss these different
kinds of infrastructure in more detail. We then analyze the impact of various
types of infrastructure on mobile device contact characteristics in Sect. 3. First,
we analyze the metrics previously identified by [24], and also introduce and
discuss new metrics which has an impact on forwarding efficiency. The analysis
is done using real mobility data sets, using different wireless technologies such
as Bluetooth, WiFi and GSM.

All previous studies have also made the assumption that all node pairs are
equally likely to communicate. Based on additional information given with the
traces, we focus in this paper on the node pairs that are likely to communication.
It turns out to have a significant impact on the performance of the network.

To address this problem, we analyze multiple real-world mobile traffic traces.



Impact of Communication Infrastructure on Forwarding in
Pocket Switched Networks

111

Some of these traces rely on infrastructure, and some do not. We find that:

• Infrastructure does not remove the power-law property of the inter-contact
time distribution.

• Infrastructure does significantly increase the number of contact opportu-
nities, and lower inter-contact times.

• Infrastructure and multi-hop neighbourhood networking both indepen-
dently give orders of magnitude improvement in delay. The even better
news is that when they are combined their effects are added.

• Previous analysis has been too pessimistic in considering inter-contact
times between all node pairs. We show that when only considering node
pairs that actually have communicated, the contact opportunities are
much better.

This work is original in three ways. To our knowledge, this is the first sys-
tematic analysis of mobile device contacts properties on experimental data, en-
compassing multiple months of experimentation and multiple networking tech-
nologies. Second, we show how different types of infrastructure impact the
communication capabilities of mobile devices. Finally, it is the first work in this
area, in which the communication patterns of nodes have been considered.

2 Methodology

We now define what we call ”infrastructure” and describe the data sets used for
this work. The experiments have been performed under quite different circum-
stances, which gives us great confidence in our results.

2.1 Experimental Data Sets

To perform our analysis, we use two publicly available data sets that log human
mobility with various wireless technologies. In this section, the data sets are
described, and the conditions in which they were gathered are explained.

2.1.1 UCSD Data Set

This data set was collected at University of California, San Diego (UCSD) us-
ing 300 PDAs that were used by students on the campus [111]. These PDAs
were programmed to log all reachable IEEE 802.11 access points. During the
experiment, the PDAs were in contact with 524 different access points. As this
data set only logs contacts between mobile nodes and access points (and not
contacts between two mobile nodes) we made some additional assumption for
the infrastructure-less analysis to be possible. The method we use to transform
this data set will be described in the Sect. 2.3.
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2.1.2 MIT Data Set

The Reality Mining project [46] deployed 100 smart phones to students and
staff at MIT. Over a period of 9 months, these phones were running software
that logged contacts with other Bluetooth enabled devices by doing Bluetooth
device discovery every five minutes, as well as logging information about the
cellular tower they are associated with (a total of 31545 different cellular towers
were logged). This leaves us with two types of contacts collected with two
different wireless technologies (in the following section identified as MIT-cell for
the contact data based on the log of cellular towers and MIT-bt for the contact
data based on the log of Bluetooth discoveries).

2.2 Infrastructure in Pocket Switched Networks

In previous work, the assumption has usually been made that networks rely
either on infrastructure (or at least global connectivity), or mobile nodes. In
practice, it is very likely that a network will consist of a number of mobile
nodes that can connect both to each other and to infrastructure such as WiFi
hot spots when available. We consider two different kinds of fixed infrastructure,
both of which we assume consist of wireless access points that mobile nodes can
communicate with in addition to other mobile nodes.

The first form of infrastructure we analyze is commonly known as hot spots.
These hot spots are connected to each other through a private network (i.e.
ISP provided hot spots) or through the Internet (open home networks). We
assume that the hot spot connection is of sufficient capacity so that any transfer
limitations lie in the wireless channel. hot spots allow communication to take
place between all mobile nodes connected to any hot spot at a given point in
time. Thus, two mobile nodes do not need to be at the same location to be
able to communicate with each other, but the network of access points create
shortcuts that allow mobile nodes to communicate with nodes at other locations
as long as they are both in contact with any access point.

We also consider an infrastructure where access points are equipped with
persistent storage. These access points can be connected or not. Because of
this storage capability, it is possible to allow a message to be passed between
two non-contemporaneously connected mobile nodes. Note, however, that such
multi-hop communication opportunities are unidirectional, as only the node
with the earlier contact with an access point can send a message to the node
with the later contact, and not vice versa (unless, of course, the first node has
one more contact with an access point at a later instant).

Mobile infrastructures also exist, consisting of, for example, a data transport
node attached to a public transit bus or some other scheduled vehicle. In this
work, we do not address mobile infrastructure, but focus on the more commonly
available fixed infrastructure.

In the rest of this paper, we will systematically compare three different
scenarios: no infrastructure, hot spot infrastructure and hot spot with memory.
We will not study the case where access points have storage capabilities but are
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not connected due to some computational complexities involved in that analysis.
We do however hope to be able to study that in future works.

2.3 Dealing with Infrastructure in Data Sets

Only the MIT-bt data set contains real device to device contacts. The other
to data sets (UCSD and MIT-cell) are infrastructure based. In order to ana-
lyze properties of contacts between mobile nodes in those traces, we made the
following assumption: two mobile nodes are considered to have a contact when
they are simultaneously connected to the same access point. This methodology
was described first in [24]. While this assumption can be discussed (most no-
tably because node contacts that do not happen close to an access point will
not be logged), it is realistic and still provides valuable data. In addition, when
compared to other mobility traces collected using mobile devices only, the traces
processed with our methodology exhibit very similar characteristics.

We applied this assumption to UCSD and MIT-cell. The MIT-cell trace with
no infrastructure can be compared to the MIT-bt one. Despite technology dif-
ferences, we see Sect. 3 that this methodology does not introduces considerable
bias in the properties of the data set.

Note that both UCSD and MIT-cell are interesting from an infrastructure
standpoint. In MIT-cell, the cellular coverage is very ubiquitous and the cell
towers network provides high coverage. Therefore, if all cell towers are used as
PSN infrastructure, all devices in reach of a cell tower can see most of the other
devices and the data set would be of somewhat limited interest for this study.
On the other hand, the UCSD infrastructure is more dispersed and connectivity
is only provided in some campus hot spots. Therefore, in all infrastructure
scenarios, we will vary the amount of infrastructure available to mobile devices
by randomly selecting a subset of the infrastructure in order to investigate the
impact of different levels of infrastructure.

3 Analysis

This section consists of three parts. First, we analyze the heavy tailed nature
of the inter-contact time distribution, and how it is affected by the introduction
of infrastructure. Having observed very limited changes, we investigate other
parameters. The second subsection is dedicated to other contact and inter-
contact properties, such as number of occurrences and duration. Then, we study
the impact of infrastructure on the network connectivity and on the minimum
delay needed to transfer packets between 2 nodes (making the assumption that
we have a forwarding algorithm that can find the optimal path). As some of
the metrics investigated in this paper deal only with direct contacts between
pairs of nodes, adding persistent storage in the infrastructure has no impact.
As a consequence, in such cases, we only show the performance using hot spots
without persistent storage in the graphs, which can be seen as the type of
infrastructure is not specified in those figures.



114 Routing and Quality of Service in Wireless and Disruption
Tolerant Networks

3.1 Inter-contact Distribution Analysis
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Figure 4.1: CCDFs of distribution of inter-contact times for UCSD data.

The distribution of inter-contact times between mobile nodes has been shown
to exhibit power-law characteristics [24] on numerous data sets. The plots in
Fig. 4.1, Fig. 4.2, and Fig. 4.3 show the complementary cumulative distribu-
tion function (CCDF) of inter-contact times for the UCSD and MIT data sets,
both without infrastructure, and also with varying degrees of infrastructure of
connected APs. For the MIT data sets, the distribution without infrastructure
is shown both for the MIT-bt data as well as for the MIT-cell data. The as-
sumptions described in Sect. 2.3 were applied to the UCSD and MIT-cell data
to generate device to device contacts for the analysis. To reduce the number of
curves, this graph only shows the case when all the access points in the UCSD
data set are active as infrastructure, as the difference is very small. For clarity,
the distribution is shown using a log-log scale; for reference, we included an
exact power-law distribution that is linear on this scale.

The MIT data from the Reality Mining project has not been previously
analyzed in this way. Thus, it is interesting to see in Fig. 4.2 and Fig. 4.3
that it exhibits similar properties as the UCSD data in that the distribution
shows a clear power-law characteristic up until around 12 hours. As mentioned
above, in addition to looking at the MIT-bt data where Bluetooth contacts
were used, we also used the assumptions from Sect. 2.3 on the MIT-cell data
to create contacts between devices. In Fig. 4.2 and Fig. 4.3, the inter-contact
distribution is shown both for the Bluetooth contacts as well as the contacts
created using this assumption (compare the curves ”0% infrastructure, MIT-bt”,
and ”No infrastructure, MIT-cell”). It is worth noting that the difference in the
distribution is rather small between using the different methods for determining
the node pair contacts, despite the very different assumptions that needed to
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Figure 4.2: CCDFs of distribution of inter-contact times for MIT data.
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Figure 4.3: CCDFs of distribution of inter-contact times for MIT-comm data.

be done for the two methods. The fact that a difference do exist between the
two different distributions is likely to be due to the very different properties of
the communication technologies used in the two data sets. The much larger
range of cellular towers compared to the range of Bluetooth will inherently add
a bias such as more frequent contacts and shorter inter-contact times which
can be seen in the distribution. What is of real interest is however the fact
that the general shape and the overall properties of both distributions are very
similar despite the very different technologies used and assumptions made. This
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gives us added confidence in that using simultaneous access point sightings is a
good way of estimating node-to-node contacts. As the Bluetooth contacts are
a more accurate measure of contacts between nodes, only those are considered
for the rest of the paper. In all results where some infrastructure is present, the
Bluetooth data (MIT-bt) is used for contacts between devices, and the MIT-cell
contacts are used for contacts with infrastructure.
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Figure 4.4: Mean and 75th and 90th percentiles of inter-contact times.

The main motivation for introducing infrastructure into the network was
the hope that it would change the properties of the inter-contact distribution.
However, as observed in Fig. 4.1, Fig. 4.2, and Fig. 4.3, the power-law property
of the distribution is still there when the infrastructure is introduced both in
the UCSD and MIT data sets. The introduction of the infrastructure do cause a
visible change in the distributions, and it is notable that infrastructure reduces
inter-contact times. This can be seen by the shift of the curves in the graphs as
more and more infrastructure is introduced. In the UCSD case, the distributions
are practically identical for inter-contacts times of 12 hours or less, but after
that, the infrastructure make some impact in shortening the inter-contact times.
This change is much more evident for the MIT-bt data, which should be due to
the nature of the infrastructures. In the MIT-bt data, infrastructure is much
more ubiquitous than for the UCSD data, and due to the assumptions used,
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contacts in the UCSD data only occur in the presence of infrastructure, as
opposed to the the MIT-bt data that contain other contacts as well. Another
significant difference between the two data sets is that inter-contacts tend to be
shorter in the UCSD data set than in the MIT data set. For example, when
no infrastructure is in use, approximately 75% of the UCSD inter-contact times
are shorter than 12 hours, while only 50% of the MIT inter-contacts are shorter
than 12 hours.

Comparing Fig. 4.2 and Fig. 4.3, we can see that while we still have the
same general properties, the inter-contact distribution (especially when there is
no infrastructure available) indicate shorter inter-contact times for MIT-comm
than for the general MIT data. Around 10% of the inter-contacts in the general
MIT data set were longer than a week, while the same is true for less than
5% of the MIT-comm inter-contacts. It is encouraging to see that for the nodes
that are more likely to desire communication, the inter-contact times are shorter
than for other nodes. This indicate that previous results have indeed been too
pessimistic when studying the inter-contact times between all node pairs.

Even though a slight shift in the distribution is caused by the introduction
of infrastructure, the slope of the distribution still remains close to the original
one in the power-law region of the plot. This may seem surprising at first glance,
but it is actually quite apparent why the change in the distribution is not larger.
The infrastructure is likely to add many contacts between nodes, and thus also
create many new short inter-contact times as new contacts are inserted. This
will obviously also affect the very long inter-contact times, but here, the effect
on the shape of the first part of the distribution will not be that large. If a
new contact occurs in the middle of one very long inter-contact time, two new
inter-contact times will be created that still are very long compared to the many
very short times. Thus, the heavy-tailed properties of the distribution remains,
but the tail will be somewhat shorter. We can for example see this effect for the
MIT-bt data where, as infrastructure is added, the percentage of inter-contact
times that are longer than one week goes from around 10% to less than 2%.

As seen above, the shape of the inter-contact time distributions remains
mostly the same when infrastructure is deployed, and the differences that do
exist seem small at first. The implications of these differences are however
significant. As the amount of infrastructure increases, there is a significant drop
in the mean inter-contact time. This, as well as a big drop in the 75th and
90th percentiles of the inter-contact times is shown in Fig. 4.4. For the MIT
data, the improvement is very significant with a reduction of up to around 80
hours, or 85% of the mean inter-contact time, even with quite limited amount of
infrastructure, and even larger improvements as more infrastructure is added.
For the UCSD data, the decrease in mean inter-contact times is not as large
as for the MIT data, but it still constitutes an 8 hour reduction of the inter-
contactimes. The fact that the data have been collected in different experiments
for very different infrastructure deployments explains why the MIT datasets
exhibits the strongest impact when an infrastructure is gradually deployed. The
percentile values are also influential on network performance as they mean that
even if we have a very heavy-tail distribution, where there might exist some very
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long delays, we will still be able to get a communication opportunity between
two nodes in a reasonable amount of time in 75% or 90% of the cases. For these
percentile values, we can see even larger improvements, with reductions of up
to 170 hours.

Once again, Fig. 4.4(c) verify that the inter-contact times between nodes
that have a desire to communicate is very much lower than in the general case,
especially when no or little infrastructure is in use (with more infrastructure in
use, social relations between nodes become less important as more contacts can
be provided by the infrastructure, and thus the improvement is not as large).

In the investigation of the impact an introduction of infrastructure would
have on the inter-contact time distribution of our data sets, it was determined
that the basic properties of the distribution did not change significantly. It
was however, possible to see that the mean inter-contact time was decreased
by a large amount as more infrastructure was added. Even when only some
infrastructure was added, mean inter-contact times were reduced by up to five
times. Thus, even though the inter-contact time distribution kept its power-law
properties, the existence of infrastructure in the network should still improve
forwarding performance in Pocket Switched Networks.

3.2 Network Properties
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Figure 4.5: Number of contacts per node pair.

The inter-contact time is important as it shows what kind of delays that
there can be in the system. On the other hand, the number of contacts between
nodes, and even more importantly, the total duration of contacts between nodes
gives an indication on how much data can be transferred in the network, and
thus of the capacity of the network.

In Fig. 4.5, we show the number of contacts between each node pair, and Fig.
4.6 shows the total contact time between each node pair over the duration of the
trace (please note that the scales on the y axis for the UCSD and MIT curves
are different). As more infrastructure nodes are activated, both the number of
contacts between the nodes, as well as the total duration in which they are in
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Figure 4.6: Total contact time per node pair.
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Figure 4.7: Minimum number of hops between node pairs.

contact (translating into the amount of data they can exchange) increase. This
supports our belief that the addition of infrastructure increases both the total
capacity of the network as well as the number of communication opportunities.

Not very surprisingly, the graphs also show that node pairs that have commu-
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nicated have 2-5 times as many contacts and up to seven times as long contact
time than those that have not communicated. This is to be expected as the
existence of communication is a sign of some form of social relationship. In
everyday life, people normally spend more time together with people they have
relationships with than they do with strangers. Thus, it is also natural that
these nodes have more contacts.

3.2.1 Minimum number of hops

Unless all nodes meet very frequently, making direct forwarding feasible, it is
believed that message delivery in a PSN will have to rely on multi-hop forward-
ing. This kind of forwarding opportunistically makes use of other intermediate
nodes that it has contacts with to forward a message to its destination. When
introducing multi-hop forwarding mechanisms, the overhead of forwarding a
message several times is also added. Therefore, to know which tradeoffs to
make in the design of the forwarding algorithm, it is of interest to study the
minimum number of hops between any given node pair.

Figure 4.7 shows histograms of how many node pairs that can reach each
other with a certain maximum number of hops. Since the communication can
be asymmetric, each node pair is counted twice, once in each direction, as the
hop count might be different (and communication might even only be possible
in one direction). The MIT nodes are already very well connected (almost
everybody has the possibility to communicate with everybody else even without
infrastructure), but we still see that the addition of infrastructure reduces the
number of hops required between many of the node pairs. In the MIT-bt-comm
data set, almost all node pairs have a minimum hop count of one, so therefore
no plot for that data set is included here.

For the UCSD data, the connectivity is not as complete as for MIT-bt.
Therefore, we can see that the introduction of infrastructure significantly in-
creases the number of node pairs that have the possibility to communicate.
Furthermore, it also reduces the number of hops required for nodes that already
had communication possibilities.

These results show that infrastructure can both enable communication be-
tween node pairs that previously had no possible communication path, and also
reduce the number of hops between two nodes, effectively reducing the necessary
resource requirements of the system. It is very interesting to note that almost
all nodes can reach each other in only two hops, and if a forwarding algorithm
were to use a maximum of four hops, it would be almost guaranteed to reach
all nodes. It is however important to remember that these figures only consider
the shortest possible path in terms of hop counts, so there might exist faster
(shorter delay) paths for getting a message between two nodes that involve more
hops than the minimum. This is discussed in more detail in Sect. 3.3.
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Figure 4.8: Minimum expected delay between node pairs.

3.3 Delay analysis

Applications that will run in a Pocket Switched Network have to be designed
to be delay tolerant, but it is still vital for the perceived user experience to
keep the delay as low as possible. The inter-contact times indicate what kind
of delays to expect when only relying on direct communication between source
and destination. Using a good forwarding algorithm and multiple hops through
the network, it might be possible to achieve better performance. In this section,
we calculate the minimum delay for delivering a message between node pairs at
any given point in time, assuming intermediate nodes can be used and that an
optimal forwarding algorithm is in place, a network characteristic not previously
studied. Figure 4.8 shows the average minimum delay between node pairs for
varying degrees of infrastructure. We also plot the mean inter-contact time
in the same graph for comparison to see how large the improvement is when
multiple hops are allowed. The average delay for messages decreases between
50% and 90% as the amount of infrastructure increases. As expected, we see
that the impact of the infrastructure is even larger when the infrastructure
nodes are equipped with persistent storage as this creates more communication
opportunities.



122 Routing and Quality of Service in Wireless and Disruption
Tolerant Networks

Comparing the curves for the multi-hops delays with the inter-contact times,
we see that the multi-hop delays are significantly lower than the inter-contact
times. This means that there tend to exist multi-hop paths in the network that
are more efficient than direct communication in terms of delay. Such a path
exist whenever there are a series of intermediate nodes that are able to deliver
a message from a source to its destination before a contact between the source
and destination occurs. In many cases, the use of a multi-hop path cut the
expected delivery time in half, or reduce it even further. A consequence of this
is that there is a need for good and efficient forwarding algorithms that are
able to make use of these communication opportunities effectively. While this
is true regardless of whether or not any infrastructure is present, the largest
gain appears when the combination of multi-hop communication and some in-
frastructure is used. As an example, we can see that for the MIT-bt data,
the average minimum delay can be reduced from the more than 90 hours with
only direct communication to around 5 hours when multi-hop communication
is allowed and 25% of the infrastructure is active. This is a very significant
reduction, and more importantly, it is likely to make the difference between the
network being useable or not for many applications. While a delay of around
5 hours would be tolerable to many users, very long delays of above 90 hours
are less likely to be acceptable. These curves also show the benefits of having
persistent storage present in the infrastructure. At all times, this added storage
makes lower delays through the network possible to achieve.

It is also interesting to note in Fig. 4.8(c) that the improvements caused
by using multi-hop paths in the MIT-bt-comm data set was much smaller than
for the other two data sets. Since the nodes in that data set have a social
relationship, they meet quite frequently. Thus their inter-contact times are
short enough that it is not very common for a multi-hop path to exist that can
offer a significantly lower delay.

4 Related Works

Research about Delay Tolerant Networks (DTN) and intermittently connected
networks, which Pocket Switched Networks is a special case of, has grown
tremendously lately. Most work in the area has however been mostly geared
towards presenting new communication architectures or protocols, and less on
more fundamental analysis of underlying issues, though some such research ex-
ist.

Chaintreau et al. [24] observed a power-law property in the distribution of
inter-contact times in a number of experimental data sets. The authors mathe-
matically proved that this property will cause certain simple stateless forwarding
algorithms to have unbounded worst case delays. This highlights the heavy-
tailed nature of the inter-contact times stemming from human mobility. This is
very different from for example the exponential inter-contact times generated by
the popular random way-point model used in many simulation studies. Other
work has shown that user behavior such as association times, amount of data
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transer and inter-session time in infrastructure wireless networks also exhibit
heavy tail properties [2, 32,79].

Previous work has also introduced a number of different kinds of infras-
tructure, both fixed and mobile, to support the protocol or communication
system presented in that work. The DAKNet [126] system of consists fixed
Internet kiosks in villages in developing countries in conjunction with data col-
lection units on buses or motorcycles that perform all data transfer. In the
Shared Wireless Infostation Model (SWIM) [149], a network of intermittently
connected nodes is used to gather oceanographic data from sensors attached to
whales through an infrastructure of buoys to which the whales can upload their
data. In [172], a system is proposed where a mobile infrastructure of message
ferries is in use, which are dedicated nodes that use their mobility to improve
system performance. These infrastructures has however all been specialized for
a particular case, and no more general analysis of the impact of infrastructure
has been made. Thus, our work is significantly different from all of the previ-
ous work. Instead of proposing the use of one particular type of infrastructure
to solve a specific task, we identify the different possible types of infrastruc-
ture likely to be present in a Pocket Switched Network, and analyze what the
possible impact of introducing that into the network can be.

5 Conclusions

We have shown experimentally that communication infrastructure does not
modify the power-law shape of the contact process identified by Chaintreau et
al. in the context of the mobility of wireless devices. However, we show that the
introduction of some infrastructure, makes is much easier to forward messages
opportunistically as it (1) increases the number of opportunities and (2) reduces
significantly the high percentile of transmission delay. Adding some storage ca-
pabilities to communication infrastructure increases even more the number of
opportunities to reach a given destination. Our results also show that allowing
multi-hop communication will give orders of magnitude improvement in delivery
delay.

This is also the first time in a study like this that the communication pattern
of nodes is taken into account in the analysis. We are able to show that node
pairs that have a real-life history of communication have contact properties
that are better for opportunistic message forwarding to each other than what
other node pairs have. This also means that previous analysis have been too
pessimistic in considering inter-contact times between all node pairs.

However, the power-law nature of the inter-contact time keeps constraining
the type of forwarding algorithms that can be designed. Given paths exist, and
that 90% of them have acceptable delays (for most applications, below 5 hours
or so), the challenge now is to design forwarding algorithm that can find these
path, avoiding messages to be caught in an extremely long inter-contact between
two intermediate nodes. We believe that we can use the contact history of nodes
to decide whether or not an intermediate node can forward a message toward
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its destination.
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Stranger, if you passing meet me and desire to speak to me, why should you
not speak to me? And why should I not speak to you?

Walt Whitman (1819 – 1892)

Jérémie Leguay, Anders Lindgren, James W. Scott, Timur Friedman, and Jon
Crowcroft, “A City-wide Mobility Measurement Experiment in Cambridge” Unpub-
lished.
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Abstract

Gathering mobility data is of interest for a number of purposes such as
the study of communication systems as those defined in the areas of De-
lay Tolerant and Pocket Switched Networking where mobile entities take
advantage of contacts with each other opportunistically. To propose new
communication schemes in such context, understanding mobility of the
entities would help to find better solutions. This paper presents experi-
mental results that investigate mobility of people through the deployment
of Bluetooth contact logging devices both with a group of students and
at fixed locations in a city. We show that students had, as expected,
a high level of interaction with each other but that they did not meet
the fixed nodes very frequently. Furthermore, we present an analysis of
the contacts our logging devices had with external Bluetooth devices that
were not deployed as part of the experiment. Using the external devices
as potential bridges, we observe hidden relations between the mobile and
fixed devices even though they at first glance appear to be very sparsely
connected.

1 Introduction

Over the past few years, the development of wireless capable handheld devices
such as Personal Digital Assistants (PDAs), mobile phones, and lightweight lap-
top computers have been great, and their use have seen an incredible growth.
This increased penetration of ubiquitous computing devices with local wireless
communication capabilities, in conjunction with the growing interest among
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users to always stay connected, has led to the development of new communi-
cation techniques. Such communication techniques include what is know as
opportunistic networking which makes use of the capability of the devices to do
local communication among its neighbors to create communication possibilities
with users and devices in other places, even if there never exist a fully connected
path between the two end-points, by exploiting the mobility of users carrying
the wireless devices. Networking in scenarios like these is one of the topics
being worked on in the emerging research area of Delay Tolerant Networking
(DTN) [43].

Such communication architectures introduce many exciting possibilities for
new applications and protocols, but to be able to properly design such, it is
important to first gain a proper understanding of the underlying properties
of the system they will be used in. As most protocols and architectures that
run in a system like this leverage the mobility in the system, understanding
the properties of the mobility is of utmost importance. This paper presents
a city-wide experiment conducted in the city of Cambridge, UK, over a time
period of approximately 10 days. In the experiment, a group of students were
equipped with Bluetooth enabled devices to gather mobility data. In addition to
equipping the students with these data logging devices, stationary devices were
deployed in various popular locations in and around the center of Cambridge.
These were also capable of logging contacts with other Bluetooth devices which
allowed us to also get data on the frequency with which nodes are in contact
with those locations.

Similar measurement studies have been conducted before, with measure-
ments being done in corporate and conference settings, as summarized by Chain-
treau et al. [23]. This experiment spans over a longer time period than previous
measurements and also includes the measurements from the stationary devices,
which give new interesting data. However, this longer experiment duration
forced us to do more infrequent data logging, which gives the data lower gran-
ularity.

Section 2 describes the experiment setup and how it was conducted. In
Sect. 3, we show that students had, as expected, a high level of interaction with
each other but that they did not meet the fixed nodes very frequently. On the
other hand, we also see that all nodes in the experiment had a large number
of contacts with external devices that were not deployed by us as a part of the
experiment. We classify these external devices, and study their interactions with
the experiment participants. Finally, in Sect. 4, we note that through the use
of the external devices, hidden relations may exist between sets of locations and
people that at first sight appeared to be mostly disconnected. Considerations
that need to be taken into account when setting up an experiment like this
is discussed in Sect. 5, before Sect. 6 presents some related work, and Sect. 7
discusses possible future work and concludes.
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2 Experiment Setup

In the experiment we performed, we were interested in tracking contacts be-
tween different mobile users, and also contacts between mobile users and various
fixed locations. Previous experiments have been performed that have measured
contacts between mobile users in corporate and conference settings [23] by re-
questing users to carry small iMote1 [24] devices that can log contacts with
other Bluetooth enabled devices. We chose to use the same technology in our
experiment, and equipped mobile users with such iMotes, programmed to pe-
riodically discover and log other Bluetooth devices. The mobile users in our
experiment mainly consisted of students from Cambridge University that were
asked to carry these iMotes with them at all times for the duration of the exper-
iment. In addition to this, we deployed a number of stationary nodes in various
locations that we expected much people to visit such as grocery stores, pubs,
market places, and shopping centers in and around the city of Cambridge, UK,
in which the experiment was performed. A stationary iMote was also placed
at the reception of the Computer Laboratory, in which most of the experiment
participants are students. Figure 5.1 shows the positions of the stationary nodes.

Figure 5.1: Locations of fixed iMotes.

To discover other nearby users and to be able to log contacts between nodes,
the iMotes use the Bluetooth inquiry mechanism that allows them to discover
all other Bluetooth enabled devices within radio transmission range. This mech-
anism is part of the Bluetooth specification, and thus also allows us to detect
contacts both with iMotes as well as with other Bluetooth enabled devices such
as mobile phones, PDAs, laptops, etc., which provides an additional set of inter-
esting data. As doing the inquiries require transmitting and receiving over the
radio interface, this consumes power and a trade-off that had to be considered
when setting up the experiment was how to set the interval between inquiries, δ.
Indeed, having a δ that is too low would have led to a shortened lifetime of the

1The iMotes are small sensor platforms with an ARM7 processor, some on board storage,
and Bluetooth capability.
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iMotes due to the high power consumption from frequent use of the radio. On
the other hand, setting δ to a too high value means running the risk of missing
potential contacts, as they might appear and disappear again in the time span
between two inquiries.

To determine the inquiry interval to use, we made power measurements on
the iMotes while idle and while performing Bluetooth inquiries. Using these
measurements in conjunction with experience on the life-time of iMotes in pre-
vious experiments, we chose inquiry intervals that we hoped would allow the
devices to have a life-time of 1-2 weeks. Furthermore, there is a small risk that
the Bluetooth inquiry may occasionally miss a contact even though it is present.
Therefore, we made the decision that if a contact is seen at a given inquiry Inqi,
but not at the subsequent at inquiry Inqi+1, we will still assume that the con-
tact was never broken if we observe it again at the following inquiry Inqi+2.
This assumption was also made in previous contact logging experiments using
iMotes [77].

The mobile devices that should be carried by users had to be packaged with
a small form factor to increase the probability that the users would actually
always carry the device with them and not leave it behind. On the other hand,
we had larger freedom when it came to the stationary devices. Thus, for some of
the fixed iMotes, we added extra battery power to be able to reduce the inquiry
interval so that we would detect more of the possible contacts. Furthermore, on
a few of the fixed iMotes, we were also able to attach external antennas with
greater wireless range. This increased the coverage area in which they could
detect mobile devices, and thus were useful in larger public places.

• MSR-10 : Mobile Short Range iMotes with δ = 10 minutes. These iMotes
were given to a group of 40 students, mostly in the 3rd year at the Cam-
bridge University Computer Lab. The devices were packaged in small
boxes (dental floss boxes) to be easy to carry around in a pocket, and
used a CR-2 battery (950 mAh) for power.

• FSR-10 : Fixed Short Range iMotes with δ = 10 minutes. We deployed 15
of these iMotes in fixed locations such as pubs, shops or colleges’ porter
lodge. We used exactly the same packaging and batteries as the MSR-10.

• FSR-6 : Fixed Short Range iMotes with δ = 6 minutes. Two iMotes were
equipped with a more powerful rechargeable batteries providing 2200 mAh
so that we were able to reduce the inquiry interval to 6 minutes. We
deployed 2 of these.

• FLR-2 : Fixed Long Range iMotes with δ = 2 minutes. To increase
the area in which these iMotes can discover other devices, four devices
were equipped with an external antenna, which provided a communica-
tion range that was approximately twice that of the short range iMotes.
Further, these iMotes were also equipped with 3 more powerful recharge-
able batteries providing 2200 mAh so that we could reduce δ to 2 minutes.
The antenna and packaging used for these iMotes can be seen in Fig. 5.2.
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Figure 5.2: Long range iMote with rechargeable batteries.

To prevent the results from being biased by the fact that the mobile devices
were co-located as they were being deployed to their carriers, we have removed
the data collected during first 3 hours of the experiment from the analysis. After
the mobile devices had been given to the experiment participants, we proceeded
to the city centre to deploy the stationary iMotes at their respective locations.

In order to be able to get a better idea on how to interpret the results
and to detect anomalies, the experiment participants were asked to fill out a
questionnaire at the end of the experiment. The questionnaire asked if they had
left Cambridge during the experiment, if they had carried the iMote with them
at all times or how frequently they had left it behind.

Finally, note that all the results have been anonymized to ensure the privacy
of the experiment participants.

3 Data Analysis

In this section, we provide an overview of the results we have obtained in this
experiment. First, we present general statistics before concentrating in more
detail on the different aspects of the results.

Due to various hardware problems and the loss of some of the deployed
iMotes, we were able to gather measurement data from 36 mobile devices and
18 fixed locations as can be seen in Table 5.1. This table presents aggregated
statistics about the experiment. It shows that the average lifetimes for all types
of iMotes is higher than 10 days and that these results present a low variability
by types except for FLR-2. Indeed, while 2 of the FLR-2 could remain active
for the full 23 days of the deployment, 2 of them that were deployed in very
popular places suffered from a buffer overflow after 5 and 9 days respectively,
after having recorded on average 3670 contacts.

In our analysis, we consider two categories of contacts: internal contacts,
which are contacts that occurred between two iMotes of any type (fixed or
mobile), and external contacts, which are contacts that occurred between an
iMote and another Bluetooth capable device that was not deployed as a part
of the experiment. Table 5.1 shows the number of contacts acquired by all
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the types of iMotes for all the categories of contacts. The table also lists the
number of unique contacts that has been seen in the different categories. We
define a unique contact as a contact between two nodes that have not had
a previous contact (thus, the number of unique contacts is the same as the
number of node pairs that ever have a contact during the experiment duration).
We can first see that as expected, the MSR-10 iMotes had a lot of contacts with
each other (internal contacts), 8545 in total, and that they also had a significant
number of contacts with external devices, 10469 in total. The second immediate
observation is that fixed iMotes had a very large number of contacts (20240 in
total) with external devices, while they did not meet the participants of the
experiment very much, only 231 contacts in total. Despite the small number
of FLR-2 iMotes that were deployed, their placement at very popular locations
allowed them to capture a large number of external contacts. Due to this, they
did (as mentioned before) run out of memory more rapidly that the others.

MSR-10 FSR-10 FSR-6 FLR-2

Number of motes 36 12 2 4
Lifetime (days) 10.7 ±0.8 11.0 ±0.6 14.5 ±0.5 15.7 ±8.3

Contacts 19014 8270 1082 11119
Internal contacts 8545 38 91 102
External contacts 10469 8232 991 11017
Contacts (unique) 5681 6189 815 6789

Internal contacts (unique) 644 25 35 43
External contacts (unique) 5037 6164 780 6746

Table 5.1: Global experiment statistics.

There have been other experiments using iMotes to measure contact patterns
performed in the past. To motivate our work, and to show the similarities and
differences between this and previous studies, we summarize the main parame-
ters and measurement results from all the experiments in Table 5.2, similarly to
what was done in [23]. The experiments Intel and Cam-U were performed in
corporate and research lab settings, with the participants being researchers and
graduate students. The Infocom experiment was conducted at a research confer-
ence, with conference attendees as participants, and the Cambridge experiment
is the experiment presented in this paper. We can see that this experiment spans
2-3 times as much time as the previous experiments, and has a similar number of
mobile devices as the conference experiment, but significantly more than in the
first two experiments. One interesting difference between the experiments that
can be seen from this table is in the number of internal and external contacts
experienced by the participating nodes. In the other experiments, we see a high
number of internal contacts where participants on average have contacts with
other participants several times per day, while in this experiment, this number
is much lower. On the other hand, the number of external devices seen and
the number of contacts with them are much higher in this experiment than in
previous ones. Both of these differences can be explained by the population
of participants and the setting in which the experiment was deployed. In the
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previous experiments, participants were chosen from either people that work
together on a daily basis at the same premises or attend the same conference.
Thus, it is natural that they will have frequent contacts with each other. On
the other hand, in this experiment, students that might not have pre-existing
relationships with each other were chosen, and thus they are less likely to have
contacts outside of class activities. They do however have great potential to
have contacts with many external devices as they spend time at many different
locations.

Intel Cam-U Infocom Cambridge

Duration (days) 3 5 3 10
δ (mins) 2 2 2 10
iMotes 8 12 41 36

Internal contacts 1091 4229 22459 8545
Average # Contacts/pair/day 6.5 6.4 4.6 1.5

External devices 92 159 197 3586
External contacts 1173 2507 5791 10469

Table 5.2: Comparison with previous experiments for data from mobile iMotes.

3.1 Inter-student Contacts

In this section we analyze the interactions between participants carrying iMotes.
Figure 5.3(a) and Fig. 5.3(b) present respectively for each mobile iMote the num-
ber of total contacts and the number of unique contacts. On average, students
had 461.9 internal contacts with a standard deviation of 196.2 and 30.0 unique
internal contacts over the 35 possible with a standard deviation of 4.0.
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Figure 5.3: Contacts between mobile iMotes (different iMotes shown on x axis).

To understand the dynamics of contacts between the experiment participants
over time, Fig. 5.4 shows the number of contacts per day between mobile iMotes.
A clear weekly pattern can be seen here, with most of the contacts occurring
during week days and much fewer contacts during weekends (i.e., days 2,3 and
9,10). This indicate that the students mostly meet during class activities, but
do not have much social interactions over the weekends.
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Figure 5.4: Number of contacts per day between mobile iMotes.

3.2 Student to Fixed iMote Contacts

As explained previously, one of the goals of the experiment we present in this
paper was to explore not only the interaction between the participants carrying
iMotes but also to capture their mobility in relation to certain fixed locations
in the city. However, the results we obtained did not meet our expectations as
shown by the plots in Fig. 5.5. Figure 5.5(a) and Fig. 5.5(b) presents for each of
the fixed iMotes the total number of contacts with mobile iMotes and the number
of unique mobile iMotes observed. They show that very few contacts occurred
between iMotes carried by experiment participants and fixed ones. The only
two fixed iMotes having significantly more contacts with students were those
at the reception at the Computer Laboratory (where the students attend class
activities) and at a popular grocery store.
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Figure 5.5: Contacts between fixed and mobile iMotes (different fixed iMotes
shown on x axis).

There are a number of factors that can explain why we had this result. First,
it might be possible that the fixed iMotes were deployed at inappropriate loca-
tions according to the population sample. Before the deployment, an attempt
was made to survey students about popular locations to visit. This, in con-
junction with reasoning on where people are likely to go (which is possible in a
city of Cambridge’s size), was used to choose the locations for the fixed devices.
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While we believed that this was a good selection of locations, apparently, many
students did not visit the locations where we had deployed the iMotes. Another
problem that can have affected the result of our experiment is that most of
the buildings in the center of Cambridge are large stone structures, which very
efficiently block radio signals, so even if the mobile iMotes have been close to
the fixed ones, there is a risk they were not able to communicate. As we will see
in the next section, the fixed iMotes did however log many external contacts,
verifying that the locations in which they were deployed were indeed frequently
visited by people with Bluetooth enable devices – just not experiment partic-
ipants. Finally, we might have missed logging many contacts due to too large
inter-inquiry intervals (δ), especially in transit areas. This issue is discussed
more in Sect. 5.

3.3 External Contacts

In addition to measuring contacts between iMotes, all contacts between the
iMotes and other Bluetooth enabled external devices were logged. While this
was not the main objective of the experiment, this data ended up constituting
the largest part of our data set. Indeed, we observed 10469 contacts (3586
unique) between mobile iMotes and external devices, and 20240 contacts (9211
unique) between fixed iMotes and external devices. Here we investigate these
contacts with external devices by first quantifying these observations and then
trying to identify the nature of the seen devices.

 0

 200

 400

 600

# 
co

nt
ac

ts

(a) Total

 0

 200

 400

 600

# 
co

nt
ac

ts

(b) Unique

Figure 5.6: Contacts between mobile iMotes and external devices(different
iMotes shown on x axis).

Figure 5.6 shows the contacts each mobile iMote had with external devices.
Figure 5.6(a) and Fig. 5.6(b) show the total number of external contacts and
the number of unique external contacts respectively. Mobile iMotes acquired on
average 290.8 external contacts, and 139.9 unique external contacts. Figure 5.7
is similar to Fig. 5.6 but for the fixed iMotes. In that case, fixed iMotes acquired
on average 1124.7 external contacts, and 760.5 unique external contacts.

Figure 5.8 presents the number of contacts per day between iMotes and
external devices for both fixed and mobile iMotes. In Figure 5.8(a), we observe
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Figure 5.7: Contacts between fixed iMotes and external devices(different iMotes
shown on x axis).
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Figure 5.8: Number of contacts per day between iMotes and external devices.

that the number of contacts with fixed iMotes decreases after day 5, except on
day 9 which is a Saturday. It is due first to the cessation of 2 fixed iMotes at
popular places and then due to the fixed iMotes with smaller batteries running
out of power. Logically, the number of external devices logged throughout the
city is higher on Saturdays than on the other days since lots of people are off from
work and are able to spend time in the city center running errands, shopping,
and doing other activities. For the daily external contacts of the mobile iMotes
shown in Fig. 5.8(b), there is not a equally clear distinction between the different
week days.

To continue our investigation on external devices, we used the database of
Organizationally Unique Identifiers (OUI)2 maintained by the IEEE to map
MAC address prefixes in the data set to their manufacturers. We were able to
resolve 97% of the MAC addresses. Figure 5.9 presents the frequency of the
occurrence of the most common manufacturers. From looking at the manu-
facturers, we can see that most of external devices are mobile phones or other
portable devices (Murata is a Bluetooth chip manufacturer whose products are
integrated in a wide range of devices). This observation is of interest because

2http://standards.ieee.org/regauth/oui/



A City-wide Mobility Measurement Experiment in Cambridge 137

we can reasonably consider external devices in the data set as mobile entities
that will be carried in pockets of regular people moving around the city, exactly
as mobile iMotes.

Murata
8%Sharp

2%

Others
10%

Samsung
16%

Nokia
44%

Sony Ericsson
20%

Figure 5.9: Manufacturers of external devices.

3.4 Inter-contact Time Distributions

In Fig. 5.10 we can see the distribution of the inter-contact time between several
types of entities. The inter-contact time is the time between two contacts for a
given node pair, and has been previously shown to exhibit a power-law property
in a large number of data sets [23]. We see similar tendencies to power-law
behavior as in previous experiments here, but we can see that for mobile to
mobile contacts a large part of the inter-contacts (around 90%) are shorter
than one day. This means that after a node pair have met, there is a 90%
chance they will meet again within one day. Comparing this distribution to
that of the other types of contacts, we can verify that as indicated by the
other measurements, that interactions between students are more regular than
between other combinations of devices. As the group of students is the most
homogeneous group, this is expected.

4 Connectivity-Aiding Mobile Bridges

As seen in Sect. 3, we have observed that the two sets of iMotes we have de-
ployed, that is, fixed and mobile, had very few interactions between the groups.
We have also seen that both groups met a lot of external devices. In this sec-
tion, we investigate the existence of Connectivity-Aiding Mobile Bridges (CAM-
Bridges) that could link two communities that does not have many apparent di-
rect relations. The highlighting of the existence of such links between the groups
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Figure 5.10: Inter-contact time distributions

of fixed and mobile iMotes could motivate the creation of city-wide peer-to-peer
communication systems or content distribution architectures. One could, for ex-
ample, imagine that the fixed iMotes are publishing points of some information
of interest to the experiment participants.

In the data, we identified 1430 external contacts among the 11367 recorded
that could be possible CAMBridges because they have met at least one a mobile
and one fixed iMote. Taking these external contacts into account, we define a
possible hidden relation to be an opportunity of passing data from one set of
iMotes to the other. A hidden relation exists if and only if at least one external
contact has been in contact with a pair [Mm,Mf ] where Mm is a mobile iMote
and Mf is a fixed one. We found that out of the 648 possible relations between
the two sets, 610 of them exist in the data when using the external devices as
mobile bridges.

In Fig. 5.11 we plot one point for each of the CAMBridges, with its number
of contacts with mobile and fixed iMotes as its x and y coordinates respectively.
We add a small random noise to the values in order obtain a cloud of points.
This is done to ensure that all points are visible, even if more than one bridge
have the same coordinates in this system. We can first observe that no mobile
bridges had both a lot of contacts with fixed and mobile iMotes. Mobile bridges
seem to be close in terms of their mobility to either the fixed iMotes or to the
mobile ones. Mobile bridges had in average 3.8 contacts with fixed iMotes and
4.3 with mobile iMotes.

In order to have a more precise idea of the strength of the hidden link
that exist between the sets of fixed and mobile iMotes, we plot the probability
distribution of the connection of pairs between the sets of fixed and mobile
iMotes, when using mobile bridges in Fig. 5.12. It shows that some pairs are
covered by a significant number of mobile bridges. 10% of the pairs are covered
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by 20 or more bridges. On average, pairs are covered by 10.3 mobile bridges.

 0
 0.2
 0.4
 0.6
 0.8

 1

 20  40  60  80  100

P(
co

ve
ra

ge
 >

 X
)

# bridges

Figure 5.12: Coverage of pairs by mobile bridges.

Not only the external nodes can be used as intermediate bridges that forward
data between nodes, but also the mobile iMotes. To show the effect of allowing
such multi-hop communication using both external devices and mobile iMotes,
Fig. 5.13 show the distribution of multi-hop delays between fixed and mobile
iMotes, together with the inter-contact time distribution of those nodes. Here,
we can see that there is a very significant reduction in the delay for data to go
from a fixed to mobile iMote if multi-hop communication is used as compared
to when only direct communication can be used.

In this section we have shown that even though contacts between the mobile
and fixed devices deployed in our experiment are scarce, there still exist com-
munication possibilities between them through the use of external devices that
form mobile bridges. These bridges link the two subsets of iMotes that at first
sight appeared highly disconnected. We believe that the bridges that could be
used to perform efficient communications between the set of fixed and mobile
iMotes may not necessarily be real strangers; it could be friends, room mates or
parents of students. However, according to the data we have, we are not able
to draw any firm conclusions about that.
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5 Discussion

When using devices like the iMotes to gather data on mobility and contact
patterns, there are a few things that must be considered. Such measurements
may not be able to exhaustively capture contacts because of two main factors.
First, as these experiments require an active involvement of participants, there
is always the risk that the participants does not completely fulfill their commit-
ments, for example by not always carrying the measurement devices everywhere
they go. Indeed, as we conducted a survey on our population after the experi-
ment, we were able to determine that some of them had occasionally forgotten
to bring the iMote when going somewhere, or might have left it in a bag instead
of keeping it on their person. There were also occasions of students leaving the
city over the weekend (which is less of a problem as that reflects a real user
behavior, and will still be able to gather external contacts, but most likely no
internal contacts). Secondly, as contacts are only discovered using the periodic
Bluetooth inquiries, iMote experiments suffer from a sampling effect that means
that contacts that are shorter than δ minutes may be missed. This is a trade-off
between minimizing the risk of missing short contacts and the life-time of the
iMotes. It would be possible to extend the life-time further while keeping a
short inquiry interval by adding more powerful batteries, but that would result
in a more bulky form factor, which in turn would increase the probability that
participants would not carry their iMote on them everywhere they go.
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6 Related Work

Efforts toward mobility data acquisition has expanded rapidly for a couple of
years. Other iMote experiments have been conducted within the Haggle [23]
project that explores networking possibilities for mobile users using peer-to-
peer connectivity between them in addition to existing infrastructures. This
type of networking is called Pocket Switched Networking (PSN) which falls
under the more general concept of Disruption Tolerant Networking (DTN) [43].
In a similar way, the Reality Mining [46] experiment conducted at MIT have
captured proximity, location, and activity information from 100 subjects over
an academic year. Each participants had a JAVA application running on their
mobile phone to record proximity with others through periodical Bluetooth
scans and location using information provided by the phone on the cellular
network. The DieselNet project [16] at the University of Massachusetts also
studies DTN routing in challenging contexts such as power outages or natural
disasters. A testbed for gathering interactions between 40 buses that cover 150
square miles in western Massachusetts was deployed in 2005.

In other places, work has been done to gather data from various Wi-Fi
networks. For instance, researchers at Dartmouth College [73] have deployed
one of the most extensive trace collection effort to gather information about its
Wi-Fi access network. Similar studies have also been conducted at UCSD [111]
or ETH Zürich [160]. This data have after some post processing been used as
mobility data to characterize mobility of users [87] or to evaluate DTN routing
protocols as in [97].

The data presented in this paper should be of interest for evaluating forward-
ing algorithms defined for DTNs such as Epidemic Routing [161], the Spray and
Wait [154] protocol that distributes a number of copies to relays and then waits
until the destination meets one of them, Moby-Space [97] that uses a virtual
space based upon nodes’ mobility pattern, MV Routing [17] that proposes a
routing algorithm that uses past frequencies of contacts or the PRoPHET rout-
ing protocol [105] which bases routing on a probabilistic metric calculated using
history of encounters and transitivity.

7 Conclusion and Future Work

In this paper we have presented a city-wide experiment using iMote devices
to measure mobility through logging contacts between its carrier and other
Bluetooth devices. This experiment differs from the previous ones not only by
the environment in which it was performed, but also by the use of fixed iMotes
at popular locations and the long duration of the experiment. We analyzed
contacts between mobile iMotes, between mobile and fixed ones and between
iMotes and external Bluetooth devices. As in previous experiment, we noted a
high level of interaction between people belonging to the community of people
in which we deployed the mobile iMotes, that is, students from Cambridge
University.
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When conducting this experiment we had expected to find more contacts
between mobile and fixed iMotes, but instead that data turned out to be quite
limited. However, we have used these data to look for possible hidden relations
between these two sets that at first sight appear mostly disconnected. One of
our objectives would be to identify good external devices that could create a
usable link between these two sets. The results presented in this work lead
us to highlight the presence of a hidden relation between these sets. It is im-
portant to detect such relationships between devices in the network, both in
this experiment and in others.. This shows us that even though the measure-
ments done in the experiment does not show strong direct connections between
groups of nodes, there may still exist way of communicating between them if a
more ubiquitous system was in place. Detecting such Connection-Aiding Mo-
bile Bridges (CAMBridges), would be of interest to, for example, a content
distribution systems or some DTN communication schemes that use strangers
to relay information, similar to the concept of familiar strangers [125]. We are
currently investigating how these external relays would be useful to disseminate
information in such context.

Future work along these lines might include studies that use these data as
an input to propose DTN mobility models [119], producing interactions between
entities similar to the one observed in this paper. Also, these data, in addition
to others available from CRAWDAD [92], can be used to studies communities of
people. Having the knowledge of such communities or being able to detect them
would be of great help to propose efficient communication schemes. Finally,
these data can be used as an input to simulators to evaluate protocols designed
for DTN scenarios.
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Abstract

This paper evaluates four mechanisms for providing service differentiation
in IEEE 802.11 wireless LANs. The evaluated schemes are the Point
Coordinator Function (PCF) of IEEE 802.11, the Enhanced Distributed
Coordinator Function (EDCF) of the proposed IEEE 802.11e extension
to IEEE 802.11, Distributed Fair Scheduling (DFS), and Blackburst. The
evaluation was done using the ns-2 simulator. Furthermore, the impact
of some parameter settings on performance has also been investigated.
The metrics used in the evaluation are throughput, medium utilization,
collision rate, average access delay, and delay distribution for a variable
load of real time and background traffic. The simulations show that the
best performance is achieved by Blackburst. PCF and EDCF are also able
to provide pretty good service differentiation. DFS can give a relative
differentiation and consequently avoids starvation of low priority traffic.

1 Introduction

Wireless networks are superior to wired networks with regard to aspects such as
ease of installation and flexibility. They do however suffer from lower bandwidth,
higher delays, higher bit-error rates, and higher costs than wired networks.
With the advent of Wireless Local Area Networks (WLANs), bandwidth have
increased and prices have decreased on wireless networking solutions. These
factors have made WLANs a very popular wireless networking solution. Given
the coverage and low price, it is likely that demands for the ability to run
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real-time applications such as voice over IP over these networks will increase.
If such applications shall be usable, considering the characteristics of wireless
networks, some kind of service differentiation must be employed to let certain
types of traffic get better performance.

The IEEE 802.11 standard [156] for WLANs is the most widely used WLAN
standard today. Since it uses a shared medium, it has some inherent problems,
such as low medium utilization, risk of collisions and problem of providing dif-
ferentiation between different types of traffic. There is a mode of operation
in IEEE 802.11 that can be used to provide service differentiation, but it has
been shown to perform poorly and give poor link utilization [164], so several
new service differentiation schemes have been proposed. We study and evaluate
four schemes for providing Quality of Service (QoS) over IEEE 802.11 wire-
less LANs: the PCF mode of the IEEE 802.11 standard [156], Distributed Fair
Scheduling [162], Blackburst [151], and Enhanced DCF [8].

This paper summarizes work previously published as position papers [100,
101], and does a more thorough analysis than the previous papers. The rest
of the paper is organized as follows. Section 2 provides an overview of IEEE
802.11 and the proposed schemes for service differentiation. Section 3 describes
our simulation scenarios and metrics. In Section 4 we present the results of our
simulations, Section 5 discusses some issues, and Section 6 concludes.

2 Overview of evaluated schemes

In this section we describe the QoS mechanisms we have evaluated. For further
details we refer to [8, 151,152,156,162].

2.1 IEEE 802.11

IEEE 802.11 has two different access methods, the mandatory Distributed Co-
ordinator Function (DCF) and the optional Point Coordinator Function (PCF).
The latter aims at supporting real-time traffic.

2.1.1 Distributed Coordinator Function

The DCF is the basic access mechanism of IEEE 802.11. It uses a Carrier Sense
Multiple Access with Collision Avoidance (CSMA/CA) algorithm to mediate the
access to the shared medium. Before a data frame is sent, the station senses the
medium. If it is idle for at least a DCF interframe space1 (DIFS) period of time,
the frame is transmitted. Otherwise, a backoff time B (measured in time slots) is
chosen randomly in the interval [0,CW ), where CW is the so called Contention
Window. After the medium has been detected idle for at least a DIFS, the
backoff timer is decremented by one for each time slot the medium remains

1An interframe space, IFS, is the time a station waits when the medium is idle before
attempting to access it. IEEE 802.11 defines several IFSs, and by using shorter IFS, the
medium is accessed prior to stations using a longer IFS. This is e.g. used to ensure that an
acknowledgment frame is sent before any other station can send data.
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idle. If the medium becomes busy during the backoff process, the backoff timer
is paused, and is restarted when the medium has been sensed idle for a DIFS
again. When the backoff timer reaches zero, the frame is transmitted. Upon
detection of a collision (which is detected by the absence of an acknowledgment
frame to the data frame), the contention window is doubled according to Eq. 1
where i is the number of attempts (including the current one) to transmit the
frame that has been done, and k is a constant defining the minimum contention
window, CWmin = 2k − 1. A new backoff time is then chosen and the backoff
procedure starts over. The backoff mechanism is also used after a successful
transmission before sending the next frame. After a successful transmission,
the contention window is reset to CWmin.

CWi = 2k+i−1 − 1 (1)

2.1.2 Point Coordinator Function

PCF is a centralized, polling-based access mechanism which requires the pres-
ence of a base station that acts as Point Coordinator (PC). If PCF is supported,
both PCF and DCF coexist and in this case, time is divided into superframes as
shown in Fig. 6.1. Each superframe consists of a contention period where DCF
is used, and a contention free period (CFP) where PCF is used. The CFP is
started by a special frame (a beacon) sent by the base station. Since the beacon
is sent using ordinary DCF access method, the base station has to contend for
the medium, and therefore the CFP may be shortened.

Superframe

PCFPCFB B
Contention Period Contention Period

BUSY

Contention Free Period

t

B=Beacon

DCF DCF

Delay
CF Period

Foreshortened

Figure 6.1: The superframe of IEEE 802.11

The PC keeps a list of mobile stations that have requested to be polled to
send data. During the CFP, it sends poll frames to the stations when they are
clear to access the medium. Upon reception of a poll frame, the station sends
a data packet if it has any packet queued. To ensure that no DCF stations
are able to interrupt this mode of operation, the IFS between PCF data frames
is shorter than the usual DIFS. This space is called a PCF interframe space
(PIFS). To prevent starvation of stations that are not allowed to send during
the CFP, there must always be room for at least one maximum length frame to
be sent during the contention period.
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2.2 IEEE 802.11e – Enhanced DCF

Task group E of the IEEE 802.11 working group are currently working on an
extension to the IEEE 802.11 standard, called IEEE 802.11e. The goal of this
extension is to enhance the access mechanisms of IEEE 802.11 and provide a
distributed access mechanism that can provide service differentiation. All the
details have not yet been finalized, but a new access mechanism called Enhanced
DCF (EDCF) has been selected [8]. This is an extension of the basic DCF ac-
cess mechanism in the original standard. Since devices complying with the old
standard are widely deployed, great care was taken to ensure that EDCF should
be inter-operable with the old DCF. The EDCF mechanism allows traffic to be
classified into 8 different traffic classes, by modifying the minimum contention
window (CWmin) and the interframe space used for data transmissions. Choos-
ing a smaller default contention window for a station will cause that station to
generate shorter backoff intervals, thus gaining priority over a station with a
larger CWmin which generates longer backoff intervals.

To be able to further differentiate between stations using the same contention
window, different interframe spaces are used by different traffic classes. Instead
of waiting a DIFS before trying to access the medium, or starting to decrement
the backoff timer as in ordinary DCF, an interframe space called Arbitration
Interframe Space (AIFS) is used. Each traffic class uses its own AIFS which
equals a DIFS plus a number of time slots (possibly zero). This means that
traffic using a large AIFS (many “extra” time slots) will have lower priority
than traffic using a small AIFS, since they will wait longer before trying to
access the medium or starting to decrement the backoff timer.

Mechanisms similar to EDCF that use different backoff algorithms and in-
terframe spaces for different priority levels have previously been proposed by
for example Deng and Chang [40]; and Barry, Campbell and Veres [4].

In IEEE 802.11e there is also the possibility to use packet bursting [31] to
enhance the performance, and achieve better medium utilization. The packet
bursting concept means that once a station has gained access to the medium
through ordinary contention, it can be allowed to send more than one frame
without contending for the medium again. After getting access to the medium
the station is allowed to send as many frames it wishes as long as the total
access time does not exceed a certain limit (TxOpLimit). To ensure that no
other station interrupts the packet burst, the interframe space used between
the reception of an acknowledgment, and the transmission of the next data
frame in the packet burst is a SIFS (Short Interframe Space), which is the same
IFS that is used between data and acknowledgment frames. If a collision occurs
(no acknowledgment frame is received), the packet burst is terminated. Since
packet bursting might increase the jitter, it is recommended that TxOpLimit is
chosen such that it is not longer than the time required for the transmission of
a data frame of maximum size.
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2.3 Distributed Fair Scheduling

It is not always desirable to completely sacrifice the performance of low priority
traffic in order to give very good service to high priority traffic. Often it can be
good to be able to provide relative differentiation, for example specifying that
one type of traffic should get twice as much bandwidth as some other type of
traffic. Vaidya, Bahl and Gupta proposes an access scheme called Distributed
Fair Scheduling (DFS) which applies the ideas behind fair queuing in the wireless
domain [162].

There exist several fair queuing schemes that provide fair allocation of band-
width between different flows on a node [58,62]. In this context, fair means that
each flow gets bandwidth proportional to some weight that has been assigned
to it. These schemes are centralized in the sense that they run on a single node
which has access to all information about all the flows. Since different weights
can be assigned to the flows, this can be used for differentiation between flows.

The Distributed Fair Scheduling scheme is based on the fair queuing mecha-
nism known as Self-Clocked Fair Queueing [58], and uses the backoff mechanism
of IEEE 802.11 to determine which station should send first. Before transmit-
ting a frame, the backoff process is always initiated, even if no previous frame
has been transmitted. The backoff interval is calculated as shown in Eq. 2,
where sizepacket is the size of the packet to send, φ is the weight of the station,
ρ is a random variable with mean 1 ( [162] uses a uniform random variable in
the interval [0.9,1.1], and so will we in our evaluations), and Scaling Factor is
used to scale the backoff intervals to values of suitable magnitude. Since the
backoff interval will be longer the lower the weight of the sending station is,
differentiation will be achieved. Further, fairness is achieved by using the size
of the packet to be sent in the calculation of the backoff interval. This will
cause larger packets to get longer backoff intervals than small packets, allowing
a station with small packets to send more often so that the same amount of
data is sent.

B =
⌊
ρ ×

⌊
Scaling Factor × sizepacket

φ

⌋⌋
(2)

If a collision occurs, a new backoff interval is calculated using the backoff
algorithm of the IEEE 802.11 standard where the contention window is given
by Eq. 1, with CWmin set to 3. The reason for choosing such a short contention
window even though a collision has occured is that DFS tries to maintain fairness
among nodes, and thus a node that was “scheduled” to send a packet, should
be able to send it as soon as possible. Otherwise fairness would suffer.

2.4 Blackburst

To improve the performance of real time streams in wireless LANs, Sobrinho
and Krishnakumar proposed a scheme called Blackburst [151], and some en-
hancements to it [152]. The main goal of Blackburst is to minimize the delay
for real time traffic, and it is somewhat different from the other schemes since
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it imposes certain requirements on the traffic to be prioritized. Blackburst re-
quires that all high priority stations try to access the medium with constant
intervals, tsch(this interval has to be the same for all high priority stations).
Further, Blackburst also requires the ability to jam the wireless medium for a
period of time.

When a high priority station wants to send a frame, it senses the medium to
see if it has been idle for a PIFS and then sends its frame. On the other hand, if
the medium is found busy, the station waits until the channel has been idle for a
PIFS and then enters a black burst contention period. The station now sends a
so called black burst by jamming the channel for a period of time. The length of
the black burst is determined by the time the station has been waiting to access
the medium, and is calculated as a number of black slots. After transmitting
the black burst, the station listens to the medium for a short period of time
(less than a black slot) to see if some other station is sending a longer black
burst. That would imply that the other station has waited longer and thus
should access the medium first. If the medium is idle, the station will send its
frame, otherwise it will wait until the medium becomes idle again and enter
another black burst contention period. By using slotted time, and imposing a
minimum frame size on real time frames, it can be guaranteed that each black
burst contention period will yield a unique winner [151].

After the successful transmission of a frame, the station schedules the next
access instant (when the station will try to transmit the next frame) tsch seconds
in the future. This has the nice effect that real-time flows will synchronize,
and share the medium in a TDM fashion [151]. This means that unless there
is a transmission by a low priority station when an access instant for a high
priority station occurs, very little blackbursting will have to be done once the
stations have synchronized. Low priority stations use the ordinary DCF access
mechanism of IEEE 802.11.

Two different modes of operation of Blackburst, with and without feedback
from the MAC layer to the application, exist [152]. If the application is not
Blackburst-aware, and the mode without feedback is used, a slack time, δ, is
used to ensure stability of the system. The access intervals are scheduled δ
before the time the packet is expected to arrive at the MAC layer. This is to
ensure that delayed access instants caused by interfering traffic does not make
the system unstable.

3 Simulations

To evaluate the methods described in section Sect. 2, we use the network sim-
ulator ns-2 [110] which has IEEE 802.11 DCF functionality. We extended the
simulator by implementing IEEE 802.11 PCF2 and Blackburst, and by adding
implementations of DFS and EDCF made by other people3, and ran the simu-

2Our ns implementation of PCF can be found at
http://www.sm.luth.se/~dugdale/index/software.shtml

3Thanks to Nitin H. Vaidya and Greg Chesson.

http://www.sm.luth.se/~dugdale/index/software.shtml
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lation scenarios described below to measure five different metrics: throughput,
medium utilization, collision rate, access delay and delay distribution.

3.1 Scenarios

In our simulations modeling a 2 Mbit/s wireless LAN, the wireless topology
consisted of several wireless stations and a base station connected to a wired
node which serves as a sink for the flows from the wireless domain. In an IEEE
802.11 network in infrastructure mode, the mobile nodes always communicate
directly with the base station, so the results would be similar even if the mobile
nodes communicated with each other. An example of the topology can be seen
in Fig. 6.2. The parameters for the wired link were chosen to ensure that the
bandwidth bottleneck of the system is within the wireless LAN. All wireless
stations are located such that every station is able to detect a transmission
from any other station, and there is no mobility in the system.

WLAN10 Mbit/s

BS

Figure 6.2: Example of our simulation setup.

Our simulations consist of traffic that has been chosen to be similar to data
generated by for example a variable bit rate audio or video encoder. The high
priority stations generate packets with packet sizes taken from a normal distri-
bution with mean 300 bytes, and standard deviation 40 bytes. We have used
inter-packet intervals of 25 and 40 ms, which gives us data flows with an average
bit rate of 96 and 60 kbit/s. We will refer to these as high and low bit-rate high
priority traffic.The low priority stations generate packets every 50 ms, with a
packet size taken from a normal distribution with mean 800 bytes, and standard
deviation 150 bytes (corresponding to a mean bit-rate of 128 kbit/s). Our mea-
surements started after a warm-up period that allowed initial control traffic like
ARP to be exchanged so it would not affect our results. We have had some fixed
numbers of low priority stations (3 and 12 stations), and gradually increased
the number of high priority stations to increase the load of the system.

When choosing the parameter settings to use for the different schemes, we
have tried to use settings specified in the standards or papers where the schemes
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Table 6.1: Simulation parameter values
Parameter Value
Time slot 20 μs

DIFS 50 μs
PIFS 30 μs

Superframe 20 TU
Max CFP 18.85 TU

cbitrate 2 Mbit/s
CWmin 31

Blackburst
Black slot 20 μs

Slack time δ 5 ms

Parameter Value
EDCF

AIFShighprio 50 μs
CWmin high prio 31

AIFSlowprio 90 μs
CWmin low prio 63

TxOpLimit 0.00953 s
DFS

High weight 0.075
Low weight 0.025

Scaling Factor 0.002

are specified [151,152,156,162], or that has elsewhere been shown to be sensible
choices [8]. Unfortunately, the impact of the parameter settings for the different
schemes are not always well investigated, and the preferable parameter setting
may also vary depending on the expected traffic pattern. Table 6.1 shows the
parameter values we have used in our simulations for the comparison of the
schemes (where a time unit, TU, equals 1024 μs). The main parameter that
can be modified for PCF is the size of the superframe, which actually determines
how often a station can be polled. The length of the superframe is not specified
in the standard, nor are any recommendations of superframe size given. Thus
we have by simulation investigated the impact this has on the throughput and
medium utilization. The results of this can be found in Section 4.1. During a
CFP, the Point Coordinator (the base station) polls the stations in its polling
list in a round robin fashion. If all stations have been polled once, the CFP
will be ended prematurely. If there is not enough time to poll all stations in
the current CFP, the next station in the list will be polled first in the next
CFP. The IEEE 802.11 working group has still not decided on what values of
AIFS and CWmin that should be used for the different traffic classes. However,
we use values which have been shown to be reasonable from simulations done
by Chesson et al. [31]. The TxOpLimit value was set to the time required to
transmit a frame of maximum size, as recommended. Furthermore, we assume
that most applications will not be aware of Blackburst, and thus decide to use
the mode without feedback in our simulations to make the results comparable
with the results from the other methods, and to make them more applicable to
real life.

3.2 Metrics

The metrics we have used in our evaluation are throughput, medium utilization,
collision rate, access delay, and cumulative delay distribution.

The average throughput for the stations at each priority level shows how well
the QoS schemes can provide service differentiation between the various priority



QoS Schemes for IEEE 802.11 Wireless LANs - An Evaluation 155

levels. To be able to compare the graphs from different levels of load, we have
chosen to plot a normalized throughput on the y axis, rather than the absolute
throughput. The normalized throughput is calculated as the percentage of the
offered data that is actually delivered to the destination.

Wireless bandwidth is a scarce resource, so efficient use of it is vital. There-
fore, we also study the medium utilization of the different schemes. To do this,
we measure how large percentage of time that is used for successful transmis-
sion of data frames. Thus we can see how much of the time (and the medium
capacity) that is used for data transmission, and how much that is wasted on
other things.

The collision rate is the average number of collision that occur per second.
A large number of collisions will reduce the performance.

We define access delay as the time the Head-Of-Line data packet spends
at the MAC layer before being successfully transmitted out on the wireless
medium. The reason for studying average access delay is that many real-time
applications are very sensible to high delays, after which the data will be useless.
Therefore, it is important to provide low delay for real-time flows. Because real-
time applications often have a delay bound after which the data is useless, it
does not suffice to just study the average access delay, since the average might
be rather low even if a large part of the packets have unacceptable delays. We
present the cumulative distribution of the access delays for high priority traffic
to find out the percentage of the packets that are below certain delay bounds.

4 Results

4.1 Determining PCF superframe size

To validate the comparison between the different schemes, it is important to
ensure that all schemes have reasonable parameter settings that does not affect
the performance of the scheme adversely. Here we investigate the impact the
superframe size has on performance for PCF, and determine what size to be used
in the further comparisons. Using a short superframe increases the number of
control frames sent, which might waste resources if there is not enough traffic to
accommodate the polls. On the other hand, it also causes stations to be polled
more frequently, allowing the high priority stations to send more traffic if the
load is high. Using a longer superframe will reduce the amount of control frames
sent, but will also cause stations to be polled less often, which might lead to too
high delays and too low throughput. It is reasonable to believe that the best
performance for high priority traffic would be achieved by having a superframe
size similar to the interval between the frames generated by the nodes. In many
cases there might not be such a thing as a typical interval between frames, and
then other considerations must be made when selecting superframe size. In this
paper we do however only focus on the scenario where the high priority traffic
is indeed periodic.

Fig. 6.3 shows the throughput achieved for some different superframe sizes,
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Figure 6.3: Average throughput for different superframe sizes.

chosen to range from just under the packet inter-arrival time of the high priority
flows with high bit rate (a superframe of 20 time units (TU)), up to 110 time
units, indicated in the graphs by “SF x High/Low” for a superframe size of x
TU, and High or Low indicating if the curve is for high or low priority traffic. We
can see that smaller sizes of the superframe (close to the inter-packet intervals)
give better performance to high priority traffic. This of course impacts the
performance of the low priority traffic in a negative way. For the scenario with
low bit-rate high priority traffic, similar performance is achieved for high priority
traffic with superframe sizes of 20 and 50 time units, but for high priority traffic
with higher bitrate, the performance is better with a superframe size of 20 time
units (which is close to the packet inter-arrival time of 25 ms for those flows).
In Fig. 6.4 we can see how the medium utilization is affected by the size of the
superframe. It is interesting to see that for lower loads of high priority traffic,
the medium utilization for the cases with the smallest superframe size is lower
than for the other superframe sizes, but as the load increases, the utilization
gets better than for the other superframe sizes. We believe the reason of this is
that when the load is low and the superframe is short, poll frames are sent more
often than data packets are generated at the mobile nodes, rendering those poll
frames useless to the stations receiving them, thus only wasting bandwidth that
could otherwise have been used by the low priority traffic. When the load and
the number of stations to be polled increases, the polling of all high priority
stations might not fit into a single superframe. This means that the demand
for bandwidth is higher than the supply, so whenever a high priority station
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Figure 6.4: Medium utilization for different superframe sizes.

receives a poll frame, it has some data to send, thus increasing the utilization.
It seems like our initial feeling that it should be good with a superframe

that is similar to the packet inter-arrival time of high priority traffic was valid.
While the smallest superframe size gives the best result (in terms of high priority
traffic throughput and medium utilization) in the scenarios with high bit-rate
high priority traffic, a somewhat larger superframe (50 TU in our simulations)
seems better in the scenarios with low bit-rate high priority traffic, where the
packet inter-arrival time is closer to 50 TU than 20 TU.

We decided to use a superframe of 20 time units for PCF in the comparison
of the different QoS schemes. This decision was made to try to achieve as good
throughput as possible for high priority traffic. The problem with this setting
is the comparably low medium utilization in some scenarios, but since one of
the main objectives of this evaluation is to determine the service differentiation
capabilities of the scheme, we believe that this is the right choice to make.

4.2 Performance comparison

4.2.1 Throughput

The first metric investigated is throughput. Fig. 6.5 shows the normalized
throughput for low and high priority stations versus the number of high priority
stations for some fixed number of low priority stations. Each graph represents
different load conditions by setting different numbers of low priority stations
and bit-rates of high priority stations. We can see that the Blackburst scheme



158 Routing and Quality of Service in Wireless and Disruption
Tolerant Networks

0

0.2

0.4

0.6

0.8

1

0 5 10 15 20

N
o
r
m
a
l
i
z
e
d
 
t
h
r
o
u
g
h
p
u
t

Number of high priority nodes

60 kbit/s high priority flows, 3 low priority stations

PCF High
PCF Low

EDCF High
EDCF Low
DFS High
DFS Low
BB High
BB Low

0

0.2

0.4

0.6

0.8

1

0 5 10 15 20

N
o
r
m
a
l
i
z
e
d
 
t
h
r
o
u
g
h
p
u
t

Number of high priority nodes

60 kbit/s high priority flows, 12 low priority stations

PCF High
PCF Low

EDCF High
EDCF Low
DFS High
DFS Low
BB High
BB Low

0

0.2

0.4

0.6

0.8

1

0 5 10 15 20

N
o
r
m
a
l
i
z
e
d
 
t
h
r
o
u
g
h
p
u
t

Number of high priority nodes

96 kbit/s high priority flows, 3 low priority stations

PCF High
PCF Low

EDCF High
EDCF Low
DFS High
DFS Low
BB High
BB Low

0

0.2

0.4

0.6

0.8

1

0 5 10 15 20

N
o
r
m
a
l
i
z
e
d
 
t
h
r
o
u
g
h
p
u
t

Number of high priority nodes

96 kbit/s high priority flows, 12 low priority stations

PCF High
PCF Low

EDCF High
EDCF Low
DFS High
DFS Low
BB High
BB Low

Figure 6.5: Average throughput for a station at the given priority level.

provides the best performance for high priority traffic with regard to through-
put. Blackburst is able to provide perfect service (in the sense that all packets
are delivered) for at least up to 21 low bit-rate high priority stations. Stations
using the other schemes experience a performance loss when a certain number
of high priority stations is reached, and it is only at very high loads (many high
bit-rate high priority stations) that the performance of Blackburst drops below
that of the other schemes. DFS is the scheme for which high priority traffic
starts to lose performance first. It should however be noted, that this should
be considered the correct behaviour, since the objective of DFS is to provide
fair (relative) differentiation (instead of trying to give perfect service to high
priority traffic at any cost). This can also be seen from the performance of low
priority traffic. Unlike the other schemes, DFS always allocates a share of the
bandwidth for low priority traffic and avoids starvation. It might seem strange
that the DFS low priority stations are not able to send all data even when they
are alone on the medium. This is however logical due to the rather long back-
off intervals used by the low priority stations. Summing the transmission and
backoff times for all stations show that the total time required to transmit all
data is longer than the interval between low priority data packets, thus all can
not be sent. Noteworthy is also that for lower loads, Blackburst is the scheme
that gives the best performance to low priority traffic as well as high priority
traffic.

When the high priority traffic have higher bit rate, all schemes can facilitate
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Figure 6.6: Medium utilization for the different QoS schemes.
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Figure 6.7: Collisions for the different schemes.

less flows with good service. Interesting to note is that the difference in perfor-
mance between Blackburst, PCF and EDCF is now quite small. Blackburst is
able to give good performance to slightly more stations than EDCF, but for high
numbers of high priority stations, EDCF get better performance. Both EDCF
and Blackburst unfortunately starve low priority traffic rather fast, and PCF
only gives a very small share of the bandwidth to low priority traffic. At high
loads, there is a significant difference between the performance of low priority
traffic for these schemes and for DFS. While not giving very good performance
to high priority traffic, it does not starve the low priority traffic, but always let
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Figure 6.8: Average access delay for high priority stations.

it have a portion of the bandwidth.

4.2.2 Medium utilization

Fig. 6.6 shows the medium utilization of the different schemes. Note that for the
graphs where the low priority load is low, the utilization first increases linearly
up until a certain level, because there is no more data to send at those loads.
Thus, the interesting part of the graph is after the slope of the curve starts to
decline. We can see that Blackburst has significantly higher medium utilization
than the other schemes except for at very high loads. At times it differs almost
10% between Blackburst and the scheme that is closest. One remarkable thing
is the rather low utilization of EDCF at higher loads. The packet bursting
scheme used by EDCF was introduced to enhance the medium utilization over
ordinary DCF. However, looking at the collision rates for the schemes, shown
in Fig. 6.7 we see that EDCF still suffers from a large number of collisions,
especially at high loads. This explains why the medium utilization of EDCF
is comparably low since much time is wasted on collisions. We can also see
that Blackburst has an extremely low number of collisions. This confirms that
Blackburst is able to completely avoid collisions between high priority stations
since the collision rate goes down to zero at the point where the low priority
traffic is starved (in Fig. 6.5), so the collisions seen prior to that point must be
caused by low priority stations accessing the medium. It is interesting that the
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Figure 6.9: Cumulative delay distribution for high priority traffic.
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Figure 6.10: Overhead incurred by Blackburst and PCF

medium utilization of Blackburst drops dramatically when the load gets very
high. To find out the cause of this, we studied how much time that is “wasted”
on blackbursting instead of sending useful data. In Fig. 6.10(a) we can see how
large fraction of the time that was used for black burst in the different scenarios.
We can see that for very high loads, the amount of time where the medium is
jammed by blackbursting stations increases rapidly to a high level, explaining
the decrease of medium utilization at the same point. For comparison, we also
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measured the amount of time used by PCF to send control frames. Fig. 6.10(b)
shows the overhead caused by these transmissions. The amount of overhead
could be expected to be a function of the superframe size (how often we send
beacon and poll frames), and the number of high priority stations (how many
poll frames to send during each contention-free period). Since we only have one
superframe size, the impact of that can not be seen in the graph, but it clearly
shows that the overhead increases with the number of stations to be polled.
Thus, the overhead is not largely affected by the amount of low priority station
or the bit rate of high priority traffic. However, already at fairly low loads
the transmission of control frames occupy over 10% of the time (and channel
bandwidth).

4.2.3 Access delay

Investigating our third metric, average access delay for high priority traffic, Fig.
6.8 shows that Blackburst has very low delays in most cases, even though the
delays increases when the load gets very high. However, all the schemes have
acceptable delays, even though DFS in most cases incur a longer delay than the
other schemes.

Even if a scheme can give low average access delay to high priority traffic,
there might still be many packets that get rather high delays, rendering them
useless to a time critical application (for example voice over IP). Therefore it is
interesting to investigate how the delays of the packets are distributed. In Fig.
6.9 we plot the cumulative percentage of packets that have an access delay below
certain values up to 100 ms4 for the different schemes and for three choices of
number of high priority stations for each low priority load, and high priority
bit-rate.

The distribution of the access delay for PCF is quite good. At all loads, all
packets have a rather acceptable access delay. It is however interesting to see
that when there are many high priority stations, a large part (around 70%) of
the packets have an access delay of approximately two superframe lengths. This
indicates that the load is too high for the Point Coordinator to be able to poll
all high priority nodes during one superframe, so many nodes has to wait more
than one superframe before being polled.

When investigating EDCF, it can be seen that at low loads all delays are
very low, and there is not much jitter. At “medium” load, the delay starts to
spread over a larger range, but still the delay has a upper bound around 50 ms,
which should be acceptable. When studying the distribution of the delay for
the scenarios with high load, some interesting things can be noted. A very large
part of the packets (up to 80%) has very low delays (below a few milliseconds),
while the rest of the packets have rather high delays (over 10% of the packets
have delays over 100 ms). This tendency with a large percentage of the packets
having very low delay could also be noted, although not to the same extent, at
the “medium” levels of load. This behaviour is due to the use of packet bursting

4This limit of 100 ms was chosen because packets with a delay of more than 100 ms would
most likely be useless to most real-time applications.



QoS Schemes for IEEE 802.11 Wireless LANs - An Evaluation 163

in EDCF. The stations need to contend for the medium for the first packet in
each packet burst which thus gets high delay (especially since everybody else also
is packet bursting, so it will be hard to get access to the medium). However,
after getting hold of the medium, packets are transmitted with a very short
interval between them, so the access delay for these packets will be minimal.

The distribution of Blackburst is as expected. For the two cases with highest
load (the ones with 21 high priority stations with 96 kbit/s flows), almost all
packets have an access delay around 50 ms, which is rather acceptable at high
loads like this. For the cases where the load is a bit lower, we can see that
most packets have very low delay, while some have a little longer delay, from
contending for the medium with black bursts. The majority of packets won’t
have to do that since the stations then are “synchronized” and will not have to
contend for access to the medium.

Finally, when studying DFS, we see that for all levels of load, the majority
of the packets have access delays that are at acceptable levels, and in each case
there is an acceptable upper bound that the delays do not exceed (unlike for
example EDCF where in some cases there were packets with delays above 100
ms). Looking at the shape of the curves, it seems like the access delays come
from a normal distribution. This is due to the fact that the packet sizes of the
packets sent come from a normal distribution, and the packet sizes are used
in the calculation of the backoff intervals. Thus, the delay experienced by the
stations also conforms to a normal distribution.

5 Discussion

We have shown that all the schemes are able to provide service differentiation
to some extent. However, we have also seen that if too many high priority
stations are active, their performance degrade. Thus, it would be desirable
to be able to perform admission control when a new station or flow wishes
to use the higher priority class. One major advantage that PCF has over the
other schemes is that since it is centralized, implementation of admission control
would be rather simple [37]. Because of the distributed nature of the other
schemes, admission control and service enforcement are harder to realize for
those schemes. However, Barry et al. recently presented some interesting work
on distributed admission control [4].

One problem with Blackburst and EDCF is that with the settings we have
used, they completely starve low priority traffic when the load is increased,
which is not desirable. If it is important that low priority traffic is not starved
(and if admission control is not available to ensure that there is not too much
high priority traffic allowed), DFS might be an alternative to consider. It is also
very likely that the traffic class parameters of EDCF could be chosen such that
starvation does not occur (for example by using the same AIFS for all traffic
classes and only vary CWmin). However, if admission control is used, this won’t
be a problem since decisions could be made that a certain part of the bandwidth
always should be available to low priority traffic.
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One thing that might be problematic for Blackburst is that it requires high
priority traffic to access the medium at constant intervals, which should be
the same for all high priority traffic. However, one possible scenario where
Blackburst certainly would provide great benefits would be if for example a
company would wish to run telephony over the corporate WLAN. Then all the
users using the WLAN for telephony would have the same kind of traffic, and all
the users using the WLAN for ordinary data transfer would use the low priority
(which in the Blackburst case is just normal IEEE 802.11 DCF, meaning that
no special precautions have to be taken by those users). In such a scenario,
it is likely that special purpose real time applications are used (for example
implemented in hardware in a phone), which opens the possibility to use the
Blackburst mode with feedback to the application, probably yielding even better
results than those presented in this paper.

If Blackburst could not be used (because of failure to comply with the traffic
requirements or lack of the ability to jam the channel), EDCF could be a suitable
alternative. It is able to give good differentiation and can give high priority
traffic high throughput and low delay. One thing that speaks very strongly in
favor of EDCF is that it is a part of the upcoming IEEE 802.11e standard,
which means that it is very likely that most WLAN equipment will have EDCF
functionality implemented by default, thus simplifying the deployment of the
technology.

The packet bursting mechanism of EDCF could be applied to the other
schemes as well to enhance their performance. This is something that should be
studied in more detail. Especially how the packet bursting impacts on real-time
applications that are sensitive to jitter.

If the high priority traffic come from time critical real-time applications,
the delay - and not least the distribution of it, is crucial. For example, when
comparing EDCF and DFS at high loads, we saw in Fig. 6.5 and Fig. 6.8 that
EDCF has both higher throughput and lower average delay than DFS for high
priority traffic. Thus, it would seem like EDCF is the best choice in this case.
However, assume that the real-time application the high priority data is meant
for can not use data older than a certain limit, and has to discard such data. If
this limit would be for example 100 ms, the stations using DFS would deliver all
its packets well under this delay, while the use of EDCF would cause 10-15% of
the delivered packets to have delays higher than 100 ms, thus being discarded
by the receiver (see Fig. 6.9). This means that the actual amount of data the
application can use is rather similar for both schemes. Still, DFS is able to give
much better service to low priority traffic, which EDCF completely starves at
these loads, making DFS a better choice in this particular case.

When doing an evaluation like this, different settings used to create the
different scenarios of course affect the final result. We have done tests with other
settings of packet sizes and inter-packet intervals as well, and the comparative
results presented in this paper still holds. Even though the overall performance
probably would increase a bit with the use of larger packets with longer intervals
between them (since most overhead is on a per-packet basis), we wanted the high
priority traffic to model some real-time traffic, meaning that we can not buffer
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data too long, and thus we can not have very large packets.

6 Conclusions

We have evaluated four mechanisms for service differentiation in IEEE 802.11
wireless LANs. Evaluation includes both some tradeoffs in parameter settings
for individual schemes, and performance comparisons between the different
schemes.

Our simulations show that when using PCF, it is important to select a
proper size of the superframe, which determines how often poll frames are sent
to high priority stations. To get good performance for high priority traffic,
without wasting resources on unnecessary control frames, the superframe should
be approximately as long as the interval between packets generated by a high
priority station.

When comparing the schemes, our simulations show that Blackburst gives
the best performance of the evaluated schemes to high priority traffic both with
regard to throughput and access delay. At low loads, it also gives rather good
performance to low priority traffic, but it does however deteriorate to complete
starvation of low priority traffic at very high loads. A drawback with Blackburst
is the requirements of constant access intervals it imposes on high priority traffic.
If these can not be met, EDCF might be a suitable alternative. Although not
being able to provide as good service as Blackburst and suffering from a high
rate of collisions, it still can serve quite many high priority stations and give
very low delay to high priority traffic.

Both Blackburst and EDCF starve low priority traffic at high loads of high
priority traffic, which in many cases is not desirable. If relative differentiation
is desired, DFS would do a better job. It ensures better service to high priority
traffic, and still does not starve low priority traffic (ensuring that it gets its fair
share of the bandwidth).

Further, our simulations show that the Blackburst scheme gives the best
medium utilization at reasonable loads of high priority traffic. This is important,
given the scarcity of bandwidth in wireless networks. We have also shown that
Blackburst is very good at avoiding collisions between high priority stations,
while EDCF suffers from a high rate of collisions.

Contrary to EDCF and DFS, Blackburst and PCF transmits bursts and
control frames on the channel to determine which station should get access to
the medium, During those transmissions, the channel is occupied and can not
be used for any useful transmission of data. We have shown that for Blackburst,
this overhead is rather low up to a certain point of high priority load, where
the amount of overhead increases rapidly. For PCF, the overhead is quite large,
and increases with the number of high priority stations.

Finally, we conclude with the observation that it is non-trivial to say that
one QoS scheme is better than another, since it largely depends on the context
where it is to be used, and which results are desired. We can say that Blackburst
works very well in many scenarios, but there certainly exist scenarios where some
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of the other schemes would be preferable. Before deciding on what QoS scheme
to use in a network, an analysis of what the network should be used for, and
what kind of services that is needed should be done.
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Abstract

As wireless networks become more prevalent, users will demand the same
applications that are currently available in wired networks. Further, they
will expect to receive a quality of service similar to that obtained in a
wired network. Included in these applications are real-time applications
such as voice over IP and multimedia streams. To enable the support
of applications that require real-time communication in ad hoc networks,
congestion must be prevented so that the needed quality of service can
be provided. An admission control mechanism is an essential compo-
nent of the quality of service solution. Unfortunately, current admission
control solutions encounter problems during mobility, often resulting in
unacceptable disruptions in communication. To solve this problem, we
apply multi-path routing mechanisms that maintain alternate paths to
the destination and propose a new admission control protocol. We show
through simulation that our solution is able to prevent communication
disruptions and meet the QoS needs of applications better than previous
solutions.

1 Introduction

Over the past few years, a continuing trend of increased multimedia usage in
mobile networks has become apparent [72]. This has resulted in an increase in
the desire to run real-time applications over wireless ad hoc networks. Real-time
applications have strict quality of service (QoS) requirements. These require-
ments include high delivery rates of data packets and low end-to-end delays. It
is important that these requirements are met by the network because otherwise
the perceived quality of service that the user experiences will suffer, and the
applications will, in effect, become unusable. Unfortunately, ad hoc networks
often suffer from worse performance than their wired counterparts. This can be
due to the low throughput inherent to wireless networking technologies, frequent
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topology changes and resultant communication disruptions caused by node mo-
bility, and high delays stemming from long contention, transmission, and buffer
delays.

Given the quality of service requirements and the constraints of ad hoc net-
works, it is clear that new methods to provide quality of service over ad hoc
networks are needed. There have been numerous proposals to provide QoS in
wireless networks, including several differentiation schemes for the MAC layer
to allow prioritization of real-time traffic over best-effort traffic [4, 8, 152, 162].
While these schemes prevent other traffic from interfering with real-time traf-
fic, it has been shown that if the amount of real-time traffic in the network is
allowed to increase in an uncontrolled manner, network performance will dete-
riorate significantly [102]. Thus, one of the problems that has to be solved is
that of preventing over-utilization of the wireless channel (resulting in reduced
quality for all involved traffic). This can be accomplished through call admission
control. If an admission control mechanism is in place, flows cannot be started
at will; the admission control mechanism must first be consulted. This mecha-
nism uses information about the current state of the network and the new flow
to determine whether enough resources are available in the network to allow the
new flow to start. A new flow should only be admitted if the QoS requirements
of all flows in the network still can be met after the new flow begins.

Previous work on wireless network call admission control has provided solu-
tions for non-mobile networks [171] and solutions that can handle some extent
of mobility [25]. However, the performance of these solutions deteriorates in
the presence of node mobility. This motivates the work presented in this paper.
To increase the user’s perceived quality of service, we apply multi-path routing
techniques to improve the previously proposed solutions. These techniques en-
able a source to discover several alternate paths to the destination, all of which
are capable of providing the required quality of service. If the current path be-
comes unusable, the traffic flow can then quickly switch to one of the alternate
paths without loss of performance. Our solution monitors each alternate path
to ensure that it can provide the required quality of service. If conditions change
and the QoS requirements cannot be met along a route, that route is removed
from the cache. This ensures that stale routes are not used, which could result
in degraded performance.

The rest of the paper is organized as follows. Section 2 presents background
information and related work. In Sect. 3, our solution, Multi-path Admission
Control for Mobile Ad hoc Networks (MACMAN), is presented. MACMAN
is a protocol for admission control and routing in ad hoc networks that uses
caching and maintenance of alternate paths. Section 4 describes the simulation
scenarios and metrics used for testing our solution. In Section 5 we present the
results of our simulations, and Sect. 6 concludes.
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2 Background and Related Work

Due to the characteristics of the nodes and the wireless channel, ad hoc net-
works are inherently different from wired networks. Thus new solutions are
needed to improve network performance. The channel access technology most
commonly used for ad hoc networks is the IEEE 802.11 standard [156], which
uses a CSMA/CA based mechanism to control access to the wireless channel.
The use of CSMA/CA means that if a node senses an ongoing transmission
from another node, it will defer from transmitting until the other transmission
ceases. The carrier-sensing range, within which a node can detect a transmission
from another node, is usually larger than the transmission range of the node.
Because of this, the bandwidth available to a node is not only constrained by
the bandwidth consumption of the node itself and its immediate neighbors, but
also by transmissions of nodes within the wider carrier-sensing range (i.e. by
its Carrier Sensing Neighbors (CSN)). The available bandwidth must be taken
into account when designing admission control mechanisms for ad hoc networks.
Further, contention occurs both among the nodes along the path, as well as be-
tween nodes on different paths. This contention affects the total bandwidth
needed to admit a flow.

To perform admission control, a node must know the amount of bandwidth
that is available so that it can determine whether there is enough to admit a
new flow. The available bandwidth is commonly determined by Eq. 1, where
U ∈ [0,1] is a measure of the channel utilization.

Bavailable = (1 − U) ∗ Bmax (1)

Previous work has shown that one of the most accurate ways to estimate
the channel utilization is through busy-time measurements of the wireless chan-
nel [25]. This estimation method consists of measuring the amount of time
the channel is sensed busy during some time window. Since the carrier sensing
mechanism is used to perform the measurements, this method includes trans-
missions by nodes that are out of transmission range but within carrier-sensing
range of the node in the bandwidth measurements. Another benefit of this
method is that it is a passive method (i.e., it does not require any additional
control messages to be transmitted), and therefore it can be used without the
risk of reducing the available bandwidth.

2.1 Local (Single-hop) Admission Control

In this section, we discuss previous work for admission control over a single hop.

2.1.1 Contention-aware Admission Control Protocol

The Contention-aware Admission Control Protocol (CACP) [171] was specifi-
cally designed for the special properties of wireless networks. When making an
admission decision, not only the locally available resources are considered, but
those of nodes within carrier-sensing range are also used for the calculation.
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4

Transmission range

Carrier sensing range1 2
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Figure 7.1: Problem of CACP multi-hop query method. Node 4 is within carrier-
sensing range of node 1, but is not reached by the flooded query from node 1.

To determine the locally available bandwidth, nodes perform channel busy-time
measurements and calculate the available bandwidth as in Eq. 1.

To ensure that all nodes affected by the transmission of the traffic flow have
enough available resources to allow the flow to be admitted, CACP queries
all nodes within carrier sensing range. Two methods to accomplish this are
suggested by the authors – either a multi-hop approach that floods the query
message to all nodes within a limited hop count, or a high power transmission
for the query messages so that more nodes can be reached. The problem with
the multi-hop approach is that there can be nodes within carrier sensing range
that can not be reached through any path (as shown by node 4 in Fig. 7.1),
while the problem with the high power transmission is that it introduces more
interference and collisions into the network.

When a node receives the query message, it checks its locally measured
bandwidth to determine whether the flow can be admitted. If the flow should
not be admitted, a message is sent back to the source to prevent the admission
of the flow.

2.1.2 Perceptive Admission Control

It has been shown that the querying mechanism used by CACP can reserve
bandwidth in an unnecessarily large area [25]. Further, the use of negative
acknowledgments results in a large number of incorrect admission decisions,
especially at high network loads.

To alleviate this, the Perceptive Admission Control protocol (PAC) has been
proposed [25]. PAC reduces the protocol overhead and the risk of making erro-
neous admission decisions through the introduction of a new method to deter-
mine the available bandwidth. This method does not require the transmission
of any control messages. As in CACP, the busy-time measurement is used to
determine the available bandwidth. However, the main idea of PAC is to extend
the range for that measurement, enabling nodes to make admission control de-
cisions without the need for communication with other nodes. To enable this,
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Figure 7.2: Intra-flow contention. Traffic is sent from node 1 to node 5. Node
1 has three nodes within carrier sensing range that transmit data for the flow
(itself and nodes 2 and 3). Thus three times the flow bandwidth must be
available at node 1 for it to admit the flow. The same reasoning holds for the
other nodes.

the range that the busy time measurement covers is increased to cover the min-
imum distance required for two simultaneous transmissions to occur without a
collision. Thus, when a node needs to make an admission control decision, it
only has to check its locally available bandwidth, calculated according to the
busy-time measurements. To admit a flow with a bandwidth requirement Breq,
the inequality in Eq. 2 must be satisfied, where Brsv is a small fraction of the
bandwidth being reserved.

Bavailable − Brsv > Breq (2)

Brsv is used to better handle bandwidth fluctuations and prevent the network
from becoming congested. In [25], the authors discuss a number of ways to
increase the sensing range, and the implementation of PAC on Berkeley Motes
is described in [107].

Due to mobility, regions of the network can become congested even though
admission control was initially performed. In PAC, this is handled though con-
tinuous monitoring of the available bandwidth by the nodes. If a node has an
ongoing traffic flow and the available bandwidth drops below a threshold value,
the flow source should stop the transmission. After a randomly selected backoff
time, a node can attempt to re-admit a previously blocked flow in the hope that
either more bandwidth has become available, or that another path is available.
Bandwidth monitoring and flow pauses allow PAC to keep the network in an
uncongested state, thereby enabling admitted flows to maintain their required
QoS.

2.2 Multi-hop Admission Control

Two different methods of admission control over a single hop were described
in the previous section. However, in ad hoc networks, it is often of interest to
perform admission control decisions over a multi-hop path. In this case it is
not enough to only consider the bandwidth available at a single node. There
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must be enough bandwidth available at every node along the path. Further, the
bandwidth requirement of a flow at each node is higher than the transmission
rate of the flow due to intra-flow contention [141]. Intra-flow contention occurs
because bandwidth is consumed by the transmission of packets from this flow
at each node on the path that is within carrier sensing range, as can be seen in
Fig. 7.2.

In [171], an on-demand source routing protocol, similar to DSR [83], that
is able of performing multi-hop admission control is presented. This same ap-
proach is also leveraged by PAC [25]. The bandwidth required at each node
depends on the number of nodes on the path that are within carrier sensing
range of the node performing the admission decision. A flow should be admit-
ted only if there is enough available bandwidth to support the transmissions of
the flow by all nodes along the path. In this approach, the contention count
(CC) is defined as the multiple of the bandwidth required by the flow that must
be available for the flow to be admitted. The CC is calculated by:

CC = |CSN ∩ R\{D}| (3)

where CSN is the set of nodes that are within carrier sensing range of the node
(including the node itself), R is the set of nodes on the route from source to
destination, and D is the destination. Figure 7.2 shows an example of the effect
of intra-flow contention on the contention count and illustrates the CSN for each
node. To calculate the contention count, a node must be aware of the identity
of its carrier sensing neighbors. This can be accomplished through periodic high
power transmissions that reach all nodes within carrier-sensing range.

Before performing a route discovery, the source checks to ensure that it
has enough local bandwidth to support the flow itself. If enough resources
are not available, it backs off and tries again later. If enough bandwidth is
available, a route request is flooded through the network. The source includes
the flow bandwidth requirement in the route request to enable nodes to make
an admission decision. As each node receives the route request, it calculates the
CC using the partial route collected in the request and performs local admission
control. It uses the CC to determine whether it can support the flow by checking
the following inequality:

Bavail − Brsv > CC · Breq. (4)

If an intermediate node can support the flow, it adds its identifier to the source
route collected in the request and rebroadcasts the route request. Otherwise,
it drops the packet to prevent the route discovery from continuing along a
path that cannot support the flow. When the request successfully reaches the
destination, the destination sends a reply back to the source. The route reply
contains the entire path traversed by the request. When a node receives the
reply, it uses this information to make an accurate calculation of the CC. It
only forwards the route reply if enough bandwidth is available to support the
flow. Since nodes only know a partial route when processing the route requests,
it is possible that a route that seeméd acceptable when forwarding the route
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Figure 7.3: Problem of admission control with mobility.

request is found to not be able to support the flow when the complete route
is known. Thus, this check must be performed both for the route request and
reply.

When the reply reaches the source, the flow has been successfully admitted
along the traversed path. The source can then begin transmission of that flow
immediately. Future admission decisions will now include the bandwidth of the
new flow in their calculations. As bandwidth is not explicitly reserved during
the admission request, there is a small risk of two flows being simultaneously
admitted even when enough resources are not available. The risk of this happen-
ing is however small, and should it occur, this over-admission will be detected
and one flow will stop.

2.3 Problems of mobility

Since mobility is inherent in most ad hoc networks, it is important that ad-
mission control schemes work properly even when nodes are mobile. Current
admission control schemes do not have any suitable mechanism to handle situ-
ations where the QoS requirements can no longer be met due to mobility. As
an example, Fig. 7.3(a) shows two admitted flows, where each consumes all the
bandwidth in its neighborhood. Later, the nodes along each path move into
the vicinity of each other, and the channel becomes congested, as shown in Fig.
7.3(b). If both flows are allowed to continue, neither will meet its QoS require-
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ments. CACP does not have a method for handling this situation. Both flows
therefore suffer from unacceptable quality of service. PAC provides a better
solution by continuously monitoring the available bandwidth. If the bandwidth
drops below the needed threshold during the lifetime of a flow, the transmission
of that flow is stopped while the transmission of the other proceeds (Fig. 7.3(c)).
Since the exact timing of checking the channel state and restarting stopped flows
is randomized, it is unlikely that both flows will detect congestion and stop at
the same time. If that should happen, the randomized backoff time gives a high
probability that only one of the nodes will start again. A similar problem occurs
if one of the intermediate nodes moves away, causing one of the links in the used
route to break. After a randomly selected backoff time, a node can attempt to
re-admit a stopped flow. However, even if bandwidth has become available or a
new path is found (as in Fig. 7.3(d)), the new attempt to admit the flow causes
the stopped flow to suffer from a disruptive break in communication. Therefore,
it is desirable to be able to switch directly to a new path if such an alternate
path exists.

3 Multi-path Admission Control for Mobile Ad
hoc Networks

To improve admission control performance in the presence of mobility, we pro-
pose Multi-path Admission Control for Mobile Ad hoc Networks (MACMAN).
MACMAN builds on CACP and PAC to enable flows to meet their QoS require-
ments in a mobile networks. The protocol both discovers and maintains multiple
paths that can provide the required quality of service between the source and
the destination. This allows a source to quickly switch to an alternate path
that can support the flow if the currently used path becomes unusable. The
following sections describe the operation of MACMAN.

3.1 Route Discovery

The route discovery phase of MACMAN uses the mechanism described in Sect.
2.2 to discover routes that meet the QoS needs of a new flow. The method used
by PAC is adopted to calculate the locally available bandwidth. Since source
routing is used, it is simple to modify the route discovery process to support the
use of multiple paths. Alternate routes do not require extra state in intermediate
nodes since they only need to be cached at the source. When route requests
reach the destination, the destination not only sends a reply to the first request
received, but also replies to subsequent requests. As route replies propagate
to the source, the source chooses the best route to use for transmission, where
the best route is, for instance, the route with the shortest path length. It also
caches the other routes for possible later use.
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3.2 Route Maintenance

A problem with caching multiple routes at the time of route discovery is that,
over time, the routes are likely to become stale [130]. In that case, they are no
longer valid when needed either because the route has broken, or because it can
no longer support the needed QoS. Previous work has shown that the transmis-
sion of periodic messages along alternate routes provides a useful mechanism for
keeping track of the existence of those routes [138]. To avoid the accumulation
of stale routes that no longer can provide the required QoS, MACMAN contin-
uously monitors each alternative route in the cache. Periodic Route Capacity
Query (RCQ) messages are sent along each of the backup paths towards the
destination. As in the route requests, the RCQ messages contain the band-
width requirement of the flow. They also contain a listing of the route that is
currently being used to transmit the flow.

1

Carrier sensing range
Current route
Alternate route

1 2

3
4

5

6
7 8

9

1 8 9
3 4 45 3

node
CC

6 7

CD 0 1 1 1

Figure 7.4: Calculation of Contention Difference (CD). The route 1 → 2 → 3 →
4 → 5 is currently used, and RCQ messages are sent along the alternate path
1 → 6 → 7 → 8 → 9 → 5. For example, at node 6, the normal contention count
along that path is 4. However, since 3 of its CSN (nodes 1, 2, and 3) are already
involved in the transmission along the current path, the contention difference is
only 1. The same reasoning holds for the other nodes.

When each node along an alternate route receives an RCQ, it must determine
whether it can still support the flow. To make this determination, it is important
to consider that the flow is currently being transmitted along another route. If
the flow was instead transmitted on this new route, the transmission along its
current route would cease. Because the transmission of the flow along its current
route is likely to reduce the measured available bandwidth along the alternate
route, calculating the CC along an alternate route (as is done during the initial
admission control) is not sufficient. This would result in an underestimation of
the available bandwidth and the subsequent erroneous deletion of routes from
the cache. To determine the increase (or decrease) of contention if the flow is
transmitted on the new path, the Contention Difference (CD) is calculated, as
shown in Eq. 5, when a node receives a RCQ message.
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CD = |CSN ∩ Rnew\{D}| − |CSN ∩ Rcurr\{D}| (5)

Here, Rnew is the route on which the RCQ is transmitted, while Rcurr is the
route currently used for the flow. An example of CD calculation is shown in Fig.
7.4. The CD is used to determine the bandwidth requirement of the flow (i.e.,
CD · Breq), and this is compared to the available bandwidth by the following
inequality:

Bavail − Brsv > CD · Breq (6)

If the node determines that the available bandwidth is not sufficient to meet
this requirement, it sends a Route Capacity Failed (RCF) message back to the
source of the flow. When the source receives the RCF message, it removes the
route listed in the RCF from its route cache so that the route is no longer con-
sidered as a viable alternative path. On the other hand, if the node determines
that the available bandwidth is sufficient to support this flow, it forwards the
RCQ message to the next hop.

The propagation of the RCQ continues until the last node on the route before
the destination is reached. This node is the final node to make a decision of
whether the flow can be supported. Since the destination does not consume any
bandwidth for this flow, it is not involved in the route maintenance process.

3.3 Route Updates Through Proactive RREQs

Through route maintenance, MACMAN ensures that routes are not kept in the
cache after becoming unusable through link or QoS breaks. However, this pro-
cess can only remove routes from the cache and can never add new routes. If
there is mobility in the system, it is inevitable that all routes eventually will
break and be removed from the cache, thus making it necessary for the flow
to be stopped and a new route discovery process to be initiated. To prevent
such breaks in the communication, attempts are made to discover new routes
if all cached alternate routes are removed. If a source node does not have any
alternate routes cached for a destination with which it is currently correspond-
ing, it initiates a route discovery to find new routes that have become available
since the last route discovery was performed. This allows nodes to discover
newly available routes before the currently used route breaks, thereby enabling
a switch to the new route without the need to stop the flow to find a new route.

4 Simulation Environment

We use the NS-2 network simulator to verify the correct operation of MACMAN
and evaluate its performance. We first study the specific scenario in Fig. 7.5 to
verify the operation of MACMAN. Flows of 200 kbps are started from S to D
through the path S → M → N → D as well as between the node pairs O → P
and Q → R. During the simulation, the node pairs move closer to the flow from
S to D, causing the wireless medium to become congested. The congestion
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Figure 7.5: Scenario for initial simulations.

makes it impossible for all flows to continue with maintained quality of service.
Therefore, the flow from S to D can no longer use the current path, but must
switch to the path S → J → K → L → D in order for the quality of service to
still be satisfied.

For a more thorough study, the second set of simulations involves a larger
network with random mobility. 50 nodes are randomly placed in a 1000m ×
1000m area. The nodes move according to the random waypoint mobility model
[20] with a pause time of 10 seconds and a variable maximum speed. 20 nodes
are randomly chosen as sources of traffic to 20 other nodes. CBR traffic flows are
used with a packet size of 256 bytes and a bit rate of either 32 kbps or 64 kbps.
The actual amount of traffic sent in a single simulation run depends on both
the traffic rate of each flow and the admission control decisions made during
the simulation. If a flow cannot be admitted to the network, that source does
not transmit data packets. Thus less traffic is present in the network. The first
flow starts after 10 seconds, and after that, another flow starts every 5 seconds.
The total simulation time is 150 seconds. All results shown are averages over 10

Table 7.1: Simulation parameter settings.
Simulation area 1000m × 1000m
Number of nodes 50
Channel bit rate 2 Mbits/s
Data packet size 256 bytes
Traffic flow data rates 32, 64 kbits/s
Traffic sources 20
Admission control backoff U(1,3)s
Pause time 10s
Max speeds 0, 1, 5, 10, 15, 20m/s
Min speed 0m/s
RCQ Interval 2s
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simulation runs. Table 7.1 shows the parameter settings used in the simulations.

4.1 Metrics

To evaluate the performance of the protocols, we use the following metrics:

• Delivery rate: This metric measures the number of packets successfully
delivered during the simulation. The ability to deliver a high percentage of
packets to a destination increases the overall utility of the system. Because
the amount of traffic transmitted by the traffic sources varies based on the
admission decisions during the simulation, it is not possible to express this
metric as a percentage in a meaningful way. Therefore, we simply count
the number of data packets received.

• End-to-end delay: The primary motivation for admission control is to
support real-time traffic. Such traffic is sensitive to delay, so it is important
to ensure that a new scheme does not impose large additional delays. We
study the average delay for each packet to reach its destination.

• Number of flow breaks: Another problem that can affect real-time
traffic is the blocking of an ongoing flow because the route in use becomes
unusable (either due to a link break, or due to network congestion along
some part of the route). Even if the flow can be resumed quickly, breaks
in the flow reduce the perceived quality of the flow. Thus, we study the
number of times a flow that has started has to be stopped. If there exist
an alternate path that can be used instead of the now unusable path, such
flow breaks can be prevented.

• Control overhead: Our proposed protocol introduces extra control traf-
fic to monitor alternate paths. We study the total number of control
packets sent in the network to determine the impact of this extra over-
head.

• Average number of simultaneously admitted flows: Finally, we
look at the number of flows that can be concurrently admitted. We take
the measurements after the start time of the final flow, so that all flows
have the chance to be admitted. We measure the average number of flows
that are simultaneously active in the network.

We compare the performance of our solution with that of PAC to better
understand the strengths and weaknesses of our approach.

5 Performance Results

5.1 MACMAN RCQ Interval

As a first step in our evaluation, the optimal RCQ interval for MACMAN must
be determined. The RCQ interval is a tradeoff between the resiliency to path
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Figure 7.6: Average delivery rate with varying RCQ intervals for 32kbps flows.

breaks and the amount of control overhead generated. RCQ transmission inter-
vals between 1 and 10 seconds were tested. Figures 7.6, 7.7, and 7.8 show the
delivery rate, the number of flow breaks, and the overhead for the different RCQ
intervals, respectively. The delivery rate is not notably affected by the length
of the RCQ interval. However, longer intervals tend to lead to a slight increase
in the number of flow breaks. As expected, the overhead imposed by the proto-
col decreases as the RCQ interval increases since RCQ messages and proactive
route requests are sent less often. Based on the tradeoffs seen in these results,
the choice was made to use an RCQ interval of 2 seconds for the remaining
evaluations.

5.2 MACMAN and PAC Comparison

We now present results comparing the performance of MACMAN and PAC.
First, we compare the performance of MACMAN to the multi-hop variant of
PAC using the simple scenario in Fig. 7.5. Figure 7.9 shows the throughput
variation over time for the flow from S to D during the portion of time when
the network becomes congested. During the time before 80 seconds and af-
ter 95 seconds, the throughput pattern is similar to the 90 to 95 second time
period. When mobility causes the wireless channel to become congested (just
before 87 seconds into the simulation), it can be seen that the throughput of
the flow suddenly drops to zero when PAC is being used. This drastic change
in throughput is due to the monitoring mechanism of PAC detecting that the
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Figure 7.7: Average number of flow breaks with varying RCQ intervals for 32
kbps flows.

required quality of service can no longer be met. It therefore stops the trans-
mission of the flow. The flow does not continue until after more than a second
later when a backoff and a new route discovery has occurred. This disruption
in communication is not acceptable for real-time traffic. On the other hand, the
figure also shows that when MACMAN is being used, no such communication
disruption happens. MACMAN is able to cache an alternate route ahead of time
and seamlessly switch to that route when the current route becomes congested.

After verifying that MACMAN is able to prevent communication disruptions
in the smaller, more controlled scenario, we now investigate the results for the
larger network setting. Figure 7.10 shows the average number of packets deliv-
ered during the simulation for both schemes at the two different bit rates. As
can be seen in the figure, MACMAN provides an improvement over PAC with
regard to the number of data packets delivered. When using MACMAN, the
flows do not need to be stopped to discover new routes. Hence more packets can
be sent. At low mobility rates, the difference between MACMAN and PAC is
smaller since low mobility results in fewer changes in topology. Thus there are
fewer occurrences of congestion that require new routes to be found. However,
as the mobility in the network increases, the difference between the protocols
also increases, and MACMAN yields a delivery improvement of about 10% over
PAC.

This effect can be seen even more clearly in Fig. 7.11 where the average
number of times flows are stopped per simulation is shown. When using PAC,
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Figure 7.8: Control packet overhead with varying RCQ intervals for 32 kbps
flows.

more flows must be stopped. In many cases these same flows can switch to an
alternate route and continue the transmission when MACMAN is used. The
decrease in the number of flow breaks that can be seen here also confirms that
there do exist alternate paths in the network, which of course important to
know as the benefit of MACMAN over PAC relies on the existence of alternate
paths. As expected, the number of flow breaks increases for both protocols as
the mobility in the network increases. However, MACMAN is able to handle
the increased mobility better than PAC and has 20-30% fewer flow breaks than
PAC. The increased number of packets that can be delivered, and, even more
importantly, the reduced number of flow breaks that result from MACMAN are
likely to increase the perceived quality of service at the end users.

Since admission control protocols are primarily designed to accommodate
real-time applications that have strict requirements on end-to-end delay, it is
important to make sure that the extra overhead does not add additional delay
that exceeds the delay bounds of the applications. The average end-to-end
delay for the flows can be seen in Figure 7.12. From this figure, it is clear that
MACMAN is able to provide the increase in data packet delivery and reduction
in flow breaks without a notable increase in the end-to-end delay.

Since MACMAN introduces additional control messages, it is important to
examine the overhead produced by the protocol. Figure 7.13 shows the average
number of control packets transmitted during the simulations. As expected, the
graph shows a notable increase in control traffic in the network compared to
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PAC. As seen in Sect. 5.1, the actual amount of overhead is a factor of the RCQ
interval. A tradeoff exists between the amount of extra overhead and the ability
to quickly switch to a new path if the current one breaks. However, although
there is an increase in overhead, this increase is tolerable due to the improvement
of the other performance parameters. At first, it may not be intuitive to see why
the overhead is higher when flows with the lower data rate are being used, but
it can be explained. Using flows with a lower data rate allows more flows to be
simultaneously admitted, and since route maintenance messages are generated
on a per-flow basis for admitted flows, the overhead increases.

Finally, we examine the number of flows that each protocol allows to be
simultaneously active in Fig. 7.14. It can be seen that at lower bit rates, the
difference between the protocols is negligible; however, at a bit rate of 64 kbps,
MACMAN often is able to maintain one more flow than PAC. This contributes
to the differences in delivery rate between the protocols and demonstrates that
MACMAN is able to use the resources in the network more efficiently than PAC.

6 Conclusion

This paper proposes MACMAN, an improvement to existing protocols for ad-
mission control in multi-hop mobile ad hoc networks. We present a novel route
maintenance scheme that discovers and maintains multiple routes to meet the
quality of service needs of real-time applications. Our scheme includes a mech-
anism to factor out the consumption of resources by current data transmissions
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along alternate paths. Simulations show that our proposed solution is able to
prevent disruptions in communication when mobility breaks the quality of ser-
vice of an already used path. Further, we show that MACMAN increases the
number of packets that are successfully delivered to destinations. At the same
time, the number of times an already admitted flow has to be stopped, causing
an unacceptable break in the communication, is decreased. Finally, MACMAN
is able to deliver the packets with low delay, which is essential for real-time traf-
fic. Based on its performance, we envision the utility of MACMAN as a solution
for the support of multiple simultaneous data sessions with varying quality of
service needs.
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Glossary

AIFS Arbitration inter-frame space. See IFS. Different AIFS values are used
by different traffic classes for normal medium access in the IEEE 802.11e
EDCF mode.

AODV Ad-hoc On-demand Distance Vector routing protocol. Commonly used
reactive ad hoc routing protocol.

Bundle Basic data transmission unit in a Delay Tolerant Network.

CBR Constant Bit-Rate traffic.

CCDF Complementary Cumulative Distribution Function.

CEDAR Core-Extraction Distributed Ad hoc Routing. Hierarchical reactive
ad hoc routing protocol.

CFP Contention Free Period. The period that the Point Coordinator controls
the medium when using the IEEE 802.11 PCF mode.

CP Contention Period. The period that the access to the medium is controlled
using the DCF mechanism when using the IEEE 802.11 PCF mode.

CSMA/CA Carrier Sense Multiple Access with Collision Avoidance. The ba-
sic access mechanism used by the DCF mode in IEEE 802.11.

CW Contention Window - Used by IEEE 802.11 DCF to calculate the backoff
interval.

DCF Distributed Coordinator Function - The basic access mechanism of IEEE
802.11.

DFS Distributed Fair Scheduling. Medium access mechanism to provide service
differentiation and fair access to the medium in a wireless LAN in a way
similar to fair queuing.

DIFS Distributed inter-frame space. See IFS. Used for normal medium access
in the IEEE 802.11 DCF mode.

189



190 Routing and Quality of Service in Wireless and Disruption
Tolerant Networks

DSR Dynamic Source Routing. Reactive ad hoc routing protocol utilizing
source routing.

DSDV Destination Sequence Distance Vector routing protocol. An early
proactive ad hoc routing protocol.

DTN Delay Tolerant Network

DTNRG The IRTF Delay Tolerant Networking research group.

DYMO Dynamic MANET On-demand routing protocol.

EDCF Enhanced Distributed Coordinator Function. Enhanced CSMA/CA
based access mechanism for WLANs, present in the IEEE 802.11e stan-
dard.

Frame Data transmission unit at the link layer. Consists of a Header and the
data from upper layers.

IEEE The Institute of Electrical and Electronics Engineers. The IEEE is a
global technical professional society serving the public interest and mem-
bers in electrical, electronics, computer, information and other technolo-
gies.

IEEE 802.11 The most widely used standard for WLANs. Specifies medium
access control (MAC) and physical (PHY) layers.

IETF Internet Engineering Task Force – The standardization body handling
Internet protocols and mechanisms.

IFS Inter-frame space. Short waiting time used by the IEEE 802.11 MAC layer
to determine if the medium is idle before transmitting.

IP Internet Protocol

IPNSIG InterPlaNetary Internet Special Interest Group

IRTF Internet Research Task Force – Promotes research of importance to the
evolution of the future Internet by creating focused, long-term and small
Research Groups working on topics related to Internet protocols, applica-
tions, architecture and technology.

MAC Medium Access Control. The layer in the protocol stack that handles
the access to the physical medium.

MACMAN Multi-path Admission Control for Mobile Ad hoc Networks.

MANET Mobile Ad hoc Network. Infrastructure-less wireless network, where
all nodes in the network take part in the routing and forwarding of packets.

OLSR Optimized Link State Routing protocol. Proactive ad hoc routing pro-
tocol.
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PC Point Coordinator

PCF Point Coordinator Function - Centralized, polling based access mecha-
nism of IEEE 802.11 to support service differentiation.

PIFS Priority inter-frame space. See IFS.

PRoPHET Probabilistic Routing Protocol using History of Encounters and
Transitivity. Probabilistic protocol for routing in intermittently connected
networks using the predictability of node mobility.

QoS Quality of Service.

RREP Route Reply. Used by reactive ad hoc routing protocols as a reply to
RREQ packets to announce a route to a destination.

RREQ Route Request. Used by reactive ad hoc routing protocols to find a
route to a destination.

SIFS Short inter-frame space. See IFS.

Superframe Time period in IEEE 802.11 PCF consisting of a CFP and a CP.

TBRPF Topology Broadcast based on Reverse Path Forwarding. Proactive
ad hoc routing protocol.

TCP Transmission Control Protocol

TORA Temporally-Ordered Routing Algorithm. Reactive ad hoc routing pro-
tocol.

WLAN Wireless Local Area Network

ZRP Zone Routing Protocol. Hybrid ad hoc routing protocol. Proactively
maintains routes to destinations within a neighborhood, and reactively
searches for routes to destinations further away.
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“I may not have gone where I intended to go, but I think I have ended up
where I intended to be.”

Douglas Adams






