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Preface 

One of the most important innovations made by mankind since the in-
vention of the wheel is said to be the computer. Although I personally 
feel that this statement is an exaggeration, it is clear that the impact of 
computers on modern society over the last decades has been tremendous. 
The steady flow of ever more sophisticated computers have, however, also 
highlighted the need for efficient algorithms that are capable of taking ad-
vantage of the power inherent in the machines. No matter how powerful 
a tool is itself, it is the way the tool is used to perform a task which 
effectively determines if the task will be accomplished or not. This is pri-
marily what this licentiate thesis' is about. It is devoted to research on 
how to use computers to efficiently solve some guarding problems involv-
ing a single guard, which are problems that are studied in a subfield of 
theoretical computer science called computational geometry. 

'This thesis is for the degree of "teknologie  licentiat",  which is a Swedish degree 
between a Master of Science and a PhD. 
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Chapter 1 

Introduction 

This licentiate thesis is devoted to research on some guarding problems 
in computational geometry. It includes a general introduction of the area 
followed by three parts containing the three individual papers: 

Part I  Svante  Carlsson and  Håkan Jonsson,  Guarding a Treasury. In 
Proceedings of the 5th Canadian Conference on Computational Ge-
ometry (5CCCG), pages 85-90, August 1993. 

Part II Revised version of:  Svante  Carlsson,  Håkan Jonsson  and Bengt  J.  
Nilsson, Finding the Shortest Watchman Route in a Simple Polygon. 
In Proceedings of the 4th International Symposium on Algorithms 
and Computation (ISAAC'93), pages 58-67, Springer-Verlag,  1993. 
LNCS 762. 

Part III  Svante  Carlsson and  Håkan Jonsson,  Computing a Shortest 
Watchman Path in a Simple Polygon in Polynomial-Time. Accepted 
and to be presented at Workshop on Algorithms and Data Struc-
tures, Carleton University, Canada, August 1995. 

The general introduction is organized as follows. In this chapter, we 
give a brief introduction to computational geometry and some of its ap-
plications. We then give an overview of the papers included in the thesis. 
In Chapter 2, we present some of the basic geometric and computational 
terminology we will use. Finally, we conclude the general introduction by 
pointing out directions for future research in Chapter 3. 



2 	 Introduction 

1.1 Computational Geometry and Visibility 
Problems 

Ever since the study of computer algorithms developed into a research 
area of its own in the late fifties, new subfields within computer science 
have constantly emerged. One such relatively young field is computational 
geometry. It is considered to have started with the publications by Shamos 
around 1975 and his Ph.D. thesis a couple of years later [35], although its 
roots goes all the way back to the ancient Greeks. 

The objective of computational geometry is to find efficient solutions 
for geometric problems. In particular, it includes the study of algorithms 
and data structures that can be used to solve problems involving geomet-
ric objects, like points, lines, polygons and polyhedras, and essentially the 
relations between these objects. In general, the problems are not only 
formulated in 2- and 3-dimensional space, in which the problems can usu-
ally be easily explained and given a nice intuitive meaning, but also in  
d-dimensional space for some integer  d  > 3. We will study a specific 
type of geometric problems called guarding problems. They belong to a 
class of geometric problems called visibility problems, where the visibility 
properties of the geometric objects involved play an important role. 

The reader who is interested in an introduction to algorithms and data 
structures is referred to, for instance, the book by Cormen et al. [5]. Some 
good textbooks on computational geometry are the book by Preparata and 
Shamos [33], the book by O'Rourke [32] and the book by  Mehlhorn  [26], 
but they assume some knowledge of algorithms and data structures in 
general. 

After this introduction, we will take a closer look at some typical 
applications where results from the area of computational geometry are 
applied. Hopefully, this will serve as to motivate and explain why so much 
effort is spent on the study of visibility and guarding problems. 

1.2 Motivation 

The problems belonging to the class of visibility problems arise from a 
number of practical applications. In this section we will discuss two of 
them. 
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1.2.1 Visualization of Information — Computer Graphics 

The field of computer graphics deals with the display of pictures on com-
puter screens and other graphical output devices. This is important in 
many areas where something is to be presented or visualized. 

Using CAD/CAM-packages, industrial designers and architects can see 
and examine products they create before they are manufactured. Since 
the costs of producing only small series or prototypes are very high and 
time consuming, large amounts of money can be saved by this technique. 

In air plane cockpits the traditional gauges on the dashboard are being 
substituted by head-up displays where vital information are transformed 
into geometrical shapes and then projected onto the windshield. In this 
way the pilot gets all information such as speed, direction, altitude and 
names of landmarks in one view. 

The visualization techniques in computer graphics are also heavily used 
in the area of virtual reality, where an abstract model of a world that exists 
purely within a computer is presented in the form of a realistic picture. 
This area is expected to expand significantly in the near future, as new 
multimedia applications are developed. 

1.2.2 Surveillance and Guarding 

Another application area is that of using computers to coordinate efforts 
made to visually guard an environment or some objects contained within 
an environment. The most interesting problems are those where some 
criteria, for instance number of guards or time to patrol, is to be optimized. 
Today many of these problems are solved by using ad hoc techniques. 

The classical application in this area, is that of posting only a mini-
mum number of sentries such that they together guard a given environ-
ment. For instance a security company might want to place stationary 
surveiliance cameras in a bank. In three dimensions, this problem could 
be that of positioning a minimum number of (military) hydrophone buoys 
on the bottom of a sea to detect subs. An application from the area of 
telecommunication is that of stationing a minimum number of radio relay 
stations (towers) among mountains, such that there are for instance two 
separate ways of transmitting between any pair of stations. 

Another problem is that of computing how watchmen or mobile robots 
(i.e a kind of autonomous guided vehicles equipt with a vision system) 
should be moving to patrol an environment. One instance of this problem 
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asks for a route an surveillance robot repeatedly can move along. A related 
problem is that of sending a rescuing robot into a burning house to save 
people. In this "one-way mission" case, where the amount of search time 
consumed is crucial to find people while they still are alive, a shortest path 
for the robot to move along is preferred. In other applications the main 
problem is that of maintaining lines of visual communication between 
moving communicators among obstacles. A typical example is that of 
directing a search party. The overall goal in these applications are to 
develop robots with a higher degree of autonomy and ability to cooperate 
of their own, which is expected to increase the efficiency of a number of 
industrial applications. 

1.3 Theoretical Aspects on Guarding and Visi-
bility Problems 

To fully understand and be able to solve the problems confronted with in 
connection to the practical applications mention above, we need to study 
the underlying fundamental concepts. On such common concept concerns 
the visibility aspects of the problem. Refining the original problem such 
that we can concentrate on the visibility properties in the form of a vis-
ibility problem and then solving this problem, gives insights on how to 
solve the original problem. 

In computational geometry the fundamental problems in computer 
graphics concern the computation of intersections between 3-dimensional 
geometric objects. They also handle the removal of hidden lines and sur-
faces from the final picture (cf. [7, 9, 14]). 

The underlying theoretical problems in the subfield of computational 
geometry concerning guarding have been given considerable amount of 
attention during the last decade [38]. Since some variations of these prob-
lems are also studied in this licentiate thesis, we therefore describe these 
problems in more detail. 

An important class of problems are the so called Art Gallery Problems. 
Originally these only concerned aspects of using stationary guards inside 
a simple polygon in order to guard the interior of it. Many of the early 
results from studies of these problems can be found in the monograph by 
O'Rourke [31]. Nowadays, the definition of art gallery problems has been 
extended to also include for instance mobile guards and the setting is no 
longer restricted to the Euclidean plane. Some of the recent results in 
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the field can be found in the survey by Shermer [36]. In Part I of this 
thesis, a variant of an Art Gallery problem concerning how to place a 
single stationary guard in order to guard as many as possible of a number 
of treasures positioned inside an art gallery is considered. The problem of 
placing a single stationary guard in an art gallery such that the area visible 
to the guard is maximized has been studied by Ntafos and Tsoukalas [30]. 
They give a fairly good approximation algorithm for the problem. To 
compute the exact placement of the guard they need to solve a polynomial 
equation of degree  n  which, in general, has no closed form. 

One important class of problems in the field of algorithmic aspects of 
robotics is that of motion planning problems. In these problems, the goal 
is to find (shortest) obstacle avoiding paths for some mobile robot. If a 
single mobile robot or watchman is used for patrolling an art gallery, the 
minimum length route and path the robot should preferably follow are 
called a shortest watchman route and a shortest watchman path. Note 
that the difference between them is that a path has two distinct and 
unique end points, and the route is a (degenerate) path where the end 
points coincides. The problems of computing a shortest watchman route 
and a shortest watchman path are studied in Part II and Part III of this 
licentiate thesis. 

It should be noted that in guarding problems concerning mobile robots, 
the movement of a single point in the plane is considered. Although this 
might seem unrealistic at first sight, it is due to a standard method which 
geometrically transforms a robot and an environment in which the robot 
is to move into a new environment in which the robot is represented by 
a single point [25]. After having computed a path for the (point-sized) 
robot in the transformed environment, the path the actual robot should 
follow can be reconstructed by an inverse-transformation. 

It should also be stressed that we, in this thesis, only consider the theo-
retical aspects of visibility problems, i.e. we do not consider the numerical 
errors present in the many computations or uncertainty in the given input 
data. If we can not solve a given problem with perfectly reliable infor-
mation, there is little hope to solve the same problem with less accurate 
data. Solving a problem with access to precise data also provide a bound 
on approximate solutions. The problems are formulated and analyzed in 
an abstract model, which is presented in Chapter 2.2. 

Many theoretical studies of these problems have also proved to be 
useful in many practical applications [20, 32]. The particular problems 



6 	 Introduction 

we study in this thesis could be applied in connection with, for instance, 
the work on autonomously guided vehicles carried out at our Division of 
Robotics. Among several things, they have built a mobile robot which is 
equipt with a rotating laser device that is used to determine the position 
of the robot by identifying reflecting beacons on the surrounding walls, 
which are visible to the robot. Since all positions of the beacons have 
been carefully measured and put on a map known to the robot, there is 
hardly any error at all in the positions of the beacons once the robot has 
succeeded in identifying them, and hence our navigation algorithms can 
be used. For clarity, it should be pointed out that so far none of the 
algorithms described in this thesis has been implemented for this robot. 

1.4 Overview of Results 

The problems studied in this licentiate thesis are guarding problems in 
the area of computational geometry, which originate from applications in 
the area of surveillance and guarding. All problems considered concerns 
variants of the problem of guarding an art gallery with one guard. The 
first paper consider the placement of a stationary guard, and the second 
and third consider mobile guards. Below, the results of the three papers 
included in this licentiate thesis are summarized. 

Part I: Guarding a Treasury 

In the paper "Guarding a Treasury" we deal with a variation of the prob-
lem with treasures in an art gallery named by Deneen and Joshi [8]. They 
define a treasury to be a simple polygon containing t treasures. Then 
also present an algorithm for computing a fairly good approximation of 
the smallest set of guards needed such that all treasures are in sight by 
at least one guard. We extend their definition, by assigning a value (a 
weight) to each treasure and consider the placement of a single guard 
such that the sum of the values of the treasures visible to the guard is 
maximized. The main results can be divided into two groups: 

• In addition to placing a guard in a general position inside the trea-
sury, we also study the cases where the guard is restricted to corners 
or to the boundary of the treasury. For all variants we present algo-
rithms that compute a best placement of a single guard with respect 
to the criteria mentioned above. 
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• An ,S2(t  log i)  lower bound on the problem of guarding a treasury 
from the boundary is shown. Then an optimal 0(n log  n)  algorithm 
is also design for the case where t  E  0(n). 

Part II: Finding a Shortest Watchman Route in a Simple 
Polygon 

A closed path in a simple polygon such that all points of the polygon is 
visible from some point on the route is called a watchman route. In the 
paper in Part II, we present the first polynomial-time algorithm for finding 
the (overall) shortest watchman route. The algorithm runs in 0(n4) time. 

Part III: Computing a Shortest Watchman Path in a Simple 
Polygon 

A watchman path is a path in a simple polygon such that all points of 
the polygon is visible from some point on the path. Note that a shortest 
watchman path is a generalization of the shortest watchman route (i.e. 
the route is a path for which start and end point coincides). In the paper 
in Part III, we present: 

• The first polynomial-time (and space) algorithm for finding a short-
est watchman path. 

• An algorithm for computing the shortest path in a simple polygon 
that visits all vertices of the polygon in 0(n3) time and space. 

• An algorithm for computing the shortest path in a simple polygon 
that visits all edges of the polygon (also called the shortest aquarium 
keeper's path) in 0(n4) time and space. 
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Chapter 2 

Preliminaries 

This chapter discusses some of the definitions and the terminology that 
is used in this licentiate thesis as well as in computational geometry in 
general. More extensive descriptions can be found in the references (see 
for instance [31] or [33]). Those familiar with the field will find no news 
here and can skip this chapter. 

All guarding problems considered are transformations of an intuitive 
problem formulation in a terrain into an equivalent geometric problem in 
the euclidean plane. In this new problem formulation, all crucial char-
acteristics of the terrain are modeled by geometric objects so that set-
theoretical and geometrical arguments can be used to reason about the 
problem. We will concentrate on the geometric terminology and assume 
that the reader is familiar with basic set- and graph-theoretical terminol-
ogy, which can otherwise be found in almost any standard textbook in the 
field. 

2.1 Geometry and Visibility 

Formally, the geometric objects are connected subsets of the euclidean 
plane like points, line segments, polygonal chains and polygons. Individual 
points and line segments are the basic geometric objects. A concatenation 
of a finite number of line segments form a polygonal chain. The end points 
of the line segments are called vertices, and the actual segments edges. If 
the segments intersect only at the end points of adjacent segments, the 
chain is simple. If the outermost vertices of a polygonal chain coincide, 
the polygonal chain is closed. Finally, a polygon is a closed subset of the 
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Figure 2.1: A  simpel  polygon with six vertices denoted v1, v2, v3, v4, v5  and 
v6  and a triangulation of the polygon. 

plane bounded by a closed directed polygonal chain (Figure 2.1—a). It is 
simple if its boundary is simple. 

In all guarding problems we consider, the setting is the interior of a 
simple polygon which is assumed to not contain holes. A reflex vertex in 
the boundary is a vertex that join edges which forms angles greater than 
180 degrees inside the polygon. All other vertices are called convex. 

A triangulation of a polygon is a partitioning of it into triangles without 
introducing any new vertices (Figure 2.1—a). The problem of triangulating 
a simple polygon can be solved in linear time as shown by Chazelle [3]. 

Once a polygon has been triangulated, several other geometric prob-
lems for the polygon can also be solved in linear time. One such is that 
of finding a shortest path, i.e. a shortest polygonal chain contained in the 
polygon, between two given points, due to Guibas et al. [13]. Another 
problem solved in linear time in the same paper is that of computing a 
shortest path tree, i.e. the union of the shortest paths from a given vertex 
to all other vertices of the polygon. 

If the relative positions of the vertices in a polygon is restricted, it is 
often possible to use the restriction to obtain enhanced algorithms when 
solving geometric problems. Two simple but important restricted poly-
gons are convex and star-shaped polygons. Convex polygons are charac-
terized by the fact that the line segment between any pair of points in 
the polygon is totally contained in the convex polygon. The star-shaped 
polygons are polygons where there is at least one point  x  such that the 
line segment from  x  to any point in the polygon is totally contained in 
the star-shaped polygon. The points  x  with this property form an area 
in the polygon that is called a kernel, which can be computed in linear 
time using an algorithm by Lee and Preparata [24]. The literature contain 
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several other kinds of restricted polygons (cf. [28, 33, 31]). 
Two fundamental geometric corner stones for the two dimensional Eu-

clidean space we build upon are the Jordan Curve Theorem [17] and the 
Triangle Inequality, which we will refer to by name and rephrase as follows: 

Theorem 1 (Jordan Curve Theorem) 
A closed and simple polygonal chain in the Euclidean plane partitions the 
plane into two open and simply connected sets called the interior and the 
exterior of the chain. 

Theorem 2 (Triangle Inequality) 
The sum of the lengths of two sides of a triangle in the Euclidean plane is 
always greater than the length of the third side. 

The Jordan Curve Theorem also implies that any polygonal chain from 
a point in the interior of a polygonal chain S to the exterior has to intersect 
S. The Triangle Inequality states that the shortest path between two 
points is a straight line. 

Visibility 

In the visibility problems we consider, two points in a polygon are mutually 
visible if the line segment between them is contained in the interior or the 
boundary of the polygon. In a convex polygon all points are visible to 
each other. 

A visibility polygon of a point  x  in a simple polygon contains all points 
of the polygon visible to  x  (Figure 2.2—a). Note that, by definition, this 
means that a visibility polygon is star-shaped. It can be computed in 
0(n) time [12, 21, 16]. A window of a point  x  in a polygon to be an 
edge of the visibility polygon of  x  not contained in any of the edges of 
the polygon [34, 11]. Note that the end point of a window that is closest 
to  x  is a reflex vertex of the polygon. Windows constitutes borders a 
guard have to pass when being moved in order to loose (or gain) sight of  
x,  since inside the polygon only reflex vertices might block the view. A 
maximal connected subset of a polygon from which  x  is not visible is called 
a pocket. A pocket is joined to the visibility polygon by a window. The 
weak-visibility polygon from an edge of a polygon is the part of the polygon 
visible from at least one point along the edge, and can be computed in 
time 0(n log  n)  as shown by Lee and Lin [23] (Figure 2.2—b). 
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Figure 2.2: a) The visibility polygon of  x  (white part) and its pockets (grey 
areas).  c)  The weak-visibility polygon of the edge  e. d)  An embedding in 
the plane of the visibility graph of the polygon in a). 

Finally, in a visibility graph of a simple polygon nodes represents ver-
tices of the polygon, and edges of the visibility graph connect vertices that 
are visible to each other (Figure 2.2—c). Hersberger [15] has devised an al-
gorithm for computing the visibility graph in output-sensitive time 0(m) 
where m is the number of mutually visible vertices which is in 0(n2 ). 

2.2 Algorithmic preliminaries 

The main components resulting from research in computational geome-
try are algorithms and data structures. Algorithms are programs to be 
executed on a suitable abstraction of "von Neumann" computers. Data 
structures are ways to organize information, which, in conjunction with 
the algorithms, permit efficient solutions to computational problems. In 
this section, we discuss the way the abstract computer is modeled, and 
how algorithms are expressed in this model. We also point out how the 
performance of algorithms executed on the abstract computer are mea-
sured. 
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2.2.1 Model of Computation 

Algorithms are formulated with respect to a specific model of computa-
tion, which is a comfortable abstraction of the physical machine used to 
execute programs. Indeed, an algorithm proposed to solve a given prob-
lem must be evaluated in terms of its cost as a function of the size of the 
instance of the problem. A model of computation specifies the primitive 
operations that may be executed and their respective costs. As our model 
of computation we will use a random access machine in which each storage 
location is capable of storing a single real number. This machine supports 
the following primitive operations which are all available at unit cost: 

1. The basic arithmetic operations (-I-, 	x,  /), 

2. comparisons between real numbers (for instance < and 

3. indirect addressing of memory (but only integer addresses), and 

4. analytic functions ( 	sin,.. 

In addition to these primitive operations, there are also control opera-
tions that repeats a sequence of operations. This machine turns out to be 
a realistic model suitable for solving geometric problems, and is referred 
to as the real RAM. For clarity and conciseness we will, however, use a 
more informal high-level language to express our algorithms. This lan-
guage, which resembles modern imperative programming languages as  C,  
Pascal and Modula-2, will be rigorous in its control structures i.e. our use 
of the control key-words as if, for and while will be strict. The format of 
other statements will on the other hand be lose to enable us to mix the or-
dinary statements of the high-level language with mathematical formulae 
and natural language descriptions of complex composed operations where 
considered adequate. 

2.2.2 Measure of Performance 

An algorithm is essentially evaluated in terms of its general dependence of 
computation time (i.e. the number of primitive operations performed) and 
amount of memory (storage locations) used as a function of the problem 
size. Since our programs are not explicitly given as  real-RAM  programs, 
but rather expressed in a high-level language, the analysis of time and 
space complexity can only be accurate up to a constant factor. What we 
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are primarily interested in is the asymptotic growth rate of the complexity 
as a function of the size  n  of the input. This can be conveniently expressed 
with the 0, It and 0 notation. For this purpose we define, for a function 
g(n) :  N  -->  N,  where  N  denotes the set of natural numbers, the following 
sets: 

0(g(n)) is the set {f :  N  —> Nj3a,b  E  Nsuch thatf  (n)  Ç  ag(n) +  b},  

SZ(g(n)) is used to denote the set of functions f such that g(n)  E  0(1(n)), 

0(f(n)) is the set of functions f such that f(n)  E  0(g(n)) and f(n)  E  

An asymptotic upper and a lower bound on the complexity of an algorithm 
as  n  goes to infinity can be expressed by using the sets 0(g(n)) and 
9(g(n)) respectively. Furthermore, sets 0(g(n)) can be used to denote 
algorithms for which the asymptotic upper and lower bounds are the same. 

Asymptotic bounds are good for measuring the performance as  n  goes 
to infinity. One should, however, be aware of the fact that an asymptotic 
bound might hide large constants which can be significant for small values 
on  n.  

We will analyze the worst-case complexities of the algorithms given, 
i.e. we show asymptotic bounds on the maximum amount of time and 
space consumed by an algorithm over all instances of a given size. 



Chapter 3 

Directions for Future 
Research 

In this chapter some problems related to guarding and suitable for future 
research are suggested. Each problem is illustrated by an example or an 
application. 

The work to reduce the complexities of the algorithms given in this 
thesis should continue. It would also be interesting to implement and try 
out the algorithms in practice. In addition to this, the following could be 
studied. 

Searching for Submarines 

In higher dimensions, it can be shown that the problem of computing a 
shortest watchman route (and hence a shortest watchman path) is NP-
Hard' [4]. Leaving out the possibility to solve the general problem in 
polynomial-time, there is still some hope for the existence of polynomial-
time algorithms in restricted polyhedras. 

Consider for instance the problem of searching a lake for a submarine 
using some device for measuring the depth and comparing the measures 
with a nautical chart. In the case where the lake does not contain under-
water caves in which a submarine could hide away from the search party, 

'Executing an algorithm for solving a problem that is NP-Hard takes far too much 
time (exponential in the size of the set of input data) to be practical. It is conjectured 
(on very strong grounds) that for NP-Hard problems no short-cuts can be used for 
decreasing the complexity to polynomial [10]. 
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the bottom of the lake can be modeled by an alp polyhedra, a three dimen-
sional alp polygon (cf. [28]). Then the surface of the lake can be modeled 
by a polygon and a destroyer can be thought of as a watchman. Is there 
feasible algorithms for computing shortest watchman routes and paths in 
this setting? How should stationary hydrophones be placed to cover the 
bottom of the lake? 

Patrolling a Skyscraper 

Another practical application that can be viewed as a visibility problem 
in a restricted model, is that of searching a skyscraper by using a rescu-
ing robot. A skyscraper consists of individually designed floors connected 
with staircases and/or elevators. To have the robot search all, or some, 
of the floors requires that it climbs the stairs (or preferably use the ele-
vators). Each floor can be modeled by a simple polygon, but since there 
are several ways of moving between floors in general, we end up with a 
"2.5"-dimensional problem. So far, no solution to this problem is known. 

Motion Planning in Unknown Environments 

In most motion planning and guarding problems studied, a map of the 
environment in which a patrolling robot is to move is given in advance. 
What can be done if no such map is given? 

Some problems concerning motion planning for mobile robots in un-
known environments have been studied in the literature [19]. The robot 
is assumed to be equipt with on-board sensors which maps the part of the 
environment visible from the robot, and some motion planning algorithm 
makes use of the sensor data. Any such algorithm is "on-line" in the sense 
that decisions must be made based only on what the robot has seen so 
far. 

In general, it is difficult to design an algorithm that finds the optimal 
plan of motion for the robot without full knowledge of the map. One such 
impossible case is that of planning the motion of a robot which is to search 
for a goal that is not visible from the initial position of the robot. If no 
hints are given regarding the location of the goal, there is no way of telling 
for sure which way the robot should move initially. 

In particular, the length of that path a robot will travel as computed 
by a on-line algorithm, and hence the duration of time required, might be 
much longer than the optimal one. A  k-competitive [37] motion planning 



Directions for Future Research 	 17 

algorithm is an on-line algorithm that produces a sequence of movements 
such that the robot moves at most a constant  k  times longer than it would 
move if it followed the optimal solution. There exists some  k-comparative 
on-line algorithms for specific tasks in restricted polygons (cf. [6, 18]). 

Can  k-comparative algorithms be constructed for finding shortest watch-
man paths and routes in simple polygons? Do we have to retort to re-
stricted polygons to find competitive algorithms? 

Cooperating Watchmen 

As the level of automation in robots is raised, the interest for having 
robots that are able to cooperate to perform a given task will increase. 
From an algorithmic point of view, not much has been done in these areas 
until recently. The general problems of computing m-shortest watchmen 
routes in simple polygons have been shown to be NP-hard in the two 
cases when the length of the longest route (the MinMax problem [27]) 
is to be minimized, and when the total sum of the lengths of all routes 
(the MinSum problem [2]) is to be minimized. The MinMax problem is 
NP-hard even if the number of watchmen is limited a priori. In spiral 
polygons (a restricted class of simple polygons which boundary contains 
exactly one convex polygonal chain), however, the MinSum problem has 
been solved in polynomial time [29]. Can a polynomial time algorithm 
for the MinSum problem concerning two watchmen in general polygons 
be designed? 

Lower Bounds 

For an optimal algorithm, the upper and lower bound are the same. For 
the problems of computing shortest watchman routes and paths only a 
trivial lower bound of 2(n) (the output size) is known. Is there non-
trivial lower bounds which could be used to close the gap between the 
upper and the lower bounds? 

Guarding as Much Area as Possible Yourself 

As already mentioned, the problem of placing a single stationary guard 
in an art gallery such that the area visible to the guard is maximized has 
been studied by Ntafos and Tsoukalas [30], which give a fairly good ap-
proximation algorithm for the problem. To compute the exact placement 
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of the guard they need to solve a polynomial equation of degree  n  which, 
in general, has no closed form. Can a simple algorithm for placing the 
guard be designed? 

Uncertainty in the Input Data 

We have assumed that the input data in our problems are correct and 
with no uncertainty. In reality, these assumptions are most often violated 
due to inexact sensors and loss of significance in computer calculations. 
Of major concern is how the uncertainties present in the data affect the 
final solutions obtained from our algorithms. Is there a way of relating, 
say, probabilistic uncertainties of the location of the vertices of a polygon 
to the shape of a shortest watchman path or route? So far, no study of 
such problems has been done. 

Approximate Guard Placements 

It has been known for a long time that the so called art gallery problem 
is NP-hard [1, 22, 31]. This is the problem of finding a smallest set of 
guards within a simple polygon such that each point of the polygon is 
visible to at least one guard. To this date no algorithm for finding a good 
approximation of the set of guards are known of. Can an  approximative  
set of guards only a small constant larger than the optimal set be found? 
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Guarding a Treasury 



Guarding a Treasury  

Svante Carlsson* Håkan Jonsson*  

Abstract 

We present a preliminary investigation of problems concerning 
the guarding of treasures within a simple polygon where values are 
assigned to the treasures. In particular, we consider the case of find-
ing the location of a guard so that the value of the visible treasures 
is maximized. We obtain efficient algorithms for variations of the 
problem where we restrict the placement of the guard or the loca-
tion of the treasures. We are also able to prove tight lower bounds 
for some of these variations. 

1 Introduction 

Original art gallery problems ask questions on the lower bounds of the 
number of guards needed such that every points of the polygon is visible to 
at least one guard, and where these guards should be placed to achieve this. 
In 1975 Chvåtal [3] proved that [.3 _1 guards are sufficient and sometimes 
necessary to guard the interior of a polygon. Related problems with a 
flavour of art galleries, such as guarding the exterior of polygons, guarding 
line segments in the plane, using mobile watchmen and many more, are 
nicely presented in O'Rourke's monograph [9] and in Shermer's survey 
[11]. In this paper we deal with a variation of the problem with treasures 
in an art gallery named by Deneen and Joshi [4]. They define a treasury 
to be a simple polygon containing t treasures and present an algorithm for 
computing an approximation of the smallest set of guards needed such that 
all treasures are in sight by at least one guard. We extend their definition, 
by assigning a value (a weight) to each treasure and consider the placement 
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of a single guard such that the sum of the values of the treasures visible 
to the guard is maximized. In addition to placing a guard in a general 
position inside the treasury, we also study the cases where the guard is 
restricted to corners or to the boundary of the treasury. The treasures 
are assumed to be in general positions, but we also treat the special case 
where they are placed at the corners of the treasury. We present solutions 
to all problems considered and a lower bound for guarding a treasury from 
the boundary. 

2 Preliminaries 

A treasury is a simple polygon  P  bounded by  n  straight line edges el , e2,.  
e,  en, where  ei  and ei+i  are joined by the vertex pi of  P.  To each of t trea- 
sures positioned at sites  si, 	,  st  in  P  there is a value wi, w2, • • • • wt 
associated. Our guard is supposed to be posted at a point in  P  where 
the sum of the values of the treasures visible to the guard is maximized. 
The boundary of  P  is the union of all edges, and the interior is the area 
surrounded by the boundary. We assume that  P  does not contain holes. 
Let r be the number of reflex vertices, i.e. vertices that join edges of  P  
which forms angles greater than 180 degrees inside  P.  We use the alge-
braic tree model as our model of computation [10], and will mainly use 
the frame-work of visibility presented by Bose [1]. 

We say that two points  p  and  q  in  P  are visible to each other if the 
straight line segment 74 is a subset of  P.  A visibility polygon of a point  
x E P  contains all points of  P  visible to  x.  This polygon can be computed 
in 0(n) time using the algorithm of ElGindy and Avis [5], a fact we will use 
extensively in this paper. Visibility of treasures in a treasury can be dealt 
with using windows. A window of a point  x  (the generator) belonging to  
P  is an edge of the visibility polygon of  x  not contained in any of the edges 
of  P,  delimited by the two event points  b  (a reflex vertex called the base) 
and the point  g  on the boundary (the end). Windows constitutes borders 
a guard have to pass when being moved in order to loose (or gain) sight of  
x,  since inside  P  only reflex vertices might block the view (Figure 1). A 
maximal connected subset of  P  from which the generator is not visible is 
called a pocket. A pocket is joined to the visibility polygon by a window. 
Some care has to be taken to avoid ambiguities due to collinearities. We 
refer to Bose [1] for further details. 
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P4 

Figure 1: A site  si  and its associated pockets (the shaded areas). The 
dashed line segment TiTi and Nqi are windows generated by  si.  

3 	Guarding Treasures of a Treasury 

In this section we present algorithms for solving the problem of placing a 
single stationary guard in a treasury such that the value of the treasures 
visible to the guard is maximized. We start by investigating the cases 
where the guard is restricted to stand in the corners or on the boundary 
of the treasury. We end this section by not having any restrictions as to 
where in the treasury we are allowed to place the guard. In each case we 
begin by assuming that the treasures can be placed in arbitrary positions. 
We then consider the special case where the treasures are placed at the 
vertices of the treasury. In the latter case we will assume that the number 
of treasures is at most  n,  since two treasures with values wi and w3  in the 
same corner can be treated as one treasure with value wi w3. When the 
treasures are placed at the corners of the treasury we will use the term 
vertex to denote both the treasure located at the vertex as well as the 
vertex itself. 

The main observation used in this paper is that the number of visible 
sites changes by exactly one as a window is passed. Using the windows 
we partition  P  into regions, visibility regions, where all the points in the 
region view the same treasures. Thus, it suffice to consider only one point 
of each visibility region. 

3.1 A Guard Restricted to Corners 

Consider the problem of placing a guard at one of the  n  corners of the trea-
sury such that the value of the treasures visible to the guard is maximized. 
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One way of solving the problem is to compute the visibility polygon, in 
linear-time, from each treasure site  si  and adding the value of the treasure 
to the sum of values of the vertices of the visibility polygon. Then, choose 
in linear time the vertex with the largest accumulated sum of treasure 
values to be the place to position the guard in 0(n) time. Computing t 
visibility polygons one at a time takes 0(tn) time and 0(n) space. 

Tithe number of treasures is much larger than  n  we use another ap-
proach. We compute the visibility regions formed by the windows gen-
erated by all vertices of  P  in 0(nr log  n  + n2 r) time using the algorithm 
of Chazelle and Edelsbrunner [2] and preprocess this subdivision of  P  for 
planar point location as done by Kirkpatric in 0(n2r log  n)  time. Now, 
we can locate the region containing a treasure using 0(log  n)  time. As we 
locate the treasures we replace all treasures of a region with a representa-
tive treasure having the accumulated value of all the other. Traverse the 
collection of visibility regions while keeping track of which vertices are vis-
ible. When we enter a region containing a treasure we add the value of this 
treasure to the sum of values of each vertex currently visible. The trivial 
upper bound on the number of summations is 0(n3r), but we believe that 
it can be reduced further. To preprocess the decomposition of  P,  to locate 
t treasures and to traverse the regions takes 0(n2r log  n  t log  n  n3r) 
time, i.e. this algorithm is faster then the algorithm above if t  E  51(n2 r). 

Theorem 3.1 In a treasury containing t treasures in arbitrary positions, 
a vertex v with the maximal value of the treasures visible from v could be 
found in time 0(min(tn, t log  n  + n3r)) time. 

Now, assume that the treasures are placed at the corners of the trea-
sures. In this case, we consider the visibility graph. Nodes of the visibility 
graph represents vertices of  P  and arcs connect vertices that are visible 
to each other. Hersberger [7] has devised an algorithm for computing the 
visibility graph of  P  in output-sensitive time 0(m) where m is the num-
ber of mutually visible vertices. Given this graph we can compute the 
sum of values of the treasures visible to a vertex in time proportional to 
the degree of the node corresponding to the vertex, or in 0(m) time for 
all vertices. Tithe number of treasures is much less than  n  we use the 
algorithm above that runs in 0(tn) time for small values of t. 

Theorem 3.2 If the treasures are placed at the corners, a vertex from 
where the value of the visible treasures is maximized can be found in 
0(min(m,tn)) time. 
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We believe that this is close to the lower bound, since this is close to 
the time it takes to count the number of visible vertices of every vertex. 

3.2 A Guard Along the Walls of a Treasury 

Consider the problem of placing a guard somewhere along the wall of a 
treasury such that the value of the treasures visible is maximized. Com-
pared to being restricted to corners, this problem might at a first glance 
seem much harder since the boundary of  P  contains an infinite number 
of points. However, a guard being moved along the boundary views the 
same treasures between two event points adjacent to each other. At an 
event point the number of visible treasures changes by exactly one. Due 
to this, we only need to consider one point of each part of the boundary 
delimited by two adjacent event points. Trivially, we have: 

Lemma 3.1 t treasures generates 0(tr) event points (windows) on the 
boundary of a treasury  P.  

To compute all the event points, we use the sites as generators one at 
a time. 

Lemma 3.2 /t is possible to compute all event points on the boundary 
generated by a site  si  in time 0(n). 

Proof: The visibility polygon contains enough information for computing 
the event points as they appear in angular order. 

Corollary 3.1 In a treasury containing t treasures at arbitrary positions, 
all event points can be computed in 0(tn) time. 

Theorem 3.3 In a treasury containing t treasures in arbitrary positions, 
a point on the boundary where the total value of the treasures visible is 
maximized can be found in 0(tn W log t) time using 0(W) space, where 
W is the number of windows generated by the treasures. 

Proof: We find the place from which the value of the visible treasures is 
maximized by computing the event points, sorting them along the bound-
ary and then visiting them in sorted order. By Corollary 3.1, we can 
compute the event points generated from all treasure sites and keep them 
in t separate lists containing 0(r) event points each, in 0 (tn) time. In each 
list, the event points will be sorted in angular order along the boundary. 
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Note that at reflex vertices there might be many event points. Merging 
t sorted lists containing a total of W event points take time 0(W log t). 
We start the walk along the boundary at a reflex vertex, where the trea-
sures visible can be computed at the same time as all the event points are 
computed. As we pass an event point we can determine in constant time 
whether the number of visible treasures increases or decreases. We can do 
this by examining how the window of the event point is positioned relative 
the boundary. Thus, by Lemma 3.1 we can determine which treasures are 
visible at all event points in 0(W) time. 

Restrict the treasures to the corners of the treasury and consider the 
problem of placing a guard somewhere along the wall such that the value 
of the treasures seen by the guard is maximized. We will show how the 
result in Theorem 3.3 could be improved in the case where the treasures 
are all placed at the corners, and also provide a non-trivial lower bound 
on how fast an algorithm that finds the place on the boundary where the 
value of the treasures visible is maximized can be. First, we consider a 
given edge  e,  of  P  and show that the best position on  e,  in order to guard 
as large a value as possible could be computed in 0(n log  n)  time. Then 
we return to the problem of placing a guard somewhere on the boundary. 

Suppose that we are given an edge  ei  of  P  and asked where on  e,  the 
value of the visible treasures are maximized. To find this we compute the 
event points on  ei  and then visit them in sorted order along  ei.  From 
Lemma 3.7 in Bose [1] we have: 

Lemma 3.3 There are 0(n) end points on an edge of  P.  

To compute the event points in Lemma 3.3 we use the algorithm of 
Lee and Lin [8] that computes the weak-visibility polygon from an edge of  
P,  i.e. the part of an polygon visible from at least one point along the 
edge, in time 0(n log  n)  making some minor changes. We can sort the 
0(n) end points and visit them in sorted order in 0(n log  n)  as we did 
earlier in this section. This gives us: 

Theorem 3.4 Given a treasury with treasures incident to the vertices, 
the place on an given edge where the value of the visible sites is maximized 
can be found in 0(nlog  n)  time. 

We show that the algorithm presented above is optimal by showing a 
lower bound of S2(t log t) on the time complexity on the problem. The lower 
bound is obtained by reduction to the problem of determining whether any 
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b 	c.  
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x.-E 	x. 	x.+E  

Figure 2: A part of P2  showing the chimney of the number xi. 

two members of a set of  n  numbers differ from each other by less than  E,  
which is known to require ft(n log  n)  in the algebraic decision tree model 
[10, Corollary 8.1, pp. 326]. 

Theorem 3.5 In a treasury containing 0(n) treasures at the vertices, 
finding the point on an edge  ei  where the value of the visible sites is max-
imized requires St(t log t) time. 

Proof: We start the proof by constructing a polygon Pn which we will use 
in the reduction. Consider a set,  X,  of numbers {xi , x2, ..., t }, and 

2 
let min and max be the smallest and the largest of all xi respectively. 
Construct P12 in the following way: 

1. Build a rectangular polygon with vertices pi  -,- (min — 1,0),p2  = 
(min — 1, 1),p3  = (max 1,1) and p4  = (max + 1,0). Call the 
edge p1p4  the floor of the polygon and the edge p2p3  the roof. Let 
Ax = max — min. 

2. For each xi cut the roof between ai 	and di = e_i+ i  for 
some sufficiently small gap 6 = lai dif <  E,  and add 3 new edges 

bici and  cd  i  to Po at this cut by building a chimney (a pocket of 
732  as shown in Figure 2). Place  bi  at the intersection point between 
the line through (xi -I-  e,  0) and di and the line through (xi, 0) and 
ai. Position ci at the intersection point between the line through 
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(xi -E,  0) and ai and the line through (xi, 0) and di. Choose the gap 
45 sufficiently small so that no chimneys intersect. Place a treasure 
with value 1 at  bi  and ci. 

At the end of this construction step, Po consists of 2t -1- 4 vertices. If 
and only if there are two numbers xi and x 3  such that IX  i  — x3 1 < s the 
number of treasures visible from (xi, 0) will be larger than two. Hence, if 
we are able to find the place of maximal visibility on the base we are able 
to solve the problem of determining whether any two members of a set of  
n  numbers differ from each other by less than  E.  

We are now able to conclude that our algorithm, based on Lee and Lin's 
method is optimal if the number of treasures is 0(n). Using this algorithm 
on each edge and then in linear time selecting the best solution yields an 
0(n2  log  n)  time algorithm, which is no better than the result of Section 
3.2. We improve this to a complexity tied to the number of mutually 
visible vertices by observing that only vertices visible to a generator may 
generate windows. This means that the visibility graph and  P  together 
contains all information we need in order to find all the windows and event 
points. 

Lemma 3.4 Given a treasury containing t treasures at the vertices, all 
event points on the boundary can be computed in 0(m) time. 

Proof: Computing the visibility graph using the algorithm of Hersberger 
[7] requires 0(m) time, and by slightly modifying it we can get all visibility 
polygons of all vertices in the same amount of time. Given the visibility 
polygon of v, computing all event points in  P  generated by v requires no 
more than time proportional to the number of vertices in the visibility 
polygon. 

If the number of treasures is much less than  n  we use the general 
algorithm of Section 3.2 which in this case runs in 0(tn -F tr log t) time. 
We get the following theorem as a consequence of Theorem 3.3: 

Theorem 3.6 In a treasury containing treasures at the vertices, it is pos-
sible to compute the point on the boundary where the value of the treasures 
visible is maximized in 0(min(m -F W log t,in -F W log I)) time. 

The lower bound of St(t log t) on an edge in treasures containing 0(n) 
treasures placed at the vertices (Theorem 3.5) also applies to the boundary. 
However, 52(m) is not an obvious lower bound on the problem of placing a 
guard anywhere on the boundary. It is not sure that we have to consider 
all event points. 
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3.3 A Guard in a General Position in a Treasury 

We end this section by considering the case where the guard is allowed to 
be positioned anywhere inside the treasury. As before, the set of treasures 
visible to a guard being moved changes only when a window is passed. 
To place a stationary guard at an arbitrary position within the treasury 
is thus equivalent to finding a region 7Z in  P  bounded by windows and 
edges of the polygon such that the value of the treasures visible in  R,  is 
maximal. Given  n  line segments in the plane, it is possible to compute 
the arrangement of these line segments in time 0(n log  n  -I-  k),  where  k  
is the number of intersections [2]. Corollary 3.1 states that the 0(tr) 
windows can be computed in 0(tn) time. Given the windows, we can use 
the algorithm in [2] to compute the partition of  P  into visibility regions 
induced by the windows. 0(tr) line segments in general positions can 
form 0(t2 r2) intersections. This is not the case if we consider windows in 
a treasury. In a treasury the 0(tr) windows will form 0(t2r) intersections 
[6] which, since the set of intersections can be viewed as a planar graph, 
gives us: 

Lemma 3.5 A treasury can be partition into 0(t2r) visibility regions. 

Computing the visibility regions using [2] takes 0 (tr log tr +  k)  where  k  
is the number of intersections. Within a region, the same set of treasures 
are visible from all points. As we compute the windows, we can compute 
the treasures that are visible from a reflex vertex without affecting the 
upper bound. By traversing the arrangement of regions in a depth-first 
fashion we can find the region that guards treasures of the largest value 
in 0(tn + tr log tr +  k)  time. 

Theorem 3.7 Finding a point inside a treasury where the total value of 
the visible treasures is maximized can be done in 0(tn + W log W  k)  
time. 

Consider the problem of placing a guard somewhere inside a treasury in 
order to guard treasures placed at the corners. We can use this restriction 
to obtain a marginal speed-up. By Lemma 3.1 we know that a treasury 
with one treasure at each vertex contains 0(nr) windows which can be 
computed in 0(m) time (Lemma 3.4). If the number of treasures is much 
less than  n  we use the main algorithm of Section 3.3 which runs in 0(tn+  
ir  log  ir  +  k)  time, where  k  is the number of visibility regions induced by 
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the windows of the t treasures. Using these facts we can tune Theorem 
3.7 into the following: 

Theorem 3.8 In a treasury where treasures are placed at the vertices, the 
vertex with maximum value of the treasures visible can be found in time 
0(min(m +  nr  log  n  +  k  , tn + W log W +  k)).  

4 Conclusions and Discussion 

The intention of this paper was to investigate the principles of visibility 
within a simple polygon. In particular, we study the problem of guarding 
a finite set of sites, called treasures, whose placement may or may not be 
restricted by certain rules. We have presented algorithms for computing 
the placement of a stationary guard in a simple polygon containing trea-
sures so that the value of the treasures visible to the guard is maximized. 
This is a new type of problem and we can see several extensions of it, 
for example using multiple guards or watchmen within the treasury. We 
would also like to obtain lower bounds for the problems studied here. 

References 

[1] P.K. Bose. Visibility in simple polygons. Master's thesis, University 
of Waterloo, 1991. 

[2] B.  Chazelle and  H.  Edelsbrunner. An optimal algorithm for inter-
secting line segments in the plane.  J.  ACM, 39(1):1-54, 1992. 

[3] V. Chvätal. A combinatorial theorem in plane geometry.  J.  Combi-
natorial Theory  Ser. B,  13(2):395-398, 1975. 

[4] L. L. Deneen and S. Joshi. Treasures in an art gallery. In Proceedings 
of the 4th Canadian Conference on Computational Geometry, pages 
17-22, 1992. 

[5] H.  ElGindy and  D.  Avis. A linear algorithm for computing the visi-
bility polygon from a point.  J.  Algorithms, 2:186-197, 1981. 

[6] J.  L. Guibas,  R.  Motwani, and  P.  Raghavan. The robot location 
problem in two dimensions. In Proceedings of the 3rd Symposium on 
Discrete Algorithms, pages 259-268, 1992. 



REFERENCES 	 35 

[1 
 
J.  Hersberger. An optimal visibility graph algorithm for triangulated 
simple polygons. Algorithmica, 4:141-155,1989. 

[8] D.T. Lee and A.K. Lin. Computing the visibility polygon from an 
edge. Computer Vision, Graphics and Image Processing, 34:1-19, 
1986. 

[9] J.  O'Rourke. Art Gallery Theorems and Algorithms. Oxford univ. 
press, 1987. ISBN 0-19-503965-3. 

[10] F.  P.  Preparata and M. I. Shamos. Computational Geometry, An 
Introduction. Springer-Verlag,  1985. ISBN 3-540-96131-3. 

[11] T. Shermer. Recent results in art galleries. In Proceedings of the 
IEEE, pages 1384-1399, September 1992. 



36 	 REFERENCES 



Part II 

Finding a Shortest 
Watchman Route in a 

Simple Polygon 



Finding the Shortest Watchman Route in a 
Simple Polygon  

Svante  Carlsson* 
	

Håkan Jonsson* 	Bengt  J. Nilsson  

Abstract 

We present the first polynomial-time algorithm that finds the 
shortest route in a simple polygon such that all points of the polygon 
are visible from the route. This route is sometimes called the shortest 
watchman route, and it does not allow any restrictions on the route 
or on the simple polygon. Our algorithm runs in worst case 0(0) 
time, but it is adaptive so as to run faster on polygons with simple 
structure. 

1 Introduction 

It has been known for a long time [1, 8] that the so called art gallery 
problem is NP-hard. This is the problem of finding the smallest set of 
guards within a simple polygon such that each point of the polygon is 
visible from at least one guard. At the same time there are many exam-
ples of optimization problems and in particular shortest route problems 
(for instance the Traveling Salesperson Problem) that are NP-hard. The 
combined problem, to find the shortest closed curve (watchman route) 
inside a simple polygon such that each point of the polygon is visible to 
at least one point on the curve seems to be as least as hard as the two 
above. Therefore, it was quite surprising when Chin and Ntafos showed 
that it was possible to find, in 0(0) time, the shortest watchman route 
that is forced to pass a given point on the boundary of the polygon [5]. 
This result was improved to 0(n3) by Tan et al. [14] and 0(0) time by 
Tan and Hirata [13] using variants of the original algorithm. 

*Department of Computer Science,  Luleå  University of Technology, 951 87  Luleå,  
Sweden 

t Department of Computer Science, Lund University, Box 118, 221 00 Lund, Sweden 
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In some practical applications, this restriction is of minor importance, 
for instance, if we would like to patrol a building with a robot that has to 
enter the building at a door. In other cases, as for instance in illumination 
problems, the restriction of forcing the route through a specific point can 
be devastating since the route can be arbitrarily longer than the watchman 
route without any restrictions. Despite the importance of the problem and 
a number of attempts to solve it the problem has stayed open until now. 

In this paper we make some important observations to solve the gen-
eral problem of finding the shortest watchman route in a simple polygon. 
We reduce the problem to a polynomial number of shortest watchman 
route problems with a fixed boundary point, and solve these using the 
currently best known, quadratic time, algorithm by Tan and Hirata [13]. 
This, together with a sweep technique that we call "sliding" enables us to 
construct the shortest watchman route in worst case 0(n4) time. In most 
cases though, the algorithm will run faster. sectionDefinitions and Pre-
liminary Results Let  P  be a simple polygon having  n  edges. We assume a 
representation of  P  as a list of the coordinates of the vertices as they are 
encountered during a counterclockwise scan of the boundary of  P.  This 
representation implies an orientation on the edges of  P  and hence, we can 
say that the interior of the polygon is (locally) to the left of an edge. 

A point  p  in  P  is said to see a point  q  in  P  if the line segment between 
the two points is contained in  P.  We also say that the two points are 
visible. A guard set for  P  is a set of points in  P  such that for each point  

p  in  P  there is a point  q  in the guard set that sees  p.  

A watchman route is a closed curve Win  P  such that W is a guard set 
for  P.  If we specify a point d on the boundary of  P  and force the watchman 
route to pass through this point, we talk about a fixed watchman route 
with the point  d  being the door of the route. If no such point is specified, 
the route is called a floating watchman route. In the following, when we 
talk about a watchman route we mean a floating watchman route unless 
otherwise specified. 

Since our aim is to compute the shortest watchman route, we need 
to be able to measure distance. Our measure of distance is the standard 
Euclidean distance function and the distance between two points  p  and  q  
is denoted lip, ql  i.  A chain is a curve consisting of consecutive segments 
that are not collinear. The length of a chain  C,  denoted length(C), is the 
sum of the distances between the consecutive pairs of segment end points 
of  C.  
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forward essential cut 
with respect to  p  

The essential cuts 

a  

c  dominates  c'  A corner with respect to  p 
c  is proper  

b c  

Figure 1: Illustration to the definition of essential cut, domination, and corner. 

The shortest watchman route, whether floating or fixed, consists of 
line segments such that no two consecutive segments are collinear, i.e., it 
is a closed chain. Similarly as for polygons we represent a watchman route 
by a list of the vertices as they are encountered during a counterclockwise 
scan of the route. 

We define a cut to be a directed line segment in  P  with the following 
properties. The end points of a cut must coincide with the boundary of  P  
and part of the cut must lie in the interior of the polygon. A cut separates  
P  into two sub-polygons. If a cut is represented by the segment  [p, q]  we 
say that the cut is directed from  p  to  q  and we call  p  the start point of 
the cut. We say that a point lies to the right/left of a cut, if the point lies 
locally to the right/left in the sub-polygon separated by the cut. 

Consider a reflex vertex of a polygon. The two edges connecting at 
the vertex can each be extended inside  P  until the extensions reach a 
boundary point. These extended segments are given the same direction 
as has the edge they are collinear to. We call the cuts thus constructed 
essential cuts. Now, it is easy to see that all guard sets must have a point 
to the left of (or on) each essential cut, since otherwise the edge collinear 
to the cut will not be seen by the guard set; see Figure la. 

Let  p  be a point of a polygon. We say that an essential cut  c  is a 
forward essential cut with respect to  p  if  p  lies to the right of the cut  c;  see 
Figure la. 

An essential cut  c  dominates an other essential cut  e,  if all points in  
P  to the left of  c  are also to the left of  c';  see Figure lb. 

We say that an essential cut is proper if it is not dominated by any 
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other essential cut; see Figure lb. We have the following lemma. 

LEMMA 1.1 A closed curve is a watchman route if and only if the curve 
has at least one point to the left of (or on) each proper essential cut. 

We can view the proper forward essential cuts with respect to some 
point  p  as having a cyclic ordering specified by the start points of the cuts 
as they are encountered during a counterclockwise scan of the polygon 
boundary. In this way each cut has a predecessor and a successor. A 
corner with respect to the point  p  is a maximal subset of consecutive proper 
forward essential cuts with respect to  p  such that each cut intersects its 
predecessor. It is clear that any pair of cuts from different corners never 
intersect; see Figure lc. 

Consider a corner with respect to some point  p.  The corner consists of 
intersecting essential cuts. Each cut is intersected by at most  k  — 1 other 
cuts,  k  being the number of proper forward essential cuts with respect to  
p,  and hence, each cut in a corner is subdivided into at most  k  segments 
spanning between the cut intersection points. We call these segments 
the fragments of a cut. As before we can define the dominance relation 
between a fragment f and a cut  c.  We say that f dominates  c,  if f lies to 
the left of (or on)  c.  Hence, a fragment of a cut dominates that cut. 

We can now formulate the shortest watchman route problem as: "Com-
pute the shortest closed curve that intersects all proper essential cuts." 

The following result is known about shortest watchman routes. Let us 
assume that we know one point of the watchman route and that we have 
the corners with respect to this point. 

LEMMA 1.2 (CHIN, NTAFOS [5]) There is a shortest watchman route that 
visits the corners in the order that they appear as the boundary of the 
polygon is traversed. 

Figure 2 shows why Lemma 1.2 must hold. In the rest of this presentation, 
we only consider routes that have the property of Lemma 1.2, thus, a 
shortest route obeying this property will be a shortest route overall. 

2 	Overview of the Fixed Case 

All three algorithms for the fixed shortest watchman route problem, by 
Chin and Ntafos [5], by Tan et al. [14], and by Tan and Hirata [13], start by 
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Figure 2: A watchman route that visits the corners in wrong order. Swapping 
the orientation of one of the loops avoids the intersection. 

constructing an initial watchman route through the door  d,  i.e., a closed 
curve that intersects all proper backward essential cuts with respect to  d,  
although the faster algorithms actually compute partial routes to ensure 
certain properties on them. The algorithms then progress by applying a 
sequence of adjustments to the initial route. In order to explain these ad-
justments, it is important to know what kind of intersections a watchman 
route can make with the cuts belonging to the corners with respect to  d.  
A watchman route makes a reflection contact with a cut  c,  if the inter-
section of the route and  c  is one point and all other points of the route 
lie to the right of  c;  see Figure 3a. A reflection contact is perfect, if the 
incoming angle equals the outgoing angle of the reflection. A watchman 
route makes a crossing contact with  c,  if the intersection is one point and 
the contact is not a reflection contact; see Figure 3b. Finally, the route 
makes a tangential contact with  c,  if the intersection is a line segment and 
all other points of the route lie to the right of  c;  see Figure 3c. 

Consider the cuts of a corner such that a watchman route makes reflec-
tion contact with these cuts. We call these cuts the active cuts and the 
fragments that contain the intersection points are the active fragments. 
Now the following lemma is trivial to show. 

LEMMA 2.1 The following two characteristics hold for the active frag-
ments of a shortest watchman route. 

COMPLETENESS The set of active fragments dominate all essential cuts 
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Figure 3: The three different types of possible contacts made by a shortest watch-
man route. 

of  P.  

INDEPENDENCE An active fragment not part of an active cut does not 
dominate that cut. 

PROOF: The completeness condition is necessary since, if there is some 
essential cut not dominated by an active fragment, the edge of  P  corre-
sponding to the essential cut is not seen by the watchman route. 

The independence condition is not necessary (consider the case when 
the watchman route makes a reflection at the intersection point of two 
proper essential cuts) but will be maintained for ease of computation. 0 

Furthermore, the following lemma provides a way to construct the 
shortest fixed watchman route given an initial watchman route. 

LEMMA 2.2 (CHIN Sz NTAFOS [5]) A shortest watchman route makes 
perfect reflections in the interior of the active fragments. 

The problem thus becomes that of adjusting the initial route so that all 
the reflection contacts are perfect, or no more reflection contacts can be 
made perfect. Each adjustment changes the set of active fragments as 
depicted in Figure 4. There are essentially three types of adjustments. 
The —1-adjustment moves the reflection contact past the cut intersection 
and changes the set of active fragments so that this set contains one less 
active fragment; see Figure 4a. The 0-adjustment moves the reflection 
contact towards the point of perfect reflection and keeps the number of 
active fragments the same; see Figure 4b. Finally, the +1-adjustments 

1 
/ 

.. 
.. 

.. 
.. 
.. 
... 

. 	).• .. 
.. 
.. 
...  

a 



45 

....-..-.— new active fragment   adjusted route 
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Figure 4: The possible type of adjustments to shorten a watchman route. 
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and +1-switch take care of the case when the reflection contact may be 
split into two or three reflection contacts; see Figure 4c—e. 

Given a set of active fragments, how is the shortest fixed watchman 
route with reflection contacts at these fragments computed? The approach 
taken is by unrolling the polygon  P,  which is a process that produces a 
polygonal shape that we call an hourglass, such that the shortest path 
from  d  to its image in the hourglass corresponds to the shortest fixed 
watchman through  d  that reflects on the active fragments. The hourglass 
is constructed from  P  by cutting off the parts of  P  that lie to the left of 
the active fragments. To do this, we assume that the active cuts are given 
in the order as their start points are traversed in counterclockwise order 
along the boundary of  P.  Now, we take each active cut in the ordering 
and remove the part of  P  to the right of the cut. This involves computing 
the intersection point with the previous active cut in the ordering and, if 
it exists, introduce a new vertex at this intersection point. The process 
takes constant time for each active cut and hence, linear time in total. 
In this way, we get a new polygon  P'  with the active fragments on the 
boundary. The polygon  P'  is triangulated using Chazelle's algorithm [3]. 
Then, the polygon P is unrolled using the active fragments as mirrors; 
see Figure 5. The shortest path through the active fragments is computed 
in the hourglass from  d  to its image point [6, 10]. Note that to force 
the shortest path to cross the active fragments, we have to consider the 
inactive fragments as being part of the boundary of the hourglass. Finally, 
the route is folded back to give the shortest fixed watchman route in  P.  
The time complexity is linear, since  P'  can be triangulated in linear time 
and the shortest path can be computed in linear time in a triangulated 
polygon [6, 10], in our case the hourglass. 

Recently, Tan and Hirata [13] showed how to compute the shortest 
fixed watchman route in °(1Cin)  time, where Clf  is the number of proper 
essential cuts, using a divide and conquer technique. The idea is to isolate 
key points in the corners and compute the partial routes between these 
key points. The process is performed bottom up and in the first step the 
partial routes are simply the shortest paths between the key points. The 
routes are then patched together using the adjusting technique we have 
described. 

We claim this as a theorem. 

THEOREM 1 (TAN Sz HIRATA [13]) There is an algorithm that, given a 
boundary point  d  in a simple polygon of  n  edges, the proper essential 
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P'  triangulated  

The hourglass 
and the shortest path  

Figure 5: Computation of the fixed shortest watchman route through  d.  

cuts with respect to  d,  and their subdivision into fragments, computes the 
shortest fixed watchman route through  d  in 0(1eln) time, where ICI is the 

number of proper essential cuts. 

In Section 3.2, we show that the time to compute the set of proper essential 
cuts with respect to a point is 0(n log  n),  and that the fragments can be 
computed in time 0(n log n+F), where F denotes the number of fragments 
computed. This implies that the shortest fixed watchman route through 
a given boundary point can be computed in 0(n2 ) time, since F = 0(n2 ). 

The adjusting technique that we have described in this section, will be 
used extensively in the next chapter, where we show how to eliminate the 
door restriction. 

3 The Algorithm 

3.1 Presentation 

In this section, we present the first efficient algorithm to compute a short-
est floating watchman route in a simple polygon. The idea of the algorithm 
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3 The Algorithm 

Algorithm 	Shortesi-Floating-Watchman-Route 
Input: A simple polygon  P  of  n  edges 
Output: A shortest floating watchman route W 
Step 1 	Compute the set  C  of proper essential cuts and the subdivision 

into fragments 
Step 2 for each fragment end point  d  do 
Step 2.1 	Compute the shortest watchman route Wd forced to reflect 

on  d  
endfor 

Step 3 for each fragment f and each end point  d  of f do 
Step 3.1 	Apply a sliding process on f from  d  towards the other end 

point, and compute the shortest watchman routes forced to 
reflect on an interior point of f 

endfor 
Step 4 Return the shortest of the computed watchman routes 
End Shortest-Floating-Watchman-Route 

is to precompute the shortest watchman routes making reflections at the 
fragment end points. Thus, we are left with only a simple case to handle, 
the case when the shortest watchman routes makes only perfect reflections 
in the interior of fragments. To solve the problem in this case, we apply a 
sliding process and compute the shortest watchman route as a reflection 
slides between two fragment end points. 

The pseudo code of the algorithm that computes a shortest floating 
watchman route is presented above. The rest of this chapter is devoted 
to proving the correctness of the algorithm, and analyzing its complexity. 
To simplify our presentation, we assume that the input polygon is not 
starshaped. In this case, the problem of computing the shortest watchman 
route has a linear time solution — compute the kernel of the polygon [9], 
and select any point of the kernel as the resulting route. 

In Step 1 of the pseudo code, we compute the set  C  of proper essential 
cuts. This part of the algorithm is described in Section 3.2. 

The description of how to perform Step 2.1 is presented in Section 3.3, 
and we show how to do the sliding process of Step 3.1 in Section 3.4. In 
this section, we also analyze the running time of the algorithm. 
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3.2 Computing the Proper Essential Cuts 

To compute the set  C  of proper essential cuts, we begin by computing all 
the essential cuts of the polygon. To do this, we use a ray shooting data 
structure as presented by Guibas et al. [6], or Hershberger and Sun  i  [7]. 

The ray shooting operations can be performed in 0(log  n)  time each, with 
the initial preprocessing step taking linear time. At every reflex vertex of 
the polygon, we perform two ray shooting operations, one in the direction 
of each of the two adjacent edges. In this way, we specify the two essential 
cuts associated to every reflex vertex. The total time used is 0(n log  n).  

Next, we determine one proper essential cut. Let  e  denote the set 
of essential cuts. Between two cuts it is easy to check in constant time 
whether one cut dominates another. Since the dominance property is tran-
sitive, we can, in linear time, find one proper essential cut, by performing 
pairwise comparisons, always keeping the most dominant one. Let c1  be 
the proper essential cut we get through this process. 

Now, we sort the set  E  so that the essential cuts appear in the same 
order as their start points occur in a counterclockwise traversal of the 
boundary, beginning at the start point of el . 

To compute the proper essential cuts, we traverse the ordered set 6.  
and perform the following steps: 

1 Let current := c1  and set  C  := {ci} 
2 for  i  := 2 to 1£1 do 

if current does not dominate ci  then  
C  := CU Icil 
current := ci 

endif 
endfor 

LEMMA 3.1 The set  C  contains the proper essential cuts once the loop 
has terminated. 

PROOF: To see that all the proper essential cuts are in  C,  when the loop 
terminates, note that a cut  c  is inserted in  C  unless we can determine some 
other cut that dominates  c.  Hence, it only remains to prove that the set  
C  contains only the proper essential cuts. 

First of all, note that if a cut cj  E E  dominates a cut ci  E E,  according 
to the index ordering of S determined previously, then  j  <  i.  If this is 
not the case, there are points to the left of  cl  that are not to the left of 
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Figure 6: Dominated cuts are removed from the set  C.  

e.g., the boundary points between the start points of ci  and  e j ,  and c3  
can not dominate  ei.  

Now, assume that there is a non-proper essential cut  ei  in  C,  where  i  is 
the index of the sorted order in  C.  The cut  ei  is dominated by some proper 
essential cut  e j  E C C E,  with  j  <  i.  Consider the subsequence c7 ,. . . , ci  of 
cuts in  e.  When the dominance test is applied to the cut  ei,  the variable 
current =  ck,  with  j  <  k  <  i  — 1. We claim that, in this case, the cut cz  
is also dominated by  ck.  To see this, observe that, since  ei  is dominated 
by  e j ,  the cut  ck  must intersect  ej,  otherwise  ck  is dominated by ci. But 
this means that  ck  dominates  c,  and in turn, it means that when the loop 
considers  C ,  the cut  ei  will not be included in  C;  see Figure 6. 

The total time consumption for the computation of the proper essential 
cuts is 0(n log  n).  

Our shortest watchman route algorithm also requires the subdivision 
of the proper essential cuts into fragments, i.e., the line segments between 
consecutive intersection points of pairs of proper essential cuts. These 
can be computed, and ordered along each proper essential cut, in time 
0(n log  n  + F), where F denotes the number of fragments, using an intri-
cate plane sweep algorithm developed by Chazelle and Edelsbrunner [4]. 

3.3 Shortest Watchman Routes for the Fragment End Points 

Consider a shortest watchman route in the polygon  P.  The route will 
make at least one reflection contact with some proper essential cut  c.  
Furthermore, the reflection contact can be one of three types. Either, the 
route reflects at one of the end points of  c,  i.e., one of the two boundary 
points of  P  that intersect  c,  or the route reflects at an interior fragment end 
point of  c,  i.e., the intersection point of  c  with some other proper essential 
cut  e.  The third case arises when the route reflects in the interior of a 
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fragment, in which case the reflection will be perfect by Lemma 2.2. 
In this section, we determine how to compute the shortest watchman 

routes forced to have reflection contacts at the fragment end points. The 
case when the shortest watchman route only has perfect reflections in the 
interior of active fragments will be taken care of in the next section. 

Let  C  = {c1,...,  ck}  be the proper essential cuts ordered on their start 
point cyclically around the boundary of  P.  We assume that  d,  the frag-
ment end point through which we are computing the shortest watchman 
route, is the intersection between  c,  and c3 , with 1 <  i <i  <  k.  

Let  Cd  be the proper backward essential cuts with respect to  d,  i.e., 
the cuts of  C  having  d  to the right according to their associated direction. 
The set  Cd  can easily be established in 0(ICI) time. Let 1P, denote the 
part of  P  lying to the left, or on, the cut  c.  

Since we assume that a reflection is made at  d,  either  c,  must be active, 
c3  must be active, or both Ci and c3  are active. Consider the case when  
c,  is active. In this case, the shortest watchman route through  d,  can not 
make reflection contact with the parts of other cuts in  Cd  that lie to the 
left of ci. Hence, we only need to concern ourselves with the part of  P  
lying to the right of  c,.  Similar arguments can be applied if e3  is active or 
both  ei  and e3  are active. 

We construct three new polygons Pj =  P  \ IPc ,  P  =  P  \ 1P,„ and 

13:1'3  =  P  \ (1P,, U 	and the set of proper backward essential cuts in 

PJ, and 	denoted Cid, Cjd, and CZ respectively. We have 

Czd  = {Cnei lCECd }, 

C jd  =  {C n 	E Cd},  and  

Cp 	=  {c n  Pcif 3  ICEC  cd;  

see Figure 7. 
Constructing the polygons  e,  PJ, and P:i'3  takes 0(n) time and con-

structing the sets Cid, C3d , and Cid3  takes 0(ICI) time using straightforward 
techniques. The point  d  lies on the boundary of each of the three polygon, 
and the sets Cld , C3d , and Cid3  can be viewed as the sets of proper back-
ward essential cuts with respect to  d  in the polygons. Thus, we can use 
Theorem 1 of Section 2 and compute the shortest fixed watchman route 
through  d  in 0(rin) time, inside each of  e, e  and Pdi'3. Selecting the 
shortest of these routes gives us the shortest watchman route reflecting at  
d  in 0(C1n) time. We state this as a lemma. 
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Figure 7: Illustrating the polygons  P, P,  and Pdi), and the sets Cid , Cid  , and Cidi . 



3.4 The Sliding Process 	 53 

LEMMA 3.2 The set of shortest fixed watchman routes, each forced to 
reflect at an end point of a fragment, can be computed in 0(FICIn) time, 
where F is the number of fragments of the proper essential cuts. 

3.4 The Sliding Process 

The sliding process we apply in Step 3.1 of the pseudo code is the main 
step of our algorithm. We divide this section, the discussion of the sliding 
process, into five parts. In the first part, we introduce some notation and 
show some initial results on the key points at which structural changes 
occur in the sliding process. In the second part, we discuss the necessary 
adjustments that have to be made as the sliding reaches an key point. We 
prove the correctness of the algorithm in the third part. We describe how 
to compute the key points in the fourth part, and in the last part, we 
analyze the complexity of the algorithm. 

The Event Points 

We begin by reviewing some of the notation introduced in Section 2. Let 
f be the fragment of some proper essential cut on which we perform the 
sliding process. We denote by Wp, the shortest watchman route passing 
through the point  p ol  f. The route 14; corresponds to a shortest path Sp in 
some hourglass that we denote by H2. An hourglass is a geometric object 
with the same properties as a triangulated polygon, and it is obtained by 
the unrolling procedure explained in the previous chapter. An hourglass 
is completely specified by the set of active fragments, and hence, there is a 
direct correspondence between H2  and the current set of active fragments. 
Note also that there is a direct correspondence between Wp  in  P  and Sp  in 
H2, and therefore, we will refer to W2  and Sp  interchangeably. Initially, we 
have the route Wci passing through an end point  d  of f and it corresponds 
to the shortest path Sd in  Hd.  Let  p  --=  d,  and suppose we move the 
point  p  slightly towards the other end point  d'  of f.  We are interested 
in the structural changes that occur to Wp  and also to Hp  as the sliding 
proceeds. At certain key points, called the event points, we have to update 
the current set of active fragments and recompute the route. However, 
since the sliding point  p  is not fixed, we have to be able to look ahead 
along f to compute the next event point. Therefore, we have to ensure 
that the fragment f part of the boundary of Hp, but this follows, since 
we assume that the route W2  reflects on f,  and hence, that f is active and 
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part of the boundary of  H.  
The next lemma describes the structure of the watchman routes that 

we compute. 

LEMMA 3.3 The shortest path Sp  makes turns only at vertices of Hp  that 
correspond to active fragment end points in  P  or to vertices of  P.  

PROOF: Follows directly from Lemma 2.2. 	 El 

We define the event points formally. 

DEFINITION 3.1 An event point is a point  p  on f such that one of the 
following properties holds. 

1. The first and second, or the last and penultimate segments of Sp  
become collinear, 

2. the first and the last segments of Sp  have the same angle to f. This 
corresponds to perfect reflection in the interior of f, or 

3. the first or last segment of Sp  intersects an active fragment end point. 

Refer to Figure 8 for an illustration of the different types of event points. 
We refer to the different types of event points by their corresponding num-
ber as above. The shortest watchman route either reflects on a fragment 
end point or at an event points in the interior of an active fragment. This 
is shown in the next lemma. 

LEMMA 3.4 Between two event points on a fragment f, the path Sp  makes 
turns at the same vertices of Hp, and the length of Sp  either increases or 
decreases monotonically. 

PROOF: Let  q  and r be two consecutive event points on f. We first prove 
that, for every point  p  between  q  and r, the shortest path Sp  makes turns 
at the same points. Assume the contradiction, that the turning points 
are not the same. Let  p  and  p'  be two points lying between  q  and r, 
such that  p  is reached before  p'  as the sliding proceeds from  q  to r. Since 
subpaths of shortest paths are also shortest paths, the two paths Sp  and 
Si,, either do not intersect or they have one common subpath. Now, if 
the two paths have a differing turning point, then, evidently, this point 
can not lie on the common subpath. Hence, it lies either before or after 
the common subpath. These cases are symmetric, so we assume that a 
differing turning point lies before the common subpath. 
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Figure 8: The event points of the sliding process. 
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Figure 9: Illustrating Lemma 3.4. 
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To simplify the argument, we assume that  p  and  p'  have been selected 
close enough so that Sp  and Sp, only have one differing turning point. 

If Sp  makes a turn at some point v, but Si,' does not, then extend the 
second link of Sp  until it hits f at the point  p";  see Figure 9a. The path 
Sp, can not intersect the segment  [p",  v], because that would imply that v 
lies after the common subpath. This in turn means that  p"  lies between  p  
and  p',  but this is a contradiction, since, by Definition 3.1,  p"  is a Type 1 
event point. 

If Sp, makes a turn at some point v, but Sp  does not, then extend the 
second link of Sp, until it hits f at the point  p";  see Figure 9b. The path 
Sp, can not intersect the segment  [p",  v], by the argument stated above. 
Again  p"  must lie between  p  and  p',  and this leads to a contradiction, 
since  p"  is a Type 3 event point, in this case. 

Thus, we have proved that Sp  and Sp, differ only by their first and last 
segments, and evidently, this also holds for Sq  and Sr. 

To prove that the length of Sp  changes monotonically as  p  slides from  
q  to r, we define the function 

r 	= length(S p) — length(S q ),  

where  E  = ilp,  gl i,  i.e., we view £q(E) as a one parameter function, with  p  =  
g  +  e  on f.  If we denote the shortest path between any two points u and //' 
in Hp  by SP(u, u1), we have that length(S  q )  =  ilg, vil+  length(SP(v , v'))+  
liv',  q'J and length(S  p)  = lip, v11+ length( S  P  (v , vi))+11 v', p'l 1, where SP(v,  , v') 
is the common subpath of Sq  and Sp, and the two points  q'  and  p'  are the 
images of  q  and  p  on the image f  of f in Hp; see Figure 10. Hence, 

£q(E) = 1173, v11 + Ilv' 4111 - Ilq, vil - 	q'i i.  

If we define the two angle functions a(e) and OW as the angle between  
[g  +  E  v] and f , and the angle between  [g'  + v'] and fl,  it is easy to show 
that 

vii  sina(0) 	sin/3(0) 	
i  rq (E) = 	 v11 —  Ilv,411. sin a(e) 	sin )3(E) 

Furthermore, we can establish that 

and 	tan OW 	
sin 

n(r—)  E '  

ilg,  vii  sin a(0)  
tan a(E) = 

liq,vii cosa(0) —  E  
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SP(v, 	 ...... 

a(e)  a(0) 

Figure 10: Illustrating Lemma 3.4. 

and hence, that 

)3(0)  
ß(E) = arctan  

liv',  q'll cos )3(0) — fiq ,  vil  cos a(0) + liq'tv2:21(:)(°) 	. 

Thus, when we differentiate ,Cq(e) with respect to a(e), we get 

8£q (E) 	I lq, Idi sin a(0) cos a(E) 	liv',  q'l I sin NO) cos OW aaß(e))  
_ 

0a(E) 	 sin2  a(E) 	 sin2  OW 

cos a(E) + cos  )3(E) tan2  0(0(1 + tan2  a(r))  
= 	—IIq,  vil  sin a(0) 

sin2  a(E) sin2  OW tan2  a(e)(1 + tan2  OW) 

cos a(s) -1- cos 0(e)  
= 	—11q, vii sin a(0)  

sin2  a(E) 
0, 

that we solve for a(E) to get the local optimum, yielding 

Since the sum of a(E) and NE) is r, the local optimum occurs when the 
segments  [p,  v] and [v', pl in Hp  correspond to segments in  P  making a 
perfect reflection on f. But these points are defined as the Type 2 event 
points, and hence, the function Gg (E) is monotone between two event 
points. 

The next lemma is crucial to the correctness of our algorithm. 
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Figure 11: The fragments adjacent to d are  n,  It, , fz, and fji . 

LEMMA 3.5 Between two consecutive event points on f, the set of active 
fragments associated to Wp  are always the same. 

PROOF: Follows immediately from the definition of the Type 3 event 
points. 	 fl 

Adjusting the Route 

Now, the question is what type of changes are to be made when  p  reaches 
an event point on f. 

Consider the intersection point  d  between two proper essential cuts  c,  
and  cl.  The point  d  is the end point of four fragments of  c,  and  cl.  In the 
previous section, we showed how to compute the shortest watchman route 
reflecting at each fragment end point, so we assume that this route and 
the corresponding hourglass  Hd  together with the current set of active 
fragments are given. 

We perform the sliding process at most four times starting at  d,  once 
for each active fragment adjacent to  d,  and in the direction of the opposite 
fragment end point. We denote the four fragments of ci  and c3  by fti , 

fZ, and fj; see Figure 11. From the previous section, we know that 
there are three different cases to handle: if both ci and c3  are active, then 
we slide once along each fragment ft f+ f — , and fj; see Figure 12a.  C,  

If only ci is active, then we slide along f-ci and fj.; see Figure 12b. The 
third case occurs when only c j  is active, and we slide along ft.,  and f 

As the sliding proceeds along one of the fragments, f, we encounter 
event points in sequence. Each event point requires some update. For the 
Type 1 event points it is easy to see that the only operation needed is to 
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fj; 	f2; 

b 
fj", 

fC": .0; 

Figure 12: The different cases of sliding depending on the initial route Wd. 

Ci  

merge the two collinear segments into one first or last segment of S. The 
Type 2 event points do not induce any change in the path, and hence, no 
updates are necessary. These points give local optima of the route length 
and are therefore interesting to maintain. 

For the Type 3 event points we claim that we can stop the sliding 
process on f. This is because the route now intersects an active fragment 
end point and we have precomputed the shortest watchman route through 
this point. 

Correctness 

During the sliding process on one fragment f, we maintain the shortest 
path Sp  in Hp  and this path corresponds to the shortest watchman route 
Wp  in  P.  

LEMMA 3.6 The path Sp, together with the hourglass H p, corresponds to 
the shortest watchman route 14; in  P  forced to reflect at  p  as the point  p  
slides from  d  to the first Type 3 event point on f. 

PROOF: Take a point  q  on f, lying between  d  and the first Type 3 event 
point on f. Assume there exists a watchman route HT:, reflecting at  q,  
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which is shorter than Wq. The route IV; corresponds to some shortest path 
Sqi  in some hourglass 1-rq , and we can assume that f is the base also of  H.  
Suppose we slide from a point  p  from  d  to  q  in both Hq  and Iry  Evidently, 
S'd  is longer than Sd, and hence, there is a point r between  d  and  q  at 
which length(Sr ) = length(Sr'), thus giving that length(Wr ) = length(Wr'). 
However, Chin and Ntafos [5] prove that the shortest fixed watchman 
route is unique, and therefore, neither the route Wr  nor 1/17; can be the 
shortest watchman route reflecting at r. Hence, there is some other route 
147,.", which is shortest, reflecting at r. 

Repeating the argument, since 7' lies between  d  and  q,  we can choose a 
point r' arbitrarily close to  d  such that W., is not the shortest watchman 
route. By continuity, this leads to a contradiction. 	 D  

Computing the Event Points 

After an adjustment it is important to be able to compute the next event 
point efficiently. We do this by actually maintaining three potential next 
event points depending on the type of event and the next event point is 
always the one closest to the sliding point  p.  As soon one of the potential 
next event points is reached by  p,  the proper changes and updates are 
performed and we compute a new potential next event points of Types 1 
and 2. 

We compute the next Type 1 event point by extending the second link 
of Sp, and determining the intersection point with f.  We perform the 
same operations with respect to the penultimate link of Sp  and the image 
of f in the hourglass  H.  The intersection point closest to  p  is the next 
Type 1 event point, if it lies after  p  in the sliding direction. If both of the 
computed intersections lie behind  p,  in the sliding direction, then there 
are no further Type 1 event points. The computation takes constant time. 

The next Type 2 event point is computed in the following way. Let  
[p,  v] be the first link of Sp and let [vi,p1 be the last link of Sp, where  p'  
is the image of  p  in  H.  Let f' be the image of f and let  d'  be the image 
of  d  in Hp; see Figure 13. The point v can be expressed in a coordinate 
system having  d  as origin and where f' lies along the x-axis. In the same 
way, v' can be expressed in a coordinate system having origin  d'  and f 
along the x-axis. Since f' is the image of f we can view these coordinate 
systems as one and, evidently, v and v' will lie on different sides of the 
x-axis. We compute the intersection between the segment [v, vl and the 
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1.) 

‚P I  

q P  

Figure 13: Illustrating the computation of the Type 2 event point. 

x-axis to get a point  q  which is transformed back to the original coordinate 
system, yielding the point on f. If  q  lies before  p  in the sliding direction, 
then there is no Type 2 event point. If  q  lies after  p,  but before the next 
Type 1 event point, then  q  is the next Type 2 event point. Otherwise  q  is 
only the potential next Type 2 event point, since the Type 2 event point 
will be updated. This computation takes constant time. 

The next Type 3 event point is computed only once, at the beginning 
of the sliding process on f. The next event point for the Type 3 event is 
computed by sliding  p  slightly in Hp  giving a new path S. The next 
step is to compute the relative distance between the intersection points 
of the two paths towards the fragment end points of each active fragment 
in Hp, including f and f'. That is, if  p  moves  E  on f and f', how much 
does the path move along each active fragment that intersects the path; 
see Figure 14? Choose the fragment for which the relative distance is 
smallest and compute the corresponding value of the Type 3 event point. 
This process takes linear time. 

Complexity 

To get the shortest watchman route we perform sliding along all fragments 
allowing reflection contact, and maintain the shortest route obtained at 
the event points. It follows from Lemma 3.4 that the shortest route will 
pass through one of the event points since the length of a route is either 
monotonically increasing or decreasing as the sliding process proceeds be-
tween event points. 

It remains to establish the complexity of the sliding process. The next 
lemma gives a bound on the number event points that can occur. 
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Figure 14: Computation of the Type 3 event point. 

LEMMA 3.7 The number of event points on a fragment f is 0(n), 

PROOF: We count the number of event points for each type separately. 

1. The number of Type 1 event points is 0(n), since the number of 
points where consecutive segments of Sp  become collinear is at most 
linear. 

2. The number of Type 2 event points is at most as large as the number 
of event points of Type 1 and Type 3. This is because between two 
consecutive event points of Type 1 and Type 3, there can be at most 
one Type 2 event point, i.e., there is at most one local optimum in 
that interval. Thus, the Type 2 event points contribute at most a 
factor 2 to the total number of event points. 

3. The number of Type 3 event points is 1, since the sliding process is 
interrupted when a Type 3 event point is reached. 

Thus, the sum over all the event point types is as stated, which concludes 
the proof. 

We prove the following theorem. 

THEOREM 2 The Shortest-Floating-Watchman-Route algorithm com-
putes a shortest floating watchman route in a simple polygon  P  of  n  edges 
in 0(FICIn  n  log  n)  time, where iCi is the number of proper essential 
cuts, and F is the number of fragments of the proper essential cuts. 

active fragments 
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PROOF: The correctness of the algorithm follows from Lemma 3.6 and 
the discussion above. Hence, it remains to analyze the complexity of the 
algorithm. 

Step 1 can be performed in 0(n log  n  -F F) time and Step 2.1 takes 
0(10n) time from Theorem 1. The loop at Step 2 is performed at most 
3F times, and hence, this step takes 0(FICin) time. 

To show the complexity of Step 3.1, we have from Lemma 3.7 that 
the number of event points is 0(n), and since all the Type 1 and 2 event 
updates can be done in constant time and only the one Type 3 event point 
requires linear time to be computed, this step takes 0(n) time. Thus, the 
time for Step 3 is 0(Fn). 

The total time for our algorithm becomes 0(FICIn +  n  log  n). 	C  

Since ClI = 0(n) and ICI < F < ICI', the worst case running time of our 
algorithm is 0(0). 

As a final remark, the bottleneck of our algorithm is the computation 
of the shortest watchman routes reflecting at every fragment end point. It 
may be possible to exploit the fact that between two fragment end points 
on a proper essential cut, the shortest route does not change much, and 
therefore, all the routes could be computed faster. However, this approach 
remains to be investigated. 

4 Conclusion 

In this paper we have presented a polynomial time solution to the problem 
of computing the shortest floating watchman route in a simple polygon. 
The fact that there is a polynomial time solution for this problem settles 
an open question in computational geometry. 

It turns out that our algorithm works much faster in most cases. It 
is adaptive in the sense that the complexity depends not only of the size 
of the polygon but also of the number of proper essential cuts and the 
number of fragments. The number of fragments can be quadratic, but in 
practice it will be much smaller. 

Related problems are that of computing several watchman routes in 
a polygon using different optimization criteria. Most versions of these 
problems turn out to be NP-hard but there exist polynomial time algo-
rithms for some of these problems in certain restricted classes of poly-
gons [2, 11, 12]. 
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One important open question in this area is whether the problem of 
computing the two watchman routes in a polygon such that the sum of 
the lengths of the two routes is minimized has a polynomial time solution 
or not. 
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Computing a Shortest Watchman Path in a 
Simple Polygon in Polynomial-Time  

Svante Carlsson* Håkan Jonsson*  

Abstract 

In this paper we present the first polynomial-time algorithm for 
finding the shortest polygonal chain in a simple polygon such that 
each point of the polygon is visible from some point on the chain. 
This chain is called the shortest watchman path, or equivalently, 
the shortest weakly visible curve of the polygon. In proving this 
result we also give polynomial time algorithms for finding the short-
est aquarium-keeper's path that visits all edges of the polygon, and 
for finding the shortest postman path that visits all vertices of a 
polygon. 

1 Introduction 

It has been known for a long time that the so called art gallery problem 
is NP-hard [1, 25, 31]. This is the problem of finding the smallest set of 
guards within a simple polygon such that each point of the polygon is vis-
ible from at least one guard. At the same time there are many examples 
of optimization problems and in particular shortest route problems (for 
instance the Travelling Salesperson Problem) that are NP-hard. The com-
bined problem, to find the shortest closed curve (watchman route) inside 
a simple polygon such that each point of the polygon is visible to at least 
one point from the curve seems to be at least as hard as the two above. 

*Division of Computer Science, Lulea. University of Technology, S-971 87  
LULEÅ,  Sweden. 	Correspondence (e-mail): Svante.Carlssonesm.luth.se  and 
Hakan.Jonssonesm.luth.se. This paper has been supported by a grant from the 
Swedish Research Council for Engineering Sciences (Teknikvetenskapliga  forskn-
ingsrådet).  
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Therefore, it was quite surprising when Chin and Ntafos showed that it 
was possible to find, in 0(n4 ) time, the shortest watchman route that is 
forced to pass a given point (a door) on the boundary of the polygon [9]. 
This was later improved by Tan et al. to 0(n2) time, and also used to 
solve some related problems [36, 37]. Just recently, Carlsson et al. showed 
that the general problem of finding an overall shortest watchman route 
without a given door can also be solved in polynomial time(0(n4)) [5, 29]. 
Some of the techniques used to solve these problems have also been used 
to find efficient solutions to some restricted versions of the watchman 
route problem, such as the Zoo-keeper's and the Aquarium keeper's prob-
lem [8, 10, 20, 12]. 

All the above mentioned problems have the property that the com-
puted curve has to be a route (i.e. closed), since the order it has to visit 
some given objects in the polygon must be in the same order as they ap-
pear along the boundary. For the corresponding and more general path 
problems, where the start and end points do not necessarily coincide (at 
a given door, for instance), this order is not given. Therefore, it has been 
conjectured that several of these path problems are NP-hard [35]. 

In this paper we present the first polynomial-time algorithm for finding 
the shortest polygonal chain in a simple polygon such that each point of 
the polygon is visible from some point on the chain. This chain is called 
the shortest watchman path, or equivalently, the shortest weakly visible 
curve of the polygon. To show how to compute a shortest watchman path, 
we start by designing an algorithm that computes a shortest postman 
path, i.e. the shortest path that visits all the vertices of a simple polygon, 
in 0(n3) time. We then extend this algorithm to solve the somewhat 
harder Aquarium-keeper's path problem, where the shortest path visits 
all the edges of a simple polygon, in 0(n4) time. Finally, we show that 
these ideas can also be extended further to solve the even harder shortest 
watchman path problem in an additional 0(n2) time. 

Our motivation for this problem comes from applied robotics, where 
one want to design a rescuing robot that should search a burning building 
for persons or objects [16, 23]. This result also generalize some illumina-
tion problems concerning weak visibility [3, 13, 14, 34]. 
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2 Preliminaries 

In this section we present the geometric terminology which will be used 
in the reminder of this paper. We use only standard notations and repre-
sentations, and those familiar with the area may skip to the next section. 

The computations we will perform concern geometric objects, which 
are connected subsets of the Euclidean plane like points, line segments, 
polygonal chains and polygons. Individual points and line segments are 
the basic geometric objects. We will use  fp,  q]  to denote the line segment 
bounded by the points  p  and ql. A concatenation of a finite number of line 
segments form a polygonal chain. The end points of the line segments are 
called vertices, and the actual segments edges. Tithe segments intersect 
only at the end points of adjacent segments, the chain is simple. Tithe 
outermost vertices of a polygonal chain coincide, the polygonal chain is 
closed. If a polygonal chain is directed, we index the vertices and edges 
of the chain in increasing order. Finally, a polygon is a closed subset of 
the plane bounded by a closed directed polygonal chain. It is simple if its 
boundary is simple. 

The boundary of any simple polygon is assumed to be orientated 
counter-clockwise such that the interior of the polygon is locally to the 
left. Within a simple polygon, we will use d(p,  q)  to denote the shortest 
euclidean distance between two points  p  and  q  of the polygon, i.e. the 
length of the shortest path from  p  to  q  totally contained in the polygon. 
The total length of a polygonal chain is defined as the sum of the eu-
clidean lengths of all line segments of the chain and is denoted by 11.11. 
Since the shortest euclidean path between two points in the plane is the 
line segment bounded by the points, a shortest path in a simple polygon 
will be a polygonal chain. It is also known that a shortest path in a simple 
polygon does not intersect itself, since this would imply the existence of a 
redundant loop that could be removed from the shortest path [19]. 

The visibility properties of the geometric objects also play an impor-
tant role. Two points in a polygon are mutually visible if the line segment 
between them is contained in the polygon, in which case we also say that 
the two points see each other. A shortest watchman path is a shortest path 
in a polygon with the extra requirement that every point in the polygon 
is visible from some point on the watchman path. 

Our model of computation is the algebraic decision-tree model, and 

1  Another common notation is 
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the asymptotical time and space complexities of our algorithms are ex-
pressed using the standard 0—, 0— and Q—notation. For further details, 
we refer to for example the introductionary text books by Preparata and 
Shamos [33], O'Rourke [32] and Cormen et al. [11]. 

3 The Shortest Postman Path 

To be able to find a shortest watchman path one has to solve the sub-
problem of determining the order a special set of line segments in a simple 
polygon should be visited to minimize the length of the visiting path. 
As a first step, we show how to solve the problem of computing a short-
est postman path, i.e. a shortest path in a simple polygon that visits all 
vertices. 

First, we show how to compute a shortest postman path 5st  forced 
to start at a given start vertex vs  and end at a given end vertex  vt  in a 
simple polygon  P  containing  n  vertices. After that, we show how to find 
the shortest path S, from a given start vertex on the boundary that visits 
all other vertices of  P  within the same time and space bounds. Last, we 
point out how to compute the overall shortest path that visits all vertices 
of a simple polygon  P,  without any restriction on start or end points. 

We start by showing that a shortest path that is required to visit all 
vertices of a simple polygon does not need intersect itself. 

Lemma 1 There is a shortest postman path Sst  in a simple polygon  P  
that does not cross over itself. 

Proof: If a shortest postman path crosses over itself, we can replace it 
with a new path where the orientation of the loop is inverted. This path 
is as long as the original postman path without crossing over itself. 	El 

If the given start and end vertex are the same, the shortest path Sst  will be 
closed and follow the boundary of the polygon. If they are not, we divide 
the boundary in two directed polygonal chains  R  and L between  vt  and 
vs. Let  R,  the right chain, be the counter-clockwise directed polygonal 
chain of vertices  ro, ri, 	r„„a„ from  vt  to vs  and let the left directed 
polygonal chain L be the counter-clockwise chain 10,11, ..., /in.x  from  vt  
to vs. Note that the polygonal chains  R  and L are directed from  vt  to vs  
although we seek a shortest path from vs  to  vt .  This reversal of the chains 
is done to ease the forthcoming presentation (Figure 1). 
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1  lmax-1 

 

vs  — 	— r — !max —  rmar 

 

1 — r0  — 0— — 

Figure 1: A simple polygon  P,  two vertices  vt  and v„ and the two directed 
polygonal chains  R  = 	rrmax  and L = 

In general, there are 0(n!) different paths between vs  and  vt  that visits 
all vertices of  R  and L. The following important property of a shortest 
path Sst  regarding the order in which the vertices of  R  and L will be 
visited, shows that only 0(2n) of these need to be considered. 

Lemma 2 A shortest path Sst  from vertex v, (i.e. rrmax) to  vt  (i.e. TO) 
that visits all vertices of a simple polygon  P,  visits the vertices of  R  in 
reversed order so that vertex  ri  is visited prior to ri_1. 

Proof: If the vertices are not visited in order, by the Jordan Curve The-
orem, Sst  has to self-intersect and by Lemma 1 it cannot be a shortest 
postman path. 

In what follows, we use Lemma 2 together with dynamic programming 
to show how to find a shortest postman path between two given vertices 
on the boundary of a polygon  P  in 0(n2 ) time and space. 

Consider a shortest path Sst  that has visited vertex T., in the right 
chain and vertex 13  of the left chain on its way from v, to  vt .  Then, by 
Lemma 2, the next vertex Sat  visits has to be either ri_i  in  R  or /3 _1  
in L. Tithe lengths of the shortest paths from ri_i  and /3 _1  that visits 
the remaining (yet unvisited) vertices of the polygon are known, we can 
choose the next vertex of  S j  in constant time. 

Definition 3 S(t) is the shortest path starting at 13  and visiting all 
vertices from r, to  ri  and 13 _ 1  to  li  before ending at  vt  (i.e.  ro  or 10). 
Similarly, SA(t) is the shortest path starting at  ri  and visiting all vertices 
from ri_ i  to Ti and 13  to  li  before ending at  vt .  We call the shortest paths 
S/(t) and Srj(t) partial since they might be a part of the shortest path 
Sst • 
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We can compute SC3(t) and ei(t) from the recursive formula 

I IS(t) I = min(d(r2,r2 _1) 	ISiii1,3(t)l,d(ri,13)+ISL(t)i) 	(1)  

1 51,3(t)i = min (d(/3  , 	I g3 _1(t)11  d(li,  ri)  + 

where d(p,  q)  is the length of the shortest path between two points  p  and  q  
inside the polygon. This corresponds to computing the shortest distance 
to the next vertex on the right chain plus the length of the partial shortest 
path from that vertex, and similar for the left chain, and then taking the 
minimum of the two. The lengths of all shortest paths  d(•,.)  can be 
computed in 0(n2) time by using a shortest path tree [18] for each vertex 
of  P.  

By using a dynamic programming scheme, all ISii!j(t)1 and ISf(t)  1 can 
be computed in 0(n2) time using equation Eq. 1. Since the right and 
left chains contain 0(n) vertices each, we will need 0(n2 ) space to store 
the lengths. Using the stored lengths, the shortest path Sst  from vs  to  
vt  can be constructed in linear time from vs  using a greedy strategy. We 
summarize this in the following lemma. 

Lemma 4 The shortest path between two given vertices on the boundary 
of a simple polygon that visits all other vertices of the polygon can be 
computed in 0(n2) time and space. 

Using the result in Lemma 4, the overall shortest path that visits all 
vertices of  P  from a given start vertex vs  on the boundary can be found 
in 0(n3) time. This complexity can be decreased by observing that there 
are great similarities between the partial shortest paths used to compute 
shortest postman paths Sst  and Ssit  to the vertex  vt  from adjacent vertices 
vs  and vs,. 

Lemma 5 Let v, and vs, be two adjacent vertices on the boundary of a 
simple polygon  P,  and let .5'  st  and SA  be shortest postman paths to  vt  from 
vs  and vs, respectively. Then the partial shortest paths used to compute 
Ss,t  can be computed in linear time given the partial shortest paths used 
to compute S. 

Proof: Let SiR,3(t) and S2L:i(t) for 1 <  i  < rmax and 1 <  j  < lmax be the 
partial shortest paths used to compute Sst  as shown above, and assume 
w.l.o.g. that vs, is the vertex rrmax-i  of the right chain  R  (Figure 4). 
Then all e3(t) and e3(t) with  i  < rmax — 2 and  j  < lmax — 1 are the 



75 

same regardless whether we start in vs  or  vi,  since no one of these partial 
paths pass by vs  or vs,. Therefore, we only have to compute Sri (t) and 

Sf(t) for  j  = lmax and  i  < rmax — 2, which can be done in linear time. 

Since there are  n  vertices at which the overall shortest path could end, 
we need a total of 0(n2 ) time to find the overall shortest path from a 
given start point, which we state as a theorem: 

Theorem 6 The shortest path from a given vertex on the boundary of a 
polygon that visits every other polygon vertex can be found in 0(n2) time 
and space. 

We also immediately conclude that 

Corollary 7 The overall shortest path in a simple polygon that visits all 
vertices can be computed in 0(n3) time. 

4 The Shortest Aquarium-Keeper's Path 

As a second step towards the solution to the shortest watchman path prob-
lem we show a polynomial-time solution to the somewhat easier problem 
of computing a shortest aquarium-keeper's path , i.e. the shortest path 
that visits all edges of a simple polygon. The shortest aquarium-keeper's 
paths resembles shortest watchman paths as where the former visits edges 
of  P  the later visits specific line segments in  P,  as will be described in the 
next section. 

The problem of computing a shortest postman path that were consid-
ered in the previous section could be solved since the vertices of  P  had to 
be visited in order, as the shortest postman path could be shown not to 
cross over itself. By a analogous argument we have: 

Lemma 8 There is a shortest aquarium-keeper's path from point  p  to 
point  q  on the boundary of a simple polygon  P  that visits the edges of 
the clockwise (counter-clockwise) part of the boundary between  p  and  q  in 
order from  p  to  q.  

By Lemma 8 we can understand why the ideas of the solutions to the 
problems in Section 3 can also be used to find a shortest aquarium-keeper's 
path. First, we will show how to find a shortest aquarium-keeper's path 
from a given edge on the boundary of a simple polygon  P  that is forced 
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to end at some other given edge of  P.  To do this we use a dynamic 
programming scheme similar to the one presented in the previous section, 
to compute a compact representation of shortest aquarium-keeper's paths 
from the start edge to all points on the ending edge. Then we show how to 
obtain a shortest aquarium-keeper's path from a given start edge without 
any restriction on where to start or to end. 

Given the order in which the edges of the polygon  P  should be visited, 
a shortest aquarium-keeper's path Apq between two points  p  and  q  on 
the boundary can be computed in linear time using the polygon folding 
technique by Chin and Ntafos. Their technique make use of the reflection 

principle, which is due to Heron in 100 AD and will be discussed further 
later on. The polygon  P  is first triangulated and then unfolded into a 
polygonal region called an hourglass [7, 8, 9] in linear time using the edges 
of  P  as mirrors (Figure 2). In this hourglass, the shortest path from  p  
to the mirror image  q'  of  q  corresponds directly to Apq . The seemingly 
hard problem of finding a shortest aquarium-keeper's path that is forced 
to visit the edges of  P  in a given order can thus be transformed into the 
problem of computing a shortest path in an hourglass, a problem which 
can be solved in linear time [18]. 

Let et  be a given edge of the polygon  P  on which a shortest aquarium-
keeper's path from a given start edge  e,  is forced to end. To find a point 
Pt on et  where the shortest aquarium-keeper's path ends and the order 
in which the edges of the polygon  P  is visited in, we compute folding 

intervals on the edges of  P.  

Definition 9 Let  B  be a set of chords and edges of a simple polygon  P.  
Also let Sp  denote a shortest path in  P  from a point  p  that ends on a 
given line segment and which is required to visit the elements of  B.  Then 
a folding interval is a line segment in  P  such that 

1. the shortest paths Sp, and Sp, from any pair of points pi  and p2  in 
the folding interval reflect on and visit end points of the elements of  
B  in the same order, and 

2. the length of a shortest path Si,, from a point  p  in the folding interval 
is a monotone function in the monotone movement of  p.  

There is a linear number of sets of folding intervals on an edge  e.  Each set 
contains folding intervals with respect to a unique set of edges the shortest 
aquarium-keeper's paths starting from  e  have to visit. 
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b)  

P 

q 

a) 	 c)  

Figure 2: a) A triangulated polygon  P  and two distinguished points  p  and  
q  on the boundary.  b)  An hourglass  H  constructed by using the unfolding 
technique with respect to the edges of  P  as they appear in a clock-wise 
traversal of the boundary of the boundary from  p  to  q.  The dashed line 
shows the shortest path in  H  from  p  to the mirror point  q'  of  q. c)  The 
shortest path in  b)  folded back into  P  forming the shortest path from  p  
to  q  that visits the edges of  P  in clock-wise order. 
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Figure 3: The first parts of two aquarium-keeper's paths from  e  (one from 
Pi via xi  and one from p2  via x2 ) that visit the same set of edges and 
intersect. 

Below, we prove that all points on an edge  e  such that the order the 
edges of  P  are visited in by shortest aquarium-keeper's paths from the 
points to  e,  is the same, form an interval on  e.  Hence, it is meaningful 
to speak of folding intervals. But first, we present a fundamental lemma 
that relates shortest aquarium-keeper's paths to each other. 

Lemma 10 Let pi  and 132  be two unique points on a chord  c  and consider 
two shortest paths Si  and S2 from pi and 232  respectively that reflects on 
the same set of chords and that start by visiting points x1  and x 2  on some 
chords. Then the first part S x  of Si  from pi  to x1  does not intersect 
with the first part Sp,x, of S2 from p2  to x 2  (Figure 3). 

Proof: At least one of the shortest aquarium-keeper's paths can be short-
ened by instead visiting the first reflection point of the other path. As-
sume the contrary and let [wi, wi+1] be an edge of Spix, = wowt • • • wki 
and [v3, v3+1] an edge of .5p2 x2  =  VO  V1 . Vk2  that intersects at a point 
w, and let S, 	be the shortest path from wi to Vj+1 and Sv,w,+, the 
shortest path from v3  to wi+1. Also let Sw2+1  and S 	be the last parts 
from w2+1  to wk, and v3+1  to vki  of Si  and S2 respectively, let 5„ 	be 
the first part [vo, vi,U]... U [v3_1, v3] of 52  and Swo„, be the first part  
[wo,  wi] U ...0 [wi_1, wi] of Si. Then, since w might coincide with at most 
one point of the boundary of  P,  by the Triangle Inequality 

IISwv, 	II < ii[wi, will + Il[w, v3+1111 

Or  
11.5„3w+1  I< 11[7)3, tql -I- 11[w, wi+1] 11 

Then both paths  SI  = Swow, U 	U Su.,+, and S = Sy", U 	U 
Sw,+1  reflect on the chords in the same order as Si  and S2, but 11SH < 
or 11S11 < 115211 i.e. not both of Si  and 52 can be optimal. 
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Lemma 10 applies to the first edges of shortest aquarium-keeper's 
paths from the same edge that visits the same set of edges. From this 
we now get another characteristic of folding intervals that we interpret as 
a monotonicity in the way aquarium keeper's paths from different points 
on an edge start with respect to each other. 

Lemma 11 Let qi  and q2  be two points on a chord  c  such that there are 
shortest paths Sq, from qi  and Sq2  from q2  that reflects on a set  B'  of 
chords and that they first visit chord  c' E B'  at  q;  and  q.  Then for all 
points  q  in [qi,  q]  there is a shortest path that starts at  q  and reflects on 
the chords in  B'  by first reflecting on  c'  at some point in  [q, q].  

Proof: Follows directly from Lemma 10. 	 0 

Finally, we show the existence of folding intervals. 

Lemma 12 Let qi  and q2  be two unique points on a chord  c  of a simple 
polygon  P  and let es  be a given edge on the boundary. Let Sqi  and 5q,  be 
shortest paths from qi  and q2  to  e,  respectively that reflects on a subset  B  
of chords of the polygon  P  in the same order. 

Then for all points  p  between qi  and q2  there is a shortest path Sp  from 
es  that visits the subset  B  of chords in the same order as S qi  and Sq2  . 

Proof: Follows from Lemma 11 and induction over the subset  B.  
Base: If  B  only contains a single chord, there is only one way to reflect 
on the chord in  B  and the lemma follows trivially. 
Inductive step: Assume that the lemma holds for points  q,  and  q  on 
the chord  c'  and a set  B'  of chords, and consider two points qi  and q2  on 
a chord  c c'  and  c e B'  such that 

1. the shortest path Sq, from qi and Se  from q2  reflects on the chords 
of  B  =  B'  U  {c'},  and 

2. Sq, starts by reflecting on the chord  c'  at gl.  and Se  starts by re-
flecting on the chord  c'  at  q.  

Then by Lemma 11, for all points  q  between qi.  and q2  on  c  there exists 
shortest paths from  q  that reflects on the chords of  B  by first reflecting on  
c'  at a point between q'i  and  q.  But then, by our assumption, the lemma 
holds for all points  q,  and by the induction hypothesis the lemma holds 
for all sets of chords of  P. 	 0 

From this we now get: 
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Corollary 13 The subset of points on an edge that share the same order 
in which a shortest aquarium-keeper's path from a point in the subset visits 
a set of edges, is connected. 

4.1 An Algorithm for Computing a Shortest Aquarium-
Keeper's Path 

In this section, we show how to compute the shortest aquarium-keeper's 
path from a given edge  e,  by computing sets of folding intervals on the 
edges of the polygon. We begin by discussing an algorithm for computing 
a shortest aquarium-keeper's path from es  forced to end on an edge et . 
Since the lengths of shortest aquarium-keeper's paths from points within 
a folding interval changes monotonically, this approach guarantees that 
once a set of folding intervals on an edge  e  has been computed, the overall 
shortest aquarium-keeper's path from  e,  forced to end on  e  will end at 
an end point of a folding interval. By computing the shortest aquarium-
keeper's path forced to end on each of the edges of the polygon, we get 
the overall shortest aquarium-keeper's path by simply comparing their 
lengths. 

Divide the boundary of  P  between the edge  e,  and the edge et  in two 
directed polygonal chains  R  =  ro,  r1, 	rrins,„ and L = 10,11,..., 
where  R  is orientated counter-clockwise and L clockwise. By Lemma 8, a 
shortest aquarium-keeper's path from es  to some point on  e  has to visit 
the edges  er,  = [ri,ri_i ] of  R  and el..?  = [11,134 of L in order. For each 
pair of edges  er  i  of  R  and  els  of L there is a set of folding intervals 
on  er,  and a set of folding intervals eil:3  on  els.  Note that the set of 
folding intervals EiRj  (E,41) contain a compact representation of all shortest 
aquarium-keeper's path that starts by visiting the edge eri (el.? ) and than 
visits the edges eri_i , 	eri  of  R  and  els,...,  e/i  of L (eri, 	eri  and 
e/1 _1, 	e/i) before ending at es. For clarity, we also point out that e3  is 
computed using e on er 1  and E'f' 1,3  on  els ,  and that ezL is computed 
using eA_I  on  er,  and e 	on e/3_1. To compute the folding intervals 
we use a dynamic programming technique similar to that in Section 3. 

As for the shortest mailman problem we have to decide for each point 
on an edge ell  (or eri ) if we should go to the next edge on the right chain 
or on the left chain to get the shortest path to et , visiting all remaining 
edges. Due to Corollary 13 and the definition of a folding interval, we 
only need to compute the end points of the folding intervals on the edge, 
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a)  

P 

b) c)  

Figure 4: The event points. In a), a coinciding event point, in  b)  a 
perpendicular event point, and in  c)  a order changing event point. Note 
that in  c)  the two hourglasses corresponding to the two paths originating 
at the event point, have been placed on top of each other. 

given the edges remaining to be visited. 
Above we have just discussed the ideas behind our algorithm to com-

pute a shortest aquarium-keeper's path. In what follows, we will show 
how the set of folding intervals is computed using the sliding technique. 
After that we prove that the algorithm for computing the overall shortest 
aquarium-keeper's path from an edge  e,  on the boundary by computing 
sets of folding intervals is correct and works in e(n3) time and space. 

4.2 The Sliding Operation 

To compute the folding intervals on an edge,  e,  when we have left to 
visit all edges on the right chain up to eri and all edges up to eli on the 
left chain, we first compute the folding intervals on  e  if we are forced to 
visit ell  first, and then we compute the same if we are forced to visit eri 
first. Finally, we merge the two sets of folding intervals in linear time by 
computing which set of folding intervals is relevant, for each point on  e.  

We will start by describing how we can compute the set of folding inter-
vals on  e  when forced to start by visiting el.? . We do this by a sliding oper-
ation on el3  using both end points of each folding interval, in ef j , as event 
points for the sliding. There are three kinds of event points (Figure 4) at 
which the sliding stops. A point where the order the edges of the polygon 
is visited is changed, is called an order changing event point. At this point, 
there are two alternative shortest aquarium-keeper's paths. A point where 
the length function of the shortest aquarium-keeper's paths changes due 
to some bend on the path being introduced, is an coinciding event point. 
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Last, a point on an edge where the edge and a shortest aquarium-keeper's 
path from the point is perpendicular is called a perpendicular event point. 
At this point the length function has a minimum, which makes is suitable 
for a potential starting point for a shortest aquarium-keeper's path. 

During the sliding we maintain the following invariant: When all fold-
ing intervals gk, for  k'  < m has been considered, a set of folding intervals 
on  e  has been computed that contains a compact representation of all 
shortest aquarium-keeper's path from  e  that are forced to first visit ell  

at some of the folding intervals go,  ...,g„,  where gk, is the k'th  folding 
interval of  efg.  

Before describing in detail how to maintain this invariant, recall that 
a set of folding intervals contains a compact representation of shortest 
aquarium-keeper's paths. Using this enables us to concentrate our effort 
on finding the first part of the path. Also, given the start and end points 
of a shortest aquarium-keeper's path visiting an edge, the optimum point 
of contact between the path and the edge can be found by applying the 
reflection principle due to Heron in 100 AD. This principle states that the 
optimum path makes a perfect reflection, i.e. the angles formed by the 
incoming and outgoing parts of the path with the edge are equal. Note 
that the reflection principle applies to each bend on a shortest aquarium-
keeper's path that reflects in the interior of an edge. 

Assume that we slide on ell  from right to left. Also assume that we 
have computed the invariant up to  g,.  If the next event point in the 
sliding is a left end point of a folding interval we can compute a new 
tentative endpoint of a folding interval on  e.  This can be done since we 
know the last segment of partial shortest aquarium-keepers path at the 
end point, and the total length of the path. By making a perfect reflection 
on eli we get the position of the tentative interval end point on  e.  

We then reach the right end point of the folding interval gm+i  directly 
to the left of the previous one. In the same way as above we can compute 
a new tentative interval end point on  e.  If this new tentative interval end 
point comes before the latest tentative interval endpoint so far computed, 
we know that somewhere in between them is a point, on  e,  from which 
the length of a shortest aquarium-keeper's path is the same no matter 
whether it pass trough one or the other folding interval. This point can 
be computed in constant time, with the information stored for each folding 
interval. Let this new point be the new tentative interval end point, and 
let it replace the two latest. If this new tentative interval end point still 
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comes before another tentative interval end point computed earlier, we 
repeat this procedure until it is not. The reason for us being able to do 
this relies heavily on the fact that two shortest aquarium-keepers paths 
can not intersect (Lemma 12). 

After the sweep of el  j  we also add the end points of  e  as interval end 
points to a set  E./  of tentative interval end points thus formed. We also 
perform a symmetrical sweep on  er,  to get another set of tentative end 
points Cr on  e.  We then scan the interval end points of the two tentative 
sets C1  and Cr from left to right on  e  to see which folding intervals gives 
the shortest aquarium-keeper's paths. The folding intervals that remain 
after this sweep, form the resulting set of folding intervals on  e.  Note that 
due to Lemma 12, this last sweep may introduce at most one new folding 
interval end point where it is equally far to start by going to el j  or eri 
first. 

After having computed the event set for the last edge, et, we also have 
to check if there is a path with the first segment perpendicular to et  that 
is shorter than all the other paths. 

4.3 Complexity and Correctness 

The complexity of the sliding operation depends essentially on the number 
of folding intervals, or event points, considered. We divide the event points 
of a set of folding intervals into two types depending on their origin. 

Definition 14 A new event point is a point on an edge such that the 
shortest aquarium-keeper's path from the point does not pass through any 
other event point (in a set of folding intervals on some edge). Other event 
points are called inherited. 

We have: 

Lemma 15 An event point  q  of a set of folding intervals is directly in-
herited by at most one set of folding intervals. 

Proof: At  q  we have a shortest path visiting the edges given by  E.  From 
Heron's reflection principle we know that for any point that will have a 
shortest path trough  q  the path has to make a perfect reflection at  q.  So, 
there is only one point,  p,  on the boundary where the shortest path from  
p  to  e,  that makes a perfect reflection at  q  and visit the set of edges given 
by  E.  

We can now show that the number of new event points is also bounded. 
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Lemma 16 In each set of folding intervals computed, a constant number 
of event points are new. 

Proof: Follows by Lemma 10, by the definition of folding intervals and by 
the algorithm. New coinciding event points are end points of the edge, 
i.e. exactly two. There can be at most one new order changing event point 
since, by Lemma 10, the first edges of shortest aquarium-keeper's paths 
may not cross each other. The number of perpendicular event points is 
also two, since there are at most one perpendicular between any pair of 
adjacent non-perpendicular event points. 

We are now able to present a bound on the total number of event 
points in all sets of event points. 

Lemma 17 The total number of event points in all sets of folding inter-
vals is 0(n3). 

Proof: By Lemma 15, event points are directly inherited by at most one 
event set. In each step during the process of computing sets of folding 
intervals, an event point can be inherited by at most one of two sets of 
folding intervals. At most it can be re-inherited a linear number of times. 
Since there are 0(0) number of sets of folding intervals containing a 
constant number of new event points each (by Lemma 16) it follows that 
there are 0(n3) event points in total. 

We can now state the main theorem of this section: 

Theorem 18 A shortest aquarium-keeper's path of a simple polygon can 
be computed in 0(n4) time and 0(n3) space. 

Proof: From the discussion in the text above, the time to compute the 
shortest aquarium-keeper's path between two given edges can easily be 
shown to be proportional to the total number of folding intervals. This 
means that finding a shortest aquarium-keeper's path between two given 
edges can be done in 0(n3) time and space. 

By using basically a similar technique as for the shortest mailman 
path, we can also compute the shortest aquarium-keeper's path from a 
given edge to any other edge in the polygon within the same bounds. 
This is because there are similarities between the sets of folding intervals 
used to compute a shortest aquarium-keeper's path between two given 
edges es  and et  and between e8, and et  when  e,  and es, are neighbors. 

By computing the shortest aquarium-keeper's path from all possible 
start edges we get the claimed time and space bound. 



85 

5 Computing a Shortest Watchman Path 

In this section we will present the main contribution of this paper, a 
polynomial time algorithm that solves the problem of finding a shortest 
path in a simple polygon such that each point of the polygon is visi-
ble from some point on the path. As will be shown, the computation 
of a shortest watchman path resembles that of computing the shortest 
aquarium-keeper's path. These similarities enables us to use the dynamic 
programming scheme presented in previous sections of this paper in order 
to build an algorithm, although in a much more intricate way. 

The most crucial difference between the two kinds of paths, is that 
the line segments a shortest watchman path is forced to visit are located 
inside the polygon and that these segments might intersect each other. 
Whereas a shortest aquarium-keeper's path always reflects on the edges of 
the polygon, a shortest watchman path might also make crossing contacts 
(to be defined later on) with the intersecting line segments. 

First, we show some characteristics of the shortest watchman path. 
Then we describe how the algorithm in Section 4 can be modified to com-
pute a shortest watchman path rather than a shortest aquarium-keeper's 
paths. 

5.1 Characteristics of Shortest Watchman Paths 

In a simple polygon without holes, only reflex vertices might block the 
view. This means that to guard the entire polygon  P,  a watchman has 
to at least look around every reflex vertex that obstructs the view. An 
edge  e  at a reflex vertex v can be extended inside  P  from v until the 
extension reach the boundary at a point  q.  The line segment (or chord) 
[v,  q]  constructed is called an essential cut, since a watchman that visits 
the cut will also by definition see the edge  e.  To visit the essential cuts 
implies seeing the edges incident to the reflex vertices of the polygon. In 
the following, we show that it is sufficient for any watchman to visit all 
essential cuts in order to guard the interior of the polygon. As a part 
of this we show that convex subchains bounded by reflex vertices of the 
boundary of  P  are visible from any path that visits all essential cuts in  
P.  To show this we need the following lemma: 

Lemma 19 A convex subchain in the boundary of a simple polygon is 
weakly visible from a polygonal chain in the polygon and between the end 
points of the subchain. 
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Figure 5: A convex polygonal chain T in the boundary of a simple polygon, 
and a polygonal chain W between the end points of T contained in the 
simple polygon. 

Proof: Let  p  be a point in a convex subchain T of the boundary of a 
simple polygon  P,  and let W be a polygonal chain in  P  between the end 
points of T (Figure 5). Consider the line through the edge on which  p  is 
located, and the halfplane with respect to this line that contain the edges 
incident to the edge containing  p.  Since T is convex, at least one of the 
end points of W has to be located in this halfplane. Let w denote this 
end point. Assume that  p  is not visible from W. Then some part of the 
boundary of  P  has to intersect the line segment  [p,  w]. Let  q  be the point 
closest to  p  on  [p,  w] such that  q  is contained in the boundary of  P.  But 
then, by the Jordan Curve Theorem, the chord  [p, q]  has to be intersected 
by W, i.e.  p  is visible from W in contradiction to our assumption. 	EJ  

For a single point  x  in  P,  the visibility polygon VP(x) is the polygonal 
region formed by the union of all points in  P  that are visible from  x  
[17, 24, 22]. Points not visible from  x  are contained in pockets, which are 
joined to the visibility polygon by windows [4, 34]. For a geometric object 
5, the visibility polygon VP(S) is the union of VP(x) of all points  x  
in S. This is called the weak visibility polygon of S since the points in 
the visibility polygon VP(S) need not be visible to all points in S [2]. If 
S is not connected, it is easy to find examples where the (weak) VP(S) 
contain holes [31]. This is, however, not true when S is connected: 

Lemma 20 The weak-visibility polygon of a connected subset of a simple 
polygon does not contain holes. 

Proof: Assume that there exists a hole in the weak-visibility polygon of a 
connected set S in a simple polygon  P,  and let  x  be a point in the hole. 
Since the hole containing  x  is totally contained in  P,  any chord in  P  that 
contains  x  has to intersect the boundary of the hole. Let L, be such a 
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Figure 6: A supposed hole (shaded area) in the weak-visibility polygon 
of a connected set containing a polygonal chain W between the points s+ 

and s-  . The points  x+,  x,  and  x-  are located on the chord Ls  of a simple 
polygon. Used in Lemma 20. 

chord, and let  x+  and  x-  be the closest points on Ls  and on each side of  x  
that coincide with the boundary of the hole. Note that  x+,  x  and  x-  are 
all mutually visible, since they are located on the same chord in  P.  Since 
the boundary of the hole is visible from 5, both  x+  and  x-  are visible from 
points in S; let s+ and s-  denote these points respectively (Figure 6). 

Since S is connected, there is a subchain W in S between s+ and s-  . 
Consider the angles between edges joined at the vertices of the polygonal 
chain W' = [s+,  x+]  U  [x+, 	U 	If both the vertex  x+  and  x- 
are convex (with respect to the polygonal region bounded by W U W'), we 
have a contradiction by Lemma 19. Otherwise, at least one of the vertices  

x+  and  x-  is reflex. Then the cut which is obtained by prolonging  [x+,  xj 
at the reflex vertex, intersects W (by an argument similar to the one used 
in Lemma 19). Thus,  x  is visible from W since the intersecting cut and 
especially [x, x] is visible from W. 

We conclude that  x  is visible from S in contradiction to the assumption 
that  x  was contained in a hole. Hence, the lemma follows. 

Note that as a consequence of Lemma 20, pockets and windows of 
weak-visibility polygons of connected sets have the same characteristics 
as those for visibility polygons of individual points. We say that a point 
lies to the right (left) of a cut, if the point lies locally to the right (left) 
in the sub-polygon separated by the cut. An essential cut  c  is a backward 
essential cut with respect to a point  p  if  p  lies to the right of  c.  We now 
approach our first crucial lemma concerning shortest watchman paths. In 
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the following we show that every path in  P  that visits all essential cuts is 
in fact a watchman path. 

Lemma 21 Let W be a polygonal chain in a simple polygon  P  such that 
for all essential cuts  c  in  P  there is a point in W contained in  c.  Then 
W is a watchman path in  P.  

Proof: If the boundary of  P  contains only one reflex vertex, the remaining 
vertices of the boundary form a convex chain. Then the region of  P  
bounded by the two essential cuts emerging from the reflex vertex forms 
the kernel of  P,  which by definition contain all points in a polygon that 
are visible from all points in  P  [26]. Since W by assumption coincides 
with the two essential cuts, it enters the kernel and the lemma follows. 

To show the lemma in the general case, where the polygon contains 
more than one reflex vertex, we first show that the entire boundary of  P  
is visible from W, and then show how this implies that every point in the 
interior of the polygon is also visible from W. 

The boundary of  P  can be partitioned into convex polygonal chains 
by cutting at the reflex vertices. Let T be one such polygonal chain in the 
boundary bounded by two reflex vertices r1  and r2. Let c1  = [r1, qi] and 
c2  = [r2, q2] be the essential cuts contained in the lines containing the first 
and last edges of the convex chain (Figure 7). Then, depending on the 
relative position of the essential cuts and T we get a number of different 
cases. First, consider the cases where c1  and c2  intersect at a point  x.  

Case I:  e  T and q2  e  T. The part of  P  bounded by Tu[ri , x]U[r2,  x]  is 
convex (Figure 21—a), which implies that if W coincide with  [ri, x]  
or [r2,  x]  the convex chain T is visible from W. Let al  (a2 ) be a 
point of intersection between  [x, q] ([x, q])  and W. Pick a point  y  
in T and let  y'  be a point on the boundary between qi  and q2  not 
containing T such that  x E [y,  yl  C P.  Then, since qi  and q2  are 
located on different sides of yy' and W is connected, by the Jordan 
Curve Theorem W has to intersect yy'. 

Case II  gi  E  T and q2  E  T. The two polygonal regions Trig, U[r , qi ] and 
T„q2  U [r2, q2] (Figure 21—b) are convex since they are bounded by a 
part of T and a line segment (containing the essential cuts). Since 
W intersects both e1  and c2 , it follows that T is visible from W. 

Note that the cases where only one of qi  and q2  is located on T cannot 
occur since c1  and c2  intersect. If one of qi  and q2  is located in T the 
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Figure 7: Used in Lemma 21.  

other one also has to be in T. After this we consider the cases where the 
two essential cuts c1  and c2  do not intersect. 

Case III: qie  T and q2  e  T (Figure 21—c). Then ci  U T U c2  is a convex 
polygonal chain and, by Lemma 19, T is visible from any path from 
a point on c1  to a point on c2  (since W is connected, there has to be 
a part of W between c1  and c2  totally contained in  P  and ci  UT U c2 ). 

Case IV: q1  E  T and q2  T. The subchain Ter,  C  T is a convex chain 
visible from all points of  cl ,  and therefore also W (Figure 21—d). 
To show that the other subchain  Te„  of T is also visible from W 
we observe that [r1, 	U Tq1r2  U [r2, q2] is a convex chain such that 
Lemma 19 can be applied. 

Case V: qi  e  T and q2  E  T. Analogous to Case II. 

Case VI:  q E  T and q2  E  T. Then Tg,r,  C  T is visible from c1  and 
T„q,  C  T is visible from c2  (Figure 21—e). Finally, by Lemma 19, 
the chain [r1, 	U Tq1 q2  U [q2, r] is visible from W as well. 

From this we conclude that all convex polygonal chains, i.e. the entire 
boundary of  P,  is visible from W. By Lemma 20, we know that the weak- 
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visibility polygon VP(W) of W does not contain holes. Assume that there 
still is a point  x'  in  P  that is not visible from W. Then there has to be a 
pocket with respect to VP(W) that contain  x'.  But then, by definition, no 
part of this pocket, and especially the part of the boundary of  P  which is 
contained in the pocket, is visible from W, which contradicts our derived 
fact that the entire boundary of  P  is visible from W. 	 0 

An essential cut  c  dominates an other essential cut  c'  if all points in  P  
to the left of  c  are also to the left of  c'.  An essential cut not dominated by 
any other essential cut is called proper. By definition, visiting the proper 
backward essential cuts implies visiting all dominated essential cuts. This 
gives us: 

Lemma 22 Let W be a polygonal chain in a simple polygon  P  such that 
for all proper backward essential cuts  c  in  P  there is a point in W con-
tained in  c.  Then W is a watchman path for  P.  

We can now state the following: 

Lemma 23 It is sufficient and necessary for a shortest watchman path 
to visit all proper backward essential cuts. 

Proof: Sufficiency follows from Lemma 22. Necessity follows, by definition, 
from the fact that in order to see the edge of the polygon collinear with 
the proper backward essential cut, the watchman path has to intersect the 
cut. 	 El 

Lemma 23 means that there exists a shortest watchman path that 
starts and ends on the proper backward essential cuts. Before getting into 
the details on how to select the start and end points, we describe how the 
cuts are computed. 

The set of proper backward essential cuts can be computed in 0(n log  n)  
time by using a ray shooting data structure as presented by Guibas et al. [18] 
and Hershberger and Sun  i  [21]. The fact that the proper backward essen-
tial cuts might intersect implies that a shortest watchman path can visit 
all these cuts, while only reflecting on a small subset of them. We can 
view the proper backward essential cuts with respect to some point  p  as 
having a cyclic ordering specified by the start points of the cuts as they 
are encountered during a counterclockwise scan of the polygon boundary. 
In this way each cut has a predecessor and a successor. A corner with 
respect to the point  p  is a maximal subset of consecutive proper backward 
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essential cuts with respect to  p  such that each cut intersects its predeces-
sor. By definition, it is clear that no pair of cuts from different corners 
intersect. 

There can be 0(n) proper backward essential cuts in  P.  If  k  is the 
actual number of proper backward essential cuts, each cut is intersected 
by at most  k  — 1 other cuts. Each cut is subdivided into at most  k  line 
segments called fragments between the intersection points. In total there 
are 0(0) fragments. A shortest watchman path has to, by Lemma 22, 
visit all proper essential cuts, and therefore at least one fragment of each 
essential cut. 

There are three kinds of contact between a watchman path and a cut. 
If the watchman path and the cut have exactly one point in common, we 
have a reflection contact. A perfect reflection contact occurs when the 
angles formed by the incoming and the outgoing parts of the path with the 
cut are equal. The watchman path makes a crossing contact with a cut 
if the path and the cut have two points in common. A tangential contact 
occurs when the watchman path and the cut share a line segment, and 
can be thought of as a degenerated reflection contact. When a shortest 
watchman path makes a crossing contact with an essential cut  c,  it must 
make a reflection contact with some other essential cut to the left of  c.  
Thus, a shortest watchman path can be computed by using the subset of 
fragments it makes reflection contacts with and the order they are reflected 
on. The computation of the shortest watchman path can be done using 
the polygon folding technique mentioned in Section 4. 

The subset of fragments a shortest watchman path makes reflection 
contact with, are called active. The notion of dominance can be refined 
into including fragments as well as cuts. A fragment dominates an essential 
cut if the fragment is to the left of (or on) the cut. Hence, a fragment of 
a cut  c  dominates the cut  c.  A set of active fragments conforms to two 
characteristics [36]. The first is that the set of active fragments dominate 
all essential cuts of  P.  The second is that an active fragment not part 
of an active cut does not dominate that cut. This means that an active 
fragment only dominate the (active) cut it belongs to. 

As for shortest aquarium-keeper's path we also have the important 
property of the shortest watchman route that it need not self-intersect: 

Lemma 24 There exists a shortest watchman path that does not cross 
over itself. 
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Proof: If a shortest watchman path cross over itself, it can be replaced 
with a new route of the same length where the orientation of the loop is 
inverted. 

5.2 The Algorithm 

In this section we will describe an algorithm for computing a shortest 
watchman path in a simple polygon. The algorithm is based on the ob-
servation that a shortest watchman path has to pass via a key point or 
to share its hourglass with a shortest watchman path forced through a 
point on a fragment in an immediate surrounding of a key point. A key 
point is either a fragment end point or an order changing event point on 
a fragment as defined in Section 4. Note that a key point on an essential 
cut is defined with respect to the end cut and the set of essential cuts the 
shortest watchman paths from the start cut visit. 

For all pairs of essential cuts, we compute shortest watchman paths 
between the cuts through all key points and then find the shortest watch-
man path by applying a sweep technique called sliding [29]. To do this, 
we need shortest watchman paths between key points. 

5.2.1 Shortest Watchman Paths Between Key Points 

In this section, we show how to compute shortest watchman paths between 
all pairs of key points. To do this we use dynamic programming in several 
ways. The main one, however, is similar to the one used in the previous 
section. 

Let  C,  and  C,  be the given start and end cuts between which shortest 
watchman paths will eventually be computed. As in Section 4, we first 
partition the essential cuts of  P  into a right and a left set of essential 
cuts  R.  = R1, R2, . . . and  G  = L1, L2, . . . between  C,  and Ce. Although 
a shortest watchman path might jump back-and-forth across the polygon 
from one chain to the other, by Lemma 24 the cuts in each set will still 
be reflected on in order. 

In our dynamic programming scheme we will use the fact above, and 
compute two  n x n  matrices MR and M I  whose entries will contain partial 
shortest watchman paths and order changing key points. In each step in 
the dynamic programming scheme the following invariant is maintained 
(when ik/f i  and Mf:i  have just been computed): 
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1. All elements MR ()  for 1 < io  <  i  and 1 <  jo  <  j  contains short-
est watchman paths from all fragment end points on Rio  (L30 ) to 
key points on essential cuts L31 that visits cuts L31, 	L30  and 

• , Rio  for 0 <  i'  < io  — 1, and to key points of essential cuts 
Rii that visits cuts  Ri,,  ..., Rio  and L30 _31, 	L30  for 0 <  j'  < jo — i• 
Similarly for all A4L0  for 1 < io  <  i  and 1 <  jo  <  j.  

2. All elements except .A4r3• and 	contain all their order changing 
key points. 

Each step in the dynamic programming scheme computes one element 
in the matrices, and is performed by a subroutine SWP-P1. SWP-P1 
computes the matrices in the following recursive way: 

f .Aej  
= SWP-P1({Jte1}lii  < 	< 	 < 	<  j,  L) 

To maintain the invariant, the subroutine SWP-P1 relies on a dynamic 
programming solution itself. In this "second-level" dynamic programming 
scheme, another subroutine SWP-P2 computes shortest watchman paths 
from fragment end points on the current cut to key points on cuts al-
ready considered. To compute a shortest watchman path from a fragment 
end point t on, for instance,  Ri  (while Mr3  is being computed) to some 
key point s on the cut L3 1 for  j'  <  j  sucl'i that the shortest watchman 
path visits the cuts 	,  Ri  and L31, 	L3, SWP-P2 proceeds as fol- 
lows: For each key point, s', on a cut the shortest watchman path will 
visit and given which cuts has to be visited before and after s', shortest 
watchman paths from t to s' and from s' to s are concatenated into a 
shortest watchman path from t to s forced to reflect on a fragment at 
s'. The reflection point is then subject to a sliding process consisting of 
the movement of the reflection point of the shortest watchman path away 
from the key point s' along the fragments incident to s', while maintaining 
a shortest watchman path through the moving point. The movement of 
the reflection point stops when some part of the shortest watchman path 
coincides with a key point  y  (since shortest watchman paths via  y  will be 
considered at some other stage in SWP-P2). Should the two edges of the 
path joined at the sliding point become collinear during the sliding, we 
have reached a point where the length of the shortest watchman path has 
a local minimum and has to be considered. A sliding operation can be 
performed in linear time (cf. [5, 29]). 
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To determine the time complexities of our subroutines, we first prove 
a bound on the number of key points: 

Lemma 25 Given the start cut and the set of essential cut shortest watch-
man paths from the start cut has to visit, there is at most one order chang-
ing key point on a fragment. 

Proof: Follows from Lemma 10. 

Since there are 0(n2 ) entries in the matrices, each containing a linear 
number of fragment end points of an essential cut, we conclude that: 

Lemma 26 There are 0(n3) key points in the matrices M R  and  ML.  

We are now able to bound the time complexity of SWP-P2: 

Lemma 27 SWP-P2 computes a shortest watchman path between a frag-
ment end point and a key point in 0(n4) time. 

Proof: Since there, by Lemma 26, are at most 0(n3) key points s', and 
each concatenation of a path followed by a constant number of sliding 
operations can be performed in linear time, the lemma follows. 

By Lemma 26 and Lemma 27, we also have: 

Lemma 28 SWP-P1 computes shortest watchman paths from a point on 
a fragment to all key points in 0(n7 ) time during the dynamic program-
ming scheme. 

Corollary 29 SWP-P1 computes an element in the matrices in 0(n8) 
time. 

Corollary 30 Both matrices MR and  ML  can be computed in 0(n10 ) z,3 
time. 

The subroutine SWP-P1 also compute order changing key points on 
the fragments. In each step in the dynamic programming scheme, 0(n4 ) 
shortest watchman paths from fragment end points on the current essential 
cut are computed. By inspecting the order in which these paths visit the 
essential cuts and where they reflect with respect to each other, we can 
find the order changing key points. 

Lemma 31 All order changing key points and the partial shortest watch-
man paths from these to other key points can be computed in 0(n1-° ) time. 

Proof: Follows from Lemma 26 and Lemma 28. 	 0 
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5.2.2 Shortest Watchman Paths from Key Points to a Cut 

In the second step of the algorithm, to find a shortest watchman path in  
P,  we use shortest watchman paths between key points to find shortest 
watchman paths from the key points to the end cut. To do this, we use a 
subroutine SWP-P3 almost the same as the subroutine SWP-P1 from the 
end cut. During this dynamic programming scheme, a shortest watchman 
path from the end cut to a key point s is computed by concatenating 
subpaths between .s and all possible key points s' between s and the end 
cut, with subpaths from s' to the end cut. 

As in SWP-P1, the reflection point at s' is also  slided  but in a slightly 
more intricate way since both end points of the shortest watchman path 
are not fixed during the sliding. To be able to maintain the shortest 
watchman path during the sliding, we use well-known algorithms from 
the literature such as finding a shortest path between a point and a line 
segment in a simple polygon such as an hourglass (cf. [15, 18, 27]). Since 
this more intricate sliding operation also runs in at most linear time we 
get: 

Lemma 32 Computing shortest watchman paths from all the key points 
to an essential cut can be done in 0(n8 ) time given the key points. 

5.2.3 Computing a Shortest Watchman Path 

In the third and final step, we find a shortest watchman path in  P  by 
computing shortest watchman paths from the given start cut to the end 
cut and also in the opposite direction (i.e. from the end cut to the start 
cut). In this way we get shortest watchman paths from key points to 
the end cut as well as shortest watchman paths from key points to the 
start cut. In addition to these paths, we also compute partial shortest 
watchman paths from order changing key points belonging to the set of 
shortest watchman paths of the other cut. In that way, for each key point 
s' in any of the sets of key points, we have shortest watchman paths to 
both cuts. 

For each key point s', we concatenate shortest watchman paths from 
s' to the end cut with shortest watchman paths from s' to the start cut, 
and perform a sliding operation at s' very similar to the one in SWP-P3. 
In this way we will end up with the shortest watchman path between the 
cuts. 
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Lemma 33 Computing a shortest watchman path between two essential 
cuts can be done in 0(71,1°) time. 

Proof: Since there are, by Lemma 26, at most 0(n3) additional shortest 
watchman paths to compute, and by Lemma 28 each shortest watchman 
path can be computed in 0(n7 ) time, the computation of the additional 
shortest watchman paths require 0(n1°) time. Concatenating two shortest 
watchman paths and performing a constant number of sliding operations 
requires 0(n) time. Hence, concatenating the 0(n4) pairs of shortest 
watchman paths via key points and performing sliding operations to find 
the shortest watchman path between the cuts, can be done in 0(n5) time.  
C  

By computing shortest watchman paths between every pair of proper 
essential cuts, we get the shortest watchman path in  P.  

Theorem 34 A shortest watchman path in a simple polygon can be com-
puted in 0(n12) time. 

Proof: By computing shortest watchman paths between each of the 0(n2 ) 
pairs of proper essential cuts in  P  in, by Lemma 33, 0(0°) time each and 
choosing the shortest one, we get the shortest watchman path in  P  in 
0(n' 2) time. 	 Ei  

6 Conclusions and Discussion 

We have presented the first polynomial-time algorithm for finding the 
shortest connected curve in a simple polygon such that each point of the 
polygon is visible from some point on the chain (also called the shortest 
watchman path, or the shortest weakly visible chain). The high complex-
ity of the algorithm, however, makes it rather impractical for use in the 
kind of applications which originally motivated our study i.e. the motion 
planning of autonomously guided vehicles. In practice, an approxima-
tion algorithm that provides a path with a competitive length at most 
some small constant longer than the optimal one might be sufficient. To 
get a more practical algorithm we could also, apart from decreasing the 
complexity by improving the algorithm in Section 5, restrict the class of 
polygons in which the path is computed. Many modern buildings can, for 
instance, be modeled by rectilinear polygons in which our algorithm will 
run much faster without modifications. 
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It should also be stressed that despite the efforts spent on the study 
of the construction of shortest watchman routes and paths, no non-trivial 
lower bounds are known. 

In this paper we have considered the computation of the shortest path 
for a single watchman. Not many results about cooperating watchmen are 
known of [6, 28, 29, 30]. It would be interesting to generalize the route 
and paths problems mentioned in the introduction to solve coordination 
problems among several watchmen. One specific open problem is that of 
computing shortest watchman routes/paths for two watchmen in a simple 
polygon such that the sum of the lengths of the routes/paths computed is 
minimized. 
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