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Abstract

Network service providers are struggling to reduce cost while at the same time improv-
ing customer satisfaction. This thesis addresses three relevant underlying challenges to
achievieng these goals:

• managing an overwhelming flow of low-quality alarms

• understanding the structure and quality of the delivered services

• automation of service configuration

All of the these add to an operator’s operational costs since manual work is required in
order to understand the alarm and service status as well as for configuring new services.
We propose solutions based on domain-specific languages, data-mining and self-learning.
We look at how domain-models can be used to capture explicit knowledge for alarms and
services. In addition, we apply data-mining and self-learning techniques to understand
the alarm semantics. The alarm solution is validated with a quantitative analysis based
on real alarm documentation and an alarm database from a large mobile service provider.
A qualitative analysis of the service management solutions is given based on prototypes
and input from service providers.

We present an approach to alarm interfaces by providing a formal alarm model to-
gether with a domain-specific language, BASS. This means that we can verify the consis-
tency of an alarm interface and automatically generate artifacts such as alarm correlation
rules or alarm documentation based directly on the model. From a baseline without any
correlation, our alarm domain-model based on vendor documentation could automati-
cally find the root-cause alarms in 40% of the cases. In the process of producing an
alarm model from pre-existing alarm documentation for a commercial product, we found
over 150 semantic warnings.

We also propose a domain specific language called SALmon, which allows for efficient
representation of service models, along with a computational engine for calculation of
service status. Furthermore, this thesis illustrates how we can achieve automatic service
configuration based on YANG, the domain-specific language standardized in the IETF.
Prototypes show that the service domain-models can capture the semantics of service
models, and automatically render parts of the service management solution.

It is not always possible to capture expert knowledge in models. Therefore, we propose
a data-mining and self-learning solution that learns alarm priorities from the decisions
taken by the network administrators. The solution assigns the same severity as a human
expert in 50% of the cases compared to 17% for the original alarm severity.
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Chapter 1

Introduction

And here he remained in such terror as none but he can know, trembling in every limb,
and the cold sweat starting from every pore, when suddenly there rose upon the night-wind
the noise of distant shouting, and the roar of voices mingled in alarm and wonder. Any
sound of men in that lonely place, even though it conveyed a real cause of alarm, was
something to him. He regained his strength and energy at the prospect of personal danger;
and springing to his feet, rushed into the open air.

- Charles Dickens, Oliver Twist

1.1 Background and Motivation

This thesis is based on more than 20 years of industrial experience in applying network
and service management solutions for large network service providers. Looking back,
many of the solutions have been unnecessarily complex and costly and have not fulfilled
the needs of the users; the network administrators. Therefore I thought it was time to
both summarize my experience and to consider some necessary changes in the field. The
problem statements and challenges in this thesis were identified with the help of a survey
that covered fifteen different service providers, with a total of over 100 million customers.
My main contribution is the work on domain specific languages and their applications for
network management. This approach gives several new results and opportunities, these
come both in the form of opportunities for static analysis and tools to handle the data in
a structured way and a good way for machine learning and data mining to get a handle
on the rich data without being forced to deal with too much unstructured information.

Let us start with the big picture for network management as illustrated in Figure 1.1.
Customers buy services from service providers. The relationship between the customer
and the provider is defined by a Service Level Agreement, SLA [1]. SLAs define respon-
sibilities and promises regarding the delivered service quality. The customer expects to
be able to monitor and reconfigure the service parameters, analyze service usage, and

1
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Network 
Administrator

Customer

Customer
CareCustomer Care

Systems

Network Service Provider

Service Level Agreement
SLA

Network and Service 
Management System

Figure 1.1: Network Management - The Big Picture

report problems in direct interaction with the provider. The level of expectations in this
interaction has increased over the last years in the transition from static network services
to dynamic consumer and business services [2].

In order to provide the above processes network service providers use customer care
systems. Customer care systems manage the interactions between the customers and
the service providers. A fundamental function is to manage service problems, these can
be reported from the customers or detected by the provider. Service status and billing
information are key parameters in this process. These are bound to the SLA defined
at the purchasing step. I have removed the distinction between network providers and
service providers into one category in order to simplify.

Getting closer to the actual network and network elements, we usually speak about
Network and Service Management Systems (NMS). These are systems that actually touch
the network elements for monitoring and configuration purposes. The NMS is an enabler
for the processes and systems closer to the customer, and I focus on this layer in my
thesis.

If we simplify, the main tasks of an NMS are, see Figure 1.2:

• Configuring network elements to provide services.

• Configuring and activating these services to customers.

• Make sure the services and and devices are working according to the desired con-
figuration and agreed SLAs. This involves monitoring the alarms from the network
elements, understanding the service quality and if the Service Level Agreements
are fulfilled.
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• Keeping track of problems and resolutions by using a trouble-ticketing system.

Network 
Administrator

Network Service Provider

Network and Service 
Management System

Alarm Monitoring

Service and SLA Monitoring

Trouble-Ticketing

Service Configuration & 
Activation

Network Element 
Configuration

Figure 1.2: Network and Service Management Systems

I have chosen to focus on the above functions except for the trouble-ticketing. I
excluded the trouble-ticket system since that is mostly a process support system and my
research interest is mostly in network- and service-facing systems.

So far we have looked upon the network administrators as one category. However,
providers often separate the development and integration efforts from the operational
tasks. Integration efforts deals with integrating new network elements and service types
into the network and management system whereas the operational tasks deal with the
day-to-day work to manage the existing network and services. Based on my surveys and
experience I have selected the fundamental challenges as identified in Figure 1.3

Network 
Administrator

Network and Service 
Management System

Alarm Monitoring

Service and SLA Monitoring

Service Configuration & 
Activation

Network Element Configuration

Development and Integration Challenges:
Integrating alarm Interfaces
Calculating service status
Mapping service configurations to network elements
Automating service configuration and activation

Operational Challenges:
Avoiding overflow of low-quality alarms
Mapping alarm status to service status
Understanding the service structure
Achieving quick turn-up of customer services
Prioritizing and automation of operational activitiesTrouble-Ticketing

Figure 1.3: Network and Service Management Systems Challenges
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I will show that domain-specific languages, data-mining and self-learning techniques
can overcome parts of the operational and development challenges. Domain-specific mod-
els can simplify the integration between devices and network management systems and
at the same time provide valuable semantic information such as service status and alarm
causality. This will reduce the operational challenges in that the models actually enable
automatic rendering of service status, service activation and alarm correlation functions.
I show that by applying data-mining and self-learning techniques, available decisions
from network administrators and service quality measurements can train the network
management system do perform alarm prioritization and service quality estimates.

The challenges will be elaborated further in Section 1.1.1 - 1.1.2. My proposed solu-
tions will be introduced in Section 1.2.

1.1.1 Development and Integration Challenges

Despite the fact that both standards organizations and enterprises have defined alarm
interfaces, the alarm integration activities between devices and the network management
systems are still surprisingly costly. The process of interpreting the alarm interface
documentation from the vendor and the following technical integration to the alarm
monitoring system is a major effort and results in alarm monitoring solutions that are
hard to use [3, 4]. There is considerable confusion surrounding alarm notifications, alarm
states and how to match alarm notifications to the corresponding alarms. Although we
use basic and well-established protocols like SNMP we might still see weeks of integration
efforts for basic alarm monitoring. Standards in this area have an amazing track-record of
failures; a large european operator actually reported an increased cost of alarm integration
thanks to the 3G standard for alarm interfaces.

In order to understand the service status operators use dedicated service monitoring
tools [5, 6]. Service monitoring tools need to be able to model the service structure,
which requires expressing the dependency on the underlying devices and status inputs
from various sources. Current practice in addressing service monitoring is a combination
of UML-based service models like TM Forum MTOSI [7] mapped to SQL databases
and manual software integration for getting the inputs and mapping them to the service
structure (Figure 1.4). The introduction of a new service in this kind of architecture
typically leads to integration projects spanning several man-months. Not only does it
slow-down service introduction, there are several steps in the process as illustrated in
Figure 1.4 that leave room for interpretations which may lead to a service monitoring
solution that does not comply with the initial model.

Service activation systems typically take the same approach as service monitoring
tools (Figure 1.4). But for this category, the configuration interface to the actual devices
makes the integration effort larger in order of magnitudes. For alarm and service moni-
toring the device integration uses a read-only interface whereas configuration tools need
to write configuration to the devices. Therefore challenges like device interface versions,
network growth, and service variations are even more challenging and blocks the service
provider from automating the solution [8].
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Figure 1.4: The Mapping and Interpretation Problems of Service Management

From a computational point of view service monitoring tools performs a function
from device status to service status. In contrast, service activation tools calculates a new
device configuration from a desired service configuration.

All together, service monitoring and configuration tools need to provide modeling
and mapping functions between services, devices and interfaces [9]. The current state of
affairs in this domain is not satisfactory. As shown in Paper B, a large German fixed and
mobile operator summarized the current status of service management as follows:

Services are not currently managed well in any suite of applications and re-
quire a tremendous amount of work to maintain.

As discussed in Paper H, the maintenance costs and the challenges to adopt the solu-
tion to new services and network devices blocks the operators from further development.

1.1.2 Operational Challenges

After the integration step described in previous section, we enter a situation where the
network administrators start to use the solution in order to manage the network and
services. Already at the basic alarm monitoring step they suffer from low alarm quality
and alarm overflow, see Paper C and D. A 3G mobile operator gave the following picture
of the alarm situation (Paper B):

[around] 40% percent of the alarms are considered to be redundant as many
alarms appear at the same time for one ’fault’. Many alarms are also repeated
[...]. One alarm had for example appeared 65000 times in today’s browser.
Correlation is hardly used even if it supported by the systems, [current corre-
lation level is] 1-2 % maybe.

Turning to service monitoring, the network administrators have to interpret various
sources like alarms of varying quality and transform that into the corresponding service
state. An assumption in order to perform this mapping is to understand the service
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structure; how are my services dependent on the underlying devices? This is currently
made in an ad hoc informal step after the service is deployed. This is summarized by
one of the operators in Paper B in the following way:

Service models are becoming more and more important: currently [they are]
not implemented in core processes but used as means to semi-document and
analyze when evaluating impact of faults, new services, etc.

Finally the transition from static fixed-line services to dynamic mobile services re-
quires service providers to activate customer specific services on demand. Current ap-
proaches of manual configuration or fragile activation scripts is a severe blocking factor for
service providers. One operator had this to say about the pressure for service activation
(again from Paper B):

The competition between companies pushes them to offer more and innovative
services, they need to sell more services first, the want to go out before the
others.

1.2 Research Topics

Rather than just picking one of the areas mentioned in previous sections I chose to cover
alarm monitoring, service monitoring and service configuration and activation. All as-
pects of managing services are often combined into the term “service management”. This

Network 
Administrator

Network Service Provider

Network and Service 
Management System

Alarm Monitoring

Service and SLA Monitoring

Trouble-Ticketing

Service Configuration & 
Activation

Network Element 
Configuration

Figure 1.5: Research Topics

might seem as an ambitious scope but I addressed the challenges by applying two main so-
lution methods: domain-specific languages and data-mining combined with self-learning.
Figure 1.6 illustrates the structure of this thesis and how the challenges identified above
fall into the structure.
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I have worked extensively with domain-specific languages to address both alarm mon-
itoring and service management. These domain-models enable early validation of alarm
interfaces and service models. I show that domain-models also enable rendering of man-
agement functions like automatic root-cause correlation, service monitoring and activa-
tion. On top of this I use data-mining and self-learning techniques to analyze alarm
characteristics, address alarm prioritization and service status.

In order to validate most of the work I have used real alarm databases from service
providers and alarm and service quality documentation from large device vendors and
organizations.

Alarm Monitoring

Service Management
Monitoring
Activation

Domain Specific 
Languages

Data-Mining
and 

Self-Learning

Problems and
Challenges

-
Surveys

- 
Studies of 

Real-World Data 
and Networks 

Figure 1.6: Research Structure

1.2.1 Domain-Specific Languages

I believe one of the underlying problem factors to be the lack of semantic models for
alarms and services [10]. Equipment providers ship equipment with loosely documented
interfaces, service providers introduce new services without understanding the service
structure and the associated key performance indicators. The situation could be im-
proved if we applied knowledge management to obtain domain-specific models earlier in
the processes. Equipment and system vendors could supply domain-specific service and
alarm models [11] that could be directly used and extended by network operators. This
in contrast to current practice where the solution integrators have to, as an afterthought,
rediscover the service structure and alarm semantics. It is a matter of moving the re-
sponsibility back to the subject matter experts; if you develop a network device you know
the behavior and this should be made available to the users of the device in a model that
can be used by tools.

Figure 1.7 summarizes the core parts of a service and alarm model that is required to
support the basic needs of network management. The service model decomposes a service
type into the supporting service components and underlying devices. This decomposition
is fundamental in order to understand the behavior of the service and to be able to
perform service impact analysis. Key Performance Indicators, KPIs, are calculated in



8 Introduction

Service Type

Service Type 
Component

Alarm Type

Alarm Type

Alarm Type

Alarm Type

Se
rv

ic
e 

D
ec

om
po

si
tio

n
D

ev
ic

e 
C

on
fig

ur
at

io
n

St
at

us
 a

nd
 K

PI
 c

al
cu

la
tio

n

Service Type 
Component

Service Type 
Component

C
au

sa
lit

y

Alarming Resource/Service

Device Type

Alarm ModelsService Models

Tacit Knowledge and Data-Mining
Adjusting and Enriching  the Model

Explicit Knowledge
Authoring the Model

VizualizationAutomation

ConstraintsConstraints

Figure 1.7: Fundamental Models for Network Management

the model by aggregating lower level KPIs to higher levels. The KPI functions use a
combination of values available in the service model and external inputs like alarms and
performance measurements. These kind of calculations are dependent on time aspects,
inputs might arrive late requiring a recalculation of service and SLA state, SLAs typically
refers to states over time intervals. Therefore, service models need to be able to treat
time as an integral part of the model.

While the service status calculation is a function from lower to higher layers in the
model, service activation is a “downwards” calculation: we need to calculate the new
device configuration from a desired service state. It is also fundamental to find the
reverse operation of a service configuration since automatic and manual roll-backs are
critical to any service configuration change in the network.

The alarm model (right part of Figure 1.7) in turn should specify the causal depen-
dencies between the various alarms that are published by a system. In the simplest case,
the casual relationship between symptoms and root causes should be captured. The
models should also capture constraints for alarms and the corresponding parameters and
underlying resources.

The service models should be able to answer questions like:

• What is the structure of the service?

• How can we express service quality as a function of model attributes and external
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inputs?

• How can we manage the time aspects of service states and late arrival of inputs?

• How can we define the service activation function (and its reverse) that results in
the desired device configuration changes?

Alarm models in turn should be able to answers the questions shown below:

• What is the relationship between different alarms?

• Which are the valid parameters and resource types for an alarm?

• What is a valid model and instantiated model? For example, is the alarm interface
consistent with the model constraints? Is an actual transmitted alarm consistent
with what is specified in the model?

It is an overall requirement that the service and alarm models can be used to auto-
matically render management functionality

In a first step, ideally, the domain experts from the network equipment vendors author
the service and alarm models by expressing their explicit knowledge of service structures
and alarm semantics. In later phases, when the models are used in deployments at service
providers, the models can be adjusted and enriched by applying data-mining to capture
tacit knowledge.

To address these needs I have defined two domain-specific languages together with
colleagues from Lule̊a University of Technology; BASS (Paper E) to model the alarms,
and SALmon (Paper F-G) to specify the service model. By using domain-specific lan-
guages we can capture the essence of the models required to manage the network and
the associated services. I show the usefulness of these two approaches. The core thesis is
that a formal model will allow for automatic network management including service state
monitoring and alarm processing like correlation and grouping. Traditional approaches
uses informal models and low-quality documentation and, therefore, operators need to
invest in time-consuming implementation projects or overstaff the network management
center to perform the analysis. In many ways, alarm correlation can be seen as a sign
of an underlying problem in lack of alarm models and alarm quality rather than the
solution.

In order to show the usefulness of the alarm model approach I reengineered existing
vendor alarm documentation into BASS. The static constraint validation found 154 se-
mantic warnings in the alarm documentation containing 231 alarm types. The device
vendor confirmed these semantic warnings by checking the customer trouble-tickets for
the alarm interface. Furthermore I show that the model can be used to render automatic
root cause analysis. For five randomly selected alarm types I could find the root-cause
in 40% of the cases. None of these alarms were correlated in the alarm database from
the service provider. The approach is elaborated in Section 2.1.2.

To test the service monitoring based on SALmon I defined a model for IPTV services
together with colleagues in the EU funded project Magneto, Paper G. This was based on
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a Broadband Forum technical report that outlines a model for Triple Play Services [12].
I show that this model can be expressed in SALmon, and as a consequence of this
we can directly execute the model rather than handing the technical report over to an
implementation project using general purpose languages. For more details on the service-
modeling approach see Section 2.2.1.

During this PhD work, IETF standardized a domain-specific language for network
management called YANG [13]. In order to address the service configuration area it
made sense to pick up YANG for the final part of this work (Paper I). Here I show how a
service activation system can be rendered from device and service models. The activation
system can render data-base schemas and interfaces from the models and removes the
tedious steps for device integration and database mappings. The YANG validation is
described in detail in Section 2.2.4.

A common characteristic of YANG, BASS and SALmon is that they have a well-
defined ASCII representation which means that modern tools for concurrent development
can be used for authoring, and it also enables easy development of tool-chains. Languages
like UML that are defined by graphics often have problems in tool lock-in, distributed
and parallel authoring, and lack good semantic definitions and checks.

While domain-specific languages have many benefits, one challenge is to communicate
the models to stakeholders not trained in the language. Therefore, I implemented and
tested the usefulness of visualized alarm and service models (Paper E and H). So, rather
than following the major trend in the industry that argues that graphical models can act
as full specifications and that actual “code” is just implementation, I take an opposite
view. The domain experts should actually produce validated models in domain-specific
languages and visualization of the models can be automatically rendered.

1.2.2 Data-Mining and Self-Learning

The existence of service and alarm models enables the use of data-mining to further add
value to the models [14]. In the same way as equipment vendors have unused knowledge
in their organization that could be reused by the management solution in the form of
models, the same goes for the network operators. Network administrators take decisions
on alarms, they judge the service quality, and test-probes measure the service quality.
Some of this information is stored in various systems within the management solution
like alarm and trouble-ticketing systems. This is a source of information that can be
analyzed in order to bring value to management information.

I spent numerous hours analyzing the database of real alarms from an operator to
understand the characteristics of alarms and outlining a core alarm model. I realized
that alarm standards and alarm documentation where mixing layers of abstractions and
therefore I looked for a useful alarm taxonomy. It turned out that linguistics and semiotics
could come to rescue. I defined an alarm taxonomy with 4 levels: (1) phenomenon, (2)
syntax and grammar, (3) semantics and (4) pragmatics. It became evident that alarm
standards mostly dealt with the syntax and grammar; which protocol shall we use to
convey the alarm parameters? Little concern is given to define the criteria for alarm
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states, (the phenomenon), and the meaning of the alarms, (semantics and pragmatics).
Section 2.1.1 elaborates on the data-mining findings based on my alarm taxonomy and
this work is presented in Papers C-D. The main findings come as no surprise, which is
by itself a sad fact:

• the majority of the alarms should never have been presented for the network ad-
ministrators.

• the alarm severity levels had no correlation to the real priority as judged by the
network administrators.

The analysis also showed that only a minor part of the alarm types (30%) contributes
to the majority of the trouble-tickets (90%). This is a sign that we can use data-mining
to find candidates for automation.

I also show that data-mining can be used to learn alarm severity levels based on
expert operators assignment of alarm priorities (Paper C). The original severity levels
matched the priority levels set by network administrators in 17% of the cases, whereas
the data-mining and neural network self-learning process assigns the same alarm priority
as a human expert in 50% of all cases. The alarm prioritization solution is described in
Section 2.1.3.

The focus of the service models described in Section 1.2.1 is to define a functional
mapping from lower level indicators to service status. This function is not always easy or
even possible to define. Paper G presents a data-mining and self-learning solution where
we estimate IPTV service status based on training the system with measured network
and service status.

1.3 Contributions

The main contributions of this thesis are:

• I present a definition of “alarm” and the results of a statistical alarm analysis
within an alarm analysis taxonomy (Paper C, D). The statistical analysis shows
fundamental problems of the current alarm situation at operators, such as wrong
severity levels and the majority of the alarms should not have qualified as alarms
in the first case.

• A major concern in network management is the complexity surrounding alarm
interface integration and the low quality of the actual alarms. I designed a domain-
specific language, BASS, that can improve the quality of the alarm interface defini-
tions and enable automatic correlation of alarms. I transformed the alarm documen-
tation from a large equipment vendor into BASS and applied the model to search for
root-cause alarms in a real alarm flow from a mobile network service provider. The
validation of the alarm documentation detected more than 150 semantic warnings
in the alarm interface definition and the alarm-model could automatically find the
root-cause alarms 40% of the cases for 5 randomly selected alarm types. (Paper E)
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• Picking the most important alarms for manual analysis and remedial actions is
critical in the alarm handling process. I show that a data-mining and neural network
self-learning process assigns the same alarm priority as a human expert in 50% of
all cases, compared to 17% for a näıve approach where the original alarm severity
is used as priority level. (Paper C)

• I show that domain-specific models can automate and simplify service monitoring
and activation. For service monitoring, I propose a time-aware functional domain-
specific language, SALmon. To address service activation, I show that a solution
based on the IETF standardized domain-specific language YANG can automate
parts of the solution. (Paper F-I)

1.4 Research Method

The selection of research challenges is based on my work in the industry and the survey
presented in Paper A and Paper B. The survey covers fifteen different service providers,
with a total of over 100 million customers, 15 out of 25 answered and the survey was
directed towards the management roles of the network management systems. The survey
as structured as a mix of open and closed questions.

Based on the survey, I made follow-up interviews with network management orga-
nizations to dig deeper into the underlying problems and possible solutions. This gave
insights into the problems and also the initial thoughts on what was lacking. I picked
a broad scope including alarms and services, monitoring and configuration. A more ob-
vious approach would probably have been to select one of the challenges and dig deep
into that single problem. Mostly since I worked full-time with network management in
the industry in parallel with this work, it was necessary to address vital parts that the
service providers could evaluate and give feed-back on. This would have been harder if I
had picked a more narrow scope.

At this point I started to formulate the main ideas around stricter domain-specific
models for alarms and services. To formulate these solutions it was crucial to work
together with computer science specialists, especially Leijon1, Nordlander 1, Jonsson2

and Wikström3. Also, I contacted operators and vendors to get access to the alarm
databases and vendor documentation in order to base the prototypes and validation
scenarios on real data. See Figure 1.8.

I took the following approach to the alarm monitoring problem:

• Define an alarm taxonomy for studying alarms at different levels of abstractions.

• Use the taxonomy to study real alarms.

• Apply data-mining and self-learning to train the alarm monitoring system.

1Lule̊a University of Technology
2Data Ductus
3Tail-f Systems
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Figure 1.8: Research Method

• Define a core alarm model.

• Based on the alarm core model, define a domain-specific language to define alarm
models.

• Apply the language to real alarm documentation and alarms.

• Validate the thesis: Can we improve the alarm interface quality? Can we render
root-cause analysis?

My approach to the service management problems:

• Can we find a domain-specific language that can define service monitoring and
activation aspects?

• Is it possible to transform existing loose model definitions to a validated model?

• Can we execute the model or do we need a final definition step using traditional
software techniques?

I presented the first papers at conferences to get feed-back on the early ideas and
studied related work in depth. This confirmed my ideas around models and data-mining.
At this point I started to implement the prototypes together with colleagues from the
university and industry. Based on these prototypes I could get feed-back from real
operators or equipment vendors.

The service management work is primarily tested by using qualitative methods in
prototypes and including a prototypes at service providers. The validation primarily
answered questions like:

1. Can we transform the informal models into an executable model ?

2. Does the domain-specific language approach work (in contrast to traditional docu-
ment and graphical models approaches)?

For the alarm models in BASS I could use quantitative validations. It was actually
possible to measure and detect problems in existing documentation and automatically
create correlation rules and measure their effectiveness. This was also true for the self-
learning approach to alarm prioritization, where we could compare the assigned priorities
to the levels assigned by network administrators.
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1.5 Publication Overview

I have chosen to include the most representative subset of my publications as papers A-I
in this thesis. Their relationship to the research structure is shown in Figure 1.9.

Alarm Monitoring

Service Management

Domain Specific 
Languages

Data-Mining
and Learning

Surveys
- 

Studies of 
Real-World Data 

and Networks 

Paper A, B

Paper G

Paper F, G, H, I

Paper D, E

Paper C, D

Figure 1.9: Selected Papers and Relationships to the Research Structure

The list of papers has been reordered into logical ordering rather than chronologi-
cal. Paper A and Paper B describe the problem background and input from network
and service providers. Papers C through I represent solutions in the alarm and service
management themes.

1.5.1 Problem and Challenges

Paper A - Rethinking Network Management Solutions

Authors : Stefan Wallin and Viktor Leijon

Journal : IT Professional, November and December

Year : 2006

This paper is the starting point for my research and this thesis. It summarizes the
problems I have observed, challenges and prioritized areas for improvement, and it is
primarily based on my industrial experience. The basic ideas for service modeling and
self-learning technologies to prioritize alarms were initialized in this paper. Also, I pointed
to the need to find ways for automatic interface integration.
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Paper B - Telecom Network and Service Management:
an Operator Survey

Authors : Stefan Wallin and Viktor Leijon

Conference : 12th IFIP/IEEE International Conference on Management of Multime-
dia and Mobile Networks and Services, “Manweek”.

Year : 2009

If Paper A is subjective, Paper B is quite the opposite. I realized that I needed
more formalized and objective input. Therefore I surveyed 15 providers regarding the
challenges they faced in their daily operations and the most relevant improvements. Their
input formed a foundation for my network management research. The survey pointed in
the directions of alarms, service management, modeling and interface integration.

I did most of the survey work, analysis and writing.

1.5.2 Alarm Monitoring

Paper C - Statistical Analysis and Prioritization of Telecom Alarms using
Neural Networks

Authors : Stefan Wallin, Viktor Leijon, and Leif Landén

Journal : International Journal of Business Intelligence and Data-Mining

Year : 2009

This is the first paper on alarms and the focus is on data-mining and self-learning.
It first provides statistical analysis of alarms and then presents a quantitative charac-
terization of the alarm situation. Using data from the trouble ticketing system as a
reference, I examine the relationship between the original alarm severity and the corre-
sponding priority set by experts in the trouble ticket system. I suggest a self-learning
neural network-based approach for alarm classification. Tests using live data show that
the prototype assigns the same severity as a human expert in 50% of all cases, compared
to 17% for a näıve approach where the original alarm severity is used as priority level.

The idea was mine and I worked with the data-mining part. Landén built the neural
network prototype as his B. Sc. thesis [15] work and Leijon helped with the statistical
evaluation.

Paper D - Chasing a Definition of “Alarm”

Authors : Stefan Wallin

Journal : Journal of Network and Systems Management

Year : 2009
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This paper summarizes my experience around integrating alarm systems for large
mobile service providers. It addresses fundamental problems in how alarm interfaces are
defined and the lack of alarm quality. The argumentation is illustrated with data-mining
analysis of real alarms. Also, I introduce the thinking around a core alarm model and an
alarm taxonomy. The paper also presents further analysis of the characteristics of alarms
using the alarm database. In relation to Paper C it digs deeper into the characteristics of
the alarms. The introduced alarm taxonomy makes the analysis results more structured.
Paper C tried to establish an alarm model based on a state-machine. While studying this
further I turned to a model based on discrete mathematics instead. The state-machine
based model became too complex and inflexible. The work on a alarm model based on
discrete mathematics is made more complete in Paper E.

I did all the work and data-mining analysis. Jörgen Öfjell assisted in building the
data-mining universes.

Paper E - The Semantics of Alarm Definitions: Enabling Automatic Reason-
ing About Alarms

Authors : Stefan Wallin, Viktor Leijon, Johan Nordlander, Nicklas Bystedt

Journal : International Journal of Network Management, To Appear

Year : 2011

Paper D sketched the basis of a core alarm model. This work is formalized in paper
E in that I define the alarm model together with a domain-specific language, BASS.
This allows us to specify both the alarm models and the constraints placed on the alarm
models in a consistent manner. This means that we can verify the consistency of an
alarm interface and automatically generate artifacts such as alarm correlation rules or
alarm documentation based only on the model.

The paper is the result of several brain-storming sessions with Nordlander and Leijon.
I defined the language, the syntactical and semantic checks, and the initial ANTLR
grammar. Bystedt implemented the actual BASS compiler. I evaluated the BASS idea
by formalizing alarm documentation from a large 3G vendor and tested the automatic
reasoning against real alarms from a 3G operator. The validation of the automatic
correlation rules was implemented by Lindberg and Nilsson from Gothenburg University
as their B. Sc. thesis [16].

1.5.3 Service Monitoring

Paper F - SALmon - A Service Modeling Language and Monitoring Engine

Authors : Viktor Leijon, Stefan Wallin, and Johan Ehnmark

Conference : 4th international Symposium on Service-Oriented System Engineering

Year : 2008
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To be able to monitor complex services and examine their properties we need a service
modeling language that can express the services in an efficient manner. In this paper
I propose a novel domain-specific language called SALmon, which allows for efficient
representation of service models, together with a computational engine for evaluation
of service models. This working prototype allows us to perform experiments with full
scale service models, and proves to be a good trade-off between simplicity and expressive
power.

I did the work on SALmon together with Leijon, and Ehnmark implemented the first
version of SALmon as his M. Sc. thesis work [17].

Paper G - Magneto Approach to QoS Monitoring

Authors : Sidath Handurukande, Szymon Fedor, Stefan Wallin and Martin Zach

Conference : IEEE/IFIP Integrated Management, IM 2011

Year : 2011

In this paper, we describe a solution that combines domain-specific models and data-
mining techniques to overcome the complexity and difficulty of service monitoring. The
solution is validated in a running prototype that monitors IPTV services. The prototype
used a running SALmon engine to calculate the service and SLA status directly from he
model. It is important to realize that service and SLA state are two different things. The
service state represents attributes of the service and the corresponding value, like jitter
for a link service. An SLA in turn defines predicates for service states, like maximum
jitter. The model realized the requirements defined in a DSL Forum technical report on
quality of service for triple play services. This showed that a domain-model approach
can capture informal model documentation and be directly executed.

There are certain aspects of service quality that are hard to express as a function
of service parameters. In this paper we show that we can estimate the video service
impairments based on data-mining and self-learning. In the first step we use available
video and network measurements to train the solution. In the running environment we
can then estimate video impairments and feed that to SALmon in order to calculate SLA
status.

This is a joint project together with Ericsson Research Ireland in the EU funded
project Magneto. Ericsson did the work on video data-mining and self-learning while I
did the SALmon model work together with Andreas Jonsson from Data Ductus.

Paper H - UML Visualization of YANG Models

Authors : Stefan Wallin

Conference : IEEE/IFIP Integrated Management, IM 2011, DANMS Workshop.

Year : 2011
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In papers E, F and I, I argue that we need domain-specific models to better define
the management functionality. While domain-languages are good for authoring, there
are challenges in communicating the models within the organization when the audience
is not trained on the domain-specific language. General purpose languages like UML are
easier to use when communicating with a broad audience. Therefore it is important to
be able to transform domain-models into general-purpose models. Paper E showed how
BASS models can be visualized. In Paper H I define a complete YANG to UML mapping
including the implementation of a rendering tool. This enables the benefits of formal
languages for defining interfaces and automatically maintained UML diagrams to involve
domain experts. The UML visualization was used in a real project at a service provider
and the tool is available as open source.

I did all of the work, mapping YANG to UML and the full Python implementation.

Paper I - Service Activation

Paper I: Network Automation using NETCONF and YANG

Authors Stefan Wallin and Claes Wikström

Conference Usenix LISA 2011

Year 2011

Service providers are challenged by new requirements for fast and error-free service
turn-up. Existing approaches to configuration management such as CLI scripting, SNMP,
device-specific adapters, and entrenched commercial tools are an impediment to meeting
these new requirements. Up until recently, there has been no standard way of configuring
network devices other then SNMP and SNMP is not optimal for configuration manage-
ment. The IETF has released NETCONF and YANG which are standards focusing on
Configuration management. In this paper I validate that that NETCONF and YANG
can simplify the configuration management of devices and services and still provide good
performance. The performance tests are run in a cloud managing 2000 devices.

This paper is the result of my work at Tail-f together with Claes Wikström. The
R&D team at Tail-f did all the implementation. This work shows that domain models
can be used to automatically render various artifacts of a network management system
such as northbound and southbound interfaces. It also addresses the challenges around
interface integration as pointed out in Paper A.

1.6 Other Publications

Below follows a list of publications not included in this thesis.
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Multipurpose Models for QoS Monitoring

Authors Stefan Wallin and Viktor Leijon

Conference 21st International Conference on Advanced Information Networking and
Applications Workshops, AINAW’07

Year 2007

This paper describes the background for SALmon. I did most of the writing whereas
my ideas are the joint effort of the authors. A more complete description can be found
in Paper F.

Prioritization of Telecom Alarms using Neural Networks

Authors Stefan Wallin and Leif Landén

Conference 22nd International Conference on Advanced Information Networking and
Applications Workshops

Year 2008

This is the initial work on the statistical analysis of alarms and the neural network
solution for alarm prioritization. The work was extended into the journal version, Pa-
per C.

Service Level Model and Internet Mobility monitor

Authors Christer Åhlund, Stefan Wallin, Karl Andersson and Robert Brännstrom

Journal Telecommunication Systems. Springer

Year 2008

The research group “Mobile Systems” at Lule̊a University in Skellefte̊a led by Christer
Åhlund works on methods for access network selection. This paper shows how SALmon
can be used in that context as the basis of a Policy Based architecture including service
and SLA monitoring.

IPTV service modeling in Magneto networks

Authors Sidath Handurukande, Stefan Wallin, Andreas Jonsson.

Conference IEEE/IFIP Network Operations and Management Symposium Workshops

Year 2010

In this paper we show how a domain-specific model for IPTV can be specified in
SALmon. This work was done in the EU funded project Magneto. A more complete
description of the Magneto solution can be found in Paper G.
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Rethinking Network Management : Models, Data-Mining and
Self-Learning

Authors Stefan Wallin, Christer Åhlund, Johan Nordlander

Conference IEEE/IFIP Network Operations and Management, Dissertation Digest, To
Appear

Year 2012

This is a summary of the thesis presented at the Dissertation Digest Session at the
NOMS 2012 conference.



Chapter 2

Thesis Overview

The three laws of Robotics:

1. A robot may not injure a human being or, through inaction, allow a human being to come
to harm.

2. A robot must obey orders given to it by human beings except where such orders would
conflict with the First Law.

3. A robot must protect its own existence as long as such protection does not conflict with
the First or Second Law.

- Isac Asimov, I Robot

Alarm monitoring and service management are fundamental processes for a network
service provider. Network administrators monitor alarms in order to make sure the
provided services works as expected. They analyze the alarms and take appropriate
actions to minimize the effects and correct the fault. Therefore the alarm quality is vital,
the alarms must be as accurate as possible in order to optimize the alarm monitoring
process.

Service management in turn can be broken down into monitoring and activation.
Service monitoring tools try to measure or estimate the service quality. Alarms are typ-
ically reported at failure, but service monitoring tools should continuously indicate the
delivered and perceived service quality. The service monitoring function is used both for
validating that service level agreements with customers are fulfilled and to guide the net-
work administrators towards a proactive management process. Service activation drives
the service provider business in that this is the function that turns on the services ordered
by a customer. Therefore quick and error-free service activation is critical. Customers
expect to be able to buy and activate their services momentarily.

The above mentioned areas are the target for this thesis. They are broad subjects and
there are enough challenges within these for numerous theses of their own. My approach
for this broad scope is to look for core models that can ease the overall subject, see
Figure 2.1. Therefore I have looked at domain-specific languages in order to simplify and

21
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automate alarm monitoring and service management. Domain-specific models can be
used to capture explicit knowledge from domain experts. The domain-models will enable
early validation of interfaces and enable automatic rendering of network management
functions.

There are many aspects of network management that are hard to capture in explicit
models. An obvious proof for that is the challenges around traditional rule-based alarm
correlation. As Sterrit [18] points out: “correlation approaches based on rule development
struggles with problems like knowledge acquisition bottleneck, maintenance burden, hidden
implicit and tacit knowledge”.

In my work I turned to data-mining in order to capture this kind of tacit knowledge
and information. The data-mining results can then be used in self-learning techniques
to automate the alarm and service management processes.

Alarm Monitoring
Section 2.1 The Chaotic Alarms

Service Management
Section 2.2 The Unmanaged Services

Domain Specific 
Languages

Data-Mining
and 

Self-Learning

Figure 2.1: Research Structure

The section on alarms, Section 2.1, is based on four articles [19, 20, 21, 22] of which
three are included in this thesis as Papers C, D, and E. Section 2.2 on service management
is based on seven articles [23, 24, 25, 26, 27, 28, 29] of which the most relevant ones are
included in this thesis as Papers F-I. A summary of the complete thesis was presented
at the NOMS 2012 Dissertation Digest [30].

2.1 The Chaotic Alarms

Network administrators are flooded with alarms which require action, either to resolve
the problem or to define the alarm as irrelevant. Therefore, the alarm quality is vital.
Despite this, we are still in a situation where we see fundamental problems in alarm
systems with alarm floods, standing alarms, a lack of priorities, and alarm messages
that are hard to understand [3]. The alarm text in Figure 2.2 is a real example from a
Network Operations Center. Imagine being in front of the alarm system and ask yourself
the following questions: —What does it mean? —Do I dare ignore the alarm?—Does it
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Figure 2.2: Example Alarm Text

affect services and customers? — How can the problem be resolved? — Does the alarm
report an alarm raise or alarm clear?

Although the example is an extreme one, many alarms suffer from bad information
quality which makes manual analysis hard. The poor alarm quality combined with the
sheer number of alarms to be managed results in a huge cost for network service providers.
The problem has been around for decades without much improvement. Over the years
we have seen standards and industry organizations chasing the silver bullet protocol [31]
without much attention to defining the meaning of management information.

After considering various attempts to define what an alarm is, I have adopted the
following definition:

Definition 2.1. An alarm is an undesired state in a resource for which an operator
action is required. The operator is alerted in order to prevent or mitigate network and
service outage and degradation.

At the core of this definition is that every alarm needs manual attention and manual
investigation and possible actions. This interpretation is close to the origins of the term
“alarm” which stems from from Old French, a l’arme; “to weapons”, telling armed men
to pick up their weapons and get ready for action. Many alarms do not adhere to this
definition in that they are just status information changes more targeted for logging
systems or do not contain information that supports the analysis. System vendors do
not realize that every alarm is actually an operational cost for the service provider.

In the following sections I will summarize my findings based on data-mining analysis in
Section 2.1.1, domain-specific models for alarms in Section 2.1.2 and finally data-mining
and self-learning in Section 2.1.3 (Figure 2.3).

2.1.1 Alarm Taxonomy and Related Findings

In order to understand the characteristics of alarms I defined an alarm taxonomy partly
borrowed from linguistics and semiotics. The taxonomy is useful for studying alarms,
alarm interfaces and alarm standards.

Phenomenon: the resource state change or event that is interpreted as an alarm.

Syntax and grammar: the protocol and information modeling language to define the
alarm interface.
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Alarm Monitoring

Domain Specific Languages
- Section 2.1.2 (Paper E)

Data-Mining Analysis
- Section 2.1.1 (Papers C-D)
Data-Mining and Self-Learning
- Section 2.1.3 (Paper C)

Figure 2.3: Structure of Alarm Work
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Figure 2.4: Total Number of Alarms

Semantics: what does the alarm say?

Pragmatics: what is the meaning and effect of the alarm when using contextual infor-
mation?

In the rest of this section I will use the above taxonomy to describe my findings and
recommendations.

2.1.1.1 The Alarm Phenomenon

I studied an alarm and trouble-ticket database from a mobile service provider in order
to understand the first level of the taxonomy. The alarm database contains 15 million
alarms over a four-month period (Figure 2.4). We see that we have about 4 million alarm
notifications per month, (90 notifications per minute). The line ‘Alarm’ shows the number
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Figure 2.5: Cumulative distribution of tickets and alarms by alarm type.

of alarms represented in the alarm management system where duplicates and updates
of the same alarm are grouped. ‘Alarms with Ticket’ shows how many of the alarms
that are handled by operators using a trouble-ticket system to control the diagnosis and
resolution process. I also show the number of alarms that are automatically cleared by
the resource. Figure 2.4 clearly illustrates the large amount of alarm notifications that
need to be managed and the over-representation of alarm notifications versus the alarms
that actually needs manual attention.

Another interesting observation is the “rule of vital few”. In total, there are over
3500 different alarm types defined in the sample alarm database, but most of them are
very rare. Given the distribution of tickets and alarms on different alarm types shown in
Figure 2.5, we see that we get 90% of all our trouble-tickets from less than 30 of the most
common alarm types. This indicates that there is a great deal to gain from improving
automation for a few alarm types. On the other end of the scale, the data-mining analysis
showed that 10% of all alarms belong to alarm types that have never given rise to an
actual ticket. This shows that a reduction in alarm volume can be achieved by exploring
filtering on these alarms.

2.1.1.2 The Alarm Syntax

The syntactical level in the alarm taxonomy is the basic level which defines the alarm
interface. Over the years, we have seen Q3/GDMO, TCP protocols with ASCII strings,
CORBA/IDL, SNMP/SMI, and lately SOAP and Web Services. From a technical point
of view, alarm interfaces have not been successful, because integration is still expensive.
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Figure 2.6: Time distribution of state changes

According to the survey presented in Paper B, service providers reported very few positive
experiences with technical standards and the 3GPP alarm interface standard was actually
seen to increase the integration costs.

2.1.1.3 Alarm Semantics

The semantic level deals with understanding the alarm information. An alarm carries a
defined set of parameters according to the grammar but the contents need to be under-
stood to provide meaning to the network administrator. Some challenges that appear at
this level are

• understanding the managed object reference, which actual resource is broken?

• prioritize the alarms based on in many cases incorrect alarm severity levels.

• interpreting the semantics embedded in free text fields.

• analyzing the relationships between alarms.

The life cycle of an alarm can be studied by analyzing the time distribution for the
different state changes. Figure 2.6 shows this for the alarm database, and points to some
alarm behavior worth noting:

1. 20% of the alarms are cleared by the reporting device in less than 5 minutes. It
is questionable if these should qualify as alarms at all, and filtering these out with
reduce the number of alarms.

2. 47% of the alarms are ended by administrators or rules within 5 minutes, and this
is again an indication of alarms that could be filtered out. Most of the alarm types
in this case where automatically ended by automatic rules and should never have
been sent in the first place.



2.1. The Chaotic Alarms 27

Warning  Minor and Major  Critical
Severity

0

20

40

60

80

Pe
rc

en
ta

ge

3G
2G
Total
Recommended
Manual priority in tickets

Figure 2.7: Severity distribution

One large european provider confirmed this in that they applied a global filtering rule
to all alarms with shorter length than 5 minutes. (This was not the same service provider
that provided the alarm database.)

At this level I chose to study the meaning of severity. When the device sends an
alarm, it usually contains a severity field as a guide to the network administrator for
prioritizing the alarm. This severity is defined by the equipment provider. After an
initial manual analysis of the alarm, the network administrator assigns a priority in an
associated trouble ticket. I studied the correlation of alarm severity levels as set by the
equipment, versus associated trouble-ticket priorities. The results shows that there is
very little correlation between these two. This is even more disturbing when realizing
that the original alarm severity is actually used for the initial sorting. On average, critical
alarms, (original severity), were acknowledged 500 times faster than warning alarms.

In Figure 2.7 I show the distribution of the severity levels from the alarm database.
I also include a normalized plot of the distribution of manually assigned priorities in
the associated trouble ticket system. The graph also shows the recommended severity
distribution from Hollifield [32].

If we compare the total alarms with the recommended distribution we see that the
distribution is over-represented for high severities. It is even more interesting to study
the distribution of 2G and 3G alarms. The mature 2G technology is almost aligned with
the recommendation whereas 3G alarms are orthogonal to the recommendation.

At this stage I studied the accompanying alarm documentation from vendors. I
realized that they contained semantic alarm information but that was only available as
text in the alarm documentation and could not be used by the alarm systems. According
to interviews it takes 6-12 months for a newly hired network administrator to start to
work with alarms. This is a knowledge-management problem where the experienced
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administrators are able to match alarm patterns into root-causes and remedial actions.
Part of this information was actually available in the alarm documentation but this
information was not formalized and used by the alarm systems in many cases. Therefore
I started to form the ideas around a domain-specific language for specifying alarm models
(Section 2.1.2.1). Capturing alarm semantics in an alarm model would enable automatic
rendering of alarm handling functions from that model.

2.1.1.4 The Alarm Pragmatics

Finally, at the pragmatic level, we need to understand the impact and context of the
alarm. Network administrators use contextual information such as topology and (in-
formal) service models to understand the alarm pragmatics. Most important of all is
their informal expert knowledge. I see two primary ways to improve the situation at this
level: data-mining with self-learning (Section 2.1.3), and service models (Section 2.2.1).
Data-mining and self-learning techniques can match alarms against how network admin-
istrators have previously treated the same kind of alarms. Service models can bind alarms
to how they effect the provided services.

2.1.2 Addressing Alarm Semantics with a Domain-Specific Lan-
guage

In this section I will define the basic concepts needed to define alarms and alarm types.
These definitions are then used to form the alarm definition language, BASS. I will show
how BASS can be used to improve the quality of existing informal alarm documentation,
how to visualize the alarm model, and how it enables automatic alarm correlation. This
is illustrated in Figure 2.8. The correlation is validated using real alarms from a service
provider.

Equipment Vendor
Alarm 

Documentation
BASS

Quality
Improvements
Visualization

Validated 
Correlation 

Rules

Domain Specific Language
for Alarm Models

Paper E

Figure 2.8: Use of the Domain-Specific Language BASS
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Figure 2.9: The Alarm Chain

The alarm chain connects the managed system (the device) with the management
system and is illustrated in Figure 2.9. A managed system is modeled by its resources
and their associated attributes. As an example of a managed system, a base station
may have a resource called cell, which has attributes reflecting the number of dropped
calls and the operational state. Too many dropped calls or a disabled operational state
may correspond to alarm states, arrow 1 in Figure 2.9. Managed systems also publish
alarm interfaces, represented by arrow 2. These are either embedded in the resource
model or specified in dedicated alarm interfaces. Alarm interfaces define the alarm no-
tifications with associated parameters, typically with a focus on defining the messages
carrying alarm state change information rather than describing the alarms and alarm
types themselves. Management systems interpret these alarm notifications and estimate
the original alarm states and the health of the corresponding resources (arrows 3 and 4
in Figure 2.9).

During their life cycle resources may enter undesirable states such as ’too many
dropped calls’ or ’disabled’, we refer to such undesirable states as alarms. Note the
emphasis on undesirable; a state change of its own, or an unusual state does not auto-
matically turn the state change into an alarm. An alarm must represent a state which is
undesirable from the service provider perspective.

We need to distinguish different types of alarms. An alarm type is a tag that assigns
a name to a specific resource state. It has the following properties:

1. The alarm type is associated with a predicate on the resource states, which deter-
mines when an alarm should become active (arrow 1 in Figure 2.9). A “disk full”
alarm type may be defined by the predicate diskutilization > 80%.

2. Alarm notifications (arrow 2) carry the alarm type as one of its primary param-
eters to identify the alarm. All major alarm standards have a parameter for this
purpose [21].

3. When a management system receives an alarm notification (arrow 3) it uses the
alarm type to match the notification against its list of alarms to either find a
matching alarm or create a new one.
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4. The alarm type can be used to estimate the resource state (arrow 4). For example,
on reception of a disk full alarm we can conclude that the disk utilization is higher
than 80%.

Many alarm standards refer to an alarm type without giving it a precise defini-
tion. These standards only give the tags of alarm types, for instance lANError and
softwareError, without further definitions. These tags can sometimes be understood
by humans but not by automatic systems. Another problem in this flat naming approach
is that there is no way to subtype existing alarm types. The only way of extending an
alarm type is by adding a completely new alarm type, which creates unnecessary com-
plexity in the management system.

In order to overcome the problems in the current use of alarm types, I propose the
following definition:

Definition 2.2 (Alarm type). An alarm type T identifies a unique alarm state for a
resource. It corresponds to a list of predicates P on the resource attributes, each with
an associated severity S.

T = (T, (P, S))

(Overstrike implies a list in all my definitions). Alarm types are defined as specializa-
tions of previously defined alarm types by using a hierarchical naming scheme with dotted
names. T corresponds to the alarm type name. The first level of alarm types includes the
X.733 event types (Communications, QualityOfService, ProcessingError, Equipment,

Environmental), on the second level we have all the standardized probable cause values.
As an example, a power problem would have the alarm type Equipment.powerProblem
and an UPS vendor could extend this to the alarm type Equipment.powerProblem.UPSProblem.
The severity S corresponds to the severity levels defined by X.733 and should guide the
administrator in prioritizing the alarm.

Using the alarm type definition we can now give a definition of what we consider an
alarm to be:

Definition 2.3 (Alarm). An alarm A signifies an undesirable state in a resource R,
corresponding to an alarm type T and associated state changes C, for which an operator
action is required to prevent or mitigate service degradation.

A = (R, T, C)

where

C = (t, S, I)

The state changes C contains a timestamp t, a severity S, and auxiliary information I.

Every alarm state change carries a severity S which according to Definition 2.2 gives
the corresponding predicate. Assume an alarm type has two predicates; one for alarm
raise and another for alarm clear. A resource reports an alarm with severity major at
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time t1 and a clear at time t2 and then a major alarm again at t3. The list of state
changes for the specific alarm type and resource will then look like:

[(t1, major, text), (t2, clear, text), (t3, major, text)]

Note that my definition of the term “alarm” has evolved during my work, (Paper D
and E).

2.1.2.1 The Alarm Type Language : BASS

To formalize the alarm type specification process I have designed a domain-specific lan-
guage called BASS. It is used to create alarm models independently of the underlying
alarm protocol, it can be used to describe the semantics of alarms regardless of the
alarm notification mechanism (e.g SNMP or the 3GPP Alarm IRP). This section gives a
brief introduction to the language. The language is centered around defining the alarm
types (Definition 2.2).

The language supports two kind of constraints: information and semantic constraints.
Information constraints are relations that give information about alarms, they help us
perform tasks such as grouping, correlating or filtering by allowing us to use the infor-
mation gained from the relations. For example stating that one alarm type is the cause
of another. We identify root cause alarms as faults, and the consequent alarms as errors.
Semantic constraints exist on the meta level and are used to verify that the model is
correct. This could for example state for which resource types an alarm type is valid.

Listing 2.1 shows how to define alarm types in BASS. In this example I map the
X.733 event type, probable cause and specific problem parameters into an hierarchical
alarm type identifier equipmentAlarm.replaceableUnitProblem.switchCoreFault. Reason-
ing about alarms using a hierarchy rather than the historical tuple matching approach
from X.733 will give us several benefits later when we want to perform semantic checks
on the alarm model. We also show an example of a semantic constraint (Line 2-3) in
that equipmentAlarm can only be used for subclasses to equipment. The concrete alarm
type in Line 12 is a subtype to equipmentAlarm and therefore the resource plugInUnit
must be a subclass of equipment (Line 10).

Listing 2.2 shows how to define causality in BASS. If we loose switch redundancy
this might be a result of a switch core fault. As stated previously I classify root cause
alarm types as faults (Line 2) and resulting alarms as errors (Line 9). Error alarms
can list different kinds of root causes as shown in Line 17-20. This is an example of an
information constraint in that alarm systems can use this information to group related
alarms. Listing 2.2 also show how to define predicates and severity levels.

Finally, let us show how we can define semantic constraints relating to causality. In
order to validate cause-statements, abstract alarm types can list the valid top-level, see
for instance Table 2.1 for my interpretation of current best practice. Listing 2.3 gives an
example of how this is expressed in BASS. This states for example that a communications
alarm can not cause an equipment alarm. But as shown in Table 2.2, warning type 5,
the validation of an existing alarm interface found these kind of semantic warnings.
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Listing 2.1: BASS Alarm Type Definitions

1 // X.733 Event Type
abstract alarm equipmentAlarm {

3 resource equipment ;
}

5
// X.733 Probab le Cause

7 abstract alarm equipmentAlarm . rep laceableUnitProblem {}

9 abstract resource equipment {}
resource equipment . p lug inUnit {}

11
alarm equipmentAlarm . rep laceableUnitProblem . switchCoreFault {

13 resource = plugInUnit ; // S u b c l a s s o f equipment .
. . .

Listing 2.2: Sample Fault and Error Definition

1 alarm equipmentalarm . rep laceableUnitProblem . switchCoreFault {
kind = fault ;

3 resource = plugInUnit ;
minor = plugInUnit . switchModule == d i sab l ed ;

5 clear = plugInUnit . switchModule == enabled ;
}

7
alarm qual i tyOfServ iceAlarm . lostRedundancy . lossOfSwitchRedundancy {

9 kind = error ;
resource = SwitchModule ;

11 minor = ( ava i l ab i l i t yS ta tu sSw i t chP laneB == FAILED
&& act iveSwitchPlane == A) | |

13 ( ava i l ab i l i t yS ta tu sSw i t chP laneA == FAILED
&& act iveSwitchPlane == B) ;

15 clear = . . .

17 cause [ Switch Core Fault ] =
equipmentalarm . rep laceableUnitProblem . switchCoreFault ;

19 cause [ Switch Port Fault ] =
equipmentalarm . rep laceableUnitProblem . switchPortFault ;

21 }
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Fault Alarm Type Permissible Error Alarm Types
communicationsAlarm communicationsAlarm, qualityOfServiceAlarm
qualityOfServiceAlarm qualityOfServiceAlarm
processingErrorAlarm processingErrorAlarm, communicationsAlarm,

qualityOfServiceAlarm
equipmentAlarm equipmentAlarm, communicationsAlarm
environmentalAlarm environmentalAlarm

Table 2.1: Permissible Fault-Error Alarm Types

Listing 2.3: May cause definition
abstract alarm equipmentAlarm {

// X.733 event type
resource equipment ;
maycause = equipmentAlarm , communicationsAlarm , qua l i tyOfServ iceAlarm ;

}

One goal of the BASS compiler is to ensure the correctness of alarm models and
give semantic feed-back based on analysis of the models. The BASS compiler can also
generate various outputs, most importantly it generates a Python library so that custom
output modules can be easily written for agents or managers.

2.1.2.2 Validation of BASS

I transformed alarm documentation from a large equipment vendor into BASS specifica-
tions and were able to transform all informal documentation into BASS. In the process
I was able to use the BASS compiler to improve on the quality of the specification in
several ways:

1. Exact specification of the causality relations (relations and alarm type names). In
many of the original documents this was only hinted at without giving the exact
alarm types. Furthermore, the alarm documentation was in many cases missing
the topology information needed to properly determine the cause.

2. Inconsistencies in the documentation were found. For example, the causality re-
lation was sometimes given both in the error and fault documentation, but in
incomplete, inconsistent or erroneous ways.

3. Vague predicate definitions. The criteria for alarm raise and clear were not clearly
defined.

4. Individual designers designed alarm types in isolation. The process of converting
them to a consistent BASS model made the alarm design visible, this was especially
true for the generated causality graphs and UML alarm type diagrams.
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Alarm Input Files BASS Warnings
Alarm file Faults Errors Abstract

alarms
(1) (2) (3) (4) (5)

x733 0 0 60 0 0 0 0 0
m3100 0 0 118 0 2 0 0 0

prob-cause 0 0 6 0 10 0 0 0
switch 7 12 0 17 0 68 9 0
synch 9 3 0 2 0 2 34 29
other 11 5 6 0 0 0 0 0
Total 27 20 184 19 12 70 43 29

(1) Inconsistent resource and alarm type, (2) Probable cause with different event types, (3) Re-
dundant alarms, (4) Inconsistent severity propagation, (5) Inconsistent alarm type propagation

Table 2.2: BASS Validation of Alarm Model

5. The X.733 and M.3100 mappings of the alarms were incorrect. For example, the
same probable cause was used with different event types and the event type and
resource type combinations were in many cases inconsistent.

Some statistics from the BASS compilation of the model is shown in Table 2.2, the
table does not show any syntactic errors, only problems with the structure and semantics
of the alarm model. I grouped alarm type definitions that belong together in different
files (Alarm Input Files). Note that we found more than 150 semantic errors in a reviewed
and approved alarm model.

For the switch alarms I reduced the number of error alarm types from twelve to three
while retaining the same semantics, but with improved severity information. The BASS
warnings about redundant alarms lead to the merging of several different alarm types
into a single alarm type, but with different severity levels. When studying the suggested
management alarm model I realized that this would also increase the usability of the
alarm notifications since an operator will be able to aggregate the different state changes
for the same alarm rather than having to manually correlate two different alarms.

To examine the possibility of generating automated root case correlation rules I trans-
lated the alarm interface documentation for a 3GPP Alarm IRP provided by an equip-
ment vendor into a BASS model with about 300 alarm types [16].

Since the alarm model contains causality definitions it can serve as the input to a
correlation engine. To evaluate this possibility I used a historical database from a large
service provider containing over 3 million alarms from more than 3,000 distinct alarm
types from several vendors.

I matched the database against the BASS model, which gave a subset of 245,759
alarms with 71 different alarm types. Finally, I expanded the BASS specifications for 5
randomly selected alarm types to enable generation of correlation rules.

I worked with Lindberg and Nilsson ([16]) to generate root-cause analysis queries
from the BASS models. These queries were then run against the alarm database. The
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Alarm Type Count Causes Root Cause 60min Root Cause 6 min
1 610 3 2% 2%
2 19 5 5% 5%
3 16 5 81% 81%
4 11408 19 65% 62%
5 7150 19 10% 7%

Total 19203 — 42% 40%

Table 2.3: Automatic Root Cause Correlation

results are presented in Table 2.3, the Causes column shows the number of alarm types
identified as cause candidates in the BASS model. We looked for root-cause alarms within
a window of either 6 or 60 minutes.

This shows that current informal documentation is an unused asset, by applying a
domain-specific language to the alarm interface documentation we can enable automation
of the alarm processes.

2.1.3 Addressing Alarm Pragmatics With Data-Mining and Neu-
ral Networks

This part of my work focuses on assigning relevant priorities to alarms at the time of
reception by using neural networks. I let the neural network learn from the experienced
network administrators rather than building complex correlation rules and service models.
As stated by Pernido et al. [33]:

Experienced decision makers do not rely on formal models of decision making,
but rather on their previous experience. They use their expertise to adapt
solutions to problems to the current situation.

After comparing different neural network configurations the tests showed that a 4
layer network worked best. To validate this approach I used a database with 85814
trouble-tickets associated with 260973 alarms. 10% of this was used as training data
and 90% as test data. Based on discussions with network administrators I could select
the most relevant alarm attributes and feed that to the training process along with the
manually assigned priority. After the training process I tested the remaining 90% of the
alarms and matched the priority set by the neural network with the original severity
from the device and the manually assigned priority in the trouble-ticket. The prototype
assigns the same severity as a human expert in 50% of all cases, compared to 17% for
the severity supplied in the original alarm.

I worked with Leijon on the statistical validation of the neural network and the results
are given below. For all the confidence intervals below we have used a standard t-test.
We compared four competing approaches:

1. The neural network approach.
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Table 2.4: Average error and variants for the methods.

Method Average Error Error variance Confidence interval Difference from A
1 0.8001 1.3450 [0.7938 . . . 0.8064] -
2 1.9054 0.9463 [1.8979 . . . 1.9129] [1.0973 .. 1.1132]
3 1.1922 0.4063 [1.1881 . . . 1.1963] [0.3973 .. 0.3869]
4 1.6161 1.4241 [1.6080 . . . 1.6234] [0.8235 .. 0.8084]
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Figure 2.10: Distribution of errors (%)

2. The trivial severity approach, simply scaling the severity into the priority.

3. Always selecting the statically optimal priority optimizing for “least average error”,
computed from the reference. The statically optimal choice turned out to be 3.

4. Selecting the priority at random for each alarm, but using the same distribution of
priorities as the reference.

The average errors and variances for the methods, together with the 99% confidence
interval on their mean errors are given in Table 2.4.

The relative frequency of the errors is plotted in Figure 2.10. A negative error errs on
the side of caution, judging an alarm to be more serious than it actually is. A positive
error on the other hand is an underestimation of the importance of the alarm. For the
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purpose of this study we consider both types of error to be equally bad. We can see that
while the neural network is the only method centered around zero, the others generally
overestimate the seriousness of the alarms slightly.

Having seen what appears to be a distinctive advantage for the neural networks, we
apply t-tests to try to determine how the effect of the other methods compares to A. We
did this by comparing the error pairwise for each alarm in the test set and computing
the 99% confidence intervals. The results are presented in the final column of Table C.4.

It is spectacular how well the “always pick priority 3”-method does. This is because
it guesses in the middle, so it is often wrong, but usually just a single step. This rule is,
of course, worthless from a prioritization point of view.

The comparisons are all to the advantage of the neural network. It has a statistically
secure advantage over the other methods. This suggests a distinct advantage of using
neural networks for alarm prioritization. This becomes an even stronger conclusion when
one considers the distribution of errors in Figure 2.10.

This solution has several additional benefits:

• Priorities are available immediately as the alarms arrive.

• Captures network administrators’ knowledge without disturbing their regular du-
ties.

2.2 The Unmanaged Services

In this section I summarize my work on service monitoring and activation, see Figure 2.11.

Service Management

Domain Specific Languages
- Section 2.2.1 (Papers F-G) Monitoring
- Section 2.2.3 (Paper H) Activation

Data-Mining and Self-Learning
- Section 2.2.2 (Paper G) Service Status

Figure 2.11: Solutions for Service Management

Managing complex services requires a service modeling language that can express
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the service models in an efficient way. I have used two languages during this work;
SALmon (Paper F) and YANG [13], Figure 2.12. I designed SALmon together with

Broadband 
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Service Models
YANG

QoS and SLA
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SALmon

Visualization

Domain Specific Language
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Integration
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Figure 2.12: SALmon and YANG use in this Theses

Leijon, our focus was on expressing the services status as a function of service and device
attributes and time-awareness of the calculations. In order to study service configuration
I used the newly released IETF standard YANG. YANG focuses on the structural part
and validation of correct configurations whereas SALmon focuses on time-awareness and
explicitly specifying service status calculation. The reason for these two languages in
my thesis is simply because YANG was not available when I started my work. The
time-awareness and functional part of SALmon can in theory be expressed as a YANG
extension as pointed out in the future work section.

Paper F describes the SALmon language and Paper G validates the use of SALmon
in capturing a service-model for IPTV and the run-time engine for calculating SLAs.
Paper H validates a service activation solution based on YANG. Finally I show a visu-
alization approach for service models in Paper I. This work was done in a real project
for a broadband service provider with the need to formalize internal service catalogue
documentation. We used YANG successfully in this project.

Service monitoring and service activation are in many ways complementary. Service
status can be calculated as a function of service component and device attributes. Service
activation implies a calculation from desired service state to new service component and
device configurations. Figure 2.13 illustrates the context of the two languages in this
thesis.
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Figure 2.13: The two DSL for Service Management

2.2.1 Addressing Service Monitoring with SALmon

SALmon (Papers F-G) is a tailor-made language for expressing service models. SALmon
combines object-oriented structuring for service model decomposition and functional ex-
pressions for status calculations. Due to the nature of service modeling, the programming
language must have the capability to treat time as part of the normal syntax: all variables
are seen as arrays indexed by a time stamp. It is possible to use the time-index syntax
to retrospectively change the value of variables. This is important in many scenarios, for
example late arrival of probe data. This, for example, enables SALmon to recalculate
SLA status whenever KPIs are reported.

The evaluation of attributes is performed by time-indexing. Time indexes are re-
stricted to constants or constant functions of the NOW parameter such as

system.status@(NOW-1h)

The expression can be used both as right-hand value and left-hand value, the latter
to change a value retrospectively. Intervals of a time-variable can also be retrieved by
specifying a time range as in the following example:

dailyStatus = worstOf system.status@(NOW, NOW-1day)

The language has two fundamental layers: the Definition Layer and the Instantiation
Layer. The definition layer defines the classes and calculations in the model. Core con-
cepts that we want to represent as classes are Services, Service Levels and Service Level
Agreements. Classes have inputs, anchors, attributes and properties. Inputs represent
external sources to the models like alarms, trouble-tickets and performance probes. An-
chors are references to other instances in the models. Attributes represent the values we
want to calculate and properties represents values bound at instantiation. The instan-
tiation layer creates instances of the service classes, assigns properties and establishes
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connections between instances through anchors.
The best way to understand SALmon is probably by looking at an example. In

order to validate SALmon we built a prototype that calculated the quality of an IPTV
stream and the status of associated service level agreements. The prototype was jointly
developed together with Jonsson and members of the EU funded Magneto project [34].
The first step was to study a technical report from DSL Forum on triple-play services
quality [12]. This is an excellent document that describes an “informal service model”.
The first step in the validation was to make sure that I could capture the report in a
domain-model. This turned out well. Figure 2.14 illustrates the classes in the resulting
IPTV model.

The three main layers in the model are:

1. Service Layer : the layer exposed to the user, where Quality of Service (QoS) is
measured.

2. Application Layer : in this layer we represent RTSP (Realtime Streaming Proto-
col [35]) errors and status.

3. Transport Layer: where network impairments such as loss, delay, and jitter may
occur.

We have two major classes in the Service Layer: IPTVUserService and IPTVProviderService.
The IPTVUserService represents the status and QoS for an individual end-user and
the IPTVProviderService aggregates user services into an overall IPTV service qual-
ity from a virtual provider perspective. The IPTVUserService depends on the appli-
cation and transport components: RTSPSession, (Realtime Streaming Protocol), and
IPConnectivity. Service levels verify that each service performs within configured
thresholds. Note that we model a service level for each layer. SLAs finally represent
the agreement regarding provided service levels between the provider and the user.

Listing 2.4 shows fragments of the IPConnectivity, and IPServiceLevel classes.
The IPConnectivity class represents a transport layer link, which is fairly straightfor-
ward from a model point of view, it has a set of inputs representing lower level KPIs
from probes.

We then define an abstract ServiceLevel class which enforces subclasses to im-
plement jeopardized and violated statuses. The Service Level class also defines an
expression that refers to the current measurement interval:

I = (NOW, NOW-time interval)

This is a first illustration of SALmon’s time-awareness and its usefulness in the context
of service monitoring. NOW is a keyword referring to the current time. I becomes a time
interval from the time of evaluation back to the corresponding time interval. So as-
sume the time interval is set to 1h and we evaluate an expression at 12.00, I would
refer to the interval [12.00, 11.00]. The time interval property is defined when the
Service Level is instantiated and should correspond to the SLA measurement period, for
example be hourly or daily. In Listing 2.4 we also show the Service Level for an IP Link,
IPServiceLevel. The anchor ip connection refers to the IP Link that is “monitored”
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Figure 2.14: Service Model

Listing 2.4: IP Connectivity

class IPConnect iv i ty
2input j i t t e r , p a c k e t l o s s e s , packets , delay , datarate

4class Se rv i c eLeve l
v i o l a t e d = f a l s e , j e opa rd i z ed = f a l s e

6property j e o p a r d i z e d t h = 0 . 8 , t i m e i n t e r v a l
I = (NOW, NOW−t i m e i n t e r v a l )

8

class IPServ i c eLeve l inherits Se rv i c eLeve l
10anchor i p c on ne c t i on

property max j i t t e r , max lo s s ra te , max delay , min datarate
12l o s s e s = ip c on ne c t i on . l o s s e s

packets = i p c on ne c t i on . packets
14// Lambda e x p r e s s i o n f o r c a l c u l a t i n g l o s s r a t e in the s , e i n t e r v a l

l o s s r a t e = ( s , e ) −> ( losses@e−l o s s e s@s ) / ( packets@e−packets@s )
16v i o l a t e d = (max j i t t e r @ I ) > m a x j i t t e r or

( l o s s r a t e I ) > max lo s s r a t e or
18(max delay@I ) > max delay

j eopa rd i z ed = (max j i t t e r @ I ) > m a x j i t t e r ∗ j e o p a r d i z e d t h or . . .

by this Service Level. The properties max jitter etc, represents “promises” that shall
be monitored according to the SLA. The violated and jeopardized statuses verify if
jitter, loss-rate or delay has exceeded the thresholds within the time interval.
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Listing 2.5: User IPTV Service

1class IPTVUserService
anchor s e rver , c l i e n t

3channe l change t ime = s e r v e r . r e sponse t ime +
c l i e n t . j i t t e r b u f f e r d e l a y +

5c l i e n t . r t s p s e s s i o n . l a t ency + c l i e n t . decoder de lay
s ta r tup t ime = c l i e n t . s ta r tup t ime + channe l change t ime

7

class IPTVUserServiceLevel inherits Se rv i c eLeve l
9anchor i p t v s e r v i c e

property max channel change time , max startup t ime
11channe l change t ime = max i p t v s e r v i c e . channel change t ime@I

s ta r tup t ime = max i p t v s e r v i c e . s tartup t ime@I
13c o n t r o l v i o l a t e d = channe l change t ime > max channel change t ime

or s ta r tup t ime > max startup t ime
15v i o l a t e d = c o n t r o l v i o l a t e d or a v a i l a b i l i t y v i o l a t e d

j eopa rd i z ed = c o n t r o l j e o p a r d i z e d or a v a i l a b i l i t y j e o p a r d i z e d

Listing 2.6: Service Level Template

def IPTVServiceLevel = IPTVUserServiceLevel (
max channel change t ime => 2s ,
max startup t ime => 10 s ,
m i n a v a i l a b i l i t y => 0 .9994 ,
max video qua l i ty impairment => 5 ,
t i m e i n t e r v a l => 24h)

We show the IPTVUserService in Listing 2.5. The user IPTV class calculates various
KPIs based on attributes from the anchored video clients and servers. The expressions for
channel change time and startup-time are shown in Line 11-12. The service level can then
express thresholds on the KPIs for the different layers as shown in Listing 2.5 Line 13-14.
Note that the service level defines an overall violated attribute in Line 15 to check the
overall status for the end user service.

With this general definition of a IPTV Service Level we can create templates for
different service levels where we assign values to the properties (thresholds). Listing 2.6
shows a service level for IPTV based on the requirements defined by DSL Forum [12]. The
service level is measured daily by setting time interval to 24h and the other properties
defines the thresholds, for example it shall take maximum 2 seconds to change channel.

We have implemented the SALmon language runtime and interpreter using the JavaTM

J2SE Framework [36], the ANTLR parser generator [37] and the Berkeley DB [38]. It
supports a socket and a SOAP API to query and instantiate the model.
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2.2.2 Validation of SALmon

In order to test the SALmon approach we (Jonson and members of the Magneto project [34])
built a prototype according to Figure 2.15. (The prototype also contains the implemen-
tation of the section on data-mining and self-learning described in Section 2.2.3). We
simulated the network and network QoS variations using netem [39].

Laptop with VLC
and 

Video QoS Collecting module

Network QoS
Collecting Module

Home
Gateway

Server with several 
interfaces
and Netem

RTSP Streaming
Server

Switch

SALmon Engine
IPTV Model MySQL and 

RapidMiner

Simulated
Network

Figure 2.15: Service Monitoring Prototype

The SALmon work contained three primary steps:

1. Describe the model by transforming informal documentation to SALmon as de-
scribed in Section 2.2.1.

2. Feed inputs to SALmon engine. The home gateways reported network layer mea-
surements to the SALmon engine over SOAP.

3. Run and monitor service level agreements.

It is worthwhile to notice how well the three steps above are kept together. The
original specification is expressed in SALmon, therefore making it easy to see that the
implementation fulfills the original specification. At run-time the SALmon engine calcu-
lates the service and SLA status in accordance to inputs and status calculations.

SALmon is different from many of the upcoming products targeting the problem
domain in that the model can be directly executed. There is no additional layer where
the functional behavior needs to be expressed separately. Also, the tedious mapping to
persistent storage is removed. I believe that a small and efficient domain-specific language
could be successful. With a dedicated language the modeler can precisely express what
is needed and update the models with short turn-around. While graphical approaches
may seem attractive at the outset, they often face obstacles when faced with the full
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complexity of the operator’s reality. This approach also eases the transition from current
monitoring solutions where most of the integration is performed by using modern, regular,
languages like Python. A SALmon-based approach will attract skilled integrators and
give them a tool where they can rapidly change and develop models.

2.2.3 Data-Mining and Self-Learning techniques
to estimate Service Quality

Domain-models are good tools to capture explicit knowledge. The functional part of
SALmon can be used to express service quality expressions using lower level attributes
and inputs as parameters. This functional approach is not always feasible, it may be too
challenging to define the mapping function. I worked with Ericsson Research in the EU
funded Magneto project to feed the SALmon engine with service status calculated based
on data-mining and self-learning, see Paper G. The actual work around data-mining
and self-learning was performed by Ericsson Ireland1 but I include an overview here to
complete the picture. The solution was based on the Support Vector Regression [40]
algorithm.

We wanted to estimate video choppiness based on network layer characteristics:
packet loss, packet mean jitter, packet max jitter and packet max delta. Defining a
functional mapping from network impairments to video quality of experience is challeng-
ing [41] so we chose to address this with data-mining. The prototype design is shown
in Figure 2.15. Our initial experiments showed that packet loss and mean jitter has the
highest impact on choppiness. We collected network characteristics and video choppiness
measurements of an IPTV session lasting for 45 minutes for the learning phase. For the
testing phase we monitored network characteristics during 1 hour of IPTV streaming.
The evolution of measured packet loss ratio and choppiness values during the played
IPTV stream is depicted in Figure 2.16. We can see that predicted choppiness matches
the measured choppiness values.

2.2.4 Addressing Service Configuration using
YANG and NETCONF

During my work with SALmon it became obvious that a key characteristic of a useful
service management solution is that the service and device models are expressed in
the same language and kept together. This might seem obvious but it is not current
practice. Service models are typically expressed in object-oriented models and mapped
to SQL databases. The device models in turn are managed as various adapter solutions
towards SNMP or CLI commands. SALmon collapsed all this into one domain. With
SALmon I looked at a functional approach to calculate service status from lower layers in
the model. When turning to service configuration, things are turned up-side-down: it is
a transformation from higher level models to lower levels and it is not state-free; service
configurations can result in almost any changes in the network.

1Sidath Handurukande and Szymon Fedor
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Figure 2.16: Measured packet loss ratio and measured choppiness (QoS-C) versus predicted
choppiness.

During my thesis work, IETF standardized YANG [13] as a data-modeling language
for devices. YANG is tree-structured and focuses on describing configuration data. My
idea at this point is to reuse YANG to describe not only devices but also services. In
this way we could gain the same benefits as illustrated with SALmon, one language to
describe both the device and service parts. Current practice of UML models and SQL
representation for the service models creates a big gap how to map the desired service
configuration to device configurations. A YANG to YANG mapping would reduce that
problem. I studied YANG as a service modeling language using a YANG and NETCONF
based management system, Tail-f NCS (Paper H).

In order to validate this idea I looked at a service model from Metro Ethernet Forum,
MEF, to define Carrier Ethernet Services [42]. Carrier Ethernet Services basically pro-
vides ethernet connections across providers. The basic concepts are shown in Figure 2.17.

An ethernet connection is called Ethernet Virtual Connection, EVC. It connects log-
ical end-points on the switches called User Network Interfaces, UNIs. Whenever a EVC
is established the UNI needs to be updated with configuration parameters matching the
EVC. This corresponds to creating a flow-point attached to the EVC.

The service model for EVCs are specified as UML diagrams in a technical specification
from MEF [42]. I converted this to YANG, a fraction of the model is shown in Listing 2.7.

The basic structure of a YANG module is defined by containers, lists and leafs.
A container defines a node in the tree, like a directory. Lists defines a part of the tree
that may exist in multiple instances, for example a list of interfaces. Leafs correspond
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Ethernet Virtual Connection, EVC

User Network Interface, UNI

Ethernet
Switch

Ethernet
Switch

Figure 2.17: Carrier Ethernet Concepts

to individual attributes of a container or list. In Listing 2.7 we see the following parts of
the model:

• We have a list of EVCs, indexed by their name (Line 1-6).

• Every EVC is of a specific type (Line 8-15).

• The model puts constraints on valid configuration data, must statements. Line
19-20 states that a point-to-point EVC can only have two UNIs.

• The EVC end-points refer to the corresponding UNIs on the device (Line 22-25).
YANG must statements are actually XPATH 1.0 expressions and embedded in
quotes.

• Line 29 states that the resulting flow-point is config false, this means that it
is not passed as configuration data, rather it is returned as read-only operational
data as a result of the EVC configuration.

In the SALmon approach I expressed the complete model in one language including
the functional status calculation. YANG does not cover functional or imperative expres-
sions but is strong in expressing model constraints. YANG was never intended to express
the functional parts of the model. Since I introduce a two layered YANG model; service
and device, we need to define the mapping between the layers. How does a service con-
figuration change correspond to a device configuration change ? At this point I worked
with Tail-f to define a Java mapping layer to solve this problem.

This lead to a two-layered mapping solution:

1. Constraint Layer : YANG expressions to constrain the service and device configu-
ration.

2. Configuration Mapping Layer : a Java based mapping layer that calculates the
device changes based on a service model change.
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Listing 2.7: YANG EVC Model
l i s t evc {

2 key ”evc−id ” ;

4 l ea f evc−id {
type s t r i n g ;

6 }

8 l ea f evc−type {
mandatory t rue ;

10 type enumeration {
enum ” mult ipo int−to−mult ipo int ” ;

12 enum ” point−to−po int ” ;
enum ” rooted−mult ipo int ” ;

14 }
}

16

container endpoints {
18 l i s t te rminat ing {

must ” ( . . / evc−type = ’ point−to−point ’ ) and \
20 ( count . ) = 2 or ( . . / evc−type != ’ point−to−point ’ ) ” ;

. . .
22 l ea f uni {

type l e a f r e f {
24 path ”/ ncs : ncs / ncs : managed−dev i c e / ncs : c o n f i g \

/mef−ne : uni /mef−ne : uni− i d e n t i f i e r ” ;
26 }

}
28 l ea f f low−po int {

config f a l s e ;
30 type l e a f r e f {

path ”/ ncs : ncs / ncs : managed−dev i c e / ncs : c o n f i g / \
32 mef−ne : uni /mef−ne : f low−po int /mef−ne : id ” ;

}
34 . . .

Let us first look how we can use constraints. Constraints can ensure that the service
model is consistent including any references to the device model, for example the reference
to the UNI in Line 24-25 in 2.7. We do this at compile time by checking the YANG service
model references to the device model elements. At run-time, the service model constraints
can validate elements in the device-model including referential integrity of any references.
Another constraint example was shown inin Line 19-20 in 2.7. It validates that the type
of EVC is consistent with the number if UNIs.

At the configuration mapping layer a “traditional” imperative approach in Java is
used. This since a service configuration can have effects anywhere in the network. We
simplified this layer as much as possible by providing a lazy-evaluated DOM-tree rep-
resenting the hierarchical YANG model. This means that developers manipulate data-
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structures that correspond to the domain-model. Software developers are trained on
manipulating data-structures rather than working with network management protocols.

Validation of the approach was performed by a large equipment vendor in building a
carrier ethernet service activation solution for Juniper and Cisco routers. The amount
of code for the complete solution was less than 400 LOC. According to them, this was a
code reduction of several orders of magnitude compared to traditional approaches. The
validation was especially interesting concerning the Juniper routers since these support
NETCONF. We could connect to the Juniper routers and get the data-model on the wire
without any adaptor development. See the discussion in Section 2.2.4.1 about interface
integration.

It is worthwhile to notice that in SALmon I argued about object-oriented modeling
concepts for service models. YANG is strictly hierarchical and puts focus on keys and
typed references. The focus on keys and typed references adds semantics to the models
in comparison to for example UML. Also a hierarchical model might seem too limited
at the beginning but my experience when doing service modeling at service providers is
that this “limitation” actually creates simpler models and models that can more easily
be used by rendering tools. We can for example render a useful command line interface
from the model, this would not have been possible with an object model.

2.2.4.1 Interface Integration

During the work with YANG I also looked at an issue identified in Paper A : interface
integration. NETCONF and YANG solves this in an elegant way in that a NETCONF
client discovers the capabilities of a NETCONF server, this includes the model name,
URI, and version.

NETCONF also defines a remote procedure call to get the YANG model over the
wire. This greatly simplifies the whole interface integration process. We tested this for
Juniper routers and could automate the whole integration process: connect to the router,
discover and get the data-model, render the database schema and the CLI and start to
manage the devices without any programming steps.

2.2.5 Observations on the Service Management approach

There are several similarities in the approaches I have evaluated for service management,
SALmon and YANG. Both of them are based on expressing as much as possible in a
domain-specific model and focus on the transformation problem and at the same time
hiding tedious and low-level problems like database mapping. The service and device
layers are in both cases expressed in the same language. In the SALmon case I could
capture the functional service status calculation as part of the model. In the YANG-case
I could simplify the imperative service to device mapping problem but had to keep the
mapping definition outside the model itself. This is not due to any limitations or features
of the language but as an effect of my suggestion for a layered YANG model.
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2.3 Future Work

2.3.1 A clean and well-defined network management system,
based on domain-models

At this stage of my work most thinking goes into further exploration of the domain-
specific model approaches. Equipment vendors have shown interest in BASS in order
to improve the alarm interface definition quality and automate the integration to the
management systems. This would require a further study of the existing alarm docu-
mentation and interface integration problems. A detailed study of different device types
with accompanying alarm documentation will then give input to further BASS language
development. This also includes a study of the integration problems. In this way BASS
would also include mappings to the underlying interface language like SNMP MIBs or
Corba Alarm IRP. BASS could specify the alarm model as such, including how it appears
on the interface. BASS also needs more expressiveness in defining criteria for the alarm
model such as regular expressions on alarm texts, which is something we need in reality.
Having the above in place we can go further and study how artifacts for the device and
the management system could be generated. This includes instrumentation code in the
device as well as filtering and grouping functions in the management system. At the end
this would enable a quantitative analysis of the development process for alarm interfaces
within the equipment provider organization.

After an improvement of BASS addressing equipment-provider needs, we could move
on to operators. In what way can BASS be used as a tool to automate alarm integration
of various interfaces? By expressing the vendor interfaces in BASS we could generate the
integration code for the alarm system including correlation rules.

When it comes to service modeling, a proper next step would be to bring the func-
tional part of SALmon into a YANG extension. We could then specify the service status
propagation in the YANG model itself. This could look like shown in Listing 2.8. Here we
assume a tooling layer on top of native YANG parsing to convert the SALmon expressions
in Line 14 and Line 20-23 into proper YANG extensions, this in order to improve readabil-
ity. This very simple example shows a service that refers to an interface using the YANG
leafref type. The service has a configurable interval, time interval, over which the vio-
lation period is measured and a threshold for the actual violation, loss threshold. The
operational data loss violation defines if the threshold is crossed or not. The equal
sign at the end of the loss violation leaf starts a SALmon expression, (expanded to a
true YANG extension at compile time). Finally, in Line 17 we see the actual loss ratio
in YANG and the corresponding SALmon expression starting in Line 21.

Of course SALmon as such is not key thing here, an existing functional language
extended with time-awareness would be a reasonable starting point. A detailed study on
how to manage the time-intervals in SALmon including collection and storing mechanisms
is needed. This goes hand-in-hand with a strategy how to activate probes as a result of
defined calculations in SALmon.

After this step a more challenging area to study is how we can express the imperative
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Listing 2.8: SALmon expressions as YANG extensions
container s e r v i c e {

2 l ea f measurement period {
type uint32 ;

4 units ” seconds ” ;
}

6 l ea f l o s s−th r e sho ld {
type uint32 {

8 range ” 0 . . 1 0 0 0 ” ;
units ” p romi l l e ” ;

10 }
}

12 l ea f l o s s v i o l a t i o n {
config f a l s e ;

14 type boolean ;
} = ( l o s s−r a t i o > l o s s−th r e sho ld ) ;

16
l ea f l o s s r a t i o {

18 config f a l s e ;
type decimal64 {

20 f r a c t i o n−d i g i t s ” 2 ; ”
} = ( d e r e f ( backend− i f ) . losses@NOW −

22 d e r e f ( backend− i f ) . l o s s e s@ (NOW−measurement period ) ) /
( d e r e f ( backend− i f ) . packets@NOW

24 d e r e f ( backend− i f ) . packets@ (NOW−measurement period ) ) ;
}

26 l ea f backend− i f {
// The d e v i c e has l e a f s l o s s e s and p a c k e t s

28 type l e a f r e f {
path ”/ ncs : ncs / ncs : managed−dev i c e / ncs : name/ c o n f i g / i n t e r f a c e ” ;

30 }
}

32 }
}

computations that calculates a device configuration from a desired service configuration.
Can we capture the most common scenarios in a declarative way?

Finally, we could then remove the border between monitoring and activation systems,
today these are separate tools. The separation of monitoring and activation implies un-
necessary complexity. Current monitoring systems do not have a picture of the device and
service configuration and service activation is separated from device configuration sys-
tems. Rather, if we take a domain-specific language approach to model devices, services
and alarms, these models can be executed in one single system.
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2.3.2 A knowledge-based approach to network management

Another study that would be of great value would be to understand the alarm and service
conceptual models that are used by the expert network administrators. This thesis has
primarily looked at how we can represent alarms and services in network management
systems. If we take one step back we could work with the network administrators in
order to understand how they represent alarms and services mentally. It is hard to
understand how they actually can cope with the number of low-quality alarms and unclear
service models and perform their daily tasks. How do they actually represent the tacit
knowledge? This study would require cooperation with researchers from the psychology
community and would give insight to how expert administrators think and work.
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Chapter 3

Related Work

In this Section, I will discuss the relationship of my work in relation to other relevant
research in the areas of alarm monitoring, service monitoring and modeling and finally
service configuration. For many of the topics, there are input from standards, industry,
and the research community.

3.1 Alarm Monitoring

Most research efforts related to alarm handling focus on alarm correlation. A separate
thesis is required to present an overview of alarm correlation efforts. See, for example,
Meira [43]. Alarm correlation refers to the process of grouping alarms that have a recip-
rocal relationship [44] and the process of determining the root cause. The majority of
these solutions are rule-based. Rule-based systems represent knowledge as a conditional
if-else clause. Jakobsson’s [45] work is a representative example of these kind of solutions.

3.1.1 Alarm Models

To the best of our knowledge there are no similar efforts to integrate alarm management
into a unified model. The relevant standards focus more on the protocol and alarm
“envelope” than the alarm itself. We will look at related work from two perspectives:
current alarm standards and research.

3.1.2 Current Alarm Standards

There are three main definitions to consider when studying the alarm standards and
mapping them to our core model:

• How are alarm types defined?

• What is the definition of alarm equivalence and alarm key?

53
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(1) NotifyNewAlarm

(..., alarmId=X, resource = A, alarmType = Y, severity = Critical)

(2) NotifyChangedAlarm

(..., alarmId=Y, resource = A, alarmType = Y, severity = Minor)

Figure 3.1: 3GPP Alarm Scenario

• Which alarm notifications are defined and how is the mapping function between
abnormal states and notifications defined?

3.1.2.1 ITU-T X.733 [46]

X.733 uses a flat global enumeration based approach to alarm types based on the tu-
ple (eventType, probableCause, specificProblem). This static definition of alarm
types creates problems with maintaining and extending alarm types. There were some
attempts within ITU-T to introduce a hierarchical probable cause field to support a
more flexible extension mechanism, but this never happened. X.733 does not address
how predicates on the resources relate to alarm types.

X.733 has two different methods of computing alarm equivalence. The first method
is based on matching the resource and alarm type, the second approach uses the resource
and the alarm notification identifier.

The second approach assumes that alarm notifications carry a unique notification
identifier where, for example, a clear notification points to the notification id of the
original alarm. It is not defined if the matching alarms need to share the same alarm
type.

3.1.2.2 The 3GPP Alarm IRP [47]

The 3GPP Alarm IRP uses the same mechanism as X.733 to define alarm types. On top
of this, 3GPP adds another mandatory identifier: the alarmId which identifies an alarm.
Figure 3.1 shows an example from the 3GPP standard presented as an illegal example,
(the example is slightly modified in order to be understandable in this context). The
underlying problem here is that 3GPP has two overlapping identification mechanisms. It
is counter-intuitive that an alarm with the same managed object and alarm type should
not be updated in this case. Further, the requirement to share the alarm identifier
between the manager and agent creates complexity - by contrast our core model uses a
strict resource and alarm type matching approach.

In fact our work with integrating 3G OSS alarm systems at operators gave rise to the
ideas presented in this paper. Although 3GPP standardized an alarm interface we were
surprised by the problems with integrating it into alarm management systems, mostly
due to the overlapping key mechanisms (X.733 and alarmId).
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3.1.2.3 The IETF Alarm MIB [48]

The IETF Alarm Management Information Base (MIB) takes a different approach than
most other alarm interfaces in that it actually models the alarm types together with
the corresponding predicates. The motivation for this design is that SNMP has a large
installed base of MIBs with existing notifications where some of them represent alarms
and some represent events.

The IETF Alarm MIB has the capability of mapping existing notifications into alarm
types. This is managed by a mapping from SNMP notifications or resource states to
corresponding alarm types. The mapping itself is published as an SNMP table, and
every alarm type is given a unique key, the alarmModelIndex.

Alarm equivalence is not explicitly defined, but it is fair to assume that the intention
is that alarms are considered to be the same if they share resourceId (SNMP OBJECT

IDENTIFIER) and alarmModelIndex, this is also illustrated by the examples in RFC
3877.

Therefore the alarm key can be described as

k = ((snmpEngineAddress, resourceId), alarmModelIndex).

The SNMP engine address identifies the device and the resourceId the resource within
the device.

3.1.2.4 Alarm Standards observations:

X.733 and 3GPP focus on defining alarm keys and alarm equivalence, whereas the IETF
Alarm MIB focus more on defining alarm types. The way the standards define the equal-
ity key for alarms has created some problems in alarm integration: the X.733 flat naming
has created need for vendor specific additions to the keys and the 3GPP overlapping keys
has lead to ambiguities.

None of the standards address the constraints of an alarm interface. Not even basic
constraints such as defining which probable cause values are allowed for which event
types is formally specified. We show an example from the M.3100 [49] standard where
this mapping is defined as a comment:

Listing 3.1: M.3100 informal mapping between event type and probable cause

−− The f o l l o w i n g are used with equipment alarm .
backp laneFa i lure ProbableCause : := loca lVa lue :51

We beleive that this lack of semantics in alarm standards is an issue in current alarm
integrations and that our approach can resolve many issues.

3.1.3 Alarm Models in Research

There has been several proposals for event algebras within the field of active database
systems [50, 51, 52]. Event algebras define the basic mechanisms involved in mapping a
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sequence of primitive events to a complex event. Alarms can to some degree be compared
to composite events [51] in event algebras. However, alarm notifications may also update
alarms, not only create them. Event algebras are stateless, whereas alarms are stateful.
Furthermore event algebras is a way to describe relations between notifications whereas
we try to define the alarms and not the alarm change notifications.

Alarms are often modeled as finite state machines as in the work by Rouvellou [53]. In
this approach the specific state machines for each alarm type needs to be discovered in an
initial step. At run-time the various alarm notifications are applied to the appropriate
state machines. Rouvellou shares our basic assumptions that all alarms carry alarm
identification information and a time-stamp and the model supports the basic alarm
operations: add, delete, change, reorder (sort). Deletion of alarms are relevant in several
cases such as filtering and the underlying resource being removed from operations. In
our previous work [21] we also tried to establish a general state machine for alarms.
But we have come to the conclusion that a state-machine will always depend on the
actual context and usage of alarms. Therefore we moved to a model based on discrete
mathematics which allows for various interpretations of the alarm state depending on the
context.

Zheng et al. [54] define an alarm model in order to support their data-mining approach
to finding correlation rules. They define an alarm type in the following way:

An alarm type is defined as ei=<object class, object instance, alarm num,
desc>, [...], alarm number is the alarm type [...]

They focus on the alarm correlation problem and do not elaborate the model in more
detail. Note that their alarm type includes the resource instance (object instance) while
in our model an alarm instance is the combination of an alarm type and resource instance.

Another definition is provided by Bellec et al. [55, 56]. They model alarms as the
last step in the chain: fault, error, symptom and alarm. The authors separate the static
and time dependent attributes of an alarm and argue that alarms are identical if they
share the same static attributes. This maps to our definition of alarm type. Bellec et
al. focus on clustering and fuzzy correlation techniques rather then trying to define a
language dedicated to formalize the alarm models. Our work could probably be of benefit
to efforts like Bellec’s since BASS can feed their correlation engine.

While we have assumed an equivalence operator, Julisch et al. [57] use taxonomies
of alarm attributes to be able to find alarm clusters. This is an interesting approach
where the management system derives a loosely defined alarm type rather than requiring
alarm types from the managed systems. This is a data-mining approach in contrast
to our modeling approach. Data-mining is a useful tool to learn about alarms and
it can be one source of information when working on BASS specifications. While we
worked on formalizing BASS specifications for the alarm types, we realized that the
alarm documentation could be extended with findings from data-mining work. We believe
that a formal alarm model foundation that can be augmented with findings from real
networks is an important step forward. If we can use an alarm model which in a first
step is written by alarm designers and then augmented with data-mining findings, we
can iteratively improve the overall alarm quality.
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Another category of work is represented by network event recognition engines like
NERL [58]. NERL represents an approach where domain specific languages are used
to express models of network events. The models are then matched against the actual
network events. This approach can be used to verify that the alarm protocol messages is
inline with the alarm model. So it addresses a slightly different concern in validating the
dynamic behavior versus the static specification. This is also a real problem, the actual
alarms in the network do not always adhere to the alarm standards. BASS could be used
as input to this kinds of approaches, where the actual alarms could be matched against
the alarm model.

Duarte et al. [59] present an interesting approach, with their domain specific lan-
guage ANEMONA. The language is based on a watch construct which checks a resource
attribute over SNMP. The watch criteria matches our definition of alarm type predicate.
However, we have tried to define a general alarm model independent of underlying pro-
tocol, whereas ANEMONA is useful only in an SNMP context. ANEMONA focuses on
generating a alarm monitor solution and not the alarm model as such.

Our approach illustrates the usefuleness of model-based alarm management. Other
relevant model-based approaches are illustrated by Frolich et al. [60] and Yemini [61] et
al. Yemini and Frolich focus on model-based root-cause identification. Both use modeling
approaches to describe the monitored resources and the associated alarms. This approach
is very much in line with our model. While these approaches focus on generating an alarm
correlation engine, we concentrate primarily on validating the alarm model as such and
give feed-back to the alarm designers based on static analysis.

3.1.4 Data-Mining and Self-Learning for Alarm Monitoring

Data mining, or knowledge discovery in databases, is being used in different domains such
as finance, marketing, fraud detection, manufacturing and network management [62].
Bose et al. [63] performed a study to analyze the usage of data mining techniques across
domains and problem types and found that 7% of the usage was in the telecom sector.

The following problem types are typically addressed with data-mining:

• Classification, where the training data is used to find classes of the data set. New
data can then be analyzed and categorized. This is the main theme of our work,
where we are looking for trouble-ticket priorities based on the alarm data.

• Prediction focuses on finding possible current and future values, such as finding
and forecasting faults in a telecommunication network.

• Association attempts to find associations between items such as dependencies be-
tween network elements and services [64].

• Detection tries to find irregularities in the data and seeks to explain the cause. A
representative telecom application is to detect churn and fraud.

Gardner’s work [65] belongs to the classification category where a self-organizing
map, a Kohonen network [66], is used to categorize alarms. The primary application of
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Kohonen maps is analysis and classification of input where unknown data clusters may
exist. This is in contrast to our prioritization scenario where we have a complete record
of the correct output in the trouble ticket database.

Sasisekharan [67] combines statistical methods and machine learning techniques to
identify “patterns of chronic problems in telecom networks”. Network behavior, diag-
nostic data, and topology are used as input to the solution. This solution covers the
challenging aspect of problem prediction and focuses on the data-mining techniques.
While we work on matching expert decisions with the alarm model to add information to
future alarms, Sasisekharan looks at time series and scenarios in the network to predict
future failures. Levy et al. [68] also combine data mining and machine learning in an
alarm system. They come to the same conclusion as we do regarding the Pareto distri-
bution of the alarms: “there is a lot of value in the ability to get an early warning on
the 10% of causes that create 90% of field failures” [68]. This further emphasizes the
foundation for the work presented in this thesis where we are focusing on pinpointing the
relevant alarms to be handled.

Klemettinen [69] presents a complementary solution to alarm correlation, using semi-
automatic recognition of patterns in alarm databases. The output is a set of suggested
rules that the user can navigate and understand. This approach shows that data-mining
is a way forward to solve the alarm management problem. Wietgrefe [70] uses neural
networks to perform alarm correlation in order to find the root cause alarm, the learning
process is fed with alarms as inputs and the triggering alarm as output. The results
presented by Wietgrefe show that telecom alarm correlation based on neural networks
behaves well in comparison to traditional rule-based approaches. Both of the above
mostly tries to derive correlation rules based on the alarm history whereas we work on
matching the alarms with the trouble-tickets.

3.2 Service Monitoring and Modeling

There are three main classes of service modeling approaches: (1) techniques currently
used by service providers, (2) industry and standard initiatives, and finally (3) research
initiatives. The different available approaches are illustrated in Figure 3.2 and elaborated
below.

3.2.1 Current Approaches

Current deployed approaches can be separated into static and dynamic service modeling
solutions. Static solutions focus on maintaining the service model as such. The model
instances are updated by batch-oriented routines driven by the provisioning process and
uploads/discoveries from the various network elements. In its simplest form, static solu-
tions are databases or spreadsheets with inventory-based information. Dynamic solutions
on the other hand try to calculate the service state by using sources like alarms, probes
and trouble ticket systems. We focus on a small language, dedicated to service modeling
and capable of handling both the static and dynamic aspects of service models.
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Figure 3.2: Service Modeling Languages

3.2.2 Industry and Standard Initiatives

One of the most important sources for service and SLA modeling is the SLA handbook
from TM Forum [71]. It provides valuable insights into the problem domain but not
to the modeling itself. TM Forum has also defined an accompanying service model,
SID, “System Information Model” [72]. SID is comparatively high level and models
entities in telecom operators’ processes. However, SID is being refined and moving closer
to the resources by incorporating the Common Information Model, CIM [73]. IETF
has extended the CIM model to manage policies [74]. However, the policy work within
IETF has not really taken off. CIM has an extensive and feature-rich model including
a modeling language, MOF (Managed Object Format). Key strengths in CIM are the
modeling guidelines and patterns. However, CIM faces some major challenges since
the UML/XML approach tends to create unwieldy models. It is also aimed more at
instrumentation than end-to-end service modeling.

Some of the major players behind CIM are now working on the “Service Model-
ing Language”, SML [75]. SML is used to model services and systems, including their
structure, constraints, policies, and best practices. Each model in SML consists of two
subsets of documents; model definition documents and model instance documents. SML
is certainly a step forward and the work is based on experience gained with the CIM
model.

CIM, SML, and similar efforts focus on static class diagrams to express service models.
They are not intended for monitoring, but rather to help with the construction and
composition of services, and tend to lack formally defined semantics. SALmon adds the
capability to express the functional QoS calculations and time-series of QoS data. While
there has been some effort put into graphical modeling tools, our experience is that it is
easy to expect too much from graphical modeling tools for service modeling. This can
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to some degree be compared to the partial failure of graphical CASE tools compared to
standard programming methods [76].

IETF recently standardized YANG [13], the data modeling language for NETCONF [77].
We monitored YANG while working on SALmon. We also took the decision to work
with YANG when it comes to configuration and activation which is the context for which
YANG was created. YANG is more powerful when it comes to describing the structure
and constraints of configuration and operational data both for devices and services. Our
work shows that YANG also can be used at the service layer and not only to model device
configurations.

3.2.3 Research Initiatives

Garschhammer et al. [78] outline a generic service model which includes both some of
the vital concepts for service modeling and the interaction between providers and users.
This work has bearing on the design of generic model components, and forms a pattern
for service model development in general. Garschhammer also identifies vital research
items for service management:

1. The interaction and mapping between the abstract service model and the corre-
sponding service implementation.

2. Mapping of the service-oriented QoS parameters and the service implementation.

3. Mapping of service agreements across service chains.

4. Interaction between customer and provider.

To some degree we are addressing the two first mapping problems by parameter calcula-
tions and explicit support for lower-level QoS inputs. We also support service chaining
by references between service objects.

While Garschhammer establishes requirements for a generic service model, Gopal [79]
identifies important requirements for a service modeling language such as aggregation
of components and calculations and list-valued attributes which we can also express
in SALmon. Marilly et al. [80] identify a set of main challenges in order for SLA
management to appear. We have addressed three challenges, namely: information model,
scalability, and end-to-end view.

SLAng [81] is a language focused on defining formal SLAs in the context of server
applications such as web services. It uses an XML formalism for the SLAs. SLAng
identifies fundamental requirements needed in order to capture SLAs but differs from
our current effort in that it “focuses primarily on SLAs, not service models in general”.
SLAng is being further developed by UCL [82].
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3.2.4 Data-Flow Languages

Salmon is essentially a time-indexed data flow language, and relates to synchronous data
flow languages such as Lustre [83], Esterel [83], and Lucid [84]. The main difference is
that we do not have a pre-defined discretization, and lack the focus on a previous value.
We also abandon the view of time as something strictly increasing, allowing later updates
to logged data, placing our program outside of the time flow. Modelica [85] is intended
as a language for modeling a physical reality and how it evolves. Modelica also has an
object-oriented model and shares a lot of the equational thinking with the synchronous
languages. In the database community, the concept of stream database engines [10] is
similar to that of data flow languages. Their focus is more on the algorithms used to
efficiently calculate certain functions over streams of data, and less on the languages
themselves. Like the synchronous languages the stream databases also have a strict view
of the time flow.

3.3 Service Configuration

There are many well-designed configuration management tools, like: CFengine [86], Pup-
pet [87], LCFG [88] and Bcfg2 [89]. These tools are more focused on system and host
configuration whereas we focus mostly on network devices and network services. This
is mostly determined by the overall approach taken for configuration management. In
our model the management system has a complete data-model that represents the device
and service configuration, whereas many configuration management systems manages the
configuration as files. Administrators and client programs express an imperative desired
change based on the data-model. NCS manages the overall transaction by the concept
of a candidate and running database which is a well-established principle for network
devices.

Many host-management systems use concepts of centralized and versioned configura-
tion files rather than a database with roll-back files. Also in a host environment specific
agents can be put on the hosts, which is not the case for network devices. Therefore a
protocol-based approach like NETCONF/YANG is needed.

Another difference is the concept of desired state. For host configuration it is impor-
tant to make sure that the hosts follow a centrally defined configuration which is fairly
long-lived. In our case we are more focused on doing fine-grained real-time changes based
on requirements for new services. There is room for combination of the two approaches
where host-based approaches focused on configuration files address the more static setup
of the device and our approach on top, if that addresses dynamic changes.

It is also worthwhile noting that most of the existing tools have made up their own
specific languages to describe configuration. YANG is a viable options for the above
mentioned tools to change to a standardized language.

There is of course a whole range of commercial tools, like Telcordia Activator [90],
HP Service Activator [91], Amdocs [92], that address network and service configuration.
While they are successfully being used for service configuration, the underlying challenges
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of cost and release-cycles for device adapters and flexibility of service models can be a
challenge.

3.3.1 Domain-Specific Languages for Service Configuration

Hinrichs et al. [93] presents an interesting declarative approach to network configuration
based on simplified Datalog, the query language for Prolog databases. This lets adminis-
trators express constraints for the network and lets the system evaluate these constraints
at run-time. The solution shows that configuration can be expressed as high-level con-
straints. A challenge in this kinds of solutions is the gap between the constraint language
and the devices, which probable creates a challenge in integrating the solution towards
the devices. Additionally, network administrators are typically reluctant to let auto-
matic systems reconfigure the network without being able to inspect decisions, perform
dry-runs, and understand the reconfiguration in terms of device configurations.

OpenFlow [94] is an initiative that strives to open up the networking devices by sep-
arating the data-plane from the control-plane with an open API. This has lead to the
search for a suitable programming approach. Frenetic [95] uses a functional reactive pro-
gramming approach to simplify the programming of OpenFlow networks. It is interesting
to note how Frenetic manages the packet-flow as streams of packets with time-stamps.
This resembles SALmon time-awareness of all variables. Frenetic focus on managing the
packet-flow whereas SALmon address the service modeling aspect.

3.4 Summary

For alarm monitoring, there is extensive research targeting alarm correlation, but less in
the area of alarm models. There is some excellent work on alarm models, for example
Yemini et al. [61], which focus purely on generating correlation engines. My work on
alarm models focus on validating the correctness of the model, and less on correlation as
such. When it comes to data-mining and self-learning most related work address alarm
correlation and fault prediction using historical alarm data as the training source. I
have addressed a less complex problem, alarm priorities. A more limited scope gives the
potential for a better result and the challenges around alarm correlation makes it very
hard to show a general solution. Also I use the combination of alarm-data and expert
knowledge as data-mining source whereas most others focus on the alarm history.

In the area of service management I focus on incorporating the functional part of the
management solution within the model. Most work on service models look at the static
part of the model.



References

[1] E. Marilly, O. Martinot, S. Betge-Brezetz, and G. Delegue, “Requirements for ser-
vice level agreement management,” in IP Operations and Management, 2002 IEEE
Workshop on, pp. 57 – 62, 2002.

[2] M. O’Connell and V. Wade, “Service management in a dynamic e-business environ-
ment,” in Integrated Network Management, 2007. IM ’07. 10th IFIP/IEEE Inter-
national Symposium on, pp. 449 –458, 21 2007-yearly 25 2007.

[3] M. Bransby and J. Jenkinson, “The Management of Alarm Systems,” HSE Contract
Research Report, vol. 166, 1998.

[4] N. A. Stanton, D. J. Harrison, K. L. Taylor-Burge, and L. J. Porter, “Sorting the
wheat from the chaff: A study of the detection of alarms,” Cognition, Technology,
Work, vol. 2, pp. 134–141, 2000. DOI=10.1007/PL00011496.

[5] C. Aurrecoechea, A. T. Campbell, and L. Hauw, “A survey of QoS architectures,”
Multimedia Systems, vol. 6, pp. 138–151, 1998. 10.1007/s005300050083.

[6] Y. Jiang, C.-K. Tham, and C.-C. Ko, “Providing quality of service monitoring:
challenges and approaches,” in Network Operations and Management Symposium,
2000. NOMS 2000. 2000 IEEE/IFIP, pp. 115 –128, 2000.

[7] F. Caruso, D. Milham, and S. Orobec, “Emerging industry standard for managing
next generation transport networks: TMF MTOSI,” in Network Operations and
Management Symposium, 2006. NOMS 2006. 10th IEEE/IFIP, pp. 1 –15, Apr.
2006.

[8] W. Enck, P. McDaniel, S. Sen, P. Sebos, S. Spoerel, A. Greenberg, S. Rao, and
W. Aiello, “Configuration management at massive scale: System design and experi-
ence,” in Proc. of the 2007 USENIX: 21st Large Installation System Administration
Conference (LISA ’07), pp. 73–86, 2007.

[9] T. Braun, M. Guenter, and I. Khalil, “Management of quality of service enabled
VPNs,” Communications Magazine, IEEE, vol. 39, pp. 90 –98, may 2001.

[10] T. Zhang and S. Covaci, “The semantics of network management information,”
INFOCOM ’96. Fifteenth Annual Joint Conference of the IEEE Computer Societies.

63



64 References

Networking the Next Generation. Proceedings IEEE, vol. 2, pp. 489–496 vol.2, Mar
1996.

[11] R. Chaparadza, “UniFAFF: a unified framework for implementing autonomic fault
management and failure detection for self-managing networks,” International Jour-
nal of Network Management, vol. 19, no. 4, pp. 271–290, 2009.

[12] Tim Rahrer and Riccardo Fiandra and Steven Wright, “Technical Report TR-126
Triple-play Services Quality of Experience (QoE) Requirements,” tech. rep., DSL
Forum, 2006. http://www.broadband-forum.org.

[13] M. Björklund, “YANG - A Data Modeling Language for the Network Configuration
Protocol (NETCONF).” RFC 6020 (Proposed Standard), Oct. 2010.

[14] M. Garofalakis and R. Rastogi, “Data mining meets network management: the
Nemesis project,” in Proceedings of the ACM SIGMOD International Workshop on
Research Issues in Data Mining and Knowledge Discovery, Citeseer, 2001.

[15] L. Landen, “Neural Networks for Alarm Prioritization,” Masters thesis, Mid Sweden
University, 2008.

[16] J. Lindberg and D. Nilsson, “Validating a Unifying Alarm Model,” Masters thesis,
Department of Applied IT, University of Gothenburg, Sweden, 2010.

[17] J. Ehnmark, “SALmon a Service Modeling Language,” Masters thesis, Lule̊a Tech-
nical University, 2008.

[18] R. Sterritt, “Towards autonomic computing: effective event management,” in Soft-
ware Engineering Workshop, 2002. Proceedings. 27th Annual NASA Goddard/IEEE,
pp. 40 – 47, Dec. 2002. DOI=10.1109/SEW.2002.1199448.

[19] S. Wallin and L. Landen, “Telecom alarm prioritization using neural net-
works,” in Advanced Information Networking and Applications - Workshops, 2008.
AINAW 2008. 22nd International Conference on, pp. 1468 –1473, Mar. 2008.
DOI=10.1109/WAINA.2008.105.

[20] S. Wallin, V. Leijon, and L. Landen, “Statistical analysis and prioritization of alarms
in mobile networks,” International Journal of Business Intelligence and Data Mining
(IJBIDM), vol. 4, pp. 4–21, 2009. Special Issue on Intelligent Techniques for Network
Applications.

[21] S. Wallin, “Chasing a definition of “alarm”,” Journal of Network and Systems Man-
agement, vol. 17, pp. 457–481, 2009. DOI=10.1007/s10922-009-9127-3.

[22] S. Wallin, “The semantics of alarm definitions: Enabling automatic reason-
ing about alarms,” International Journal of Network Management, 2011. DOI:
10.1002/nem.800.



References 65

[23] S. Wallin and V. Leijon, “Multi-Purpose Models for QoS Monitoring,” in
Advanced Information Networking and Applications Workshops, 2007, AINAW
’07. 21st International Conference on, vol. 1, pp. 900 –905, May 2007.
DOI=10.1109/AINAW.2007.262.
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Rethinking Network Management Solutions

Stefan Wallin and Viktor Leijon

Abstract

This paper looks at network management from an overall perspective. We try to explain
what the current problems at big telecom operators are, and how things are changing
in the operators environments. Finally we present the major steps needed to be taken
as seen by the authors. The problem statement has been worked out with input from
people in charge of large telecom network management centers. In order to cope with
current problems and improve the quality and effectiveness the major steps forward are:
(1) Service centric management, (2) Dynamic management, (3) Knowledge management,
(4) Automation and correlation and finally (5)Managing network management interfaces.

The paper does not elaborate in detail in any of the items; rather it presents an
outline of where to go.

1 Introduction

As with any technology, it’s important to focus management solutions on the users,
even when the users are those providing a service. In that broader context, network
management has three types of users: network operators, which must earn money on their
services, network service users (business and consumer), who pay for using services, and
network administrators, who staff the network operations center. All three user types
benefit from a well-thought-out management solution: operators increase their profits,
service users get better service, and administrators streamline their workload.

In short, the right network management solutions empower network operators to
provide new services, maintain service quality, and manage billing and usage [1].

By its nature, network management is a hierarchical, centralized function that puts
the operator in control; therefore it makes sense to provide a centralized network man-
agement solution. Operators are under pressure to reduce network operating costs and
provide new services at an increasing speed. These two requirements highlight the need
for an effective, automated, network-management solution.

To explore such a solution, we interviewed people in charge of large telecom network
management centers and identified six challenges facing big telecom operators:

Excessive alarms: A medium-sized operations center receives 100,000 to 1,000,000
alarms per day.

Constant changes: New or upgraded devices and new services launch frequently.
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Complex services structure: Services are vital for business and customer interaction,
but they are not really managed.

Customer interaction: Operators must handle customer complaints, customer care,
selling services and service-level agreements (SLAs).

Cuts in operations costs: A small team must run a large, multifaceted network.

Difficult interface integration: Diverse equipment and support systems make man-
aging interface integration a challenge.

We then considered strategies for tackling each of these challenges and determined
several best practices.

2 Challenges

2.1 Excessive Alarms

The bulk of network administrators’ daily work involves alarms. Unfortunately, the large
number of alarms indicates that the systems produce many irrelevant and noncorrelated
alarms, making it hard to understand the true state of problems in the network.

Today’s alarms are more or less raw alarms from the different equipment and vendor-
specific management systems. Operators must establish an efficient organization to han-
dle the alarms, a process that typically follows three steps:

1. The first-line organization performs three tasks: check for alarms that indicate the
same problem, group the alarms and attach them to a trouble ticket, and distribute
problem information to affected parties, such as SLA customers and customer care.

2. If it’s a simple problem, the first line resolves it and closes the ticket.

3. If it’s a complex problem, the first line dispatches it to the second- and third-line
organizations. This might involve equipment vendors or operator staff in the field
who might perform onsite management, card replacement, and so on.

The ever-increasing number of systems and services increases the number of alarms.
Still, operators can’t afford to employ additional people to handle the alarm lists, and
automatic solutions are limited.

Automatic trouble ticketing, for example, manages the workflow from problem identi-
fication to problem solution, but its usefulness doesn’t extend to prioritizing the alarm’s
importance. Such knowledge is critical because an alarm’s context determines if it af-
fects services, customer SLAs, and the affected equipment’s state. The resource emitting
the alarm typically doesn’t know the context, so the network-management system must
supply it through alarm filtering and correlation.

Alarm-correlation projects are complex and not particularly successful. First, alarm
quality is insufficient. The information carried in the alarm messages is not good enough
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to feed automatic-correlation engines. Second, the network lacks an overall network
topology. In many cases, alarms are symptoms of a failure somewhere in the network.
When a network doesn’t have a model or system in place that keeps track of all of
its resources and their relationships, it’s difficult to implement rules that can deduce a
fault’s root cause. Third, correlation knowledge is spread across the organization and over
several domain experts. This makes the organization too dependent on individuals and
hinders centralized efforts. Finally, operators fail to use important alarm contexts such
as trouble ticketing, inventory, customer care, and SLA management systems. Trying to
correlate alarms using only the alarm information will lead to only minor improvements.

The operators we interviewed also noted the high cost of integrating alarm inter-
faces from equipment into the overall management system. In typical Simple Network
Management Protocol (SNMP) agents, every box has its own specific mechanisms for
alarms. The Disman working group at IETF has tried to resolve it by defining a stan-
dard MIB for alarms, the Alarm Management Information Base [2]. However,we have
not seen equipment vendors moving in this direction for their SNMP interfaces. Alarm
integration at operators are still equipment specific and time-consuming.

Another organizational issue is managing the knowledge of how to resolve problems.
Alarm texts from network equipment are usually cryptic, without any hints of how to
fix the problem.Thus, operators incur steep training and productivity costs when hiring
new people or introducing new equipment types.

2.2 Constant Change

Networks change. Network elements are upgraded, new services launch, and customers
come and go.These daily changes are a challenge for operators and network management
solutions.

Few operators have a fully controlled or automated process for handling these changes.
Moreover, the network organizations are introducing critical equipment into the network
without informing the network administrators. Surprises occur in the monitoring activi-
ties when unknown alarms and equipment suddenly appear. SLAs and business-critical
services are sold to enterprise customers but without corresponding support in the man-
agement solution to actually monitor the specific SLA or customer.

The dynamic nature of networks and services puts increasing focus on change man-
agement. The expected time for changes has dropped from months to hours. We see
operators and organizations realizing this and trying to reuse the change management
process from the Information Technology Infrastructure Library framework [3], a set of
best practices drawn from public and private sectors worldwide. Change management’s
goal is to ensure that standardized methods and procedures are used to efficiently and
promptly handle all changes to minimize its impact on service quality, consequently im-
proving the organization’s daily operations.
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2.3 Complex Service Structures

Services’ complex structure is an underlying problem in network management solutions,
according to one operator we interviewed. Often operators do not have true visibility
of services across processes and systems. There is a discrepancy between how customer
care manages service problems and how the assurance and repair organization manages
physical resources.

With those background problems, operators are looking for service management so-
lutions or even SLA management solutions. Generally speaking, the industry must solve
several underlying problems before successfully deploying such systems:

Topology management: network topology, service topology, and the mapping between
these.

Service management: formal but dynamic management of services, SLAs, and cus-
tomers, across all processes and systems.

Service centric integration and modeling: use of service types and instances as keys
in information systems, customer care systems, fault management systems, and so
on.

2.4 Customer Interaction

Being an operator in the current telecom environment is far from what it was 10 years ago.
Customers now compare on the open market such factors as quality, service, and price.
Therefore, operators must stay in close contact with customers, keeping them apprised
of service status, including problem resolution, and providing them with clear, easily
interpreted bills. This communication level requires a network management solution
that can map resources and alarms to services and problems in a way that customer care
and the customer can understand.

Operators must prioritize work on the basis of service and customer priority, yet there
is a big gap between customer care and the corresponding technical network management
organization.

2.5 Pressure to Cut Operations Costs

Operators are trying to cut operational expenses for both operating the network and
introducing new services and equipment. Previously, it was acceptable to spend a couple
of months integrating new telecom equipment. Now, any integration must be complete
within a week. The number of people managing the provisioning, assurance, and billing
solutions is minimal. To cut costs, many operators also have ongoing projects to merge
network operating centers for different geographical and technical domains into “super-
NOCs.”

Another major effort toward greater efficiency is automating network management
activities, such as automated alarm correlation, trouble ticketing, and alarm enrichment.
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Figure A.1: Service Impact

2.6 Interface Management

Network management solutions are often huge software integration projects. A cost and
complexity driver is managing interfaces, interface versions, interface documents, and so
on. Current point-to-point integrations make the integrated network management solu-
tion sensitive to changes in interfaces and information. To make matters more difficult,
telecom equipment vendors are not always keen to provide easily accessible management
interfaces, which contrasts sharply to the norm for IP devices.

Contrary to rules and best practices, management interfaces often are not backward
compatible. When equipment is upgraded, the previous integration work is often de-
stroyed.

3 Ways to Improve

Given these problems and changes in the environment that will affect network manage-
ment in the future, we believe the next generation of network management solutions must
be based on principles different from the current solutions.

3.1 Service-Centric Network Management

At the core of a network management solution for the future lies a service model. Op-
erators must have full control of the services provided to and used by customers. The
service model must capture a service’s semantics and its real-time status. Although ser-
vice would be the model’s primary focus, the model must still map other concepts such
as resources, network topology, and customers. This model is far from trivial. It requires
a strong formalism that can express relations and dependencies.

Figure A.1 gives a flavor of how the model might work with a simple case. When two
events arrive, correlation software maps them into the service tree and updates the service
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tree with the events’ impact. In this case, one low-severity event and one medium-severity
event arrive on different systems, making the overall severity for the service medium.

A modeling formalism for a service-centric view must be transformable. More specif-
ically, it must be possible to pivot the “service graph” around the node of interest, so
that the same model can be used to satisfy the district manager, the general manager,
the technology domain manager, and the help desk manager at the same time. Current
models with simple aggregations and so forth are far too primitive. Anyone who has
used a service-management tool is familiar with the problem of services always being in a
failed state because the models are too weak in expressing dependencies. This is not only
a modeling problem; an even more challenging task is to maintain the model’s actual
instances. At all times, the model must be correct and mirror the network’s actual state.

The most interesting attempt we have seen in modeling is the Distributed Manage-
ment Task Force’s Common Information Model [4]. CIM has several good aspects. It
has a service-centric model, emphasizes relationships, and maps resources and network
topology to the service model. However, CIM has weak formalism — Unified Modeling
Language static class diagrams. We do not see UML classes as strong enough in express-
ing such items as semantics and interfaces. Also, CIM’s model complexity and size has
exploded. Modeling every aspect as classes yields a huge model that will not cope with
the changing and dynamic nature of the future services and networks.

The IETF made an attempt to take SNMP one step forward with the SMIng data
definition language, [5], which makes SNMP MIBs capable of holding objects, structured
data types, and so on. SMIng has a pragmatic approach and would probably make a
significant difference in the short term, although it has not created any footprints in the
industry as yet. Attempts from the IETF’s Network Management Research Group have
the big advantage of being down to earth and well engineered. In the long run, however,
something more powerful is needed.

From a solution point of view, service-centric network components are emerging-
for instance, Cramer or Granite. These product examples are signs that the field is
mov- ing in the right direction. Topology must be a core component, however, and the
current solutions and tools do not handle the dynamic nature of the topology changes.
Typical implementations use an export, clean, merge, and load process to create an
overall topology database. To be fair, the fault is not with the topology tools themselves
but with the poor equipment interfaces [6].

3.2 Dynamic Network Management Strategy

Network management mechanisms and solutions must become much more dynamic to
cope with the changing environment, heterogeneous networks, dynamic services, and
customers that come and go. In practical terms, dynamic network management has four
main requirements:

Integrate Network Elements. Interfaces for perfoming network management must
be much better defined. This will require appropriate standards for content and
communication. We foresee an approach totally different from current technologies:
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Strongly typed interfaces, with patterns for integration, will facilitate easier, but
never automatic, integration among parts.

Optimize models. Topology and service models must be self-maintaning. This will
require a fully integrated provisioning chain so that the models are always up to
date. Also, network elements must publish dynamic interfaces for publishing the
models.

Develop heterogenous networks and dynamic services. Service requests, service
discovery, and service capabilities must be handled in a dynamic real-time fash-
ion [7]

Cope with change. Networks change more quickly every day. Systems must be dy-
namic and able to manage change.

3.3 Knowledge Management

Operators we interviewed also stressed that they are too dependent on individuals and
that their systems apply too little automation. Expert users with several years of network
management experience are invaluable, but it’s hard to reuse their knowledge because the
processes are still carried out manually. The next generation of network management
must apply knowledge management and expert-systems technology. This process will
enable the solution to evolve, adapt, and capture the operator’s knowledge and make the
system self-learning and more automatic.

Such technology can capture network administrator usage patterns in real time and
analyze them to produce a list of suggested automations [8].

The key is to have a system that is self-learning and self- adapting, so that it captures
the expert users’ behavior and provides tailored responses. Thus, rather than implement-
ing every scenario using traditional development techniques, network administrators are
actually adapting the solution as they work.

3.4 Challenges and Changes in the Environment

In addition to the problems we identified in our interviews with operators, we see many
external factors that affect network management. These include (IP-based) services such
as VoIP, managed voice, and streaming media; new technologies like IP Multimedia
Subsystem; increased requirements from customers regarding avail- ability and quality;
convergence of mobile and fixed networks; and ad hoc customers, services, and network
access. Customers also expect roaming between opera- tors and access to networks and
network technologies to occur without disruption [9].

We foresee a broker layer between users and network/service operators that will let
users automatically receive the service that best fits their profile when they are mobile.
Users will pay the broker, who will pay the operator. This business model will put even
more emphasis on how service providers express service capabilities and features.
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3.5 Network management interfaces

We also anticipate great progress in the design of network management interfaces. For a
long time, equipment vendors have been experimenting with different protocol technolo-
gies rather than providing easy-to-use, high quality interfaces.

Today’s demand for ease of integration and automation will drive the industry to apply
simple techniques like SNMP, but with a high degree of functionality and standards. We
recommend the following best practices:

• Focus on functionality and quality rather than complex technologies.

• Provide an underlying model for topology and services

• Ensure backward compatibility. An upgrade or change of software should not affect
the interface.

• Find ways that will let operators integrate equipment more smoothly into their
overall management solution.

• Use dynamic approaches in interface technologies. Minimize the need for external
data.

• Filter and correlate alarms before sending them. Send problem-oriented alarm
states pinpointing the affected service rather then low-level symptoms.

We also see a strong need for improvements in modeling formalisms to express service
models and more dynamic semantic interface definitions. An even more important issue
is the quality of the models themselves, irrespective of the modeling formalism.

In many ways, network management problems have changed little since 1988, when
SNMP was introduced. There is still no sense of how to model management information
and no greater insight into which information is truly valuable to a management appli-
cation. Progress requires investigating fundamental modeling questions: What charac-
terizes a good model? Given a bunch of such models, what are the common structures,
design patterns, ways of thinking, aggregation models, and so on? And given common
denominators of good models, the problem becomes how to construct tools that let de-
velopers build such models easily. Is it even possible to develop a structured theory of
network management that truly starts small and builds on real-world knowledge?

Telecom network management solutions need to shift perspectives from one of net-
work element management to service management. Operators need a service view of their
network, with automatic service-impact correlation. This requires some major changes
in the underlying solutions: equipment vendors must improve the supplied management
interfaces and network management solutions must implement a higher degree of au-
tomation and cor- relation with a service focus. One obstacle is the lack of models and
formalisms to describe topology and service structures. We’re currently working to define
a formal service modeling approach to enable the service layer.
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Telecom Network and Service Management: an

Operator Survey

Stefan Wallin and Viktor Leijon

Abstract

It is hard to know which research problems in network management we should focus
our attention on. To remedy this situation we have surveyed fifteen different telecom
operators on four continents to gather some feedback on what they desire and expect
from the network management research community. Their input forms a foundation for
future directions in network management research, and provides us with valuable insight
into what the most urgent problems are in industry.

1 Introduction

Network management research covers a wide range of different topics, and it is hard for
the individual researchers to prioritize between them. One factor to take into account is
the requirements emanating from the telecom industry.

In order to get an objective view of what the industry considers important we have
surveyed fifteen different companies, to gather their opinions on the current state of
network management systems, as well as their expectations on the future.

As far as we can tell, there have been no previous surveys of this type for telecom-
munications network management. The process control and power industry areas seems
to have a higher degree of industry feedback to the research [1, 2, 3], probably because
of the human safety risks involved.

The results of this survey has strategic value both for researchers and solution vendors.
It identifies areas where there is a strong need for further research and point to what
changes are needed in order to stay competitive.

The contributions of this paper are:

• We present survey results from fifteen different companies, with a total of over
100 million customers, covering the current state (Section 3) and most important
change drivers (Section 4).

• The respondents were then asked about their view on the future of OSS systems
(Section 5) and what they expected from the OSS research community (Section 7.1).

• We conclude with a discussion of the focus areas identified in the survey: service
topology and alarm quality in Section 7.2.
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2 Method

We distributed the survey questions by e-mail to 20 operators of different size and on
different continents. The individuals were selected based on their roles as network man-
agement architects or managers. 15 out of 20 operators answered. The respondents are a
mix of fixed, broadband and mobile operators with a total customer base of over 100 mil-
lion subscribers, see Table B.1. The operators were classified by number subscribers into
the categories [< 10 M, < 20 M, < 100 M] to avoid giving out identifying information.

Some clarifying questions were sent over e-mail and a draft version of this paper was
sent to all operators that provided answers. All questions except one were essay questions
to avoid limiting the answers by our pre-conceived ideas. We have aggregated similar
answers into groups, often using eTOM processes as targets. The number of answers for
each alternative will not add up to the exact number of responding operators since the
answers typically mentioned several different answers.

Table B.1: Summary of responding operators.
Services Customers Region

Mobile and Broadband < 10” North America
Mobile < 20” Europe
Mobile < 10” Europe
Mobile < 20” South America
Mobile < 20” North Africa
Managed OSS, Mobile,
transmission

< 20” Europe

Mobile, broadband, trans-
mission

<100” Europe

Mobile, broadband < 10” Europe
Mobile, broadband, trans-
mission

< 100” Asia Pacific

Outsourced OSS, Mobile in-
ternet, broadband, 3G

< 10” Europe

Broadcast, virtual network,
capacity

< 10” Europe

Mobile, broadband < 10” Europe
Mobile, broadband, man-
aged services

< 10” Asia Pacific

Full service carrier, wireline,
wireless

< 10” Asia Pacific

Mobile and broadband < 10” Asia Pacific
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Figure B.1: Change drivers for OSS.

3 Current Status of Network Management

The network and service management solution for a telecom operator is referred to as
the OSS, the Operation Support System. Current OSS solutions typically belong to one
of two types depending on maturity, either Classic or Advanced.

Classic OSS solutions covers service assurance and trouble ticketing. Element Man-
agers are used to perform configuration management activities and performance manage-
ment is only partially implemented.

Advanced OSS solutions have expanded the solution to include service management
tools such as active and passive probes; and service models. General configuration man-
agement tools are used to some degree, spanning several different vendors.

Common to both types is that security is not generally covered by the OSS solution.
IT and Telecom is typically still split into different organizations and the IT department
manages the customer care and billing processes.

All of the operators said that they focused on making the OSS a proactive solution,
but admitted that in reality most of the OSS work is reactive, responding to alarms
and problems reported to customer care. The proactive activities were typically based
on probes and statistics, where the data was used to predict problems such as capacity
limitations, but these were not really integrated into the overall OSS solution.

An interesting comment from one of the operators was about “OSS culture”, they had
problems transitioning their network administrators from using the element managers to
using the full OSS solution. This resulted in underutilization of the OSS and decreased
the motivation to develop it.

4 OSS Motivation and Drivers

We asked the operators to identify the most important external drivers that motivates
changes in their OSS. The answers are shown in Figure B.1.
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Increased focus on services and service quality was identified as the most important
factor behind changes in the OSS. In order to understand this subject better we asked
the operators to elaborate on how they viewed service management, one of the operators
summarized it in the following way:

Services are not currently managed well in any suite of applications and re-
quires a tremendous amount of work to maintain.

The competitive market is pushing operators to offer more and more innovative ser-
vices, including SLAs, which require the OSS solution to measure the service quality.

One operator described the experience with the two major alternatives to service
monitoring, either using probes or mapping existing events and alarms to a service model.
The latter approach failed since there was no good way to describe which alarms were
really critical. They made the decision to use only probing for future services, stressing
that future services will have service probing from the service deployment phase.

Some of the operators stressed the importance of standards for service models. The
problem with models is that services are rapidly changing, therefore requiring a large
amount of customization work. One operator expressed reservations about how detailed
services can be:

Time and money will not be available to [develop] sophisticated approaches
over a long period. Customers will have to accept limited quality assurance
and quality documentation. Service levels will always be high level, if [they
exist] at all.

Another operator commented on how the use of service models is evolving:

Service models are becoming more and more important: currently [they are]
not implemented in core processes but used as means to semi-document and
analyze when evaluating impact of faults, new services, etc.

As indicated by Figure B.1 cost reduction is clearly another key factor. We asked the
operators to further break down the cost drivers and the results are shown in Figure B.2.

The first two items can be considered two sides of the same coin: Integration costs
are high in OSS due to the introduction of new technologies and services. When a new
type of network element is deployed it needs to be integrated into the OSS solution and
while most solutions are based on well established products, there is still a high degree
of customization needed to adopt the tools to user needs and processes.

In order to get a unified view of the solution, the resource oriented interfaces needs to
be mapped into an overall service model. Operators are struggling with this challenge,
the “information model development” in Figure B.2. Finally the OSS itself is expensive
due to the number of components that are needed. Even in the case where an OSS is
built using only one vendor, it is still made up of a portfolio of modules which add up to
a relatively costly software solution.

Returning to the change drivers (Figure B.1) the next items are network growth and
increased focus on customer satisfaction. While network growth is inherent in network
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Figure B.2: Cost drivers for OSS.

management, customer satisfaction has not historically been one a primary goals for OSS
solutions.

To put the true business role of the OSS solution in focus, we asked if it was seen as
a competitive tool or not. The answers were divided into two general streams:

• Yes. Motivations are the desire to decrease time-to-repair, decrease OPEX, and im-
prove customer satisfaction by quicker response to new requirements and customer
complaints. Two thirds of the responses fall into this category.

• No. These operators felt that it will be outsourced. The out-sourcing scenario was
partly motivated by internal failures and a desire to give the problem to someone
else.

5 The Future of OSS

5.1 Organizational Changes

The answers regarding future OSS changes are summarized in Figure B.3, it is no surprise
that Service management is seen as one of the most important upcoming changes. One
of the larger operators predicted a “focus on service management - bringing this up to
40% from [the] current level of 5-10%”.

Further, we see the strategic need for a service inventory to enable service quality,
service provisioning and a service life-cycle view. Most of the operators are providing
broadband services and this makes automatic service provisioning a must.

Service management was summarized in the following way by one of the operators:

Managing services must be the focus of the future development, while pushing
network management into a supporting role, [...] service models [should be]
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Figure B.3: OSS organizational changes.

constructed from auto-discovered infrastructure components that have auto-
discovery deeply integrated. [...] [The] service models should be abstracted
from physical and logical inventory to ensure there is a life cycle. [...] If the
service models were to be constructed from scratch, with no base layer that is
managed separately (auto-discovered or abstraction over inventory), that will
most probably undermine the layered service level management solution.

Common to all respondents is an increased focus on customer care, customer service,
self-management, and self-provisioning. An interesting point made by one of the oper-
ators is the shift from eTOM verticals to a more supply chain based production model.
Classical OSS systems have had separate solutions for fulfillment, assurance, and billing.
The supply chain model will focus on the whole life-cycle from service definition to billing
and retirement. This will remove the obstacles between eTOM verticals and help relieve
the hand-over problem from “eTOM Strategy” to “eTOM Operations” areas.

Another trend is a radical transformation of the OSS from being a network-oriented
function to becoming a customer-oriented organization. The surveyed operators men-
tioned features such as “more focus on customer service, customer experience, and self-
management”, this will result in OSS decisions being based more on share-of-wallet anal-
ysis.

5.2 Focus processes

The eTOM process framework defines the processes in several abstraction layers. We
asked the operators to identify the three most important level 2 processes (Figure B.4).

The prefixes of the legend in Figure B.4 refers to the eTOM vertical (Fulfillment,
Assurance, Billing) and horizontal (Customer, Service, Resource, Supplier) end-to-end
processes. For instance F-S refers to Fulfillment-Service. Again, we see the focus on the
service life-cycle through order handling, provisioning, service quality, problem manage-
ment and billing.
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Figure B.4: The most important eTOM Level 2 processes.

6 Standards and Research Efforts

6.1 Standards

The attitude towards standards was not very enthusiastic: “They are too complicated
and are actually adding to the cost of ownership”, in this case the 3GPP Alarm Interface
was the main source for concern. Another operator had similar distrust for standards:
“[In] alarm integration to the OSS, most of the vendors do not follow any one. We are
pushing [our] internal standard to have useful alarm information for the end users”. Some
operators mentioned SNMP as a working protocol that is easy to integrate, however the
lack of standard OSS interface MIBs is a problem, and the vendor MIBs vary in quality.

As important areas for future standardization efforts they mentioned “interfaces, data
and semantic models, standardization of procedures” and “well defined top level com-
mon framework and common languages”. We see from these comments that the current
practice of using different protocols for different interfaces and having weak formal data
models is a problem for OSS integrations. There is no accepted overall common frame-
work which would enable unified naming of resources.

Surprisingly, none of the operators mentioned OSS/J [4]. On the other hand several
operators considered the eTOM and ITIL [5] process standards to have real practical
value. They used these process frameworks to structure the work and make it more
efficient.



94 Telecom Network and Service Management: an Operator Survey

Figure B.5: Research efforts.

6.2 Research efforts

In Figure B.5 we can see the areas that the operators in this survey identified as the most
important ones for future research.

It is well worth noting that for research alarm correlation is a key item, while it was
not as prominent when the operators were asked to identify the key efforts and changes in
the coming years. The opposite is true for service management and modeling, which were
key items for more immediate change. One interpretation is that it is hard to foresee the
challenges with the planned changes before we have attempted them. Many operators
have struggled with alarm correlation for years without seeing any clear successes and
are hoping for more research to help them. We might see the same thing happening with
service management and modeling after a first wave of implementation efforts.

7 Discussion

7.1 OSS research

Historically a lot of research has gone into alarm correlation. Looking at the current
correlation rates it is not clear how successful these projects have been, many correlation
projects are facing challenges trying to capture operator knowledge and transforming it
into rules. Other methods for finding rules based on rule discovery, knowledge manage-
ment, data-mining and self-learning networks are interesting, but seem to require further
investigation to be of practical use.

Having service models in place would be a key to unlocking many other functions.
The current industry practice of large UML models with loose structure does not seem
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able to cope with the requirements, more modular and semantically rich ways of doing
service modeling are required.

Another basic area is that of formal interface definitions. The current integration costs
can not be justified when we consider the fundamentally simple nature of the information
that flows over the interfaces, integrating alarms should not be a complex and costly task.
Semantically richer interface definitions would probably improve the situation, but this
requires a focus on the semantics of the model and not only the syntax, protocol and
software architecture.

Boutaba and Xiao [6] point to the following major enablers for future OSS systems:

• Policy-based network management, [7], [8]

• Distributed computing, [9], [10]

• Mobile agents, [11], [12]

• Web techniques, [13]

• Java, [14]

These are topics that we see in many network management efforts. However we see
little correlation between these and those identified in this survey. Furthermore it partly
illustrates the research’s focus on software architectures rather then management.

7.2 Fulfilling operators future needs with the OSS

It is easy to talk about paradigm shifts but things change more slowly than we expect,
nonetheless some major changes in OSS solutions are needed to help service providers
to cope with the changing environment. Operators want to manage services rather than
the network resources that are used to deliver services. This change in focus is driven
by several factors; increased competition, more complex service offerings, distribution of
services, and a market for Service Level Agreements.

One operator had this to say about the market for services:

The competition between companies pushes them to offer more and innovative
services, they need to sell more services first, the want to go out before the
others.

Current network management solutions control and administer resources; physical
resources are found, configured and monitored. However, from a customer point of view,
services are bought, provisioned and billed.

One of the underlying challenges in a service centric solution is to maintain a model
of the service topology. In contrast to the network resources services are abstract by
nature, while it is often possible to automatically discover the network topology this is
not necessarily true for the service topology.

Future solutions must rely on service repositories where different and systems pub-
lish their respective topology information with lightweight technologies, this will enable
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operators to maintain a centralized view of the topology which will be the future OSS
foundation. Note that this improvement has to come without significant additional inte-
gration costs or complexity.

Moving forward in the direction identified in this survey will fail if there is no way to
share the information model between OSS systems. The feedback we get from operators
who apply SID [15] is that it works well as a design base for the OSS system but not
as a service model to maintain the dynamic business services. Service modeling must
be dynamic and have well-defined semantics, the current practice of static models and
informal documents does not cope with a changing environment.

While OSS solutions have primarily been network oriented it now needs to change
focus to customer care, since operators see a huge possibility to reduce costs in an au-
tomated customer care. The number of employees in mobile network customer care
greatly outnumbers the OSS staff, therefore, solutions that help automate customer care
activities will be a priority in the coming years.

Operators will look for automated provisioning solutions including self-configuration
of the network elements which helps avoid tedious parameter setting. The move from
fixed-line services to broadband consumer services stresses this further since customers
need to be able to buy, configure and troubleshoot their services with minimal support.

While we see these changes coming we need to realize that the integration of Telecom,
IT and IP has not yet happened. Some of the operators have a somewhat näıve vision
of a future when network administrators will only look at service views and SLA status.

None of our respondents reported positive results regarding the deployment of stan-
dards. Over the years we have seen great efforts to move from one protocol to another,
from OSI-based solutions to CORBA and now Web Services. This journey is based on
a desire to find a technology solution to an information problem, unfortunately OSS
integration standards like OSS/J has not yet proven its cost effectiveness.

Alarm quality and alarm correlation is still an underdeveloped area, although research
and industry initiatives go back decades [16] the current alarm flow at a standard network
operations centre is fairly basic and often of low quality.

We did not get any real numbers on filtering and correlation rates, but the informal
indications pointed to very low success rate which is consistent with what is reported
by Stanton [17]. In many cases alarm messages go untransformed, unfiltered, and un-
correlated from the network elements to the network management system which leads
to a chaotic situation that needs to be cleaned up before we can move into service and
customer management. A representative answer was:

[around] 40% percent of the alarms are considered to be redundant as many
alarms appears at the same time for one ’fault’. Many alarms are also repeated
[...]. One alarm had for example appeared 65000 times in todays browser.
Correlation is hardly used even if it supported by the systems, [current corre-
lation level is] 1-2 % maybe.

Some operators chose to completely ignore alarm correlation, they considered it too
expensive and complex to get good results. These respondents instead pointed to probing,
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statistics, and performance based solutions to get an overall picture rather then trying
to automate root-cause analysis. It was also stressed that advanced alarm correlation
projects are in many cases signs of bad alarm quality from the low-level systems.

Finally, we let an operator conclude this survey by pointing to ongoing challenging
OSS improvements:

Significant work underway to move to a self-service enabled environment for
the customer. Whilst this is to improve the customer experience, this is also
expected to dramatically increase operational efficiencies. Other key improve-
ments are, (1) [...] capability to enable growth and the rapid on-boarding of
customers, (2) Improve flow-through provisioning and activations [...] to re-
duce manual intervention, improve service delivery timeframes and room for
human error.

8 Conclusion

We hope that this survey can form the basis for prioritizing among research topics.
The most important conclusion is probably that there is a great potential to further
network management research by working closer with service providers. There is a gap
between the current research efforts which typically focus on new software architectures
and protocols and the telecom companies that has other priorities.

It is worth noting that after decades of research, alarm correlation is still the most
prioritized research area. This can partially be interpreted as a failure, since no solution
seems to be ready. Instead we see a new set of research challenges emerging, connected
to self-healing, service activation and provisioning.

If research is to support the future focus areas for service providers we need to find
solutions for service and quality management. Another observation is the failure of alarms
as an indicator of service status, where we see a trend towards probe based solutions.

The operators gave a clear message on their desire to move from network and resource
management towards customer and service management solutions. This comes as no
surprise, as the trend has been clear for some time, but the path there needs attention.
A new brand of OSS Solutions that are based on the service life-cycle rather then separate
OSS components for different processes is needed.
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Statistical Analysis and Prioritization of Telecom

Alarms Using Neural Networks

Stefan Wallin, Viktor Leijon and Leif Landén

Abstract

Telecom Service Providers are faced with an overwhelming flow of alarms, which
makes good alarm classification and prioritization very important.

This paper first provides statistical analysis of data collected from a real-world alarm
flow and then presents a quantitative characterization of the alarm situation. Using data
from the trouble ticketing system as a reference, we examine the relationship between
the original alarm severity and the human perception of them.

Using this knowledge of alarm flow properties and trouble ticketing information, we
suggest a neural network-based approach for alarm classification. Tests using live data
show that our prototype assigns the same severity as a human expert in 50% of all cases,
compared to 17% for a näıve approach.

1 Introduction

A medium-sized telecom network operations center receives several hundred thousand
alarms per day. This volume of alarms creates severe challenges for the operations staff.
Fundamental questions that need answers in order to improve the state of affairs are:

• Which alarms can be filtered out?

• How can we group and correlate alarms?

• How can we prioritize the alarms?

While extensive research efforts are focused on alarm correlation [1], the target for the
work presented in this paper is filtering and prioritization of alarms.

Although all alarm systems support advanced filtering mechanisms, the problem is
defining the filtering rules. Being able to filter out a high percentage of alarms would
increase efficiency of the network management center since network administrators would
only have to work with relevant problems.

Because there is such a high volume of alarms and tickets this kind of filtering and
prioritization is of vital importance if operators are to determine which alarms are most
critical to resolve [2]. Today, prioritization of alarms and trouble tickets is largely per-
formed manually by network administrators who use a combination of their experience
and support systems such as inventory and SLA management systems to determine the
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priority of an alarm. This manual process makes the organization dependent on a few
individual experts [3]. Furthermore, the priority information is typically only available
in the trouble ticket system and not in the alarm system.

Two hypotheses are studied in this paper: that statistic analysis techniques can be
used to find alarm filtering strategies and that a learning neural network could suggest
relevant priorities by capturing network administrators’ knowledge.

We start by define the inner workings of a telecom alarm flow (Section 2) and then
describe how our data was extracted from the database (Section 3).

This paper takes four steps towards automatic alarm prioritization:

• We present some statistical properties of a real world alarm flow taken from a
mobile service provider (Section 4).

• We show important properties such as that 11% of all alarms belong to easily
identifiable classes of alarms which never give rise to actions from operators and
that over 82% belong to classes where less than one alarm in a thousand generate
an action.

• We describe the construction, training and validation of a neural network which
successfully assigns priorities to incoming alarms (Section 5).

• Using statistical analysis we show that the neural network performs significantly
better than a näıve but realistic alternative.

2 Defining the Alarm Flow

The operational activities at a service provider’s Network Management Center are focused
on managing a constant flow of alarms [3]. A primary goal is to resolve the most important
problems as quickly as possible. A simplified process description for lowering error impact
is:

• Group alarms that are related to the same problem.

• Associate the alarms with a trouble ticket to manage the problem resolution process.

• Assign a priority to the trouble ticket.

• Analyze and fix the problem.

Alarms are refined and distributed from the detection point in individual network
elements, such as base stations, via subnetwork managers up to the overall integrated
network management systems. Various interface technologies and models for alarms are
used across these interfaces. X.733 [4] is the de facto standard for alarm interfaces and
all later standard efforts are based on X.733 to some degree. It contains basic definitions
of parameters in alarm notifications.
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Figure C.1: Finite State Machine for management view of alarms

The 3GPP Alarm IRP [5] defines alarms using a state focused definition. Furthermore,
it models operator actions that can change the state of an alarm. The state where the
alarm is acknowledged and cleared is the final state, and the life cycle of the alarm ends.

An X.733 compliant alarm has the following main attributes.

Managed Object: identification of the faulty resource. It points not only to the net-
work element but also down to the individual logical or physical component.

Event Type: category of the alarm (communications, quality of service, processing er-
ror, equipment alarm, environmental alarm).

Probable Cause: cause of the alarm, where the values are defined in various standards.

Specific Problem: further refinement of probable cause.

Perceived Severity: an indication of how it is perceived that the capability of the
managed object has been affected. Values are indeterminate, warning, minor,

major, critical and clear.

Event Time: the time of the last event referring to this alarm.

Additional Text: free form text describing the alarm.

For the purpose of this study, we have defined a Finite State Machine for alarms as
shown in Figure C.1. It is a simplification and abstraction of major standards and typical
telecom management systems.
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From the resource point of view, the main events are new and clear, which moves
the alarm into the active or cleared state. Note, however, that the cleared state does
not imply that the network administrator considers the problem solved. This is managed
by the trouble ticket process. In order to manage the problem, the user acknowledges
and associates a ticket with the alarm. We will refer to this as “handling” the alarm.
A trouble ticket contains information such as priority, affected services, and responsible
work group. The mobile operator we studied used a priority in the trouble ticket system
ranging from 1 to 6. Priority 1 is the most urgent and indicates a problem that needs
to be resolved within hours, whereas priority 6 has no deadline. When the problem is
solved, the administrator closes the trouble ticket. The life cycle of an alarm ends when a
user decides that the alarm needs no further attention. This is indicated with end in the
above state diagram. In many cases, this is automatically performed when the associated
trouble ticket is closed. There is a short cut to bypass the trouble ticket process in order
to end alarms that do not represent real problems.

Whether an alarm notification should be considered a new or changed alarm is a
topic of its own. According to X.733, a notification with the same managed object, event
type, probable cause and specific problem is considered to change an existing alarm. The
three last parameters identify the type of alarm, and we will refer to the triple <Event

type, Probable cause, Specific problems> as “alarm type”. We will refer to alarms
with the same managed object and alarm type as “associated alarms”, and they will be
grouped together under one main alarm, the changed alarm in the state diagram.

The X.733 definition of alarm type has created various vendor-specific mechanisms
since the parameters are static and defined by standards. In real life, a vendor needs to
be able to add new alarm types in a deployed system. The approaches to circumvent
this differ between vendors, some use their own non-standardized probable cause values,
and some use free text specific problem fields. A second problem is how to identify
the managed object, different protocols and vendors use different naming schemes. The
actual resolution varies from vendor to vendor. These two fundamental problems create
major challenges for alarm systems and alarm analysis.

In the described alarm flow, network administrators need to answer two important
questions: Do I need to handle this alarm? What is its priority? The operator we studied
primarily uses the event time, managed object, and alarm type attributes in combination
with their own experience and lookups in support systems to judge the alarm relevance.

3 Data Mining Process

Figure C.2 illustrates the overall process in data mining [6]. Each step in this process is
described below.

3.1 Data Set Selection

We used historical databases of alarms and trouble tickets as input. Two separate data
sets were extracted at different times:
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Figure C.2: Data mining process.

1. {TT1}: Only trouble tickets (85814 tickets associated with 260973 alarms)

2. {A1, TT2}: Alarms and corresponding tickets (3583112 main alarms, 16150788 as-
sociated alarms and 90091 trouble tickets)

The alarms were from approximately 50 different types of equipment from many
different vendors.

The records in the trouble ticket database contain the most important fields from the
alarms such as managed object, specific problem and additional text. In this way the
trouble ticket database alone is sufficient to perform analysis and neural network training
on alarms with associated tickets. This is the case for {TT1} which was used for training
and testing of the priority network, as described in Section 5.

In order to perform full statistical analysis of the alarms as well as to train the neural
network to judge if the alarm should be handled or not, we extracted a second data set
{A1, TT2}.

3.2 Cleaning and Processing

The cleaning and processing of the alarms meant calculating time dimensions, and gener-
ating unique alarm type identifiers. It is not always easy to judge what identifies the true
original time of the alarm detection since some equipment sets an absolute time stamp
in the alarm, whereas in other cases it is not time stamped until it reaches the network
management systems. Since we are studying the administrative processes around alarm
management and not temporal alarm relationships, we simplify the data by using the
time the alarm was created in the database as reference. This would not be a valid
approach in the alarm correlation case where the time of alarm detection is relevant.

A fundamental problem is to define what identifies a unique alarm type. As described
in Section 2 this is not as simple as applying the X.733 rule of event type, probable cause
and specific problem. The data in our alarm database had free text alarm types embedded
as part of the additional text field. This was implemented as part of every equipment
integration into the overall network management system. We extracted this text and
made it a column in the database. The data set contained about 3500 unique specific
problem values.
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Table C.1: Distribution of priorities in A1.

Severity Frequency
Indeterminate 0.1%

Critical 17.5%
Major 22.8%
Minor 5.0%

Warning 54.6%

3.3 Data Analysis

The data analysis was done using both statistical analysis as described in Section 4 and
as training/testing data for the neural network, as described in Section 5.

4 Quantitative Analysis of Alarm Flow

4.1 Basic Description of the Data

This is a quantitative analysis of the alarm set A1, containing a total of 3 583 112 alarms,
12 567 676 associated alarms (on average 3.51 per main alarm) and 90 091 tickets. Among
the alarms which are connected to tickets there is an average of 36 associated alarms,
while unconnected alarms had only 3 associated alarms.

The distribution of severities is shown in Table C.1 and shows us that the distribution
of severities is very uneven.

Just under half of the alarms completely lack associated alarms, and 98.8% of them
have less than ten associated alarms.

4.2 Alarm Types

In total there are over 3500 different alarm types defined (see Section 3.2), but most
of them are very rare. Given the distribution shown in Figure C.3 we see that some
form of the Pareto principle seems to be at work here. We get 90% of all our tickets
from the 26 most common alarm types. This indicates that there is a great deal to gain
from improving automation for these 26 alarm types, or using methods such as improved
alarm enrichment and correlation or perhaps helping semi-automate the ticket creation
process.

On the other side of the scale, 10.6% of all alarms belong to alarm types that have
never given rise to an actual ticket, and if we look at alarms which belong to an alarm
type that results in a ticket less than once every 1000 alarms, we get 82.1% of all alarms.
While this requires a detailed study, it does suggest that a great reduction in alarm
volume can be achieved by exploring filtering on these alarms.
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Figure C.3: Cumulative distribution of tickets and alarms by alarm type.

Table C.2: Number of alarms and tickets by weekday

Day Num. alarms Alarms/day Num. tickets Tickets/day
Monday 507 308 29 842 9 247 544
Tuesday 544 093 32 005 12 798 753

Wedensday 548 529 32 266 9 195 541
Thursday 562 218 31 234 9 761 542

Friday 527 041 31 002 8 405 494
Saturday 452 910 26 642 6 017 354
Sunday 440 705 25 924 4386 258

4.3 Temporal Properties

The material contains data from the May to September. A total of 120 days are covered
with an average of 29859 alarms a day, or 1244 alarms per hour. In contrast, an average
of only 116 tickets were created per day. The differences between the months are small.

One common wisdom in the telecom industry is that many alarms are caused by
operator activity, that many the problems come from upgrades, reconfigurations and
other events, implying that the operations themselves cause many alarms. To test this
we calculate the average number of alarms and tickets for the weekdays (see Table C.2).
We can see that the busiest day (Wednesday) has 24.5% more alarms than the calmest
day (Sunday), while having more than double the number of tickets.
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Figure C.4: Differences in associated alarm severity for tickets.

4.4 Severities versus Priorities

This section studies the relationship between priorities and severities, and refers to data
from data set TT2 (see Section 2).

The number of alarms associated with a trouble ticket varies from 1 to 1161, an
average of 5.2 with a standard deviation of 17. This is an indication that the relationship
between alarms and tickets is complex. In an ideal world, alarms should indicate a
problem and not individual symptoms. If this were true, the fan-out between tickets and
alarms would have been much lower.

In Figure C.4 we can see that the distribution of alarm severities associated with a
single trouble ticket is low. If, for example, a trouble-ticket is associated with both a
major (2) and a warning (4) alarm, it has a difference of two steps, as illustrated by
Figure C.4. The associated alarms have the same severity in more than 50% of the cases.

Discussions with the network administrators led to the hypothesis that if we looked
at the maximum alarm severity associated with the trouble ticket, we would get good
correlation. Figure C.5 shows the analysis of this assumption. It clearly illustrates
that we do not have a mapping between alarm severity and corresponding priority. For
example, we see that priority 4 is distributed across all severities, and it is largest in
the warning and critical severity. For further discussion on how badly severities and
priorities correlate, see Section 5.4.

After studying the weak correlation between alarm severity and ticket priority, we
looked for another correlation: the alarm type versus priority. We observe a strong
correlation between some alarm types and their priority, but for other alarm types there
is no correlation at all. So there is no direct and näıve alarm algorithm associating
priority and alarm information.
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Figure C.5: Ticket priorities per maximum severity.

5 Using Neural Networks for Prioritizing Alarms

5.1 The Architecture

Current solutions for automatic alarm prioritization are mainly based on service impact
tools and expert systems which use information from external systems to modify alarms.
This allows a prioritization algorithm to decide upon priorities since the alarm is bound
to topology, service and business impact [7]. This type of solution have some intrinsic
problems [8]:

• Maintenance of service models : formal models of network and service topology have
to be maintained, which is complex and costly. Also, the change rate of network
topology and service structures is challenging to handle.

• Maintenance of impact rules : correlation rules are typically expressed using Rete-
based expert systems [9], which require extensive programming.

• Capturing operators knowledge: to write the rules for the expert system, the devel-
opers need to have input from the network administrators. However, experienced
operators are often critical resources in the organization and cannot be allocated
time to formalize rules.

The goal of our work is to set priorities in alarms at the time of reception by using
neural networks. We let the neural network learn from the experienced network admin-
istrators rather then to building complex correlation rules and service models. As stated
by [10]:

Experienced decision makers do not rely on formal models of decision making,
but rather on their previous experience. They use their expertise to adapt
solutions to problems to the current situation.
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Figure C.6: The two-step neural network training

The alarm management process can be viewed as a two-step procedure, see Figure
C.6. First of all, is the alarm important enough to create a trouble ticket? Secondly, if
we create the trouble ticket what is the priority? We focus on the latter in this paper.

Deciding if an alarm deserves to be handled or not seems to be a more complicated
question, based on some preliminary tests, information outside of the raw alarms is
probably used in the decision process.

We have integrated a neural network architecture into an alarm and trouble ticket
system. The neural network uses the manually assigned trouble ticket priorities and asso-
ciated alarms as learning data. When the alarm system receives an alarm, it interrogates
the trained neural network which generates a suggested priority to be put into the alarm
information. The priority indicates if the alarm should be handled or not and, if so, the
suggested priority.

The A1 data set was used to train the network to judge if a trouble ticket should be
created. This works since the alarm database contains a field for each alarm telling if it
has a trouble ticket or not. The TT1 data set was used to train the network to assign
priorities to the alarms. The trouble ticket database contains all relevant attributes of
the associated alarms.

We used the following alarm fields to construct the input to the neural network:

• Managed Object: the resource emitting the alarm

• Specific Problem: alarm type

• Additional Text: free text field with alarm information

• Perceived Severity: original severity as reported from the equipment

• Associated alarms count: the number of alarm notifications referring to the same
alarm.

The selection of the above alarm attributes was based on discussions with network
administrators to find the most significant attributes used for manual correlation and
prioritization. Additional text and Specific problem are encoded using the soundex
algorithm to remove the influence of numbers and convert the strings to equal length.
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We used an open source neural network engine named libF2N2 [11]. The lib2f2n2
library uses linear activation

f(x) = x

for the input layer and the logistic function

f(x) = 1/(1 + e−x)

for all successive layers. The neural network uses back-propagation [12] as the learning
mechanism. It only supports iterative back-propagation, not batch back-propagation.

Two variables play a special role during learning: the learning rate and the momentum
of the neural network. Learning rate indicates what portion of the error should be
considered when updating the weights of the network. Momentum indicates how much
of the last update that should be reused in this change. Momentum is an effective way
to move a network towards a good generalization, but can also be a problem if the
momentum moves us away from the optimum weights.

5.2 Assigning Priorities using Neural Networks

In Section 4.4 we showed that severities cannot be used as priorities. Our solution will,
however, give network administrators a proposed priority based on their experience.

The priority of an alarm partially depends on its grouping with other alarms. The
grouping in this case is performed by the network administrators when performing manual
alarm correlation and creating the trouble ticket. The neural network, on the other hand,
will analyze alarms one by one and assign a priority.

5.3 Test Configurations

The prototype was tested with different settings both for learning rate, momentum and
neural network structure. The tests are outlined in Table C.3. Since the learning is slow,
approximately 3 minutes per epoch, we stopped the learning when the error rate stabi-
lized. Each test was performed with data not used during the training and is randomly
chosen from the data-set. About 10% of the data set was used for training.

Layers, Neurons and Output in Table C.3 describe the architecture of the neural
network. The number of neurons used in each hidden layer is given by the Neurons field
of the table. The 6 neuron Output (Test 1, 2, 3 and 5) was a mapping where each neuron
represented one priority and the one that got the highest result was the proposed priority.
The 1 neuron Output (Test 4) was a scaled priority where 0,1 represented priority 1 and
0,25 represented 2 and so on. Training Error is the average of the mean square error
of the last epoch in the training. Testing Error is the average error of each prioritized
alarm. A priority error of one, e.g., assigning priority 3 instead of 4, equaled 20% in the
6 neuron output and 15% in the 1 neuron output.

The tests show us that the number of layers are more important than the number
of neurons in each layer. The extremely low error on Test 3 shows that 4 layers is a
better alternative than 3. Test 5 shows that with only 2 layers the application does not
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Table C.3: Test Results: L = Layers, N = Neurons, O = Output, LR = Learning Rate, M =
Momentum, Tr E = Training Error, Te E = Test Error

Test Epochs L N O LR M Tr E Te E
1 1200 3 200 6 0,01 0,3 3.1% 18,1%
2 680 3 100 6 0,03 0,3 2,4% 17,7%
3a 100 4 50 6 0,03 0,2 6,1% 16,0%
3b 1000 4 50 6 0,03 0,2 4,7% 16,9%
4 300 3 70 1 0,05 0,2 31,8% 12,8%
5 1000 2 100 6 0,05 0,2 3,1% 30,0%

learn to prioritize. Adding more neurons does not make the neural network prioritize
better. Notice how the error drops when decreasing the number of neurons between Test
1 and Test 2. Although the Testing Error drops considerably when using the 1 neuron
Output the high Training Error makes us reluctant to use it.

In Test 3 we can see that we do not necessarily get a better result from longer training.
More work is needed to find a suitable method of when to stop training. We have no
direct correlation between Training Error and Testing Error. The high Training

Error on Test 4 is accompanied by a low Testing Error and in Test 5 we have the
opposite relation.

Figure C.7 shows how mean square error descends during training for test 1. All tests,
except test 4, produced similar graphs.

5.4 Results

Having identified approach 3b, see Table C.3, as the most promising one, we decided to
statistically evaluate the success of this algorithm. For all the confidence intervals below
we have used a standard t-test.

We compared the neural network to four competing approaches:

1. The neural network approach as described for 3b.

2. The trivial severity approach, simply scaling the severity into the priority by mul-
tiplying the severity by 1.25.

3. Always selecting the statically optimal priority optimizing for “least average error”,
computed from the reference. The statically optimal choice turned out to be 3.

4. Selecting the priority at random for each alarm, but using the same distribution of
priorities as the reference.

The average errors and variances for the methods, together with the 99% confidence
interval on their mean errors are given in Table C.4.
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Figure C.7: Mean square error decrease during learning

Table C.4: Average error and variants for the methods.

Method Average Error Error variance Confidence interval Difference from A
1 0.8001 1.3450 [0.7938 . . . 0.8064] -
2 1.9054 0.9463 [1.8979 . . . 1.9129] [1.0973 .. 1.1132]
3 1.1922 0.4063 [1.1881 . . . 1.1963] [0.3973 .. 0.3869]
4 1.6161 1.4241 [1.6080 . . . 1.6234] [0.8235 .. 0.8084]

We have plotted the relative frequency of the errors in Figure C.8. A negative error
errs on the side of caution, judging an alarm to be more serious than it actually is. A
positive error on the other hand is an underestimation of the importance of the alarm.
For the purpose of this study we consider both types of error to be equally bad. We can
see that while the neural network is the only method centered around zero, the others
generally overestimate the seriousness of the alarms slightly.

Having seen what appears to be a distinctive advantage for the neural networks, we
apply t-tests to try to determine how the effect of the other methods compares to A. We
did this by comparing the error pairwise for each alarm in the test set and computing
the 99% confidence intervals. The results are presented in the final column of Table C.4.

It is spectacular how well the “always pick priority 3”-method does. This is because
it guesses in the middle, so it is often wrong, but usually just a single step. This rule is,
of course, worthless from a prioritization point of view.
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Figure C.8: Distribution of errors (%)

The comparisons are all to the advantage of the neural network. It has a statistically
secure advantage over the other methods. This suggests a distinct advantage of using
neural networks for alarm prioritization. This becomes an even stronger conclusion when
one considers the distribution of errors in Figure C.8.

6 Related Work

Data mining, or knowledge discovery in databases, is being used in different domains such
as finance, marketing, fraud detection, manufacturing and network management [13].
The major categories of machine learning used are rule induction, neural networks, case-
based reasoning, genetic algorithms, and inductive logic programming [6]. The following
problem types are typically addressed:

• Classification: the training data is used to find classes of the data set. New data
can then be analyzed and categorized. This is the main theme of our work, where
we are looking for ticket priorities based on the alarm data.

• Prediction: this focuses on finding possible current and future values such as finding
and forecasting faults in a telecommunication network. This is covered well by
related research efforts.
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• Association: attempts to find associations between items such as dependencies
between network elements and services [14].

• Detection: focuses on finding irregularities in the data and seeks to explain the
cause. Within the telecom sector a common application is to detect churn and
fraud.

Bose et. al. [6] performed a study to analyze the usage of data mining techniques
across domains and problem types. They found that 7% of the usage was in the telecom
sector and almost evenly spread among classification, prediction and detection.

Gardner et. al. [15] illustrate the classification category. They use a self-organizing
map, a Kohonen network [16], to categorize alarms. In contrast with conventional ANN
networks, a self-organizing map does not require a correct output as training data. The
primary application is analysis and classification of input where unknown data clusters
may exist. The network is in a sense self-learning. This is in contrast to our prioritization
scenario where we have a complete output definition.

Most research efforts related to alarm handling focus on correlation [17, 18, 19, 20, 10].
This mainly falls into the prediction and detection categories above. Alarm correlation
refers to the process of grouping alarms that have a reciprocal relationship [21]. The
aim is “the determination of the cause” [8]. Wietgrefe et. al. [22] uses neural networks
to perform the correlation. Common for these efforts is that they look at the stream
of alarms and tries to find the root cause or the triggering alarm. For example, in the
Wietgrefe study, the learning process is fed with alarms as inputs and the triggering
alarm as output.

We are not trying to find the root cause of the alarms, neither to group them. In
contrast, our problem is in some sense a simpler one, but overlooked; to prioritize the
individual alarms. The main input of our analysis is the manual alarm prioritization in
trouble tickets along with the alarms. Previous efforts have mostly focused on the alarm
databases themselves. The use of the trouble ticket database in the learning process
makes the solution adapt to expert knowledge. Training a network with root cause
alarms is a fundamental challenge since it is hard to find a true output set.

Sasisekharan et. al. [23] combine statistical methods and machine learning techniques
to identify “patterns of chronic problems in telecom networks”. Network behavior, di-
agnostic data, and topology are used as input in the solution. This solution covers the
challenging aspect of problem prediction. It is more focused on data-mining techniques
and uses topology as input. It shows a strength in combining several approaches.

Levy [24] also combine data mining and machine learning in an implementation of
an alarm system. They come to the same conclusion as we do regarding the Pareto
distribution of the alarms: “there is a lot of value in the ability to get an early warning
on the 10% of causes that create 90% of field failures”. This further emphasizes the
foundation for the work presented in this paper where we are focusing on pinpointing the
relevant alarms to be handled.

Klemettinen [25] presents a complementary solution to alarm correlation, using semi-
automatic recognition of patterns in alarm databases. The output is a suggestion of rules,
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users can navigate and understand the rules. This is in contrast with neural networks
solutions like ours, where there is no explanation to users why our network suggests
alarms to be handled, and the suggested priority.

7 Conclusion and future work

The network operator that was the source for our data indicated that priority estimates
that were within one step of the true value would be useful, something we manage for
most of the alarms as shown by Figure C.8. This is a statistically significant improvement
for operators compared with the currently available alarm severity.

We have presented a solution that adjusts automatically to network administrators
by learning from the trouble ticket database. This is an efficient use of human expert
knowledge compared to traditional approaches using rule-based systems which has the
underlying problem of converting human knowledge to rules. It also avoids the complex
problem of having a complete set of rules and topology information in an ever-changing
environment.

This solution has several benefits for the service providers:

• Priorities are available immediately as the alarms arrive.

• Captures network administrators’ knowledge without disturbing their business-
critical work.

• Adapts to changing behavior and changing network topologies.

Further, we have provided some characterization of the alarm flow, showing the long-
tail behavior of alarm types, providing an opportunity for further study of the possibility
of exploiting this from two sides, both from alarm filtering at the “non-important” side
and for alarm automation/enrichment at the “important” side.

The work presented in this paper was run using a historic database of alarms and
trouble tickets. The next step is to deploy the test configuration in a running system to
study how it adapts continuously. We will also apply the tests using data from a different
operator.
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Stefan Wallin

Abstract

Alarm management has been around for decades in telecom solutions. We have seen
various efforts to define standardised alarm interfaces. The research community has
focused on various alarms correlation strategies. Still, after years of effort in industry and
research alike, network administrators are flooded with alarms; alarms are suffering from
poor information quality; and the costs of alarm integration have not decreased. In this
paper, we explore the concept of “alarm”. We define “alarm” and alarm-type concepts by
investigating the different definitions currently in use in standards and research efforts.
Based on statistical alarm data from a mobile operator we argue that operational and
capital expenditures would decrease if alarm sources would apply to our alarm model.

1 Introduction

Network administrators are flooded with alarms, which require their action, either to
resolve the problem or confirm the alarm as irrelevant. Therefore, the quality of the alarm
information is vital. Despite this, we are still in a situation where we see fundamental
problems in alarm systems with alarm floods, standing alarms, lack of priorities, and
incomprehensible messages [1]. The alarm text in Figure D.1 is an actual example from
a Network Operations Centre. Imagine facing the alarm system and asking yourself the
following questions:—What does it mean? —Do I dare to ignore the alarm?—Does it
affect services and customers? — How can the problem be resolved? — Does the alarm
report an alarm raise or alarm clear?

*A0628/546
/08-07-01/10 H 38
/N=0407/TYP=ICT/CAT=SI/EVENT=DAL/NCEN=AMS1/AM=SMTA7/AGEO=S1-TR03-B06-A085-R000
/TEXAL=IND/RECEPTION/COMPL.INF: /AF=URMA7/ICTQ7
AGCA=S1-TR03-B06-A085-R117/DAT=08-07-01/HRS=10-38-14
/AMET=07-020-01/AFLR=175-011/PLS/CRC=NACT
/NSAE=186/NSGE=186/NIND=14/INDI=956/NSDT=0

Figure D.1: Example alarm text

Although the example presents an extreme case, many alarms suffer from poor in-
formation quality, and accompanying alarm-interface definitions are often vague. This
implies operational (OpEx) and capital expenditures (CapEx) for the operators [2]. Oper-
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ational costs are incurred since network administrators must spend time analysing alarm
information. At the same time, the integration of the alarm interface to the network
management solution creates a capital expenditure in the form of integration, filtering
and correlation projects.

Network management history is the pursuit of a silver bullet protocol [3] without
much attention to defining the meaning of management information. This is especially
true of alarm management where we have seen alarm attributes, as defined by X.733 [4]
being transferred by means of different protocols like Q3, SNMP, Corba, and now SOAP.
There is a need to focus on the definition of the alarm concept and on alarm information
itself. In this paper we will argue that the costs of alarm management for large wireless
operators would decrease if equipment vendors improved their alarm and alarm-interface
quality.

Section 2 analyses the alarm concept in light of relevant telecom alarm standards
and shows the alarm chain from the source to the human operator. Alarms can be
modelled using state machines, where the life cycles are different for the alarm source
and the management system. We show the respective state machines in Section 3. One
of the main themes of this paper is that alarm-producing sources are currently passing on
alarm-interpretation problems to the alarm consumers. We discuss the roles of producers
and consumers in Section 4.

Our contributions are:

• An analysis and critique of existing alarm standards are presented in Section 5.

• We give a simple and generic definition of alarm and alarm type in Section 6 that,
if used, would decrease integration costs and enhance alarm quality.

• We propose an alarm taxonomy in Section 7 that gives a structured framework to
analyse alarms.

Throughout the paper we will illustrate the alarm concepts with qualitative and
quantitative analysis of real alarm data from a mobile operator. Some of the empirical
data have been published in a previous article [5].

2 What is an alarm?

2.1 Background

In its widest sense an alarm is an important ‘observable’ network ‘phenomenon’ , where
a phenomenon is defined as any state or process known through the senses rather than by
intuition or reasoning [6]. Network administrators observe undesirable states such as link
failures, power problems and high dropped-call rates, and thereby make an hypothesis
of the underlying problem. They judge the effect of the problem, making predictions of
the impact on services and customers.

In order to zoom-in to a less abstract definition we can use the alarm definition
framework by Stanton [7], see Figure D.2. In the stimuli-based model, an ‘alarm’ refers
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Figure D.2: Alarm Definitions, extended from Stanton [7]
.

to the state in the resource. This is a positivist (and engineering) view in the sense
that alarms can be defined technically. The response-based model refers to an alarm as
the interpretation and response by management processes. A response-based model is
phenomenological in that what constitutes an alarm depends on interpretation by human
operators. The telecom industry focuses on alarm interfaces where the term ‘alarm’ is
often used to refer to the alarm notifications exchanged by systems. This is illustrated
by the message-based model in Figure D.2.

With regard to alarm standards, various definitions of the term alarm exists. We
will look at the definitions used in the most important telecom alarm standards; ITU-
T X.733 [4], 3GPP [8, 9] , IETF RFC3877 Alarm MIB [10], DMTF Event Model [11],
and ITIL [12]. We will look for definitions by asking questions relating to the chain of
observations: What general state-changes can be observed? —what is broken? — what
is the negative effect? — what information about negative effects is published?

What general changes in state can be observed?

X.733 No concept.

3GPP Event: this is a generic term for any type of occurrence within a network entity.

IETF Event: something that happens which may be of interest. A fault, a change in
status, crossing a threshold, or an external input to the system, for example.

DMTF Event: a change in state such as stop/start, or as “An occurrence of a phe-
nomenon of interest”.

ITIL Event: a change of state which has significance for the management of a Configu-
ration Item or IT Service.
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What is broken?

X.733 Fault: the physical or algorithmic cause of a malfunction. Faults manifest them-
selves as errors.

3GPP No concept.

IETF No concept.

DMTF No concept.

ITIL No concept.

What changes in state implies negative behaviour?

X.733 Error: a deviation of a system from normal operation.

3GPP Fault: a deviation of a system from normal operation, which may result in the
loss of operational capabilities of the element or the loss of redundancy in case of
a redundant configuration.

IETF Error: a deviation of a system from normal operation. Fault: Lasting error [...]
condition.

DMTF No concept.

ITIL Incident: an event which is not part of the standard operation of a service and
which causes or may cause disruption to or a reduction in the quality of services
and Customer productivity.

What Information about negative behaviour is pub-
lished?

X.733 Alarm: a notification, [...], of a specific event. An alarm may or may not rep-
resent an error. [...] Alarms are specific types of notifications concerning detected
faults or abnormal condition

3GPP Alarm: abnormal network entity condition, which categorises an event as a fault.
[event] occurrence that is of significance to network operators, [...]Events do not
have state.

IETF Alarm: persistent indication of a fault

DMTF Indication: the representation of the event. Alert is a special case of indications
which contains information about the severity, cause, recommended actions

ITIL Alert: a warning that a threshold has been reached, something has changed, or a
failure has occurred.



Chasing a Definition of “Alarm” 127

First, we can agree that we have events in general which constitute any state changes
in network resources. Alarms are a special kind of event in that they imply negative effects
and require action. Another general observation is that alarms refer to the symptoms
rather than the actual fault. We can use the X.733 path to see the chain: we have an
underlying fault, associated resources will deviate from the expected behaviour, errors,
until finally this is represented as an alarm.

The Distributed Management Task Force CIM Event Model [11] has a similar defini-
tion of the three different steps. It differentiates between the different levels of ‘events’,
‘indications’, ‘alerts’. The ‘indication’ is the representation of the event. The relationship
between events and indications is not one-to-one, several ‘indications’ can be reported
for the same event, the ‘indication’ may not report the true event, etc. Finally, an alert
is a special case of ‘indication’ which contains information about the severity, cause,
recommended actions and and thereby turning the ‘indication’ into an alarm.

We see some different approaches to the definition of ‘alarm’; while X.733 defines the
alarm as the message carrying alarm-information, 3GPP and IETF refer to an alarm as
the undesired state. DMTF avoids using the term alarm and uses ‘alert’ in the same
sense as X.733. Alarms are as seen above mostly associated with an underlying fault.
This is in some cases not true, high resource utilisation is an undesired state without a
corresponding underlying fault.

So far we have looked at the alarm concept as such, however there are vital charac-
teristics regarding alarms that need to be looked at:

Alarm states: does an alarm have states?

Alarm type: how do we know if two alarms are referring to the same kind of undesirable
state?

Alarm equivalence: how do we compare if different alarms are the same, for example
how do we match an alarm-raise with a corresponding alarm clear?

We will elaborate on these issues in the rest of this paper. In general, it is important
to understand the overall alarm situation from an operator’s perspective. Figure D.3
illustrates three months of alarm data. We see that we have about 4 million alarm
notifications per month, (90 notifications per minute). The line ‘managed alarm’ shows
the number of alarms represented in the alarm management system where duplicates
and updates of the same alarm are grouped. ‘Alarms with Ticket’ shows how many of
the alarms that are handled by operators using a trouble-ticket system to control the
diagnosis and resolution process. We also show the number of alarms that are cleared by
the resource. Figure D.3 clearly illustrates the large amount of alarm notifications that
need to be managed and the over-representation of alarm notifications versus the alarms
that actually needs manual attention. The current alarm situation was expressed in the
following way in an operator survey we made [13]:

[around] 40% percent of the alarms are considered to be redundant as many
alarms appears at the same time for one ’fault’. Many alarms are also repeated
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[...]. One alarm had for example appeared 65000 times in todays browser.
Correlation is hardly used even if it supported by the systems, [current corre-
lation level is] 1-2 % maybe.

2.2 The Alarm Chain

Alarms are transformed and managed in a chain of abstractions (Figure E.1). First,
we have states that manifest themselves as alarms. Every managed resource has a set of
alarm states. This comes naturally to tangible resources like hardware and software. But
from a management perspective, logical objects representing functions and their alarm
states are also of vital importance. We denote the list of resources with associated alarm
states [R].

The alarm states themselves are in turn represented as entities of their own, often
called an ‘alarm list’, which we denote [A]. The alarm interface published by the network
element is the third step in the alarm transformation. It reports all changes to the alarms,
4A , as alarm notifications. A management system will try to estimate the resource
states,

[
R

]
, and alarms,

[
A

]
. Finally, alarm management processes adds characteristics

to the alarm, [M ].

In Figure D.4 we see that we have two views of alarms: one resource-oriented for
A and one management view for M . These different alarm life-cycles are discussed in
Section 3. We also see a chain of transformations that occurs in order to explain the
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state of resources and the overall alarm status:

UndesirableState→ [R]→ [A]→4A→ [A]→ ([R], [M ]) (D.1)

3 Alarm State Machines

3.1 Resource Alarm States

The life-cycle of the resource alarm, A, is fairly simple and straightforward (Figure D.5).
The main issue is to separate alarms that have a clear notification, Figure D.5 (a), or not,
Figure D.5 (b). Note that we do not include administrative states of the alarm in this
layer. We consider this to be part of the management system. Furthermore, in simplified
terms, this represent the true state of the alarm, and not an approximation, as in the
management system.

An alarm is created when the alarm first occurs. It may later change in severity,
alarm text and possibly other non-identifying attributes. It then toggles between the
active and clear states. A vital characteristic is hidden in this simple state-machine: an
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alarm going back and forward between active and clear is still the same alarm. Much
equipment will generate new alarms for every toggle. This is common for flapping links,
for example, and it might generate thousands of alarms. Rather, throttling and hysteresis
functions should be used to send a few summary alarm notifications of the state changes.
Administrative procedures like ageing may end the alarm object.

So far we have described state-full alarms. It is important to separate clearly state-
full and stateless alarms. Administrators need to know if the alarm has a potential
clear. Figure D.5 (b) illustrates the state-machine for stateless alarms. These kinds of
alarms are common in many types of equipment where there is no notion of an alarm
state. There is no instrumentation to detect the alarm clear state and therefore the alarm
state is left to be judged by management applications or operators. The trap-directed
polling architecture recommended by SNMP is a paradigm that promotes these kinds of
solutions.

The alarm data we studied showed some interesting ‘clear’ phenomena connected to
the simple state-machine. Our analysis shows that only around 50% of the alarms had
an associated alarm clear at the end of the alarm life-cycle. Furthermore, a kind of
anomaly is where we have an alarm clear reported for an alarm that is never reported,
this accounted for almost 30% of the alarm notifications in the 3G network while it
was less than 1% in the 2G network. This is probably a maturity concern and also an
indication that the 3G network alarms are still suffering from low alarm quality.

3.2 Managed Alarm States

We have defined a Finite State Machine for managed alarms, M , as shown in Figure D.6.
It is a simplification and abstraction of major standards and typical telecom management
systems. In the end it can only be an example, since different processes and systems
apply various alarm characteristics. It is also worth noting that the alarm state in the
management system is always an approximation of the true alarm state.

From the resource point of view, the main notifications over the alarm interface, 4A,
are new and clear, which moves the alarm into the active and cleared state. Note,
however, that the cleared state does not imply that the network administrator considers
the problem solved, the trouble ticket process manages this. In order to manage the
underlying fault, the user acknowledges and associates a trouble ticket with the alarm.
We will refer to this as ‘handling’ the alarm. A trouble ticket contains information such
as priority, affected services, and responsible work group. When the problem is solved,
the administrator closes the trouble ticket. The life-cycle of an alarm ends when a user
decides that the alarm needs no further attention. This is indicated with the end state. In
many cases, this is automatically performed when the associated trouble ticket is closed.
There is a short-cut, which bypasses the trouble ticket process in order to end alarms
that do not represent real problems. Note that there is nothing that enforces alarms and
managed alarms to end synchronously, different administrative processes may end the
same alarm at different times.

The life cycle of an alarm can be studied by analysing the time distribution for the
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Figure D.6: Finite State Machine for Managed Alarms

different state changes. In Figure D.7 we show the distribution of managed alarm state
changes into time intervals. The figure shows some behaviour worth noting:

1. 20% of the alarms are cleared in less than 5 minutes, it is questionable if these
should qualify as alarms at all and filtering these out with reduce the number of
alarms.

2. 47% of the alarms are ‘ended’ within 5 minutes and this is again an indication
of alarms that could be filtered out. Most of the alarm types in this case where
automatically ‘ended’ by automatic rules and should never have been sent from the
alarm producer in the first place.

We also studied the average times to handle and end alarms. Alarms with severity
critical were in average handled more than 500 times quicker than alarms with severity
warning. However, the alarm severity as emitted from the network element has low
correlation with the priority as set by network administrators [5]. Therefore, the current
quality of alarm severities as sent by the equipment is misleading and has a negative
effect on the network service.

4 Alarm Consumers and Producers

Currently most of the alarm improvement techniques are introduced on the consumer
side. The actual users of the equipment are investing in filtering, correlation, and en-
richment. The input for these efforts is an avalanch of low-quality alarms. Looking at
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the current situation we recommend that efforts should rather be put into the alarm-
producing sources to define simple alarm interfaces with high quality alarm information.

4.1 Consumers

The classical usage of alarms is the alarm management system with human users, the
network administrators. Informal easy-to-understand texts are preferred in favour of
rigourous formal parameters where syntactical structures are sometimes in conflict with
readability. Our studies [5] show that the operators mostly use the two X.733 fields of
additional text and managed object while omitting all the others. In many cases
they introduce an ‘informal’ additional managed object field in preference to the syntac-
tical focused original field.

It is a well-established problem that the number of alarms is too high for operators
to be able to handle the situation [1]. Hollywell and Marshall [14] showed that admin-
istrators can read and comprehend familiar, structured text messages at a rate of 15-30
messages per minute. But if the administrators are required to assess the information
and take actions then the alarm rates must be much lower than this. The rates we have
observed are above this limits, especially in larger failures in the network.

Another important characteristic is the number of alarm types (see Section 6.1). Every
alarm type implies different hypotheses and consequent actions. So for efficient network
administration, the different alarm types need to be known [15].

There are several process definitions for the alarm handling process, [16, 7, 17]. All
of these more or less contain the following simplified steps: detection (detecting the
fault), diagnosis (identifying the cause of the fault) and correction (dealing with the
fault). A fundamental problem is that the current level of alarm quality only supports
the first step [7]. Klein, Pliske, Crandall and Woods [18] stress the fact that ‘we do
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not directly perceive faults. We notice the disturbances they produce — their symptoms,
which we experience as the cues that alert us to the existence of a fault’. In their research,
problems are detected as part of an inference and hypothesis process. It is triggered by a
discrepancy of expectancies. They further argue that the capability to identify problems
is affected by stance, expertise and attention management.

While ITIL [12] and eTOM [19] describes structured processes to handle alarms, they
give little insight into the actual reasoning process behind the diagnosis performed by
human operators. Woods [20] describes the diagnosis process as abductive reasoning.
Abductive reasoning can be described as ‘inference to the best explanation’. It is a
method of reasoning in which one chooses the hypothesis that would, if true, best explain
the relevant evidence. Abductive reasoning starts from a set of accepted facts and infers
their most likely, or best, explanations:

• D = collection of observations, givens, facts

• H explains D, that is, H, if true, would account for D

• No other available hypothesis explains D as well as H does

• Therefore, H is probably true

We see that the network administrators work with probabilistic hypotheses with
Bayesian rather then objective probabilities. The probabilities are constantly tuned
when new evidence, alarms, arrive. Therefore, they need to revise their hypotheses given
new alarms. Furthermore, many hypotheses are dependent on checking previous and
future alarms, giving a complex temporal dimension to the reasoning. At the end they
are challenged with time-pressure to act. Should they wait for more evidence or take the
best option and try to resolve the problem with the given facts?

4.2 Producers

The resource instrumentation is the main alarm producer and is closest to the true
alarm state. On the other hand, alarms generated at this level have limited knowledge of
contexts and desired states and therefore too many alarms are typically generated with
non-relevant severities.

Management systems can themselves generate or change alarms according to the
received alarm state changes and local knowledge. This is a level that is currently un-
derdeveloped and the management systems are more or less a one-to-one mapping to the
network element alarm state and information.

Correlation systems and alarm impact analysis tools analyse basic alarms using con-
textual information to filter and/or generate higher levels of alarms.

Active and passive probes act externally to the resource and test its black-box be-
haviour. On the basis of the tests they can generate alarms referring to a non- functioning
resource. A basic problem here is that of resource naming. The native resource alarms
and the probes do not necessarily name the resource in the same way. The same state
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may be detected by the probe as well as the original alarm, which results in duplicate
alarms.

5 Existing Alarm Interfaces

Alarm interfaces are at the heart of network providersÕ service assurance solutions.
Numerous alarm interfaces need to be integrated into the overall network management
solution. This is currently a costly and complex task despite available standards and
technologies. We will in this section outline the most common strategies and give some
qualifying measures.

Alarm interfaces normally define the following items:

1. Notifications to report alarm state changes, 4A

2. Definition of the alarm object attributes and states, A.

3. List of active alarms, [A]. This is used by the management system to be able to
synchronise the list of active alarms.

4. Alarm equivalence, a1 ∼ a2: how can we compare if alarms and alarm notificications
refer to the same alarm state?

5. Alarm type: what is the mechanism to identify different kind of alarm states?

6. Naming rules for referring to the alarming resource R (often called managed object).

5.1 X.733

X.733 [4], defined by ITU-T, is the de facto standard for alarm interfaces. Almost
all later standard efforts are based on the alarm information defined in X.733 to some
degree. It is targeting the interface between a network element and the management
system. Therefore, it does not contain any management aspects of the alarms. The
model is notification-focused, and it defines the actual alarm state-change messages. The
notification focus has created some confusion as to whether alarms are isolated messages
or a set of messages related to the same alarm. This was recently resolved primarily by
the state-focused 3GPP standard.

The value of the standard lies in the definitions of the various alarm attributes. It
defines a rich set of attributes to describe the meaning of an alarm, but many of them,
such as “proposed repair action”, are seldom used since capabilities of the agents do not
support the corresponding information.

X.733 provides two alarm equivalence mechanisms, one using managed object and
alarm type (eventType, probableCause, specificProblem), the other based on a sequential
notification identifier. The X.733 idea of having global standards for statically defined
alarm types still creates concern in the management community. Many systems support
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probableCause but the definitions are in many cases not unique enough to be useful in
alarm identification scenarios.

ITU-T has defined a corresponding ‘Generic Network Model’, M3100 [21] to model
the resources in the network, R. Three attributes are used to represent the alarm sta-
tus of an object: operationalState, alarmStatus (the highest alarm severity), and
currentProblemList (list of alarms for this object).

5.2 3GPP

3GPP [9] defines alarms using a state-based definition rather than a notification-based
definition as in X.733. It targets the interface between a mid-level manager and an
upper layer management system and defines the management systems alarm list, [M ],
and the corresponding management alarm changes 4M . This means that management
state changes like ‘acknowledgement’ are reported as well. The alarm attributes cover
X.733 with the addition of different time-stamps to cover the alarm object life-cycle and
management states.

3GPP introduces an alarm equivalence attribute alarmId. The exact semantics of
alarmId is unclear. It is used as a key for referring to alarms over the interface; systems
need to share the knowledge of alarmId. The relationship with the inherited X.733
equivalence mechanisms are not well described and the standard shows examples where
the two mechanism actually create conflicts. It is also questionable if an identifier for
the actual alarms is a sound approach since resource alarms and managed alarms have
different life-cycles, they can be ended at different occasions, see Section 3.

The 3GPP Fault Management requirements [8] defines two kinds of alarms:

ADAC Automatic Detect Automatic Clear, Figure D.5 (a).

ADMC Automatic Detect Manual Clear, an alarm where the resource does not report
clearance, Figure D.5 (b).

The corresponding 3GPP Alarm IRP [9] uses the term ‘event’ to denote a stateless
alarm while the 3GPP fault management requirements [8] define events more generally
as networks events. These two (conflicting and overlapping) 3GPP definitions of events
have created confusion around stateless alarms versus events and they are not related
to the ‘ADAC’ and ‘ADMC’ definitions above. Certain alarms are stateless, such as
authentication-failure. Is this then an event? On the other hand, there are events that
are not alarms like ‘board inserted’.

In order to handle alarms without a clear notification, 3GPP introduced the concept of
‘manual clear’, which means that an operator can clear an alarm. In our view a resource
initiated clear is very different from an operator considering the alarm as cleared. This
should be represented as two different states in order for the model to be correct, since
the first is a resource view while the latter is a management view.

Another issue of the 3GPP alarm definition is that it does not separate the clear
state from the perceived severity of an alarm. This means that we cannot represent the
severity of a cleared alarm.
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3GPP selected Q3 and Corba as protocols. According to our operator surveys this has
added drastically to the costs of alarm integration. The associated 3GPP generic object
model; “Network Resource Model” [22], uses distinguished names for naming objects. It
defines general classes such as SubNetwork and ManagedElement. The model does not
define any alarm state attributes for the classes.

5.3 IETF Alarm MIB

The Alarm MIB represents the resource view, A. It is different from the other alarm
interface standards in that it introduces an ‘alarm model’. The alarm model is capable of
mapping native SNMP notifications and object states to alarm states using the following
underlying assumptions:

• Not all notifications report alarm state changes.

• Not all state changes are reported with notifications. In this case variables in the
agent can be read to deduce the state.

This is an interesting approach and addresses our alarm type definition in Defini-
tion D.4. The alarm MIB assumes that alarm types can be differentiated by separate
SNMP notifications and one integer-based notification parameter (var-bind). The alarm
types are explicitly expressed as instantiated rows in an alarm model table. This is a
unique feature whereby a management system can query the managed system for a list
of alarm types and the corresponding notifications. It certainly adds complexity and
management systems need to implement a discovery mechanism for this table before no-
tifications can be semantically interpreted. The background for this is understandable,
as the telecom community has dedicated alarm notifications, but in the SNMP world we
have notifications in the various MIBs, which do not tell whether these are alarms or
not. Another approach would have been to produce an SNMP-based X.733 clone. But
the problem then would be to manage the installed base of existing notifications.

Every alarm type is given a unique identifier called “alarm id”, whereas in 3GPP
the alarm id refers to an alarm instance. Alarm equivalence is not explicitly stated but
from the examples given on alarm and alarm clearance we see that the resource identity
together with alarm type are used.

All in all the Alarm MIB has an interesting approach to actually modelling the alarms.
On the other hand, it implies complexity and the industry’s acceptance is still to be
obtained.

A somewhat associated MIB is the ENTITY-MIB [23] and its extension ENTITY-
STATE-MIB [24]. It is a MIB that in an abstract way models the logical and physical
resources of a managed system, R. The resources are modelled as entities with attributes,
relationships and states, including an alarm status.
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5.4 TM-Forum Standards

TM-Forum defines a broad set of interfaces including different attempts like MTOSI [25]
and OSS/J [26].

MTOSI added an alarm notification attribute to indicate if the alarm state is clear-
able: “isClearable : True if the alarm/event represents a condition that will not be cleared
at a later time.” This is a solution to explicitly telling the upper management system
and network administrators about the stateless/state-full nature of the alarm type. Fur-
thermore, MTOSI has explicit definitions of alarm types that resemble our proposed
definition in Definition D.4.

OSS/J has made some notable adaptations of 3GPP. First of all, it introduces a
separate clearance status of the alarm object. A separate clear status is important in
order to support unclear of an alarm and also occurs naturally since we can have a major
alarm that is cleared.

In 3GPP, alarm objects are identified with an ‘alarmId’, which is a unique key in one
alarm list. Since, however, OSS systems manage a collection of alarm lists, we need a
key that is unique across different lists. This is the purpose of the OSS/J ‘alarmKey’
attribute. But again, we have an identifier without semantics which need to be shared
between systems.

Finally, OSS/J also opens up the static probableCause problem in making it into a
string defined at run-time.

5.5 Syslog

Syslog [27] was once created as a logging solution for sendmail. Syslog has since become
the standard logging solution on UNIX systems and IP devices. As the name indicates it is
targeting a general logging service and is therefore focused on distributing event messages
in general. This includes debug messages as well as alarm notifications. Syslog as such is
designed to be flexible and therefore puts few requirements on its usage. Interpretation
of messages is therefore very much left to the consumer and is based on string pattern
matching. There is no concept of alarm states and no explicit way to express clear
severities. Still, the actual information quality is in many cases high compared to other
interfaces.

The MSGID field identifies different event types, but further string matching may
be required to guarantee uniqueness. The emitting resource is identified by (HOST-
NAME, APP-NAME, PROCID). An internet-draft [28] has just been published that
maps alarm information into syslog. It resolves how to map alarm severities (including
clear), probable cause and resource identification into syslog messages.

It is interesting to note that syslog is the only standard of those we studied that gives
time-stamps serious treatment and therefore avoids problems in interpreting time-stamps
from different devices.
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Standard Model Alarm Type Equivalence MO Reference
X.733 4A ET, PC, SP Notification ID and MO or DN

ET, PC, SP and MO

3GPP A ET, PC, SP alarmId ASCII DN

and 4A

IETF 4A NOTIFICATION-TYPE alarm table index OID
Alarm MIB and var-bind

OSS-J 4AO ET, PC, SP alarmKey ASCII DN
PC is String

syslog event – – FQDN

Table D.1: Overview of Alarm Standards

5.6 Summary of alarm standards

Table D.1 gives a summary of relevant alarm standards as elaborated above. Following
acronyms and terms are used:

• ET: event type, PC: probable cause, SP: specific problem from X.733

• DN: Distinguished Name, a text-based hierarchical name of the resource like paths
in file systems or LDAP names.

• OID: SNMP Object Identifier.

• NOTIFICATION-TYPE: the identification of the SNMP “trap”, SNMPv1 TRAP-
TYPE or SNMPv2/v3 NOTIFICATION-TYPE.

6 Definition of Alarm

We will use an adapted stimuli-based definition from Hollifield [29] in order to provide
a functional definition of the term alarm. This is in contrast to the alarm standards
definitions which focus on descriptive definitions. The definitions are summarised in
Figure D.8. Our definition also builds on the definition of ‘event’ from the CIM Event

Alarm
Managed 

Alarm

Resource Observer

Alarm Notification

Figure D.8: Alarm Definitions

Model [11] in the sense that we refer to the state of the resource.
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Definition D.1. An alarm signifies an undesired state in a resource for which an operator
action is required. The operator is alerted in order to prevent or mitigate network and
service outage and degradation. An alarm is defined by A = (R, T ), [(t, S, I)] where

R = Resource, T = AlarmType, t = time, S = Severity, I = Information

The resource R and alarm type T identifies the alarm; this key is constant during an
alarm life cycle. Note that this is logically based on alarm types and resource identifiers
in contrast to for example the 3GPP alarmId. The other fields, (t, S, I), are fields rep-
resenting the history of the alarm, they form a tuple that is repeated for every alarm
state change. Whether the meaning of an alarm is interpreted using the latest or highest
severity depends on the observer. The state might be discrete, meaning it will only be
reported once, with a single alarm raise notification as in Figure D.5 (b).

The focus of this definition is that every alarm needs attention and manual investi-
gation including possible actions. This interpretation is close to the origins of the term
‘alarm’ which stems from the Old French, à l’arme; ‘to the weapon’, telling armed men
to pick up their weapons and get ready for action (because an enemy may have suddenly
appeared). It is also inline with the definition of alarms used in the process industry [30]:
‘Alarm - a warning to the operator that immediate action is required to correct a condition
on the plant’. Note that an alarm based on this definition may not be associated with a
fault. A traffic management application may generate an alarm when the utilisation of
a link is getting to high.

Many conclusions can be drawn from this simple definition:

• only important states representing abnormal situations that require action should
be alarms.

• the alarms must be informative enough for the network administrator to assimilate
his knowledge.

• the alarm must provide enough information to support reasoning, hypothesis and
prediction.

Our definition also enforces network elements to have a model of alarms rather then
emitting events whenever an implementer believes it is a good idea. We argue that the
equipment provider should provide an alarm model for its equipment, rather then push
the problem to the service providers management application. It is costly to understand
events, create filters, map events to alarm states. These mechanisms should be performed
by the emitting equipment.

Whenever the alarm changes state it is vital to inform subscribing and dependent
systems of the status change. We call this an ‘alarm notification’.

Definition D.2. An alarm notification is a message about an alarm state change such as
raise or clear. The alarm notification contains the change of an alarm4A = (R, T, t, S, I).

Finally, we have the representation of the alarm in management systems. This rep-
resentation is calculated mainly from the received alarm notifications.
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Definition D.3. A managed alarm is the management representation of the alarm de-
rived from alarm notifications. The managed alarm has added states and attributes that
relate to the alarm management process.

If we denote a managed alarm by M , we can define it as

M = A + m (D.2)

where m is the pure management aspects of the alarm and A represents the manage-
ment approximation of the resource alarm A. Managed alarms give the alarms further
attributes and states related to the alarm handling process, for example, alarm acknowl-
edgement. It is worth noting that managed alarms may reside in the same system as the
resource alarms in the case of an embedded system management function. If we go back
to the previous discussion on the 3GPP manual clear, our standpoint is that resource
clear is part of A whereas operator clearance is part of m.

6.1 Alarm Types and Instances

Alarm types, T , are of fundamental importance for modelling alarms; craft alarm inter-
faces; and structuring user interfaces and knowledge management databases. Dynamic
definition of alarm types is the basis of any serious attempt to manage alarms more
efficiently [31].

An alarm type is a classification of alarms that refers to the same underlying un-
desirable state. Examples of alarm types are LossOfSignal, BatteryFailure, and
AbisToBTSInterfaceFailure. Alarm types partly answers the question if an alarm
is the same as another alarm. The general rule is that two alarms refers to the same
original alarm state if they refer to the same resource and alarm type, alarm equivalence.
Formally we will use the following definition:

Definition D.4. An alarm type is defined as predicates P with associated severity S over
the resource states. It defines a unique identification of a possible alarm with associated
operator instruction

T = ([(Predicate, Severity)] , OperatorInstruction))

The basis for an alarm type definition is to define the undesirable states, we represents
this as a list of resource state evaluations and corresponding severity. In order to clarify
our definition we show an example of the (Predicate, Severity) list of a linkOutage alarm
type:

((ifOperStatus = down ∧ ifAdminStatus = unlocked), Major),
((ifOperStatus = down ∧ ifAdminStatus = locked), Clear),
((ifOperStatus = up ∧ ifAdminStatus = unlocked, Clear)
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Note that we require that the operational state is not only ‘down’ but also differs from
the administrative state of the interface. This will guarantee that the alarm represents a
deviation from normal operation. If we however compare this with the current practice
of interface monitoring most management applications will generate an alarm whenever
the interface status is down irrespective of the administrative state. Furthermore, the
alarm is cleared whenever the operational state equals the administrative state, including
the case when operational state is down. The existence of a clear predicate makes the
alarm type state-full according to Figure D.5 (a) . Default severities are attached to the
type but individual alarms can override the severity such as increasing the severity for
important ports. The operator instruction gives instructions how to analyse and remedy
the problem. If it is not possible to state an algorithm or heuristic to resolve the problem
it does not qualify as an alarm type.

One resource can only have one alarm instance per alarm type active at the same time.
Alarm types must be fine-grained enough to guarantee that two underlying undesirable
states do not map to one single alarm type. Alarm types should not be confused with
different notifications or states for the same alarm type. LinkUp and LinkDown are
examples of the first case; these SNMP notifications refers to two states of the same
alarm type, linkOutage. Different severity thresholds for the same problem are examples
of the latter.

Some alarm types are specific to the managed object class while others are not. A
battery problem can be related to a base station site as well as a toaster. It makes sense
to further qualify the alarm types with a managed object class. We call this a qualified
alarm type, QT .

Definition D.5. A qualified alarm type binds an alarm type to a specific resource class,
QT = (RC, T ) where RC = Resource Class

Maintaining and defining alarm types is cumbersome. There are several sources:
network element types, standards, enterprises, and network management systems. An
integrated management solution needs a strategy for managing the type definition. Typ-
ical challenges are:

1. Addition of types at run-time

2. Different vendors use different names for the same alarm type

3. Too low resolution to enable unique alarm instance identification

4. Unclear predicates for alarm types

5. No specified operator instructions

Alarm types are defined within a scope such as standard organisations or enterprises.
A problem we see in current alarm practices is that a flat name space is used for alarm
types like the global enumerated list of probable cause. We need a hierarchical name
space making vendor extensions possible while maintaining a way of matching alarm
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types. Dot-separated names like DNS or X.500 would resolve this issue. Therefore, we
assume T to be named like X733powerProblem.acme.upsfailure that specialises the
X733 powerProblem into an ACME Inc. UPS failure.

When designing alarm types we find it useful to ask the following questions from the
BP Oil Alarm Management experiences [30]:

• What is the purpose of the alarm? What potential hazard is the alarm intended to
prevent?

• What are the consequences of the operator failing to respond to the alarm?

• What action is required of the operator?

• How likely is it that the operator will be able to prevent the hazard occurring?

• How quickly is the operator required to respond?

Every alarm type definition should have clear answers to these questions in order to
qualify as an alarm. According to our previous studies [5] a minor subset (20 of 3500)
of all identified alarm types account for almost 90% of the trouble tickets. The same
observation was done by Levy et. al.[32]. This is an indication that it is important to
study the alarm types and that automation of a very limited subset of all alarm types
can to a large degree decrease the operational costs.

7 Alarm Taxonomy

We are analysing alarms using a taxonomy of four levels, partly borrowed from linguistics
and semiotics.

• Level 0, Phenomenon: the resource state change or event that is interpreted as an
alarm

• Level 1, Syntax and grammar: the protocol and information modelling language to
define the alarm interface.

• Level 2, Semantics: what does the alarm say?

• Level 3, Pragmatics: what is the meaning of the alarm when using contextual
information?

The different levels in the taxonomy apply to different steps in the alarm chain (Fig-
ure D.9). The taxonomy can be illustrated with an example from a 3G network. At
Level 0 a base station detects a problem considered to be an alarm, so the 3GPP Corba
solution [9] set is used to transfer the alarm to the management system over Level 1. At
Level 2 we interpret the various alarm fields such as managed object, severity, probable
cause, and additional text to understand the Virtual Circuit alarm sent from a Radio
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Figure D.9: Alarm Taxonomy

Network Controller, RNC, node. It tells us that a virtual connection has been cut in
the transport network between the RNC and Radio Base Station. Finally, at Level 3
we need to understand which cells and channels are affected by the alarm. At the last
pragmatic level we investigate SLA and demographic data to understand the real impact
of the problem.

In the following sections we will use the alarm taxonomy to analyse the alarm concept.

7.1 Level 0: The Phenomenon

The first level is the most overlooked, and operators are flooded with messages that are
not real alarms. Events that are for information only and not requiring actions should
not be defined as alarms. Other important questions to ask before triggering the alarm
are [29]: Is this the best indicator of the situations root cause? Is this alarm truly result-
ing from an abnormal situation? Our investigations [5] show that the alarms at telecom
network management centres do not comply with our basic definition of alarms (Defini-
tion D.1). We studied an alarm database from a large mobile operator. It contained a
total of more than 15 000 000 alarms. Roughly 3 500 000 alarms were unique and the
other 12 000 000 were repeated alarms or updates of the original alarm. A total of 90 000
trouble tickets were associated with these alarms. This tells us that 2,5 % of the alarm
notifications required manual actions. Bransby and Jenkinson [1] report the usefulness
of alarms in the plant industry. According to their studies less than 50% of the alarms
qualify as true alarms.

7.2 Level 1: The Syntax and Grammar

Level 1 in our alarm taxonomy is the basic level which defines the alarm interface.
From a technical point of view alarm interfaces have not been very successful since
integrations are still complex and expensive [13] despite the existence of various alarm
interface standards. The modelling languages and corresponding models have been too
informal and therefore give room for a lot of variants and not enabling the semantic level.
It is also worth noting that most of the efforts in the telecommunication industry focus
on the actual alarm protocol without little attention to define an alarm model.
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Figure D.10: Severity distribution

7.3 Level 2: The Semantics

The semantic level deals with understanding the alarm information. An alarm carries
a defined set of parameters according to the grammar but the contents needs to be
understood and provide meaning to the network administrator. Some challenges that
appear at this level are; understanding the resource reference, too coarse-grained resource
reference, incorrect alarm severities, and semantics embedded in free text fields.

We illustrate the semantic problems by some examples of how to interpret the alarm
severity. The severity alarm field provides an indication of how the capability of the re-
source has been affected. X.733 defines and enumerates the following values: Indeterminate,
Warning, Minor, Major, Critical, Clear. Our studies [5] show that the pragmatic
severity level assigned manually by network administrators has very little correlation
with the severity passed in the alarm.

In Figure D.10 we show the distribution of the severities from our alarm database. We
have also included a normalised plot of the distribution of manually assigned severities
(priorities) in the associated trouble ticket system. The graph also shows the recom-
mended severity distribution from Hollifield [29].

If we compare the total alarms with the recommended distribution we see that the
distribution is over-represented for high severities. It is even more interesting to study
the distribution of 2G and 3G alarms. The mature 2G technology is almost aligned with
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the recommendation whereas 3G alarms are orthogonal to the recommendation.

Several semantic challenges are also connected with the alarm time stamps. Time
synchronisation is still an issue in network management environments. Some nodes do
not have an internal clock which means that the time-stamp are introduced later in
the chain, networks cross time-zone boarders, and not all nodes use the network time
protocol. The introduction of post-processing tools and probes also introduces challenges
on how to time-stamp alarms retrospectively.

Finally, we make some observations on semantics embedded in the additional text field
of alarms. In the worst case, alarm identity information like managed object instance or
alarm type is embedded as part of the additional text. A common pattern is that the
managed object parameter only points to the box but the additional text contains detailed
information such as rack/slot/port. Our experience is that semantic alarm information
is embedded in different ways in additional text and it has vital importance compared to
the other more formal, at least on syntactical level, attributes. It is interesting to quote
the X.733 statement about additional text: ‘Understanding the semantics of this field is
not required for interpretation of the notification’.

7.4 Level 3: The Pragmatics

Finally, at the pragmatic level we need to understand the impact and context of the
alarm: - what is the effect on services and customers? - what needs to be done? Network
administrators use contextual information like topology and SLAs to understand the
alarm pragmatics. Most important of all is their informal expert knowledge. In current
network management solutions contexts are mostly added manually in associated trouble
tickets.

Although contexts are fundamental in the interpretation of the alarms, the term
context is a slippery one [33]. As Dourish points out contextual information is ‘defined
dynamically, is an occasioned property and arises from the activity’. Apart from the
above examples of context which indicate business and network information, we have
contextual information related the resource itself. Alarms mean different things if the
alarming system is for example in a start-up state, or is part of a protection configuration.
These sorts of system contexts should be presented as part of every alarm. We also
believe that there is still much potential for improving knowledge management solutions
supporting alarm management.

8 Related Work

The process control and power industry areas seems to have a higher degree of research
focusing on the alarm concept as such [1, 34, 35]. This is probably because of the human
safety risks involved. Much of the thinking in the underlying concepts are based on
Stantons [34] inspiring work on alarms. Stanton emphasises the meaning of an alarm at
the same time as concern is given to the contextual interpretation of alarms.
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Alarms are often modelled as finite state machines as in the work by Rouvellou[36].
In this approach the specific state machines for specific alarm types need to be discovered
in an initial step. At run-time the various alarm notifications are applied to the correct
state machines. Rouvellou shares our basic assumptions that all alarms carry alarm
identification information and a time-stamp. The model supports basic alarm operations:
add, delete, change, reorder (sort). Deletion of alarms are relevant in several cases such
as filtering and the underlying resource being removed from operations. This is a solid
approach and maps to the typical telecommunication needs of mapping events to alarms.
However the complexity of actually discovering and understanding the different state
machines have made us to relax this approach and rather retain the history of state
changes. If, at the end, a state machine is known it can be derived from our model.

Zheng et. al. [37] defines an alarm model in order to support their data-mining
approach to find correlation rules. They define an alarm type in the following way:

An alarm type is defined as ei=<object class, object instance, alarm num,
desc>, [...], alarm number is the alarm type [...]

This is an example of the problems of defining alarm types since it easily becomes recur-
sive. Bellec et. al. [38] provide a model of alarms as the last step in the chain: fault,
error, symptom, alarm. They separate the static and time dependent attributes of an
alarm and argue that alarms are identical if they share the same static attributes. This
maps to our definition of alarm type and is also an interesting approach of defining alarm
equivalance.

While we have assumed a strict equivalence operator, Julisch et al [39] uses taxonomies
of alarm attributes to find alarm clusters. By using taxonomies alarms and alarm types
can be matched on a semantic level not really available in the alarm attributes as such.

Event algebras and active databases [40, 41, 42] represent another relevant research
area with connection to the alarm model. Event algebras defines temporal patterns of
discrete events to form composite events. Composite events can be compared to alarms
based on individual alarm notifications (events), see, for example, Zimmer [43]. Zimmer
defines event types and event instances in the following manner:

An event type [...] describes on an abstract level the essential factors that
unambiguously identify the occurrence of an event of that type [...] Each
concrete occurrence of an event type is represented within the system by its
specific event instance [...], whose main task is to save all relevant information
about the event in parameters.

Network event recognition engines like NERL [44] represent a connected category
of related work. This is an approach where domain-specific languages are used to ex-
press models of network events. These are possible architectures to implement an alarm
notification engine where our alarm model is used as input.

Research efforts around alarms are mostly focused on alarm correlation. The focus of
alarm correlation is to interpret alarm notifications and give (new) meaning to them [45].
Alarm correlation research efforts address several underlying problems: correlation of
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notifications relating to the same underlying fault, repeated alarm notifications, the same
fault is identified by several components, and fault propagation [46]. Our definition of
alarms would ease the alarm correlation efforts since the input to the correlation engine
would from the beginning be qualified as an undesirable state.

9 Conclusion and Future Work

We have analysed and proposed definitions for the alarm and alarm type concepts. Our
definitions points to alarms as deviations from normal operation that require operator
intervention. On the other hand, we have analysed alarm data from a large mobile
network and found that the majority of the alarm notifications from network elements
do not represent true alarm states according to our definition. Service providers therefore
spend operational and capital expenditures in alarm filtering and correlation efforts in
order to understand the network’s status. We argue that the situation for network service
providers could improve drastically if alarm sources were compelled to comply with our
alarm model.

Our future work includes an alarm model that expresses our definitions in a formal
framework. This will enable vendors and standards to express the alarm interfaces in
a more stringent way and therefore reduce the integration costs and improve the alarm
quality.
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The Semantics of Alarm Definitions:

Enabling Systematic Reasoning About Alarms

Stefan Wallin, Viktor Leijon, Johan Nordlander, Nicklas Bystedt

Abstract

The development and integration of an alarm interface is a costly process, largely
because of the informal way in which alarm interfaces are expressed and communicated.
If alarm interfaces were expressed in a more formal manner costs could be reduced and
more advanced analysis and automation would be enabled. We present a novel approach
to alarm interfaces by providing a formal model together with a domain specific language
that allows us to specify both the alarm models and the constraints placed on the alarm
models in a consistent manner. This means that we can verify the consistency of an
alarm interface and automatically generate artifacts such as alarm correlation rules or
alarm documentation based only on the model.

1 Introduction

Having a specification of alarm interfaces with well-defined semantics allows for the au-
tomation of many important alarm management tasks, in this paper we will show how
to give the foundations for such a specification and how the automations can be carried
out.

There are three main activities that incur costs when implementing and maintaining
an alarm interface:

1. Integrating event and alarm interfaces into alarm systems.

2. Alarm enhancement, filtering and correlation projects to turn low quality alarms
into fewer and higher quality alarms.

3. Network administrators working with alarms to manage the network and services.

The first activity is still surprisingly challenging and expensive. Despite the fact that
both standards organizations and enterprises have many different alarm interfaces [1] the
semantics of the interfaces are vague, there is considerable confusion surrounding alarm
notifications, alarm states, and how to match alarm notifications to the corresponding
alarms. The second activity suffers from low quality alarm documentation which does not
contain information concerning alarm propagation and causality. Network administrators
spend a lot of time in the third step trying to understand the meaning and impact of the
alarms.
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Despite this fundamental lack of strong alarm models, most research and industry
efforts are focused on later stages in the alarm monitoring chain, such as alarm correlation
[2]. Most of these projects try to work with the current situation and utilize low-quality
alarm documentation and alarms. This creates a need for expensive knowledge acquisition
processes to understand the alarm semantics.

Our hypothesis is that the complexity and cost can be reduced if we take a few steps
back and define alarm models with semantic constraints. Rather than a costly knowl-
edge acquisition process at the operators expense formal alarm models can be created
at the system design phase. These models can then be used for automatic generation
of filtering and correlation rules, consistency checks, documentation, and even alarm
instrumentation in the agent.

In what way is this different from, for example, writing a MIB? The problem with
the current specifications is that they only define an envelope of parameters (for example
a trap with its variable bindings), they do not specify the dependencies between the
notifications - such as alarm and alarm clear or causal dependencies.

This paper focuses on the definition of a way to specify alarm interfaces will well-
defined semantics and tries to illustrate how this can be used in the alarm chain. First we
define the basics of an alarm model which addresses fundamental questions such as: what
is an alarm type? how do we map alarm notifications to the corresponding alarm state?
The model can describe alarms for both agents (Section 3.1) and managers (Section 3.2).

Based on the concepts we establish in the alarm model we define a domain specific
language, BASS (Sections 4 - 5), that performs static analysis of formalized alarm models,
and can generate different outputs to the alarm chain. We have defined a set of rules for
validating alarm models that would enable equipment vendors to automatically validate
alarm models and find ways to improve the alarm interface.

The following are the main contributions of this paper:

• Clear definitions of the core alarm concepts:

– Our definitions enable us to express the fundamental alarm management al-
gorithms.

– The definition of alarm type also allows us to extend an alarm model without
breaking existing mechanisms such as correlation rules.

• A language, BASS, that can express alarm models and enables static analysis of
the models as well as generation of artifacts used in the alarm chain.

• The static analysis allows us to validate the consistency of the alarm definitions,
for example – is the alarm type consistent with the underlying resource type?

• The feasibility of using the proposed solution to automate alarm integration by
using vendor provided models, filtering and correlation is examined in Section 6.
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Figure E.1: The Alarm Chain

2 The Alarm Process

We will develop a semantic alarm model based on resources, alarms, alarm types and
alarm notifications. It is important to keep in mind that we consider two different
contexts: the managed system (the resource context) and the management system.

In the first context the alarm affects the actual system – this is the true alarm state,
and we will look closer at it in Section 3.1. The management system tries to estimate
the alarm and resource states based on alarm notifications, see Section 3.2.

The alarm chain connects the managed system with the management system and
is illustrated in Figure E.1. A managed system is modeled by its resources and their
associated attributes. As an example of a managed system a base station may have a
resource called cell, which has attributes reflecting the number of dropped calls and the
operational state.

Managed systems also publish alarm interfaces, represented by arrow 2 in Figure
E.1. These are either embedded in the resource model or specified in a dedicated alarm
interface. Alarm interfaces define the alarm notifications and their parameters, typically
with a focus on defining the messages carrying alarm state change information rather
than describing the alarms and alarm types themselves. Management systems interpret
these alarm notifications and estimate the original alarm states and the health of the
corresponding resources, arrow 3 and 4 in Figure E.1.

The basic building block for most alarm interfaces is the alarm type, in many standards
referred to as probable cause. Probable cause is simply a named enumeration of values
such as equipmentMalfunction, inputDeviceError, and lANError. What do these
alarms mean? What do they say about the state of the monitored systems? We argue
that alarm management problems could be simplified if we established a formal definition
of alarm types.

Currently, the equipment vendor writes informal alarm documentation that they then
provide to the operators while the actual alarm semantics are embedded in the alarm
agent implementation. The operator in turn works with individual alarm notifications
and reads the alarm documentation to interpret the system status. Correlation projects
try to interpret the alarm documentation and interview the domain experts in order to
define filters and correlation rules.

Our approach can be illustrated by contrasting the current approach as illustrated by
Figure E.2 with the improved approach in Figure E.3. The goal of the improved approach
is to let the system designers provide formal alarm models.
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We can then use static validation of the models to give feedback to the designers so
that they can improve the model and use it as a base for generating artifacts such as
alarm documentation, and correlation rules. This transforms the alarm problem from
being about acquiring knowledge to dealing with models, which is less costly and time-
consuming [3]. It also forces quality control of the data to occur as early as possible in
the process. Even so, it enables a process where the actual expert alarm operators can
update the model.

3 The Alarm Model

In this section we will define the basic concepts needed to define alarms and alarm types.
These definitions are then used to form our alarm definition language BASS in Section 4.
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3.1 The Resource View

During their life cycle resources may enter undesirable states such as ’too many dropped
calls’ or ’disabled’, we refer to such undesirable states as alarms. Based on the work by
Hollifield and Habibi [4] we start with the following conceptual definition of an alarm:

An alarm denotes an undesirable state in a resource for which an operator
action is required. The operator is alerted in order to prevent or mitigate
service outage or degradation.

Note that the focus of the definitions is undesired states, in practice notifications are
often sent for state changes that do not truly correspond to an undesired state - this
contributes to alarm overload [5, 6].

We need to distinguish different types of alarms. An alarm type is a tag that assigns
a name to a specific resource state. It has the following properties, all illustrated in
Figure E.1:

1. The alarm type is associated with a predicate on the resource states, which deter-
mines when an alarm should become active, arrow 1 in Figure E.1. A “disk full”
alarm type may be defined by the predicate diskutilization > 80%.

2. Alarm notifications (arrow 2) carry the alarm type as one of its primary param-
eters to identify the alarm. All major alarm standards have a parameter for this
purpose [1].

3. When a management system receives an alarm notification (arrow 3) it uses the
alarm type to match the notification against its list of alarms to either find a
matching alarm or create a new one.

4. The alarm type can be used to estimate the resource state (arrow 4). For example,
on reception of a disk full alarm we can conclude that the disk utilization is higher
than 80%.

Alarm types can be viewed as an abstraction of the resource states. As described
by Kumar [7] the state of a managed system can be modeled by the set of all resource
attribute values at a given time, the system state space. We also define a corresponding
system alarm space as the set of all alarm type states for all resources. This is illustrated
in Figure E.4. So in the system state space we have the resource attribute values at a
specific time, while in the corresponding alarm space we have the status of an alarm type
for a given resource at a specific time (e.g clear or major).

Many alarm standards refer to an alarm type without giving it a precise defini-
tion. These standards only give the tags of alarm types, for instance lANError and
softwareError, without further definitions. These tags can sometimes be understood
by humans but not by automatic systems. Another problem in this flat naming approach
is that there is no way to subtype existing alarm types. The only way of extending an
alarm type is by adding a completely new alarm type, which creates unnecessary com-
plexity in the management system.
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Definition E.1 (Alarm type). An alarm type T identifies a unique alarm state for a
resource. It corresponds to a list of predicates P on the resource attributes, each with
an associated severity S. Alarm types are defined as specializations of previously defined
alarm types.

T = (P, S)

The alarm types Ti are named using a hierarchical naming scheme with dotted
names. The first level of alarm types includes the X.733 event types (Communications,
QualityOfService, ProcessingError, Equipment, Environmental), on the second
level we have all the standardized probable cause values. As an example, a power problem
would have the alarm type Equipment.powerProblem and an UPS vendor could extend
this to the alarm type Equipment.powerProblem.UPSProblem.

Alarms do not necessarily have a corresponding clear state. For some alarms there is
no natural alarm cease criteria, in other cases we are limited by the available instrumen-
tation. We call alarms with an alarm clear criteria “stateful alarms”. Stateful alarms
need to have a predicate P associated to a ’clear’ severity level.

Using the alarm type definition we can now give a definition of what we consider an
alarm to be:

Definition E.2 (Alarm). An alarm A signifies an undesirable state in a resource R,
corresponding to an alarm type T and a state change C, for which an operator action is
required to prevent or mitigate service degradation.

A = (R, T , C)

where

C = (t, S, I)

The state change C contains a timestamp t, a severity S, and auxiliary information I.
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Whenever an alarm changes state this should be forwarded to management systems
as an alarm notification. The actual format and protocol of alarm notifications is at the
core of various alarm standards such as IETF Alarm MIB [8] and 3GPP Alarm IRP [9].
A management system receives alarm notifications and estimates the alarm status based
on these (arrow 3 in Figure E.1) the system will also try to infer the resource health from
the alarms (signified by arrow 4).

Definition E.3 (Alarm Notifications). An alarm notification N is a reports a state
change on an alarm and is defined by the resource R, the alarm type T and the state
change information C:

N = (R, T , C).

Note the correspondence between alarm notifications and alarms. We require alarm
notifications to carry enough information to perform a mapping to the corresponding
alarm.

3.2 The Management Alarm Model

In the previous section we discussed and defined the basic concepts for alarms, we will
now turn our attention to how these definitions can be used to form an alarm model for
management systems. The model is based on a simple mapping function - the alarms in
the management system (the alarm list) is expressed as a function mapping the resource
and alarm type to the corresponding state changes.

The alarm model function M delivers a list of alarm state changes, that serve as an
estimate of the current state of the resource:

M :: (R, T )→ C (E.1)

where C is ordered using the alarm notification time-stamp. Note that it is important
that the time-stamp refers to the time of the actual resource state change and not the
time when the notification arrives in the management system, in a sense the mapping
function gives a chronological view of the alarm space.

Conceptually, the list of alarm state changes is never cleared. An alarm notification
is always an update of an existing state, if we remove the history we may enter into
inconsistent states, this is a common problem in alarm management systems where house-
keeping procedures archive alarms and a subsequent alarm clear notification will not
match any active alarm. For pragmatic reasons we may still want to prune the active
alarm list.

The most fundamental operation of alarm management systems is to add an alarm
notification to an existing list of alarms, which means that we need a function that takes
a notification N and an existing model of the state M and returns an updated model.
We will sometimes refer to the pair (R, T ) as the alarm key k, which we consider to be
the key that determines if two alarms are the same.

It is important to be able to determine if an alarm notification ana refers to an alarm
ab. We will use the alarm equivalence operator ∼ for this purpose, which considers them
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equal if their alarm key is equal:

ana ∼ ab =

{
True if ana.k = ab.k
False otherwise

(E.2)

The alarm equivalence operator is used when a management system receives an alarm
notification and needs to find the corresponding alarm. The definition might seem trivial
at this point, but the problems with finding a corresponding precise definition in some
current management standards will be seen in Section 7.1.

3.3 Semantics constraints on the model

The alarm and resource model presented in the previous sections is very general and does
not place any restrictions on which alarms can be emitted and when. But it is our stated
goal to use our model to perform semantic analysis on alarms and their definitions, to
allow for this we introduce semantic constraints on the model.

There are two kinds of constraints that we define on a model: Semantic constraints
and information constraints.

Information constraints are relations that give information about alarms, they help
us perform tasks such as grouping, correlating or filtering by allowing us to use the in-
formation gained from the relations. They represent knowledge of the underlying reality.

There are many different kinds of information constraints, for example the following
two examples:

1. Which are the candidate root cause alarm types for a specific alarm type? (A causal-
ity constraint.)

2. Which resource types may emit which alarm types? (A source constraint.)

Semantic constraints exists on the meta level and are used to verify that the model
is correct. The constraints are arbitrary relations over the alarm and resource models
that are defined from an understanding of what properties a sensible alarm model should
have. The following list of examples is by no means exhaustive:

1. Which alarm types may be the root of cause other specific alarm types?

2. Which alarm types is a given resource type allowed to emit?

3. Which probable cause values are allowed for which event types?

Semantic constraints are specified on a high level of abstraction, without knowledge of
the actual alarm types. For example, we say that communication errors may cause quality
of service errors, but not vice versa. Information constraints are defined for concrete
alarm types and validated against the higher level semantic constraints. An information
constraint can for example specify that a jitter alarm causes quality of service alarm on
the VOIP call, which is compatible with the semantic constraint.
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We define relations between alarm types. These relations may have different cardi-
nalities: unary relations are used to categorize alarm types while binary relations can be
used to, for instance, establish causality dependencies between alarm types. We give two
relations as examples of the two kinds of constraints.

There is a causality between fundamental faults and the errors which they cause that
is identified as early as in the ITU-T X.733 [10] alarm standard. The unary relation kind is
used to categorize alarms as either errors or faults. While both kinds might be represented
as alarms they are very different in nature: when a network administrator receives an
alarm representing a fault (a root-cause) it is important to resolve the underlying problem
whereas the response to errors (symptoms) is to minimize the negative effects.

In order to define the causality dependencies we use the two binary relations causes
and maycause:

1. causes : The relation between a fault and the corresponding error, this is an example
of an information constraint.

2. maycause: this relation defines valid alarm types that can be part of a cause rela-
tion. For example we can define that equipment alarm types may cause commu-
nication alarms, but not vice versa. This constraint is an example of a semantic
constraint on the model.

The relations allow us to look at an alarm model and determine if it is consistent with
the given semantic constraints, and if not point out which constraint it violates, while
the information constraints are what we use to generate useful outputs from the model.

4 The Alarm Type Definition Language

To formalize the alarm type specification process we have designed a domain specific
language called BASS. It is used to create alarm models independently of the underlying
alarm protocol, it can be used to describe the semantics of alarms regardless of the alarm
notification mechanism (e.g SNMP or the 3GPP Alarm IRP). This language is able to
describe the vital parts of our core model from Section 3, Listing E.1 gives an illustrative
example.

In this example we map event type, probable cause and specific problem into an alarm
type identifier equipmentAlarm.replaceableUnitProblem.switchCoreFault. Reason-
ing about alarms using a hierarchy rather than the historical tuple matching approach
from X.733 will give us several benefits later when we want to perform semantic checks
on the alarm model.

Because of the prevalence of topology and inventory management systems BASS does
not define its own resource model but assumes that one has already been defined and is
available. Only a thin resource definition layer is part of BASS, it merely defines valid
resources and their types. In Listing E.1, line 10, we define a PlugInUnit as a subclass
of equipment. We also define, in lines 2–4, that alarms of type equipmentAlarm require



162 The Semantics of Alarm Definitions

Listing E.1: BASS Alarm Type Definitions

// X.733 Event Type
2 abstract alarm equipmentAlarm {

resource equipment ;
4 }

6 // X.733 Probab le Cause
abstract alarm equipmentAlarm . rep laceableUnitProblem { }

8
abstract resource equipment = {}

10 resource equipment . p lug inUnit = {}
alarm equipmentAlarm . rep laceableUnitProblem . switchCoreFault {

12 resource = plugInUnit ; // S u b c l a s s o f equipment .
. . .

subclasses to equipment as the alarming resources (Line 2–3). This is an example of a
semantic constraint that should be applied to all alarm models.

Let us move on to Listing E.2 and a more complete alarm type definition. This alarm
type definition relates an alarm type and severity to a list of predicates on the resource
attributes. We also embed the definition of the kind and cause relations from Section 3.1
into the alarm type. Finally we have predicates for the different severity levels, as logical
expressions on the resource model.

One important part of the language is the cause-relation between root cause fail-
ures, which are identified as faults (e.g. switchCoreFault), and symptoms, which are
identified as errors (e.g. lossOfSwitchRedundancyPlaneB).

In contrast to traditional alarm matching where the introduction of a new alarm type
typically breaks the existing correlation rules we allow the root cause error to be an
abstract alarm type so that whenever a vendor introduces a specialization of an alarm
the subtype mechanism allows existing correlation rules to work.

So far we have illustrated how causality can be specified for alarm types on the
same node, Listing E.3 shows how topology relations can be used as part of the cause
relation. Note that BASS does not interpret these relations, tools such as correlation rule
generators may use them by querying existing topology sources. Typical relations are
connected, neighbor, and far-end, other relations may specify service dependencies
rather than network topology, this is often important for quality of service alarms.

Finally, let us return to the causality chain; in order help us validate cause-statements
we allow abstract alarm types to list the valid top-level causes that are valid, see for
instance Table E.1 for our interpretation of current best practice. Listing E.4 gives an
example of how this is expressed in BASS.

The alarm type specifications rest on a simple observation: The characteristics of
alarm types are hidden in informal documents and alarm agent instrumentation code.
Several steps of the alarm chain can be improved by formalizing the alarm descriptions
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Listing E.2: Sample Fault and Error Definition

alarm equipmentalarm . rep laceableUnitProblem . switchCoreFault {
kind = fault ;
resource = plugInUnit ;
minor = ( redLed == STEADY LIGHT) ;
clear = ( redLed == OUT) ;

}

alarm qua l i tyOfServ iceAlarm . lostRedundancy . lossOfSwitchRedundancy {
kind = error ;
resource = SwitchModule ;
minor = ( ava i l ab i l i t yS ta tu sSw i t chP laneB == FAILED

&& act iveSwitchPlane == A) | |
( ava i l ab i l i t yS ta tu sSw i t chP laneA == FAILED
&& act iveSwitchPlane == B) ;

clear = . . .

cause [ Switch Core Fault ] =
equipmentalarm . rep laceableUnitProblem . switchCoreFault ;

cause [ Switch Port Fault ] =
equipmentalarm . rep laceableUnitProblem . switchPortFault ;

}

Listing E.3: Topology Relationships in Causality

alarm communicationsAlarm . degradedSigna l . PDHDegradedSignal {
error ;
. . .
cause [ Remote node d e f e c t ] =

[ connected]−>communicationsAlarm . fa rEndRece ive rFa i lu re ;
}

Listing E.4: May cause definition

abstract alarm equipmentAlarm {
// X.733 event type
resource equipment ;
maycause = equipmentAlarm , communicationsAlarm ,

qua l i tyOfServ iceAlarm ;
}
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Fault Alarm Type Permissible Error Alarm Types
communicationsAlarm communicationsAlarm, qualityOfServiceAlarm
qualityOfServiceAlarm qualityOfServiceAlarm
processingErrorAlarm processingErrorAlarm, communicationsAlarm,

qualityOfServiceAlarm
equipmentAlarm equipmentAlarm, communicationsAlarm
environmentalAlarm environmentalAlarm

Table E.1: Permissible Fault-Error Alarm Types

BASS
Antlr
JAVA

.alarm
Outputs

Python
API

Custom
Output
Moduleserrors

warnings

Figure E.5: BASS Compiler

and using this as a basis for automation.

5 A BASS Alarm Type Compiler

The primary goal of the BASS compiler is to ensure the correctness of alarm models and
give semantic feed-back based on analysis of the models. The BASS compiler can also
generate various outputs, most importantly it generates a Python library so that custom
output modules can be easily written for agents or managers. The structure of the BASS
compiler is shown in Figure E.5.

The most interesting part is perhaps the semantic warnings which the compiler emits
to give hints about how the quality of the alarm model can be improved. Our prototype
compiler implements a basic set of warnings:

1. Inconsistent resource and alarm type. For example, it is very unlikely that a re-
source of class Equipment generates a quality of service alarm. This is based on
the abstract alarm type definitions where the valid abstract resource types are
associated with the corresponding alarm type. (See Listing E.4).

2. Same probable cause with different event types. The dotted notation for alarm types
gives a mapping to the X.733 alarm type definition eventtype.probablecause.
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The same probable cause should not be used for different event types.

3. Two errors for the same resource and with the same list of causes. This might be an
indication of redundant alarm types. If the same fault results in two different errors
on the same resource, the model might be improved by aggregating the errors. In
many cases this means to merge different alarm types into a single alarm type with
different severity levels and predicates.

4. Causality chain with increasing severity. The causality chain should have decreasing
severities. For example, a minor fault causing a critical error is an indication of
incorrect severity levels.

5. Inconsistent alarm type chain (Table E.1). The causality chain must have logical
dependencies between alarm types. For example a communicationsAlarm fault
may not result in a equipmentAlarm error.

6. Inconsistent resource type chain. The alarm causality should follow basic rules for
resource dependencies. For example a subclass to communication cannot cause
errors in subclasses to equipment.

7. A fault has too many errors (default threshold 2), in a bad alarm model a single
fault has too many symptoms, which in turn creates information overload for the
system administrators.

8. Cyclic error causalities. If there is a cycle between errors (fault A causes error B
which causes error C, and error C causes error B), the errors should probably be
aggregated into a single alarm type.

9. Quality Of Service alarms should be errors and not faults. Since services are ab-
stract it is unlikely that they will generate faults that can be fixed. In this way the
alarm designer is forced to identify the root cause for all service alarms.

10. Different alarm types have the same operator instruction. If two alarm types share
the same instruction it can be questioned if they are really different.

Most of the semantic warnings are based on validating the information constraints
against the semantic constraints.

5.1 Outputs

One of our ideas is that a formal alarm model can be the basis for the automatic gen-
eration of various artifacts needed in the alarm chain. The generated Python API gives
the programmer access to the complete alarm model. There are many possible output
modules, some of which are implemented in the prototype:

1. Agent alarm instrumentation, providing the agent developer with an easy way to
emit alarms.
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communicationsAlarm.
replaceableUnitProblem.
TUHardwareFault

equipmentalarm.
clockSynchronizationProblem.
TUSystemClockPathHWFault

equipmentalarm.
replaceableUnitProblem.
scbSystemclockPathHWFault

Timing Unit (TU) 
Failure

Switch Core 
Board Failure

equipmentAlarm.
equipmentAlarm.
LossOfSystemClock

Figure E.6: Generated Causality Graph

Figure E.7: Generated UML Class Diagram

2. Alarm documentation. Operators need to understand the alarm types and be able
to navigate and reason about them, by using a formal specification as the basis for
the alarm documentation a more interactive alarm documentation can be generated
which supports queries and graphs. As a demonstration we have implemented two
output modules: Causality graphs based on GraphViz [11], Figure E.6, and UML
class diagrams based on PlantUML [12], Figure E.7.

3. Correlation rules based on causality, see Section 6.2

4. Filters based on fault/error and severity. This would typically be generated as filter
definitions to the alarm systems.
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6 An Evaluation of BASS

We tried to evaluate BASS by applying it to two scenarios, to demonstrate its usefulness
for improving the efficiency of the alarm process.

6.1 Validating an Existing Alarm Model

We took alarm type documentation from a large equipment vendor and transformed it
into BASS specifications. We were able to transform all informal documentation into
BASS specifications, in the process we were able to use the BASS compiler to improve
on the quality of the specification in several ways:

1. Exact specification of the causality relations (relations and alarm type names). In
many of the original documents this was only hinted at without giving the exact
alarm types. Furthermore, the alarm documentation was in many cases missing
the topology information needed to properly determine the cause.

2. Inconsistencies in the documentation were found. For example, the causality re-
lation was sometimes given both in the error and fault documentation, but in
incomplete, inconsistent or erroneous ways.

3. Vague predicate definitions. The criteria for alarm raise and clear were not clearly
defined.

4. Individual designers designed alarm types in isolation. The process of converting
them to a consistent BASS model made the alarm design visible, this was especially
true for the generated causality graphs and UML alarm type diagrams.

5. The X.733 and M.3100 mappings of the alarms were incorrect. For example, the
same probable cause was used with different event types and the event type and
resource type combinations were in many cases inconsistent.

Some statistics from the BASS compilation of the model is shown in Table E.2, the
table does not show any syntactic errors, only problems with the structure and semantics
of the alarm model. Note that we found more than 150 semantic errors in a reviewed
and approved alarm model.

For the switch alarms we reduced the number of error alarm types from twelve to
three and while retaining the same semantics, but with improved severity information.
The BASS warnings about redundant alarms lead to the merging of several different
alarm types into a single alarm type, but with different severity levels. When studying
our suggested management alarm model we realized that this would also increase the
usability of the alarm notifications since an operator will be able to aggregate the different
state changes for the same alarm rather than having to manually correlate two different
alarms.
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Alarm Input Files BASS Warnings
Alarm file Faults Errors Abstract

alarms
(1) (2) (3) (4) (5)

x733 0 0 60 0 0 0 0 0
m3100 0 0 118 0 2 0 0 0

prob-cause 0 0 6 0 10 0 0 0
switch 7 12 0 17 0 68 9 0
synch 9 3 0 2 0 2 34 29
other 11 5 6 0 0 0 0 0
Total 27 20 184 19 12 70 43 29

(1) Inconsistent resource and alarm type, (2) Probable cause with different event types, (3) Re-
dundant alarms, (4) Inconsistent severity propagation, (5) Inconsistent alarm type propagation

Table E.2: BASS Validation of Alarm Model

Alarm Type Count Causes Root Cause 60min Root Cause 6 min
1 610 3 2% 2%
2 19 5 5% 5%
3 16 5 81% 81%
4 11408 19 65% 62%
5 7150 19 10% 7%

Total 19203 — 42% 40%

Table E.3: Automatic Root Cause Correlation

6.2 Generating Root Cause Correlation Rules

To examine the possibility of generating automated root case correlation rules we trans-
lated the alarm interface documentation for a 3GPP Alarm IRP provided by an equip-
ment vendor into a BASS model with about 300 alarm types [13].

Since the alarm model contains causality definitions it can serve as the input to a
correlation engine, to evaluate this possibility we used a historical database from a large
operator containing over 3 million alarms from more than 3,000 distinct alarm types from
several vendors.

We matched the database against the BASS model, which gave us a subset of 245,759
alarms with 71 different alarm types. Finally, we expanded the BASS specifications for
5 randomly selected alarm types to enable generation of correlation rules.

From the BASS compiler we then generated SQL queries that grouped alarms using
the causality-model, these queries were then run against the alarm database. The results
are presented in Table E.3, the Causes column shows the number of alarm types identified
as cause candidates in the BASS model. We looked for root-cause alarms within a window
of either 6 or 60 minutes.

Why couldn’t we correlate 100% of the alarms? There are several steps in the chain
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that can have a negative impact on the results: low quality specifications, bad alarm
quality, lost alarms, and pre-existing filters. Overall the results are very encouraging
since we managed to reduce the alarm volume by over 40% with a completely automated
rule generation, without additional human effort.

We made a detailed study of alarm type #5, by studying the corresponding trouble
tickets. The error had transmission related causes, and the transmission alarms (except
IP related) were managed by another organization without any alarm integration. So
the trouble tickets referred to manually correlated alarms that were not available in the
alarm system.

7 Related Work

To the best of our knowledge there are no similar efforts to integrate alarm management
into a unified model. Rather, there exists extensive efforts on the later stages in the
alarm chain such as correlation. Also the relevant standards focus more on the protocol
and alarm “envelope” than the alarm itself. We will look at related work from two
perspectives: current alarm standards and research.

7.1 Current Alarm Standards

There are three main definitions to consider when studying the alarm standards and
mapping them to our core model:

• How are alarm types defined?

• What is the definition of alarm equivalence and alarm key?

• Which alarm notifications are defined and how is the mapping function between
abnormal states and notifications defined?

7.1.1 ITU-T X.733 [10]

takes an enumeration based approach to alarm types based on the tuple (eventType,

probableCause, specificProblem). This static definition of alarm types creates prob-
lems with maintaining and extending alarm types. There were some attempts within
ITU-T to introduce a hierarchical probable cause field to support a more flexible exten-
sion mechanism, but this never happened. X.733 does not address how predicates on the
entity taste relates to alarm types.

X.733 has two different methods of computing alarm equivalence. The first methods
is based on matching the resource and alarm type, the second approach uses the resource
and the alarm notification identifier.

The second approach assumes that alarm notifications carry a unique notification
identifier where, for example, a clear notification points to the notification id of the
original alarm. It is not defined if the matching alarms need to share the same alarm
type.
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(1) NotifyNewAlarm

(..., alarmId=X, resource = A, alarmType = Y, severity = Critical)

(2) NotifyChangedAlarm

(..., alarmId=Y, resource = A, alarmType = Y, severity = Minor)

Figure E.8: 3GPP Alarm Scenario

7.1.2 The 3GPP Alarm IRP [9]

uses the same mechanism as X.733 to define alarm types and states that notifications
should be matched using objectInstance, eventType, probableCause and specificProblem.
On top of this, 3GPP adds another mandatory identifier: the alarmId which identifies
an alarm.

Figure E.8 shows an example from the 3GPP standard that was presented as an
illegal example, (the example is slightly modified in order to be understandable in this
context). It is counter-intuitive that an alarm with the same managed object and alarm
type should not be updated in this case. Further, the requirement to share the alarm
identifier between the manager and agent creates complexity - by contrast our core model
uses a strict resource and alarm type matching approach.

In fact our work with integrating 3G OSS alarm systems at operators gave rise to the
ideas presented in this paper. Although 3GPP standardized an alarm interface we were
surprised by the problems with integrating it into alarm management systems, mostly
due to the overlapping key mechanisms (X.733 and alarmId).

7.1.3 The IETF Alarm MIB [8]

takes a different approach than most other alarm interfaces in that it actually models the
alarm types together with the corresponding predicates. The motivation for this design
is that SNMP has a large installed base of MIBs with existing notifications where some
of them represent alarms and some represent events.

The IETF Alarm MIB has the capability of mapping existing notifications into alarm
types. This is managed by a mapping from SNMP notifications or resource states to
corresponding alarm types. The mapping itself is published as an SNMP table, and
every alarm type is given a unique key, the alarmModelIndex.

Alarm equivalence is not explicitly defined, but it is fair to assume that the intention
is that alarms are considered to be the same if they share resourceId, SNMP OBJECT
IDENTIFIER and alarmModelIndex, this is also illustrated by the examples in RFC
3877.

Therefore the alarm keycan be described as

k = ((snmpEngineAddress, resourceId), alarmModelIndex).

The SNMP engine address is added at the manager side when an alarm notification
is received in order to make the resource identifier unique within a network.
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7.1.4 Alarm Standards observations:

X.733 and 3GPP focus on defining alarm keys and alarm equivalence, whereas the IETF
Alarm MIB focus more on defining alarm types. The way the standards define the equal-
ity key for alarms has created some problems in alarm integration: the X.733 flat naming
has created need for vendor specific additions to the keys and the 3GPP overlapping keys
has lead to ambiguities.

None of the standards address the constraints of an alarm interface. Not even basic
constraints such as defining which probable cause values are allowed for which event
types is formally specified. We show an example from the M.3100 [14] standard where
this mapping is defined as a comment:

Listing E.5: M.3100 informal mapping between event type and probable cause

−− The f o l l o w i n g are used with equipment alarm .
backp laneFa i lure ProbableCause : := loca lVa lue :51

We beleive that this lack of semantics in alarm standards is an issue in current alarm
integrations and that our approach can resolve many issues.

7.2 Research

There has been several proposals for event algebras within the field of active database
systems [15, 16, 17]. Event algebras define the basic mechanisms involved in mapping a
sequence of primitive events to a complex event. Alarms can to some degree be compared
to composite events [16] in event algebras. However, alarm notifications may also update
alarms, not only create them. Event algebras are stateless, whereas alarms are stateful.
Furthermore event algebras is a way to describe relations between notifications whereas
we try to define the alarms and not the alarm change notifications.

Alarms are often modeled as finite state machines as in the work by Rouvellou [18]. In
this approach the specific state machines for each alarm type needs to be discovered in an
initial step. At run-time the various alarm notifications are applied to the appropriate
state machines. Rouvellou shares our basic assumptions that all alarms carry alarm
identification information and a time-stamp and the model supports the basic alarm
operations: add, delete, change, reorder (sort). Deletion of alarms are relevant in several
cases such as filtering and the underlying resource being removed from operations. In
our previous work [1] we also tried to establish a general state machine for alarms. But
we have come to the conclusion that a state-machine will always depend on the actual
context and usage of alarms. Therefore we moved to a model which allows for various
interpretations of the alarm state depending on the context.

Zheng et. al. [19] define an alarm model in order to support their data-mining ap-
proach to finding correlation rules. They define an alarm type in the following way:

An alarm type is defined as ei=<object class, object instance, alarm num,
desc>, [...], alarm number is the alarm type [...]
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They focus on the alarm correlation problem and do not elaborate the model in more
detail. Note that their alarm type includes the resource instance (object instance) while
in our model an alarm instance is the combination of an alarm type and resource instance.

Another definition is provided by Bellec et al. [20, 21]. They model alarms as the
last step in the chain: fault, error, symptom and alarm. The authors separate the static
and time dependent attributes of an alarm and argue that alarms are identical if they
share the same static attributes. This maps to our definition of alarm type. Bellec et.
al. focus on clustering and fuzzy correlation techniques rather then trying to define a
language dedicated to formalize the alarm models. Our work could probably be of benefit
to efforts like Bellecs since BASS can feed their correlation engine.

While we have assumed a strict equivalence operator, Julisch et al. [22] use taxonomies
of alarm attributes to be able to find alarm clusters. This is an interesting approach where
the management system derives a loosely defined alarm type rather than requiring strict
alarm types from the managed systems. This is a data-mining approach in contrast
to our modeling approach. Data-mining is a useful tool to learn about alarms and
it can be one source of information when working on BASS specifications. While we
worked on formalizing BASS specifications for the alarm types, we realized that the
alarm documentation could be extended with findings from data-mining work. We believe
that a formal alarm model foundation that can be augmented with findings from real
networks is an important step forward. If we can use an alarm model which in a a first
step is written by alarm designers and then augmented with data-mining findings we can
iteratively improve the overall alarm quality.

Another category of work is represented by network event recognition engines like
NERL [23]. NERL represents an approach where domain specific languages are used
to express models of network events. The models are then matched against the actual
network events. This approach can be used to verify that the alarm protocol messages
is inline with the alarm model. So it addresses a slightly different concern in validating
dynamic behavior versus the static specification. This is also a real problem, the actual
alarms in the network do not adhere to the alarm standards. BASS could be used as
input to these kinds of approaches, where the actual alarms could be matched against
the alarm model.

Duarte et al. [24] present an interesting approach, with their domain specific lan-
guage ANEMONA. The language is based on a watch construct which checks a resource
attribute over SNMP. The watch criteria matches our definition of alarm type predi-
cate. However, we have tried to define a general alarm model independent of underlying
protocol, whereas ANEMONA is useful only in an SNMP context. ANEMONA focus
generating a alarm monitor solution and not the alarm model as such.

Our approach illustrates the usefuleness of model-based alarm management [25].
Other relevant model-based approaches are illustrated by Frolich et. al. [26] and Yem-
ini [27] et. al. Yemini and Frolich illustrates the usefulness of model-based root-cause
identification. Both use modeling approaches to describe the monitored resources and
the associated alarms. This approach is very much in line with our model. While these
approaches focuse on generating an alarm correlation engine we focus primarily on vali-
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dating the alarm model as such and give feed-back to the alarm designers based on static
analysis.

8 Conclusion and Future Work

We have defined an alarm model and an accompanying domain specific language BASS
that can be used to express alarm models. This is an important complement to existing
alarm protocol standards, which only define the envelopes, whereas BASS specifies the
meaning of the alarms.

The alarm model itself is useful for describing the basic concepts of alarms in managed
and management systems. It can be used to analyze alarm interfaces, standards and
alarm documentation. The model focuses on the alarm type used to map resource states
into alarms. It is capable of expressing the mapping of individual notifications to the
corresponding update or creation of alarms.

We have shown the usefulness of the alarm language, BASS, for performing automated
validation of the consistency of alarm interfaces by checking a model against semantic
constraints.

BASS can also be used to automatically generate correlation rules and alarm docu-
mentation. The correlation rules have been verified using a real alarm database from an
operator. Furthermore, we showed that existing informal alarm documentation from an
equipment vendor could be transformed into formal alarm models and that the BASS
validation improved the quality of the alarm model and at the same time reduced the
size of the model.

An important next step is to explore the final part of the alarm process, the genera-
tion of alarm instrumentation code. Automatic generation of this code would allow for a
better alarm design process where the current ad-hoc process where individual program-
mers invent alarms and alarm parameters is replaced with a process where alarms are
designed explicitly. This would allow us to use the semantic constraints to ensure that
the mappings to alarm protocol parameters are correct.

Furthermore we intend to identify additional constraints by studying real-life alarm
scenarios from our alarm database. During the work on this paper we looked at several
scenarios where we found alarm relations in the alarm database that were not available
in the alarm documentation.
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SALmon - A Service Modeling Language and

Monitoring Engine

Viktor Leijon, Stefan Wallin and Johan Ehnmark

Abstract

To be able to monitor complex services and examine their properties we need a mod-
eling language that can express them in an efficient manner. As telecom operators deploy
and sell increasingly complex services the need to monitor these services increases.

We propose a novel domain specific language called SALmon, which allows for efficient
representation of service models, together with a computational engine for evaluation of
service models. This working prototype allows us to perform experiments with full scale
service models, and proves to be a good trade-off between simplicity and expressive power.

1 Introduction

Operators want to manage services rather than the network resources which are used to
deliver the services. This change of focus is driven by several factors; increased compe-
tition, more complex service offerings, distribution of services, and a market for Service
Level Agreements [1].

A result of this transition is an increasing need to predict, monitor and manage the
quality of the service that is delivered to the end users. However, the complexity of
understanding and modeling services is a serious obstacle.

We want to find a way to model Services, Service Level Agreements and the structure
underlying them.

Service modeling is intrinsically hard, since we need to express calculations, types and
dependencies. Current UML-based approaches tend to hide this without really providing
the expressive strength needed. On the other hand, using traditional object-oriented
programming languages gives the expressive strength but creates a gap between the
model and the domain experts. Time-dependent calculations are often complicated or
unnatural to express in these languages.

An implementation challenge is to manage the volume of service types and instances.
Service providers have large infrastructure and service portfolios. There can be several
million cells, edge devices, areas and customers.

Managing a large number of object instances with calculated Key Performance Indi-
cators, including indicators which are calculated over time intervals, have computational
challenges which are not addressed in current solutions. Time is an inherent dimension in
service monitoring and SLA management for several reasons. We need to be able to man-
age late arrival of data, there may be delays between the collection of a key performance
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indicator and its introduction into the SLA system for instance due to batching. The
actual time-stamp must be used in the overall calculation of status which may require
recalculation. Operators also want to make “time-journeys”, looking backwards and for-
wards to understand how service quality has developed. Furthermore, SLAs contain time
variables in the form of requirements on time-to-repair and availability measurements.

It is vital to be able to provide different views for different users. Naive attempts
to model services use a tree structure where Key Performance Indicators are aggregated
upwards in the tree. However, different roles in the organization require different types
of aggregation views: per customer, per site, per area, per service, and ad-hoc grouping
of service instances.

The main components of our solution are a dedicated service modeling language and
a run-time environment for calculating the service status. The language is an object-
oriented functional language tailored to the domain-specific requirements.

This paper makes the following main contributions towards a useful service monitoring
engine:

• We give an overview of the design considerations that went into SALmon, a novel
language for writing service descriptions (Section 2).

• This language has been implemented in the form of a prototype implementation of
a calculation engine that we discuss in Section 3

• Finally we examine a few typical scenarios and how they can be handled in our
system (Section 4).

2 The Modeling Language

We employ a tailor-made programming language for defining services and service level
agreements. This enables us to create services using the well understood methods of
program construction. The language has two main purposes: first, it will define the
structure of the model, and second, it will define the relationship between parameters
and determine how they will be computed.

The language is a simple functional language for defining calculation rules. Calcula-
tions are associated with properties in object to facilitate the object-oriented structure
of a service model.

Due to the nature of service modeling, the programming language must be able to
treat time as part of the normal syntax: all variables are seen as arrays indexed by a time
stamp. It is possible to use the time-index syntax to retrospectively change the value of
variables.

List comprehension and an extensive set of built-in functions provide the power needed
to express complex models. To make the language more tangible we present a simplified
example taken from a model of a GSM network, see Section 2.3. The language has two
fundamental layers: the Definition Layer and the Instantiation Layer.
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2.1 Definition Layer

The definition layer defines the classes and calculations in the model. Core concepts that
we want to represent as classes are Services and SLAs. Classes have inputs, anchors,
attributes and properties:

Inputs define a time-indexed variable that is mapped to an external data source. Typical
external sources are probes, alarms, performance data and trouble-tickets.

Anchors label connections to other class instances and hence provide the basis for build-
ing structures from service objects.

The definition layer only defines the name of the anchor and its multiplicity, so that
an anchor is defined to have either exactly one anchored instance or zero or more.

Properties are values that can be left undefined in a class definition to yield an ab-
stract base class. Properties can be defined or redefined in sub classes to model
differentiated service levels.

Attributes define calculation rules for parameters in a strict purely functional language.

The calculation rules have knowledge of which instance of the attribute is being
evaluated, and can use that together with attributes, properties and other anchored
objects to calculate values.

Code reuse is facilitated through an inheritance system where subclasses can override
and redefine attributes and properties

The definition layer cannot create new objects, only define classes. The sources
for inputs are not defined here. Different systems can feed the same input and using
undefined inputs will result in undefined results.

2.2 Instantiation Layer

The instantiation layer creates instances of the service classes, assigns properties and
establishes connections between instances through anchors.

The anchoring of instances creates a directed graph: G = (V, E) where the vertices V
are service objects and edges E are connections to anchors. The graph may be connected
or disconnected. Common special case for service models are trees and forests.

SALmon has dedicated constructs to ease instantiation and anchoring of instances.
Since we are working with a large amount of service instances and relationships, there
are dedicated iterator constructs to simplify the process.

2.3 Example

We illustrate our language with a simple model with service objects for a mobile network.
The purpose of the model is to provide SLAs for mobile voice services in dedicated areas.
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Cell 1 Cell 2

Area 1

GSM Service Max outage 24h
during 6 months 

Figure F.1: Sample Model

The input data source is trouble-tickets which cover both technical problems derived
from alarms and customer complaints. A sketch of the sample models is in Figure 2.3.

Four classes are defined in Listing F.1. The first class, GSMCell, defines a single input:
the number of open trouble tickets associated with the cell. The boolean attribute ok is
true only when the number of open tickets is zero.

The second class, GSMArea defines an anchor point for cells. It also defines another
attribute ok which depends on the ok attribute of all anchored cells. When the area is
instantiated it is anchored to the cells that cover an important area for an SLA customer,
such as an enterprise main office.

The third class, GSMService aggregates areas into a general service perspective.

The fourth class ServiceLevel contains rules to calculate downtime and conformance
to a service level agreement defined by properties. This represents the service sold to the
end-customer, and downtime is calculated as the total time with open tickets.

We define two different service levels in Listing F.2, GSMServiceLevel1 and
GSMServiceLevel2, which are subclasses to GSMServiceLevel where the properties have
been fixed.

We are now ready to show the instantiation of a small service in Listing F.3. It builds
a service level service1 which monitors a GSMArea called area1 made up of two cells,
cell1 and cell2. This example corresponds to a customer who has bought a service
level agreement for their main office with a maximum outage of 24 hours per six month
period.

Service monitoring needs to be integrated with external tools such as alarm and
trouble ticket systems to notify operators about problems. This is handled by allowing
external systems to subscribe to attributes. This mechanism also allows us to separate
the presentation in the user interface from the design of the calculation engine.
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Listing F.1: Classes for Areas and Cells
class GSMCell

input openTickets
ok = ( openTickets == 0)

end

class GSMArea
anchor∗ c e l l s
ok = a l lTrue c e l l s . ok

end

class GSMService
anchor∗ areas
ok = a l lTrue areas . ok

end

class GSMServiceLevel
anchor s e r v i c e

property OutageMeasurementPeriod
property MaxOutageTime

okSLA = downtime < MaxOutageTime
downtime = tota lFa l seTime s e r v i c e . ok@(NOW, NOW−OutageMeasurementPeriod )

end

Listing F.2: Service Levels for GSM Service
def GSMServiceLevel1 = GSMServiceLevel (MaxOutageTime => 24h ,

OutageMeasurementPeriod => 6 months )

def GSMServiceLevel2 = GSMServiceLevel (MaxOutageTime => 72h ,
OutageMeasurementPeriod => 6 months )

Listing F.3: Model Instantiation
create GSMCell c e l l 1
create GSMCell c e l l 2
create GSMArea area1
create GSMServiceLevel1 s e r v i c e 1

create area1 . c e l l s c e l l 1
create area1 . c e l l s c e l l 2
create s e r v i c e 1 . a reas area1
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3 Prototype Implementation

We have implemented an early prototype of the SALmon language runtime and inter-
preter using the JavaTM J2SE Framework [2] and the ANTLR parser generator [3].

3.1 Classes

In the current implementation service models can be built from the basic building blocks:

Classes with inputs, anchors, properties and attributes.

Class inheritance where base class attributes can be overridden.

Property values can be fixed through a declaration similar to class inheritance.

3.2 Expressions

Inputs and attributes can both be seen as lists of time-stamped values. In this sub-
section we will refer to inputs and attributes as time variables viewed as lists of tuples
(V, T ) where V is the value and T is the time-stamp. With this view we abstract the fact
that the values of inputs are available as semi-static data from external sources while
attributes are calculated on demand by the runtime engine.

The expression for an attribute evaluates using the other available time variables,
namely

• Inputs of the same class.

• Attributes of the same class.

• Attributes of other instances connected through an anchor.

The evaluation is performed by time-indexing. The current implementation restricts
time indexes to constants or constant functions of the NOW parameter. Intervals of a
time-variable can also be retrieved by specifying a time range. Examples of how time
variables are evaluated are given in Listing F.4

The need to handle lists of values arises as a consequence of two things: anchors
aggregating multiple sub-service instances and processing time-intervals of inputs or at-
tributes.

The list comprehension is provided through the common higher order list processing
functions map, fold and filter:

map applies a unary function on all items in a list and returns a list of the result.

fold reduces a list into a single value by recursively applying a binary function on a list,
for example when summing a list of numbers.
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Listing F.4: Time variable evaluation in attribute expressions
class S e r v i c e

anchor system

// Pass on the s t a t u s a t t r i b u t e o f the i n s t a n c e anchored to system at the
// time o f the e v a l u a t i o n .
cur r entSta tus = system . status@NOW

// Request the s t a t u s o f the l a s t day and re turn the worst one .
d a i l y S t a t u s = worstOf system . status@ (NOW, NOW−1day )

filter takes a list and returns only the values accepted by a predicate or unary boolean
function.

The function arguments of higher order functions can be supplied either as an anony-
mous function or a named helper function. Helper functions depend only on their explicit
arguments, and as such can be considered as purely functional. All functions are call
by value. Basic operations for arithmetic, boolean logic and comparison are also imple-
mented.

3.3 Execution engine

The runtime implementation provides basic functionality to load definition layer source
files, create instances of classes, associate inputs with external data sources, connect
instances through anchors, and request values of attributes of created instances.

All computations of the runtime begin with the request of an attribute value. The
expression of the attribute is internally computed within a stack-based machine which
computes a function after evaluating its arguments. This makes the attribute the funda-
mental runtime calculation unit.

The default state of the runtime is a resting state. As a request for an attribute at a
certain time-stamp may depend on the calculation of other attributes, this will result in
what can be considered a directed graph of calculation units where non-connected units
can be calculated independently and hence in parallel.

In the prototype all data mapped to inputs reside in a database. Attaining satisfactory
database performance is one of the main issues under investigation.

4 Scenarios

This section illustrates how to apply SALmon for fulfilling a few typical requirements on
Service Monitoring systems.
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Listing F.5: Service Hours Calculation
// Checks i f outage i s l o n g e r than window .
outageOk = binThreshold ( ( t i m e F i l t e r NOW) − outageDuration )

// The percentage o f remaining time .
timeRemain = ( ( t i m e F i l t e r NOW) − outageDuration ) / ( t i m e F i l t e r NOW)

// Helper f u n c t i o n which r e t u r n s the c o r r e c t s e r v i c e window .
t i m e F i l t e r t =

i f hour ( t )<4 or hour ( t )>19 then
4h

else
2h

4.1 Service Levels

Service Levels are modeled as normal classes which conform to “best practice” from ITIL
and TM Forum standards and have a standard set of attributes (e.g. Figure F.1).

They are associated with the operational objects through an anchor. It will often
be desirable to have a high level SLA which aggregates the various SLAs into a single
unit. This is easily expressed in SALmon since we use classes to model SLAs and Service
Levels.

A common feature of SLAs is that they are measured on a periodic basis. The example
below illustrates how outage during the current month can be calculated by summing
the parameter h over the last month:

outage = sum h NOW month(NOW) 1m

4.2 Outage and Service Hours

Calculations need to be affected by time windows. For example, it might be okay to take
a piece of equipment out of service if the customer is informed, or an SLA might only
apply during office hours.

Listing F.5 shows how to use a time filter to calculate outage. The time filter defines
a longer service window in between 7 p.m. and 4 a.m.

4.3 What-if scenarios and Goal-Seeking

One might want to see how a certain action or change of parameter value changes the
overall Service Quality. The result should show the affected service components and the
resulting calculated values.

To solve this requirement, we have the ability to take a snapshot of the state of the
system, making a copy-on-write version. Simulation input can then be applied to the
copy in order to study the effects.
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Listing F.6: Model of HP Service Navigator
class SNNode

anchor∗ c h i l d r e n
property propRule , ca l cRule
property name
ownStatus = OK
s t a t u s = snFunc propRule ownStatus c h i l d r e n

A straight-forward example is to simulate a big network outage. The simulation input
is then driven by alarms and/or work orders in the trouble-ticket system that will affect
inputs in the service models.

The opposite of “what-if” is goal-seeking. If an operator wants to increase the mea-
sured key performance indicators of a service, how do we find the needed changes in the
low level inputs? The solution to this is to translate the model into an expression that
can be evaluated in a logical framework which provides goal-seeking mechanisms. Im-
portant in this application domain is that we only need good-enough proposals, not the
exhaustive list or necessarily the optimal one. The goal-seeking can be done interactively
with human intervention until a good-enough change is found.

4.4 Different views

It is important to be able to provide different views for different roles such as customer
care, technical maintenance, and marketing.

The “core” model is a tree and the other views are variants of the tree structure like
grouping cells in another way then areas and offices, for example by type and revision.

4.4.1 Modeling of service tools

The example in Listing F.6 shows a model which mimics the OpenView Operations
Service Navigator tool [4]. It is a simple, yet useful tool to model services in a tree
structure. Every node has an alarm status. Furthermore, propagation rules state how
severities should propagate to parents and calculation rules specify how a parent node
should calculate its alarm state based on its children.

5 Related Work

One of the most important sources for service and SLA modeling is the SLA handbook
from TM Forum [5]. It provides valuable insights into the problem domain but not to
the actual modeling itself.

TM Forum has also defined an accompanying service model, SID, “System Infor-
mation Model” [6]. SID is comparatively high level and models entities in telecom
operators’ processes. However, SID is being refined and moving closer to the resources
by incorporating CIM [7].
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The Common Information Model, CIM, has an extensive and feature-rich model in-
cluding a modeling language MOF (Managed Object Format). Key strengths in CIM
are the modeling guidelines and patterns. However, CIM faces some major challenges
since the UML/XML approach tends to create unwieldy models. It is also aimed more
at instrumentation than end-to-end service modeling.

Some of the major players behind CIM are now working on the “Service Modeling
Language”, SML [8]. SML is used to model services and systems, including their struc-
ture, constraints, policies, and best practices. Each model in SML consists of two subsets
of documents; model definition documents and model instance documents. Constraints
are expressed in two ways, XML schemas defines constraints on the structure and contents
whereas Schematron and XPath are used to define assertions on the contents.

An interesting feature is that SML addresses the problem of service instantiation by
providing XSLT discovery transforms to produce instances from different sources. Other
attempts exist to specify service models as component interaction with UML collabora-
tions [9]. This kind of service modeling serves purposes closer to the design of systems
than service models for QoS metrics.

A simple and pragmatic model for a general service model is given by Garschhammer
et al. [10]. This work serves as a guide for modeling and identifies several important
research areas.

SLAng [11] is a language focused on defining formal SLAs in the context of server
applications such as web services. It uses an XML formalism for the SLAs. SLAng
identifies fundamental requirements needed in order to capture SLAs but differs from
our current effort in that it “focuses primarily on SLAs, not service models in general”.

When it comes to programming languages with an inherent notion of time, Benveniste
et al. [12] give an overview of the synchronous languages. These languages have the
concepts of variable relationships and of computing values based on the previous value
of a variable. However, they have no notion of retaining values after the computation,
and they have a discretized notion of time.

Perhaps most closely related to SALmon is the notion of stream data managers [13],
which take a more database oriented approach to the problem. This makes their syntax
less suitable for service models, and means that they have a stricter view on time progress.
However, a lot of the underlying work may be reused in the current setting.

6 Conclusion and Future Work

We have demonstrated a language for writing service models, and shown the design of a
prototype calculation engine. Further, we conclude that the proposed system is a good
match against real-world scenarios.

In the future, the scaling and caching that is made possible by the parallel structure of
the language should be further examined. This work has been started [14], but deserves
more attention.

The database layer should be updated to handle large numbers of concurrent but
simple requests for input data at specific times or intervals. Since the requested data
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might be for a single primitive data type the overhead for each request is critical.

Finally, the user information visualization should be examined. With the ultimate
goal of being able to manage large service structures, it is desirable to present relevant
information in an efficient manner.
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Sidath Handurukande, Szymon Fedor, Stefan Wallin, Martin Zach

Abstract

Quality of Service (QoS) monitoring of end-user services is an integral and indispens-
able part of service management. However in large, heterogeneous and complex networks
where there are many services, many types of end-user devices, and huge numbers of
subscribers, it is not trivial to monitor QoS and estimate the status of Service Level
Agreements (SLAs). Furthermore, the overwhelming majority of end-terminals do not
provide precise information about QoS which aggravates the difficulty of keeping track
of SLAs. In this paper, we describe a solution that combines a number of techniques in a
novel and unique way to overcome the complexity and difficulty of QoS monitoring. Our
solution uses a model driven approach to service modeling, data mining techniques on
small sample sets of terminal QoS reports (from smarter end-user devices), and network
level key performance indicators (N-KPIs) from probes to address this problem. Service
modeling techniques empowered with a modeling engine and a purpose-built language
hide the complexity of SLA status monitoring. The data mining technique uses its own
engine and learnt data models to estimate QoS values based on N-KPIs, and feeds the
estimated values to the modeling engine to calculate SLAs. We describe our solution,
the prototype and experimental results in the paper.

1 Introduction

Currently telecom operators and Internet Service Providers (ISPs) offer and manage
large numbers of services. These include triple play and quadruple play services (voice,
data, TV, wireless) among other services. In a very competitive market it is important to
monitor the service quality that is delivered to subscribers and if the Quality of the Service
(QoS) delivered to subscribers is below acceptable levels, corrective measures should be
taken. Otherwise, unsatisfied customers will churn resulting in loss of business, revenue
and reputation.

Service quality monitoring is a very important part of service management; without
knowing the QoS value of a particular service it is difficult to take the corrective actions
that are necessary to improve the service. However, service quality monitoring in a large
network is a daunting task because of

1. the large number of subscribers and many services

2. the lack of precise information about QoS that is necessary (for example from
end-user terminals)
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3. the heterogeneity of services, end-user equipments and network devices that are
used to deliver the service.

In this paper we describe, a QoS monitoring solution that combines a number of
techniques to address the problem of SLA status monitoring. We use a small sample
set of terminal QoS reports, lower level network performance details and data mining to
find data models which map lower level network performance values to the QoS values
obtained with QoS reports. Then we implement service modeling based SLA status
calculations. For users who are not sending QoS reports, QoS values are estimated from
lower level network performance measurements using constructed data models. This
approach is novel and unique in the way we orchestrate these techniques.

In short, in our solution, we use a service model based approach in tandem with a data
mining approach to monitor QoS. The model based approach uses a modeling engine to
calculate the status of Service Level Agreements based on the information it receives from
a data mining engine and other components. The data mining engine uses a small sample
set of QoS values it receives from “smarter” end-user terminals and network probes to
automatically build a so-called data model which represents relationship between QoS
values and information from the network probes. The data mining engine then uses this
data model to estimate the QoS values for the other end-user devices that are incapable
of producing QoS values.

These estimates are then fed into the service modeling engine to calculate time indexed
SLAs. The QoS value reports are created using software components that run in end-user
terminals but it is unrealistic to expect that all terminals can or would be allowed to create
QoS reports in a large heterogeneous network. The estimation method mentioned above
circumvents this problem. Estimation is achieved by using network probes to extract
specific details from the network that are particularly relevant for particular service
traffic; more specifically we use probes to find values of network level key performance
indicators (N-KPIs). We describe the details of our solution in next sections.

This work is done as part of the Magneto Celtic Project [1] of which one of the main
research strands is QoS monitoring using the approach described in this paper. In the
Magneto project context we have developed novel QoS monitoring solution for IPTV
service delivered over RTSP [2] to Home Area Networks (HANs). Our QoS monitoring
solution is developed and tested in the context of IPTV service in HANs, but the concept
and the solution is general enough to be used in other contexts. In this paper we show
one specific application of our solution in the domain of IPTV service quality monitoring
that is delivered to HANs.

The structure of the paper is as follows: Section 2 describes the context in which we
developed our solution -namely the use of our approach for IPTV service delivery and
performance report collection in Home Area Networks (HANs). Section 3 describes a
service modeling based approach to monitor and calculate SLAs based on the underlying
framework that provides QoS reports/estimates and N-KPIs. Section 4 describes a data
mining approach that uses a sample set of terminal reports and automatically estimates
QoS for the rest of the users and feeds these estimates into modeling engine. In Section 5
we describe our prototype and explain the performance results. The related work is
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described in Section 6 and Section 7 concludes the paper.

2 Home Area Network Management and Performance

Report Collection

2.1 HAN Management

We have developed and evaluated our solution in the context of IPTV service that is
delivered over RTSP [2] to Home Area Networks (HANs). Given that IPTV end-user
services are delivered to HANs (that are not directly under the control of operatorsÕ
network) it is important to monitor and manage the service adequately; otherwise due
to network issues, end-user service performance could be impacted negatively creating
unsatisfied end-users. In the Magneto project we aim to manage the outer-edge of the
network so that:

1. Magneto Enabled Home Gateways (HGs, home gateway is the intermediate device
between the operators network and HAN such as ADSL router, Cable modem
etc.) and other end- user devices (such as Set-top-boxes and laptops) can send
performance reports (e.g., IPTV QoS related and network performance related
as described later in this section) to QoS monitoring system of the operatorÕs
network. From the QoS monitoring perspective this functionality is important
and we describe these functionalities in this paper. Devices that run “Magneto”
software components are known as Magneto enabled devices in contrast to other
traditional HAN devices.

2. To manage the HAN and devices within the HAN (with user’s consent), Magneto
enabled devices including HGs can be automatically configured based on informa-
tion from operator’s network management system. These functionalities of Magneto
network are outside the scope of this paper and they are described in [3].

3. Magneto enabled Home Gateways are smart in the sense, they can help to manage
legacy, less capable devices in HANs (e.g. simple VoIP phones). We do not describe
these functionalities in this paper.

2.2 Terminal Reports on QoS

In general, terminal reports (from end-user devices Set-top- boxes and laptops) are used
to report various details about service performance metrics, user behaviour and any other
details that could be useful in managing end-user terminal and service management. In
our solution we use terminal reports (from smarter end-user devices that are capable
of creating and sending such reports) to report the service performance of IPTV; more
specifically we consider computers with installed the Video LAN Client (VLC) [4] as a
video terminal and Set- Top-Boxes (STB) that are capable of creating terminal reports.
In Magneto project, we have extended and adapted VLC client and a STB platform
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so that they can create terminal QoS reports about IPTV service. In our solution, the
terminal reports can include:

• High level service impairment, more specifically video impairments. These impair-
ment issues are detected by IPTV player (application) or video CODEC. In the
Magneto solution, the following video impairments can be detected:

1. Choppiness (missing frames resulting in a sudden “jump” of video)

2. frame freezes (picture freezes for a longer time)

3. AV out of sync issues (audio, video synchronization issues resulting, for exam-
ple, in the speaker’s lips not being synchronized with the voice)

Information related to such problems is available to IPTV players (applications) or
CODECs (e.g., in STB). It is very difficult or sometimes impossible to detect such
problems without the involvement of the player/application or the CODEC. Since
these impairments are related to the quality of the end-user service (e.g., IPTV
end-user service) sent by terminals (e.g., computing device playing the video or
STB), we refer to them as terminal QoS reports. Although information related to
QoS is always available to the application/CODEC, it is not always possible to get
this information. Not all terminals, applications or CODECs are capable of sending
this information or APIs to access this information are not implemented. Though
it is a small percentage, some terminals, such as “Magneto enabled” (that run
Magneto software components) are capable of providing this information. The VLC
extension and the extended STB platform developed in the Magneto project can
detect above mentioned video impairments; once these impairments are detected
QoS reports are sent to operators’ QoS monitoring system. More details about
these mechanisms is given in Section 5.

• In addition to the above QoS reports, terminals (end-user equipment) can report
various network level performance reports. Such network level reports can also
be generated from other network nodes such as Magneto enabled Home gateways
(or even at aggregation nodes in the access networks) that are capable of collect-
ing and sending such network level performance reports. We call these network
level performance reports as N-KPI reports and they are described in the following
section.

2.3 N-KPIs and Collection Mechanisms

Network KPIs (N-KPIs) are Key Performance Indicators that indicate the performance
of network links and nodes. We specifically consider the performance of IP level links. In
the Magneto solution we consider a set of N-KPIs that include: (1) packet loss (2) jitter
(3) delay. These network level performance values can be observed at the: (1) end-user
device (2) intermediate devices such as Home Gateways, intermediate routers and other
aggregator devices in the access networks. In Magneto project, we have developed probe
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software components that can be deployed in Home Gateways or end- user devices (such
as laptops) to collect above mentioned N- KPIs for certain traffic classes such as IPTV.
More details about these probes are given in Section 5. In IPTV service a majority
of video service impairment is caused by network performance problems such as packet
loss, jitter and delay. Since operators are more concerned about the QoS issues caused by
these network problems, in this paper we consider QoS impairments caused by network
issues. We assume there is a small percentage of devices that send QoS terminal reports
(for example devices provided by the operator as opposed to user purchased ones or
Magneto enabled devices). We use this small percentage of devices as a sample set in
our solution. More precisely we use this sample set to build a correlation between QoS
for a specific service (e.g., IPTV) and N-KPIs that are collected from various network
equipment (such as HG, intermediate routers, aggregation nodes etc.). Based on this
correlation we estimate QoS levels of end-user service and then calculate the Service
Level Agreements (SLAs). Next, we briefly describe how we use the QoS reports, N-
KPIs together with a data-mining engine (for QoS estimation) and modeling engine (for
SLA calculation based on service modeling).

2.4 Overall Architecture

In Figure G.1, we show the overall architecture of the QoS monitoring solution. The above
mentioned QoS terminal reports (when available) and N-KPIs are fed into the Modeling
Engine and Data-mining engine. The SLA status is calculated for those terminals that
can send QoS reports, based on the QoS terminal reports from those terminals; these
SLAs are useful in evaluating the overall end-user service quality delivered to users. The
Modeling Engine also calculates the SLAs for network performance based on the N-KPI
it receives; these SLAs are network connectivity metrics that are useful for evaluating
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performance of the network. The N-KPIs are sent from intermediate nodes such as the
HG or routers.

The QoS values and the N-KPIs are forwarded to the Data- Mining Engine and Data-
Mining Engine which builds a data model to map N-KPIs to QoS values. This data model
is periodically updated. The Data-Mining Engine uses the data model to estimate the
QoS values for terminals that cannot send QoS value reports. These estimates are fed
into the Modeling Engine so that it can calculate the SLA status for terminals that
cannot send QoS reports. Both SLA status and estimated QoS values are sent to the
Performance Monitoring Graphical User Interface (GUI) so that operator can observe
the SLA status and QoS estimates.

In the next section we describe how SLAs are calculated using a service modeling
approach and subsequently we describe how QoS values are estimated using N-KPIs based
on the Data-Mining approach. Assumptions and Limitations. When estimating QoS
values of IPTV service, our solution can only estimate QoS values for impairments that
are caused by network level problems but not errors caused at encoding stage for example
audio/video synchronization errors. In addition, there would be a certain overhead to
collect N-KPI values. Another limitation is that if certain system settings are changed,
for example the protocol used for IPTV (from RTP to some other protocol), the Data-
Mining Engine needs to build the data model again.

3 Service Model for SLA Calculation

In general, a service model is a formal high level specification of a service, the relations
between a service and the resources (network and other) on which the service is built and
the way in which the service is made available to the users of that service [5]. A form
of service model, known as service topology, represents dependencies between resources
and services. In addition, these service models include (1) higher level service QoS which
represents how a higher level service (e.g., IPTV) perform (2) lower level network/re-
source KPIs which indicate how a lower level network service (e.g. IP delivery service)
performs (3) service levels (service goals and objectives) (4) Service Level Agreements
(SLAs) and (5) relationships between network resources, KPIs, end-user service, QoS,
users and SLAs. This form of service modeling captures the basic details of the technical
implementation of a service and the requirements of that service in terms of resources.

We use these service models to monitor and analyse the quality of a service, its overall
performance, and to calculate SLAs based on the modeling framework that is described
later in this chapter. SLAs can be calculated for:

End-user Services: for operators it is important to monitor the performance of deliv-
ered service to individual users as well as determining the overall service delivery
quality averaged over all users. In the Magneto solution SLAs for the overall IPTV
service are calculated and monitored using service modeling and a modeling engine
(the SALmon engine, described below).

Network Services: in addition to the end-user service QoS, the modeling engine can



Magneto Approach to QoS Monitoring 199

also calculate the SLAs for networks, (e.g., for IP links). This is useful when
monitoring of a particular network segments is required (e.g., access network) to
determine if that network segment is performing as expected.

3.1 Service Modeling Framework

We express the service model in the SALmon environment[6], which is a tailor-made
language for expressing service models. SALmon combines object-oriented structuring
for service model decomposition and functional expressions for status calculations. Due
to the nature of service modelling, the programming language must have the capability
to treat time as part of the normal syntax: all variables are seen as arrays indexed by
a time stamp. It is possible to use the time-index syntax to retrospectively change the
value of variables. This is important in many scenarios, for example late arrival of probe
data. This enables SALmon to recalculate SLA status whenever KPIs are reported. List
comprehension and an extensive set of built-in functions provide the power needed to
express complex models. The language has two fundamental layers: the Definition Layer
and the Instantiation Layer. The definition layer defines the classes and calculations in
the model. Core concepts that we want to represent as classes are Services, Service Levels
and SLAs. Classes have inputs, anchors, attributes and properties. The instantiation
layer creates instances of the service classes, assigns properties and establishes connections
between instances through anchors. Our model is based on a number of layers that
include:

1. Service Layer : The layer exposed to the user, where Quality of Service (QoS) is
measured.

2. Transport Layer: where network impairments such as loss, delay, and jitter may
occur.

Figure G.2 illustrates the classes in our IPTV model. We have two major classes in the
Service Layer: IPTVUserService and IPTVProviderService. The IPTVUserService

represents the status and QoS for an individual end- user and the IPTVProviderService
aggregates user services into an overall IPTV service quality from a virtual provider per-
spective. The IPTVUserService depends on the application and network components:
RTSPSession, (Realtime Streaming Protocol), and IPConnectivity. Service levels ver-
ify that each service performs within configured thresholds. SLAs finally represent the
agreement regarding provided service levels between the provider and the user.

The QoS reports with end-user service performance metrics (more specifically IPTV
service KPIs) are sent to the modelling engine using the SOAP protocol. In other words,
terminal QoS reports are fed into the modelling engine to calculate the status of end-user
SLAs. Due to the time- awareness of the SALmon engine it is capable of recalculating
SLA status whenever reports arrive. More comprehensive details about our IPTV service
modelling approach are described in [7]. Since it is not always feasible to get terminal
reports with QoS status, we use data mining techniques to estimate the QoS values for
users whose devices cannot send terminal reports. These estimates are then sent into the
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Figure G.2: Service Model

modeling engine to calculate the SLAs of end-user services. The next chapter describes
how these estimates are performed using data mining techniques.

Similar to QoS reports, N-KPIs are fed into the modeling engine by the N-KPI probes
in a manner similar to that described for QoS reports.

4 QoS Estimation through Data-Mining

Our system uses Data Mining (DM) techniques to automatically learn and apply the
functional relationship between N-KPIs and QoS values. In the learning phase, the
system monitors N-KPI values for cases where the QoS values are known and learns
the functional relationship between those N-KPI and QoS values. Once the functional
relationship is learnt, it can be applied to estimate QoS values from N-KPIs in cases
where the QoS values are not known.

Our system uses DM methods for “predictive task” (based on the data-mining ter-
minology). That is, forecasting the values of QoS values based on the values of N-KPI
measurements. A predictive process is composed of two phases; learning and testing
phase (see Figure G.3). During the learning phase the system is automatically trained
using a learning algorithm. We are using a supervised learning method i.e. the system
is provided with data examples, each composed of several attributes and a label which
we aim to predict in the testing phase. The output of the learning phase is a so-called
data model which specifies dependencies between values of attributes and corresponding
ranges of the label. In our system attributes are N-KPI values and the label corresponds
to QoS values with both, N-KPIs and QoS values being numeric. There are numerous DM
algorithms to estimate relationship between quantitative attributes and numeric label [6]
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e.g. polynomial fitting, linear regression, Naive Bayes.

In our experiments we use a Support Vector Regression (SVR) method which has
many desirable qualities that make it one of the most widely used regression algo-
rithms [8]. The SVR algorithm takes as an input a number of training samples, each
characterized by a number of attributes (N-KPIs) and labels (QoS values).

It produces a function (i.e. a data model) which only depends on a subset of the
training data, because the cost function for building the model ignores any training data
that is close (within a predefined threshold) to the model prediction. More details about
SVR can be found in[9].

As explained earlier, there are several parameters that influence performance of the
SVR algorithm applied to a specific data set. Moreover SVR can use different kernel
functions for computation of non-linear data models. These parameters can be tuned in
the first part of learning phase using a so-called meta-learning algorithm applied to the
training samples. We use a cross-validation for meta-learning[9]. With this method each
record of the training set is used the same number of times for building a preliminary
data model and estimating its performance. For example, we use a 3-fold cross-validation
method in which training samples are segmented into 3 equal-sized partitions. The
method then builds a model of the data 3 times and tests its performance. During each
of 3 runs, one of the partitions is chosen for testing the performance while the rest of
them are used for training the model. This procedure is repeated 3 times so that each
partition is used for testing exactly once. The method uses a root mean square metric
to estimate the performance of each round i.e. it compares root mean square of the
distance between measured QoS value of samples from the testing partitions and their
corresponding predicted value.

The cross-validation method outputs the expected performance of the data model
built using SVR algorithm with specific values assigned to its parameters. Therefore, we
run the cross-validation method with different configurations of the SVR algorithm and



202 Magneto Approach to QoS Monitoring

we estimate the optimal configuration to be used during the learning phase to build the
data model of the training set. In the final stage of the learning phase, the system uses
the SVR algorithm with the optimized parameters and builds the definitive data model
which will be applied in the testing phase.

During the testing phase, the system is only provided with attributes (N-KPIs in our
scenario) and it applies the previously build data model to predict label values (QoS).
We expect that the data provided for the testing phase follows the previously build data
model and therefore the predicted QoS value corresponds to the real value. The DM
algorithms are applied as a part of the Knowledge Discovery Process (KDP) composed
of Data pre-processing, DM algorithm and Data post-processing components. Therefore,
each instance of the DM algorithm (i.e. meta- learning, learning and testing phases) is
preceded by the pre- processing and followed by a post-processing step.

The aim of the pre-processing step is to prepare the input raw data for the DM
algorithm. Collected QoS values and N- KPI samples need to be time correlated and
their ranges and types must be defined. Also, N-KPIs which do not have an impact on
QoS are excluded from the input to the DM algorithm. Moreover, the system needs to
have a so-called label which is an attribute that will be predicted with the DM algorithm:
the QoS attribute in our case. More details about our implemented pre-processing stage
are described in Section V.

The post-processing step ensures that only valid and useful results of the DM algo-
rithm are preserved for further analysis. Therefore for meta-learning the optimal param-
eters of the SVR algorithm are stored in a format that can be easily used in the learning
phase. The post-processing step of the learning phase transforms the data model into
the format that can be applied during the testing phase. Finally, the post-processing
step which follows the testing phase consists mainly of presentation of the results to the
analyst using different visualization formats.

5 Prototype Setup and Results

5.1 The test-bed

To evaluate our solution we built a test-bed that can stream IPTV content over RTSP and
also built other components in our solution. This test-bed setup is shown in Figure G.4.
In our set-up we have SALmon engine with IPTV service model (described in Section
III) running in one computer and the Rapid Miner with developed data mining processes
running in another computer. A MySql database is used to store collected QoS values
and N-KPIs. A streaming server that can stream over RTSP protocol is also used. These
components are attached to an Ethernet switch as depicted in Figure G.4. In addition to
the above components, a Linux server with multiple Ethernet cards is used as a network
emulator with IPTables [10] and Netem [11] tools installed to emulate a network link.
These tools can introduce network impairments such as packet loss, jitter, delay etc. In
our experiments we used these tools to introduce network impairments so that there will
be various changes in N-KPIs. The test-bed also contains an emulated home gateway and
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a laptop running VLC client that is extended (described later in this section) such a way
so that it can send QoS values to the database. The N-KPI probe (described later in the
chapter) observes the IPTV traffic and sends N-KPIs to the database. In our experiment,
we introduce network impairments such as packet loss when the IPTV content is streamed
to the laptop. The extended VLC client and adaptor send the detected QoS values for
different packet loss levels and at the same time the network probe sends the detected
N-KPIs values. Using these data, initially, the data-mining engine builds the data model
(the relationship between QoS values and N-KPIs). Once this initial phase is over we
change the packet loss arbitrarily and estimates the QoS values based on N-KPIs.

5.2 QoS Value Collection from Terminals

We developed a Magneto event processing module (based on open source Complex Event
Processing engine ESPER [12]) on top of OSGI to process different events at the HG. The
processing module can be easily deployed on any type of HG capable of running OSGI
framework. Moreover, thanks to its modular architecture it can be easily expanded and
adapted to various HAN architectures. The processing engine consists of several OSGI
bundles realizing different objectives. The VLC adapter bundle handles log messages
from VLC client and sends them to the Event Processing bundle which processes them
according to the predefined rules. The result of this processing is sent to the Model-
ing adapter bundle and Data Mining adapter. The Modeling adapter bundle feeds the
Modeling Engine with the QoS measurements whereas Data Mining adapter sends QoS
measurements to the Data Mining Engine for further analysis.
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TIME PKT_LOSS JITTER MAX_JITTER MAX_DELTA QoS-C

Figure G.5: Output of Pre-processing task

5.3 N-KPI Collection of IPTV Traffic

The N-KPI probe is built using wrapper application on TShark [13]. The wrapper appli-
cation is built using Java with an interface to native code. The probe is then configured in
such a way it monitors IPTV traffic (which is based on RTSP which in turn use RTP) for
a configurable period. During this period, the probe collects data related to IPTV/RT-
SP/RTP traffic [14]. More precisely, it monitors the packet loss, max jitter, mean jitter
and max delta that is available from TShark tool. In parallel with monitoring thread,
at the end of each period, the collected data is analysed in a different concurrent thread,
to find the N-KPI values. Once the analysis is finished, the calculated N-KPIs values
are sent to the database together with the timestamp. While this thread analyses the
collected data, the initial thread continues to monitor the IPTV traffic collecting data
for the next period.

5.4 QoS Value Estimation using Rapid Miner

Data Mining Engine (DME) is based on Rapid Miner [8] which allows an easy composition
of the full chain for the KDP. We implemented two phases of the predictive process to
forecast QoS values on the basis of N-KPI measurements. DME receives QoS and N-KPI
values from different sources and in the pre-processing task prepares them for the DM
algorithm. In our experiments we used QoS choppiness (QoS-C) events from VLC but
our technique is not tight to this particular QoS values. QoS-C values are measured
every 2 seconds at the VLC client and later processed by the Magneto event processing
module along with their corresponding timestamp, service ID and user ID. QoS-C values
correspond to the number of choppiness events which were reported by the VLC client. N-
KPI values are measured over 20 seconds period and they are received in N-KPI reports
which consist of several N-KPI measurements (packet loss, packet mean jitter, packet
max jitter and packet max delta) with corresponding timestamp. The pre-processing
task outputs a single table composed of numerous records having as attributes QoS-C
values and N-KPI measurements as shown in Figure G.5. Time attribute corresponds to
the timestamp of every N-KPI report. QoS-C represents the number of choppiness events
reported by VLC between two consecutive N-KPI reports (i.e. during the time when the
corresponding packet loss, packet mean jitter, packet max jitter and packet max delta
were estimated).

To build the relationship between QoS-C label and N-KPI attributes, we need to
select the N-KPI attributes which have impact on the value of QoS-C. We do that on
the basis of the correlation matrix build with DME and presented in Table G.1. We
can see that QoS-C label is highly correlated with Packet Loss and Mean Jitter N-KPIs.
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Table G.1: Correlation Matrix of N-KPI and QoS C attributes

Attributes Packet Loss Mean Jitter Max Jitter Max Delta QoS-C
Packet Loss 1 0.771 0.155 0.004 0.862
Mean Jitter 0.771 1 0.461 0.078 0.752
Max Jitter 0.155 0.461 1 0.039 0.115
Max Delta 0.004 0.078 0.039 1 0.003

QoS-C 0.862 0.752 0.115 0.003 1

Therefore we only use these N- KPIs for the DM predictive task.

To perform learning phase of DM process we collect N- KPI and QoS-C measurements
of an IPTV session lasting for 45 minutes. We emulate variation of the N-KPI values
using Netem tool installed in the emulated network which allows us to introduce packet
loss into the streaming session. We vary packet loss across different values between
0% and 4% and measure the actual packet loss at the laptop with VLC client. The
presence of packet loss causes also variation of other N- KPIs. Above 4% packet loss, the
video stream is impossible to follow by a viewer. First we tune the DM algorithm for
the learning phase using cross-validation meta-learning process. We run several rounds
of cross-validation method changing kernel functions of the SVR algorithm and their
parameters at every round. We compared performance of the DM algorithm expressed
as the Root Mean Square Error (RMSE) of the QoS-C value estimated at each round
with specific kernel function and its parameters. As a result we selected Dot Product
kernel function with its parameter C=17.267 because it had the lowest RMSE equal to
34.788.

To finalize the learning phase, we assigned the optimal kernel function and its pa-
rameters to the SVR algorithm to learn the model of the relationship between QoS-C
and N-KPI values (Packet Loss and Mean Jitter). The obtained data model was applied
to a new IPTV stream during the testing phase. Due to space limitation we do not
show details and assessment of the learning phase (e.g., amount of data, time, processing
requirement)

We monitored N-KPI values during a 1 hour of IPTV streaming and we sent them
to the DM Engine for the processing during testing phase. We predicted QoS-C labels
on the basis of previously built data model and collected N-KPI values, using SVR with
predefined parameters. The evolution of measured Packet Loss Ratio and QoS-C values
during the played IPTV stream is depicted in Figure G.6. The figure also shows measured
QoS-C values that we monitored in order to compare them with the forecast. We can see
that predicted and measured QoS-C values are close. Figure G.7 depicts the variation of
measured QoS-C and Mean Jitter values during the same IPTV stream.

The correlation between Mean Jitter and measured QoS-C is visible but not as much
pronounced as for Packet Loss Ratio and measured QoS-C quantities. In this test scenario
we did not control the variation of the Mean Jitter value and its change was due to the
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Figure G.6: Measured Packet Loss Ratio and measured QoS-C values and predicted QoS-C
values during the 1 hour video stream.

	  
Figure G.7: Measured Mean Jitter and measured QoS-C values and predicted QoS-C values
during the 1h video stream.
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!
Figure G.8: Measured and predicted values of QoS-C against Packet Loss Ratio.

variation of Packet Loss Ratio enabled by Netem tool. As a future work we plan to
emulate Mean Jitter in a more controllable manner (by setting it with Netem tool) and
we will evaluate its impact on the QoS-C.

The correlation between Packet Loss Ratio and QoS-C values measured during the 1
hour IPTV stream is shown in Figure G.8. It shows also the forecasted QoS-C values.
The prediction is very accurate, especially for the values of packet loss ratio below 0,02.
For the larger values of packet loss, the variance of measured QoS-C values measured for
the same value of packet loss ratio increases significantly and therefore it is much more
difficult to forecast QoS-C. The RMSE of the forecast during the testing phase is 42.42.
We can also see that the DM Engine predicts several values of QoS-C for the same Packet
Loss Ratio. This is because data model depends on two parameters, Packet Loss Ratio
and mean jitter, and the latter parameter has the impact, although less significant than
Packet Loss Ratio, on the forecast of QoS-C.

5.5 SLA Calculation using Modeling Engine

The SLA engine is able to calculate overall SLA status for individual users as well as
aggregated services. This gives a view on the Quality of Experience based on the service
model which takes various KPIs into account in combination with the service and network
topology. An example is shown in Figure G.9. The other lines illustrate the myriad of
inputs (KPIs) such as loss, jitter and delay. We have normalized the KPI values in order
to illustrate different values in same plot. In this specific scenario the major impact
comes from increasing loss which makes the SLA status decrease.
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Figure G.9: SLA and inputs. The top line in the above figure denotes the SLA status which
goes from OK to jeopardized at the arrow.

6 Related Work

Network performance measurement has a long tradition and is commonly used for net-
work management and monitoring. In the era of numerous services being deployed in
a network (VoIP, IPTV, MMTel) ISPs and operators are putting more effort to moni-
tor service performance. Several publications describe possibility of monitoring service
performance on the basis of measurements obtained from network elements.

Furuya at al. [15] investigated relationship between IP network performances and
voice quality for VoIP service. The authors discovered high correlation between each
of the IP network performances and the corresponding voice quality. They suggest the
possibility managing the quality of service of VoIP by monitoring the corresponding
network performances.

Racz et al. [16] describes architecture for network and service quality measurement.
The architecture can determine general network properties (e.g., packet delay, packet
loss) as well as the characteristics of a service (single VoIP session performance). The
authors do not describe how these values are linked and how service parameters could
be deduced from the network measurements.

Terminal reports are proposed and sometimes used in a number of contexts such
as in Set-top-Boxes [17] and with RTSP client reports (i.e., RTCP [18]). However the
use of terminal reports in those contexts is different from our overall solution. Network
performance measurements have been researched a lot [19]. In our overall solution we
used the information from terminal reports and probes.
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7 Conclusion

In this paper we presented a new method of quality monitoring of end-user services that
combines a number of techniques in a novel way. The proposed solution aims to overcome
problems which relate to the complexity of the environment where end-user services are
provided.

Described system uses a service modeling approach which represents relationships
between entities important for monitoring of service quality. It includes information
about network resources delivering the service, their N-KPI values, QoS values and status
of SLAs. QoS values are fed into a service modeling engine and to a data-mining engine
from a small sample set of smarter end-user terminals. Similarly, the N-KPIs are collected
from the network and fed into the same modeling and data-mining engine. The data-
mining engine automatically builds a data model representing the relationship between
the QoS values and N-KPIs. Subsequently, the data- mining engine estimates the QoS
values for terminals where QoS terminal reports are not available and these estimates
are fed into the modeling engine to calculate SLAs.

The proposed system was implemented and tested using an IPTV service. Our ex-
perimental results show that the described approach can be used to monitor quality of
service in a real environment by effectively estimating the QoS values and calculating the
SLA status. Our solution is not bound to the IPTV service and in the future we plan
to use the system for monitoring of other type of services in even more heterogeneous
environments.
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UML Visualization of YANG Models

Stefan Wallin

Abstract

Formal data-models are one of the corner-stones of automatic network management. We
need semantic models that can be automatically interpreted by management applications.
At the same time, human domain-experts need to be able to understand the models.
This dualistic requirement has lead standard organizations to pick modeling approaches
that prioritize either humans or automatic software. YANG is a semantically rich data-
modeling language. We have defined a mapping of YANG to UML and a tool that
renders UML diagrams from YANG models. This enables the benefits of formal languages
for defining interfaces and automatically maintained UML diagrams to involve domain
experts.

1 Introduction

Modeling is a crucial part of network and service management. The models must be
understood by human domain-experts as well as autonomic management applications.
This dualistic requirement for modeling languages has led to trade-offs in either direction.
Some languages are more easily understood by humans whereas others are useful for
automated network management integrations. This is clearly observed if we consider
two corner cases. UML [1] class diagrams are often used to model network management
interfaces for OSS systems, whereas dedicated formal data modeling languages like SNMP
SMI [2] and YANG [3] are used to integrate devices into management systems. The
current state of affairs can be summarized in the following way:

• Interfaces that are modeled using UML are not formal enough to support plug-and-
play integrations.

• UML diagrams are easily understood by different human users of the model.

• Formal data models can to a large degree be integrated across vendors.

• Few individuals in the organization understand the formal data models. These
models are mostly managed by the “coding people”.

So do we need a conflict between the UML and the coding people? As shown by
Schönwälder it is possible to reverse engineer SNMP MIBs into UML [4]. IETF has now
defined a new data modeling language YANG [3]. This language is used in combination
with the NETCONF protocol [5]. NETCONF and YANG were created to overcome many
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of the limitations of the current configuration practices based on SNMP or CLIs [6, 7].
The YANG modeling language is a step forward compared to SNMP SMI [2] when it
comes to both expressive power and readability. NETCONF will probably be a valuable
enabler for autonomous network and service management [8].

YANG is easier to read and write than SNMP MIBs and still is powerful enough
to specify an exact data-model for an interface. So, YANG itself makes the gap a bit
smaller between model writers and readers. Still, there is a need to communicate models
amongst people not educated in YANG. Furthermore, as Schönwälder [4] points out
different modeling approaches are used in different phases of the project. In the initial
stage, domain experts use drawings and UML tools to outline the conceptual model. At
a later design phase, modelers produce a more precise YANG model. There is a risk of
losing the initial domain experts if the YANG model cannot be communicated in other
means than YANG itself. As Keller [9] points out, visualization of information might
overcome barriers in grasping complex models. A UML representation of YANG would
make it easier to communicate the model to a larger audience.

Based on this need we have defined a YANG to UML algorithm and tool. Our main
contributions are:

• a mapping of YANG constructs to UML elements, this is described in Section 3.

• an open-source implementation of the algorithm, see Section 4.

2 YANG overview

YANG [3] is a data modeling language used to model configuration and state data.
The YANG modeling language is a standard defined by the IETF in the NETMOD
working group. YANG can be said to be tree-structured rather than object-oriented.
Configuration data is structured into a tree and the data can be of complex types such as
lists and unions. The definitions are contained in modules and one module can augment
the tree in another module. Strong revision rules are defined for modules. Listing H.1
shows a simple YANG example. YANG is mapped to a NETCONF XML representation
on the wire.

YANG also differs from previous network management data model languages in the
strong support of constraints and data validation rules. The suitability of YANG for
data models can be further studied in the work by Xu et. al [10].

Why YANG [11] ?

• YANG is simple.

• YANG is written for network management. It is a domain specific language de-
signed to do what it needs to do well; it is not constrained by or overloaded from any
general frameworks. The authors of YANG share history with the development of
next generation SNMP SMI and the authors have long IETF network management
experience.
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Listing H.1: YANG Sample
module acme−system {

namespace
” http :// acme . example . com/system ” ;

prefix ”acme” ;
organization ”ACME Inc . ” ;
contact ”joe@acme . example . com” ;
description

”The ACME system . ” ;
revision 2007−11−05 {

description ” I n i t i a l r e v i s i o n . ” ;
}
container system {

l ea f host−name {
type s t r i n g ;

}
leaf−l i s t domain−search {

type s t r i n g ;
}

l i s t i n t e r f a c e {
key ”name” ;
l ea f name {

type s t r i n g ;
}
l ea f type {

type s t r i n g ;
}
l ea f mtu {

type i n t32 ;
}

. . .

• YANG is flexible and modular. Existing modules can be augmented in a controlled
manner.

3 YANG to UML mapping

A basic principle in the YANG to UML mapping has been how map YANG schema node
identifiers to UML class names. In UML, every class must be unique within a name-
space. In YANG, the full path to a YANG schema node identifier must be unique. This
is best illustrated by an example:

parent/children1

parent/children2/children1

We have two different paths both ending with an element children1 and, this is
perfectly legal in YANG. An obvious mapping of this to UML would be to have every
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   module ietf-netconf-monitoring { 
   ... 
   container netconf-state { ...
     container sessions { ...
       list session { ...

  ietf_netconf_monitoring
  ...
  ietf_netconf_monitoring__netconf_state

YANG

UML syntactical identifiers

UML presentation identifiers

  ietf-netconf-monitoring
  ...
  ietf-netconf-monitoring/netconf-state
  ietf-netconf-monitoring/netconf-state/sessions/
  ietf-netconf-monitoring/netconf-state/sessions/session 

Figure H.1: Options for YANG UML Identifiers

component of the path as a separate class and a composition relationship between them.
This would result in two classes with the same name, children1, which is not allowed
within the same name-space in UML.

YANG groupings and type definitions need special attention since these can be defined
within the schema tree, but the actual schema path is not part of the identifier.

We have addressed this in the following manner (Figure H.1). First, we separate the
identifiers into a syntactical and presentation layer. In the syntactical layer, all UML
classes are named with their full path and the paths are mangled to suppress illegal UML
characters. But this results in UML diagrams that are hard to read. At the presentation
layer, we render the UML classes in two optional ways: with or without the full schema
identifier path.

The first option in Figure H.1 might result in diagrams that have two UML classes
with the same name in the rendered diagram; this is in theory a violation of UML. On
the other hand, this option creates a UML Class diagram that is easier to read. The
separation of UML Class identifiers in a syntactical and presentation layer was achieved
after some iterations with the PlantUML contributors.

The most important parts of our mapping is shown in Table 3. The mapping is a
trade-off between completeness and usability of the resulting UML diagrams. We will
illustrate the mappings based on a module for NETCONF monitoring [12].

A YANG module is represented with a package and also a class, see Figure H.2. The
module class is used to represent module-wide concepts like YANG remote procedure
calls, features and deviations. Figure H.2 shows that the ietf-netconf-monitoring

module defines a remote procedure call get-schema that lets a NETCONF client (man-
ager) read the actual data-model from the NETCONF server (agent). We put the module
meta-information as a UML note. Also, note the import visualization in Figure H.2.

Figure H.3 shows the UML rendering of some of the major YANG constructs. The
list partial-lock has a leaf lock-id of type uint32, which is the list key. The list also
has two leaf-lists: select and locked-node, where “[]” indicates a list attribute.
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YANG Element UML Note
module Namespace YANG Module information

as UML note
Class <<Module>> rpc and feature as

members of Class Module
sub-module Package Package is contained in

Namespace for parent module
container Class <<Container>> with Annotated with

composition to parent for example config = false
list Class <<List>> with

composition to parent
leaf Class attribute attribute : type = default
type refinements attribute properties for example {pattern [0− 9]}
(pattern, range, ...)
grouping Class <<Container>> Groupings are not identified

Not part of UML containment tree using the full YANG path
Colors are used to indicate scope

leaf-list List valued attribute attribute : type[]
uses 1) Uses association to

<<Grouping>> class
2) Attribute representing the 2) When associations are
uses relationship suppressed in diagrams

leafref 1) UML association to target path 1) Association named with
leafref attribute

2) Attribute 2) When associations are
suppressed in diagrams

identity UML class, inheritance
relationship to base identity

identityref attribute and relationship
to identity definition

key, unique, Attribute properties These are constructs not
mandatory, config directly supported by UML
presence, when, UML Note —”—
if-feature
choice, case Class “tree” with branches for cases —”—
must Note with must expression —”—
augment Augment association
rpc Method on the UML module class
typedef UML Class <<typedef>>

with members representing types
enum UML Class <<enum>> enum values truncated

with members representing enum values
notification Class <<Notification>> In order to show

notification parameters
feature, deviation Attribute on class representing module

Table H.1: YANG to UML mapping
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Figure H.2: YANG Module as UML

Figure H.3: YANG Containers, Lists, Case, and Uses

Many YANG specific constructs such as key and mandatory are mapped to general
UML properties which are rendered as “{index}” and “{mandatory}” after the target
keyword.

Figure H.3 also shows our UML rendering of YANG groupings and uses. Group-
ings are shown as UML classes with stereotype “<<grouping>>”, see lock-info in Fig-
ure H.3. The diagram shows the uses relationship from partial-lock and global-lock.
Groupings also need special treatment in contrast to other YANG constructs as lists and
containers. They are not really part of the tree and are therefore not identified by the
complete path. Assume the YANG below:

module-a/container-b/grouping-c

Although grouping-c is “a child” to container-b the identifier is still only grouping-c;
therefore, we render the grouping-c without any parent.

An alternative “uses” representation would have been to use inheritance where
partial-lock and global-lock inherits lock-info. At the end, we choose to use a
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Figure H.4: YANG leafrefs as UML Associations

Figure H.5: UML Note for “config false”

relationship rather than inheritance since groupings more represent a “macro expansion”
rather than a type inheritance.

Another case that needs special attention is the choice - case structure. As a
shorthand, YANG allows the case to be omitted in some circumstances. We needed to
analyze where these shortcuts have been used in the YANG model in order to always
render a case node in the UML class diagram.

Relationships between classes are important in UML as well as between elements in a
YANG model. YANG is explicit in specifying associations using the leafref construct.
We render this with the leafref attribute as the association name, see Figure H.4. (The
underlying YANG model for Figure H.4 is for illustration purposes only, and not the
standard NETCONF monitoring module used in the other diagrams.)

We have used two main approaches to decorate the UML graph with YANG specific
constructs. For most “attribute” oriented constructs, we have used UML attribute prop-
erties, for constructs related to the structure like containers we have used UML notes,
see Figure H.5 where we annotate the YANG container with a config false statement.
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$ pyang -f uml ietf-netconf-monitoring.yang -o monitoring.uml
$ java -jar plantuml.jar monitoring.uml
$ open img/ietf-netconf-monitoring.png

Figure H.6: Generating a YANG UML Diagram

UML specific options:
--uml-classes-only

Generate UML with classes only, no attributes
--uml-long-identifiers

Use the full schema identifiers for UML
class names.

--uml-no=NO
Suppress parts of the diagram. Valid
suppress values are: uses, leafref,
identity, identityref, typedef, import,
annotation, circles, stereotypes.

--uml-filter
Generate filter file

--uml-filter-file=FILTER_FILE
Only paths in the filter file will be
included in the diagram

Figure H.7: pyang UML options

4 The YANG to UML tool

Our YANG to UML tool is based on two open source components: pyang [13] and
PlantUML [14]. We have developed a pyang plug-in which generates a UML class diagram
input file to PlantUML (available at the pyang web site [15]). The sequence to get the
diagram is illustrated in Figure H.6.

The UML plugin takes input arguments according to Figure H.7 (several arguments
skipped).

During the work, it became obvious that the generated UML diagrams became too
large and showed too many relationships for anything except small models. We did
receive two main comments as possible reasons behind this problem.

• Too large YANG modules : In the same was as for SNMP in the beginning, module
authors tend to write too large modules. This becomes obvious when looking at the
rendered diagram. YANG authors should try to use modules to a larger extent. An
obvious example is the IPFIX [16] model. The rendered UML diagram becomes
large and hard to read. One could argue that this is because of the size of the
module rather than UML visualization problems.
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• UML class diagrams are hard to use for large models: UML is good to show partial
snippets of models. Using UML to completely describe a model becomes unwieldy.
We studied how UML class diagrams where used in documents, and in almost all
cases, only incomplete fragments were used.

We added several options to the UML generator to circumvent the problem around
readable diagrams. The --uml-classes-only option generates a UML diagram that
only shows the structure and no attributes. This is useful to get more compact diagrams
and get an overview of the model.

For models with many references, (uses and leafrefs), we can suppress the drawing
of association arrows and the relationship can only be seen as an attribute, (--uml-no).
We can also suppress UML notes, for such things as MUST expressions and other YANG
constructs not directly supported by UML. With all these options, the diagrams got more
compact and readable.

The final step is to actually be able to draw slices of the model. This is supported
by the --uml-filter and --uml-filter-file arguments. The first generates a default
filter file where every row corresponds to a YANG path in the model. Lines can be
commented out and used as filter input. The resulting diagram will only draw those
model elements that are not commented out in the model. See Figure H.8 for a filter file
that suppress the UML tree below datastores.

/netconf-state
/netconf-state/capabilities
// /netconf-state/datastores

Figure H.8: UML Filter File

5 Observations on the usage of YANG UML dia-

grams

We have used the UML renderer in some network management projects to validate how
useful this approach is. We will elaborate the observations below.

The UML representation was important in order to communicate YANG models to a
broader audience like standards organizations and project members that was not trained
on YANG. This was particularly notable in the step from conceptual models to concrete
data-models. We could use the UML diagrams to discuss detailed models with the domain
experts. This would have been hard just using the YANG textual representation.

Large modules with many references result in UML class diagrams that are difficult
to read. The addition of the suppress options (--uml-no) was necessary to simplify the
diagrams. As stated in Section 4, when the YANG modules grew, the corresponding
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module: ietf-netconf-monitoring
+--ro netconf-state

+--ro capabilities
| +--ro capability* inet:uri
+--ro datastores
| +--ro datastore [name]

Figure H.9: YANG Tree Representation

UML diagrams got harder to read. It is both a result of too large modules and also
inherent problems of UML for large models.

Our default mapping uses UML stereotypes to identify the YANG schema element
type such as <<container>> or <<list>>. When we used YANG in projects, there was a
need to specify “kinds” of things; for example product, service, and resource. There are
several approaches to accomplish this in YANG such as the work by Linowski et al. [17].
We used YANG extensions to tag YANG elements with kind-information. Therefore, we
extended the mapping to support custom UML stereotypes as YANG extensions.

The knowledgeable YANG authors/readers did not always appreciate the UML dia-
grams. Most YANG authors use a more compact tree-representation of YANG, (gener-
ated by pyang -f tree). As illustrated by Figure H.9, a tree-view is compact and still
conveys all parts of the model. However, the tree-view does not render associations as
lines, which is part of the problem of large UML diagrams.

All in all, the UML representation was invaluable in communicating with the domain
experts in order to get feed-back on the YANG data-model.

6 Related Work

Our work is very much inspired by Schönwälder et. al in their work to reverse engineer
SNMP MIBs to UML [4]. They showed that it was possible to reverse engineer a concep-
tual model from SNMP MIBs. However, a SNMP to UML mapping is rather orthogonal
to a YANG to UML rendering. While SNMP is a fairly limited compared to UML, the
opposite can be said about YANG. Within the domain of describing configuration data,
YANG supports constructs that are not directly available in UML. So generating UML
from SNMP translates a low-level to a high-level model, whereas the YANG to UML
mapping is a downward translation. Schönwälder needed to use heuristics to render the
conceptual model, in our case we rather need mapping strategies in how to represent
YANG constructs in UML. This leads to a less formal model, but easier to grasp in some
contexts.

The need for reverse engineering other languages to UML is a well-known fact in
software engineering, see, for example, the study by Kollman [18]. There exists many
tools to reverse engineer software programs to UML models. In many cases, there is
a more direct mapping for object-oriented languages like Java and C++. As Kollman
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points out, the translation process often results in loosing strict semantics. For example,
in our case, we put must constraints as UML notes.

In contrast to reverse engineering of software artifacts, the YANG UML associations
are easier to derive since YANG models containment and relationships explicitly. Most
important, the relationships are typed which enables us to render the relationships cor-
rectly.

As Matzko et. al shows in their work on C++ reverse engineering [19] we need UML
additions to show language-specific constructs. In the C++ case, Matzko and colleagues
add UML constructs to represent stand-alone functions and special relationships like
friends. We needed to do the same in order to represent non-UML constructs like case,
choice, must and other similar constructs.

UML diagrams are often used in the early phases of the information model develop-
ment. After a while, the conceptual UML diagrams are not in-line with the actual YANG
data-model. This problem is well described by Gueheneuc et al. [20]. We try to avoid
this gap by generating the UML diagrams from the detailed data-models.

During the development of the mapping tool, we added various features to support
filtering of the information and perceptual principles such as using colors for different
YANG elements. We where guided by the excellent work by Sun et al. [21] on this
subject. As they point out, UML diagrams must be selective for large models. We have
different options to filter and simplify the output.

7 Conclusion and Future Work

We have defined a mapping from YANG to UML and implemented a corresponding tool.
In our test projects the UML diagrams where useful in order to have a dialogue with
domain experts without YANG knowledge. This can assure that the concrete data model
is inline with the earlier phases of conceptual models. However, YANG authors prefer
more compact representations rather than UML. The main challenges in the mapping
were around constructs not directly supported in UML like index, must, presence, config
false or true. We used a mix of UML notes, and attribute properties to decorate the
UML model with YANG specifics. Apart from model mapping, the main challenge in
the tool is the trade-off between completeness and readability. We implemented several
options to suppress and filter the generated UML model in order to improve readability.
This of course then makes the UML diagrams incomplete at the same time.

We have started to look at a full round-trip engineering approach where initial UML
diagrams can generate YANG skeletons. This is based on the UML XMI [22] interchange
format.
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[5] R. Enns, M. Björklund, J. Schönwälder, and A. Bierman, “NETCONF Configuration
Protocol.” RFC 6241 (Proposed Standard), 2011.
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Automating Network and Service Configuration

Using NETCONF and YANG

Stefan Wallin and Claes Wikström

Abstract

Network providers are challenged by new requirements for fast and error-free service
turn-up. Existing approaches to configuration management such as CLI scripting, device-
specific adapters, and entrenched commercial tools are an impediment to meeting these
new requirements. Up until recently, there has been no standard way of configuring net-
work devices other than SNMP and SNMP is not optimal for configuration management.
The IETF has released NETCONF and YANG which are standards focusing on Configu-
ration management. We have validated that NETCONF and YANG greatly simplify the
configuration management of devices and services and still provide good performance.
Our performance tests are run in a cloud managing 2000 devices. Validation of the ap-
proach was performed by a large equipment vendor in building a Carrier Ethernet Service
activation solution for Juniper and Cisco routers. The amount of code for the complete
solution was less than 400 LOC. According to them this was a code reduction of several
orders of magnitude.

Our work can help existing vendors and service providers to validate a standardized
way to build configuration management solutions.

1 Introduction

The industry is rapidly moving towards a service-oriented approach to network manage-
ment where complex services are supported by many different systems. Service operators
are starting a transition from managing pieces of equipment towards a situation where
an operator is actively managing the various aspects of services. Configuration of the
services and the affected equipment is among the largest cost-drivers in provider net-
works [1]. Delivering valued-added services, like MPLS VPNS, Metro Ethernet, and IP
TV is critical to the profitability and growth of service providers. Time-to-market re-
quirements are critical for new services; any delay in configuring the corresponding tools
directly affects deployment and can have a big impact on revenue. In recent years, there
has been an increasing interest in finding tools that address the complex problem of
deploying service configurations. These tools need to replace the current configuration
management practices that are dependent on pervasive manual work or ad hoc scripting.
Why do we still apply these sorts of blocking techniques to the configuration manage-
ment problem? As Enck [1] points out, two of the primary reasons are the variations of
services and the constant change of devices. These underlying characteristics block the
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introduction of automated solutions, since it will take too much time to update the solu-
tion to cope with daily changes. We will illustrate that a NETCONF [2] and YANG [3]
based solution can overcome these underlying challenges.

Service providers need to be able to dynamically adopt the service configuration so-
lutions according to changes in their service portfolio without defining low level device
configuration commands. At the same time, they need to find a way to remove the time
and cost involved in the plumbing of device interfaces and data models by automating de-
vice integration. We have built and evaluated a management solution based on the IETF
NETCONF and YANG standards to address these configuration management challenges.
NETCONF is a configuration management protocol with support for transactions and
dedicated configuration management operations. YANG is a data modeling language
used to model configuration and state data manipulated by NETCONF. NETCONF was
pioneered by Juniper which has a good implementation in their devices. See the work by
Tran [4] et. al for interoperability tests of NETCONF.

Our solution is characterized by the following key characteristics:

1. Unified YANG modeling for both services and devices.

2. One database that combines device configuration and service configuration.

3. Rendering of northbound and southbound interfaces and database schemas from
the service and device model. (Northbound interfaces are the APIs published to
users of NCS, be it human or programmatic interfaces. Southbound interfaces are
the integration point of managed devices, for example NETCONF).

4. A transaction engine that handles transactions from the service order to the actual
device configuration deployment.

5. An in-memory high-performance database.

To keep the service and device model synchronized, (item 1 and 2 above), it is crucial
to understand how a specific service instance is actually configured on each network
device. A common problem is that when you tear down a service you do not know how
to clean up the configuration data on a device. It is also a well-known problem that
whenever you introduce a new feature or a new network device, a large amount of glue
code is needed. We have addressed this again with annotated YANG models rather then
adaptor development. So for example, the YANG service model renders a northbound
CLI to create services. From a device model in YANG we are actually able to render
the required Cisco CLI commands and interpret the response without the need for the
traditional Perl and Expect scripting.

It is important to address the configuration management problem using a transac-
tional approach. The transaction should cover the whole chain including the individual
devices. Finally, in order to manipulate configuration data for a large network and many
service instances we need fast response to read and write operations. Traditional SQL
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and file-based database technologies fall short in this category. We have used an in-
memory database journaled to disk in order to address performance and persistence at
the same time.

The objective of our work is to determine whether these new standards can help to
eliminate the device integration problem and provide a service configuration solution
utilizing automatically integrated devices. We have studied challenges around data-
model discovery, interface versioning, synchronization of configuration data, multi-node
configuration deployment, transactional models, and service modeling issues. In order to
validate the approach we have used simulated scenarios for configuring load balancers,
web servers, and web sites services. Throughout the use-cases we also illustrate the
possibilities for automated rendering of Command Line Interfaces, CLI, as well as User
Interfaces from YANG models.

Our studies show that a NETCONF/YANG based configuration management ap-
proach removes unnecessary manual device integration steps and provides a platform for
multi-device service configurations. We see that problems around finding correct modules,
loading them and creating a management solution can largely be automated. In addi-
tion to this, the transaction engine in our solution combined with inherent NETCONF
transaction capabilities resolves problems around multi-device configuration deployment.

We have run performance tests with 2000 devices in an Amazon cloud to validate
the performance of NETCONF and our solution. Based on these tests we see that the
solution scales and NETCONF provides a configuration management protocol with good
performance.

2 Introduction to NETCONF and YANG

The work with NETCONF and YANG started as a result of an IAB workshop held in
2002. This is documented in RFC 3535 [5]:

“The goal of the workshop was to continue the important dialog started between
network operators and protocol developers, and to guide the IETFs focus on
future work regarding network management.”

The workshop concluded that SNMP is not being used for configuration management.
Operators put forth a number of requirements that are important for a standards-based
configuration management solution. Some of the requirements were:

1. Distinction between configuration data and data that describes operational state
and statistics.

2. The capability for operators to configure the network as a whole rather than indi-
vidual devices.

3. It must be easy to do consistency checks of configurations.
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4. The be able to use text processing tools such as diff, and version management tools
such as RCS or CVS.

5. The ability to distinguish between the distribution of configurations and the acti-
vation of a certain configuration.

NETCONF addresses the requirements above. The design of NETCONF has been
influenced by proprietary protocols such as Juniper Networks’ JUNOScript application
programming interface [6].

For a more complete introduction see the Communications Magazine article [7] written
by Schönwälder et al.

2.1 NETCONF

The Network Configuration Protocol, NETCONF, is an IETF network management pro-
tocol and is published in RFC 4741. NETCONF is being adopted by major network
equipment providers and has gained strong industry support. Equipment vendors are
starting to support NETCONF on their devices, see the NETCONF presentation by
Moberg [8] for a list of public known implementations.

NETCONF provides mechanisms to install, manipulate, and delete the configuration
of network devices. Its operations are realized on top of a simple Remote Procedure
Call (RPC) layer. The NETCONF protocol uses XML based data encoding for the
configuration data as well as the protocol messages. NETCONF is designed to be a
replacement for CLI-based programmatic interfaces, such as Perl + Expect over Secure
Shell (SSH). NETCONF is usually transported over the SSH protocol, using the “NET-
CONF” sub-system and in many ways it mimics the native proprietary CLI over SSH
interface available in the device. However, it uses structured schema-driven data and
provides detailed structured error return information, which the CLI cannot provide.

NETCONF has the concept of logical data-stores such as “writable-running” or “can-
didate” (Figure I.1). Operators need a way to distribute changes to the devices and
validate them locally before activating them. This is indicated by the two right options
in Figure I.1 where configuration data can be sent to candidate databases in the devices
before they are committed to running in production applications.

All NETCONF devices must allow the configuration data to be locked, edited, saved,
and unlocked. In addition, all modifications to the configuration data must be saved in
non-volatile storage. An example from RFC 4741 that adds an interface named “Ether-
net0/0” to the running configuration, replacing any previous interface with that name is
shown in Figure I.2.

2.2 YANG

YANG is a data modeling language used to model configuration and state data. The
YANG modeling language is a standard defined by the IETF in the NETMOD working
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Figure I.1: NETCONF Datastores

<rpc message-id="101"
xmlns="urn:ietf:params:xml:ns:netconf:base:1.0">
<edit-config>
<target>

<running/>
</target>
<config
xmlns:xc="urn:ietf:params:xml:ns:netconf:base:1.0">

<top xmlns="http://example.com/schema/1.2/config">
<interface xc:operation="replace">
<name>Ethernet0/0</name>

<mtu>1500</mtu>
<address>
<name>192.0.2.4</name>
<prefix-length>24</prefix-length>

</address>
</interface>

</top>
</config>

</edit-config>
</rpc>

<rpc-reply message-id="101"
xmlns="urn:ietf:params:xml:ns:netconf:base:1.0">
<ok/>

</rpc-reply>

Figure I.2: NETCONF edit-config Operation
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group. YANG can be said to be tree-structured rather than object-oriented. Configu-
ration data is structured into a tree and the data can be of complex types such as lists
and unions. The definitions are contained in modules and one module can augment the
tree in another module. Strong revision rules are defined for modules. Figure I.3 shows a
simple YANG example. YANG is mapped to a NETCONF XML representation on the
wire.

YANG also differs from previous network management data model languages through
its strong support of constraints and data validation rules. The suitability of YANG for
data models can be further studied in the work by Xu et. al [9].

3 Our Config Manager Solution - NCS

3.1 Overview

We have built a layered configuration solution, NCS, Network Configuration Server (Fig-
ure I.4). The Device Manager manages the NETCONF devices in the network and
heavily leverage the features of NETCONF and YANG to render a Configuration Man-
ager from the YANG models. At this layer, the YANG models represent the capabilities
of the devices and NCS provides the device configuration management capabilities.

The Service Manager in turn lets developers add YANG service models. For example,
it is easy to represent end-to-end connections over L2/L3 devices or web sites utilizing
load balancers and web servers. The most important feature of the Service Manager
is to transform a service creation request into the corresponding device configurations.
This mapping is expressed by defining service logic in Java which basically does a model
transformation from the service model to the device models.

The Configuration Database, (CDB), is an in-memory database journaled to disk.
CDB is a special-purpose database that targets network management and the in-memory
capability enables fast configuration validation and performs diffs between running and
candidate databases. Furthermore the database schema is directly rendered from the
YANG models which removes the need for mapping between the models and for example
a SQL database. A fundamental problem in network management is dealing with differ-
ent versions of device interfaces. NCS is able to detect the device interfaces through its
NETCONF capabilities and this information is used by CDB to tag the database with
revision information. Whenever a new model revision is detected, NCS can perform a
schema upgrade operation. CDB stores the configuration of services and devices and the
relationships between them. NETCONF defines dedicated operations to read the config-
uration from devices and this drastically reduces the synchronization and reconciliation
problem.

Tightly connected to CDB is the transaction manager which manages every configu-
ration change as a transaction. Transactions include all aspects from the service model
to all related device changes.

At this point it is important to understand that the NETCONF and NCS approach
to configuration management does not use a push and pull approach to versioned con-
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module acme-system {

namespace

"http://acme.example.com/system";

prefix "acme";

organization "ACME Inc.";

contact "joe@acme.example.com";

description

"The ACME system.";

revision 2007-11-05 {

description "Initial revision.";

}

container system {

leaf host-name {

type string;

}

leaf-list domain-search {

type string;

}

list interface {

key "name";

leaf name {

type string;

}

leaf type {

type enumeration {

enum ethernet;

enum atm;

}

}

leaf mtu {

type int32;

}

must ‘‘ifType != ’ethernet’ or ‘‘+

‘‘(ifType = ’ethernet’ and ‘‘ mtu = 1500)‘‘ {

}

...

Figure I.3: YANG Sample
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Figure I.5: The Example

figuration files. Rather, it is a fine-grained transactional view based on data models.
The Rendering Engine renders the database schemas, a CLI, and a Web UI from the

YANG models. In this way the Device Manager features will be available without any
coding.

3.2 The Example

Throughout the rest of this paper we will use an example that targets configuration of
web-sites across a load balancer and web servers (Figure I.5).

The service model covers the aspects of a web site; IP Address, Port, and URL.
In order to provision a web site an administrator refers to a profile which controls the
selection of load balancers and web servers. A web site allocates a listener on the load
balancer which in turn creates backends that refer to physical web servers. So when
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provisioning a new web site the network administrator does not have to deal with the
actual load balancer and web server configuration. He just refer to the profile and the
service logic will configure the devices. The involved YANG models are :

• website.yang : the service model for a web site, it defines web site attributes like
url, IP address, port, and a reference to the profile.

• lb.yang : the device model for load balancers, it defines listeners and backends
where the listeners refers to the web site and backends to the corresponding web
servers.

• webserver.yang : the device model for a physical web server, it defines listeners,
document roots etc.

The devices in our example are:

– Load Balancer : lb

– Web Servers : www1, www2, www3

3.3 The Device Manager

The Device Manager layer is responsible for configuring devices using their specific data-
models and interfaces. The NETCONF standard defines a capability exchange mecha-
nism. This implies that a device reports its supported data-models and their revisions
when a connection is established. The capability exchange mechanism also reports if the
device supports a <writable-running> or <candidate> database.

After connection the Device Manager can then use the get-schema RPC, as defined
in the netconf-monitoring RFC [10] to get the actual YANG models from all the devices.
NCS now renders northbound interfaces such as a common CLI and Web UI from the
models. The NCS database schema is also rendered from the data-models.

The NCS CLI in Figure I.6 shows the discovered capabilities for device www1. We
see that www1 supports 6 YANG data-models, interfaces, webserver, notif, and 3
standard IETF modules. Furthermore the web-server supports NETCONF features like
confirmed-commit, rollback-on-error and validation of configuration data.

In Figure I.7 we show a sequence of NCS CLI commands that first uploads the config-
uration from all devices and then displays the configuration from the NCS configuration
database. So with this scenario we show that we could render the database schema from
the YANG models and persist the configuration in the configuration manager.

The CLI sequence in Figure I.8 starts a transaction that will update the ntp server on
www1 and the load-balancer. Note that NCS has the concept of a candidate database and
a running. The first represents the desired configuration change and the running database
represents the actual configuration of the devices. At the end of the sequence in Figure I.8
we use the CLI command ‘‘compare running brief’’ to show the difference between
the running and the candidate database. This is what will be committed to the devices.
Note that we do a diff and only send the diff. Our in-memory database enables good
performance even for large configurations and large networks.
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ncs> show ncs managed-device www1 capability <RET>
URI REVISION MODULE
--------------------------------------------------------------------------------------------
candidate:1.0 - -
confirmed-commit:1.0 - -
confirmed-commit:1.1 - -
http://acme.com/if 2009-12-06 interfaces
http://acme.com/ws 2009-12-06 webserver
http://router.com/notif - notif
rollback-on-error:1.0 - -
urn:ietf:params:netconf:capability:notification:1.0 - -
urn:ietf:params:xml:ns:yang:ietf-inet-types 2010-09-24 ietf-inet-types
urn:ietf:params:xml:ns:yang:ietf-yang-types 2010-09-24 ietf-yang-types
urn:ietf:params:xml:ns:yang:ietf-netconf-monitoring 2010-06-22 ietf-netconf-monitoring
validate:1.0 - -
validate:1.1 - -
writable-running:1.0 - -
xpath:1.0 - -

Figure I.6: NETCONF Capability Discovery

In the configuration scenarios shown in Figure I.8 we used the auto-rendered CLI
based on the native YANG modules that we discovered from the devices. So it gives
the administrator one CLI with transactions across the devices, but still with different
commands for different vendors in case of non-standard modules. NCS allows for device
abstractions, where you can provide a generic YANG module across vendor-specific ones.

Every commit in the scenarios described above resulted in a transaction across the
involved devices. In this case the devices support the confirmed-commit capability. This
means that the manager performs a commit to the device with a time-out. If the device
does not get the confirming commit within the time-out period it reverts to the previous
configuration. This is also true for restarts or if the SSH connection closes.

3.4 The Service Manager

In our example we have defined a service model corresponding to web-sites and the
corresponding service logic that maps the service model to load balancers and web servers.
The auto-rendered Web UI let operators create a web site like the one illustrated in
Figure I.9.

A fundamental part of the Service Manager is that we use YANG to model services
as well as devices. In this way we can ensure that the service model is consistent with
the device model. We do this at compile time by checking the YANG service model
references to the device model elements. At run-time, the service model constraints can
validate elements in the device-model including referential integrity of any references.
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ncs> request ncs sync direction from-device <RET>
...

ncs> show configuration ncs managed-device www1 config <RET>

host-settings {
syslog {

server 18.4.5.6 {
enabled;
selector 1;

}
...
}
ncs> show configuration ncs managed-device lb config <RET>

lbConfig {
system {

ntp-server 18.4.5.6;
resolver {

search acme.com;
nameserver 18.4.5.6;

}
}

}

Figure I.7: Synchronize Configuration Data from Devices

Let’s illustrate this with a simple example. Figure I.10 shows a type-safe reference from
the web-site service model to the devices. The YANG leafref construct refers to a path
in the model. The path is verified to be correct according to the model at compile time.
At run-time, if someone tries to delete a managed device that is referred to by a service
this would violate referential integrity and NCS would reject the operation.

This service provisioning request initiates a hierarchical transaction where the service
instance is a parent transaction which fires off child transactions for every device. In
this specific case the selected profile uses all web servers at the device layer. Either
the complete transaction succeeds or nothing will happen. As a result the transaction
manager stores the resulting device configurations in CDB as shown in Figure I.11.

The web-site for acme created a listener on the load balancer with backends that maps
to the actual web servers. The service also created a listener on the web server. The
reason for the minus-sign in Figure I.11 is that we are actually storing how to delete the
service. This means that there will never be any stale configurations in the network. As
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ncs% set ncs managed-device www1 config host-settings ntp server 18.4.5.7 <RET>

ncs% set ncs managed-device lb config lbConfig system ntp-server 18.4.5.7 <RET>

ncs% compare running brief <RET>

ncs {
managed-device lb {

config {
lbConfig {

system {
- ntp-server 18.4.5.6;
+ ntp-server 18.4.5.7;

}
...

ncs% commit

Figure I.8: Configuring two Devices in one Transaction

soon as NCS user deletes a service, NCS will automatically clean up the corresponding
device configuration.

4 Evaluation

4.1 Development Effort for Service Activation

Validation of the approach was performed by a large equipment vendor in building a
Carrier Ethernet Service activation solution for Juniper and Cisco routers. The amount
of code for the complete solution was less than 400 LOC. According to them this was a
code reduction of several orders of magnitude.

4.2 Performance Evaluation

We have evaluated the performance of the solution using 2000 devices in an Amazon
Cloud. The Server is a 4 Core CPU, 4 GB RAM, 1.0 GHz, Ubuntu 10.10 Machine. Here
we illustrate 4 test-cases. All test-cases are performed as one single transaction:

1. Start the system with an empty database and upload the configuration over NET-
CONF from all devices (Figure I.12 A).
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Figure I.9: Instantiating a Web-site Service

leaf lb {
description "The load balancer to use.";
mandatory true;
type leafref {

path "/ncs:ncs/ncs:managed-device/ncs:name";
}

}

Figure I.10: Service-Model Reference to Device-Model

2. Check if the configuration database is in sync with all the devices (Figure I.12 B).

3. Perform a configuration change on all devices (Figure I.13 A).

4. Create 500 services instances that touch 2 devices each (Figure I.13 B).

5. In Figure I.14 we show the memory and database journal disc space for configuring
500 service instances.



242 Automating Network and Service Configuration

Figure I.11: The relationship from a Service to the Actual Device Configurations.

All of the test-cases involve the complete transaction including the NETCONF round-
trip to the actual devices in the cloud. So, cold-starting NCS and uploading the con-
figuration from 500 devices takes about 8 minutes (Figure I.12) and 2000 devices takes
about 25 minutes. The configuration synchronization check utilizes a transaction ID to
compare the last performed change from NCS to any local changes made to the device.
This test assumes that there is some way to get a transaction ID or checksum from the
device that corresponds to the last change irrespective of which interface is used. If that
is not available and NCS had to get the complete configuration, then the numbers would
be higher.

Updating the config on 500 devices takes roughly one minute, (Figure I.8). As seen
by Figure I.14 the in-memory database has a small footprint even for large networks. In
this scenario it is important to note that we always diff the configuration change within
NCS before sending it to the device. This means that we only send the actual changes
that are needed and this database comparison is included in the numbers. This is an
area where we have seen performance bottlenecks in previous solutions when traditional
database technologies are used.

These performance tests cover two aspects: performance of NETCONF, and our
actual implementation.

NETCONF as a protocol ensures that we achieve at least equal performance to CLI
screen scraped solutions and superior performance to SNMP based configuration solu-
tions. XML processing is considerably less CPU intensive than SSH processing.
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Figure I.12: Starting NCS and Reading the Configuration from all Devices
(Dotted line represents Wall Clock Time, Solid Line CPU Time).

Figure I.13: Making Device Configurations and Service Configurations

When running a transaction that touches many managed devices, we use two tricks
that affect performance. We pipeline NETCONF RPCs, sending several RPCs in a row,
and collecting all the replies in a row. We can also (in parallel) send the requests to all
participating managed devices, and then (in parallel) harvest the pipelined replies.

NCS is implemented in Erlang [11, 12] and OTP (Open Telecom Platform) [13] which
have excellent support for concurrency and multi-core processors. A lot of effort has
gone into parallelizing the southbound requests. For example initial NETCONF SSH
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Figure I.14: Memory and Journaling Disc Space

connection establishment is done in parallel, greatly enhancing performance.
The network configuration data is kept in a RAM database together with a disk

journaling component. If the network is huge, the amount of RAM required can be
substantial. When the YANG files are compiled we hash all the symbols in the data
models, thus the database is actually a large tree of integers. This increases processing
speed and decreases memory footprint of the configuration daemon. The RAM database
itself is implemented as an Erlang driver that uses skip lists [14].

Our measurements show that we can handle thousands of devices and hundred thou-
sands of services on off-the-shelf hardware, (4 Core CPU, 4 GB RAM, 1.0 GHz).

We have also made some measurements comparing SNMP and NETCONF perfor-
mance. We read the interface table using SNMP get-bulk and NETCONF get. In gen-
eral NETCONF performed 3 times quicker than SNMP. The same kind of performance
improvements using NETCONF rather than SNMP can be found in the work by Yu and
Ajarmeh [15].

4.3 NETCONF/YANG Evaluation

In this Section we look at the requirements set forth by RFC 3535 and validate these
based on our implementation.

4.3.1 Distinction between configuration data, and data that describes oper-
ational state and statistics

This requirement is fulfilled by YANG and NETCONF in that it is possible to request
to get only the configuration data from the device, and elements in YANG are annotated
if they are configuration data or not. This greatly simplifies the procedure to read and
synchronize configuration data from the devices to a network management system. In
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our case, NCS can easily synchronize its configuration database with the actual devices.

4.3.2 It is necessary to enable operators to concentrate on the configuration
of the network as a whole rather than individual devices

We have validated this from two perspectives

1. Configuring a set of devices as one transaction.

2. Transforming a service configuration to the corresponding device configurations.

Using NCS, we can apply configurations to a group of devices and the transactional
capabilities of NETCONF will make sure that the whole transaction is applied or no
changes are made at all. The NETCONF confirmed-commit operation has proven to
be especially useful in order to resolve failure scenarios. A problem scenario in net-
work configuration is that devices may become unreachable after a reconfiguration. The
confirmed-commit operation requests the device to take the new configuration live but
if an acknowledgement is not received within a time-out the device automatically rolls-
back. This is the way NCS manages to roll-back configurations if one or several of the
devices in a transaction does not accept the configuration. It is notable to see the lack
of complex state-machines in NCS to do roll-backs and avoid multiple failure scenarios.

In some cases, it is desirable to apply a global configuration change to all your devices
in the network. In the general case the transaction would fail if one of the devices was not
reachable. There is an option in NCS to backlog unresponsive devices. In this case NCS
will make the transaction succeed and store outstanding requests for later execution.

4.3.3 It must be easy to do consistency checks of configurations.

Models in YANG contain must expressions that put constraints on the configuration
data. See for example Figure I.3 where the must expression ensures that the MTU is
set to the correct size. So for example, a NETCONF manager can edit the candidate
configuration in a device and ask the device to validate it. In NCS we also use YANG to
specify the service models. In this way we can use must expressions to make sure that a
service configuration is consistent including the participating devices. Figure I.15 shows
a service configuration expression that verifies that the subnet only exists once in the
VPN.

4.3.4 It is highly desirable that text processing tools [...] can be used to
process configurations.

Since NETCONF operations use well-defined XML payloads, it is easy to process con-
figurations. For example doing a diff between the configuration in the device versus the
desired configuration in the management system. The CLI output in Figure I.16 shows
a diff between a device configuration and the NCS Configuration Database. In this case
a system administrator has used local tools on web server 1 and changed the document
root, and removed the listener.
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must "count(
../../mv:access-link[subnet = current()/../subnet]) = 1" {

error-message "Subnet must be unique within the VPN";
}

Figure I.15: Service Configuration Consistency

ncs> request ncs managed-device www1 compare-config outformat cli <RET>

diff
ncs {

managed-device www1 {
config {

wsConfig {
global {

- ServerRoot /etc/doc;
+ ServerRoot /etc/docroot;

}
- listener 192.168.0.9 8008 {
- }

}
}

}
}

Figure I.16: Comparing Configurations

4.3.5 It is important to distinguish between the distribution of configura-
tions and the activation of a particular configuration.

The concept of multiple data-stores in NETCONF enable network administrators to push
the configuration to a candidate database, validate it, and then activate the configuration
by committing it to the running datastore. Figure I.17 shows an extract from the NCS
trace when activating a new configuration in web server 2.
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ncs% set ncs managed-device www2 config wsConfig global ServerRoot /etc/doc <RET>

ncs% commit | details <RET>
ncs: SSH Connecting to admin@www2
ncs: Device: www2 Sending edit-config
ncs: Device: www2 Send commit

Commit complete.

Figure I.17: Separation of Distribution of Configurations and Activation

5 Related Work

5.1 Mapping to Taxonomy of Configuration Management Tools

We can map our solution to other Configuration Management solutions based on the
taxonomy defined by Delaet and Joosen [16]. They define a taxonomy based on 4 criteria:
abstraction level, specification language, consistency, and distributed management.

The abstraction level ranges from high-level end-to-end requirements to low-level bit-
requirements. As shown in Figure I.18 and described below, in our solution we work with
level 1-5 of the 6 mentioned abstraction levels.

1. End-to-end Requirements - The service models in the Service Manager express end-
to-end requirements including constraints expressed as XPATH must expressions.
In the case of our web site provisioning example this corresponds to the model for
a web site - website.yang.

2. Instance Distribution Rules - How an end-to-end service is allocated to resources
is expressed in the Java Service Logic Layer. In this layer we map the provisioning
of a web site to the corresponding load balancer and web-server models.

3. Instance Configurations - The changed configuration of devices in the Device Man-
ager. The result of the previous point is a diff, configuration change, sent to NCS
Device Manager. The Device Manager has two layers. The device independent
layer that can abstract different data-models for the same feature and the concrete
device model layer. This layer may be vendor-independent. In Figure I.18 we
indicate a vendor-independent hostsetting.yang model which contains a unified
model for host settings like DNS and NTP.

4. Implementation Dependent Instances - The concrete device configuration in the
NCS Device Manager. This is the actual configuration that is sent to the devices
in order to achieve the service instantiation. In the specific example of a web site
it is the configuration change to the load balancers and web servers.
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Service Manager :
• website.yang

Device Manager
• hostsettings.yang
• loadbalancer.yang
• webserver.yang

NETCONF
XML payload

Service Logic
• web-site.java

Load BalancerWeb Server

1. End-to-end requirements

2. Instance distribution rules

3. Instance configurations

4. Implementation dependent 
    instances

5. Configuration files

Figure I.18: NCS in the Configuration Taxonomy Defined by Delaet and Joosen

5. Configuration Files - The NETCONF XML, edit-config, payload sent to the
devices. Note however whereas most tools work with configuration files, NETCONF
does fine-grained configuration changes.

6. Bit-Configurations - Disk images are not directly managed by NETCONF as such.

When it comes to the specification language we have a uniform approach based on
YANG at all levels. Delaet and Joosen characterize the specification language from
four perspectives: language-based or user-interface-based, domain coverage, grouping
mechanism and multi-level specification. We will elaborate on these perspectives below.

We certainly focus on a language-based approach which can render various interface
representations. Users can edit the configuration using the auto-rendered CLI and Web
UI. You can also feed NCS with the NETCONF XML encoding of the YANG models.
NCS is a general purpose solution in that the domain is defined by the YANG models
and not the system itself. YANG supports groupings at the modeling level and NCS
supports groupings of instance configurations as configurable templates. Templates can
be applied to groups of devices.

NCS supports multi-level specifications which in Delaets and Joosens taxonomy refers
to the ability to transform the configuration specifications to other formats. In our case,
we are actually able to render Cisco CLI commands automatically from the configuration
change. This is a topic of its own and will not be fully covered here. However NCS
supports YANG model-driven CLI engines that can be fed with a YANG data-model
and the engine is capable of rendering the corresponding CLI commands.

Consistency has three perspectives in the taxonomy: dependency modeling, conflict
management, and workflow management. We do not cover workflow management. We
consider workflow systems to be a client to NCS. NCS manages dependencies and conflicts
based on constraints in the models and runtime policies. The model constraints specifiy
dependencies and rules that are constrained by the model itself while policies are run-
time constrained defined by system administrators. We use XPATH [17] expressions in
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both contexts.

Regarding conflict management NCS will detect conflicts as violations to policies
as described above. The result is an error message when the user tries to commit the
conflicting configuration.

The final component of the taxonomy covers the aspect of distribution. The agent is
a NETCONF server on the managed devices. The NCS server itself is centralized. The
primary reason here is to enable quick validation of cross-device policy validation. The
performance is guaranteed by the in-memory database.

5.2 Comparison to other major configuration management tools

There are many well-designed configuration management tools like: CFengine [18], Pup-
pet [19], LCFG [20] and Bcfg2 [21]. These tools are more focused on system and host
configuration whereas we focus mostly on network devices and network services. This
is mostly determined by the overall approach taken for configuration management. In
our model the management system has a data-model that represents the device and ser-
vice configuration. Administrators and client programs express an imperative desired
change based on the data-model. NCS manages the overall transaction by the concept
of a candidate and running database which is a well-established principle for network
devices.

Many host-management uses concepts of centralized versioned configuration files
rather than a database with roll-back files. Also in a host environment you can put
your specific agents on the hosts which is not the case for network devices. Therefore a
protocol based approach like NETCONF/YANG is needed.

Another difference is the concept of desired state. For host configuration it is impor-
tant to make sure that the hosts follow a centrally defined configuration which is fairly
long-lived. In our case we are more focused on doing fine-grained real-time changes based
on requirements for new services. There is room for combination of the two approaches
where host-based approaches focused on configuration files address the more static setup
of the device and our approach on top if that addresses dynamic changes.

It is also worth-while noting that most of the existing tools have made up their own
specific languages to describe configuration. YANG is a viable options for the above
mentioned tools to change to a standardized language.

There is of course a whole range of commercial tools, like Telcordia Activator [22],
HP Service Activator [23], Amdocs [24], that address network and service configuration.
While they are successfully being used for service configuration, the underlying challenges
of cost and release-cycles for device adapters and flexibility of service models can be a
challenge.
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6 Conclusion and Future Work

6.1 Conclusion

We have shown that a standards-based approach for network configuration based on
NETCONF and YANG can ease the configuration management scenarios for operators.
Also the richness of YANG as a configuration description language lends itself to au-
tomating not only the device communication but also the rendering of interfaces like
Command Line Interfaces and Web User Interfaces. Much of the value in this IETF
standard lies in the transaction-based approach to configuration management and a rich
domain-specific language to describe the configuration and operational data. We used
Erlang and in-memory database technology for our reference implementation. These
two choices provide performance for parallel configuration requests and fast validation of
configuration constraints.

6.2 Future Work

We have started to work on a NETCONF SNMP adaptation solution which is critical
to migrate from current implementations. This will allow for two scenarios: read-only
and read-write. The read-only view is a direct mapping of SNMP MIBs to corresponding
NETCONF/YANG view, this mapping is being standardized by IETF [25]. The read-
write view is more complex and cannot be fully automated. The main reason is that
the transactional capabilities and dependencies between MIB variables are not formally
defined in the SNMP SMI, for example it is common that you need to set one variable
before changing others. We are working on catching the most common scenarios and
define YANG extensions for those in order to automatically render as much as possible.

Furthermore we are working on a solution where we can have hierarchical NCS systems
in order to cover huge networks like nation-wide Radio Access Networks. We will base
this on partitioning of the instantiated model into separate CDBs. NCS will then proxy
any NETCONF requests to the corresponding NCS system.

We are also working on two interesting features in order to understand the service
configuration versus the device configuration: “dry-run” and “service check-sync”. Com-
mitting a service activation request with dry-run calculates the resulting configuration
changes to the devices and displays the diff without committing it. This is helpful in a
what-if scenario: “If I provision this VPN, what happens to my devices?”. The service
check-sync feature will compare a service instance with the actual configuration that is
on devices and display any conflicting configurations. This is useful to detect and analyze
if and how the device configurations have been changed by any local tools in a way that
breaks the service configurations.
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[2] R. Enns, M. Björklund, J. Schönwälder, and A. Bierman, “NETCONF Configuration
Protocol.” RFC 6241 (Proposed Standard), 2011.

[3] M. Björklund, “YANG - A Data Modeling Language for the Network Configuration
Protocol (NETCONF).” RFC 6020 (Proposed Standard), Oct. 2010.
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