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Abstract

This thesis collects the work performed by the author on electronics for measurement

systems.

The first part is the work performed on the EISCAT 3D ionospheric research radar,

including two papers on the investigations on required performance, electronics design,

and proof of concept signal processing. The thesis also contains work on a calibration

system for mitigating signal path variations in large antenna arrays with distributed

front-end electronics, enabling accurate beamforming of the received signal. Although

the proposed system could in theory be entirely free from systematic errors, very large

receiver dynamic range would be required in systems with many channels. Thus, in this

work the measurement accuracy degradation arising when trying to reduce the dynamic

range requirements has been investigated.

A second part is on electronics for ultrasonic measurement systems. As one part of this

part of the work, the systematic errors that arise in ultrasonic transit-time flow-meters

when not utilizing the reciprocity of the flow-meter have been investigated experimentally.

Based on this an integrated circuit for driving ultrasonic transducers using an arbitrary

excitation waveform while maintaining constant interface impedance was designed and

evaluated. By driving the ultrasonic transducer directly from a DAC the clock to output

delay uncertainty was minimized. This, combined with matched on-chip receiver isolation

switches enable on-line calibration against an on-chip reference DAC. These two and a

work on a low-noise CMOS amplifier for ultrasonic applications are covered in three

papers attached to this thesis.

The third and final part is on evaluation of charge coupled devices, presented in the

last paper of the thesis. It proposes a method for separating measured charge transfer

inefficiency of a CCD into incomplete transfer of free charge and charge trapping in the

substrate. We derive a generic model for the combined effects of charge trapping and

incomplete transfer. This model further allows the charge transfer defects of a single

gate to be calculated from the combined transfer inefficiency of a larger CCD. As proof

of concept the method is applied to measurement data from a CCD manufactured using

a 0.18 µm PINNED photo diode CMOS process.
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Chapter 1

Introduction

The vast majority of the measurement systems built today are dependent on elec-

tronics for data acquisition and signal processing. Thus, the attainable accuracy and

precision is affected, or even limited, by the performance of the electrical part of the

system. This thesis presents work on electronics for measurement systems. The work

can be divided into three distinct parts:

1.1 EISCAT 3D

The EISCAT 3D will be a multistatic antenna array-based ionospheric research radar

system with up to 16000 antennas at each site. To achieve high gain in an antenna array

the signal delay through each antenna must be known with sufficient accuracy. Measuring

this delay directly can be problematic in physically large arrays where the temperature

dependence of the delay in the coaxial cables introduces not only phase errors in the

received signal, but also renders calibration measurements using direct injection of a

distributed reference signal ineffective. In Chapter 3 of this thesis the author proposes

and investigates the merits of a calibration system based on delay variation mitigation

using bidirectional calibration signal transmission through an array-wide network. Parts

of this work are also included in Paper A.

Also included in this thesis is work performed on a proof-of-concept, time domain,

beamforming simulation software that was developed to demonstrate the feasibility of

using digital beamforming in EISCAT 3D (Paper B).
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2 Introduction

1.2 Electronics for industrial ultrasonic measurement

applications

The aim of this part of the work was to improve measurement accuracy in industrial ultra-

sonic measurement applications. We specifically targeted transit-time flow-meters where

measurements of the transit-time of acoustic pulses traveling both along and against a

flow is used for calculating the flow velocity. Any delay offset between the two measure-

ments translate directly to a flow offset. This “zero flow” offset limits the measurement

accuracy at low flow velocities.

It has long been known that ultrasonic transit-time flow meters are electrically recip-

rocal when the media in the flow meter is stationary [1]. However, this property is rarely

utilized, and little has been published on the practically achievable improvements. We

performed an experimental evaluation of the possible improvements in a particular flow

meter application, published in paper C.

In an attempt to enable higher measurement accuracy we developed an integrated

transducer interface circuit combining a current output high voltage DAC and receiver

isolation switches. This device was designed to present the same impedance to the

transducer during transmission and reception, which is necessary to utilize the reciprocity

of ultrasonic transit-time flow meters. The design and measured results are presented in

Paper E.

As the real part of the impedance of most ultrasonic transducers is small, the corre-

sponding thermal noise is also small. Thus, it can be beneficial to use input amplifiers

with low input-referred voltage noise. To this end, we experimented with optimization-

based amplifier design as an easy method of designing an amplifier suitable for a specific

application while observing constraints on power consumption and stability (Paper D).

1.3 Charge coupled devices implemented in commer-

cially available CMOS processes

The first CCDs [2], presented almost 40 years ago, were seen as analog delay elements,

much like the earlier bucket-brigade devices. However, the interest in uses other than

image sensors diminished during the early 1980s. Although we can only speculate about

the reasons for the decline in the use of CCDs for “other uses”, it would seem reasonable

that the limited availability of suitable CCD manufacturing processes played a role.

As we were interested in the possibility of using CCDs as analog delays for ultrasonic
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measurement applications, we decided to investigate whether it was possible to create

CCDs using any of the commercially available CMOS processes that can be accessed

through Europractice. At the time of writing, we have tried two CMOS technologies:

Austria microsystems C35B4, a double poly 0.35 µm “analog CMOS” process, and an

0.18 µm APS image sensor CMOS process from UMC. As a part of this evaluation, we

present a parametric model for the transfer in CCDs, enabling parametric extraction and

characterization of the relative amounts of trapped and incompletely transferred charge

(Paper F).
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Chapter 2

EISCAT 3D

2.1 Incoherent Scatter Radar

Free electrons in the ionosphere scatter electromagnetic waves (Thomson scattering),

making it possible to perform certain remote measurements on the ionosphere. The signal

strength of the scattered signal directly reflects the electron density, and the Doppler shift

due to the thermal motion of the electrons and electron-ion interactions shape the spectra

of the scattered signal, making it possible to measure electron and ion temperatures, as

well as other parameters. Although the received signal is fairly narrow-band (a few kHz),

this technique for performing remote measurements on the ionosphere is nevertheless

known as “incoherent scattering” or “incoherent scatter radar” (ISR).

2.2 EISCAT

The European Incoherent Scatter Scientific Association (EISCAT) is funded by the re-

search councils of Norway, Sweden, Finland, Japan, China, the United Kingdom, and

Germany and operates a number of ionospheric research instruments:

• Ramfjordmoen outside Tromsø, Norway, hosts both a 224 MHz monostatic ISR,

the transmitter/receiver for the tri-static 931 MHz ISR, an ionospheric heater, and

a “dynasonde” flexible ionospheric sounder.

• Receive-only sites for the 931 MHz ISR are located at Kiruna, Sweden, and So-

dankylä, Finland.

• A 500 MHz ISR located on Svalbard.

5



6 EISCAT 3D

2.3 EISCAT 3D

From [3]: In the future, EISCAT will build the next generation incoherent scatter radar,

which will provide comprehensive 3D monitoring of the atmosphere and ionosphere above

Northern Fenno-Scandinavia. The EISCAT 3D radar system will consist of multiple

phased arrays, using the latest digital signal processing to achieve ten times higher tem-

poral and spatial resolution than the present radars.

The four-year EISCAT 3D design study funded by the European Union sixth frame-

work programme concluded in 2009. This study was performed in cooperation between

EISCAT, the University of Tromsø, Lule̊a University of Technology (LTU), and the

Rutherford Appleton Laboratory. The different parts of this project are described in

some detail in Paper A. At LTU work was performed mainly on the following topics:

• Radio front-end electronics for a test array were designed and manufactured. Exten-

sive work on RF characterization of active and passive components was undertaken

for the LNA design and a number of ADCs for digitizing the received signal with

a high undersampling ratio were evaluated.

• GPS based time synchronization was investigated as one technique to generate

synchronized reference signals for phase delay calibration of the receiver channels

[4].

• A system for amplitude and phase delay calibration was also designed and investi-

gated. This system uses a reciprocal cable network to distribute in-band calibration

signals between the front-end electronics of all channels. This system and prelimi-

nary results are described in more detail in Chapter 3 of this thesis.

• Adaptive polarization matching to adaptively track and compensate for the effects

of ionospheric Faraday rotation on the scattered signal.

• The effects of snow on yagi antennas and methods to mitigate these effects using

array near-field probes were investigated [5].

• A simulation tool for illustrating the feasibility of fractional delay beamforming

and for time-domain evaluation of the system was developed. The simulation tool

is described in Paper B of this thesis.

Although the aforementioned simulation tool was successful in demonstrating the

feasibility of beamforming using digital fractional sample delay filters, the numerical
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values, such as required delay granularity or required filter accuracy are excessively strict,

due to an error stemming from Eq 3.3 of [6]. This error is compounded by the fact that

the performance specification was taken as the allowable group delay, rather than phase

delay error. It should also be noted that Fig. 7 of Paper B shows required accuracy for a

certain probability of a certain level of performance, but this is not clear from the text.

In contrast, a simulation of the expected mean error should instead show that delay error

requirements are independent on array size.

The work performed for the EISCAT 3D design study led to the inclusion of the

EISCAT 3D project in the European Strategy Forum on Research Infrastructures (ES-

FRI) roadmap. This, in turn, made it possible for the EISCAT association to apply

for Preparatory Phase Support from The European Community, and as result the EIS-

CAT 3D has now started a Preparatory Phase project. This project will last for four

years, involves 8 parties, and is the final preparation for the construction phase of the

EISCAT 3D system.
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Chapter 3

Large antenna array calibration

For the EISCAT 3D system the author proposed and investigated the merits of using

a wide-area calibration system based on distributing in-band signals through a passive

network of cables connected to all front-ends of the array. Part of this work was presented

as part of [7], and is also included as a small part of Paper A. An extended version,

containing only the parts contributed by the author of this thesis, is presented below.

3.1 Background

In the presence of phase errors, regardless of source, the gain of an antenna array beam-

forming in the normal direction will degrade as

A = − 10

ln(10)
σ2 (3.1)

where σ is the standard deviation in radians of normally distributed phase errors [8]

and A the gain in decibels. While a standard deviation of 0.1 causes a gain reduction

of only 0.04 dB, σ =0.2 leads to a 0.17 dB reduction, and σ =0.4 causes a reduction

in beamforming gain of almost 0.7 dB. For a frequency of 225 MHz these phase errors

correspond to 71 ps, 141 ps, and 283 ps, respectively. These beamforming gain reductions

should be compared to an overall noise figure target of 0.7 dB (50 K). While the first and

perhaps also the second case is acceptable, a phase error level of less than approximately

150 ps is certainly desirable.

In large antenna arrays even the temperature dependence of the delay in the coaxial

cables used to collect the received signal or to distribute reference clock signals can signif-

icantly contribute to the phase errors of the system. For example, at lengths comparable

to the size of an EISCAT-3D receiver array (e.g., 300 m) even a relatively delay-stable

9



10 Large antenna array calibration

cable such as the Andrew Heliax LDF4-50A exhibits delay variations on the order of

6 ps/◦C [9]. Cable delay variations can thus consume a significant fraction of the total

phase error budget.

The most generic and perhaps also the conceptually simplest method to character-

ize an antenna array is to measure the complex antenna gain of each channel of the

array (with all mechanical components in place and presenting all antennas with the

impedances seen under normal use). The resulting array response is found trivially as

the sum of the responses of all individual antennas when a particular beamformer setting

(i.e., a set of delays, one for each channel) has been added. Under the assumption that

all radiation emanates from within some aperture, the required angular resolution for

this measurement can in theory be calculated.

The main drawback of such a method is the practical problem of scanning a probe

over the required range of angles with sufficient accuracy. Ideally, the probe used in this

measurement should be in the far field of the array, i.e., more than S = D2/(4λ) from an

array with diameter D and at wavelength λ. ForD=300 m and λ=1.33 m, this distance is

approximately 17 km, or 4 times the service ceiling of most helicopters. Thus, near-field

measurement techniques would in theory be required. However, because most interactions

between antennas and other structures should be fairly local, the effective aperture of

each antenna should also be significantly smaller than that of the whole array, making it

possible to perform far-field measurements at significantly lower altitudes. Nevertheless,

such a measurement would be costly and time-consuming, and thus not possible to repeat

often enough to track short-term variations.

A more viable option is to use radar echos from objects in low earth orbit (such as the

14-inch Calsphere 1/2/4A satellites), perhaps augmented by celestial radio sources such as

Cassiopeia A. The Calspheres in their polar orbits have orbital periods of approximately

105 minutes. periods. They always follow a different path across the sky, and provide

a known radar cross section for radar calibration. In contrast, celestial radio sources

always follows the same path across the sky but can be used for providing an absolute

reference for receiver sensitivity calibration. Using data from many observations will

eventually allow us to extract a complete model of an array, but we expect that it will

take many days of measurements before the field of view of the array has been mapped to

the required angular resolution and sufficient data is available for the averaging required

for a complete calibration of the array. Nevertheless, it should be possible to correct

both array pointing direction errors and per-channel phase delay errors without angular

dependence at least on a daily basis.
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To manage instrument drift on time scales shorter than the time constant of the long-

term calibration method described above, a number of short-term calibration methods

have been investigated:

• Towers or masts with reference transmitters located around the antenna arrays. It

can be difficult to place these in the vicinity of the array without interfering with

the array. Very tall towers may also be required for large arrays with small scan

angle (i.e., when highly directional antennas are used in the array). This solution

nevertheless has the advantage of characterizing not only delays in the electrical

systems, but also, to some extent, the antennas. This technique was investigated

as part of [5] and will not be discussed further here.

• Using a network of cables to distribute reference signals to be injected into the

front-end electronics of each antenna. By keeping the distribution network passive

and cycling through all antennas as reference source, any delay variations within

this network will cancel. As a bonus, it also becomes possible to monitor return loss

and coupling between the antennas. This system has relatively few error sources,

but achieving sufficient SNR without exceeding the dynamic range of the RF front-

ends can be difficult in large antenna arrays. This method was proposed by the

author and is discussed further below.

• Wireless distribution of calibration signals with some frequency offset. Whatever

the timing source, this signal would then be used to generate some in-band reference

signal with a known phase that can be injected into the front-end electronics of each

channel. This method avoids the need for a cable network, but generating signals

at different frequencies with a well-defined timing relationship may be challenging.

The initial investigations focused on using GPS [10]. However, this method has the

drawback of only allowing unidirectional communications and is thus sensitive to

multipath propagation.

An alternative option would be to use a second frequency band in which local trans-

mission is possible and the reciprocity of the transmission medium can be utilized.

This approach presents essentially the same problem with managing large dynamic

range requirements as the cable-based method outlined above. The practical as-

pects of using this method have not yet been investigated.



12 Large antenna array calibration

3.2 Existing cable based large antenna array calibra-

tion systems

Because of the delay variations of even the best coaxial cables, a number of methods to

distribute calibration or local oscillator signals in physically large antenna arrays have

been developed.

Perhaps the first attempts at calibrating a “large” antenna array was [11]. Here, the

calibration signal is distributed to a pair of antennas through a calibration loop with the

generator/receiver at the top or at the bottom, and one antenna tapping signal from either

side of the loop. By ensuring that the total loop length is an odd number of multiples of

λ/2 and applying a signal at the “top” of the loop and then at the “bottom”, the relative

phase of the two channels can be determined, independently of the exact length of the

individual cables in the calibration loop.

This method was extended to multi-antenna calibration in [12]. Here, small amounts

of signal are tapped from a continuous loop passing all antennas. Similar to the previous

method, the lengths of the calibration cables are removed from the measurement by

alternating between transmitting the signal clockwise and counterclockwise around the

loop. The much more recent work in [13] uses switches to switch antennas in or out of a

calibration loop, but is otherwise similar to the earlier works.

In [14] the length of the calibration cables was measured using a modulated termina-

tion. This method was originally proposed for measuring reflector antenna shape [15] and

has also been applied to phase-stable local oscillator signal distribution [16]. A variation

of this method uses a phase-locked oscillator to directly generate the “reflected” signal

at a small but well-defined frequency offset [17].

3.3 The proposed method

In our implementation a directional coupler is used to inject a signal originating either

from the local calibration signal generator or from the calibration signal generator of

another channel elsewhere in the array (Fig. 3.1). In contrast to earlier works, the

choice of signal distribution network topology is thus no longer limited to loops, and

more attractive tree networks built from Wilkinson power dividers can be used. The

only remaining requirement is that the network is electrically reciprocal.

The programmable attenuator is optional but can be used to achieve better SNR

with a limited receiver dynamic range by attenuating the locally generated calibration

signal but not signals received from other channels. It should be noted that to be able
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Figure 3.1: An illustration of the proposed calibration system. Ports A and C connects to the

antenna and the downconverter/digitalization circuitry, respectively. One channel at a time

will serve as calibration signal source, injecting calibration signal (CAL) at the input of it’s

LNA after suitable attenuation to match that of the calibration signal distribution network.

All other channels receive this calibration signal through the calibration signal network and

injects it without further attenuation. By performing measurements in all directions through

the network both the transfer-function of the network and the relative mismatches between all

receiver channels can be calculated.

to utilize the reciprocity of the calibration signal network the input impedance of the

variable attenuator must not depend on the selected attenuation.

3.3.1 Theory

Let Gk be the (complex) frequency response (at some frequency ω), including any delays

in filters and digital delays, of channel k. Similarly let Sj,k be the frequency response at

the same frequency trough some network or system that distributes the signal from the

injection point of channel k to the corresponding point in the electronics of channel j.
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If a signal X1 is injected directly at channel k and the same signal is sent through the

network to all other channels, and injected in the same way, a signal Yk,1 = GkX1 appears

at the injecting channel, and Yj,1 = GjSj,kX1 appears at channel j. By repeating the

experiment but instead injecting the signal at j and measuring the corresponding signals

Yk,2 = GkSk,jX2 and Yj,2 = GjX2, it is possible to extract Gk/Gj as

Yj,1

Yk,1

Yj,2

Yk,2

=
GjSj,kX1

GkX1

GjX2

GkSk,jX2

=

(

Gj

Gk

)2

, (3.2)

provided that Sj,k = Sk,j.

According to the reciprocity theorem [18] an electrical N-port with a scattering pa-

rameter matrix S is reciprocal if and only if Si,j = Sj,i, i.e., the transfer function between

any two ports is identical in both directions. In practice, most passive linear components

are indeed reciprocal, as is any network built solely from reciprocal components. How-

ever, the non-linearity of the components may limit the signal amplitude for which the

network can considered reciprocal.

One caveat remains: the scattering parameters are defined as Si,j = bi/aj , where a

and b are the incoming and emitted waves, when some specific reference impedance ZR is

present at all ports. Any other impedance can be transformed into ZR using equivalent 2-

ports at the ports of the N-port, without affecting the reciprocity of the system. However,

if the impedances loading the ports are changed, the equivalent impedance-transforming

2-ports will have to be changed accordingly. Thus, while all components (and the system

as a whole) are reciprocal before and after any such change, it is not the same overall

system. Clearly, if different directions are measured with different impedances loading

the ports of the N-port, a difference in the measured transfer functions will generally

result. These differences will grow as a function of the change in impedance.

3.3.2 Implementation considerations

Dynamic range

When working with more than two channels the signal energy sent out on the calibration

signal network will be split among the “remote” channels, resulting in a weaker signal.

For a large number of channels this division will lead to undesirably high dynamic range

requirements as every channel must be able to receive both locally and remotely generated

calibration signals.

One option is to allow the calibration signal network to be reconfigured between mea-

surements, effectively performing each measurement on a different two-channel system.
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A full measurement of the entire system can be obtained by performing a sufficient num-

ber of these pair-wise measurements. This may be excessively time-consuming as only

a subset of all channels can be measured at a time, and complex cabling and switching

systems are required if many channel-pairs are to be measured simultaneously. In this

work, we have instead opted for a system with a programmable attenuator that allows

the level of the signal sent out to other channels in the network to be higher than that

used for local injection. This approach may introduce systematic errors as explained in

the Theory section above. However, by keeping the impedances presented to the network

as closely matched as possible, these errors appear to remain at an acceptable level, as

shown in the Simulations section below.

Antenna coupling

Using a directional coupler for signal injection (as opposed to, for example capacitive in-

jection) has the distinct advantage that the injected wave and the wave from the antenna

(i.e., the received signal) will be subject to the same reflections due to antenna-cable-LNA

impedance mismatches. The directional coupler also allows the signal to be injected in

the reverse direction, that is, towards the antenna rather than the LNA, thus enabling

the impedances of the antennas and any coupling between antennas to be measured.

Calibration signal distribution network

There are several constraints on the calibration signal distribution network:

• It should distribute the calibration signal with minimal attenuation to maximize

SNR and thus measurement accuracy/speed.

• While the signal need not be distributed directly between all ports, the attenuation

should be as equal as possible where the signal is being distributed to prevent any

problems due to the limited dynamic range of the front-end electronics.

• To minimize the amount of cable required, the network should have a tree-like

topology.
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Figure 3.2: One implementation of a 0◦/180◦ hybrid coupler. If all ports are terminated, a

signal applied at port 1 is split between ports 3 and 4, with port 2 isolated from port 1. A signal

applied at port 2 is similarly divided between ports 3 and 4, but with a 180◦ phase shift at port

4. Ports 3 and 4 behave the same way, but with ports 1 and 2 as outputs.

From an attenuation point of view a hybrid coupler is an optimal element from which

to build the network, as it is a matched, loss-less, and reciprocal 4-port. Any signal

entering at the left-hand side will be divided between the ports on the right side, and

vice versa for signals entering the ports on the right-hand side, as described by the

scattering parameter matrix

S =
1√
2











0 0 1 1

0 0 1 −1

1 1 0 0

1 −1 0 0











. (3.3)

One possible implementation is shown in Fig. 3.2, but in a real application a transmis-

sion line coupler would probably be used. Larger, still matched, loss-less and reciprocal

networks can be built from 4-port hybrid couplers as shown in Fig. 3.3. These networks

will have two sets of ports between which a signal is distributed while no signal is dis-

tributed between ports within each set. Unfortunately, larger N-ports of this type are

excessively complex and would result in a calibration network with excessive amounts of

coaxial cable. Because a hybrid coupler does not distribute an incoming signal directly

between all pairs of ports, some pairs will have to be calibrated indirectly, using some

common channel as a reference.

In contrast, a network built from power splitters at all branching points would have

a perfect tree structure (Fig. 3.4). A 1:2 power splitter is equivalent to a hybrid coupler
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Figure 3.3: (A) An 8-port hybrid coupler built from 4-port couplers. (B) A 32-port built from

8-port couplers.

(Fig. 3.2) with one port terminated. It is thus a matched and reciprocal, but not loss-

less, three-port. Unfortunately, only 1/2 of the signal power reaches port 3 when signal is

applied at ports 1 or 2, with the remainder dissipated in the termination of the internally

terminated port 4.

From the above reasoning, we can expect to use a hybrid topology with power-splitters

near the “leaves” (Fig. 3.5), allowing the network to branch out to each of the receivers

and minimizing the amount of cable, but using a hybrid coupler core to reduce the total

insertion loss compared to a network built solely from power splitters.

3.3.3 Results

Front-end electronics incorporating the proposed method to measure the front-end and

clock signal delays were designed for a small (4x12 antennas) test array built at the

EISCAT site outside Kiruna. Unfortunately, this system is not yet fully operational.

In this section, we therefore present simulated results obtained using a Matlab-based



18 Large antenna array calibration

Figure 3.4: A pair of back-to-back trees of power splitters (P). By properly selecting the number

of ports per splitter and distributing the different splitters throughout the array, the amount of

cable and the installation complexity can be kept low.

Figure 3.5: A network using a hybrid coupler (H) as the central element can provide a good

compromise between complexity, amount of cable and attenuation.
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scattering-parameter circuit simulator, and preliminary measurements from a 4-channel

system operated in a lab environment. The electrical models used in the simulations are

based directly on the actual hardware designed for the test array.

Limited accuracy in component values and other manufacturing variations based on

manufacturer data where available and otherwise estimated from measurements on pur-

chased parts have been included in the models used by the simulator. All calibration

signal distribution cables are modeled as having an arbitrary phase delay and a 3 dB

attenuation uncertainty. The front-end electronics are modeled as having an arbitrary

delay, a gain uncertainty of 6 dB, and a return loss of 17-22 dB at any angle. At the

start of each simulation cycle, a new set of parameters are randomly selected for each

component in accordance with the models. An estimated complex gain is calculated for

each channel from each simulated measurement cycle. The accuracy of the system is

evaluated in terms of the difference between the estimated and the simulated complex

gain of the front-ends.

Fig. 3.6 shows the root-mean-square (RMS) errors, in terms of phase and amplitude

(f=224 MHz), for systems of different size. While larger systems remain to be tested as

the computational demands rise rapidly as the system grows, we find the current results

encouraging, especially regarding the absence of significant performance degradation with

increasing system size.

The performance is influenced by the return loss of the LNA, and, to a lesser extent,

the return loss of the antenna, as shown in Fig. 3.7. For this test the phase angle of the

reflection at the LNA was selected at random and the amplitude was selected from a

uniform ±3 dB distribution. As a reference it can be noted that the LNAs we built for

this application normally achieved a return loss better than 17 dB.

The errors have been averaged over 10 iterations in Fig. 3.6 and 100 iterations in

Fig. 3.7. The error bars shown in both figures indicate the 3σ limits. A delay of 1 ps at

224 MHz corresponds to a phase shift of approximately 0.08o.

Preliminary lab measurements on a 4-channel system reveal errors in the 20-30 ps

range. Thus, according to both simulations and measurements the error contributions

from the calibration system can be expected to be only a small fraction of the 150 ps

total error budget suggested in Section 3.1.
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Figure 3.6: Simulated performance of the proposed calibration system as a function of array

size (number of channels). RMS delay error on the left axis, amplitude errors on the right axis.
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Chapter 4

Ultrasonic measurement systems

When an acoustic wave propagates through a material the wave is affected by the

properties of the material. For example, the speed of sound c is determined by the

bulk modulus C and the density ρ as c =
√

C/ρ. Similarly, various loss mechanisms

give rise to attenuation, and a flowing media will exhibit different speeds of sound in

different directions. Thus, by sending an acoustic wave into a material and observing

the transmitted and/or reflected signal, it is possible to estimate several parameters of

the material. To keep the dimensions of the measurement devices reasonable, ultrasonic

frequencies are used in practice. This type of technique has proven useful in a wide

range of applications ranging from medical imaging to industrial process control and flow

metering.

As a background for the work presented in papers C and E, the following sections

give a brief background on ultrasonic transit-time flow meters and the reciprocity of

piezoelectric transducers. This chapter is concluded with some words on the integrated

circuits for ultrasonic measurement designed by the author.

21
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Figure 4.1: The principle of an ultrasonic transit-time flow meter. Acoustic waves are sent in

both directions between the ultrasonic transducers A and B. The difference between the propa-

gation delays can be used to measure the flow.

4.1 Ultrasonic transit time flow meters

One implementation of an ultrasonic transit-time flow meter is shown in Fig. 4.1. The

(horizontal) flow though some pipe can be measured by measuring the difference in delays

between an acoustic pulse traveling from transducer A to transducer B (tAB), and a pulse

traveling from B to A (tBA). The parallel component of the flow (cf) adds to the speed

of sound (c) in the media. Thus, by ignoring the portion of the acoustic path not affected

by the flow, we have:

tAB =
l

c+ cf cosα
(4.1)

tBA =
l

c− cf cosα
(4.2)

where l is the distance between the transducers and α is the angle of the acoustic path

with respect to the flow direction. Thus, the velocity of the flow can be calculated as

cf =
l

2 cosα

(

1

tAB
− 1

tBA

)

. (4.3)

If the signal paths used to measure the delays tAB and tBA are unequal, an offset in

the flow measurement results. This measurement error is known as the “zero flow” error.

Although electro-acoustic systems built from piezoelectric transducers are reciprocal (as

shown below), significant delay mismatches and thus zero flow errors can arise if the

reciprocity of the flow meter is not utilized and the impedance of the interface electronics

is allowed to change between transmission and reception, as shown in Paper C.
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4.2 Piezoelectricity

To facilitate actual measurements, an acoustic wave must be generated and received by

some measurement system (i.e., electrical-mechanical transduction). This is most com-

monly implemented using piezoelectric materials such as lead zirconate titanate (PZT)

or polyvinylidene fluoride (PVDF).

In one dimension the electric field E and the electric displacement field D in any

piezoelectric material are related to the strain S and the stress T as

T (x, t) = cE S (x, t) − eE (x, t) (4.4)

D (t) = εS E (x, t) + e S (x, t) (4.5)

where εS is the free permittivity, cE is the elastic stiffness at constant electric field

and e is the piezoelectric coupling constant.

4.3 Electrical models of piezoelectric transducers and

reciprocity

Because the reciprocity of ultrasonic flow-meters is of significant importance to the work

presented in papers C and E, the following section presents a simple but rather limited

proof of the reciprocity of ultrasonic transducers. Although the reciprocity of acoustic

systems built from piezoelectric transducers can be shown directly [1], the author feels

that deriving an equivalent electrical model of a piezoelectric transducer is an illustrative

step. This method in it self is nothing new, see for example, [19] for more details and

derivations of models for other types of transducers.

Substituting 4.4 and 4.5 into the equation of a longitudinal mechanical wave

ρ
∂2

∂t2
ξ (x, t) =

∂

∂x
T (x, t) , (4.6)

and applying the definition of strain

S (x, t) =
∂

∂x
ξ (x, t) , (4.7)

we obtain

∂2

∂t2
ξ (x, t) =

(

c

ρ
+
e2

ερ

)

∂2

∂x2
ξ (x, t) . (4.8)
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An important point is the claim that the electric displacement field D is only a

function of time and not of location. This follows from the fact that

µ0

(

∇ · Jf +
∂

∂t
∇ · D

)

= 0. (4.9)

If one neglects fringing fields (flux leakage) at the “sides” of the transducer or converts

them to an equivalent increase in dielectric constant, any remaining currents will flow

through the electrical connections at the ends of the transducer. Thus, ∇ ·D = 0 within

the material, and the time-dependent part of D remains constant in the entire transducer

and any terms dependent on location (fixed charge within the material) are independent

of time, and thus of no interest to us. The current in/out of the ends of the transducer

also follows from Eq. 4.9 as the integral of D over the electrode area. Assuming D is

constant over the electrode are A we obtain Ipz = A d
dt

D (t).

Because the spatial derivative of D is zero, the piezoelectric effect due to an external

current results in a stress term common to the entire material. Thus, this stress man-

ifests itself as an extra force applied to the ends of the material, without introducing

any internal material deformation, i.e., ξ(x, t) is independent of D(t) for given particle

velocities at the end surfaces.

The differential equation of the acoustic wave (Eq. 4.8) is conveniently solved using

the Laplace domain solution:

ξ (x, s) = Be−
sx
v + Ce

sx
v (4.10)

where v =
√

c
ρ

+ e2

ερ
is the velocity of sound in the material. Assuming a thickness L for

the material and solving for the velocities U1 and U2 at the ends of the transducer yields

B = −
(

U1 e
sL
v + U2

)

s−1
(

−e sL
v + e−

sL
v

)

−1

(4.11)

C =
(

U2 + e−
sL
v U1

)

s−1
(

−e sL
v + e−

sL
v

)

−1

(4.12)

Combining Eq. 4.4, 4.5, 4.7, 4.8, 4.11 and 4.12 allows the forces acting at the ends of

the transducer to be calculated from F = −A ∗ T . That is,

F1 =
As cosh

(

sL
v

)

U1 (cε− e2) + AsU2 (cε− e2) + ev sinh
(

sL
v

)

Ipz

s sinh
(

sL
v

)

εv
(4.13)

F2 =
AsU1 (cε− e2) + As cosh

(

sL
v

)

U2 (cε− e2) + ev sinh
(

sL
v

)

Ipz

s sinh
(

sL
v

)

εv
. (4.14)



4.3. Electrical models of piezoelectric transducers and reciprocity 25

The voltage over the transducer can thus be calculated as Upz =
∫ L

0
E (x, t) dx,:

Upz =
eU1

sε
+
eU2

sε
+

Ipz L

Asε
. (4.15)

Combining Eq. 4.13, Eq. 4.14, and Eq. 4.15 we can express the interaction between

displacements, forces, voltages and current as







F1

F2

Upz






= Z
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(4.16)

with

Z =
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(4.17)

or

Z =



















Avd

ǫ v

1

tanh
(

sL
v

)

Avd

ǫ v

1

sinh
(

sL
v

)

e

sǫ

A vd

ǫ v

1

sinh
(

sL
v
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(4.18)

and vd = cε − e2. Thus, the impedance matrix formulation of the reciprocity condition

Zij = Zji is clearly fulfilled. Naturally, Eq. 4.18 also describes mechanical wave transmis-

sion in non-piezoelectric materials (for e = 0) of length l and with a propagation velocity

v:

Z =











Zl

tanh
(

sL
v

)

Zl

sinh
(

sL
v

)

Zl

sinh
(

sL
v

)

Zl

tanh
(

sL
v

)











. (4.19)

This mapping of forces and displacements to voltages and currents, respectively, leads

to a system with counterintuitive rules for forming interconnections on the mechanical
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side. However, this formulation is preferred as the model itself has simple interpretations

in terms of electrical components. If desired, the mapping of forces and displacements can

easily be reversed by adding gyrators at either the electrical port or at the mechanical

ports. This transformed model will, of course, look antireciprocal from an electrical-

mechanical point of view, but this is of no consequence as an otherwise reciprocal system

incorporating an even number of gyrators connected in series is reciprocal.

It is interesting to note that the corresponding model for electromechanical transduc-

tion in magnetostrictive transducers yields an antireciprocal model when the voltage-force

mapping. Thus, a system incorporating both (for example) piezoelectric and magne-

tostrictive transduction will not be reciprocal. In theory, this fact could be exploited to

build passive, low-frequency, non-reciprocal components.

Using the equivalent two-port parameters of an electroacoustic system, the effects of

changing the impedance at the transducer on the phase delay can be calculated [20]. For

example, if the interface impedance is much higher than the transducer impedances, and

the impedances of the two transducers are similar the resulting phase delay difference φ

is

φ ≈ ψZt

∣

∣

∣

∣

1

ZL

− 1

ZS

∣

∣

∣

∣

(4.20)

where ZS and ZL are the source and load impedances, and Zt is the impedance of a

transducer. ψ is the difference between phase angles of input impedances of the two

transducers.

A circle of sufficient reciprocity should also be possible to derive in much the same

way input/output stability circles are derived, but this is left as an exercise for the reader.

4.4 Implementations

Although the concept of utilizing the reciprocity of a transit-time flow-meter is simple,

practical implementations can be less straight-forward to design. Clearly, in order to

achieve a sufficient SNR enough signal must be transmitted into the flow-meter. Similarly,

the received signal needs to be amplified without adding significant amounts of noise, and

the low-noise amplifier must be protected or even isolated from the high voltages used

during transmission. Because ultrasonic transducers may exhibit more than one resonant

mode it can also be important to drive it only at the desired mode, as residual ringing

from unwanted modes may otherwise interfere with later signal reception.

Paper E presents an integrated circuit solution to the above problems, capable of driv-

ing ultrasonic transducers with an arbitrary 40 Vpp waveform while isolating an off-chip
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amplifier during transmission. An auxiliary on-chip driver and extra receiver isolation

switches enable high accuracy on-line delay calibration.

As a first attempt at designing a low-noise CMOS amplifier we experimented with

optimization-based design in paper D and achieved a reasonable input noise, although

other aspects, such stability at all source impedances, will require further tuning.
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Chapter 5

Charge coupled devices

The first CCDs [2] were published as a form of analog discrete-time delay not very

different from the earlier bucket-brigade devices, with many applications in analog signal

processing [21], [22]. However, after approximately one decade, the rate of publication

on non-imaging CCDs diminished, perhaps in part because of the limited availability

of the specialized processes required to implement CCDs. Over the years CMOS pro-

cesses have advanced enormously, so that gate spacings once attained using electron beam

lithography [23] or other specialized techniques [24] are now available in standard CMOS

processes that ceased to be the state-of-the-art years ago. These advances and the in-

creasing availability of various process options (PIP capacitors, PINNED photo diodes)

now allow CCDs to be implemented in processes available as commercial multi-project

wafer (MPW) runs.

Initially motivated by potential applications in ultrasonic measurement applications,

the author has implemented two CCD test devices, one in an Austria microsystems

0.35 µm double poly analog CMOS process, and one in a UMC 0.18 µm PINNED photo

diode image sensor process. Paper F in this thesis presents a method for evaluating the

performance of these devices and some data from the device manufactured in the UMC

0.18 µm process.

The following section gives an introduction to CCD basics and the chapter concludes

with specifics of the test devices.

5.1 CCD Basics

A MOS capacitor is formed when an electrode (“gate”) is placed near the surface of a

suitably doped semiconductor material. Although all of the following is valid both types

29
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Figure 5.1: A MOS capacitor on a P-doped substrate. For Vg < 0, additional holes will accu-

mulate below the gate (A). A positive gate voltage, on the other hand, will repel holes and result

in an area where only the fixed negative charge of the P-doping atoms remain (B).

of doping, with the charges and polarities reversed when a N-doped substrate is used,

for simplicity a P-doped substrate is assumed throughout the following text. A weakly

P-doped substrate will contain a large concentration of free holes, but very few free

electrons. If a negative (with respect to the substrate) voltage is applied to the gate, the

electric field will make holes accumulate in the substrate near the gate (Fig. 5.1A). On

the other hand, if a positive voltage is applied at the gate, the electric field will push the

holes away from the surface, leaving the fixed acceptor impurities uncompensated and

create a region with a fixed space charge (Fig. 5.1B). At the same time, electrons will

be attracted towards the electrode, so any electrons caught in the potential well below

an active gate will remain there. As free electrons are rare in the P- doped substrate,

it can take a significant fraction of a second or even many seconds before the potential

well fills with electrons. Similarly, the recombination rate will be very low as the region

is depleted of holes. Thus, a charge packet stored below a gate will remain unchanged

on relatively long time scales.

This ability to store an isolated charge packet is the basis of charge coupled devices.

As shown in Fig 5.2, electrons caught below one gate can be transferred to the adjacent

gate by raising the voltage at Vg2 and then lowering the voltage at Vg1, effectively moving

the potential minimum to a new location (Fig. 5.2A,C). Connecting every Nth gate

together and applying suitable clock signals (Fig. 5.3, Fig. 5.4) allows packets of charge

to be moved linearly through what essentially amounts to an analog shift register.

The fraction of electrons that are brought along when the potential minimum is moved

is characterized in terms of the “charge transfer efficiency” (CTE) or the “charge transfer

inefficiency” (CTI=1-CTE). One reason for a nonzero CTI is that a finite amount of time

is required for the charge to move to the new potential energy minimum. The fringing
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Figure 5.2: Transfer of electrons in a CCD. (A) A potential well extends under two of the gates.

(B) Excessively wide gate spacing or excessively large surface charge will cause a significant

bump in the potential well. (C) When Vg1 is reduced, electrons accumulate below gate 2. This

figure also illustrates a significant slope in the potential under gate 1 due to the fringing field

between the gates. This slope, or rather the underlying electric field, will assist the transport of

electrons and is essential at high clock frequencies. (D) Incomplete transfer in the presence of

a bump between the wells.
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field between the electrodes gives rise to a horizontal component of the electric field below

the gates and a corresponding slope in the potential energy of electrons (Fig. 5.2C).

This effect can greatly accelerate the transfer of charge [25]. However, the transfer can

be obstructed by potential energy bumps between the gates that occur when the gate

spacing is excessively large relative to the substrate doping or if a fixed surface charge is

present between the gates (Fig. 5.2B,D).

Charge can also become trapped for some time at “extra” energy levels in the band gap

(“traps”) introduced by material defects or impurities. The density of trapped electrons

nt is described by Reed-Schockley-Hall [26] statistics as the solution to

dnt

dt
= σnvthne(Nt − nt) − σnvthNce

−E/kTnt, (5.1)

where Nt is the trap density per volume at some energy level E, Nc is the conduction

band density of states, vth is the thermal velocity of the charges, ne is the density of

free electrons and σn is the capture cross-section of the traps at this energy level. In

the presence of a charge packet (high ne), nearly all empty traps will become filled, but

untrapping becomes the dominant process when the charge packet has moved to a new

gate. Depending on when the charge is untrapped, it may either rejoin the packet from

which it became trapped or end up joining a later charge packet.

Although not applied in the works by the author, it should be noted that both sig-

nificantly stronger fringing fields and the elimination of trapping at the Si-SiO2 interface

at the semiconductor surface can be achieved by adjusting the doping profile so that the

potential minimum for electrons is located some small distance below the surface of the

semiconductor [27].

When a CCD is used as an electrical discrete-time delay element, the charge packets

are injected from a source connection (Fig. 5.3). In image sensor application, on the

other hand, the electrons from the electron-hole pairs generated photons are absorbed

by the substrate are trapped and stored.

5.2 CCDs manufactured in commercially available

CMOS processes

To evaluate the performance of CCDs implemented using CMOS processes available as

MPW through Europractice, test chips were designed using two promising processes.
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Figure 5.3: An array of gates forming a CCD. Charge entering the CCD from cathode Ki can

be transferred along the CCD to the output Ko by applying gate clock waveforms such as those

of Fig 5.4.

Figure 5.4: Possible clock waveform for a 4-phase CCD.

5.2.1 Austria microsystems C35B4 analog CMOS process

This process features a second poly layer used for implementing PIP capacitors. As this

second polysilicon layer appears to be added before the N+ and P+ implantation steps

are performed, it can in theory be used as a second gate oxide that can overlap the regular

gate oxide, minimizing the gap between adjacent gates as illustrated in Fig 5.5, [28]. The

normal (poly1) gates were drawn 2 µm long with a spacing of 0.5 µm, thus constraining

the overlapping poly2 gates to be slightly shorter than 0.5 µm. The active area is 7 µm

wide, and the device contains 190 complete 4-phase cycles (760 gates in total).

Due to the limitations of the manufactured test device and time constraints the main

results so far are transfer function measurements at different frequencies. A measurement

performed at a clock frequency of 6.25 MHz is presented in Fig. 5.6. Here, x(n) is the

output signal when the charge from a certain packet was expected to arrive at the output,
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Figure 5.5: The principle of overlapping gates manufactured using double-poly process.

and x(n + 1) and x(n − 1) are the output signal one cycle late and early, respectively.

The test was performed with the device operating with a significant bias (background)

charge and the input signal applied as a positive or negative change from this level on

every fourth clock cycle. As expected, we see that when we attempt to inject excessive

amounts of charge into one packet it starts to spill first to the late packet and then also

to the early packet. In contrast, too little charge produces increased untrapping and a

charge deficit in the late packet, but the early packet remains unaffected. The input-

diode to output charge characteristics are clearly very non-linear. Although a “fill and

spill” input linearization scheme [29] was implemented for some devices on this chip, it

remains to be evaluated.

5.2.2 UMC 0.18 um PINNED photo diode APS CMOS process

The device used in this test was designed utilizing the low well doping level intended for

use in PINNED [30] photo diodes. With this low doping level, the standard gate spacing

(0.3 µm) should be sufficient to implement CCDs without resorting to overlapping gates.

On this device, we introduce the use of an auxiliary gate or “field plate”, a continuous

sheet in the first metal layer that completely covers the gates and the area between them.

By biasing this field plate, the field in the region between the gates can be modified (e.g.,

to measure the amount of surface charge present in this region). Because of the thickness

of the field oxide voltages on the order of tens of volts are required in practice, the field

plate is primarily a tool for device evaluation, rather than a technique that can be used

in production devices.

Paper F presents a method for separating the charge delayed due to insufficient trans-

fer time and that delayed due to charge trapping, but also uses example data measured

from the UMC 0.18 µm test chip.
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Figure 5.6: Experimental results on charge transfer in a CCD structure manufactured using the

AMS C35B4 process. x(n) represents the charge arriving when it should, x(n + 1) the charge

arriving one clock cycle late and x(n− 1) represents charge arriving one clock cycle early. The

voltage at the input cathode (horizontal) and the output charge (vertical) are both in arbitrary

units. The device was operated at 6.25 MHz.
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Chapter 6

Paper summary

6.1 Paper A - EISCAT 3D - a Next-Generation Eu-

ropean Radar System for Upper Atmosphere and

Geospace Research

Authors: U.G. Wannberg, H. Andersson, R. Behlke, V. Belyey, P. Bergqvist, J. Borg, A.

Brekke, J. Delsing, L. Eliasson, I. Finch, T. Grydeland, B. Gustavsson, I. Häggström,

R.A. Harrison, T. Iinatti, G. Johansson, J. Johansson, J. Johansson, C. La Hoz, T.

Laakso, R. Larsen, M. Larsmark, T. Lindgren, M. Lundberg, J. Markkanen, I. Marttala,

I. McCrea, D. McKay, M. Postila, W. Puccio, T. Renkwitz, E. Turunen, A. van Eyken,

L.-G. Vanhainen, A. Westman and I. Wolf

Published in: Radio Science Bulletin issue 332, March 2010

Summary

This paper gives an overview of the design goals and results from the 4 year EISCAT 3D

design study concluded in 2009, spanning from the ionospheric research applications to

signal processing and front-end electronics design considerations.

Personal contribution

The cable calibration system (in this paper referred to as a “timing system”) idea, sim-

ulations and electrical design. This system is explained in greater detail in chapter 3 of

this thesis. The author of this thesis was also involved in the RF device characterization

for the LNA and designed the majority of the electronics for the “Demonstrator array”,

including LNA, calibration, and A/D conversion subsystems.
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6.2 Paper B - Simulation of Post-ADC Digital Beam-

forming for Large Aperture Array Radars

Authors: Gustav Johansson, Johan Borg, Jonny Johansson, Magnus Lundberg Norden-

vaad, and Gudmund Wannberg

Published in: Radio Science vol. 45, 2009

Summary

This paper presents time-domain simulations of array beamforming performance for a

12 by 4 demonstrator array. The effects of random timing errors distributed over the

array on pointing accuracy and gain are evaluated, as is the beam width as a function

of pointing angle. This work demonstrates that even with trivial FIR-based fractional

sample delay digital beamforming is feasible for use in the EISCAT 3D system.

Personal contribution

Finite resolution fractional sample delay filter synthesis.

6.3 Paper C - Reciprocal Operation of Ultrasonic

Transducers: Experimental Results

Authors: Johan Borg, Jonny Johansson, Jan van Deventer and Jerker Delsing

Published in: Ultrasonics Symposium Proceedings. IEEE Communications Society, 2006.

Summary

This paper presents the results from measurements on the improvements attainable when

attempting to utilize the reciprocity of an ultrasonic transit-time flow-meter, both when

using unmatched transducers and in the presence of unmatched parasitic capacitance in

parallel with the transducers. The time delay difference was evaluated both in terms of

maximum cross correlation and first zero crossing. We show significant improvements

in zero flow accuracy when the impedance seen by the transducer is high during both

transmission and reception.

Personal contribution

Design of the measurement system, measurements and data processing.

Integrated circuit design by Jonny Johansson.
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6.4 Paper D - Optimization of the design of an inte-

grated ultrasonic preamplifier

Authors: Johan Borg, Jonny Johansson

Published in: Proceedings of the International Congress on Ultrasonics : Vienna, April

9-13, 2007.

Summary

This short paper presents a single-ended CMOS low-noise amplifier for ultrasonic mea-

surement applications. The design process relied heavily on numerical optimization of

the simulated circuit in order to find a trade-off between equivalent input voltage noise,

area, gain, bandwidth, and other parameters. Measured results show a voltage noise over

the frequency range relevant to ultrasonic measurement applications well in line with the

best commercial amplifiers available at the time.

Personal contribution

Circuit design and evaluation.

6.5 Paper E - An ultrasonic transducer interface IC

with integrated push-pull 40 Vpp, 400 mA cur-

rent output, 8-bit DAC and integrated HV mul-

tiplexer

Authors: Johan Borg and Jonny Johansson

Accepted for publication in: IEEE Journal of Solid State Circuits

Summary

This paper presents an ultrasonic transducer interface ASIC designed to provide arbitrary

waveform transducer excitation. We show that by implementing the transducer driver

using a high voltage/high current (40 Vpp/400 mA) DAC a high degree of delay matching

between drivers implemented on the same die can be achieved, thus enabling on-line

calibration of the clock to output delay of the device using an on-chip reference DAC.

The device also includes analog high-voltage switches as required for isolating an off-

chip LNA from the transducer during excitation. These exhibit excellent phase delay

matching and can thus be used when performing the aforementioned calibration.
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Personal contribution

Integrated circuit specification, design and evaluation.

6.6 Paper F - A method for experimental separa-

tion of charge trapping and incomplete transfer

in CCDs

Authors: Johan Borg and Jonny Johansson

Submitted for possible publication in: IEEE Transactions on Electron Devices.

Summary

This paper presents a method for separating charge transfer inefficiency in charge coupled

devices caused by incomplete transfer of free charge from that caused by trapping of free

charge. This is achieved by combining measurements performed at two clock frequencies

with a 1:5 ratio. Also included is work on a model used for extracting the single-gate

transfer inefficiency from measurements on long CCDs. The method is illustrated as

applied to a CCD manufactured using a 0.18 µm PINNED photo diode process from

UMC.

Personal contribution

Theory, test chip design and evaluation.

Pedagogical explanation of the method by Jonny Johansson.
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Conclusions

This thesis has presented contributions within the area of electronics for measurement

systems, divided into three parts:

• EISCAT 3D

In chapter 3 we presented a system for calibrating the front-end electronics of

large antenna arrays based on an auxiliary array-wide signal distribution network.

Simulations and preliminary measurements show an accuracy of 15 and 25 ps,

respectively, which is well in line with the requirements for the EISCAT 3D system.

Based on these results, we plan to include this calibration system as one of the

methods used for calibrating the final EISCAT 3D system.

The simulation framework presented in paper B was successfully used to demon-

strate the feasibility of using a simple FIR-filter fractional sample delay for imple-

menting beamforming in large antenna arrays. Although an FIR-filter approach

is simple to implement, the computational demands are relatively high, especially

when more than one beam is formed. Thus, we expect that a frequency-domain

approach will be used in the final implementation of the array.

• Electronics for industrial ultrasonic measurement applications

The works presented here has the potential to improve measurement accuracy in

ultrasonic measurement systems, both in terms of systematic errors and improved

SNR.

In paper C we showed that significant improvements could be achieved in the zero-

flow error of ultrasonic transit-time flow meters when the electrical reciprocity of

the flow meter was utilized. However, a number of problems were experienced

during these experiments, including the excitation of unwanted resonant modes of
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the transducers, difficulties with isolating the transducers from the receiving elec-

tronics during transmission, and delay variations of various elements in the signal

chain. Based on this, we designed an integrated ultrasonic transducer interface

IC. This device addressed all of the above problems while maintaining constant

interface impedance, required to utilize the reciprocity of an ultrasonic flow meter.

Measurements of the manufactured devices show that using an on-chip reference

driver enables excellent delay stability and that the implemented isolation switches

provide excellent isolation and phase stability (Paper E).

Paper D presented a low-noise, high input impedance amplifier that was designed

using particle swarm optimization for tuning a single-ended series-shunt feedback

CMOS amplifier for minimum noise figure with constraints on power consumption

and other parameters. This device achieves a equivalent input voltage noise com-

parable to that of the best op-amps, even though those devices bipolar or BiCMOS

topologies.

• Charge coupled devices implemented in commercially available CMOS processes

We have shown that charge coupled devices can be implemented in two differ-

ent CMOS processes. In a 0.35 µm analog CMOS process from AMS the second

polysilicon layer was used to form overlapping gates, whereas the low doped areas

available in the UMC 0.18 mm PINNED photodiode process allowed CCDs to be

designed using the standard gate spacing (0.3 µm). Preliminary data is presented

in chapter 5 and paper F, respectively. Although the transfer efficiency was not per-

fect, CCDs implemented using the latter process (if not both) remain a promising

option for implementing moderate speed, time-discrete analog delays. The method

we presented in paper F can be used for separating CTI due to trapped charge from

that due to incomplete transfer of free charge.
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L.-G. Vanhainen, A. Westman and I. Wolf

Abstract

1 Introduction

The radar systems of the European Incoherent Scatter Association (EISCAT) have

provided the scientific community with outstanding high-latitude data for more than

25 years. Observations made during this time have contributed to the opening of several

new fields of research, e.g. the study of transient coherent echoes from the ionosphere, po-

lar mesospheric summer echoes (PMSE), extremely narrow natural layers of ionisation in

the E region, observations of micro-meteors interacting with the atmosphere, etc. Many

of these phenomena are spatially compact and of very short duration (tens of millisec-

onds or less), while others tend to occur under conditions of low electron density and/or

very high electron-to-ion temperature ratio. Also, radar returns from these processes

frequently show a significant degree of coherence.

The present EISCAT UHF and VHF systems, having been designed for incoherent

scatter conditions, are not really optimised for addressing these scientific challenges. In

addition, the frequency band currently used by the multi-static UHF radar will soon be

claimed by the UMTS900 third-generation mobile phone service in all the three EISCAT

host countries, forcing the gradual closing down of the UHF system over a three-year

period. There is thus a strong case for a new research radar system in the auroral zone.

In 2005, the EISCAT Association, Lule̊a University of Technology, Tromsø, Univer-

sity and the Rutherford Appleton Laboratory (joined in 2008 by the Swedish Institute of
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Space Physics) therefore embarked on a four-year design and feasibility study, supported

by European Union funding under the Sixth Framework Initiative, for a new research

radar facility with greatly enhanced performance. This facility would be capable of pro-

viding high-quality ionospheric and atmospheric parameters on an essentially continuous

basis, as well as near-instantaneous response capabilities for users needing data to study

unusual and unpredicted disturbances and phenomena in the high-latitude ionosphere

and atmosphere. The study period ended on April 30, 2009. The present paper is a con-

densed summary of the results and recommendations from the study; a comprehensive

report [1] was submitted to the EU FP6 Project Office on June 14, 2009.

2 EISCAT 3D Performance Targets

Design targets for the new EISCAT 3D system [1] include:

• a tenfold improvement in temporal and spatial resolution relative to the current

EISCAT systems; it will be possible to measure electron densities to better than

10% accuracy over the 100 to 300 km range in 1 second or less, even at 100 m

altitude resolution,

• an extension of the instantaneous measurement of full-vector ionospheric drift ve-

locities from a single point to the entire altitude range of the radar - it is planned

to have at least five beam-formers running concurrently at the receive-only sites,

• beam pointing resolution of better than 0.625◦ in two orthogonal planes, with 10%

(0.06◦) pointing accuracy, and

• built-in interferometric capabilities, offering a horizontal resolution of better than

20 m at 100 km altitude.

The transmitter system will be designed to provide better than 100-m line-of-sight

resolution along the transmitted beam. The antenna arrays at the receiving sites will be

designed to provide better than 150 m horizontal -3 dB resolution at 100 km altitude

everywhere in the multi-static field-of-view.

3 System Configuration

The 3D system will retain and expand on the unique and powerful multi-static configu-

ration of the mainland EISCAT UHF system. A central transmitting/receiving site (the



3. System Configuration 53

“core”), located not far from the present EISCAT Tromsø, radar site at Ramfjordmoen,

Norway, will be augmented by at least two receiver facilities, located at ground distances

of 220-280 km roughly south and east of the core site, respectively (see Figure 1). Each

receiving site will be equipped with a phased-array antenna and its associated receivers,

followed by a beam-former system capable of generating several simultaneous, indepen-

dently steerable receiving beams that can intersect the beam from the central core at

arbitrary altitudes between 200 and 800 km. Two additional receiving facilities, located

at ground distances of 90-120 km from the core on the same N-S and E-W baselines,

will deliver 3-D data from the 70-250 km altitude range, thus providing truly simultane-

ous 3-D measurements over the entire vertical extent of the ionosphere for the first time

in the history of incoherent scatter diagnostics. In addition, the transmit/receive site

will also provide mono-static coverage into the ionospheric topside to beyond 2000 km

altitude, where 3-D coverage is not required.

For optimum performance in low electron density conditions, i.e. primarily at meso-

spheric and ionosphere topside altitudes, the EISCAT 3D system will use an operating

frequency in the high VHF range. However, obtaining a coordinated allocation for a

scientific radar system in this part of the spectrum has turned out to be a very non-

trivial problem. In the ITU Radio Regulations, the entire 174-230 MHz frequency range

is allocated to the Broadcasting Service on a primary basis and to various communica-

tion services on a secondary basis, while the 230-240 MHz range is allocated to the fixed

and mobile services on a primary basis. In Europe, a slightly different scheme (the so-

called Wiesbaden Agreement, WI95), based on proposals from CEPT and its subsidiary,

the European Telecommunications Standards Institute (ETSI) has been adopted. Under

WI95, the entire 174-240 MHz range is allocated to broadcasting. Frequencies above

235 MHz are shared with the military.

Following the transition from analogue to digital terrestrial TV broadcasting in Eu-

rope, the 174-240 MHz range is now gradually being taken in use for digital audio broad-

casting (T-DAB). The WI95 plan allocates one or more frequency blocks for T-DAB to

each European country, but the actual implementation of the spectrum at the national

level is delegated to the respective frequency administrations. This is fortunate, as the

administrations are in fact free to allocate spectrum also to services other than those

having a recognised status in a specific band, as long as this causes no interference to

the primary service(s). In early 2008, the 3D design study team therefore approached

all three Nordic frequency administrations with a request to have 10 MHz of contiguous,

coordinated bandwidth in the (225-240) MHz range allocated to the 3D project. The

Norwegian administration eventually responded by offering to allocate T-DAB blocks
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Figure 1: Map of the deployment area of the projected EISCAT 3D radar system, showing the

locations of the antenna sites. The dashed circle indicates the approximate extent of the common

field-of-view at 300 km altitude.
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13A-13D (229.928-236.632 MHz) for active use by the future 3D core site on a non-

interference basis, these blocks being unallocated in northern Norway. This offer was

gratefully accepted by the EISCAT Scientific Association on December 17, 2008.

The spectrum slot proposed by the Norwegian administration turned out to be es-

sentially unallocated also in northern Sweden and northern Finland. Negotiations are

currently in progress with the respective administrations with the aim to obtain Nordic-

wide protection of at least (230.0-236.5) MHz for reception.

When fully populated, the core array will contain about 16,000 elements, each equipped

with a dual (300+300) watt solid-state power amplifier, a short X-Yagi antenna and a

direct-sampling receiver. The power amplifier system will be designed for an instanta-

neous -1 dB power bandwidth of more than 5 MHz, corresponding to about 60 m range

resolution. Pulse lengths from 0.2 to 2000 µs and PRFs between essentially zero and

3000 Hz can be accommodated. A reduced-power CW mode, mainly intended for active

space plasma experiments, is also being considered. The drive signals will be generated

by digital baseband-to-RF up-converters, receiving their baseband data (containing both

the radar waveform information, any desired aperture-tapering and the time-delay in-

formation required to steer the transmitted beam into the desired direction) from large

RAM banks, thus allowing the transmission of essentially arbitrary wave-forms limited

only by power bandwidth and permissible pulse length.

It will be possible to steer the beam generated by the core array out to a zenith angle

approaching 40◦ in all azimuth directions. At 300 km altitude, the radius of the resulting

field-of-view is approximately 200 km, corresponding to a latitudinal coverage of ±1.80◦

relative to the transmitter site.

In the receiving mode, the core array will be configured as ∼50, 19-m diameter modules

of 343 element antennas, each module being made up from (7 x 7) close-packed hexagonal

seven-element cells (Figure 2) and equipped with a fully capable digital beam-former. To

form a single beam, the digital data streams from all modules will simply be added; in

imaging mode, any two modules can be selected to form the endpoints of a baseline;

depending on the module and array layout, between 20 and 40 unique baselines can be

formed, covering the 10 to 60 λ length interval (see Section 4).

The arrays at the receive-only sites will provide fields of view matching that of the

central core as seen from the respective site. It has been determined that this can be

most economically achieved through the use of multi-element X-Yagi antennas with about

10 dBi gain, allowing up to one wavelength element-to-element spacing without running

into severe grating lobe problems. All receivers will employ band-pass sampling [2]; the

received signal is band-limited by a 30 MHz wide band-pass filter centred on ∼233 MHz
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Figure 2: Top view of a EISCAT 3D core array 343-element, 19-m diameter array module,

formed from seven sub-groups (outlined in red), each of which is composed of seven 7-element

hexagonal cells. Each sub-group is served by a common, approx. 2-m by 2-m equipment con-

tainer (indicated by a blue square at the centre of each sub-group) containing all RF, signal

processing and control and monitoring electronics.

and sampled at ∼85 MHz sampling rate without any preceding down-conversion. This

scheme centres the signal spectrum in the 6th Nyqvist zone while providing a 6 MHz

transition band at either end. The signals from the two orthogonal linear polarisations

will be processed independently all the way from the antennas to the output of the digital

beam-formers (see Section 9 below).

4 Imaging Capabilities

Numerous dynamic phenomena at high latitudes are characterised by small scale struc-

tures, not resolved by conventional radar techniques. Provided that the radar signals
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produced by these irregularities have sufficient signal-to-noise-ratio (SNR) and station-

arity time, 3-D imaging can provide important information for their investigation. Ex-

amples include the small density structures produced by auroral precipitation [3], where

filaments with scales of tens of metres have been resolved by optical means. The pos-

sibility of radar imaging such features is helped by the density enhancement occurring

during aurora, although time variability may limit the sharpness of the measured images.

Other examples of small-scale structure include polar mesospheric summer and winter

echoes (PMSE and PMWE), atmospheric turbulence in the upper troposphere and lower

stratosphere, numerous small scale structures induced by artificial RF heating of the

ionosphere, Naturally Enhanced Ion Acoustic Lines (NEIALs), space debris, meteors,

and possibly others.

The built-in interferometric capabilities of the EISCAT 3D system - complemented

with multiple beams and rapid beam scanning - will make the new radar truly three

dimensional and justify its name. A work package of the design study was therefore

dedicated to establishing the basic conditions under which these imaging capabilities

can be implemented. The core antenna is composed of a number of modules (sets of

343 antenna elements) accompanied by a few outlying modules, to comply with the

resolution requirements. The result is an optimum and flexible antenna layout, from

which favourable configurations can be quickly implemented to obtain the resolution and

bandwidth of the required image.

The accuracy of the timing system has been specified to fulfil the desired image res-

olution (see Section 7). A novel way to calibrate the imaging system has been proposed

using the phases obtained from measurements of the usual incoherent scattering signals.

An inversion algorithm based on the Maximum Entropy Method (MEM) has been imple-

mented and tested on simulated and real data obtained with the imaging-capable radar

at Jicamarca. Methods to represent visually a function of five independent variables -

with various degrees of completeness and compression - have also been investigated and

tested with simulated and real world data.

The technology employed is Aperture Synthesis Imaging Radar (ASIR) - closer to

the technology used by radio astronomers to image stellar objects than to the SAR

(Synthetic Aperture Radar) technique used to map the Earth’s surface. In the radio

astronomy case, the source emits radiation collected by a number of passive antennas.

In the radar case, the transmitter illuminates the ionosphere or atmosphere and a num-

ber of antennas collect the scattered radiation. From this point on, the two cases are

essentially identical (though Earth’s motion is an important difference). The image of

the target is constructed by calculating the spatial cross-correlation of the diffraction
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pattern on the plane of measurement, called the visibility function. This is accomplished

using a number of receivers, from which all the different signal pair cross-correlations

are calculated. These values represent samples of the visibility function. The spatial

dimensions of the visibility are defined by the baselines between each pair of receivers.

The imaging inversion problem consists in obtaining the image from the visibility, which

is a 2-Dimensional Fourier transform. However, in virtually all cases, the visibility sam-

ples are uneven, truncated and sparse, leading to a highly singular inversion problem

requiring carefully crafted algorithms.

The image obtained from the inversion is called the brightness distribution and (for

each range) represents the angular distribution of the target intensity. In the radar

application, it is advantageous to decompose the receiver signals into their frequency

components and apply the imaging inversion to each spectral component separately.

Since the mathematical relationship between the visibility and the image is a simple (2-

D) Fourier transform, the accumulated knowledge of Fourier transforms in other domains

can be applied to imaging. For instance, the resolution of the image is determined by the

longest baseline; the largest structures are determined by the shortest baseline; resolution

and bandwidth are related by the Nyqvist theorem and so on.

It is a non-trivial task to express the image as a function of five variables (three spatial

dimensions, frequency and time). The time variable can be taken care of by displaying

images in the form of an animation or movie. There still remain four independent vari-

ables of which only two can be represented by conventional plotting techniques. The

other two can be codified using two of the three colour space variables of which the Hue,

Saturation and Value (or Brightness) or HSV space seems to perform more satisfactorily.

The instantaneous timing accuracy is about 100 ps at 250 MHz, equivalent to an error

of 10 degrees in phase, or 1/40th of a (fringe) period. When accounting for beam forming,

which is a weighted average operation, the accuracy can be reduced in proportion to the

square root of the average length. For instance, the allowed time jitter for a 343-element

module after beam-forming is reduced by a factor equal to
√

343 ≈20, to 2 ns.

The image bandwidth and resolution follow from Nyqvist’s theorum. For an assumed

module length of 16 λ the angular coverage is 1/16 radians or 3.16◦ which maps into a

horizontal extent of 6 km at 100 km range. Assuming a target resolution of 20 metres at

100 km range, subtending an angle of 2x10-4 radians, results in a longest baseline length

of 5000 λ or 6000 m for a radar frequency of 250 MHz. Appealing to super-resolution

concepts, this baseline can be reduced to 750 λ or 900 m. Thus, some additional outlier

antennas are needed to obtain this resolution.

The incoherent scatter capability of the radar affords a novel and convenient phase
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calibration procedure. Under quiet conditions, the illuminated volume is homogeneous,

which implies that the brightness is constant with a visibility function that is purely real,

that is, the visibility phase is constant and is equal to zero. Thus, measurement of the

visibility function in a quiescent ionosphere produces the calibration phases directly.

The number of visibility function samples that can be measured is equal to the num-

ber of different receiving antenna pairs, or n(n−2)/2, where n is the number of receivers.

A good configuration of receiving antennas is one in which the baseline space is maxi-

mally and evenly filled, although in practice gaps will occur. Heuristic search procedures

have been devised, and used to produce simulations of the adopted image restoration

algorithm, such as that given in Figure 3.

Among the many image inversion/restoration algorithms employed by the radio as-

tronomy community, two stand out, namely the CLEAN procedure and the Maximum

Entropy Method (MEM) [4]. The CLEAN procedure assumes that the image is composed

of a small number of point sources, often the case in astrophysical situations but not gen-

erally in radar applications. MEM has a more mature mathematical foundation and is

effective and robust as shown by its implementation at Jicamarca [5]. The numerical

problem is to find an extremum of the following function:

E[f(ej , λj,Λ, L)] = S + λj(gj + ej − fihij)

+Λ(ej
2σj

−2 − Σ) + L(Iifi − F )

where f is the sought after brightness distribution, S = −filn(fi/F ) is the entropy, Ii is a

vector of ones, F = Iifi is the integrated (total) brightness, gj is the measured visibility,

hij is the point spread function containing the Fourier kernel, ej are the random errors,

σj
2 are the (theoretical) expected error variances, and Σ parametrizes the error norm,

effectively constraining it. The remaining quantities are Lagrange multipliers: the λj

relate the measured visibility (including the random errors) to the brightness that makes

the entropy function an extremum. The other Lagrange multipliers impose additional

constraints to ensure an improvement of the final solution: Λ puts a bound on the error

norm equal to a preset value equal to Σ; and L constrains the total brightness, ensuring

that the solution will be non-negative.

An implementation of the algorithm has been tested on simulated data and on data

taken with the Jicamarca Radar. An interesting configuration of seven core modules and

one outlier was found, that produces an even distribution of baseline coordinates with

a minimum of gaps. Figure 3 shows the configuration and the results of inverting the

visibility produced by five Gaussian blobs. The 1-σ contours of the assumed Gaussian

blobs are represented by the thick circular rings in green.
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Figure 3: Five-blob image reconstructed from the visibility measured with the 8-antenna con-

figuration with 7 core antennas of the Jicamarca array and 1 outlier shown in the upper left

panel. The second upper left panel shows the baselines generated by the configuration. The right-

most upper panel shows the core antennas used in the configuration in red and their coordinates

alongside. It is a remarkably optimum configuration that produces an excellent reconstruction.
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5 Faraday Rotation and Adaptive Polarisation

Matching

Primarily for technical convenience, the transmit/receive core will employ circular LHC/

RHC polarization. Signals scattered from the ionosphere above the core site toward the

receiving sites will therefore be elliptically polarized and subject to Faraday rotation.

At 240 MHz, the total rotation from a scattering point at 300 km altitude above

Tromsø, Norway to a receiver at Kiruna can be anywhere in the range π/2 to 3π/2

radians, assuming typical ionospheric conditions. Since the propagation path from the

scattering region is partially outside the core site field-of-view, and therefore through an

unknown and time-varying amount of plasma, the total Faraday rotation along the path

cannot be predicted a priori with any degree of confidence. Instead, the receiver system

must continually track the polarization of the received signal.

The noise-corrupted signals received on the two orthogonal sets of element antennas

are first beam-formed. To generate a single data-stream with maximum signal-to-noise

ratio (important because the signal-to-noise ratio at the receiver site will often be very

low), the two beam-formed data-streams should then be recombined in such a way as

to cause the signal components to be added in-phase in proportion to their respective

amplitudes.

Faraday rotation leaves the shape of the polarization ellipse unchanged to first order.

Therefore, its spatial orientation at the receiver site, and consequently the optimum

way to recombine the two noisy component signals, can be estimated from their average

amplitude ratio and relative phase angle as received. A more powerful tool to track

the polarisation state of the backscattered signal can be obtained by observing that the

polarisation vector constitutes the principal eigenvector of the measurement covariance

matrix, see [6]. Using this observation, low-complex strategies to tune to the unknown

polarisation can be found within the rich literature on subspace tracking see [7], [8] and [9].

In principle, such procedures will locate that subspace in complex two-dimensional space

which inherits most energy. In order for such an approach to function properly, especially

at low SNRs, the noise components must be independent and identically distributed to

high accuracy. Since this is unlikely to be the case in the target system, due to e.g.

mutual coupling between elements and unequal gains and noise temperatures of the two

signal channels, the data should be pre-whitened using noise-only data collected when

the target is unilluminated [10].

A study of how to extend the above strategy using a Bayesian approach is currently

underway. In such a scheme, prior knowledge regarding the Faraday rotation can be
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incorporated. This could be useful especially in extremely difficult (e.g. low-SNR) sce-

narios. In a later phase, the study will also be expanded to include a feed-forward

element, using available observational data on the electron density along the propagation

path as a function of time of year, time of day, phase of the solar cycle and solar activity,

etc. to improve the a priori knowledge. Since the total Faraday rotation is proportional

to the number of plasma electrons along the propagation path, everything else being

equal, the latter quantity (previously unobservable) will become continually available as

a by-product of the polarisation tracking.

6 Fractional Sample Delay Beam-Steering

The beam pointing resolution requirement of 0.06 degrees puts unusually demanding

requirements on the beam-steering system and the beam-formers. The combination of

large aperture size, large steering angle and short pulse length creates a situation where

true time-delay steering, i.e. steering by delaying the signal from each element in time

before summation, is the only viable alternative. A drawback of this technique is that

the maximum delay length is determined by the physical size of the array rather than by

the operating frequency. Implementing the beam steering in analogue technology would

have required the length of the longest delay lines to be of the same order as the array

size, but the construction of thousands of analogue delay lines with electrical lengths

of 100 m or more is clearly impractical. Instead, post-ADC beam forming using digital

fractional-sample delay techniques has been selected. As far as we have been able to

determine, this is the first time that this technique is being proposed for use in a large

research radar system, although it has earlier been used in e.g. sonar [11].

To achieve the required pointing resolution, the minimum delay increment must be

shorter than 15 ps. For a 100-by-100-element array with an inter-element distance of

1.68 m, the total delay can be as long as 550 ns, i.e. about 50 sampling intervals. Any

delay value in this range can be realised by first delaying the sample stream by a number

of samples equal to the integer part of (delay/sampling interval) and then handling the

remainder in a fractional delay filter, an all-pass FIR filter designed to have exactly the

required group delay [12, 13].

FIR filters are easy to design, characterise and implement in hardware. FPGAs

are available today with 18-bit hardware multipliers, giving a natural limit of 18-bit

resolution for the filter coefficients. Several different design approaches have been used

to synthesise almost perfectly phase-linear FIR filters. Extensive Matlab simulations have

been performed to verify the validity of the approach[13]; 36-tap filters have been shown
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Figure 4: The 48-element Demonstrator array at the Kiruna EISCAT site in typical winter

conditions, November 2007.

to provide the required delay accuracy over the 30 MHz base-band while introducing very

little amplitude ripple. The filters add a timing error to each antenna with a maximum

error of less than 5 ps and 0.8% of amplitude error. Multiple simultaneous beams can be

generated from the same set of input data streams merely by feeding these into multiple

sets of digital delay lines in parallel.

During the winter season, snow, ice and hoarfrost will accumulate on the element

antennas and change their group delay characteristics; see Figure 4. Adaptive calibration

and correction software will be installed at each receiving array to counteract the resulting

unpredictable and potentially large pointing and beam-forming errors. Under normal

operating conditions, one of the available beams will be dedicated to tracking one or

more of the strongest circumpolar celestial calibrator sources (e.g. Cas-A and Cyg-A)

whenever these are in the array field-of-view. Pointing corrections will be continually

computed from the measured data and fed back into the beam-former control system.

When no calibrator source is visible, feed-forward corrections using a priori information

will be employed.
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7 Timing System

The performance of the EISCAT 3D radar timing system is critical to achieving the stated

beam-pointing resolution and accuracy. Since a delay-and-sum type of beamformer is

used, the shape and direction of the formed beams are strongly dependent on the timing

accuracy. As stated in Section 6, the resolution required in the beam-forming filters is as

small as 15 ps, but as it turns out, the standard deviation of the overall timing system

can be allowed to be quite a bit larger.

An extensive examination of the necessary timing performance has been made [13],

and the results show that a timing error standard deviation of less than 120 ps over

the array is necessary for incoherent scatter, while for imaging applications the accuracy

requirement is 100 ps (see Section 4). This includes error contributions from the timing

distribution system, phase shifts of the antenna phase centres due to icing, etc. and

antenna movement due to wind and weather conditions. Thus, a reasonable target for

the timing distribution system has been set to better than 40 ps standard deviation. From

these numbers it is apparent that a non-calibrated timing system would not perform well

enough. Over an array of hundreds of meters, heating by unevenly distributed sunlight

would seriously affect the performance of such a system.

Two different approaches have been taken to solve the timing distribution problem;

the first was to design a cable calibration system that connects all antennas in the array

to each other (e.g. [14]), and the second was to develop a Global Navigation Satellite

System (GNSS) receiver that provides high accuracy timing to small groups of antennas

throughout the array [15].

Preliminary findings for both methods showed that the 40-ps standard deviation goal

is within reach for either. The cable calibration system and the GNSS system both reaches

about 20 ps. The main difference between the two is that the cable calibration system

requires more hardware, but the GNSS system is dependent on satellite coverage. Since

the GNSS system was explored at later date than the cable calibration system, it had

already been decided that the cable based system was to be installed in the Demonstrator

array (see Section 9 below), and thus further investigation of the GNSS system, although

promising, was deferred.

The cable calibration system works by signal injection through directional couplers in

the Low Noise Amplifier (LNA) system, located in the signal path between each antenna

element and its associated LNA input. The injection can be directed either into the

antenna to measure its reflection coefficient, into the signal path, or out onto an external

cable connection connecting each LNA to all the others in the array, see Figure 5. In
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this setup, a signal generated at one LNA can be routed to all antennas in the array and

measured. Both the timing between the antennas and the amplitude differences can be

resolved.

With the low tolerances on timing that apply to the timing system, simulations have

been made to evaluate how large errors arise due to component mismatch between each

manufactured LNA. The errors in timing and amplitude due to this mismatch will not

be possible to compensate for with the calibration system. However, as seen in Fig-

ure 6, the simulations show that even for increasing array sizes the errors do not increase

significantly.

Initial measurements in the test array in Kiruna shows that a standard deviation be-

tween antenna pairs in the array are all within 5 ps. When adding this to the uncertainty

from the component mismatch simulations and the errors added by the beamforming fil-

ters, a total error from the timing system of about 20-25 ps can be expected.

While the amplitude uncertainty is relatively large due to the component mismatch,

the largest part of it originates from differences in the directional coupler in the LNAs.

This mismatch is measured during the production stage of the LNAs and can subse-

quently be compensated for. Amplitude measurements in the test array yields a standard

deviation of less than 0.1% of antenna pair amplitude difference as a worst case.

8 Data Recordning, Storage and Access

Each element antenna in the array will be generating about 180 MB/s amplitude domain

data per polarisation, or 360 MB/s for the two polarisations. This corresponds to a

frighteningly large total array data rate of 5.76 TB/s that clearly cannot be recorded for

permanent storage. Instead, the normal approach will be to combine the data streams

from all elements in real-time into a relatively small number of simultaneous beam-

formed data streams (a maximum of 3 at the core site, 4-5 at each receiver site). After

scaling, this brings the data rate back to the element rate of 180 MB/s per polarisation,

corresponding to 1.3 TB/h/beam or 31 TB/day/beam.

Even though archiving data at this rate is now feasible using off-the-shelf technology,

it is still expensive and requires a non-negligible amount of electrical power. The standard

archiving policy foreseen for the operational 3D system will therefore be to buffer the

beam-formed data in hard disk ring-buffers at each site for a limited time (about 24 h), so

providing users needing the raw data with a time window in which to access the buffers

and download interesting data records to their own storage. The ring buffers will be

continually overwritten from the beginning.
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Figure 5: Diagram of the EISCAT 3D LAAR racks containing the cable calibration system.

Each Low Noise Amplifier (LNA) is connected to every other LNA in the array via the passive

cable net, CAL LINK, to allow calibration of the different units to each other. Thick connection

lines indicates that it is more than one physical cable connection each component.
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Figure 6: Simulated performance of the proposed system for increasing array sizes. RMS delay

errors are at the left axis and amplitude errors are on the right axis. As seen, increasing the

number of channels in the calibration net does not significantly increase the errors.

A coherency detector will monitor the partially beam-formed data at the module level

(before beam-forming). Whenever a preset coherency threshold is exceeded, module-level

data will be saved to the ring buffers for brief intervals to allow later off-line interferometry

processing.

The primary archived data product will be profiles of target autocorrelation values

at different time lags (so-called “lag profiles”). These will be continually computed from

each beam at the radar pulse repetition rate and averaged to a time resolution in the

order of one second. The lag profile data will be fitted for physical parameters (density,

temperature etc.) and the results will also be archived. A petabyte-scale central data

archive, accessible via the Internet, will be established close to the core site.
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9 The Demonstrator Array

Since several of the design concepts envisaged for full-scale use in the 3D system have

not been applied in a research radar context before, it was decided to construct a small

224-MHz receive-only phased array (the “Demonstrator”) at the Kiruna EISCAT site [1].

Operating together with the EISCAT 224-MHz VHF and HF Heating systems in Tromsø,

the Demonstrator is being used as a test-bed where mission-critical hard- and soft-

ware (direct-sampling receivers, digital real-time multi-beaming, adaptive polarisation

coherency triggering etc.) can be debugged and validated on real radar returns from the

ionosphere. Figure 4 shows the array in a winter setting.

The Demonstrator design is a compromise between effective aperture, construction

cost, flexibility and ease of use. For an overview, see Figure 7. Elevating the individual

Yagis to 55◦ causes their beams to intersect a vertically pointing beam from the VHF

system at approximately 300-km altitude above Tromsø, that is, close to the peak of the

ionospheric F region, where the incoherent scatter signal-to-noise ratio maximises.

The basic array was completed in October 2007. For the initial tests, the VHF trans-

mitter was programmed to illuminate the ionosphere with 2-millisecond coded pulses,

radiated vertically at about 1.5 MW. Because only two receiver channels were available,

the signals from all twelve rows were phased and combined, using coaxial cable delay

lines and three-port power combiners, to generate two beams at 55◦ elevation, one for

each polarisation.

At the prevailing daytime electron density of ∼ 2 · 1011 m−3, the resulting projected

aperture of 95 m2 delivered a signal-to-noise ratio of about 4%. Figure 8 shows the

physical parameter values obtained by running the standard GUISDAP analysis program

on the recorded data, integrated to 5 minutes time resolution.

During the second half of 2008, 24 direct-digitising receiver front-ends, meeting the full

3D target performance specifications but designed for a centre frequency of 224 MHz,

were installed in the array. A detailed description of these units and the challenges

encountered during their design is given in Section 10 below.

Snapshots of the data generated by the full digital receiver complement will eventually

be input to the EISCAT UHF receiver system for recording and post-processing in the

familiar EROS environment. However, since the 1.92 Gsamples/s aggregate output data

rate is vastly greater than what the EISCAT receiver can presently accommodate, a

system of digital down-converters, low-pass filters and resamplers is used to band-limit

and decimate the data by a factor of sixteen, bringing the data rate down to a more

manageable 6 x 20 Msamples/s.
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Figure 7: The 224-MHz Demonstrator array at the Kiruna EISCAT site is a rectangular,

12x4 array of (6+6) element X-Yagis, with its major axis aligned in the Kiruna-Tromsø, plane.

Each row (R1....R12) comprises four 6+6 element X-Yagis, stacked broadside at 1.60 m (1.2 λ)

spacing and combined in-phase in two four-port power combiners, one for each polarisation. The

individual Yagis are elevated to ε = 55◦. The row-to-row distance, ∆D is 1.95 m.

These data streams are then converted to serial format and piped from the array

into the EISCAT control room via optical fibre. At the receiving end, the data are

presently converted back to parallel format and dumped into a bank of dual-page buffer

memories belonging to the EISCAT receiver back-end. A prototype digital beam-former

implemented in FPGA is running on the bench and will soon replace the serial-to-parallel

converter. The beam-former will delay and add the signal streams from the twelve rows

to generate at least two beams at different elevations in the vertical plane simultaneously.

An extensive test program will follow the completion and installation of the beam-

formers: the timing and beam-pointing systems will be validated through a series of

observations of Cas-A under all possible weather conditions, the interferometry trigger

software will be tested on Heating-induced artificial ionospheric echoes, complex ampli-
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Figure 8: Electron density, electron and ion temperatures and ion drift velocity at 290 km

altitude above Tromsø, derived from 224-MHz incoherent scatter signals received by the Demon-

strator array on November 2, 2007. The signal-to-noise ratio during this observation varied

between 4 and 6%.
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tude data from the two polarisations will be collected to provide a test data base for the

adaptive polarisation sub-project, and the finished polariser algorithms will be installed

and validated on real-time incoherent scatter signals.

10 Demonstrator Front-End Design

The two primary active subsystems in the Demonstrator receiver front end are the Low

Noise Amplifier (LNA) and the dual-channel A/D converter board. One antenna po-

larisation is served by one LNA and half of one A/D converter board. An overview of

the receiver chain is shown in Figure 9. All control signals and switches in the receiver

electronics are connected to a microcontroller. This gives the possibility to control power

supply outputs, the coupler modes for signal injection, signal injection frequency, LNAs,

A/D converter boards and temperature stabilization of the LNA boxes.

The target requirements for the LNA were:

• a bandwidth of 30 MHz ,

• a system noise temperature of 50 K,

• a spurious free dynamic range of 70 dB,

• a return loss of 17 dB.

The applications for very low Noise Figure (NF) amplifiers operating at VHF frequen-

cies are limited, and so is the number of available semiconductor devices. The device

with the best specified performance at a frequency not too different from the intended

frequency range was the ATF-541M4 E-HEMT from Avago, with a specified noise figure

at optimal noise match of 0.1 dB (7 K) at 500 MHz. This device was selected for the

first gain stage. To arrive at a model for system design, a thorough characterization of

the device at 224 MHz was performed. The E-HEMT stage is followed by a band-pass

filter and a monolithic gain block (RFMD RF3376). Each LNA board also includes one

directional coupler and a number of semiconductor switches for routing of calibration

signals into the receiver path.

A Matlab tool for simulating noisy two-ports was implemented. This tool was used

together with a particle swarm optimizer to find an ”optimal” LNA, given a number of

constraints on noise figure, return loss, bandwidth, frequency selectivity and stability

margin. The requirement of high return loss (-17 dB) over a large bandwidth (30 MHz)

leads to a significant trade-off in achievable noise figure due to sub-optimal (from a noise
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Figure 9: Overview of the receiver front end.

perspective) input matching and losses in the matching network. This results in a noise

figure in the range of 40-50 K as opposed to the theoretical sub 10 K at optimal noise

match.

The manufactured LNA boards shown in Figure 9 include various voltage regulation

and bias regulation circuits. To arrive at the stringent requirements for the timing

synchronization, the LNAs are built into temperature stabilized boxes with a precision

of 0.1◦C.

The A/D converter board contains additional filters and two additional gain stages

for each signal channel. After amplification and band-pass filtering, the signal is digitized

by a 16-bit LTC2208 ADC clocked at 80 MHz. This device was selected mainly on the

basis of its low distortion when undersampling a 200-240 MHz signal, combined with

moderate power consumption. As the last gain stages are capable of producing signal

levels exceeding the permissible A/D converter input voltage range, a protection circuit

consisting of a Schottky diode limiter and a programmable attenuator is included in the

signal path, immediately preceding the ADC.

A challenge in the design of the undersampling A/D converter board was the problem

of how to keep the sampling clock phase noise down. In an ADC, clock noise is transferred

to the digital output signal with a scaling factor of 20 · log10(Fsig/Fclk), i.e. the clock

noise is about 20 dB more prominent when sampling a 224 MHz signal at 80 MHz than

it would have been if the 224-MHz signal had been down-converted to, say, 24 MHz

before sampling. Even for the lowest-noise VCXOs currently available, this will result in

a larger noise contribution from the sampling clock than from the signal quantization.

In practice, it was found that this limits the maximum achievable SNR over a 40 MHz
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bandwidth centred on 224 MHz to no better than 65 dB, which is 8 dB or more inferior

to the theoretically achievable SNR when using a good ADC with a noise-free sampling

clock.

In the present design, both channels are clocked by a common on-board Crystek

CVHD-950 VCXO, phase-locked to a 10 MHz reference clock derived from the EISCAT

time and frequency system and distributed array-wide. As the ADC noise (both clock-

induced noise and quantization noise) will increase the system noise temperature by an

amount equal to the equivalent ADC noise temperature divided by the total gain of the

analog stages preceding the ADC, the noise contribution from the ADC must be balanced

against the maximum SNR by adjusting the pre-ADC gain. In the current system, the

gain is somewhat too high, resulting in about 2.9 K noise temperature contribution. This

is of course very low, but comes at the cost of reducing the maximum system SNR to

only about 45 dB. In the current Demonstrator context this is of no consequence, but for

a final system it would probably be desirable to reduce the gain preceding the ADC by

about 6 dB, thus increasing the system SNR to 51 dB at the cost of increasing the noise

contribution to 12 K.

11 Antenna Measurement System

Antennas operating in an Arctic environment may have their performance degraded

significantly due to snow and hoarfrost sticking to the antennas. This has been shown

to be a problem affecting both the impedance of the antenna elements in an array [16]

and the beam shape and pointing direction of large telescopes [17]. In the EISCAT 3D

system, it is particularly important to assess the climatic effects, since the shape and

pointing direction of the main beam must be known quantitatively.

The performance of the element antennas used in the Demonstrator array during

snowfall has been studied [18]. The return loss |s11| was measured continuously during

a 48-hour period with significant precipitation in the form of a snow/rain mixture. At

the onset of the snowfall, the whole passband of the antenna is shifted downwards and

the bandwidth is reduced. On some occasions, the useable passband of the antenna fell

entirely outside the desired frequency band. This behaviour agrees with results from

simulations of a crossed Yagi antenna covered with a dielectric medium.

Simulations have also shown that there can be significant distortion of both the am-

plitude and the phase of the far-field pattern. Due to the stringent requirements of the

relative timing between elements in the array, even a small shift in the far-field phase

could cause unacceptable errors in the beam-forming process.
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A popular technique for mitigating the effects of climate on large antennas is to place

the whole antenna inside a radome. This is however not practical in the EISCAT 3D case

due to the sheer physical size of the antenna arrays. For the same reason, de-icing by

heating the antennas is not a realistic option. A possible partial solution is to place only

the driven elements of the crossed Yagi antennas inside a radome. The drawback is that

the gain of the antennas would be reduced during snowfall. Ideally, the antennas should

also be designed with a larger bandwidth than needed in order to be able to handle both

the shift in frequency and the narrowing of the band; that this is possible is evidenced

by e.g. the results obtained in controlled tests of the “Renkwitz Yagi” proposed as the

element antenna for the core array [19]. A good compromise would likely include both

of the solutions mentioned above.

The phase and amplitude of the far-field pattern during snowfall are more difficult

to control and should therefore ideally be monitored. When the system is in actual

operation, this can probably best be done by a near-field measurement system, such as

e.g. the one presented in [20]. This system uses probes located in the near-field of the

antenna array to estimate the electric current distribution on the antenna elements. The

electric current distribution can then be transformed into a complex far-field pattern.

The technique has the advantage of using relatively few probes which can be located

at varying distances from the antenna elements, which is necessary in an antenna array

of the size considered here. Also, the whole far-field pattern can be estimated without

having probes in the main beam of the antenna, which minimizes the interference and

diffraction effects that could degrade the performance of the radar.

12 Summary and Next Steps

In this paper, we have presented the results of an EU-funded study conducted into

the design of the EISCAT 3D system, a next-generation incoherent scatter radar to be

deployed for atmospheric and geospace studies in the Scandinavian Arctic. As well as

describing the novel elements in this new multistatic phased array radar, we have drawn

attention to some of the new scientific areas which the new facility will open up to its users

and outlined the principles under which it will operate (essentially continuous operation

with unstaffed remote sites). While the concepts behind the design have been firmly

established, some important details at the hardware level have still not been finally

specified, because of the speed at which cheaper and more effective signal processing

solutions are currently emerging. The final choice of hardware in this area will only be

made closer to the time of system construction.
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The design study whose results were presented here is only the first of three develop-

ment phases which will lead to the eventual realisation of EISCAT 3D. In December 2008,

the project was added to the ESFRI European roadmap for research infrastructures [21],

which identifies future programmes and facilities corresponding to the long-term needs of

the European research community. Acceptance into the roadmap is seen as an important

recognition of the EISCAT 3D concept, which will lead to further opportunities to take

the project forward within the context of future EU Framework Programmes.

It should be noted that, although the design exercise reported here has produced

a specification for a radar facility with one active central site and four passive remote

receivers, the finally constructed system may have a very different configuration. Given

the availability of sufficient funding, it would be simple to scale up from the present

design into a system with multiple active sites, offering unparalleled coverage of the

upper atmosphere and geospace region above northern Scandinavia and providing an

unprecedentedly detailed data set to scientists in this important research area.

The next phase of EISCAT 3D development is likely to be a three-year preparatory

study, hopefully beginning early in 2010, again using EU funding (this time under the 7th

Framework). In this phase, some remaining technical issues, including the choice of DSP

and beam-forming hardware will be finalised, frequency clearances will be confirmed, site

selection issues will be resolved and construction permissions obtained, manufacturing

questions relating to the mass-production of thousands of antennas, transmitters and

signal processing units will be clarified, and a consortium will be established to fund the

construction phase. It is anticipated that construction will begin around 2013, with first

operations around 2015, providing a state of the art research radar with a nominal oper-

ating lifetime of 30 years to yield top-quality data for the next generation of researchers

in upper atmospheric physics and geospace science.
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Abstract

This paper presents simulations and methods used to investigate the feasibility of using

a Fractional-Sample-Delay (FSD) system in the planned EISCAT 3D incoherent scatter

radar. Key requirements are frequency-independent beam direction over a 30 MHz band

centered around 220 MHz with correct reconstruction of pulse-lengths down to 200 ns.

The clock jitter from sample-to-sample must be extremely low for the integer sample

delays; the FSD must be able to delay the 30 MHz wide signal-band 1/1024th of a

sample without introducing phase shifts; and it must all be done in base-band.

An extensive simulation system based on mathematical models has been developed

with inclusion of performance degrading aspects such as noise, timing error, and band-

width. The use of Finite Impulse Response (FIR) filters in the base-band of a band-pass

sampled signal to apply true time-delay beam-forming is shown not only possible but

also well behaved. The target beam pointing accuracy of 0.06◦ is achieved using opti-

mized FIR-filters with lengths of 36 taps at 18-bit coefficient resolution. Even though the

minimum fractional delay step necessary for beam-forming is ∼13.1 ps, the maximum

sampling timing error allowed in the array is found to be σ ≤ 120 ps if the error is close

to independent.

1 Introduction

The next generation of incoherent scatter radars (ISRs) is going to be a version of phased

array radars, called Large Aperture Array Radar (LAAR). The name was derived since

the name phased array is somewhat misleading as the beam-forming is done through time-

delay, not phase-shifting. This is necessary since the radar pulses are shorter than the

extent of the array, thus all elements in the array will not be illuminated simultaneously.

Antenna arrays provide improved capabilities to the scientific community, compared

to for example the existing parabolic EISCAT UHF antennas [1], in form of better resolu-

tion, both in space and time, and the capability to observe multiple volumes of the iono-
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sphere simultaneously with instantaneous steering. Other array radars, such as MU [2]

and AMISR [3], have already shown the improved capabilities of the array design that

will allow the dynamic behavior of the ionosphere to be studied.

The work presented in the paper is one result of the ongoing research project EIS-

CAT 3D, which is an extension of the existing EISCAT (European Incoherent SCATter

facility) project, located in the northern parts of Scandinavia, [4]. The 3D part reflects

the aim to improve the static observation capability of the existing system to allow

simultaneous observation of a whole volume of the ionosphere, thus providing a three di-

mensional view. This is achieved by illuminating a large volume of the ionosphere above

the transmitter and extracting multiple narrow beams at the receive sites, creating a

three dimensional measurement of the illuminated volume. In order to provide truly

instantaneous three-dimensional radar measurements spanning the entire vertical extent

of the ionosphere, the planned EISCAT 3D incoherent scatter system includes multiple

receive-only antenna arrays, situated at 90-280 km from the main transmitting/receiving

core site.

The EISCAT 3D system will be built in the same manner as the existing system,

see Figure 1. That is, one transmit and receive site in Tromsø, and multiple receive

sites located at right angles to provide geometric diversity. Each receive site will employ

band-pass sampling at ∼80 MHz, with the input signal spectrum contained in the 6th

Nyquist zone since the signal band is located between 205 MHz and 235 MHz.

Digital beam-formers realized in FPGAs will generate five or more simultaneous

beams that intersect the transmitter beam at different altitudes. Aside from increas-

ing the capabilities to extend the system with additional beam-formers in the future,

this design is beneficial for techniques like interferometry since large sets of independent

baselines can easily be extracted in the beam-forming center, [5].

The capabilities of the currently active and planned ISRs are summarized in [3].

The main benefit of the EISCAT 3D ISR, [6], compared to others, is the use of direct

sampling at each antenna element. This in turn yields improved dynamic steerability

and increased experimental versatility. The latter is important since the ISR research

area is continuously developing new techniques and uses to improve our understanding

of the ionosphere.

This paper presents simulations and methods used to investigate the feasibility of

using a post-ADC Fractional-Sample-Delay (FSD) system to meet the beam-forming

requirements for the receive sites in the EISCAT 3D system and to find the critical design

aspects. The simulation tool developed as result is called LAAR Simulation Environment

(LAARSE), [7].
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Figure 1: Geographical locations of the transmit and receive sites of the existing EISCAT UHF

system. The EISCAT 3D system will be located at similar locations.

The remainder of this paper will go through the design choices made, FSD Finite

Impulse Response (FIR) filter design and optimization, and the design of a system sim-

ulation software to test the filters and the system.

2 Design Choices

During the initial design phase, a number of strategic choices for the EISCAT 3D system

were made and as the design develops additional demands evolved. These pre-defined

and subsequent demands are collected in Table 1.

To reduce the number of antenna elements in the receive-only array and to add gain

for each antenna element, Yagi antennas were chosen. The Yagis have dual-polarization

channels to be able to track any polarization of the incoming signal. To minimize the

cross-coupling between elements, the antennas will be placed sparsely in the array, at

least 1.25 λ apart, causing the array to be spatially under-sampled. In principle, this
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Table 1: Design demands on the EISCAT 3D system, deduced from user and project defined

criteria.

Predefined Demand Subsequent Demand

Beamwidth <0.06◦ ⇒ Effective Antenna Aperture > 386,000 m2

Beam pointing granularity < 0.06◦ ⇒ Minimum fractional delay < 13.1 ps

Beam steering error < ±0.03◦ ⇒ Beam-former time delay error < ±6.65 ps

Lower height limit = 80 km ⇒ Maximum pulse length = 200 ns

Dynamic range of in-band interference = 60 dB

Dynamic range of signal = 24 dB

}

⇒ ADC resolution ≥ 14 bit

Beam-forming losses < 0.2 dB ⇒ ADC timing error < 120 ps

Multiple steerable beams

Signal bandwidth = ±15 MHz

210 MHz < Center frequency < 240 MHz

introduces grating lobes in the array pattern, but these are suppressed by the limited

beamwidth of the Yagi elements. The total gain pattern of the array will thus be corrected

by the pattern of a single antenna element, [8]. The currently used antennas have a -3 dB

beamwidth of ∼30◦, which is applied in the simulations through the use of a simplified

beam pattern without side lobes, see Figure 2. The beam pattern used in the simulations

does not need to take side lobes into consideration since the generated signals are within

the main lobe.

The necessary size of the array needed to achieve the EISCAT 3D design target of a

-3 dB beamwidth of 0.06◦ can be calculated by 0.445λ
sin(θ)

, where λ is the wavelength of the

signal and θ is the -3 dB beamwidth, see Table 6.1 in [9]. In the EISCAT 3D, this yields a

minimum effective side length of the array of ∼425 λ, or ∼620 m for 205 MHz. The exact

dimensions of the receive sites of the EISCAT 3D system is still under consideration.

There are two viable options on how to do beam-forming. One is phase-shifting [10],

where the signal from each antenna element is delayed up to one period, 2π, to match

the phase of all elements before summing the signal. With the maximum delay of one

wavelength, this method saves both hardware and implementation complexity. The sec-

ond method is true time-delay [11], where the signal from the elements is delayed in time

so that the arrival of the signal to each element is matched before summation. The main

drawback with the latter method is that the maximum delay length is decided by the

size of the array rather than the carrier wavelength, thus demanding more hardware in

the implementation.
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Figure 2: Gain pattern of the Yagi antennas used in the EISCAT 3D test array, as applied

in the simulations. The pattern is fitted to the actual data points from the Yagi antenna data

sheet.

Although phase-shifting beam-forming is easier to implement since one only has to

consider the phase of the signal, it has the drawback of only being applicable to narrow-

band situations, causing the incoming wave to be coherent over the entire array, i.e., if

the signal has changed characteristics in one end of the array and not the other, correct

beam-forming is not possible. In the EISCAT 3D system the incoming waves are both

broad-band, ∼30 MHz, and changes faster (over a shorter distance) than the size of the

array. Thus, true time-delay beam-forming is necessary in the EISCAT 3D system.

Analog true time-delay beam-forming would require delay lines at least as long as

the array. The construction of thousands of analog delay lines with electrical lengths
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of 100 m or more is not feasible in our system. Instead, the signal is digitized as early

as possible in the receiver and centralized post-ADC beam-forming through time-delay

beam-steering by digital filters is used.

The use of band-pass sampling [12, 13, 14] allows us to reproduce our desired 30 MHz

signal in base-band by the use of a sampling frequency of 80 MHz. This gives us a margin

of 5 MHz at each end of the band for imperfections in the anti-aliasing filters used to

select the band of interest. One purpose of the simulation system described further in

this paper was to evaluate how effective digital beam-forming would be in this band-pass

sampled system.

To achieve the requested beam-steering granularity, the minimum step size of the

delay for each element must be below 13.1 ps, [15]. For an array with a side of 620 m the

total delay can be as high as 2.92 µs, yielding ∼223,000 different delays. With 80 MHz

sampling frequency, every multiple of 12.5 ns is easily handled with integer sample delays,

e.g., memory buffers, which leave the sub-integer delay. Applying the delays in the base-

band yields that 1/1024th of a sample period meets the criteria of 13.1 ps set above,

however, to gain robustness we must account for any errors in the FSD. Increasing the

number of filters to 8192 would achieve this and thereby also decreases the demands on

filter accuracy. This can be realized by creating a filter bank storing the coefficients of

the filters.

For realization of the FSD, FIR-filters were chosen as they are easy to design, char-

acterize and implement in hardware, and have proven their worth before, [16]. Using an

FPGA implementation also allows for future use of IIR-filters if desired. However, the

use of IIR-filters might prove difficult since it is very hard to achieve the desired phase

properties using such filters. FPGAs are available today with 18-bit hardware multipliers,

giving a natural limit of 18-bit resolution to the filter coefficients.

While deducing that the timing-demand for beamforming are on the ps-level, the

question of accuracy in the timing of the array arises. Ideally, all of the Sample-and-Hold

(S&H) circuits in the entire array would open and close at the exact same time. In

reality, a distributed reference clock for an array of our size will have delays in the clock

distributing lines in the order of hundreds of ns, which makes it necessary to implement

delay estimation techniques to achieve sub-nanosecond clock accuracy. There are ways

to create accurate clock reference systems, [17], and this is also an active research area

in the EISCAT 3D project, [18]. The necessary accuracy of such a timing system is

investigated in more detail below.
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3 Fractional Sample Delay Beam-Steering

The use of FIR filters as an FSD in base-band puts critical demands on the filters. The

filters are not allowed to introduce any large phase errors in our signal band since that

could cause parts of the summing to be destructive. Large differences in group delay

is not allowed either seeing that this would cause our broad band signal to be delayed

differently depending on frequency. Additional difficulties are introduced because of the

bandwidth of our signal; 30 MHz with a sample frequency 80 MHz puts us close to the

Nyquist limits.

To achieve time-delay beam-steering, one can apply digital FIR filters that delays the

signal for a fraction of a sample, [19]. Optimal filters can be achieved only with infinitely

long filters, thus a trade-off between filter length and filter optimality must be made.

There are five main design criteria to consider when designing a time-delay FIR filter;

group delay error, phase error, amplitude error, filter length and coefficient resolution.

• The group delay error is important since creating a group delay is what we are

trying to achieve. Thus any error in the group delay reduces the delay accuracy

from each antenna element, causing less than optimal beam-forming. It also causes

our broad band signal to be distorted since different frequencies in the band will

have different delays. The design criteria for the beam-forming granularity sets the

minimum fractional delay; 1/1024th of 12.5 ns yields delay granularity of ∼12.2 ps,

and thus a quantization error of ±6.1 ps. This leaves only ±0.45 ps of error to

the filter design since the total error is set to be ≤13.1 ps, which have proved very

difficult to achieve. By increasing the number of filters to 8192 the beam granularity

is reduced to ∼1.5 ps, leaving ±5.8 ps for the filter design.

• Since group delay is the derivative of phase with respect to frequency, it should

not be necessary to optimize on phase delay as well. However, this is only true

for a single filter by itself. The phase shift of any one filter is not important, but

the difference between filters is, i.e., if the phase is shifted 30◦ by some filters and

-150◦ by others, they would cancel out and thereby degrade the beam. To prevent

this from happening, the phase error of each filter must be small, i.e. within the

previously stated ±5.8 ps, thus the difference between the filters will be equally

small. Since both the group delay error and the phase error manifest themselves as

time errors they can be added together. Thus, it is the sum of the two errors that

must meet the ±5.8 ps accuracy demand.

• The amplitude error is important since it will affect the beamwidth, side-lobes and
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Table 2: Summary of the FIR-filter design criteria

Criteria Limit

Group Delay Error

Phase Error

}

≤ 5.8 ps

Amplitude Error ≤ 1 %

Filter length 36 taps

Filter resolution 18 bits

nulls. This is because beam-forming works by constructive and destructive inter-

ference between antenna elements through summing of signals, so if some signals

are larger than others they can affect the summing adversely: The main effect is

beam-widening, but even a few percent of amplitude error will cause only limited

beam-widening. Awaiting more specific simulation results, we have set a conserva-

tive limit of ≤1 % for the amplitude error.

• The length of the filters, or the number of taps, directly affects the amount of hard-

ware necessary to realize the filters. Assuming an FPGA with the same calculation

clock speed as the sampling rate, a 36 tap long filter will require 36 multipliers to

be realized.

• Similarly, the coefficient resolution also affects the necessary hardware as the reso-

lution of the multipliers must match the filters.

The demands on the FIR-filter design are summarized in Table 2.

3.1 Filter Design and Optimization

An often used method for FIR-filter design is the Lagrange interpolation, [20], which

results in an optimally flat, ripple free amplitude and phase response. While this is highly

desirable in certain applications, it would result in longer filters than necessary when the

required filter performance is described by max-min error bounds for group delay, phase

delay and amplitude over a defined frequency band. Thus, Lagrange interpolation is not

optimal for our application.

Instead, the FIR filters were designed by creating the ideal filter response in the

Fourier domain, adding the complex conjugate to create real coefficients, inverting the

response and windowing it to create the filter coefficients. Common windowing functions

were evaluated, e.g., Blackman, Hanning, Hamming and Chebyshev, etc., and it was
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found that different windowing functions proved to create the best filters for different

delays. Thus, for each of the 8192 different filter delays, five different windowing functions

were tested for the filter creation and the best one was used in further optimizations of

the filters.

Before implementation in hardware, the filter coefficients have to be rounded from

64-bit floating point numbers to 18-bit fixed-point resolution in order to allow efficient

use of the dedicated multipliers available in FPGAs. During this operation, the filters are

degraded severely. As an example, the group delay error of some of the filters is larger

than 1000 ps. It is thus clear that the filters need to be optimized before rounding the

coefficients resolution from 64-bit floating point to 18-bit integers.

The optimization goal was formulated as a multivariable optimization problem of

minimizing the largest group delay, phase and amplitude error at every frequency in the

band. As the optimizer strives to minimize all errors, the phase delay, phase, and am-

plitude errors must be weighted differently to fit the optimization aim stated in Table 2.

While we have not performed a study of the theoretical convergence properties of this

problem, it works well enough for practical purposes.

Even after optimization of the filter coefficients on a floating point basis, the round-off

errors that arise going from 64-bit to 18-bit resolution pushes the errors of the group delay

over the maximum allowed error. Therefore, an integer search function was created that

searches for the best combination of bit-limited coefficients based on the floating-point

solution.

To summarize, the whole optimization process thus goes in three steps:

1. The ideal filter response is created in the frequency domain and is then conjugated,

inverted and windowed to create real filter coefficients with a smooth frequency

response.

2. The filter coefficients are then optimized in a floating point optimizer

3. The resulting coefficients are rounded to 18-bit integer resolution and are then

adjusted in an integer search function to find the best combination of the bit-

limited coefficients.

This process was repeated over a large set of different lengths of the filters to find the

shortest filters possible that meet the requirements. This is desirable since the number of

multipliers needed in the FPGAs used to created the beam-formers are directly dependent

on the number of taps in the filters. 36 taps were found to be the best trade-off choice for

the full 30 MHz band; shorter filters introduce too large errors, and longer filters demand

more multipliers than necessary in hardware implementation.
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Figure 3: Amplitude errors for each filter (fractional delay) over the EISCAT 3D frequency

band for a 36-tap long filter set with a coefficient resolution of 18 bits. As seen, the amplitude

error does not exceed 0.8% for any filter over the entire band, which is below the stated 1%

limit.

The resulting amplitude, group delay and phase errors, which meets the EISCAT 3D

design specifications, can be seen in Figures 3 - 5. The amplitude error does not exceed

0.8% at any frequency for all of the different filters, which meets the stated 1% limit.

The group delay error is kept below 5 ps over all the filters across the band, contributing

significantly to the 5.8 ps limit for the group- and phase delay error combined. However,

this is not an issue since the phase delay error only contributes with a maximum of

0.035 ps, keeping the sum of the two errors well below the stated limit.

4 Simulation

To evaluate the performances of the beamforming filters, a simulation tool for the EIS-

CAT 3D LAAR based on mathematical models was developed. The simulator works

through a modular basis, where each physical part of the system is described as a
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Figure 4: Group delay errors for each filter (fractional delay) over the EISCAT 3D frequency

band for a 36-tap long filter set with a coefficient resolution of 18 bits. As seen, the group delay

error does not exceed 5 ps for any filter over the entire band. The combined limit for group-

and phase delay error is 5.8 ps.

function, where the very first step creates a signal similar to what is expected to

be received in the EISCAT 3D system for each antenna element separately. Thereafter,

the signal is distorted with white noise and timing error before being sent through a

representation of the physical system of the receiver chain where each part of the physical

system has been designed separately so that parts can be added, updated and removed

without affecting the rest of the system. Not until after the beamforming stage the signal

is reduced to one combined beamformed signal. Until then, each element in the antenna

is processed separately.

While each of the parts in the simulator are highly specific for the EISCAT 3D system,

the design is straightforward and simple and could easily be applied to other arrays, or

indeed to EISCAT 3D itself if the design specifications would change significantly. For

further details on the simulation environment, see [7].
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Figure 5: Phase errors for each filter (fractional delay) over the EISCAT 3D frequency band

for a 36-tap long filter set with a coefficient resolution of 18 bits. As seen, the group delay error

does not exceed 0.035 ps for any filter over the entire band, adding only a very small error to

the beamforming. The combined limit for group- and phase delay error is 5.8 ps.

All simulations in this paper are made with a 12-by-4 element array, see Table 3. This

will be a sparsely populated array, but since no interference signals are generated in the

simulations, no grating lobes will disturb the simulations. By using a sparsely populated

array in simulation, calculation times are reduced dramatically. In all other ways, the

simulated array conforms to the design of the EISCAT 3D test array, such as mounting

angles, estimated noise levels etc.

4.1 Worst Case

To have a robust setup for the simulations, the worst case direction for the array was used

in all simulations. As for any antenna, the smaller the aperture the broader the beam

is. Thus, the worst case is at minimum elevation and minimum azimuth since these are

the directions where the effective area of the array is smallest. The worst case values can
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Table 3: Simulation settings for the 12-by-4 test array that was used to generate the test plots.

Setting Value

Frequency 205 MHz

Pulse length 200 ns

Timing error σ = 120 ps

Noise level -60 dB vs ADC range

Signal level -84 dB vs ADC range

ADC resolution 14 bit

Beam-form filter resolution 18 bit

S&H bandwidth 640 MHz

Inter-element distance 220 m

Azimuth angle of array 0◦

Elevation angle of array 15.48◦

hence be deduced at 0◦ azimuth and at 15.48◦ elevation which is 30◦ below the mounting

angle of the antennas in the EISCAT 3D test array.

In frequency, the worst case is in our case at 205 MHz. This is because when band-

pass sampling our signal at 80 MHz the lower frequency in the signal band will end up

higher in the base band. E.g. 205 Mhz will be at 35 MHz in the base band and 235 MHz

will be at 5 MHz. The higher frequency we have in base-band, the more effect an error

has since frequency is inversely proportional to time. Therefore, all simulations are made

at 205 MHz.

Both direction and frequency worst-case settings have been verified in simulation.

4.2 Steering & Amplitude

One of the main design criteria is the steering accuracy of the beam. This aspect is

mainly affected by the ability to correctly delay the signal from each antenna element,

i.e., the element-to-element timing error of the system. Sample-to-sample jitter in the

ADC is expected to be less than one ps. The timing error simulations are time consuming,

especially when statistical accuracy is desired. In our case, each simulation consists of

1000 runs with Gaussian distributed timing error. As can be seen in Figure 6, the steering

accuracy easily meets the ± 0.03◦ criteria for timing errors up 200 ps. Instead, the beam-

forming loss criteria of ≤ 0.2 dB sets the maximum allowable distributed timing error to

have a standard deviation of ∼120 ps, set in Table 1.
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Figure 6: Steering accuracy plot for 36-taps optimized filter set. 1000 runs at each timing error

setting on the 12-by-4 test array. Of the tested timing errors, all but the 250 ps setting meet

the required 0.03◦.

Figure 7 shows the relationship between the maximum allowable timing error in the

array that meets the beam-forming loss criteria versus the number of elements in the

array. These simulations were done at the two extreme frequencies of the signal band,

205 MHz and 235 MHz. The results show that for low number of antenna elements in an

array, the allowed timing error is less than for a higher amount of elements. In addition,

the maximum allowed timing error approaches a fixed value when the number of elements

is increased.

This effect arises because of the inherent properties of the effect of a phase error in

beam-forming. When an antenna element in the array is out of phase, the phase error

affects the amplitude of the beam because of the non-ideal summation of the elements

and can be shown to be complex [11]. Assuming a rectangular array with the directions

x and y in the xy-plane, the error in one of the directions can in rectangular notation
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Figure 7: Maximum allowed distributed timing error that meets the -0.2 dB amplitude error

limit as a function of the number of elements in the array. For low number of elements timing

errors have large impact on the beamforming. As the number of elements increase, the maximum

allowed timing error approaches 120 ps. Both extreme frequencies of the signal band, 205 MHz

and 235 MHz, have been tested.

can be written as

ξy =
1

Nx

Nx
∑

nx=1

cos(εnx,ny
) + jsin(εnx,ny

) (1)

where ξy is the error due to summation over the x direction in the array, Nx is the total

number of rows of elements in the x direction, and εnx,ny
is the error for a specific element

in the array as specified by the indexes nx and ny.

Assuming that the phase error over the array has a Gaussian distribution, the imag-

inary part approaches zero as the number of elements in the array increases since the

phase error is centered around zero. The real part does not go to zero, but instead ap-

proaches a limit value with increasing number of elements in the array. This is because

both positive and negative errors in phase will cause the same reduction of amplitude in
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the summation, i.e. the expectation value will not be zero, but a value just below one.

Even though Equation 1 only describes the error in one direction of a rectangular array,

the reasoning holds for both dimensions.

4.3 Beamwidth

The beamwidth simulations were done with σ = 120 ps Gaussian distributed timing

error which proves good enough in respect to the timing error for the timing distribution

system of EISCAT 3D as long as the error is independent, see Figure 8. The beam shape

does not change considerably due to the evenly distributed timing error, but is more

prone to distortion if linear errors are introduced over the array. This stresses the point

that the timing of the S&H circuits over the whole array not only must be accurate, but

any errors must be close to independent.

As seen in Figure 8, the 0.06◦ maximum beamwidth demand is met only for elevations

above ∼20◦. However, this may be remedied by using a different layout of the array to

increase the aperture for low elevations or placing the array on a hillside to achieve the

same effect.

5 Discussion

The LAARSE simulation tool has been a step by step development that started with

the question wether it was possible to create a base-band time-delay digital filter that

could be used for fractional delay beam-steering of a digitally sampled LAAR. While

theory supported the claim, it was necessary to design an actual filter capable of the

task to evaluate the usefulness of the theory, especially since the required band width of

the signal band was desired to be 30 MHz, close to the Nyquist limits at 40 MHz. The

easiest way to verify the filters was found to be to build a complete simulation system

that describes the EISCAT 3D hardware receiver system.

After creating the filter and verifying their functionality in the simulation tool, the

next step was to improve the accuracy of the filters to a usable level for a hardware

implementation. In software, floating point resolution of the filters and large amounts of

processing power allowed long high resolution FIR to be easily designed and used with

good results. However, for a real world implementation of a LAAR with thousands of

antenna elements, a hardware solution for the beamforming is necessary. Hardware im-

plementation infer limits in filter length and resolution, and the need to find bit-limited

short FIR-filters with low errors over the whole 30 MHz band drove the development of
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Figure 8: Beamwidth test run for the 12-by-4 test array with 120 ps timing error included.

The 0.06◦ maximum beamwidth demand is met only for elevations above ∼20◦. There are

barely visible peaks that shows the limited but existent effect of a distributed timing error on the

beamwidth.

the simulation tool on to include a bit-limited optimization tool to design filters suit-

able for hardware implementation. The final results were 36-tap long FIR-filters with

the coefficients limited to 18-bits resolution that met all demands of accuracy for the

beamforming.

In addition to the filter design and evaluation, the LAARSE was also used to inves-

tigate the subsequent limitations set by the design targets of the EISCAT 3D LAAR

receiver. The most stringent demand was found to be the inter-element timing over the

array, mostly because of the very low signal levels of the signal inferring a low beamform-

ing loss. Low beamforming loss is desired simply because the better the beamforming

the fewer antenna elements are needed in the array, which translates into lower cost for

both building and operating the array. By adding a distributed timing error over the
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simulations, the maximum allowed distributed timing error was found to be 120 ps.

To put this timing demand into perspective, using thermal expansion theory, a 300 m

long copper cable will change in length corresponding to this time difference with a tem-

perature change of ∼4.2◦. This puts extraordinary demands on the timing distribution

system of the array by itself, and adding in other error sources such as antenna phase

center movement due to weather conditions, one of the most critical design issues of the

whole EISCAT 3D LAAR receiver has been found.

6 Conclusions

This paper has described the evaluation of post-ADC beam-forming through true time-

delay summation for LAARs.

The use of FIR-filter based digital beam-forming in a band-pass sampled system is

found to be feasible for pulses down to 200 ns in length. Optimized FIR-filters with

lengths of 36 taps at 18-bit coefficient resolution perform excellently over the 30 MHz

wide signal band.

The maximum sampling timing error allowed in the array is found to be σ ≤ 120 ps,

even though the minimum fractional delay step necessary for beam-forming is ∼ 13.1 ps,

if the error is close to independent.

The simulation system has provided useful insight on how the EISCAT 3D system

will behave and has thus clarified issues that have large impact on early design choices

for the system. It will be continuously used and developed throughout the design and

operation of EISCAT 3D.
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Reciprocal Operation of Ultrasonic Transducers:

Experimental Results

Johan Borg, Jonny Johansson, Jan van Deventer and Jerker Delsing

Abstract

Ultrasonic transit-time flow-meters estimate fluid or gas flows from the difference in

times of flight of upstream and downstream acoustic pulses. However, any delay differ-

ences arising from sources other than the flow to be measured will cause a troublesome

”zero flow” offset error.

In theory, the transducers used in the measurement system should not influence the

zero flow error, as electroacoustic systems based on piezoelectric transducers have been

shown to be reciprocal (when the media is stationary). However, care is required when

designing the electrical interfaces for the piezoelectric transducers, if reciprocity in the

system is to be utilized.

This work presents technique and measurements that apply reciprocity to an ultra-

sonic transit-time flow-meter. Specialized electrical transducer interfaces with options

to drive the transducers from either low or high impedance sources were used. Com-

bined with a high-impedance receive mode these options made it possible to change the

conditions for reciprocity in the system.

We show reduced delay difference in 9 cases out of 10 when trying to utilize the

reciprocal property compared to when we disregard it in favor for larger excitation energy.

The delay improvements were accompanied by reduced differences between the center

frequencies of the signals from the two paths.

1 Introduction

The common notion of reciprocity is the electromagnetic reciprocity theorem [1] devel-

oped by Henrik Lorentz during the late 19 th century as an extension of the older acoustic

reciprocity formulated by Helmoltz. It applies to generic cases of linear time-invariant

systems, but not without some exceptions, for example the ferromagnetic Faraday effect.

When applied to circuit theory several simplifications can be made. A useful result is

that given the current In
k through voltage source k when the only active voltage source

103
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Figure 1: The flow-meter assembly (principle)

n is driving a voltage V , we have:

I1
2 = I2

1 . (1)

This can be formulated for arbitrary numbers of sources and can, by applying Norton and

Tevenin equivalent circuits, be applied to current sources and ports with impedances.

Piezoelectric resonators are reciprocal in an electrical/mechanical two-port sense [2]

and a cascade of reciprocal networks is also reciprocal. Thus, any system with two

piezoelectric transducers will constitute a reciprocal electrical two-port. An ultrasonic

transit-time flow meter is essentially two piezoelectric transducers in an assembly where

the fluid or gas will flow along the acoustic path between the transducers, either entirely

along the same axis, as shown in Fig. 1, or at some non-normal angle. Reciprocity

will naturally not hold in the case when the media between the transducers have a

velocity component parallel to the acoustic signal, as the effective path for the different

directions will be different, but it is still of considerable interest when trying to mitigate

the measurement error when the flow is zero, the “zero flow” error [3].

In this paper we have studied the measurable level of reciprocity expressed in terms

of delay difference and “zero flow” accuracy, that is, the difference in transmission delay

in both directions through a flow-meter assembly, and the corresponding flow, when the

media is stationary. Using custom built electrical transducer interfaces we show improve-

ments in the zero-flow error in 9 cases out of 10, and considerably reduced sensitivity

to unequal capacitive loading. The presented work is a part of our ongoing research on

integrated electronics for ultrasonic measurement systems [4, 5].

Section 2 presents the measurement system used, with experiments and results in

sections 3 and 4, respectively. Discussion follows in section 5 with conclusions and future

work in section 6.
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2 Experiment setup

Traditional interfaces for piezoelectric transceivers typically apply a voltage pulse with-

out regard to the impedance load on the piezoelectric crystal during transmission [6].

Simulations of this kind of system has failed to show the expected reciprocal behavior

[7]. In many cases, the crystal is significantly loaded either by the output transistor(s)

or through the diodes that protect the receiver until the voltage across the crystal has

stabilized. In contrast, in this paper, we attempt to drive the crystals from circuits de-

signed to apply a current pulse and leave the crystal as lightly loaded as possible. The

generation of short current pulses and the fact that the receive amplifier must be isolated

from high voltages present some practical problems:

• Switching currents of 1 A (or more) fast enough is not trivial.

• The unavoidable series inductance between the driver and the transducer will result

in a voltage drop when the current is switched on. This might force the discharging

transistor to leave the saturation region, with reduced average output impedance

as a result.

• When the current decreases rapidly at the end of the discharge, a high voltage

is generated across the inductance until the stored energy has dissipated. At the

current levels associated with driving the highly capacitive piezoelectric crystals,

even very small inductances can store enough energy to damage an improperly

designed interface.

• The switches used to isolate the receiver must withstand moderately high volt-

ages and still have a low enough product of on resistance and parallel capacitance.

Otherwise the variations in the R-C time constant caused by the voltage and tem-

perature dependence of the on resistance of the switch may degrade the delay

stability significantly. For the same reason, the amplifier must have a high and/or

very stable bandwidth.

The minimum practical length (about 2 cm) of 0.635 mm pitch flat-cable (one pair)

was used to connect the transducer and the interface, in order to minimize the series

inductance. An ASIC from an earlier project is used as a very fast high-voltage transistor

with an integrated driver [4]. The output transistor can withstand supply voltages of

up to 40 V and the saturation current is 2 A. However, because it is only capable of

sinking, not sourcing, the piezoelectric crystal was first charged through an analog switch

and then discharged through the ASIC after a long enough delay to allow all acoustic
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Figure 2: Simplified schematic of the transducer interface

excitation from the charging stage to die out. The interface also contained a National

Semiconductors LMH6702 current feedback OP-AMP used to amplify the signal and to

drive the 50 Ω output load. The switches in an Analog Devices ADG1213 are used to

charge the crystal before the discharge and to isolate the amplifier during the discharge

as shown in Fig. 2. PZ1 refers to the piezoelectric crystal in the transducer.

We distinguish between two modes of operation:

• The “Current mode” where the driving transistor is switched directly to and from

operation in the saturation region, defined by vPZ = vDS > vGS − Vt, where it acts

as a current source in parallel with a moderately large resistor. In this application

vGS − Vt is about 2.9 V, which means the transistor must be turned off before the

load has been discharged to this voltage. A discharge time of 20 ns was chosen for

our application. See Fig. 3, the solid line.

• The “Voltage mode” where the driving transistor acts like a current source during

the first part of the discharge, but stays on much longer allowing the voltage to

drop below 2.9 V where the transistor starts acting like a small resistor instead.

Fig. 3, dashed line.

It should be noted that the current mode not only utilizes the reciprocal properties,

but also keeps the piezoelectric crystals operating in the parallel resonant mode during

both the transmit and the receive phase, while the voltage mode drivers pulls the crystal

towards series resonance during transmission, as the electrical terminals of the crystal

are almost shorted.
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Figure 3: Ideal discharge curves

Table 1: Mismatch for different transducer combinations

Current mode Voltage mode Improvement

conf. ∆tx (ns) ∆tz (ns) freq. (Hz) ∆tx (ns) ∆tz (ns) freq. (Hz) xcorr zero crossing

3-4 -0.615 -0.563 226.4 4.341 1.959 -1356 7.05 3.48

3-1 -0.377 -0.129 426.6 -3.089 -1.878 2092 8.20 14.5

3-2 0.283 1.127 238.1 1.400 -0.993 109.8 4.94 0.88

1-2 0.317 0.390 31.03 3.409 2.731 -1386 10.7 7.01

1-4 1.579 1.321 -446.6 5.460 3.418 -3196 3.46 2.59

The measurement setup was originally designed for mass flow measurements and is

described in detail in [8]. It consists of two density probe ultrasonic transducers mounted
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in a custom assembly as schematically shown in Fig. 1. A measurement is initiated

by sending a trig pulse to the interface electronics of both transducers simultaneously,

initiating the discharge of energy stored in the piezoelectric crystals in the transducers.

This will produce acoustic waves that travels to the opposite transducers where they are

converted to electrical signals suitable for digitalization and further processing.

For this study, four new transducers were manufactured from 2 pairs of PZ-27 crystals

with a diameter of 16 mm and a thickness of 0.96 mm. The resonant frequencies before

transducer assembly were 2190 kHz and 2210 kHz, respectively for the pairs. The ca-

pacitance of the crystals measured well below the resonant frequency is about 3 nF. The

transducers include a 50 mm length of polyetheretherketone (PEEK) polymer in front

of the piezoelectric crystals in order to make the transducers usable in future density

measurement applications. The backing consists of 9 mm of epoxy loaded with tungsten

particles. This thickness was selected to make it possible to minimize the length of the

electrical connections to the piezoelectric crystals while keeping any echo from the other

side of the backing from interfering with the echos from the two reference surfaces.

3 Measurements

The outputs from the two transducers were connected to two channels of a TektronixTM

TDS7254 digital storage oscilloscope, used with a sampling frequency of 5 GHz and set

to average 64 waveforms before the data was transferred to a PC. MatlabTM was used

for all digital signal processing.

Different delays in the isolating switches, amplifiers, connecting cables, etc, were

canceled by performing all measurements twice and physically swapping the connections

between the interfacing electronics and the transducers back and forth, as the purpose

of the experiments was to measure the effects related to the transducers and of how they

are driven.

The arrival time difference was calculated using two methods commonly used in the

intended application: the delay associated with the highest cross correlation between the

signals (∆tx) and the difference between the times of the zero crossing before the largest

peak of each signal (∆tz). As seen in the results section, these methods do not, in general,

give the same result in the presence of a frequency difference between the signals.

Two different experiments were performed to evaluate the use of “current mode” vs

“voltage mode”:

• The effects of different mismatch between the transducers were measured by mount-

ing different combinations of our 4 transducers in the mass flow measuring assembly,



4. Results 109

whereafter the difference in arrival time of the signals from the two transducers was

measured.

• Measurements were performed with a capacitive load placed across the electrical

terminals of one of the transducers, in order to simulate the effects of severe mis-

match between the transducers. These measurements can also be used to estimate

how stable the capacitive loading of the transducers must be to avoid degrading

the delay matching.

All experiments performed for this paper used stationary tap water in the mass flow

meter assembly.

4 Results

Table I shows the results when different combinations of transducers were used. “Im-

provement” is the absolute value of the delay difference in voltage mode divided by the

corresponding delay difference measured when using current mode. “Frequency” shows

the differences between the center frequencies of the received signals from the two trans-

ducers. In this flow-meter a delay difference of 1 ns corresponds to a flow of about

0.15 l/min.

Fig. 4 shows the results of loading the transducers with different capacitive loads,

negative values on the x-axis corresponds to loads at transducer A and positive values

correspond to loads at transducer B. Fig. 5 shows the corresponding differences between

the center frequencies of the signals from the two transducers.

The slopes of the curves were estimated by fitting lines with the least squares method.

The calculated delay sensitivities are 6.1 ps/pF and 5.9 ps/pF in current mode and

34 ps/pF and 21 ps/pF in voltage mode for the values calculated using cross correlation

and zero crossing, respectively. The corresponding values for the frequency sensitivities

are 0.23 Hz/pF and 9.9 Hz/pF, for current and voltage mode.

An estimate of the measurement stability was made through a series of measurements

on a specific combination of transducers without additional loading, performed during the

course of the main experiments. The data from these measurements provide estimated

standard deviations of 0.18 ns and 0.3 ns, for the values calculated using cross correlation

and zero crossing, respectively.
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Figure 4: Delay difference as a function of capacitive loading

5 Discussion

We see a clear improvement in delay matching both when artificially loading a transducer

(up to 7.5 times) and for most combinations of transducers (up to 14.5 times). It is

interesting to note that the difference in frequency of the received pulses is reduced

even more than the delay difference, 42 times compared to 5.5 times for our tests with

artificially created mismatches.

However, the remaining delay difference measured when current mode was used is

larger than expected.

We have identified a number of possible error sources:

• Different capacitive loading during transmission and reception, caused by the volt-

age dependent capacitance of the discharging transistor and the added capacitance

when the receiving amplifier is connected. However, these capacitances are in the

order of 10 pF, which should have negligible effects according to our experiments

with asymmetric capacitive loading, even if the transducers are severely unmatched
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(for example, 100 pF loading at 6% thickness mismatch).

• The finite output impedance of the discharging transistor which according to IC-

simulations will be a few hundred ohms during discharge. It may be argued that

this is a poor current source, but one should remember that this impedance is only

present for 1/25 th of the the oscillation period of the crystal. This makes the

effective loading impedance several thousand ohms.

• The discharging transistor may leave saturation during some part of the discharge,

either the start when any series inductances will interfere with the sudden switching

of currents, or at the end, due to resistive voltage drops combined with the lower

voltage over the transducer.

• The significantly larger improvements seen in the frequency difference versus the

improvement of delay mismatch can possibly indicate a problem with the time of

discharge rather than the reciprocal operation.
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6 Conclusions and future work

One way to utilize the reciprocal properties of an ultrasonic transit-time flow-meter sys-

tem is to preserve high impedance across the transducer terminals in both transmit and

receive phases. Experimental results show clear improvements in both transit time sta-

bility and frequency stability when current mode excitation is used, compared to voltage

mode excitation. The transit time delay difference, and thus the zero-flow, is reduced for

9 test cases out of 10. For artificially created transducer mismatch the frequency stability

improved a factor 42.

The findings will be used in the implementation of on-chip electronics for ultrasound

systems. A more flexible driver with programmable current rise and fall times, as well as

a high performance amplifier will be investigated. Isolation switches with on-resistance

stabilization could be used to improve long-term stability, as could bandwidth stabiliza-

tion of the amplifier.
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Optimization of the design of an integrated

ultrasonic preamplifier

Johan Borg, Jonny Johansson

Abstract

Traditionally BJT or BiCMOS amplifiers have been used to achieve equivalent input

noise densities of 1 nV/
√
Hz or less, as desirable in some ultrasonic applications. Due

to an increasing demand on increased integration it can be necessary to implement the

amplifier in a CMOS process. As part of this design process we applied the particle

swarm optimization to the problem of optimizing an amplifier specifically for operation

in the 2-4 MHz frequency band. We present measurements on the manufactured circuit

with performance comparable to the best available BJT-based amplifiers available today.

1 Introduction

The use of optimization techniques in IC design is nothing new, but the performance of

the commonly used gradient-based optimization algorithms (e.g Levenberg-Marquardt

or sequential quadratic programming) of a goal function does not work very well when

the required derivatives are evaluated numerically from a ”noisy” goal function. This is

typically the case when the goal-function is based on the output from a circuit simulator,

due to the limited numerical accuracy achieved when solving the large equation systems

resulting when even quite small circuits are simulated. For small and well-behaved circuits

gradient-based optimization methods can still be useful, but considerable fine-tuning

of the parameters of the optimization algorithm may be required in order to ensure

convergence.

This work presents the results of particle swarm optimization [1] applied to the prob-

lem of designing an area-constrained and power constrained CMOS integrated low noise

preamplifier. As the amplifier was intended to be used with 2-4 MHz piezoelectric trans-

ducers, the gain, phase and noise optimization was performed only in that frequency

band.
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2 Particle swarm optimization

In it’s basic form an optimum is approximated by a set of ”particles”, each representing

a point in the space where the goal function is defined. The procedure is carried out in

iterations (or epochs), where the positions of all particles are updated according to their

velocities. The velocities are calculated as the sum of the old velocity times an ”inertia

constant” and the distances to the positions of the best known solutions, both for the

individual particle and for all particles, multiplied by scaling (”acceleration”) constants

and a random number with an uniform distribution between 0 and 1. There exist several

more or less specialized variations beyond the scope of this paper [2].

The choice of applying particle swarm optimization was based on the general nature

of the algorithm. Any problem that can be described as a goal-function of any number

of variables can be implemented with a limited number of parameters to be fine-tuned in

order to get reasonable performance. Because each iteration of the algorithm calculates

the goal function once for each particle before updating the particle positions, it is possible

to calculate all goal functions in parallel, if desired. In our case this property was used

for reducing the overhead when initializing the simulator, as all the simulations required

for one iteration of the optimization could be grouped together.

For this paper we used the PSOt[3] MatlabTM implementation (common inertia) with

a population of 50, an acceleration constant of 1.5 and an inertial weight 0.6 ramping

down to 0.4 over 40 epocs.

3 Amplifier design

A design based on a two-stage shunt-series MOSFET based amplifier as shown in Fig.1

was selected as a test circuit. Since white noise dominates over the 1/f noise in the

relevant frequency range, an N-mos input stage was chosen for the design, as the same

transconductance, and thus noise, can be realized with a smaller transistor [4], with the

additional benefit of lower input capacitance and thus better high-frequency performance.

In this test the voltage levels Vb2 and Vb3 are generated using current mirrors from

external reference currents. Vb1 and Vb4 are generated using external voltage dividers.

The DC-level of the input is set using an external low-frequency feedback loop forcing

the output voltage to some preset level, typically 0.25 V. The resistors Rs, Rf and Rc

are implemented on-chip using poly-silicon resistors. The capacitor Cc and additional

decoupling capacitors (not shown in the schematic) for the supply voltage and the refer-

ence voltages were implemented using double-poly on-chip capacitors. The resistor Rl is
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Figure 1: Schematic of the circuit used

an external resistor (typically 100 Ohm, i.e. a 50 Ohm resistor driving a 50 Ohm coaxial

cable). This resistor can alternatively be omitted for applications where this circuit is

driving a high-impedance input, with some reduction in power consumption.

The following goal function E, to be minimized, was selected:

E = max
dφo

dω
∗W1 +

√

∑

φo(ωk)2 ∗W2+

(φo(ωu) − φm) ∗W3 +N(ωk) ∗W4 +
W5

Ae
+

W6

ωu
+ (Ac − Ar) ∗W7 + S ∗W8 (1)

where

• Wn represent weights for each part

• φo the open loop phase (the derivative of which is included in order to enforce a

monotonically decreasing open-loop phase)

• ωk test frequencies (2 and 4 MHz) at which the phase and amplitude characteristics

were evaluated

• ωu represents the frequency at which the loop gain is one, assuming a closed loop

gain of Ar
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Figure 2: The manufactured chip

• φm is the desired phase margin

• N(ωk) the equivalent input voltage noise

• Ae the mean excess gain at the frequencies ωk

• Ac the closed loop gain at the selected frequencies

• Ar the requested closed loop gain.

• S represents an approximation of the area required to implement the circuit.

It should be noted that the optimization generally did not reach the same ”optimum”

each time, which obviously means that the program failed to find a global optimum. We

still found it useful for improving the circuit, even if each solution represented a different

trade-off between the different parts of the goal-function.

A set of different trade-offs was generated by running the program several times with

the weights W=[1e6 1e-8 s−1 1e-2 s 1e9
√
Hz/V 1e2 1e7 Hz 1 5e6 m−2] and Itot=10 mA,

a voltage Vo=0.25 V over the resistor Ro, a desired gain of 20 and a phase margin of

70 degrees with a source resistance of 100 Ohm. From this set the design with the

component parameters shown in Fig.1 was chosen.
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This specific design was implemented using an AMS analog 0.35um CMOS process

and manufactured (Fig. 2) as part of an MPW through Europractice. The area required

was 0.05 mm2 excluding bond pads.

4 Results

The manufactured chip was evaluated using a R&STM ZVR vector network analyzer for

gain, impedance and delay measurements. A TektronixTM TDS7254 oscilloscope was

used for sampling the output signal resulting from presenting the input with different

impedances. The equivalent input voltage and current noise sources are assumed to be

uncorrelated. Only two chips have been evaluated so far.

With the exception of the noise performance data, which should be considered prelim-

inary as no error analysis has yet been performed, enough averaging was applied to keep

the measurement uncertainty below the guaranteed performance of the vector network

analyzer, 0.2 dB amplitude and 1 degree phase accuracy.

As shown in Fig.3 both the simulated and measured input noise levels are around

1 nV/
√
Hz at 4 MHz. The difference between simulated and measured performance is

somewhat larger than expected, but can be attributed to sources unaccounted for in the

simulations, such as gate, bulk and interconnect resistances.

Fig.4 shows the simulated equivalent input current noise. We have not been able

to measure a current noise level significantly different from the estimated measurement

uncertainty (≈1pA/
√
Hz). This is not too surprising with the moderate input impedance

and the very low expected noise level.

The difference between simulated and measured voltage gain (Fig.5) can probably be

attributed to limited accuracy in the models used in the generation of small poly-silicon

resistors, as used for the source and feedback resistances, in combination with ground

bond-wire resistance, as the difference between the gain of two chips picked at random

is small. The measured gain can also be claimed to be reasonably flat, although not as

flat as in the simulations.

The input impedance (Fig.6) remains very high for all frequencies of interest. While

the higher measured than simulated impedance is curious, it may partially be explained

by the lower gain of the manufactured chips.

The amplifier does not remain stable for all possible input impedances at all frequen-

cies, but is unconditionally stable for all frequencies of interest to us, as indicated by

the input reflection coefficient (Fig.7, a input reflection coefficient larger than one corre-

sponds to a negative input resistance). While the use of conditionally stable amplifiers is
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common practice in RF design, designing the amplifier to be unconditionally stable would

have simplified it’s use. The performance penalty of enforcing unconditional stability has

not yet been determined. While the simulated and measured reflection coefficients differ

considerably, it is interesting to note that the frequency from which instability is possible

(i.e. where the reflection coefficient exceeds 1) and the peak reflection coefficient levels

are very similar.

The output impedance (Fig.8) remains low enough for purposes such as driving a

coaxial cable through a 50 Ohm resistor with low return loss.

As shown in Table 1, from a low-power, low-noise amplifier perspective the present

design compares well with commercial integrated amplifiers. It should however be re-

membered that those amplifiers posses several qualities not characterized (and expected

to be inferior in this work), such as low-frequency noise, linearity, output level, bandwidth

and the general versatility of operational amplifiers.
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Table 1: Low noise amplifier solutions

Part Equivalent input Equivalent input Power consumption

voltage noise current noise Power consumption

# (nV/
√
Hz) (pA/

√
Hz) (mW )

MAX4106 0.75 2.5 150

LMH6624 0.92 2.3 60

AD797 0.9 2.0 246

LT1028 0.85 1.0 228
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5 Conclusions

We applied PSO to the problem of optimizing a low-noise amplifier for 2-4 MHz ultrasonic

applications. While the convergence of the optimization is slow and tends to be towards

local optimums, the stochastic nature of the optimization means that different, locally

optimal solutions are found by running the optimizer several times. We thus found the

method to be an improvement over the very tedious manual optimization otherwise re-

quired. It would be interesting to try to solve the same problem using other optimization

methods.

The final design achieves similar noise performance as available commercial solutions,

with a factor 30% reduction in power consumption compared to best known commercially

available alternative (BJT-based), despite using a CMOS process, at the cost of higher

specialization.
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An ultrasonic transducer interface IC with

integrated push-pull 40 Vpp, 400 mA current

output, 8-bit DAC and integrated HV multiplexer

Johan Borg and Jonny Johansson

Abstract

We present an ultrasonic transducer interface IC that includes an 8-bit, 40 Vpp,

400 mA current output DAC for arbitrary waveform transducer excitation and a ±25 V

analog multiplexer. The IC was fabricated using a 0.35 µm, 50 V CMOS process.

The design eliminates the need for an external power amplifier as the piezoelectric

transducer is driven directly from a segmented push-pull current output DAC, which

simplifies the overall system design. This approach has the advantage of simple and rapid

glitch-free power-up/down, which is especially important in integrated high-output-power

drivers.

The DAC has been evaluated when operating at a 150 MHz sampling rate with a

±400 mA output current and a 50 Ω load. Measured performance includes 37 dB SNDR

and 46 dB SFDR at 10 MHz output frequency.

By implementing an additional reference DAC and extending the receiver isolation

switch into an analog multiplexer, we enable on-line calibration for the purpose of re-

ducing the driver and receiver signal path uncertainty. Measurements show a greater

than 10-fold improvement in delay uncertainty to approximately 20 ps for temperature

variations of 0 to 70 degrees Celsius.

1 Introduction

Ultrasound is well established as a technique in a wide variety of noninvasive mate-

rial evaluation techniques used industrially to measure flows, material compositions and

material flaws. Medical applications of ultrasound are mainly concerned with imaging

internal organs and distinguishing between different types of soft tissue with high spatial

resolution. Almost all ultrasound devices are based on either piezoelectric or electrostatic

transducers, which convert an electrical pulse (the excitation) into an acoustic wave and
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then back into an electrical signal after the wave has interacted with the sample of in-

terest.

An ultrasonic measurement application typically uses 1-2 channels, in contrast to the

10’s to 100’s of transducers used in imaging applications, and is concerned with bulk prop-

erties rather than the location of features. In measurement applications, an ultrasonic

pulse with a central frequency in the range of 500 kHz to 50 MHz and a pulse length

in the range of 0.1-10 µs is applied to the material of interest (a solid, liquid, or less

commonly, a gas). As the acoustic wave propagates through (or is scattered by) the ma-

terial, information about the material can be obtained from the amplitude, delay, doppler

shifts, and speed of sound, as well as the frequency dependence of these characteristics.

In addition, non-linear acoustics within the material may also be observed.

Traditionally, discrete transducer excitation and receiver circuits have provided suf-

ficient performance for measurement applications, and integrated solutions have mainly

focused on reduction of size and power consumption [1, 2]. However, as the techniques

used for ultrasound measurement are refined, the possibilities available with integrated

solutions for excitation and reception are becoming more important. These features

include predictable transfer function, interfaces that present a stable impedance to the

transducer, and low spurious transducer excitation. Additionally, the possibility to gener-

ate arbitrary excitation waveforms allows the dynamic range requirements on the receiver

to be relaxed by optimizing the frequency contents of the transmitted signal, avoiding

excitation of unwanted resonant modes of the transducer.

This paper presents an integrated ultrasonic transducer interface circuit that provides

two functions to an ultrasonic measurement system: a high-voltage arbitrary waveform

transducer driver, and high-voltage switches for isolating off-chip LNAs from the high

voltages present at the transducer during excitation. The work, to our knowledge, repre-

sents the first published integrated arbitrary excitation waveform ultrasonic transducer

interface.

The target applications require low driver and receiver path delay uncertainty. In

this work this is achieved by driving the output directly from a fast, high output voltage,

high output current, DAC. This eliminates the need for a power amplifier and allows two

DACs implemented on the same die to achieve a high degree of delay matching, This,

in turn, makes it possible to perform on-line delay characterization using the second

auxiliary DAC as a reference. Fig. 1 gives an overview of the chip functionality in a

possible measurement system.

We present measured performance data for the 150 MHz, 40 Vpp segmented current

source DAC, as well as on the delay matching between two such converters. Similarly
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Figure 1: A possible ultrasonic measurement system built around the device presented in this

work. A transducer T is connected to the output Iout driven by the integrated 40 Vpp 400 mA

current output DAC. This node is also connected to one of the inputs X. The received signal is

routed through a high voltage switch (SHV 1) and a 4:2 analog multiplexer to one of the of the

off-chip LNAs. The signal path can be calibrated by performing measurements on an external

reference impedance Zr using DACaux and one of the other inputs X. An FPGA or a digital

ASIC will handle the data D and clock CLK to the driver DAC as well as an ADC digitizing the

received signal. The chip does not include the DC-DC converter for generating the excitation

voltage, and the floating 3.3 V supplies for floating logic are generated using external shunt

regulators Dz.

the performance and matching of the implemented analog switches has been evaluated.

We also present the intended calibration scheme used for minimizing measurement un-

certainty degradation.

Section II of this paper presents the target specifications. In section III we expand

on the calibration of the device, followed by implementation details in section IV. Mea-

surement results from both the DAC and analog switches are presented in section V,

including matching between channels implemented on the same die. A brief comparison

to other work is given in section VI, and section VII summarizes the conclusions of this

work.
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2 Specifications

In order to enable flow-meter applications where the reciprocal property of the measure-

ment cell is utilized, the interface should present the transducer with the same impedance

during reception and transmission [3, 4, 5]. With a high output impedance driver a high

input impedance receiver can be used. Thus, a higher on-resistance can be tolerated for

the HV isolation switches, saving area and reducing the parasitic capacitance. Based

on this, a segmented current source topology was selected as it provides a high output

impedance, as compared to alternative solutions such as an R-2R DAC. Additionally,

in the chosen topology any glitches produced when the current sources switch has little

impact on distortion [6].

The higher the resolution of the DAC, the more accurately the excitation waveform

can be tuned. Thus, for this work we explored the resolution limits achievable with a high

speed, high voltage, high output current DAC. The output capacitance of the current

source transistors can limit the achievable high-frequency distortion performance of a

segmented current source DAC [7]. Initial simulations showed that no more than 8-bit

resolution could be motivated, based on the limited linearity achievable when using the

high-voltage transistors available in the chosen process.

As the intention with this work was to produce a generic interface device, we elected

to specify and evaluate the device in terms of driving capability, rather than with an

electrical model[8, 9] of one specific type of transducer. The target output current of the

driver was about 600 mA, sufficient for driving low-impedance transducers such as the

Panametrics V3456, a popular choice at our department, to 40 Vpp. In order to provide

some margin for process variations and model inaccuracies the output current of the

simulated design was increased by 33 % and set to 800 mA.

The received signal passes through one high voltage switch and one low-voltage switch

in the multiplexer (Fig. 1). The sum of these on-resistances should be smaller than the

real part of the impedance of the transducer in order to minimize the thermal noise

contribution. The driver was designed targeting transducer impedances as low as 33 Ω.

Thus, the target on-resistances for the receiver isolation switches and the switches of the

low-voltage multiplexer were set to 20 Ω and 4 Ω, respectively.

The target performance of the device is summarized in table 1.
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Table 1: Summary of target performance.

DAC:

Resolution 8-bits

Output current ± 600 mA

Output voltage swing 40 Vpp

Sample frequency 200 MHz

Analog multiplexer:

On resistance (HV) 20 Ω

On resistance (LV) 4 Ω

3 Calibration

As temperature and supply voltage changes, so will the clock to output delay of the DAC

and the transfer function of the receiver isolation switches and the external LNA. In

applications where the delay stability is critical, such as transit-time flow meters, mea-

surement accuracy can be improved by compensating for these variations. The measured

voltage over a reference impedance, observed through the whole receiver signal path when

a test current waveform is generated by the DAC, can be used to characterize the com-

bined effects of driver and receiver imperfections, and thus also to compensate for these

effects.

One way to perform this measurement is to disconnect the transducer and connect

a reference impedance in its place. This would require switches, either solid state or

mechanical. While the former consume excessive amounts of chip area, the later are

relatively large and slow. We have instead elected to implement a second auxiliary

driver DAC and extra receiver isolation switches. The reference impedance can then

be permanently connected to this extra input/output node, eliminating the need for

switches. This arrangement relies on a high degree of matching between the main and

the auxiliary channels. In this work this is achieved by implementing the main and the

auxiliary drivers as DACs directly driving the outputs, using shared clock signals and

bias voltages.
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Figure 2: Block diagram of the proposed IC. D7..D0 are data inputs, CLK is the sample clock.

Iout and Iaux are the main and auxiliary outputs, respectively. The low voltage multiplexer is

isolated from the high voltages present at the inputs X during transmission by the high voltage

switches SHV . O are outputs to externally connected LNAs.

4 Implementation

Fig. 2 presents a block diagram illustrating the basic building blocks of the presented

IC. All functions except the data for the DACs are controlled through an on-chip shift

register. This register controls for example power down of the level shifters and the

DACs as well as all individual control signals for the analog switches. Details on the

implementation of different blocks are given in the following subsections.

4.1 HV-DAC

The circuit drives the output directly from a DAC with a high output current and a large

output voltage swing. The selected solution eliminates the need for an intermediate power

amplifier stage between the DAC and the output. This reduces the clock to output delay
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Figure 3: The architecture of the sink portion of the main DAC. All the logic shown here

operates from a 3.3 V supply with ground at -25 V. The data signals D4..D2 and D7..D5 are

decoded to 8 level thermometer code for the rows (Ry) and the columns (Cx) of the main decoder

matrix (R1 and C1 are always active). The output from the row thermometer decoder (R1..8)

and the outputs from each row of the main decoder matrix (Qx,y) were scrambled. This greatly

simplifies routing compared to arbitrary switch scrambling, but still achieves good tolerance to

transistor parameter gradients. All the output nodes (Iout) are connected, as are all the source

nodes (Vs).

and, much more importantly, reduces the delay variations between DACs on the same

die which is critical when attempting to calibrate the driver against the on-chip auxiliary

driver.

Bipolar output current was implemented using one sink (NMOS) and one source

(PMOS) DAC per output. These operate from -25 V and +25 V supplies, respectively.

The DACs use a segmentation of 63 unary current sources controlled using a 6-bit ther-

mometer code, and two binary weighted LSB at 1/2 and 1/4 of the unary current source

size. Fig. 3 shows the architecture of the sink DAC, the source DAC was implemented

using essentially the same structure. The sink and source unary current sources as used

for the thermometer coded 6 MSB is shown in Fig. 4. The buffers are powered from the
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Figure 4: Unary current sources of the sink and source DACs, binary weighted 2 LSB not shown.

VBP and VBN are the bias voltages that set the output current. The input signals VDP1..63 and

VDN1..63 for the floating buffers are generated by the decoder matrix shown in Fig. 3.

floating 3.3 V supplies and are essential in achieving high switching speed. The struc-

ture of the auxiliary driver is identical except it only contains 15 unary current sources,

implementing 1/4 of the output current capability at a 6-bit resolution.

One advantage of a segmented current source DAC is that glitches generated when the

output word changes mainly contribute to the linear (gain) error and do not significantly

affect linearity because the number of switching current sources depends directly on the

change in the input data [6]. This is especially important in a design in which the RF

characteristic of the switch transistors is not fully specified and large process variations

are expected, because these factors make it very difficult to achieve glitch-free switching

or even to reliably estimate the glitch magnitude from simulations.

The main disadvantage of the selected approach is the distortion generated as the

output impedance of the DAC changes as a function of the number of active current

sources [10]. While using differential DACs with one output terminated to a supply

can offer advantages in terms of speed [11], the marginal improvements observed in

simulations did not justify the additional area and circuit complexity.

Some care is neccecary when powering the device up or down, in order to ensure that

no significant spurious output current pulses are generated. One option would be to use

the sink DAC for input words “below zero” and vice versa for the source DAC (in a



4. Implementation 137

“Class-B” fashion). Using this approach, no current flows through the DACs when the

code corresponding to zero total output current is used, and no special power-up/down

handling is necessary. Unfortunately, any mismatch in average gain between the DACs

results in severe INL degradation.

Another option is to use the DACs in anti-phase (more similar to “class-A” amplifier

operation) where the upper DAC provides a current 1− I and the lower DAC provides I

(normalized to full-scale output current). Here, a gain mismatch does not affect linearity,

but a (normalized) current of 0.5 flows through each DAC when the net output current

is zero. Thus, the DACs need to be powered down when not in use. As both the sink

and the source current are generated directly by DACs, it is simple to perform a gentle

transition between zero and 0.5 (normalized) “bias” current, minimizing the spectral

contents of the glitch generated due to any mismatch between the DACs. This latter

“class-A” mode of operation was used in all the chip measurements presented below.

To achieve fast switching, to avoid having to level-shift the decoded data, and to

enable synchronization of the data before driving the unit current sources, floating 3.3 V

logic was used. This includes thermometer decoding, synchronization latches, and gate-

drivers; all of which operate from 3.3 V supplies at +25 V and -25 V. Because the

average supply current of the floating logic is extremely low, off-chip shunt regulators in

combination with moderately large decoupling capacitors are sufficient to generate these

supplies.

Gate oxide thickness/dopant concentration gradients and other effects tend to mod-

ulate the current of the unary current sources that form MSBs of the DAC as a function

of position. If these current sources are switched on with a strong correlation between

position and input value, the linearity of the DAC will degrade [12]. A number of so-

lutions to this problem have been proposed and implemented [13, 14, 15]. Whereas the

earliest methods used the simple solution of separate shuffling of the rows and columns

of the DAC, better results can generally be achieved by scrambling the source positions

in a more arbitrary manner at the cost of much higher routing and/or decoding logic

complexity. As a compromise, a sequence was chosen in which the elements on each row,

and then the rows themselves are shuffled, but the set of elements present in each row

remain fixed (Fig. 3). This allows row-column decoding to be used (placed outside the

array of switches), and only requires at most 8 signals (in the case of a 6-bit unary DAC)

to change positions at any one point.
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4.2 Level shifters

The use of floating logic makes it is necessary to level shift the sample clock, data and

some control signals up or down to each DAC. As the current through the DAC can change

by as much as 400 mA in a few nanoseconds, the high-voltage supplies are expected

to be very noisy. Thus, good power supply noise tolerance was deemed critical when

implementing the level-shift circuits.

Common level shift circuits (Fig. 5) often use one or more current source(s) con-

trolled by the signal to be level-shifted, with resistors, (zener-) diodes, cross-connected

MOSFETs, or current mirrors as loads [16]. Four-phase circuits have also been reported

in which each phase discharges the next [17], as well as capacitive level-shifters [18].

The main advantage of circuits (B) and (C) in Fig. 5 is the reduced or eliminated

static power dissipation with a minimal sacrifice in terms of speed. However, for our

application in which the power consumption of the level-shifters is of little interest, the

simplicity and small area of circuit (A) were deemed preferable for level-shifting data-

bits and control signals. Capacitive level-shifting as shown in Fig. 5(D) was rejected

because any power supply noise is added directly to the control signal, which yields poor

high-frequency noise tolerance.

In contrast to the data signals, which only need to meet setup and hold times of the

buffers following the level-shifters, the clock signal is very sensitive to jitter which can

cause the performance of the DAC to deteriorate. For this work we have evaluated the

merits of using balanced level shifters. The circuit in Fig. 6(E) uses a fixed mid-level

current at one input and applies the clock signal at the other input, whereas (F) applies

a differential clock signal at both inputs. The signal s is used to power down the level

shifters, as a significant current would otherwise be drawn from the floating supply even

when the DAC is inactive. The bias currents that determine the output signal level are

set using a current mirror driven by a resistor of the same type as used for the load.

Fig. 7 shows simulation results for power supply noise tolerance of these circuits, and

of the circuit in Fig. 5(A). The circuits were evaluated in terms of (RMS) rising/falling

edge jitter, with a 1 V amplitude sine wave disturbance added to the HV supply. The

circuit in Fig. 5(A) was scaled to the same power consumption and HV transistor size as

the other two circuits. Because of an error in an earlier version of this data, circuit (E)

was thought to be superior at the time of tape-out and was used on the chip presented

in this work.

By driving both the main and the auxiliary DACs from the same clock level shifters

any slow delay variations affect the main DAC and the auxiliary DAC equally, and can

thus be mitigated completely as outlined in the Section III.
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Figure 5: Common level shift circuits, (A) is used in this work to level shift data and control

signals. The value of the bias resistor Rb is selected to yield a 3.3 V drop over the load resistor

Ro. Additional capacitance (Ct) was added to the output node in order to reduce bandwidth and

improve high frequency PSRR.
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Figure 6: Level shift circuits with improved noise tolerance, (E) was used in this work for

level-shifting clock signals.
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Figure 7: Simulated RMS clock jitter as a function of frequency of the sinusoidal disturbance

(1V amplitude) added to the HV supply.
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Figure 8: 50 V switch circuit (A), low voltage switch circuit (B). Two low-voltage switches

(node D) are connected to each high-voltage switch output (node C), forming the multiplexer.

Control signals S1..S3 are activated by sinking or sourcing the appropriate amount of current.

In order to achieve full supply voltage tolerance this current is buffered using a HV current

mirror at the appropriate HV supply. S4, S5 and Sx are controlled by logic level signals directly.

Almost identical circuits were used to level-shift the signals down to the -25 V supply

rail. All level shifted signals were buffered using inverters and latches operating at the

3.3 V supply floating at the respective rail.

4.3 Analog switches

The analog switches used to disconnect the signal routing and receiver circuitry from the

excitation signal were implemented using “thick” gate oxide HV NMOS transistors sized

for a total on-resistance of approximately 20 Ω. The floating gate drive voltage (≈ 15 V)

was generated directly as the voltage drop over a resistor (Fig. 8(A)).

Although high-voltage analog switch drivers without static power consumption have

been published [19, 20], the increased complexity of these drivers could not be justified

in this design. Instead, fairly large (800 kΩ) resistor loads implemented using high-

resistivity poly-silicon allowed us to achieve static power consumption from the 50 V

supply of 20 µA (1 mW), which is significantly lower than the power that either an

off-chip low noise amplifier or an off-chip ADC is expected to consume.

Discharging S1 and S2 to negative supply when the HV switch is off avoids the dis-

tortion and charge injection into the substrate which would occur if this node was left to
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be discharged by the input signal (through the parasitic diode of transistor M1). Dis-

charging S2 also improves the isolation of the switch because junction capacitances drop

with increased reverse bias. For example, simulations with a 10 MHz input signal and a

1 MΩ load show an attenuation of only 5 dB with all transistors off but the intermediate

node floating at analog ground; an attenuation of 13 dB occurs when the node has been

discharged to -25 V, and an attenuation of 54 dB occurs when M3 and M4 are conduct-

ing. The same simulation indicates on and off capacitances (as seen from one side of the

switch) of about 5 pF each. The circuit generating the current through the gate biasing

resistor was designed to be slow (τr,τf ≈2µ) to minimize the high-frequency content of

any glitches generated by the switches.

The expected on-time of the switches is in the range 10 µs-1 ms. As a result, dynamic

biasing of the low-voltage switches can be used (Fig. 8(B)). In this circuit, the gate of the

switch transistor (floating 3.3 V NMOS) is charged from the analog 3.3 V supply with its

bulk connection connected to ground; both the gate and the bulk are then disconnected

from the supply and ground, respectively. This improves linearity and reduces on-state

capacitance to ground.

Each HV switch is connected to a pair of low-voltage switches that are connected to

form a 4x2 multiplexer. An auxiliary transistor (M5 of Fig. 8(A)) is used to ground

the intermediate node between the high- and low-voltage switches when neither of the

low-voltage switches are on.

The intended switching order for the control signals of the analog switches is shown

in Fig. 9. First the shorting of the nodes S1 and S2 to the negative supply is disabled by

discontinuing the sourcing of current into node S3. Current is then sourced into S1 and

sunk from S2 at tA to turn the HV switch on. The gate of the low voltage switch is charged

at time tB. The gate and bulk drivers for the low voltage transistor remains active while

the switch is off, but are disabled after the gate has been charged, as discussed above.

Once both switches are on, the transistor grounding the node that connects the low and

the high voltage switches is disabled using Sx at tC . The shorting of this node to ground

not only improves isolation, but also minimizes charge injection to the transducer and

ensures that it is charged to a suitable DC level for the LNA.

5 Results

The chip was manufactured using an AMS 50 V, 0.35 µm, CMOS process. A photo of

the chip outlining the main parts of the design is shown in Fig. 10.

The measurements of the chip have two main purposes: first, to evaluate the chip with
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Figure 9: The intended switching order for the the control signals of the analog switches shown

in Fig. 8.

regard to the specific targets set for this design, such as current output capacity, timing

and amplitude stability, and switch isolation; and second, to evaluate the performance

of the chip in standard DAC terms such as INL, SFDR and SNDR.

The three main blocks of the chip are the HV-DAC, the level-shifters, and the analog

switches. As the level-shifters are completely integrated in the design, separate measure-

ments were not possible. Thus, measurement data are presented below for the HV-DAC

and the analog switches, with a summary in table 2.

5.1 HV-DAC

The INL of the DAC was measured with four different load impedances (Fig. 11). For

each load the bias current was adjusted to give a full-scale output voltage swing of 40 V.

Note the sharp transition from the central region where non-linearity is mainly due to

finite current source output impedance to the region where the output impedance of

every active switch starts dropping as the cascode transistor approaches linear (ohmic)

operation.

Fig. 12 shows the current per current source estimated from the data presented in

Fig. 11. In contrast to a DAC operating in “class-B” mode, the contributions of the sink
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Figure 10: Photograph of the chip presented in this paper. 1: NMOS current sources; 2: 50 V

NMOS cascodes and gate drivers; 3: PMOS cascodes and gate drivers; 4: PMOS current

sources; 5: level-shifters/thermometer decoding/MOSFET drivers; 6: auxiliary 4+2 DAC; 7:

1x 50 V NMOS analog switch; 8: 3x 3.3 V NMOS analog switch; total chip size is 3.7x2.2 mm.

and source current sources to the output current cannot be separated for this “class-A”

mode DAC. However, the deviations from the ideal output current will in practice be

dominated by the current sources with the smaller voltage drop. This representation

shows the effects of operating too close to the supplies and demonstrates the relationship

between output current and required headroom. It is also interesting to note that the

linear trend in the middle portion of the curves corresponds directly to the finite output-

impedance of the current sources of the DAC, and to the quadratic trends seen in Fig.

11.

The results in Fig. 11 and Fig. 12 indicate a maximum usable output current for

a swing of 40 Vpp of about 6.5 mA per unary source, which yields a total of ±410 mA

from 63 sink and 63 source unary current sources; the effect of the 2 binary weighted

LSBs is ignored. Compared to simulations performed using a typical mean setting, this

corresponds to an almost two-fold lower output current capability of the manufactured

circuit.On the other hand, a worst-case simulation indicates an output current capability

in the order of 660 mA. Part of the remaining discrepancy with measured results can be

attributed to a documented model inaccuracy for the high voltage transistors. In addition
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40 Vpp.
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Figure 13: SNDR, 40Vpp full scale with a 50 Ω load.

to a direct effect on the output current the inaccuracy also makes the simulation under-

estimate the output resistance of the HV current sources. This leads to over-estimation

of the INL in the simulation, which to some extent masks the effects of dropping output

current at high output voltage swing.

High-frequency performance was evaluated in terms of SNDR and two-tone SFDR as

shown in Fig. 13 and Fig. 14. The measurements were performed with a 150 MHz sample

rate, a 50 Ω load and biasing selected to yield a 40 Vpp full scale output voltage swing.

As both linearity and noise degrade sharply as the signal frequency reaches 40 MHz,

operation at higher output frequencies should be limited to applications that tolerate

excitation waveform distortion and uncertainties.

Band limited pulses selected to resemble waveforms used in practical ultrasonic mea-

surement applications (Fig. 15) were used to evaluate amplitude stability and delay

matching between the main and auxiliary DAC on the same die. As illustrated by Fig.

16, the delay changes up to 250 ps over the range 0-70◦ C, but the difference between

the two DACs remains below 21 ps. Similarly, but much less dramatically, the output

amplitude varies with temperature by about 3%, and the two outputs are within about

1.5% of each other.
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Figure 16: DAC output delay variations and differences between main and auxiliary DACs on

the same chip.

5.2 Analog switches

As shown in Fig. 17, the off isolation of both the 50 V NMOS and the regular 3.3 V

NMOS switches is fairly good at low frequencies, but degrades as the frequency increases.

However, the attenuation of the series combination of both switches remains high over the

measured frequency range. The measured on-resistance is 26 Ω for the series combination

of one HV and one LV switch, which agrees well with the simulations. Only the combined

capacitance of the DAC output and one switch was available for direct measurement,

yielding about 36 pF. This compares favorably to the corresponding simulated total

capacitance of 44 pF, where 5 pF stems from the HV switch and the remaining 39 pF is

the output capacitance of the DAC.

The temperature stability and the matching over temperature of the channels of the

multiplexer were measured over the 0..70◦C range. This measurement was performed

with an off-chip high-input impedance buffer connected to the output of the multiplexer.
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Figure 17: Switch attenuation, 50 Ω load.

The buffer presents the output of the multiplexer with a load of 10 kΩ in parallel with a

capacitance of about 2 pF. As seen in Fig. 18, the phase delay of a single switch varies

significantly as the temperature changes, but the matching between channels is very

good, with less than 3 ps of difference as the frequency ranges from 5 to 40 MHz, which

is an improvement by a factor 30 on average. Moreover, the matching is approximately 6

times better than the already highly acceptable matching of the DACs; thus, we conclude

that the on-chip multiplexer can be used for signal routing when calibrating the system.

The amount of time the low-voltage switches can remain on is limited by the time

it takes for the gate charge to leak out. As this leakage depends on temperature, the

maximum on-time depends on the operating temperature. For example, the measured

maximum on-time at room temperature is 0.4 s, and it drops rapidly to about 15 ms at

100 ◦C.
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Figure 18: Phase delay variation over temperature, and its difference between two channels of

the analog multiplexer, at 9 MHz.

6 Comparison to other work

The presented chip incorporates a fast high voltage DAC and high voltage isolation

switches. Although we have found no devices with the same functionality available for

direct comparison, the performance of the main blocks can be compared to relevant parts

of other published works.

The speed of the presented DAC is limited by the performance of the high voltage

transistors available in this process. Thus, it is hardly surprising that a regular differ-

ential segmented current output DAC implemented using 0.35 µm CMOS such as [6] is

significantly faster and achieve higher output impedance per current source, as required

for high linearity. The presented DAC is however considerably faster than any previously

published high-voltage DAC known to the authors: In [21] a 0-40 V “11/12-bit” R-2R

DAC is reported. This design exhibits a conversion time of 4 µs. The much higher output

voltage (300 V) DAC of [22] similarly exhibits an output settling time constant in the

order of 2.5 µs. In comparison, our work achieves a settling time constant of about 2.2 ns

and a sample rate of 150 MHz. We attribute this improvement to the use of floating
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Table 2: Summary of measured performance.

DAC:

Output current ± 400 mA

Output voltage swing 40 Vpp

Sample frequency 150 MHz

Settling time constant 2.2 ns

SFDR 46 dBFS @ 10 MHz

SNDR 37 dB @ 10 MHz

Delay matching 12 ps

Analog multiplexer:

On resistance 26 Ω

Isolation 90 dB @ 10 MHz

Phase delay matching 3 ps

3.3 V supplies used for buffering the control signals for the current sources. This allows

significantly faster charging and discharging of the large gate capacitances than would

be realistic when driving the high-voltage transistors directly from the level-shifters.

The high voltage isolation switches implemented in this work are similar to the

switches presented in [20], where a 32x32 array of high voltage switches without static

power dissipation achieves an isolation at 4 MHz of ≈40 dB, or 53 dB with a transistor

shorting the output to ground active. This should be compared to better than 70 dB for

our high voltage switches and better than 85 dB for the whole LV-HV switch combination

used in this work.

7 Conclusions

We have presented an ultrasonic transducer interface IC for high performance ultrasonic

measurement applications. The device has an integrated 8-bit, 40 Vpp, ±400 mA current

output DAC for arbitrary waveform transducer excitation. The IC also hosts a ±25 V
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analog multiplexer that allow receiver isolation during transmission as well as inject-

ing auxiliary signals into the receiver chain for calibration purposes. This multiplexer

together with an auxiliary on-chip DAC, allows the device to be calibrated for clock-

to-output delay and receiver phase delay variations, both in single and multi-channel

systems.

These results show that integrating a complete high voltage arbitrary waveform ul-

trasonic transducer interface IC is both feasible and practically achievable. With a size

of 3.7x2.2 mm, the chip also offers a clear size reduction over traditional discrete designs.
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Abstract

Charge transfer inefficiency in a CCD can arise due to either incomplete transfer of

free charge or trapping of charge.

In this paper we present a method for separating these effects when evaluating man-

ufactured four-phase CCDs. We show that under some assumptions on how untrapped

charge is distributed between adjacent charge packages, measurements performed at two

different frequencies with a 1:5 ratio can be sufficient to separate the effects of trapping

and incomplete transfer of free charge for the lower frequency.

As an intermediate step relevant for long CCDs with high CTI and non-linear total

delayed charge, we propose a method for separating the single-transfer transfer func-

tion from measured data based on fitting a parametric model for charge transfer to the

measured data.

A CCD manufactured using a 0.18 µm PINNED photo diode CMOS process from

UMC was used to demonstrate the method. As expected, the voltage applied to a “field

plate” gate covering all the normal gates affected the incomplete transfer of free charge

much more than it influences the amount of trapping.

1 Introduction

Charge coupled devices (CCDs) are semiconductor devices where electrical charge is

transported between physical locations on, or slightly below, the surface of the semicon-

ductor material. This ability to transfer charge has been applied both for implementing

image sensors [1], for digital memory devices [2], and for implementing analog delay ele-

ments [3],[4]. Of significant importance to all applications is the extent to which charge

remains behind when a charge packet is moved, i.e., the charge transfer inefficiency (CTI)

[5]. This inefficiency can stem both from charge trapping in or at the surface of the semi-

conductor, and from incomplete transfer of the free charge due to high clock frequency

or potential well irregularities.

157



158 Paper F

When evaluating experimental CCDs, and perhaps especially when attempting to

design CCDs using special features of non-CCD processes, it is relevant to be able to tell

which type of inefficiency limits the CTI of a specific device.

In this paper we present a method for separating CTI in four-phase CCDs due to

trapping from the inefficiency stemming from incomplete transfer of free charge. This

method is derived without making any assumptions on the energy level dependence of the

trap density distribution. As an intermediate step, we derive a parametric model used

for extracting the delayed charge per transfer from the measured multi-transfer delayed

charge. This enables the evaluation of CCDs with many gates or with high CTI for which

recursive smearing would otherwise corrupt the measurement.

We also introduce the use of a field-plate above non-overlapping gates. Although the

thickness of the field oxide and thus the high voltages required to affect the device prohibit

its use in most applications, we show that it can be useful as a tool when investigating

experimental devices.

The following section of this paper gives an introduction to the mechanisms behind

CTI. Section 3 presents the method developed for characterization of the CTI. Section 4

gives experimental results, followed by conclusions in Section 5.

2 Charge transfer inefficiency

CTI is undesirable as it results in a low-pass filtering of the signal passing through the

CCD, adds correlated noise, and may cause distortion if the CTI is signal dependent.

The two main causes of CTI are described in the next two subsections.

2.1 Incomplete transfer

When the gate voltages change, the charge is transported between physical locations.

Thus, some finite amount of time is required for all the charge to move to the new

potential energy minimum. Although charge diffusion and drift due to self-induced fields

rapidly transfer the bulk of a charge packet, both of these diminish when the majority

of the charge has been transferred. It is thus desirable to have significant fringing fields

acting on the charges in order to quicken the transfer of the last part of each charge

packet. This problem will of course be exacerbated if there exists additional shallow

potential minima under or between the gates, from which the diffusion rate will be even

lower.
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The lowest fringing field, EF , in a three-phase surface-channel CCD occurs below the

center of the gate, and can be estimated as [6]:

EF = 6.5
dV

L2

[

5xd/L

5xd/L+ 1

]4

, (1)

where d is the oxide thickness, V the voltage difference between adjacent gates, L

the gate length and xd is the depletion depth. Using the relevant values for a 0.18 µm

process, the fringing fields are estimated to 11 kV/m for 1 µm gates and 2.9 kV/m for

2 µm gates, both with 0.3 µm spacing added to the gate lengths. The time it would take

for a free charge to move past one whole gate would then be no longer than:

τt =
L

µEF
. (2)

Again for a 0.18 µm process, and using a typical electron mobility, µn, in a low-doped

substrate of about 1200 cm2/V s, we arrive at values of approximately 970 ps and 6.7 ns

for 1 µm and 2 µm gates, respectively. Using moderately narrow gates should thus enable

the use of very high clock frequencies. Although Eq. 1 was derived for three-phase CCDs,

it should nevertheless also be a reasonable estimate for the field under the adjacent gate

in a four-phase CCD, as was used in this work.

One important possibility that was not investigated in this work is the buried channel

CCD (BCCD); as it remains unclear whether creation of such devices is possible in any

manufacturing process available to us. By moving the channel deeper into the silicon, the

free charges experience larger fringing fields. The bulk trap density is also significantly

lower than the trap density at the Si-SiO2 interface. Thus, it is expected that significantly

higher performance could be achieved if BCCDs can be fabricated in an configuration

otherwise identical.

2.2 Charge trapping

Even in the presence of a strong electric field acting to move charges towards the new

potential-energy minimum, only free charges are affected. Unfortunately, the semicon-

ductor substrate contains “traps” where an otherwise free electron or hole can become

trapped for some time.

Given the trap density per volume, Nt, at some energy level E and a free-charge

density ne, the density of trapped electrons, nt, is given by Reed-Schockley-Hall statistics

[7] as:

dnt

dt
= σnvthne(Nt − nt) − σnvthNce

−E/kTnt (3)
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Here, vth is the thermal velocity of the charges, Nc is the density of states, and σn is

the capture cross-section of the traps at energy level E from the conduction band (for

electrons; the valence band for holes). In the presence of some free charge density n, an

equilibrium will be approached with a time constant of:

τc =
1

vthσnn+ vthσnNce−E/kT
. (4)

The free-charge density per unit volume at the surface can be calculated as n =
q

kT
EsNf [7], where Es is the electric field normal to the surface and Nf is the charge

density per area. If we assume an electron capture cross section of 10−15 cm2, based on

the lowest values reported elsewhere [8, 9], an even charge distribution below the entire

area of a gate and a gate-oxide as described for the 0.18 µm process used for the evaluated

devices, we find that even at just ≈1 % of the full well capacity the time constant to reach

the trapping equilibrium is only ≈ 2.4 ns. It is thus a very reasonable approximation

to assume that the trapping reaches equilibrium before the charge is transferred again

at the next clock phase when operating at the clock frequencies considered in this paper

(1 MHz-5 MHz).

As all traps with untrapping frequencies significantly lower than their trapping fre-

quencies will be filled, the amount of charge in these traps will vary only slightly with

the size of charge packets [7]. Conversely, charges trapped in faster traps are expected to

be rapidly released and rejoin their original charge packets. Variable amounts of trapped

charge are instead explained by the fact that the volume occupied by the charge packet

will depend on the size of the charge packet [10] and by variable trapping between the

gates. Additionally, a larger charge packet will take longer to transfer [7], changing the

time required for the well to be emptied to a level where untrapping becomes significant.

3 Method

3.1 Overview

The method proposed in this paper can be divided into three different steps:

1. The amount of charge stored (trapped or delayed due to incomplete transfer of free

charge) by the CCD as a function of charge-packet size is characterized. The purpose

of this measurement is to provide the charge storage nonlinearity as required in the

next stage, and it should thus be performed with sufficiently small charge-packet size

increments to capture all relevant stored charge nonlinearity between the charge levels

used in Step 2, below. This measurement can be performed by applying a step at the
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input of the CCD. The difference in stored charge (for the whole device) is then available

directly as the charge deficit from the rising edge as seen at the output of the device.

2. To isolate the charge transfer inefficiency behavior of a single stage, as opposed

to that for a series of successive transfers, a parametric model (derived in Section 3.2

below) is used. In this model, we parametrize the CCD in terms of the single-stage

charge-delay function, R(n). This represents the normalized sum of untrapping and

incomplete transfer of free charge, as a function of the number of clock cycles (n) since

charge last resided in a specific volume. From a measured falling edge step response

and the measured total trapped and delayed charge from step 1, R(n) can be found by

minimizing the error between the measured and modeled step response using numerical

optimization.

3. Finally, as we show in Section 3.3 below, the charge released to the packet directly

after a large packet corresponds directly, or quite well (depending on the assumptions

used), to the charge released to the second to sixth packet after the large packet when the

clock frequency is increased by a factor of five. Thus, measuring and extracting R1(n)

and R5(n) at clock frequencies of f and 5f , respectively, enables us to isolate the CTI

due to untrapping in R1(1) as
∑6

n=2R5(n)) and the incomplete transfer of free charge as

R1(1) − ∑6
n=2R5(n)).

The two later steps of the method are explained in greater detail in the following two

subsections.

3.2 Determining the delayed charge per transfer

As discussed in Step 2 of section 3.1 above, we sought to determine the single-stage

charge-delay function R(n) as an intermediate step before separating it into trapping

and incomplete-transfer terms (Step 3).

As a means for estimating R(n), we propose a model to calculate the charge-packet

sizes as the packets move through the CCD from input to output:

Q(k, n) =

Qm
∫

Q(k,n)

Qt(q)R(n− tn(q, k, n)) dq −
Q(k,n)
∫

0

Qt(q)

n−tn(q,k,n−1)−1
∑

j=1

R(j) dq +Q(k − 1, n− 1) (5)

tn(q, k, n) =

{

n if q < Q(k, n)

tn(q, k, n− 1) otherwise
(6)

Here, k is the index of a storage position, n is the clock cycle and Q(k, n) is a mea-

sure of the charge stored at each position. Qt(q) is the normalized amount of trapped
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and incompletely transferred charge per free charge in the charge packet as character-

ized in Step 1 in Section 3.1 above. While both incomplete transfer and untrapping

contribute to R(1), the latter elements contain only untrapping (for increasingly large

delays). tn(q, k, n) is the time elapsed since the traps at level q were filled.

The first term on the right hand side directly describes the untrapping of charge

from traps outside the volume occupied by the current charge packet. The second term

accounts for the charge required to fill the traps where the current packet resides, as these

traps were emptied during earlier clock cycles. The last term is the charge transferred

from the previous storage location.

If the amount of charge decreases from packet to packet, as would be the case when

the amount of input charge per packet drops after a period of steady-state operation, the

second term of Eq. 5 disappears, and Eqs. 5 and 6 can be simplified to:

Q(k, n) =
inf
∑

j=1

R(j)

∫ Q(k,n−j)

Q(k,n−j+1)

Qt(q)dq +Q(k − 1, n− 1). (7)

Note, however, that Q(k, n) is one of the limits of the integral (when j = 1), complicating

the solution. Further simplifications under the assumption that Qt(q) = 1 yields

Q(k, n) =
1

1 +R(1)

(

Q(k − 1, n− 1) +
inf
∑

j=1

(R(j) − R(j + 1))Q(k, n− j)

)

. (8)

This representation, however, was not suitable for the devices evaluated for this work

because the stored-charge function was quite non-linear around some operating points.

After performing a falling edge step-response measurement, R(n) can be extracted

by minimizing the difference between the measured data and the step response modeled

using Eq. 7 or Eq. 8.

3.3 Separating the effects of trapping and incomplete transfer

The incomplete transfer of a single stage, R(n), is composed by two terms, untrapping and

incomplete transfer of free charge. Incomplete transfer of free charge can only manifest

itself as a fraction of charge left in the previous position from the packet that just left that

position, i.e., the amount of charge left by incomplete transfer is only quantified in R(1),

with no effect on the later terms R(n>1). Untrapping, in contrast, is a time-dependent

process that may release charge into packets that arrive more than one clock cycle after

the original larger packet. Thus, depending on the untrapping time of traps at particular

energy levels, they can also contribute to later positions of R(n). Thus, R(1) consists
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of the sum of both (moderately fast) untrapping and incomplete transfer of free charge,

while higher positions consist solely of (slower) untrapping.

Although it has been suggested that trapping and incomplete transfer of free charge

can be distinguished using pulse-train measurements at different frequencies, that method

assumes that neither trap density nor trap-capture cross-section vary with energy level

[11]. To overcome these limitations, we propose the following method:

In this work, we consider four-phase CCDs with one gate out of four active at a time.

We assume that charges untrapped at a currently active gate, or under the gates adjacent

to an active gate join the packet of free charges under this same gate. In the following, we

also assume that charge untrapped below a gate between two active gates remain at this

position and later add to the next packet. Thus, charge untrapped during the first clock

phase after a packet leaves a specific position will rejoin that packet. Untrapping from

the same position during the following four clock phases will add to R(1). Thereafter,

four clock phases will untrap to R(2), and so on.

Trapped charge will untrap as a function of time and is essentially independent of the

clock frequency. Thus, charge released to a single charge packet at a lower frequency will

correspond to the charge released to several charge packets when the CCD is operated at

a higher frequency. More specifically, if one compares the untrapping at two frequencies

f and 5f (Fig. 1), one finds that the charge that would rejoin the original charge packet

at f will add to the next charge packet at 5f . Released charge that would end up in the

subsequent packet (R1(1)) at f ends up in charge packets R5(2..6) at 5f .

Thus, the untrapping portion of R1(1) is equal to
∑6

n=2R5(n), and we can also

separate the incomplete transfer of free charge portion of R1(1) as R1(1) −
∑6

n=2R5(n).

A similar reasoning can be applied under the assumption that charge released at the

gate in the middle between two active gates is equally divided to both sides. For this case,

the correspondence is only approximate, and leads to an untrapping portion of R1(1) of

2R5(2) +
∑6

j=3R5(j).

4 Experimental results

The method presented in this paper was developed for the evaluation of a CCD manu-

factured using “extra” layers available in the PINNED photo diode option of a 0.18 µm

CMOS image sensor process from UMC. A test chip was designed with a number of CCD

structures. An evaluation of the measurements on one of these structures is presented

below as proof of concept.

The evaluated CCD has a total of 528 active gates (132 stages) plus one input and
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Figure 2: Falling-edge step response to a 6.25 % step in input charge, 6.25 % base level,

5 MHz clock frequency.

one output gate. It was operated in the “dynamic-injection” [12] mode, with a DC

bias applied to the input gate and the input signal applied directly to the input diode.

The output was buffered using a two-stage source follower, and linearized off-line using

separate calibration measurements.

The whole active area of the CCD is covered by a “field plate”, a continuous sheet of

metal 1 connected directly to an external pin for biasing. This extra gate (albeit a with

very thick gate oxide) allowed us to modify the potential at the semiconductor surface

also between the normal gates of the CCD. Herein, we present data for two different field

plate potentials, Vfp -40 V and Vfp = 0 V .

We elected to evaluate the device performance at 1 MHz, with input bias levels (the

lower level of the step in the step response measurement) at 6.25 %, 12.5 %, 25 %, 37.5 %

and 50 % of the full CCD capacity. The input signal was chosen to correspond to a charge

step of 6.25 % down to the bias level. In accordance with the method presented above,

measurements performed at 5 MHz were also required to allow the separation of the

effects of trapping and incomplete transfer of free charge.

As an example, the output signal (after correlated double sampling, linearization and
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Figure 3: Single-stage charge-delay function (R(n)) as calculated from the data in Fig. 2

offset removal) from a measurement performed at 5 MHz at the 6.25 % level is shown

in Fig. 2. Very different step responses are evident at a field-plate bias (Vfp) of -40 V

compared to those at Vfp = 0 V . The corresponding single-stage charge-delay function

R(n), extracted as described in Section 3.2, is shown in Fig. 3. Here, we see that while

the R(1) values are significantly different, the other values are nearly identical. This

was as expected because only R(1) is affected by the degree to which the device exhibits

incomplete transfer of free charge, which in turn should be the factor most affected by

the voltage applied to the field-plate.

From these and similar measurements performed at 1 MHz and at various input-bias

levels the incomplete transfer of free charge and the effects of trapping were calculated,

with results shown in Figs. 4 and 5, respectively. The error bars shown in both figures

indicate the 3σ limits. We see here that applying a field-plate voltage of -40 V significantly

reduced the incomplete transfer of free charge whereas the change in trapping was much

less dramatic. Our interpretation is that the device evaluated here suffers from fixed

charge (electrons) between the gates, causing bumps in the channel between the gates.

A negative field-plate voltage compensates for these and thus reduces the incomplete

transfer significantly.
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Figure 4: Incomplete transfer (1 stage) of free charge at a clock frequency of 1 MHz as calcu-

lated from a series of measurements on the test device.
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Figure 5: Incomplete transfer (one stage) due to trapping at a clock frequency of 1 MHz as

calculated from a series of measurements on the test device.
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One major difficulty in evaluating this device was the interaction between the amount

of charge being transported through the CCD and the clock signal to which the input

signal level was referenced. With moderate driver impedances, this caused significant

feedback that interfered with Step 2 of the method. Thus, we strongly suggest using

fill-and-spill [12] or some input method using feedback [13] when designing CCD test

devices, or at least driving the first clock gate(s) from separate clock drivers.

5 Conclusions and future work

Here, we present and demonstrate a method for distinguishing between the effects of

trapping and incomplete transfer of free charge in a CCD. For the device studied in this

work, the results show quite clearly that the CTI is dominated by the latter effect. We

also found that a voltage applied to a “field plate” overlying the entire structure can

mitigate some of the effects of fixed charge between the gates.

Although these results are encouraging, we recognize that further validation of the

method would be relevant, especially with devices where trapping dominates.
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