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Abstract

In this paper we investigate the influence of buffer management for
TCP on performance of the High Speed Downlink Channel (HS-DSCH)
introduced in WCDMA release 5. HS-DSCH is a shared channel, but user
data is buffered individually prior to the wireless link. Three queue man-
agement principles, e.g., passive queuing, the Packet Discard Prevention
Counter (PDPC) method and the Random Early Detection (RED) algo-
rithm were evaluated for a number of buffer sizes and scenarios. Also, a
buffer large enough to prevent packets from being lost was included for
reference.

For round robin (RR) scheduling of radio-blocks, PDPC and the pas-
sive approach, that both manage to keep the buffer short, gave the best
system goodput as well as the shortest average transfer times together
with the excessively large buffer. With signal-to-interference ratio (SIR)
scheduling, the strategy to avoid all packet losses, resulted in a lower
system goodput than for the short buffers.

As illustrated in this article, peak transfer rates may not be achieved
with very small buffers, but buffers of 10-15 IP packets seem to represent
a good trade-off between transfer rates, delay and system goodput. We
would like to investigate how to make use of system parameters such
as the current amount of data offered for HS-DSCH in total to regulate
individual buffer sizes.

1 Introduction

On the Internet, buffering is usually performed on a per-link basis, except when
it comes to wireless cellular systems, where per-user queuing is common practice.
Previous studies of buffer management over wireless cellular systems focus on
dedicated channel types [17], [5].

In this paper we study how appropriate buffer management can improve
performance of HS-DSCH, which is a shared channel, when transfers are made
using TCP as transport protocol. TCP connections in the slow start phase,
alternate between sending data and waiting for acknowledgments. Improved
link utilization may therefore be achieved through time division. With the



increased amount of data services being offered over wireless cellular networks, it
is probable that the shared channel concept will become increasingly important.

In low load situations buffer management for HS-DSCH primarily targets
user experience in terms of transfer rates. When the traffic load increases buffer
management can help to ensure that the resources are being spent wisely, since
it interacts with the TCP congestion and avoidance mechanism.

One of the key issues is that we do not want to transfer stale data or multiple
copies of the same data over the link. It is therefore likely that the queue
should be kept small to prevent data from aging in the queue and unnecessarily
triggering timeouts. Meanwhile, we want to minimize the number of packets
that have to be dropped in order to keep the buffer size small. We also want to
enable high transfer rates and ensure that data is available to be transferred.

We will now present the main features of HSDPA and relate them to TCP
and current buffer management principles. We also expand on the different
aspects of buffering and previous work before presenting the results from a
simulation study of queue management for HS-DSCH.

1.1 Radio resource management

HS-DSCH is primarily shared in the time domain, but also through code divi-
sion. It supports theoretical peak data rates in the order of 14 Mbps. There
are basically three techniques that enable these increased data rates; fast link
adaptation, fast hybrid ARQ and fast scheduling. These techniques all rely on
a rapid adaptation of the transmission parameters to the instantaneous channel
conditions.

In addition to increased data rates compared to earlier versions of shared
channels in WCDMA, lower delays can be achieved. Users are scheduled on a
2 ms basis, which is the length of the transmission time interval (TTI).

Enabling high link utilization and ensuring low delays are examples of re-
quirements that may be counterproductive, therefore one of the purposes of our
evaluation is to determine which factors that must be considered when perform-
ing buffering for HS-DSCH and what the trade-offs are. The scheduler is central
to this problem, since it largely determines how resources are distributed and
thus the available bit rate from a user perspective.

In our evaluation we use two different types of schedulers. The signal-to-
interference ratio (SIR) scheduler chooses the next data receiver based on who
has the most favorable signal conditions. The round robin (RR) scheduler,
attempts to distribute the time slots fairly by assigning a slot to each active
user in turn. The SIR and the RR scheduler represent two extremes from a
time fairness perspective, that are often used as reference points as in [10].
Most schedulers are hybrids of SIR and RR scheduling, hence any conclusions
drawn may apply to algorithms that combine their characteristics.

The scheduling algorithm controls access to the channel, while the bottleneck
buffer strategy influences the amount of data for a given user that is available
to the scheduler. TCP regulates its send rate by interpreting congestion signals
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in the form of lost packets and by the use of a timer1. The buffer strategy
interacts with these mechanisms through its drop pattern and the delay that it
induces. Choosing the appropriate buffer strategy is thus important to ensure
high channel utilization and acceptable transfer rates.

1.2 Buffer management

The three main considerations in buffer management are; to decide on an ap-
propriate buffer size, a suitable algorithm that determines when a packet needs
to be dropped and a dropping policy. We will begin by introducing the buffer
management algorithms.

1.2.1 Passive Queuing

The traditional approach to buffering is to set an absolute limit on the amount
of data that can be buffered. Packets are then dropped when the buffer capacity
is exhausted. This strategy is known as passive queue management.

1.2.2 Random Early Detection (RED) gateways

RED gateways belong to the class of active queue management principles and is
currently the recommended strategy for use on the Internet [3]. It is primarily
intended for a scenario where multiple flows traverse the same queue, therefore
a probabilistic approach to dropping was taken in order to avoid biases and
global synchronization.

The original algorithm compares the average queue size against one lower
threshold, t min, below which no packets are dropped, and a upper threshold,
t max, above which all packets are dropped. The drop probability at t max is
p max. In between the thresholds, the exact dropping probability depends on
the average queue size, avg, and the number of packets that have arrived since
the last packet was dropped, count. To separate the packet drops in the time
domain, the packet dropping probability based solely on the average queue size,

pb =
max p(avg − t min)

(t max− t min)
, (1)

is adjusted by
pa =

pb

1− count ∗ pb
, (2)

yielding the final dropping probability pa.
In [17] the advantages and disadvantages of basing decisions on the average

queue size were discussed in relation to the outgoing link capacity. The larger
the link bandwidth, the less importance each additional packet has in terms of
delay in the buffer and a slower reaction to changes in the queue size can be
tolerated. However, wireless links can have relatively low bandwidths compared

1The network buffers can also set a bit in the IP header to signal congestion, which is
referred to as Explicit Congestion Notification (ECN).
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to wired links, which means that each packet can add substantial delay and slow
down loss recovery.

We argue that whether to base decisions on the average queue size or not, also
depends on the number of flows being handled. In the simple case when there
is only one flow, it is possible to detect when over buffering with knowledge of
the transport protocol and the current buffer level for a given bandwidth*delay
product. Essentially a packet should be dropped as soon as the lower threshold
is exceeded to get a prompt send rate reduction in slow start. Thereafter equally
spaced drops are preferable for the probing behavior of TCP.

With RED the likelihood of losing a packet is high close to the upper thresh-
old, but rather low close to the lower threshold. Increasing the dropping prob-
ability will only marginally increase the likelihood of dropping a packet at the
right moment, while also increasing the risk of loosing multiple packets from the
same TCP window. Figure 1 illustrates this relation. Dropping more than one
packet from a TCP window complicates loss recovery [6].

0

0.2

0.4

0.6

0.8

1

0 5 10 15 20

D
ro

pp
in

g 
pr

ob
ab

ili
ty

Queue size in number of IP packets

 

=tmin =3*tmin =4*tmin

100% 3*tmin
100% 4*tmin
10% 3*tmin
10% 4*tmin

Figure 1: RED dropping probabilities with different maximum drop proba-
bilities and relations between the lower and the upper thresholds. The lower
threshold is here set to 5 IP packets.

A change has later been made to the RED algorithm [7] in order to decrease
the sensitivity to the parameter settings. Instead of dropping all packets when
the average queue size exceeds t max, the dropping probability is slowly in-
creased from max p to 1 between t max and 2 ∗ t max. An evaluation of this
modified algorithm is to be found in [15].
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1.2.3 Packet Discard Prevention Counter (PDPC)

In [17], it was shown that the Packet Discard Prevention Counter (PDPC)
method outperforms RED gateways [8] and passive queuing schemes for TCP
over dedicated 3G channels. PDPC takes advantage of there being only one or
a few flows sharing the buffer immediately in front of the 3G link and considers
the congestion control and avoidance mechanisms of TCP. In addition to low
statistical multiplexing, it was assumed that the wireless hop is limiting the
transfer rate when designing PDPC, which simplifies the configuration of the
buffer parameters.

Assuming that the buffer is dedicated to one user, a deterministic approach
that does not require more knowledge than RED can be used, without risking
biases against certain connections and global synchronization. PDPC utilizes
a counter to inflict packet drops regularly when the instantenous queue size is
larger than the lower threshold, t min. In [16] t min is set to the estimated pipe
capacity, the counter, n, which largely determines the spacing between packet
drops to 2 ∗ t min and the upper threshold above which all packets are dropped
to 4∗t min. Figure 2 illustrates the relations between the dropping probabilities
and the threshold values for the discussed buffer principles.
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Figure 2: A graphical comparison of the three queuing principles with the drop-
ping probability on the y-axis. The proportions in this figure are not exact.

For HS-DSCH, it is not necessarily the wireless hop that dominates the pipe
capacity as was the assumption for the 3G links in the previous studies [17], [5].
The actual radio link round trip time is short and the available bit rate can vary
substantially, which means that other guidelines for how to set t min has to be
applied.

1.2.4 Dropping Policies

Data may be dropped from the tail or the front of the queue. A packet may
also be randomly selected for dropping. Randomly selecting a packet is foremost
an interesting approach when the buffer contains packets from several transfers
and users. In such a case we want to distribute the packet losses among the
flows and primarily drop packets belonging to flows that occupy a large share of
the buffer, without having to keep track of individual flows. Since each buffer
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is dedicated to one user in the case of HS-DSCH we will not consider random
dropping further.

In [19], the drop-from-front scheme was shown to give a shorter average
queuing delay than drop-from-tail for passive buffering. The decrease in delay
is roughly proportional to the fraction of packets dropped, since dropping from
the front decreases the service time.

Another motivation for the use of drop-from-front is that the fast retransmit
mechanism of TCP can be exploited to convey the congestion signal faster to
the sender as proposed in [11], which for instance can help to avoid a large slow
start overshoot. A large buffer overflow in slow start has been shown to be a
problem in low statistical multiplexing environments [9].

Finally, if the passive buffer only keeps data for one transfer the drop-from-
front approach ensures that there are always enough segments to trigger a fast
retransmit following the dropped segment (assuming that the buffer can hold
at least three segments).

Although we have discussed the dropping policies from the perspective of
passive queue management, most buffer management algorithms can be arbi-
trarily combined with a drop policy. In this study we consider passive buffering
with a drop-from-tail scheme (DT), passive buffering where packets are dropped
from the front (DF), RED with drop-from-front (RED) and finally PDPC with
drop-from-front (PDPC). Buffer sizes are measured in IP packets. The nota-
tion “DT 4”, translates to a passive queue management algorithm with packets
being dropped from the tail and room for at most 4 IP packets.

2 Evaluation

We use simulations to illustrate the effects of buffer management over a shared
channel. The data has been obtained through simulations using the Network
Simulator version 2.27 (ns-2) [12]. For the simulations the PDPC algorithm was
implemented according to the state chart in [17] and the model of HS-DSCH,
first used in [2], was extended by wrap-around for interference calculations and
moving users. See [1] for an explanation of wrap-around for moving users.
The transport protocol is TCP SACK, as implemented in the ns-2 module tcp-
sack1. The connection set-up, but not the tear-down was simulated. Based on
the Ethernet MTU of 1500 bytes, the TCP segment size was set to 1460 bytes.

2.1 Individual buffers

Our initial scenario was chosen to illustrate the behavioral differences of RED,
PDPC and passive queuing and is similar to the scenario investigated in [16].

2.1.1 Simulation model

The network topology is shown in Figure 3. Instead of a 3G link, we use a
wired link with a corresponding fixed delay and bandwidth. The purpose is to
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Figure 3: The network topology for the simulations of the dedicated channel.
The bandwidth of the first link is over provisioned.

Parameter Setting Explanation
thresh t min Size of the passive buffers.
maxtresh 4*t min Distance between t max and t min.
drop front true Drop packets from the front.
mean pktsize 1500 The size of our TCP segments.
q weight 1 Base decision on the instantaneous queue

size.
linterm 10 Drop every 10th packet at t max.
gentle true Slow increase of loss rate after t max.

This is the default value.
limit 8*t min Absolute maximum size of the buffer.

Table 1: Configuration of RED parameters.

illustrate the behavior of the queue management principles when the buffer is
dedicated to one flow. Knowledge of the general characteristics, such as the
variations in queue length and drop patterns, is to support our evaluation of
the buffer management strategies for HS-DSCH.

The buffer size is given in IP packets and the maximum queue length for
the passive buffer scheme corresponds to t min in the active queue management
algorithms. Both RED and PDPC were set to drop packets from the front. The
relation between t min and other parameters in PDPC follows the description
in Section 1.2.3.

RED is the most complex algorithm of those investigated and it includes a
random element. The configuration of the RED parameters are accounted for
in Table 1. For comparison purposes the distance between the two thresholds,
t min and t max, and the maximum dropping probability have the same settings
as in [17]. Each TCP transfer was 250 kbytes.

2.1.2 Results

The trend for tail drop is that the number of packets lost is increasing with
the queue size up to a buffer capacity of about 40 IP packets, see Figure 4.
The reason is that the slow start overshoot is potentially bigger, the larger the
buffer. At larger buffer sizes the drops occur towards the end of the transfer and
thus fewer segments are dropped. However, dropping segments late is costly,
since a timeout is often necessary to recover, which is reflected by the noticeably
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Figure 4: Number of packets dropped as a function of the buffer size.

increased transfer times in Figure 5(a).
RED drops less packets than drop-tail, but the transfers are not always com-

pleted faster. The reason is that the RED queue reacts much later to congestion
and even if a fast retransmit is made, there are often too many packets ahead
in the queue for the transport layer retransmission to reach the receiver in time
to prevent a timeout. The average queuing delay gives an indication of the
size of the queue that the buffer algorithm operates at. From Figure 5(b) we
conclude that RED results in a larger average queue than the other investigated
strategies.

In terms of both packet losses and transfer times PDPC gives the best per-
formance, closely shadowed by drop-from-front that suffers from a few more
losses when exiting slow start, than PDPC does.

2.1.3 Discussion

RED is difficult to configure. By reducing the distance between the upper and
the lower thresholds, the average queuing delay can be reduced but instead we
increase the risk of dropping closely-spaced packets. Another alternative would
be to disable the algorithm, which allows for a slow decrease of the dropping
probability between t max and 2 ∗ t max. We kept the configuration we had in
this experiment, since our focus is not on optimizing any particular algorithm,
but rather on finding general guidelines that will apply for HSDPA.

We repeated the experiments with a faster outgoing link and different delays.
When the bandwidth is higher and the delays shorter, loss recovery is faster and
thus has less effect on the transfer times as can be expected.
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Figure 5: Buffers dedicated to one user.
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2.2 HSDPA goodput

For a dedicated channel, what primarily determines the performance from a
system perspective is how long the user keeps the channel. The activity de-
gree has an influence on other users, since power is a shared resource and each
transmission also generates interference.

When the channel is shared in time, users compete for time slots. The
amount of double work that is brought about through queue management thus
influence system goodput when resources are scarce. We define useful data as the
data that must reach the receiver for the transfer to be completed. Replicated
application layer data may reach the receiver as a consequence of transport layer
retransmissions.

We evaluate the system performance by studying the system goodput per
second and cell. System goodput is the amount of unique application layer data
that the system has transferred.

2.2.1 Simulation model

The application model determines the results to a large extent. For instance, if
most files are small enough to fit into the buffer, the dropping strategy never
comes into play. In this section the effects of two different file size distributions
are studied. In the first scenario 250 kbytes TCP transfers are being made, in
the second simulation file sizes are drawn from a long-tail distribution where
the majority of the transfers are short.

A fixed number of mobile users are spread out over the simulation area. New
sessions are generated independently of the perceived transfer rates, through a
session generator for which the average waiting time between sessions can be
configured. The waiting time is uniformly distributed. The destination is picked
randomly among the idle users. If there is no idle user, the session is dropped.

The session generator enables comparisons to be made at a reasonably sim-
ilar offered load as opposed to an application model where each user generates
its next session after a waiting time that is initiated when the previous transfer
has been concluded. In the latter case, a higher average transfer rate results in
more transfers being generated. Even with the session generator a system with
low transfer rates has less ability to accept the offered sessions, since all the mo-
bile users may be occupied. System goodput captures the results of the transfer
rates and the degree to which the system performs useful work. Each simula-
tion corresponds to 5 minutes simulated time and each scenario was repeated
ten times.

The cell plan consists of seven cells with omni directional antennas and 500 m
cell radius. Initially the mobile units are spread uniformly in the plane within
a circle enclosing the cell plane. For simplicity a mobile is associated with the
base station to whom it is closest to in distance. A hand-over only results in
one missed transmission opportunity.

The performance is sensitive to radio conditions and positions of the mobile
users. Therefore a mobile unit is given a position, speed and direction for each
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Figure 6: The low speed and mobility model.

new session assigned to it. The speed is taken from a pedestrian and low mobility
speed distribution as shown in Figure 6 and recommended in [14], whereas
any direction is equally likely and positions are chosen as when initializing the
simulation.

The deterministic loss in signal strength due to distance is assumed to be
exponential with a propagation constant of 3.5. The location dependent path
loss, referred to as shadow fading, is normally distributed in dB with a standard
deviation of 8 dB and there is a 0.5 correlation between base stations. The
autocorrelation profile for the shadow process is first order negative exponential
and we use a correlation distance of 40 m.

Multi-path fading leads to self interference and loss of orthogonality when
data for several users are transmitted simultaneously within a cell using code
multiplexing. These phenomena are modeled by constants, which have the
values 0.1 and 0.4 respectively2. All transmissions in other cells contribute to
the interference level.

In Table 2, the combinations of coding rates and modulation types that are
available in the simulator are summarized. We assume that 12 out of 16 codes
and a power of 10W have been allocated to HS-DSCH. Code multiplexing is
possible for up to three users in one time slot and the block errors are uniformly
distributed. Lost radio blocks are immediately retransmitted.

2A value of 1 would mean that all orthogonality is lost.
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Coding Modulation SIR Bit rate Radio block
(rate) (type) (dB) (Mbps) (bytes)
0.25 QPSK -3.5 1.44 360
0.50 QPSK 0 2.88 720
0.38 16QAM 3.5 4.32 1080
0.63 16QAM 7.5 7.20 1800

Table 2: Combinations of coding rates and modulation types

Service provider
Users

25 ms

Bottleneck
buffer

Data

Figure 7: The network topology for the simulations of HS-DSCH.

Since TCP has a bias against long round trip time connections, the server
was placed at the same distance from all base stations. This prevents the TCP
bias from affecting the results. The one-way propagation delay between the air
interface and the server was fixed to 25 ms in both directions. The topology is
depicted in Figure 7.

In reality active queue management will be performed at the serving radio
network controller (SRNC) for HSDPA. We assume that the SRNC and the
basestation can transfer data seamlessly between each other and that only a
small amount of data is between the air interface and the queue that is being
actively managed at any point in time.

2.2.2 Statistical methods

Details of the statistical methods used in this paper can be found in [13] and
the software used for the statistical computations is R [18]. Below we briefly
account for the applied methods and their underlying assumptions.

For comparison of means when we have two or three samples we chose the
paired t-test with the significance coefficient adjusted for multiple comparisons
using the method suggested by Bonferroni. The t-test assumes that the differ-
ence between the data sets is normally distributed. There is a t-test for data
sets with equal variance and another for unequal variance. If the data sets are
normally distributed Bartlett’s test can be used to determine whether the vari-
ance are equal or not. The assumption of normality is verified through a normal
probability plot.

The null hypothesis for the paired t-test is that there are no differences in
means and the alternative hypothesis is that there are differences in means. We
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can reject the null hypothesis if the computed p-value is less than our predeter-
mined significance coefficient, which we have set to 0.05.

For multiple comparisons of means (more than three means to compare in
this study), we have used analysis of variance (ANOVA). ANOVA allows us to
extend our hypothesis to include more than two treatments on one population
or alternatively to ask are all the means from more than two populations equal?
This is equivalent to asking whether the treatments have any overall effect. The
assumptions are that the residuals resulting from the model have equal variance
and that they are normally distributed. Thereafter Tukey’s3 test have been
performed to detect significant differences between means and to construct 95%
confidence intervals for these differences.

2.2.3 HS-DSCH for long transfers

In this scenario there are 60 mobile users and new sessions are generated with
an average waiting time, which is varied between 0.2 and 0.4 seconds.

RR scheduling We start with the longest waiting time, 0.4 seconds, between
initiating new transfers and compare the system goodput for two buffer sizes
with DT. The paired t-test was performed to detect any significant difference in
mean system goodput. Our reference buffer, which can keep the entire transfer,
gives between 1635 and 9809 bits better system goodput per second and cell
than DT 30 with 95% confidence. The system goodput for the buffer of 4 IP
packets was not significantly different from that of the reference buffer at this
confidence level.

For a waiting time of 0.3 seconds, we study DT, DF, PDPC and RED with
4 and 30 IP packets as the maximum sizes of the passive buffers. We use a two
factor ANOVA to analyze the data. Both the queue strategy and the queue size
effect are significant, as well as their interaction. Therefore we have to study the
effect of the queue strategy at each queue size and vice versa. Table 3 accounts
for the 95% confidence intervals for the significant differences between means.
The table reveals that all schemes are significantly better than RED 4. The
other short buffer configurations and the long RED queue give higher system
goodput than DT 30. DF 4, PDPC 4 and RED 30 give slightly higher goodput
than PDPC 30. Tukey’s method was used to perform the multiple comparisons.
We also compared DF 4 to the reference buffer using a paired t-test. The null
hypothesis that the means are equal could not be rejected at the 95% confidence
level.

When decreasing the waiting time further, we find that it is the same dif-
ferences in means that are significant and that these differences have increased
in size. There is also a small but significant difference in means between DF 30
and DT 4.

3We could have analyzed the experiments using ANOVA and blocking, but the R imple-
mentation does not support Tukey’s for blocked experiments. In practice this means that it
is harder to detect small differences.
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Strategy 1 Strategy 2 Lower limit Upper limit
DF 4 RED 4 77105 101669
DT 4 RED 4 70924 95487
PDPC 4 RED 4 79134 103878
DF 30 RED 4 82739 107303
DT 30 RED 4 56849 81413
PDPC 30 RED 4 71673 96237
RED 30 RED 4 71637 96237
DF 4 DT 30 7973 32537
DT 4 DT 30 1793 26356
PDPC 4 DT 30 10183 34747
RED 30 DT 30 2542 27106
DF 4 PDPC 30 5675 30238
PDPC 4 PDPC 30 7885 32448
RED 30 PDPC 30 243 24807

Table 3: 95% confidence intervals for the significant differences in means with
RR scheduling for 0.3 seconds waiting time. The unit is bits per second and
cell.

SIR scheduling As with RR scheduling at the lowest investigated load, we
study DT for different buffer sizes. The results are similar, that is the refer-
ence buffer has a significantly higher system goodput than DT 30. The 95%
confidence interval for the difference in means is [849, 4317] bits per second and
cell.

With 0.3 seconds waiting time between new sessions, we get the significant
differences shown in Table 4. DF 4 gives higher system goodput than all the
other schemes but DT 4. DT 4 performs better than RED 4 and all the large
buffers. Of the large buffers DT 30 results in lower system goodput than the
other strategies.

Since DF 4 performs better than the other configurations, we compare it
against the reference buffer using a paired t-test. The small buffer improves
system goodput by 31173 to 41178 bits per second and cell compared to the
reference buffer with 95% confidence.

At the highest investigated load, the characteristics of the scheduler domi-
nates and therefore no differences in means can be detected.

2.2.4 HS-DSCH for a long-tail distribution

Web browsing is an important service for the mobile Internet, since it stands for
a large part of the transfers on the Internet today. The majority of the generated
flows are short, but the distribution of the transfers exhibits a long-tail [4].
Web traffic has TCP as the underlying transport protocol and short transfers
often stay in the slow start phase of TCP throughout their existence. In this
phase sources alternate between sending data and waiting for acknowledgments.
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Strategy 1 Strategy 2 Lower limit Upper limit
DF 4 PDPC 4 1493 23823
DF 4 RED 4 6364 28694
DF 4 DF 30 9381 31711
DF 4 DT 30 37631 59961
DF 4 PDPC 30 10054 32384
DF 4 RED 30 17410 39740
DT 4 RED 4 3369 25700
DT 4 DF 30 6386 28716
DT 4 DT 30 34636 56966
DT 4 PDPC 30 7059 29390
DT 4 RED 30 14415 36745
PDPC 4 DT 30 24972 47303
PDPC 4 RED 30 4751 27082
DF 30 DT 30 17084 39415
PDPC 30 DT 30 16411 38741
RED 30 DT 30 9055 31386

Table 4: 95% confidence intervals for the significant differences in means with
SIR scheduling for 0.3 seconds waiting time. The unit is bits per second and
cell.

Hence, statistical multiplexing over a shared channel is suitable to increase
link utilization. For optimal performance the shared resources of HSDPA must
however be appropriately distributed among the users.

Simulation model We use the Pareto distribution with the average set to 25
kbytes and the shape parameter to 1.1 as recommended in [14] for Web traffic.
Values larger than 2 Mbytes are rounded down to 2 Mbytes. The number of
mobile units in this scenario is 200 and the performance was studied at two
offered loads; one where the average waiting time between new sessions was
0.0175 seconds and one with 0.015 seconds. The results were similar in both
cases.

Results The differences in mean system goodput observed between the buffer
sizes in the previous scenario have been reduced and are no longer statistically
significant, which is to be expected since most files no longer overflow the larger
buffers. Neither the buffer strategy, nor the interaction term have any significant
effect.

2.2.5 Discussion

We will first discuss the results for the long TCP transfers, which are strongly
connected to the actual buffer size that the buffer management principle oper-
ates at. For RR scheduling it is the small buffers, DF 4, DT 4 and PDPC 4, that
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give the best performance in terms of system goodput. RED, that often drops
the first packet when the queue is larger than for the other schemes, results in a
lower system goodput for the short buffer size. With the large buffer size RED
gives marginally higher system goodput than PDPC 30 that has an average
queue length which is larger than that of the passive schemes, but smaller than
that of RED 30.

With SIR scheduling DF 4, DT 4 and PDPC 4 distinguish themselves from
the other configurations. It is likely that a shorter buffer contribute to a higher
degree of statistical multiplexing over the radio link and thus evens out unfair-
ness problems. The total amount of data buffered for HS-DSCH is also decreased
resulting in a more dynamic system.

A drop-from-front policy is preferable to drop-from-tail for passive buffering
when the buffer is relatively large. For short buffers, the dropping policy has
no significant influence.

The mean system goodput for the long-tail distribution is higher than with
the large transfers for two reasons; fewer flows perform retransmissions and the
majority of the flows are short. Short flows only demand capacity for shorter
periods of time and thus have less impact on other simultaneous sessions. Short
flows also increase the degree of statistical multiplexing over the bottleneck link.

2.3 HSDPA transfer rates

So far we have concentrated on system goodput under high load. In this section
we investigate the peak transfer rates achieved by TCP, when there is only one
user in the center cell for various buffer configurations.

2.3.1 Simulation model

Three cases are studied:

• The exact same topology as before for HSDPA, see Figure 7.

• A one-way delay of 75 ms, instead of 25 ms.

• The same topology with 25 ms one-way delay, but randomly uniformly
distributed losses of 1% are added over the fixed link. That is, there are
more than one bottleneck link.

2.3.2 Results

In Figure 8, 9(a) and 9(b) the results are shown. The median transfer time out
of 30 simulations have been plotted, since the data is not normally distributed.
Simulations have been carried out for buffer sizes of 5, 10, 15, 20, 30, 50 and
100 IP packets.

In the first scenario, the median transfer times are in the range from 0.6 to
2.0. PDPC gives the best performance over the entire range of buffer sizes. DT
and DF perform well up to a buffer size of 15-20 IP packets. At this point the
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Figure 8: The topology in Figure 7 with only one TCP user.

RED buffer no longer induces any packet losses and approaches the minimum
transfer time for this scenario.

In the second scenario, Figure 9(a), the minimum transfer time is around
1.3 seconds and the highest median transfer times are more than 3 seconds.
RED results in the lowest median transfer times for all buffer sizes. The other
buffers perform worse at small buffer sizes, than PDPC, followed by DF and
DT reaches the lowest boundary.

With a low degree of losses over the wired hop, Figure 9(b), PDPC has the
lowest transfer times of about 0.6 seconds. The highest median transfer times
are two times larger. DF and DT have relatively low median transfer times
for buffers of 10-15 IP packets. For larger buffers their performance degrade,
whereas the performance of the RED queue improves.

2.3.3 Discussion

Compared to the previous scenario with the individual buffers in Section 2.1, we
have a higher and varying bandwidth. A buffer size of 10-15 IP packets seems
to give a stable performance for PDPC, DF and DT in all the investigated
scenarios. It is likely that this buffer size represent a good trade-off between
enabling high transfer rates and keeping the delay down. With shorter buffer
sizes, the TCP window is kept too small to allow high peak transfer rates. On
the other hand, when the buffer is larger, variations in the channel capacity
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(a) A one-way delay of 75 ms, instead of 25 ms.
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(b) The same topology with 25 ms one-way delay, but randomly uniformly
distributed losses of 1% are added over the fixed link.

Figure 9: Median transfer rates for varying buffer sizes and environments.
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cause many packets to be lost until the buffer becomes large enough to prevent
them.

The extra degree of freedom when deciding whether to drop packets or not
strengthen the position of PDPC over channels with varying capacity. DF and
PDPC had similar performance in the scenario with individual buffers for a
fixed link capacity, see Section 2.1, whereas PDPC exhibits better performance
than DF over HS-DSCH.

3 Discussion

We have studied a scenario where only one transfer at the time takes place for
each user, but the user can initiate several transfers at the same time. For
instance if HTTP is used without pipelining and the browser is configured to
allow more than one parallel connection. Such combined streams are more
aggressive than a single TCP session, which means that the queue sizes would
probably grow for RED and PDPC, possibly giving a more problematic error
recovery even for the smallest buffer configurations. The cost of keeping the
queue at a minimum for multiple simultaneous transfers through passive queuing
may be larger than in the case of only one transfer at the time, since it may
come at the price of many packets being dropped. The full impact of several
transfers sharing a buffer on the system is however part of our future plans.

RED was designed for a scenario where multiple flows traverse the bottleneck
buffer, which is a scenario that remains to be studied for HS-DSCH. For one flow
at the time, RED performs poorly. The reason is the late reaction to increases
in the queue length, which often results in timeouts in combination with loosing
many packets. Together with a passive drop-tail queue management, RED is
not to be recommended. Instead we argue for the use of passive drop-from-front
management and PDPC, which have been shown to be suitable for short buffers.
It is likely that to improve buffer management further, system parameters such
as radio conditions, link utilization and the current amount of data that is
buffered for the system as a whole should be taken into account. In low load
situations larger buffer sizes may allow higher transfer rates and high utilization,
but when the load increases the buffer sizes may have to be reduced to keep
buffering delays down and to allow smooth TCP operation.

4 Conclusions

HS-DSCH is a relatively new technique and it is hard to foresee what character-
istics the traffic mix for this channel will have. A queue management principle
that exhibits robustness to application parameters and handles TCP well is
therefore likely to be the best choice. There is a trade-off between low queuing
delays, system goodput and peak transfer rates which has been illustrated in
this paper. In general, drop-from-front is a better choice than drop-from-tail
for passive queue management.

19



All the investigated buffer management principles operate at different aver-
age queue lengths, which is determining for performance at high loads. A short
buffer increases the order of statistical multiplexing and reduces the amount of
data being buffered in the system as a whole resulting in the highest system
goodput. The use of short buffers is further motivated by the decreased waiting
time in the buffer and a reduced risk for data aging while waiting in line. In low
load scenarios being able to avoid burst packet losses due to variations in the
forwarding capacity enables high transfer rates. There seems to exist a point
where high transfer rates can be achieved with a relatively small buffer.
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