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Abstract

Over the last two decades, mobile computing has gone from being a mere vision to
becoming a reality, ubiquitously present in our everyday lives. There are different types of
mobility, from user and terminal mobility, to mobility of services and sessions. This thesis
is mainly about application mobility – the ability for an application to migrate between
different host devices during its execution. The aim of this thesis work is to explore
and advance the area of application mobility. The thesis approaches this goal through
focusing on three research issues: Architectural considerations for application mobility;
Context-awareness support and application adaptability; and Concept exploration.

The contributions of this thesis include the identification of requirements for applica-
tion mobility and a proposal for a decentralized, global scale architecture for application
mobility, building on the peer-to-peer paradigm. Several prototypes of systems allow-
ing application mobility are deployed, manifesting concepts such as decentralized system
layout, context-awareness, context quality and global scope. Evaluations are both quan-
titative and qualitative. Other contributions of this thesis are the design and evaluation
of a framework building on cloud and peer-to-peer technology to enable mobile sessions
and an exploration of the concept of application mobility.
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Chapter 1

Thesis Introduction

This chapter contains a thesis introduction. Research issues are presented along with
the thesis contribution. The chapter also contains a roadmap, which outlines the result
of the thesis work in terms of publications. Summaries of the papers included in this
thesis can also be found in this chapter.

1.1 Introduction

There is a constant increase in the number of mobile Internet users worldwide today.
The International Telecommunication Union [1] reports that by the end of 2011, there
where more than 1 billion mobile-broadband subscriptions worldwide. In Sweden alone,
active mobile-broadband penetration (subscriptions per inhabitant) has surpassed 90%.
The mobile users communicate within a space of flows [2], a space that transcends the
traditional space of places. The space of flows is characterized by dissolving physical
boundaries, allowing information and technology to roam through time and space. IT
users have gone from being stationary to nomadic, being able to access and use IT services
in different locations, and then mobile, accessing the same service everywhere, even while
moving.

This reality of IT usage within an abstract space underlines the importance of services
being available everywhere at anytime. It also raises many interesting research questions
concerning mobility, IT usage, and the mobility context.

1.1.1 Research Issues

One way of addressing the demands put by increasing mobile IT usage is to explore and
advance different mobility types and concepts. The focus of this thesis is mainly on
application mobility – the ability for an application to migrate itself between different
host devices during its execution. Although benamed as early as 1995 [3], application
mobility is still a relatively unexplored type of mobility. The most important research
question addressed in this thesis is to define the requirements for application mobility,

3



4 Thesis Introduction

create a feasible architecture that fulfills the requirements and evaluate it in real world-
settings, given the mobile context of today.

Below, the research issues covered in this thesis are summarized:

Architectural considerations for application mobility
Application mobility, as with mobility in general, intersects other technologies and paradigms.
Peer-to-peer and cloud technologies are two examples of paradigms with vast penetrat-
ing power that in different ways can enable or enhance application mobility. Choosing
centralized or decentralized solutions is still a debated research question, as well as how
to build feasible and flexible architectures for application mobility relating to these and
other technological paradigms.

Context-awareness support and application adaptability
In order to have migratable applications follow users in a seamless manner, issues such
as device heterogeneity, prevention of application loss and adaption of the application
GUI have to be addressed. Context-awareness thus becomes an important addition in
supporting application mobility, as a context-aware system is able to monitor data in the
space of flows, process it and act in a supportive manner.

Concept exploration
Besides the technical aspects of application mobility, there are also high-level, conceptual
research questions to address, e.g. how application mobility can be conceptually advanced
towards design. For application mobility to be useful, it has to address real-world prob-
lems. Prototype design is important to fully manifest the concept of application mobility
and allows for evaluation involving real users and use cases.

1.1.2 Thesis Contribution

The contributions of this thesis include:

• The identification of requirements for application mobility and a proposal for a
decentralized, global scale architecture for application mobility, building on the
peer-to-peer paradigm. Several prototypes of systems allowing application mobility
are deployed, manifesting concepts such as decentralized system layout, context-
awareness, context quality, and global scope. Evaluations are both quantitative
and qualitative.

• The design and evaluation of a framework building on both cloud computing and
peer-to-peer technologies to enable mobile sessions.

• An exploration of the concept of application mobility through identification and
survey of a real work case, consisting of a field study and the conduction of a focus
group informing design ideas.

Figure 1.1 depicts a conceptual overview of the architecture for application mobility
proposed in this thesis. Design requirements for the architecture consist of the ability
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Figure 1.1: Schematic Architectural Proposal

to handle application distribution and identification, context-awareness, context quality,
provision of seamless migration, support for heterogeneous environments and high degree
of usability.

The fundamental properties of a system supporting application mobility should be
the ability to migrate an application from one device to another, while keeping ongoing
sessions intact. In figure 1.1, User 1 is participating in a video conference with User 2.
When User 1 switches device, the application should move with the user to the new host.
In the proposed architecture, the Peer-to-Peer (P2P) paradigm [4] is used for creating
an overlay network of devices. The decentralized architectural layout makes new devices
easily addable while other devices could be removed in an ad hoc manner. When adding
a new node to the P2P network, ways are needed to locate the peers and to join the
network. First, all users in a network using application mobility between devices need
to register an entry in the local DNS, binding a fully qualified domain name (FQDN)
to a multicast address existing in the home network. When adding a device to the P2P
network, users enter the FQDN and the node requests the DNS for the IP multicast
address matching the FQDN. When joining the network, a join request will be sent using
the multicast address. All nodes in the P2P network connected to the home network
will receive the join message and the one responding first will authenticate the requestor.
If successful, the node will be a member of the P2P network. The nodes in our P2P
network can be both private and public devices. In the case that a user wants to add a
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public device, it must first be authenticated to join the P2P network. The architecture
also supports nodes to connect from outside the local subnetwork, allowing global scale
application mobility.

Another strength of the peer-to-peer paradigm is the distribution of context data.
Data is not stored on a single server but distributed throughout the network (through
the use of a DHT – Distributed Hash Table), making it available to all peers. This also
means that if a device hosting an application is removed from the network, it can auto-
matically locate a peer eligible to become the new host for the application and migrate
it accordingly. In the actual deployment presented in this thesis, three different sources
of input are used to inform application migration: device context (such as input/output
capabilities and system resources), user context (e.g. location and preferred host device),
and application context (requirements, etc.). The architecture is however not limited to
these context parameters.

Heterogeneity support is desirable, as is mobility. Application mobility should be
extended to a multitude of devices and migration should be possible between different
networks. The rationale behind the architecture is that the application should run on
the device that suits the user best at any given situation. Therefore different kinds of
devices in regards of input and output capabilities, level of mobility and other important
resources, should be addable to the system.

Within the proposed architecture, a sender initiated migration of an application (in-
formed by context awareness) will be carried out in the following steps: 1) a migration is
triggered directly (for instance by the user) or indirect (by signaling within the system),
whereupon 2) a lookup is made in the distributed hash tables to find a candidate device
meeting the general, not real-time dependent requirements of the application and the
user in terms of e.g. input and output. Then 3) a notification is sent to the chosen
candidate host that the application is about to move. The application’s profile is then
4) compared with crucial properties as free disk space and battery power, and the can-
didate host device then 5) give answers on to what extent it can fulfill the application’s
demands, i.e. answers yes or no, whereupon 6) the migration is either carried out, or, in
the case of a negative answer, the process of finding another candidate host begins anew
with step 2 in the migration sequence.

Evaluations of the deployed architecture shows that it supports the requirements
for application mobility and thus proves the viability of the architectural proposal. In
the architectural deployment, applications and devices can be identified and distributed
throughout the network. Context data is easily propagated and retrievable by all peers,
making every device context-aware with access to up to date context information about
the system. Migration times within a single network are acceptable when comparing
them to the performance expected by the user.

1.1.3 Thesis Organization

This thesis consists of two parts; the first part (chapters 1–4) includes an introduction
where research issues and scientific contributions are presented, followed by a roadmap



1.2. Roadmap and Summaries of the Publications 7

of the published papers. Each publication included in the thesis is also summarized in
section 1.2, giving a brief overview of the papers. Chapter 2 contains a thesis background,
compiling research concerning mobility, migratable interfaces, context and context-awareness,
all related areas to context-awareness supported application mobility. In chapter 3 re-
lated work is presented, while chapter 4 concludes the first part of the thesis, containing
a discussion about future work and thesis conclusions. The second part of the thesis
is based on the publications summarized in section 1.2. There are five papers in total
appended, labelled paper A to E.

1.2 Roadmap and Summaries of the Publications

The thesis work has resulted in a technical report and seven peer-reviewed publications.
Five of these have been included in this thesis.

1.2.1 Roadmap

Figure 1.2 outlines the result of the thesis work in terms of publications. The colored
boxes indicates papers included in the licentiate thesis; the green boxes are papers with
me as first author. Also included in the roadmap is my initial survey of the research area
covered in this thesis [5]. The logical flow between the papers is shown using arrows.

1.2.2 Summary of Included Publications

Paper A: Context-aware application mobility support in pervasive computing
environments [6]: This paper presents a prototype for seamless application mobility
called Application Mobility Manager (A2M), taking design considerations as decentral-
ization and context-awareness into consideration. The A2M enables the migration of
applications between heterogeneous devices in an office setting. A video player applica-
tion is developed and migrated as part of the experiments.

The quantitative measurements are complemented with user studies, and the results
validate the feasibility of the application mobility delivered in the chosen setting.

Paper B: Session mobility in multimedia services enabled by the cloud
and peer-to-peer paradigms [7]: A lightweight framework enabling session mobility
for multimedia services is presented, building on the features incorporated in the cloud
and peer-to-peer paradigms. A prototype system is developed, allowing an application
running combined audio- and video sessions to be transferred between heterogeneous
devices.

The implementation fulfils the prevailing requirements of modern multimedia services
in that it shows a low degree of service provider dependency; it requires no changes to
current common network infrastructure; it deals with privacy issues; provides flexibility
and low cost and lets the user control when and where to migrate the sessions. Relatively
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Figure 1.2: Roadmap

new paradigms such as cloud services and peer-to-peer computing is shown to support
and enhance flexible session mobility in a mobile usage context.

Paper C: A MIP-P2P based architecture for application mobility [8]: This
paper defines Context-Awareness Supported Application Mobility (CASAM) as when
using context in the act of moving an application between hosts during its execution, to
provide relevant information and/or services, where relevancy depends on the user’s task.
Five CASAM challenges are identified and presented, and these are then consequently
used to create requirements for a CASAM architecture.

A proposal for an architecture, building on peer-to-peer technology in combination
with mobile IP, is presented, addressing the identified challenges, providing a decentral-
ized framework for global application mobility. As such, the architecture differs from
earlier centralized and/or locally bound solutions for application mobility.

Paper D: Conceptually advancing ”Application Mobility” towards design:
applying a concept-driven approach to the design of mobile IT for home
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care service groups [9]: In this article a concept-driven approach is used to advance
mobile systems research, integrating it with a more traditional user-centric method and
a case study, further exploring the concept of Context-Awareness Supported Application
Mobility (CASAM). To empirically situate the design work, an empirical study of a
home care service group serving the Swedish municipality of Skellefte̊a was conducted,
followed by an exercise in matching the properties of the CASAM concept in relation to
problems within current workflow (e.g. scheduling, travel, care situation, communication
and debriefing).

The result is a proposal for an IT artifact manifesting the CASAM concept, attending
all the identified problems while at the same time validating the concept.

Paper E: Deployment of Global Scale Peer-to-Peer-based Application Mo-
bility [10]: Related work on application mobility show that few publications concerning
the evaluation of this specific mobility type exist. In this paper the deployment of a global
scale, peer-to-peer based solution for application mobility system is presented. Different
test beds are used to capture scarce data sets such as application mobility over wireless
networks and between networks using different communication technologies. The aim is
to improve the traditional ways of describing the migration phases. Also major challenges
and possibilities for the continuing evolution of systems supporting application mobility
are discussed.

System performance is compared with recognized requirements for application mobil-
ity, showing the viability of both the concept and our chosen architecture.

1.3 Chapter Summary

This chapter contained a thesis introduction. Research issues were described along with
the thesis contribution. Also, a roadmap outlining the result of the thesis work in terms
of publications was presented along with summaries of the papers included in the thesis.
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Chapter 2

Background

This chapter provides background information on mobility, migratable interfaces and
applications and also context and context-awareness – all important components of an
approach for context-aware application mobility.

2.1 Mobility

In 1996, Leonard Kleinrock wrote his renowned paper entitled ”Nomadicity: anytime,
anywhere in a disconnected world” [11]. He sketched a landscape of nomadic computing,
where users could connect to IT-based services and run their applications from different
locations, using different devices. The challenges where mainly sudden and dramatic
changes in connectivity and latency, user and environment discovery, challenges that still
prevail. And in the same way that systems had to be nomadically-enabled then, there is
a need for systems today to support full scale mobility.

Traditionally, mobility has been divided into four different categories [12]. The first
mobility type is terminal mobility, encompassing portable devices that can communicate
regardless of location. Personal mobility (or user mobility) is when a user can switch
between devices and/or networks and keep her user identity. The third mobility type is
session mobility (or continuous user mobility), achieved when keeping media streams or
other types of session alive although changing location, device and/or network. Lastly
we have service mobility, defined as making services available to a user regardless of
terminal, network or other context parameters.

Four components are needed to achieve service mobility: a mobile device; network
connectivity, supporting mobility; an application providing an interface for user interac-
tion; and a service. Regarding mobile devices, common examples are smartphones and
tablets. Handheld game consoles are also most commonly equipped with wireless network
interfaces, and there are also personal digital assistants (PDAs) and other IT enhanced
mobile items. Laptops could also be counted as mobile devices, but in effect they often
support nomadicity, rather than full mobility, being portable but not mobile in the same
way as a handheld phone. Wireless networks and network interfaces typically mean WiFi

11
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Figure 2.1: Comparison of the OSI Model and the Internet Protocol Suite

(the IEEE 802.11 standard), WiMAX (IEEE 802.16) or wireless cellular networks such as
CDMA or UMTS, but it can also be implemented in the form of short range technologies,
e.g. RFID, Bluetooth or IR communication. Applications vill be discussed more in depth
under section 2.2. Mobile services were defined earlier.

A communication system (e.g. a mobile system) can be described as a set of layers,
the uppermost being closest to the end user while the ones at the bottom consist of
physical specifications (e.g. for devices). The two most commonly used layer models
when describing mobile systems are the OSI model and the Internet protocol suite. Figure
2.1 compares these two. Traditionally, mobility has been supported by various link
layer technologies such as WLAN, WiMAX and cellular systems. Mobility support is
also available at the network, transport, and application layers. There are also other
mobility protocols like the Host Identity Protocol (HIP) [13], introducing new layers to
the protocol stack. All these protocols have in common that they support mobility within
communication systems.

2.1.1 Network Layer Mobility and MIP

The network layer provides functionality for end to end delivery of packets, using any type
of underlying link layer technology. Routers take on the tasks of routing and forwarding
of packets between end hosts. The most common network layer protocol is the Internet
Protocol (IP), where IP addresses are used both as end point identifiers and location
indicators. From a mobility perspective, problems arise as the IP requires the node to
change its IP address when it changes its point of attachment. As a consequence this may
lead to undesired interruptions in ongoing communication flows, as well as difficulties of
reaching the correspondent node if it has moved.

Mobile IP (MIP) [14] is an IETF standard for IP mobility management, making it
possible for the user to move from one network to another, keeping a permanent IP ad-
dress. Thus, a node can still be uniquely identified even after switching subnetworks,
which allows it to continue to communicate with other nodes. MIP relies on three func-
tional entities: a mobile node, a home agent (HA) and a foreign agent (FA). The mobile
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node can e.g. be a smartphone or a laptop, a device with link-layer connectivity to a
point of attachment. The HA is located in the mobile node’s home network. It is a spe-
cialized router, forwarding packets to the mobile node if the mobile node is not currently
located in the home network. As the mobile node registers with the HA, the HA always
knows about the mobile node’s current location. It can be described as the mobile node
registering its ”care-of address” obtained from the visited network to the HA, when not
in the home network. To be able to receive and detunnel the data sent, the mobile node
makes use of the FA. It is located on the mobile node’s visited network and thus able to
forward the communication between the HA and the mobile node.

The tunneling required creates additional overhead and consequently higher latency.
In the case of MIP, network layer mobility requires changes to the network infrastructure
(i.e. HAs and FAs).

There is also an IPv6 version of MIP [15] where no FAs are used. In IPv6, packets are
tunneled all the way from the HA to the mobile node. Also, mobile nodes may register
with any corresponding node establishing route-optimized paths to them.

2.1.2 Transport Layer Mobility and SCTP

The transport layer contains protocols and mechanisms for the actual delivery of data-
grams and segments. Typically transport layer protocols trade off reliability for good
performance. Connection-oriented protocols like the well-known TCP leans towards the
first, while the simpler and lighter UDP promotes good performance at the cost of low
reliability.

The Stream Control Transmission Protocol (SCTP) [16] is a message-based multi-
streaming protocol that transmits data in chunks but also, unlike traditional TCP, has
the ability to send these messages to a set of destination IP addresses. The mobility
aspects include multihoming, i.e. multiple IP addresses being used simultaneously on
the same node.

All transport layer-based mobility solutions (including SCTP) require changes to
the transport layer in the protocol stack [17]. This causes another type of interference
compared to changes at the network level, as applications have to be redesigned to
support SCTP. Most applications use traditional TCP or UDP for communication. The
far less frequently implemented SCTP cannot be presupposed to work with many existing
applications.

2.1.3 Application Layer Mobility and SIP

Designing mobility solutions that change as little as possible – preferably nothing – on
the lower layers of the stack should target the application layer. The application layer
calls the existing protocols at lower layers to establish connections between hosts.

The Session Initiation Protocol (SIP) [18] is a good example of a mobility scheme
deployed at the application layer. SIP focuses on sessions, i.e. handling video or audio
conferences, gaming, or instant messaging. Being adopted as a signaling protocol used
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for VoIP and 3GPP Internet multimedia core network subsystem (IMS) [19], SIP has a
strong position within the session mobility area.

The protocol is text-based and can send two types of messages: requests and re-
sponses. These messages are sent by user agents (UAs) which are defined as logical
network end-points. UAs can take on the role as both clients (sending requests) and
servers (receiving requests and answering with responses). Exchanging SIP messages,
the UAs can initiate, modify, and terminate sessions. SIP Proxy Servers, SIP Registrars,
and SIP Redirect Servers respectively negotiate initiation of sessions on the user’s behalf,
registers any UA’s location, and redirects sessions, should a migration be needed.

One drawback of session mobility through SIP is that the signaling is relatively heavy
and requires text messages of considerable size. Some kind of SIP Proxy Servers and/or
SIP Redirect Servers must also be included for a SIP based system to work.

SIP can be used with both IPv4 and IPv6.

2.1.4 Additional Layers and HIP

In a proposal by Moskowitz and Nikander, a Host Identity Protocol (HIP) [13] could
be integrated with the protocol stack, forming a new layer between the network and
transport layers. The main idea behind HIP is to separate the end-point identifier and
locator roles of ordinary IP addresses respectively, thus making it possible to use different
locations (i.e. switch IP addresses) while keeping the same identity throughout the whole
lifespan of the usage situation or session.

Technically, all hosts will have a globally unique identity, being the public key of an
asymmetric key pair. The identity can be published in the DNS, thus public in its nature.
The identity could be used for naming in any system with an IP stack.

As HIP presupposes a new layer model compared to the traditional models, building
for mobility with HIP spawns new challenges when it comes to architectural consider-
ations, e.g. an extended socket API. Although promising, to this date there are few
implementations of HIP based systems.

2.2 Migratable Interfaces and Applications

Löwgren and Stolterman [20] define IT artifacts as manmade things (which may or may
not be abstract), which fundamental structures and functionalities have IT as their basic
element. Applications thus qualify as IT artifacts, designed to support the users intended
tasks or improve his or her work. The uppermost layer between the IT artifact and the
user is the graphical user interface (GUI).

A certain degree of mobility within the application area can be achieved by connecting
to a server and run the application from afar. E.g. is this the case with virtualization
technology [21]. However, mobility can also be extended to the GUI or the complete
application. When migrating an application from one device to another, the application
has become mobile. There are different technologies related to application mobility,
all displaying different degrees of mobility support. The ones most commonly referred
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Figure 2.2: Technologies related to application mobility

to in the area of mobile systems are depicted in figure 2.2, where they are taxonomized
according to their ability to migrate rather than reflect, and grade of migration completion
respectively.

2.2.1 Code Mobility

When migrating code from one device to another one has achieved code mobility [22].
The migration only encompasses byte code, not application states or other related infor-
mation. It thus differs from application mobility, where the application is migrated along
with its states and all related information.

A variant of code mobility is Strong code mobility, where sequential flows of computa-
tion, both code and execution states, are migrated. These computational flows are called
executing units (EUs) which are run in computational environments (CE). The EU is
suspended at the original CE, transmitted to a new CE where it resumes its execution.
There is proactive migration, where the migrating EU automatically decides when and
where to migrate the EU, and also reactive migration, when movement is initiated by
a different EU. Strong code mobility thus touches both cloning (see section 2.2.3) and
application mobility (see section 2.2.5). Code can be either shipped (”push”) or fetched
(”pull”).

2.2.2 Partial Migration

Partial migration is when the user migrates parts of the GUI (or ”display content part”)
onto one device while still keeping the control functionality on the original device [23].
The complete application is not migrated, but there is still need for GUI adaptation at
runtime, as the application is split on multiple devices, rather than fully migrated, as is
the case with application mobility.

As only parts of the GUI is migrated, interaction continuity and device adaptation can
be orchestrated by the system core at the control device. This allows for interaction with
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different platforms, making good use of especially output capabilities of other devices.

There are three main variants of runtime mapping of a partially migrated GUI. The
first is one to one, where an interface is partially mirrored onto a new device. One to
many allows the controller unit to partially migrate its GUI to two or more devices, e.g.
dual screens and/or an external speaker system. Finally, there is also many to one, when
several control units migrate parts of their GUIs to one common device, cooperating in
creating a presentation.

2.2.3 Cloning

Cloning can be defined as when copying an application to a new host device without
destroying the original application [3]. A clone has been created, working as a standalone
instance of the original application, not necessarily linked to the original application. The
application is copied, rather than migrated.

Cloning also figures in code mobility scenarios [22]. Remote cloning creates a copy of
an EU in a different CE without detaching the original EU from its CE. Remote cloning
can be either reactive or proactive depending on which entity triggering the cloning.

2.2.4 Intelligent Agents

There is a lack of consensus in the definition of intelligent agents [22]. The term is
used in different meanings within mobile systems research, but a common denominator
for these software components is the possibility to migrate between different execution
environments. Thus, the intelligent agent paradigm does not focus on code transfer, but
on the mobility of complete existing computational components. An intelligent agent can
start a task in one computational environment and autonomously continue executing it
in another. Also, the intelligent agent represents an entity, often a user or software, and
has the ability to react on and/or learn from the environment [24].

Migratory, or mobile, applications resemble intelligent agents, but the latter typically
function as silent agents on the user’s or client’s behalf. Agents also may or may not have
a GUI. In comparison, mobile applications are not restricted to certain types of programs,
and they also keep their states and user interfaces when migrating [3]. Sometimes the
border between intelligent agents and mobile applications is hard to draw as they share
common characteristics.

2.2.5 Application Mobility

Systems providing application mobility can be classified in several dimensions. Examples
of such dimensions are the entity dimension, the temporal dimension, and the spatial
dimension [25], corresponding to the concerns of what, when and where respectively.

A truly mobile application should be able to migrate both its code and its execution
state [26]. Bharat and Cardelli [3] have defined migratory applications as:
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”user interface applications that can migrate from one machine to another,
taking their user interface and application contexts with them, and continue
from where they left off. Such applications are not tied to one user or one ma-
chine, and can roam freely over the network, rendering service to a community
of users, gathering human input and interacting with people.”

Koponen, Gurtov, and Nikander use the succinct description of application mobility
as when moving an application between hosts during its execution. [27]

There are two ways of initiating a migration process; initiation by sender, when the
user or the system triggers a migration and sends the application to a new host, or
there can be an initiation by receiver, when the application is instead fetched onto the
new host device [28]. Either way, application migration usually follows a given set of
procedures: first the application is suspended. States are captured and represented using
metadata. Secondly, a transmission is carried out, when the complete application along
with its states and related information is migrated from the original device to a new
host. Finally, the application is resumed. These three phases are consequently named
suspension, migration and resumption respectively [29].

The question of where to migrate concerns the level of heterogeneity in devices and
networks. In Yu’s classification [25], the application can be migrated within a homo-
geneous intranet, a heterogeneous intranet, between homogeneous networks over the
Internet, or between completely heterogeneous networks. The same classification can be
done for devices (private or public devices, homogeneous or heterogeneous in nature).
Design considerations must e.g. cover addressing, portability, and resource binding.

2.3 Context and Context-Awareness

Closely linked to mobile computing is the area of context-awareness. Some go as far
as naming it the ”next computing paradigm in which infrastructure and services are
seamlessly available anywhere, anytime, and in any format” [30]. Barnard et al [31] show
how context has an immense impact upon performance in mobile computing systems.
Indeed would context-awareness be a key component in realizing Mark Weiser’s [32], [33]
frequently cited visions about ubiquitous computing, with invisible, yet always accessible
applications.

2.3.1 Context

Compared to the other notions discussed in this survey, the notion of context is the
hardest one to reach unity around. Traditionally within computer science, context has
often been treated as an equivalent to location, but other aspects have also been identified,
such as network connectivity, noise level, communication costs, bandwidth and more.
This is called physical context [34]. The three most important aspects of context, as put
forth by Schilit, Adams, and Want [35], are the questions of where you are, who you are
with and what resources that are nearby; all very closely bound to matters of location.
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Dey and Abowd [36] state that context rather should be seen as:

”any information that can be used to characterize the situation of an entity.
An entity is a person, place, or object that is considered relevant to the inter-
action between a user and an application, including the user and applications
themselves.”

An important part of this definition is that the information has to be relevant to the
interaction; otherwise it is not to be regarded as context. Chen and Kotz [37] acknowledge
and add to this definition in stating that: ”Context is the set of environmental states
and settings that either determines an application’s behavior or in which an application
event occurs and is interesting to the user.” They thereby also differ between active and
passive context, the former actively influencing the behavior of an application while the
latter might be relevant, but not essential in any way to the application. Brynskov et al
[34] capture this expanded meaning in the notions of digital context, the relationship of
objects such as system models services, relative time and space and so on, and conceptual
context, containing user intentions and understanding, completing the trinity of context
aspects along with physical context, as discussed above. Other taxonomies can of course
also be found, depending on which aspects one wish to emphasize and compare.

Two extremist views of context can be identified [38]: the technical notion and the
notion drawn from social science. The technical notion, used by many programmers and
designers, describes context as information that can be known, that is delineable and
stable and that it is separable from the actual activity. If one instead sees context as an
interactional problem, contextuality is a relational property; in other words, information
may only be regarded as context if it is relevant to the particular activity. As a result
of this, context is not invariable, but rather decided dynamically and bound to each
particular occasion of activity. Context arises from the activity and is actively created.
Designer conceptions regarding what to be treated as context might therefore differ from
the meaning that arises in the actual use of the IT artifact.

Another taxonomy that can be used is to distinguish between primary and secondary
context; primary context being the context related to the actual situation, and secondary
context being context data related to the user or the application, not relevant in the
specific case [36]. E.g. when a person wishes to locate and use a printer as an output
device, the user location, printer location, printer quality, printer queues etc could be
regarded as primary context, while the user’s phone number and email address might be
considered secondary context – related to the user, but not relevant in the actual finding
and using printer-case.

There are two major ways of using context: 1) encoding context along with infor-
mation or 2) use context dynamically to tailor the behavior of the system or respond to
patterns of use [38]. In a mobile and dynamic setting, I would claim the latter to be the
most important, as the system needs to adapt to the environments and the situations it
is confronted with.

In a computer system, context can be modeled in many ways. The traditional view
has rested on a definition of context as something fixed and stable, a set of attributes
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which doesn’t change. E.g. key-value pairs; tagged encoding (nowadays often XML
based, such as the markup scheme models derived from SGML); object oriented models;
and logic-based models, the last one relying on a set of rules that express context data as
facts through an entity-relationship data model [37]. Furthermore, one can add graphical
models, for example models based on Unified Modeling Language [39] and ontology-based
models, which uses concepts and relations between these concepts to represent context
[40], defining a hierarchy of entities, for example based on what the entities can do for
the user. In short, ontologies can be defined as a set of terms and how they relate to each
other within a certain domain. Ontologies can have multiple parent objects; for example
can a video device be a subclass of both audio presentation and visual presentation
[41]. Anderson, Hansen and, Bouvin [42] shape context in the form of queries. This
renders dynamical updates possible to what the current context should be, for every
given time and situation. Du and Wang [43] see context as points in multi-dimensional
context spaces, where the dimensions might relate to user, location, speed or other things,
depending on their relevance.

2.3.2 Context-Awareness

Dey writes that ”When humans talk with humans, they are able to use implicit situational
information, or context, to increase the conversational bandwidth [...] By improving
the computer’s access to context, we increase the richness of communication in human-
computer interaction” [44]. Improving the computer’s access to context is a first step of
making a system context-aware, i.e. if ”it uses context to provide relevant information
and/or services to the user, where relevancy depends on the user’s task” [36]. Schilit,
Adams, and Want [35] were among the first to discuss context-awareness within the area
of computing, defining context awareness through describing four categories of context
aware applications. Proximate selection helps the user to choose between several available
options, using information about the location and selection rules to create the awareness.
For example, the printers best suitable for a certain job could be emphasized by the
application and presented to the user. Quality of print jobs, the printer’s distance from
the user, the cost and so on could be used to calculate which printers to recommend.
Secondly, automatic contextual reconfiguration is when altering connections between
components in the context aware system and/or adding and removing components. The
third category, contextual information and commands, is when context awareness is used
to provide the user or the system with certain information or views, depending on the
actual context, for example pointing out information about work appointments at work
during working hours, but hiding it when at home or on vacation. Adaptive user interfaces
can be sorted under this category; papers like [23], [45], [46], and [47] demonstrate and
discuss such interfaces and methods. Ranganathan, Shankar, and Campbell [41] apply
the term application polymorphism to applications that change their structure to adapt to
different environments. Finally, context-triggered actions are simple IF-THEN rules that
dynamically see to that different procedures are started, stopped or altered, depending
on if certain conditions are met [35]. Dey prefers a more generalized approach to what
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categories of features that a context-aware system can support, naming ”presentation
of information and services to a user, automatic execution of a service for a user and
tagging of context to information to support later retrieval” [44].

Schmohl and Baumgarten [40] and [48] tries to summarize the common characteristics
of context-aware computing, creating a general architecture for context-aware middle-
ware. In the resulting layer model (deriving from the layers presented by Christopoulou,
Goumopoulos and Kameas [49], consisting of lexical, syntactical, reasoning, planning and
interaction levels), sensors capture raw data at the lexical level, and refines the data into
context information at the syntactical level. The chosen context form is the ontology, but
this can be replaced if the system hardware capabilities are found inadequate. A context
repository contributes with persistent storage at the reasoning level, while an inference
engine, working at the planning level, alters the context into inference rules. Between
the last two layers, a context API provides access to the context for the application [48].

Much can be won by not only relying on the user to explicitly decide the context,
but to make the IT artifact aware of the use situation and its meaning. Häkkilä and
Mäntyjärvi, for instance, acknowledge the device’s role by defining context-awareness
as when the device at least to some extent is aware of the actual usage situation [50].
Therefore, to achieve context awareness, the system needs to be able to receive and
manage input from the user and the environment, and also reason and react upon this
input. Input can be gathered through sensors, i.e. software and/or hardware built for
that specific reason [51]. Sensor input is not necessarily equivalent to context, as it takes
the form of raw data, which might or might not be relevant to the user or the usage
situation.

A number of sensors common in handheld mobile devices are listed by Hinckley et
al [52], namely touch sensors, tilt sensors, and proximity sensors. Touch sensors can for
example be used to detect if a user is holding a device, if she is pressing a certain button
or (in a non mobile setting) if a chair is empty. Tilt sensors are used to measure the angle
of which a device is held, but can also be used to receive data on how fast the angle is
switched, and in what directions, through an accelerometer. Shaking the device will of
course give rise to a certain chaotic input, which can be caught and interpreted as well
as more subtle and deliberate tilts. Proximity sensors can measure the distance between
the device and/or the user and other places or artifacts of interest. One such technique
is RFID, Radio-frequency identification, allowing transponders (or tags) to be attached
or incorporated in different objects, giving them specific IDs, allowing wireless automatic
identification and data capture [53]. As the RFID tags reflect incoming radio waves to
respond, they need no batteries, although there are examples of battery powered tags as
well. Reading distances vary from ten centimeters up to six meters [54]. A very good,
as well as amusing, example of RFID use is presented by Coulton, Rashid and Edwards
[55], demonstrating a live RFID based version of Pacman, with real people taking the
roles as Pacman and the ghosts, hunting tags and each other with their mobile phones in
university corridors. Location on a more global scale can be identified by techniques such
as Global positioning system (GPS), a very common way to connect a mobile device (such
as a modern mobile phone) to its current location, even while moving. Of course, there
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are also many other different types of sensors, ranging from optical sensors to rain sensors.
Pretty much anything that can measure and quantify something from the environment
and provide the context-aware system with this data can be counted as a sensor. Sensors
show a great range in complexity, from being simple binary on-off mechanisms to sensors
that can capture a whole meaning of a situation, for example if a meeting is taking place
in a room or not [56].

However, Anderson, Hansen and Bouvin [42] underline that the challenge lies not
so much in acquiring data, but to determine which collection of data, that at a given
time, best represents the current context. Reasoning therefore becomes crucial when
trying to gain context-awareness. Except from sensing, a context-aware system has to
be able to think and act [51]. Albeit being a powerful calculator, the computer’s ability
to think and reason is limited compared to the human brain in many ways. Thinking in
a context-aware system is often achieved by taking sensor data and letting the system
use a certain set of techniques to make decisions. Among these techniques are physical
mathematical models, feature-based inference techniques, and cognitive-based models.
One useful method that stands out is the hidden Markov model [57]. This statistical
method can be used to determine hidden parameters from data collected by sensors;
based on observations, estimations can be made about conditions not directly observable.
If we e.g. know that Alice is keener to use the internet during rainy days and days when
she is free from work, we can use sensor data about Alice’s Internet usage in combination
with the hidden Markov model to draw conclusions about non observable parameters,
such as her working schedule and the local weather conditions in Alice’s village.

Cognitive-based models often include fuzzy logic [58], which can handle both numer-
ical data and linguistic knowledge. This is particularly useful when comparing pieces
of heterogeneous context data, or when reasoning is approximate rather than exact, as
in calculating degrees of possibilities or truths. When dealing with both objective and
subjective knowledge within the context model, fuzzy logic is a highly suitable method.

2.4 Chapter Summary

This chapter displayed background on the research area. The components and prerequi-
sites of mobility was discussed and major mobility protocols were presented. Migratable
interfaces and applications and related technologies were presented. The chapter also
provided a review of the notions of context and context-awareness.
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Chapter 3

Related Work

This chapter presents related work in the areas of application mobility and context-
awareness support for application mobility.

3.1 Context-Awareness in Mobile Settings

Many works have been conducted in the field of context-awareness in mobile settings,
and many different architectures have been proposed. An architecture (or rather a ba-
sic framework for an architecture) that is often referred to is Dey’s [44] context toolkit,
supporting acquisition of and access to context, storage of context related data, distri-
bution, and independent execution from applications. Dey identifies three abstractions
that a context-aware middleware should contain, namely widgets (acquiring raw context
data, as single pieces of information), interpreters (putting raw data together, discover-
ing its meaning) and aggregators (compiling context connected to an entity, for example
a specific person or an application). A small system can therefore have a very simple
architecture.

Gaia [59] is an infrastructure for active (or smart) spaces, environments defined as
”ubiquitous computing environments that encompass physical spaces” [60]. The main
idea behind Gaia is to provide an environment that can adapt to the requirements of
users, devices and applications that are deployed in or just visiting the active space.
Existing services and resources should be coordinated to deliver the best possible support
to the mobile user and applications. The system resides on Gaia OS, a meta-operating
system distributed throughout a physical space abstracting the heterogeneity of devices,
applications and resources in the space through a specific API, thus reducing overall
complexity in ubiquitous computing. The services provided by Gaia encompass awareness
of location, context and events. E.g. when a speaker equipped with a portable device
enters an active space conference room, Gaia notifies the active space, automatically
starts a presentation application according to user preferences and starts interacting
with the application, e.g. allowing the user to display slides using resources of good
output capabilities provided by the active space [59]. Gaia mainly targets the extension
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of existing physical places. The Gaia Context File System can be accessed to allow
storage and retrieval of applications when the user moves to other active spaces.

Aura [61] resembles Gaia but is more explicitly user centric in its architecture. The
Aura follows the mobile user while supporting the user’s tasks, i.e. explicitly defined
undertakings composed of coalitions of abstract services. The main goal of Aura is to
maximize the gains from available resources while minimizing mobile user distraction, i.e.
to enable and support pervasive and mobile computing. The Aura framework has four
major components: the Task Manager, the Context Observer, the Environment Manager,
and Suppliers. The first three components are reasonably self-explanatory. An instance
of each of these components has to be deployed in each environment, often equivalent to a
physical location such as an office. The last group of components, Suppliers, provide the
abstract services making up tasks. An Aura file space allows central storage and retrieval
of data concerning ongoing tasks, thus making tasks mobile. There is no environment
programmability included in Aura, thus being more of a traditional middleware compared
to e.g. Gaia.

There are many examples of mIddleware approaches trying to abstract the hetero-
geneity of, above all, sensors and raw context data. CASP [62] is such an approach,
consisting of a context-aware platform with five major components, namely context sens-
ing, context modeling, context association, context storage, and retrieval. The messaging
within the system is XML-based and uses ontologies. Both client-side and server-side
API:s facilitates communication with the system. All the modeling and reasoning around
gathered context is carried out by the centralized CASP platform.

MADAM is an acronym for mobility and adaptation enabling middleware [63], [64],
consisting of a context manager, which monitors changes in user requirements and situ-
ational context; an adaptation manager, modifying system behavior; and a configurator,
reconfiguring the application according to the adaptation manager’s decisions. Focus lies
on the context manager, containing a repository keeping track of data needed by sen-
sors, reasoners and the historical context storage module. The context manager provides
a standardized way to represent context, standardized interfaces, storage and retrieval
functions and consistency. Open source middleware MUSIC [65] is based on MADAM
and displays similar functionality using a service-oriented architecture. Both MADAM
and MUSIC are mainly device-centric, focusing on adaptive applications installed on a
mobile device.

Mobile Applications-oriented Peer-to-peer Context-aware Mechanism (MAPCM) [66]
explicitly targets mobile applications. The goal is to provide access to remote context
data anytime, anywhere. The system architecture has a peer-to-peer layout with Group
Nodes managing and controlling Base Nodes, that could be either applications or sensors.
If context data is to be transferred between nodes in the same group they communicate
directly with each other, else the communication is propagated by the Group Node.
Applications can subscribe to sensor nodes, being notified of new events. A life-cycle
management mechanism allows for good scalability, unregistering nodes with expired
leases. Currently, only laboratory simulations of the MAPCM exist.



3.2. Context-Aware Application Mobility Approaches 25

3.2 Context-Aware Application Mobility Approaches

Deriving from the definitions of context, context-awareness, applications and mobility
respectively, application mobility with context-awareness support could be described as
”Using context, in the act of moving a process or an application between hosts during
its execution, to provide relevant information and/or services, where relevancy depends
on the user’s task”. David et al [21] use the synonym adaptive application mobility, with
approximately the same meaning.

Context-awareness supported application mobility is a rather young research area.
Ranganathan, Shankar, and Campbell [41] state that works in application mobility until
recent years had ”little or no support for adaption based on context information. Further
they did not have the concept of substituting application components by other semanti-
cally similar components. Also, application structure was not altered during adaptation.”
(p. 111). Among earlier works worthy of note is Nakajima et al [67], proposing a sys-
tem for migratory continuous media applications, where applications are moved between
systems depending on user location. Building on a three pillar architecture, being an en-
vironment server (keeping track of context), a continuous media toolkit (through which
applications are built) and a migration manager (saving application states and migrat-
ing them), the authors create applications that are environment-aware and can migrate.
However, the notion of context only stretches as far as location. We also find Phan et
al [68], who in their system handoff application sessions across heterogeneous platforms,
with basic changes in GUIs. Sousa and Garland [61] show a system called Aura, allow-
ing limited migration bordering on the nomadic rather than the truly mobile, migrating
tasks between Windows and Linux platforms. Zandy [69] designs a composite system
consisting of prototypes for reliable network connections, window sessions, and mobile
file access, to allow user and application mobility. The solution has a centralized archi-
tecture and its notion of context is limited to location/environment. The user control
for handling migration is also weak, e.g. only command-line tools are used for communi-
cation with the migration handler. MobiDesk [70] moves a private working environment
between work stations, but relies on a constant network connection as the applications
have sessions and application logic placed on proxy servers. Grimm et al [71], present
an architecture for discovery and migration called one.world, which is layered over an
existing OS (e.g. Windows or Linux). The goal of one.world is to support applications
that can adapt to contextual change and facilitate sharing of data and resources in an
ad hoc manner. Checkpointing is used to save copies of application states, allowing for
migration of processes.

Among more recent works we find the Smart Messages framework [72]. This Java-
based framework supports context-aware migratory services in short range settings. The
services can migrate between different nodes in a single network using the non-Internet
dependent technology included in the framework. Routing is carried out over one or mul-
tiple hops in an ad hoc environment, e.g. between moving cars. The scope of communica-
tion and possible migration is limited due to the short-range communication technology
in the Smart Messages framework.
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Bandelloni and Paternò [23] migrates a web application keeping its runtime state,
while at the same time adapting its interface to the device its being moved to. Using
a migration server to manage context information and supporting migration requests,
even light-weight devices, short on processing capabilities, can be used in the system. A
device that wants to access the migration service just downloads a migration client from
the server; the intelligence of the system is located on the server side. When requesting a
migration, the client contacts the server, which in turn loads the migration client on the
target device. The runtime context is collected at the source and sent to the server along
with the source URL. The migration server maps the incoming application so it will fit
the target, before finally moving the tailored application. The system is dependent of its
central node to function.

Siu et al [73] show how to achieve context-aware application migration through the
use of a software infrastructure platform called Sparkle, completely implemented in Java.
Sparkle use applications composed of facets – functional units located on network servers
– that are not connected to certain data or user interfaces; execution state and interfaces
are instead stored in a container, thus separated from the facets. When an application
needs certain functionality, it makes a request whereupon the most suitable facet is
chosen to provide that functionality. A facet manager gathers usage statistics, which can
then be used by a mobility manager, to pre-load facets (thus reducing migration time).
The mobility manager tries to decide when an application migration should be carried
out (and where to), using information from a context state manager. If a migration is
called for, a data state manager capture the application state (the data, execution state
and interfaces stored in the container). Most of the system and context state data is
stored as XML. The whole process can be summarized in the form of state capture, state
processing, state transmission, another state processing at the destination device, and
finally a state restoring phase. Tests where carried out with a universal browser and two
small computer games as the applications being migrated. The system used in the test
consisted of a desktop PC (2.26 GHz) and a notebook PC (1133 MHz), with migration
latencies of around 4000 ms when transferring 2–2.5 kB. Being centralized in its layout,
the system is vulnerable to loss of network connection and dependent of the Sparkle
server.

Ranganathan, Shankar, and Campbell [41] build a context-awareness supported ap-
plication mobility framework, using the term application polymorphism to describe ap-
plications that ”can change their structure in order to adapt to different environments
and recover from failures” (p. 109). Their applications have three components, handling
input, output and logic respectively. This means that the application can divide its com-
ponents to different devices, for example using a widescreen TV as display, a keyboard
for input and a mobile phone for control. The context-aware adaptation takes place
when a migration is executed, or when failure arises in one of the running components.
Three different types of adaptations can be made: a change in types of components (the
authors give an example of switching Acrobat Reader for PowerPoint or vice versa), a
change of devices (for example switching the widescreen TV display in the example above
to a speaker) but also a change in the actual number of components used – e.g. if several
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displays can be used, or a display in combination with a speaker. The adaptation process
relies heavily on what the authors call semantic similarity, which is determined through
using ontologies based on functionality and behavior. No matter the adaptations, the
application keeps its semantics, which are based on the users’ originally intended tasks.
When an adaptation is triggered, a semantic check is carried through, after which the
system associates the application with a device, finally instantiating and executing the
application. Typical context used in the framework can be location (of users and devices),
information about which application (if any) are running on the different devices, the
user’s current activity and so on. The authors have built a prototype framework on top
of the Gaia system, a middleware platform for managing physical and digital resources
in active spaces by Roman et al [59]. An ontology server stores all the ontologies in
Gaia, and other entities communicate with this server to create and compare concepts.
A special algorithm is used to measure similarity between entities, and the results are
then used for adaptation. An application adaptation service supports the actual adapta-
tion, which can be automatic (through context-awareness supported decisions) but also
manually initiated. The application is then suspended by a migration service, and the
state of the application is stored to a file and then sent to the migration service at the
destination space. The destination application adaptation service creates a customized
adaptation scheme suitable for the destination space and resends it. Finally the saved
application state is obtained, the adaptations made and the migration carried through.
A fault manager recovers application usage from any failures (such as device failures
or network trouble), being alerted by a presence service and using checkpoints created
periodically in the active space. All components also send so called heartbeats now and
then to the presence service, notifying it that they are still running. In the prototype
system built, applications such as slideshows, music players and browsers are migrated
between rooms and devices at a university lab. Adaptation phase clocks in at less than
1 ms on a system driven by a Pentium 1.7 GHz processor with 1 GB RAM memory, but
no measurement data is provided regarding device discovery phase and response time
from different context infrastructures. The time it takes to restart a failed or migrated
component ranges between 1 and 7.5 seconds [41]. The system is highly centralized and,
as a consequence of this, dependent on constant network access and availability of the
central node.

Hwang, Park, and Chung [74] demonstrate a system for context-aware desktop mi-
gration, defined as ”moving a user’s working environment from one computer to another,
which includes editing files, playing A/V files, working application, window size, win-
dow position, tool bar, wallpaper, and so on” (p. 1587). The system relies on dynamic
linking of application specific libraries. When a user leaves her working place, this sit-
uation is caught by a RFID reader. A migration agent is notified, capturing the states
of her desktop, and then sending it to a migration server where it is stored along with
application-specific library URLs. When the user arrives at her destination, a RFID
reader attached to the new computer downloads the stored desktop from the migration
server and recreates it. The obvious drawback with this design is of course that it doesn’t
take seamlessness into account.
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Satoh [75] proposes a system where application mobility is more prominent; he uses an
architecture consisting of several computers, forming a federation. Within the federation,
an application can be dynamically distributed and deployed even while the application
is executed. The application can be split onto several devices for input and output, for
example a screen showing the GUI, a mobile phone providing input and a computer
(without keyboard) for processing. All components consist of collections of Java objects,
each with their own identifier and also an identifier of which federation they belong to.
Each component can attach to other components through hooks – migration policies that
enable one component to follow another in case of a migration being executed. There
are two types of hooks, attach hooks and follow hooks. When a component moves, an
attach hook tells the hooked component to migrate to the same destination if it meets
the requirements of the component. A follow hook signals the hooked component to
migrate to the destination, or another, better host, that is nearby, should a migration
be carried out. The follow hooks are only available when the system can make use
of location sensors and/or location information, knowing where to find suitable devices.
Each migration host must have a runtime environment (Java virtual machine) and at least
one TCP connection with all hosts close by. The migration process follows a number of
steps: first the component registers its policies with the destination host, to find out if
it can meet these requirements. A message is then sent back, telling the component if it
can migrate to the chosen destination, but also what other devices are close by, maybe
along with recommendations, should one of these be suitable as a destination as well.
Finally, the destination host instructs the component to migrate to the recommended
destination, be it the original destination contacted or another one. The system was
tested on a federation consisting of five component hosts (1.2GHz PCs) connected through
Fast Ethernet. Focus resided on monitoring migration times of hooked components after
an initial component migration had been carried out. Times varied between 40–60 ms.
No measurement results were provided for the whole migration process. The system
architecture also requires all nodes to be directly connected through a LAN, thus being
local in its scope.

Another system, proposed by Yu et al [76], allows application mobility supported
by mobile agents. The applications are context-aware, can adapt to the environment
according to context and can follow the mobile user. The authors use a middleware called
MDAgent on wireless handheld devices, which has four main components: managers for
agent, context, rules and configuration respectively. The agent manager keeps record
of the agent life cycles and takes snapshots of applications. The context manager has
interpreters, filters, reasoning, and prediction capabilities; ontologies are used to control
context. The rule manager contains context inference rules, while the configuration
manager handles configuring the application to fit with different context. Applications
are then designed with two levels in mind: a meta-level, including XML-based interface
descriptions etc for adaptation, and a base-level, containing context-free functions (such
as stop() and play()-functions, taking a media player as an example). A prototype was
created, and a notepad-application and a media player application were sent between a
1.4GHz PC and a 1.7GHz RAM Laptop, with total migration times of between 500 and
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4000 ms. Using a middleware, the system proposed by Yu et al becomes more loosely
coupled compared to for instance the framework designed by Ranganathan, Shankar, and
Campbell [41] above. Details about network solution is left out, but the local deployment
implies a local network and consequently a local scope.

Zhou et al [29] present a middleware supporting agent-based application mobility in
pervasive environments. Their architecture consists of four layers: A sensor layer, col-
lecting the raw data; the context layer, classifying and storing this data; an agent layer,
consisting of two agents (an autonomous and a mobile ditto) working with decision-
making and migration of the application respectively; and finally the application layer,
containing the application potentially being transferred. Keeping track of the applica-
tions is possible due to a resource registry and an application registry, where the devices
and applications are listed along with descriptions of their properties. The chosen context
representation form is the ontology, and the markup language used is OWL. OWL is a
standard format of the Semantic Web [77], used by applications to process information
instead of just presenting it to humans. OWL adds logic to the mere syntax offered by
XML. To demonstrate their architecture, Zhou et al [29] exhibits an implementation of a
prototype, its design resting upon the ideas put forth. Six demo applications (spanning
from a media player to a follow me instant messenger) were migrated between stationary
computers connected with 10 MBps Ethernet, thus not mobile devices. The experiments
show that suspension and migration times are rather stable, while resumption times in-
crease remarkably according to size of the files migrated. Total migration time for files
between 2 MB and 7.5 MB varies between 1000 ms and 1200 ms. Experiments do not
cover migration between different networks, nor do they involve wireless communication
technologies such as WiFi or other mobile interface standards.

Schmidt and Hauck [46] use a middleware called SAMProc (self-adaptive mobile pro-
cesses) to dynamically migrate applications, allowing them to adapt their interfaces,
states and implementations while running. Their proposed and partly implemented ar-
chitecture is built around web services (as described in [78]) and web facets (”a partic-
ular configuration of state, functionality and implementation”), with a factory service,
dynamically loading code on demand, a factory service finder, using UDDI-like reposi-
tory functionality along with a state store service, and also a dedicated context service
collecting data about the current state of the runtime environment. Changes can for
example trigger the application to move from one device to another. When initiating
a move of a mobile web service, a manager service first stores the current state using
the state store service, and then it finds a suitable factory, creating the web service at a
new location using the stored states. As a last step, the original web service is removed
[79]. A description language for SAMProcs is in development, as is an implementation
of the context service [46]. As is the case with many other context-aware application
mobility approaches, the system layout is centralized, thus vulnerable if losing access
to the network or the central node, and the key migration technology is based on code
loading.

OPEN Migration Service Platform (MSP) [80] allows applications to move with the
user and adapt to changes in context while executing. The solution is centralized, us-
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ing a migration server to manage context management, migration orchestration, trigger
management and state adaptation. Application data is also stored on a dedicated central
server. Every end-user device is equipped with a middleware, delivering migration sup-
port. A SOCKS version 5 [81] proxy is used to switch connections between endpoints,
maintaining sessions and bypassing firewalls. The system is evaluated in an experimen-
tal Virtual Local Area Network (VLAN) test bed with 100 Mbit/s throughput and no
packet loss, displaying migration durations that increase linearly to the simulated delay.
Network contribution to migration duration is almost 100% when using link delays of
100 ms or higher [80].

As shown, over the last ten years systems for application mobility with context-
awareness support have gone from continuous media applications (sometimes nomadic in
its mobility nature), residing heavily upon location as context notion, over systems with
greater focus on interface adaptation, to more general and robust frameworks, in regards
to functionality and interoperability. Ontologies as context representation are common
in the more recent systems, as is a design comprising of modules each responsible for
different tasks within the context-awareness supported application mobility framework,
sometimes built into a middleware that can provide services such as migration planning
and execution, as well as context reasoning and storage.

3.3 Chapter Summary

In this chapter, related work and projects on context-awareness in mobile settings were
presented along with related work on context-aware application mobility approaches. The
chapter was concluded with a short summary of evaluation of systems for application
mobility with context-awareness support.



Chapter 4

Conclusions and Future Work

This chapter concludes the introductory part of the thesis (i.e. Part I), summarizing
the results of the thesis work, a comparison with related work, and a discussion concerning
future work.

4.1 Summary and Conclusions

The aim of this thesis work is to explore and advance the area of application mobility.
The thesis approaches this goal through focusing on three research issues:

1. Architectural considerations for application mobility

2. Context-awareness support and application adaptability

3. Concept exploration

In relation to the first issue, the thesis presents an architectural proposal for applica-
tion mobility, taking into account requirements derived from related work and comple-
mentary user studies. The architecture is based on peer-to-peer and cloud technology and
has a global scope, i.e. allows a user to migrate the application between heterogeneous
wireless networks and a wide variety of devices. The thesis also contains an evaluation
of a deployment building on the presented architecture.

The second issue of context-awareness support and application adaptability is ad-
dressed in the design and evaluation of three prototypes for session- and application
mobility respectively. All prototypes adapt to the context, e.g. location, environment
and user needs. Applications adapt visually as well as functionally to different devices.

The third issue of concept exploration is approached through the definition of context-
awareness supported application mobility, experiments involving real users and the adap-
tation of concept-driven design research in creating new knowledge in the area of appli-
cation mobility.
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4.2 Comparison with Related Work

Comparing the thesis work with related papers and projects (presented in chapter 3) the
thesis makes the following contributions:

• The identification of requirements for application mobility and a proposal for a
decentralized, global scale architecture for application mobility, building on the
peer-to-peer paradigm. Several prototypes of systems allowing application mobility
are deployed, manifesting concepts such as decentralized system layout, context-
awareness, context quality and global scope. Evaluations are both quantitative and
qualitative.

• The design and evaluation of a framework building on cloud and peer-to-peer tech-
nology to enable mobile sessions.

• An exploration of the concept of application mobility through identification and
survey of a real work case, consisting of a field study and a workshop.

First and foremost, our architectural proposal and deployment allows for full appli-
cation mobility, i.e. the migration of an application, allowing it to resume its execution
from predefined execution states, restoring the interrupted working environment. Some
related works presented (e.g. the Aura system [61]) albeit interesting display applica-
tion nomadicity rather than application mobility. Another key component in application
mobility is wireless communication, and the work in this thesis distinguishes itself from
works like e.g. [29] that use wired networks for application mobility.

In comparison to the work presented in e.g. [67] and [71], the issue of context-
awareness support and application adaptability is addressed both broader and deeper in
this thesis. In [67] the notion of context only stretches as far as to location, and in [71]
the application totally lacks adaptation capabilities.

The idea of a decentralized architecture for application mobility, proposed and de-
ployed in this thesis work, allows for a lower degree of network dependency, simplified
addition and removal of new nodes and less vulnerability to the loss or removal of key
nodes compared to most other architectural proposals and deployments, being centralized
in system layout (e.g. [23], [41], [46], [68], [70], [73], [74], and [80]).

For application mobility to be useful globally, it must support heterogeneous devices
and networks. As these networks can be controlled by different network providers and
have different configurations and limitations, our architectural proposal was created with
a real world setting in mind, not restricting its deployment to a laboratory, LAN or
other user controlled network infrastructure. Thus, on this particular point, the work
presented in this thesis differs from all related work presented in chapter 3. Architec-
tures and deployments such as [23], [29], [41], [46], [73], [74], [75], [76], and [80] are all
examples of application mobility approaches, not designed for and/or not evaluated using
heterogeneous networks with different service providers.

In general, there is a lack of application mobility approaches that display full appli-
cation mobility in combination with context-awareness encompassing user, device and
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application context, while at the same time being deployable in a decentralized manner
in heterogeneous networks with different service providers. To the best of my knowledge,
the work presented in this thesis is the first to take all those aspects into account.

4.3 Future Work

When it comes to context-awareness in mobile settings in general, and in combination
with application mobility in particular, this thesis work shows the importance of ac-
knowledging context-awareness support as a research topic of its own, not just added as
a feature on top of other technology. The design and implementation of a standalone
context manager would be a a good addition to future application mobility research.

Cross-network measurements show that network quality is a major factor when it
comes to migration latency. A network offering low bandwidth inevitably result in long
migration times. User studies should be conducted to examine the acceptance of latency
when migrating between different networks. Another area related to application mobility
is that of security. In this thesis, security issues have only been briefly touched, certainly
not because of the unimportance of the subject (on the contrary, security issues form a
hot topic in mobile systems research) but rather due to the scope. Security issues related
to application mobility deserve particular attention and dedicated research, which the
limited scope of this thesis cannot cover, focusing on other aspects of the technology.
Security in application mobility thus constitutes an area that might be given attention
in future work.

As shown (especially in papers C, D, and E included in this thesis, originally published
as references [8], [9], and [10]) the concept of context-awareness supported application
mobility is still relatively unexplored. Benchmarks are rare and the possibility of compar-
ing different systems and architectures other than in a qualitative way is limited. Also,
with the emergence of mobile apps, i.e. applications installed and run on smartphones,
the definition of what an application is is beginning to change, or at least extend. Native
apps are challenged by apps created with web technology, and the emerging HTML5
standard along with related frameworks could contain some interesting components for
overcoming the existing challenges in application mobility. In particular, the require-
ments of support for offline work and heterogeneous environments could perfectly well be
matched by key features of these web technologies. Combining an application mobility
framework with emerging web technologies seems as interesting and promising future
work in the area.

Finally, the idea of treating application mobility as a service came quite early in this
thesis work. To realize that vision, an architecture had to be created, and technology
designed and implemented. With these building blocks in place, the actual service could
be examined and evaluated. Different application mobility scenarios could be modelled
and simulated, alongside evaluations with real user participation in real world settings.
Reformulating or rather advancing application mobility as a mobile e-Service would be a
challenging and logical next step in the conceptualization of context-awareness supported
application mobility.
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4.4 Chapter Summary

This chapter summarized the thesis and the results of the thesis work. Conclusions
where presented, along with a comparison with related work. A discussion of future
work concluded the chapter.
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Context-Aware Application Mobility Support in

Pervasive Computing Environments

Andreas Åhlund, Karan Mitra, Dan Johansson, Christer Åhlund, and Arkady Zaslavsky

Abstract

In the future, application mobility can play a crucial role and prove to be an enabler for
next generation distributed applications. Application mobility lets an application follow
the users while they roam between networks using several devices. In order to achieve
seamless application mobility, several issues need to be considered such as device het-
erogeneity, GUI-adaptation and application loss. Thus, in this paper our contributions
are two-fold. Firstly, we present our novel architecture called the Application Mobility
Manager (A2M) which provides seamless application mobility. The proposed architec-
ture is context-aware and decentralized. Finally, we present a novel application called the
Mobile YouTube Player which is capable of moving between heterogeneous devices and
provide users with seamless video experience. We validate the proposed system through
rigorous experimentation and user studies based on the real-world test bed and proto-
type implementation. The results clearly validate that the proposed system can support
seamless application mobility.

1 Introduction

Due to the recent advances in mobile, distributed and ubiquitous computing, we are
witnessing a proliferation of heterogeneous devices and applications. Over the past few
years researchers have been focusing towards context-aware and user-centric computing
where the boundaries between the users, their devices and applications are diminishing
[36]. Recently, application mobility has emerged as a new paradigm that tries to bridge
this gap by delivering access to user’s applications on-the-move on any devices they prefer.
Formally, application mobility can be described as the migration of an application from
one device to another [27] as shown in figure A.1. This figure shows that the application
migrates from one device to another i.e., between a desktop, a mini-PC and a projector,
to which the user has an immediate access.

In order to provide seamless user experience using application mobility, context-
awareness can play a crucial role. In [36], context is defined as a situation of an entity
where entity can be anything such as a user, his/her devices, etc. Through context-
awareness, devices and the applications can adapt to the user requirements and condi-
tions efficiently in terms of underlying networking technologies and mobility support.

There are several issues that need to be dealt carefully when dealing with application
mobility. These are: a.) Device homogeneity – most of the prototype implementations
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Figure A.1: Application mobility scenario: An application moves from one device to another.

such as [82] use Java as the programming language which does not support heterogeneity
i.e., different versions of the applications have to be implemented for different platforms,
for example, on the desktop PC J2SE is suitable whereas for smaller devices, J2ME is
more appropriate. Another problem is that Java does not support execution state mobil-
ity. This means that an application will be restarted when it is migrated from one device
to another with help of serialization and dynamic class loading. Consequently, in order to
resume an application from the same state as it was suspended before, some information
concerning its execution state needs to be considered; and b.) GUI-adaptation – it is not
enough for an application to migrate between the devices in order to achieve seamless
application mobility. Rather, GUI adaption plays a vital part and needs to be considered
in order to build usable applications for heterogeneous devices. For a GUI to be able to
adapt to its new host efficiently, it needs to be decoupled from the application logic [21].

This paper aims at providing context-aware application mobility support based on
the user and device contexts. In this paper our contributions are two-folds. Firstly, we
present a novel context- aware architecture to support application mobility called the Ap-
plication Mobility Manager (A2M); and finally, we present a novel application called the
Mobile YouTube Player supported by A2M which validates our proposed system. A2M
is context-aware and decentralized. It is validated through rigorous system performance
evaluation and a user study using our test bed and prototype implementation.

This paper is divided into six sections. Section 1 gives an overview of the research
domain. Section 2 presents our proposed architecture. Section 3 presents the results anal-
ysis. Section 4 presents the related research and finally section 5 presents the conclusion
and future work.

2 Context-Aware Application Mobility Manager

Figure A.2 shows our proposed context-aware application mobility solution called A2M.
The proposed system is divided into three components i.e., the Migration Manager (MM),
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Figure A.2: Context-Aware Application Mobility Manager (A2M)

the Application Adapter (AA) and the GUI Adapter (GA). The MM can be seen as the
system’s foundation which provides a generic interface to the applications running on
top of it. It is installed on each device and provides the applications with connectivity
options, context information and control. The AA encapsulates the applications such as
our proposed Mobile YouTube Player, and provides them with the application semantics
such as the application state information. It then helps the GA to adapt itself based on
the type of device and its capabilities, such as screen resolution. For the scope of this
paper, we have used YouTube [83] as the streaming service provider. We have also built
a generic Mobile YouTube Player (shown in figure A.3) which is encapsulated in the AA.
This application can request the videos from the YouTube server on behalf of the users
in both HQ and SQ and can migrate between the devices as and when required.
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Figure A.3: The Mobile YouTube Player

2.1 Migration Manager

MM is further divided into three modules i.e. the Connection Manager (CM), Context
Collector (CC) and the Mobile Application Manager (MAM).

Connection Manager

Device discovery: As mentioned previously that our proposed architecture is decentral-
ized in nature. We consider the devices connected to each other in peer-to-peer (p2p)
manner. These devices do not maintain any centralized repository to hold information
about each other. This was achieved by using multicasting. Here all the devices belong
to at least one multicast group. In a multicast group the device discovery is initiated by
sending a multicast message to all the devices. After the device discovery, all devices in
a particular group can start requesting and retrieving an application from each other.

Server Component: In a dynamic network environment, the behavior of the devices
and the applications can change frequently which can lead to disconnections. In case of
application mobility, applications can be lost due to such changes. For example, the host
machine can shutdown due to low battery, etc. Thus, in such cases, the MM on the host
device will send out a multicast message in its group asking for a host that can store and
serve the application on its behalf. In this way, at least one host can be selected. The
current host device will accordingly choose to send the application to any device in that
multicast group on a first- come-first-serve basis. Thus, in this way our prototype can
deal with application loss.
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Context Collector

The Context Collector (CC) is responsible for collecting and manipulating the context
pertaining to the device, user and the network environment. For the scope of this paper,
we have used user’s presence information as the context parameter which is determined
using RFID technology. This component enables the devices to know about the user’s
arrival and departure which can help in triggering the appropriate actions to support
application mobility.

Mobile Application Manager

The Mobile Application Manager (MAM) is the most vital component in the Migra-
tion Manager (MM). It enables the functionality to control any application (e.g. Mobile
YouTube Player) that involves migration and management. The migration of the applica-
tion is done via a TCP socket connection between the devices. The application migration
between the devices is performed by letting the host device first send an application spec-
ification containing a string with the application’s filenames and other relevant resources.
By receiving the application specification, the requester device will know how many files
to expect and how to name them appropriately. Consequently, the next step will be to
send the application files. Once the application is transferred from the previous device,
to the new device (requester), the connection is terminated. When the application is
downloaded on its new device, no prior knowledge of the application will be held. Hence
by Java Reflection, the newly downloaded application can be started on the new device
from where it was suspended on the previous device.

2.2 Application Adapter

The Application Adapter (AA) adapts the application (Mobile YouTube Player) based on
the system’s specifications. Once the application semantics are retrieved, it then adjusts
the application and maintains its current session state.

2.3 GUI Adapter

The GUI adapter (GA) aims to modify the mobile application’s GUI components in order
to suit its current host device’s user interfaces. This is achieved by equipping each device
with a device specific GUI profile, which is responsible for holding the GUI description
for a certain application. The GUI profile is then loaded by the GA during a mobile
application’s resumption phase.

3 Results Analysis

We performed result analysis based on the application performance where we studied the
application’s suspension, migration and the resumption time in wired, wireless and in
mixed (wired-wireless) networking environments. Suspension time refers to the time it
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takes to save the execution state on the host device; migration time is the time elapsed
from when the application request is sent to when the application has been downloaded
on the new host; and resumption time refers to the time elapsed from when the Mobile
YouTube Player is started on the new device to when the video playback is resumed.
We also analyze the results based on the user interviews to further validate the system
performance.

3.1 System Performance Evaluation

For performance evaluation three devices were used; a desktop PC, a laptop, and a
mini-PC. In case of test 1, the application moves between the mini-PC, the desktop PC
and then to the laptop in the wireless environment. In test 2, the application moves
between all the PCs in the wired network environment. Finally, in test 3, the application
moves in the mixed network environments i.e. from the desktop PC (wired connectivity)
to the laptop (wireless connectivity) and from the desktop PC (wired connectivity) to
the mini-PC (wireless connectivity). In test 3 the application first moves back to the
desktop from the laptop and then moves from the desktop to the mini-PC. In all the
cases both HQ and SQ based tests were evaluated except for the cases where the Mobile
YouTube application to mini-PC was transferred. This was due to the fact that our
mini-PC could not manage the HQ video because of its limited processing capabilities.
The total payload communicated between devices for migration was 2.39 Mb, of which
the size our developed application was mere 28 kB whereas the remaining size was for
the Java plug-in we used [84]. The video used during the experiments was a Spiderman
3 trailer with the duration of 3:05 min which was available in both HQ and SQ. Figures
A.4 and A.5 depict the total delay in terms of the summations of suspension, migration
and resumption time for all the tests, and all values are mean values of 30 measurements.
As can be seen in the figures, the suspension time is not varying much for either the HQ
or the SQ. The slightly increased time for the wireless part is due to the communication
to receive execution state parameters from the YouTube server.

The migration time is significantly lower in the wired network environment (IEEE
802.3) compared to the wireless counterpart (IEEE 802.11g). Due to significant inter-
ference observed by the 802.11g devices in our office environment, we were only able to
achieve a throughput of 6Mbps in the wireless network. The resumption time of the ap-
plication that occurred in the receiving device comprises of the application start-up time
and the time required for fetching the application content. The Mobile YouTube Player
is downloaded onto the new device and at the same time a request sent to the YouTube
server to access the Spiderman video in either HQ or SQ. The resumption time varies
slightly depending on the network setup and video quality. The longer time for resump-
tion of the HQ video (compared to SQ) can be attributed to the buffering of bytes needed
from the YouTube server to play out the first frame in the Mobile YouTube Player. We
will show later in the user study that even with the total delay of nearly 9 seconds, the
user does not consider it as a significant disruption to his/her user experience.
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Figure A.4: Total delay observed on devices for SQ in wired, wireless and mixed network envi-
ronment

Figure A.5: Total delay observed on devices for HQ in wired, wireless and mixed network
environment
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3.2 User Interviews

The performance evaluation in the previous section shows the overall delay users will
experience using our proposed solution. However, these results are not conclusive of the
fact that the overall system performance is acceptable by the users or not. Thus, in this
section we present the results of an initial user study, where the aim was to evaluate
the system’s performance and the overall concept of using a mobile video player from
the user’s perspective. The evaluation was scenario based, where the users got to carry
out a specific task while using the system, followed by an open ended interview session
with the participants. In our user tests, the population size comprised of 10 participants,
including 7 male and 3 female users. The population was a mix of both staff and student
members. The lowest age was 20 while the highest being 60. Because of the fairly small
target group, the evaluation was done with qualitative open-ended interview questions,
mainly since more users are needed to draw any statistical conclusions from a quantitative
evaluation. From the study we can conclude that the users were quite satisfied with our
proposal. It’s worth noticing that during the demonstrations, the users did not seem
to notice the mean resumption delay of nearly 9 seconds (HQ video). In regards to the
general usefulness of the system and in particular, the Mobile YouTube player, we got
positive responses as well. Most of the users liked the proposed system. They believe it
has a potential to be used in everyday lives such as in-home scenario where a user could
move from one room to another while watching a video.

4 Related Works

Chu et al. [82] designed and implemented a seamless application framework called
”Roam” to let the developers build multi- platform applications that are able to run
on heterogeneous devices. Their solution is centralized with a proactive migration ap-
proach. Also, the application loss problem has not been taken in account. Siu et al. [73]
implemented a state migration mechanism in the Sparkle Pervasive Computing Environ-
ment. Their technique covers state capturing at application level as well as the usage
of context to adjust the application state to suit the new environment after migration.
Their solution is decentralized with a proactive migration approach, and supports device
heterogeneity. The loss of application problem is not considered. Yu et al. [76] describes
a mobile agent based paradigm for enabling an application to move with the user be-
tween devices. During the analysis, applications were moved from one PC to one Laptop.
Indications showed that their solution is implemented in Java and are web service based
which means that their solution is centralized. The system is sensitive to user’s execution
context. However, in their proposal it is uncertain whether their solution supports device
heterogeneity since the experiments are conducted on a Desktop and Laptop PC.

Compared to the related work presented in this section, our proposal is decentralized
and is based on p2p networking approach. Thus, there is no centralized authority to
maintain state information. Using multicasting and by using the server component,
A2M ensures that there are no application losses. Our proposal is context-aware which
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determines user presence and then sends the application to device closest to the user.
Finally, we also validate our proposal using the user study which is not present in the
related research.

5 Conclusions and Future Work

In order to provide seamless user experience to the end user, ’anytime’ and ’anywhere’
kind of services will need to be supported on the network infrastructure. We believe
through application mobility that this goal can be achieved. However, there are several
challenges that need to be tackled. Issues such as device heterogeneity, GUI-adaptation
and application loss can hamper user experience in pervasive computing environments.
Thus, in this paper we propose a novel context-aware architecture called A2M. A2M
addresses the aforementioned issues and presents itself as a capable architecture to pro-
vide application mobility. It is decentralized and is based on the p2p network paradigm.
Thus, it minimizes application loss. It is context-aware as it can sense user presence and
then route the application to the device closest to the user. We validated the proposed
system through extensive performance evaluation and the user study conducted via our
live prototype implementation. To the best of our knowledge, ours is the first proposal
which presents the results based on user evaluation. In future, we also plan to include
other types of applications such as Web browser and PDF readers.
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Session Mobility in Multimedia Services enabled by

The Cloud and Peer-to-Peer Paradigms

Dan Johansson

Abstract

Services based on new information technology offering audio and video modality are
viewed among the most important today. When users change location or device there is
a need to keep these media sessions active.

The main purpose of this article is to present a lightweight framework that allows
session mobility through making profit of the cloud and peer-to-peer paradigms, while at
the same time fulfilling the prevailing requirements for new session mobility multimedia
services.

We demonstrate the principles of the framework by creating a real prototype, allow-
ing combined video and audio sessions to be migrated between devices, thus showing
successful implementation of session mobility meeting requirements such as low degree
of service provider dependency, no changes to current common network infrastructure,
dealing with privacy issues, providing flexibility and low cost, and letting the user control
when and where to migrate the sessions.

It is our belief that relatively new paradigms such as peer-to-peer computing and cloud
services could enhance and support flexible session mobility in a mobile use context.

1 Introduction

Mobile IT usage has become an omnipresent part of our modern society. Recent statistics
show that the estimated number of Internet users exceeds 2 billions, and that there are
more than 5 billion mobile phone subscriptions throughout the world [85].

New paradigms have emerged that fundamentally change past infrastructures. Peer-
to-peer (P2P) technology [4] connects devices and applications in a decentralized manner,
allowing them to exchange information and share resources through the creation of over-
lay networks lacking coordination from a central server. The Cloud paradigm [86] adds
internet-accessible, on-demand services in the form of software, platforms, infrastructure
and hardware resources.

Services based on new information technology offering audio and video modality are
viewed among the most important today [87]. Labels like Triple play, denominating
services based on video, audio and data, are complemented and extended by Quad play,
adding mobility [88].

Traditionally, we count four types of mobility [12]: terminal mobility, allowing a
device to change location and still be able to communicate; personal mobility (or user
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mobility), when a user can keep his or her user identity irrespective of terminal or network;
service mobility, making a particular service accessible by the user, regardless of terminal
or network, and lastly session mobility (or continuous user mobility), letting the user
change location or device and still be able to keep media streams active.

In combining session mobility with multimedia services, we have laid a foundation for
creating applications that can satisfy the needs and demands of today’s users.

Within the MOSA [89] project, we have explored how mobile e-services can emerge
from new technical platforms and paradigms that offer increased dynamics, accessibility
and coverage. The main purpose of this article is to present a lightweight framework
called MVCS that allows session mobility through making profit of the cloud and peer-to-
peer paradigms, while at the same time fulfilling the prevailing requirements for session
mobility multimedia services. A real system implementation is created to evaluate the
solution.

The paper is organized as follows: in Section 2 we present an overview of related work
to the requirements for multimedia services providing session mobility given in Section 3.
The description of our system implementation is covered in Section 4. Section 5 contains
the evaluation of our system followed by our results and, in Section 6, our conclusions.

2 Related Work

There are many systems and architectural proposals for session mobility. They can be
categorized into different taxonomies, depending on, for instance, centricity, scope and
protocols used.

An architecture for session mobility can be either network centric or device centric
[88]. Using the former approach, the migration is at large handled by the network. The
user and/or the system only asks the network to initiate and take care of the session
migration, from one device to another. The role of the user and the device is restricted
to just providing some preferences and maybe advertise themselves. The network might
even be given the responsibility of choosing the best target destination for the session. As
the network centric approach is associated with vast complexity within the network, and
also high deployment cost, it might be most suitable for small, localized session mobility-
based systems. A device centric approach is characterized by putting the mechanisms and
functions for realizing session mobility on the device, using the network as a more or less
unintelligent infrastructure for data transfer. The devices, with or without interference
from the user, are incumbent of gathering information from the network to initiate,
suspend, migrate, resume and end sessions. Obviously this requires more complex and
capable applications and devices, but network dependency is vastly reduced compared
to network centric solutions.

Looking at different protocols, solutions based on the Session Initiation Protocol (SIP)
[90] have become popular. Being adopted as the signaling protocol of VoIP and 3GPP
[19], SIP has a strong position within the session mobility area. The protocol provides
tools for controlling multimedia sessions, e.g. audio and video, over the Internet Protocol
(IP). Architectures are based upon User Agent Clients and Servers, exchanging SIP
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messages to initiate, modify and terminate sessions. Proxies, Registrars and Redirects
respectively negotiate initiation of sessions on the user’s behalf, registers sessions and
redirects them, should a migration be needed. Displayed in [91] and [92] are two examples
of SIP based solutions. One drawback of session mobility through SIP is that the signaling
is relatively heavy and requires text messages of considerable size. Some kind of proxy
and/or redirect must also be included for a SIP based system to work.

In [93] a SIP solution is extended with a web-based communication system. Using a
web server and a media server to make available and support media, piecewise protocols
are combined within a so called network box resulting in fewer SIP messages and less
processing overhead. The solution is however early work and not yet implemented as a
real prototype.

Zugenmaier et al [94] present how to achieve anchor-less session mobility, that is
creating session mobility that does not rely on home agents, as e.g. in Mobile IP, which
cannot support session mobility without extensions, or the SIP Proxy. The solution is
inspired by the Host Identity Protocol (HIP). HIP separates the end-point identifier and
locator roles of IP addresses, thus providing multihoming, identifying the user rather
than the Internet Service Provider. A theoretical description of a protocol incorporating
these ideas is presented. No simulations or measurements are presented, the emphasis is
rather on how to make the session migration as secure as possible, though the authors
admit that more formal proof is needed to confirm that the security goals are fulfilled. As
the protocol adds an additional layer between transport and network layers, this forces
all communication partners to support the protocol.

Finally, there are also middleware solutions, where certain session or relocation man-
agers are installed on all devices. Barisch et al [95] propose a framework that can cover
different applications, does not involve a communication partner and allows session mo-
bility. The TCP based Middleware solutions are obviously very device centric in their
nature.

3 Requirements

Spedalieri et al [87] list requirements for multimedia content management in new service
platforms. Requirements are based on interviews with experts within the industry. Re-
sults show that session mobility is seen an interesting service, but often hard to achieve
with existing architectures. As pointed out in [95], many existing solutions depend on a
service provider and the exchange of signaling messages, thus requiring that the service
provider supports such session transfers. No modifications should have to be done on
the communication partner’s network (i.e. no new hardware or demands for SIP support
or reconfiguration of routers). Privacy also becomes an issue, as the service provider
is explicitly informed about a session migration taking place, often with details of how
and whereto. Flexibility, convenience and low cost are of high importance when creating
systems encompassing this kind of mobility [87]. User control over the session migration
is also stressed. The process should not be automatic but initiated by the user.

The five explicit requirements for our prototype could therefore be summarized in the
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following points, showing issues that have to be adressed:

1. Low degree of service provider dependency

2. No changes to current common network infrastructure

3. Privacy

4. Flexibility, convenience and low cost

5. User control over the session migration

4 System Description

Our solution for session mobility, the MOSA Video Conference Service (MVCS), consists
of two major components, namely the MVCS Application and the MVCS Server. The
MVCS Application allows the user to set up and take part in video conferences with
other MVCS users, while the MVCS Server works as a back-end and repository. In addi-
tion, the system makes use of three third-party cloud services, more exactly peer assisted
networking, an authentication service and a cloud-to-device messaging framework. Com-
munication is carried out through faculative network infrastructures, e.g. WiFi, Edge
or 3G, and thus not limited to local networks. Figure B.1 contains an overview of our
architecture.

4.1 Authentication Service

The authentication is managed by a third-party cloud service, in this particular case the
Google ClientLogin [96]. First, the user supplies the MVCS Application with a login
and a password, corresponding to the user credentials of a beforehand-created Google
account. The MVCS Application requests a token with a ClientLogin from the Google
accounts authorization and a response is subsequently sent to the application. If the
challenge was met by a success (HTTP 200) the response will contain an authorization
token that will be valid through out the session.

4.2 MVCS Application

The MVCS Application allows the user to set up and take part in video conferences with
other MVCS users. The application exists in two variants, a full version (for station-
ary or semi-stationary computers) and a mobile version, the latter intended to run on
smartphones.
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Figure B.1: MVCS Architecture

Implementation

The application was implemented using the Adobe Flash Builder framework [97], relying
on ActionScript and MXML for creating interfaces and interactivity. The Adobe AIR
runtime enables building web applications that execute as standalone applications, thus
making it possible to install the applications as native apps on different devices.
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Figure B.2: MVCS Lobby

GUI

Figure B.2 shows a screenshot of the lobby. The lobby provides a graphical representation
of available conference rooms and shows information about the number of users present
in each room. There are buttons for creating new conference rooms, joining existing
rooms and refreshing the list, as well as the ”Go mobile” button, which allows the user
to continue working with the MSVC on a handheld device.

After joining a room, the view switches to show the user in a small broadcasting
window, and other participating users in a bigger, receiver window. Through this GUI,
shown in figure B.3, the user can communicate with the others through text (chat), video
and audio.

By clicking the ”Go mobile” button, the session will be transferred to a handheld
device, registered by the user with the cloud-to-device messaging server. The program
will start automatically and the session will be set up. Also, the chat history is saved. A
screenshot is shown in figure B.4.

4.3 MVCS Server

The MVCS Server is an important component of the system. It works as a back-end,
as well as a repository, offering centralized storage of data to be shared between the
applications and the third-party cloud services. An Xampp web server allows the rest of
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Figure B.3: MVCS Conference room

Figure B.4: MVCS Mobile Application
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the system to communicate with the central database through a back-end consisting of
Hypertext Preprocessor (PHP) files. Most calls consist of information retrieval or data
storage, but the back-end also handles requests to the cloud services.

The repository contains three tables. The fist one keeps track of the devices, both
mobile and stationary, as well as semi-stationary or nomadic, e.g. laptops. Their IP
addresses are stored along with information about who owns them (in the form of unique
Google usernames) and arbitrary device names. Another table contains information
about the chat rooms, with groupnames, peer group identifications and chat history.
The last table lists the users, storing their unique Google usernames as primary key and
appendant cloud-to-device messaging registration identifications and information about
a possible ongoing session.

4.4 Cloud to Device Messaging Framework

To be able to send data from the MVCS Server to applications installed on Android
devices, we make use of the Android Cloud to Device Messaging (C2DM) framework
[98]. Joining the system for the first time, the mobile device registers with the messag-
ing service through the MVCS Application by sending an intent including the sender
identification (i.e. a developer account) and the application identification (the package
name taken from the application manifest). If successful, C2DM will return a registration
identification to the application, which in turn sends it to the MVCS Server, storing it
in the repository. This routine is only carried out during the set up of the system. After
registration, the identification is always retrieved from the MVCS Server when needed.

When moving the session from the computer to the mobile device, the user first inter-
acts with the MVCS Server, sending a request to go mobile. The MVCS Server contacts
the C2DM server, providing the registration identification that links the server to the
application and its mobile host. Should the mobile device be inactive, the C2DM server
will store the message, otherwise it will be sent to the device instantly. When receiv-
ing the message, the application wakes up and starts to process the message, contacting
the MVCS Server directly. In this particular case, the MVCS Application starts and
automatically opens the lobby (or a login window, should the user not have an active
authentication token registered with the device), where the session can be resumed.

4.5 Peer Assisted Networking

Setting up the actual video streams, the MVCS uses Real Time Media Flow Protocol
(RTMFP). The protocol is developed by Adobe and supported by all computers using
Flash Player 10 or newer. It allows direct communication in peer-to-peer style between
the different copies of the MVCS applications. The protocol is UDP based, which makes
it suitable for quick and efficient video and audio transmission at the expense. Minimal
latency is achieved as lost data is not re-transmitted, as would be the case with TCP.
As audio data transmission is prioritized over e.g. video and text messages, bandwith
limitations does not affect the quality of the session in the same way as it would in a
system without data prioritization.
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Table B.1: Devices used in testbed
Name Type Specification
L1 Laptop HP, Intel Core Duo 2.26 GHz, 2 GB RAM, Windows 7
S1 Smartphone Google Nexus One, Android 2.2.3
L2 Laptop HP, Intel Core Duo 2.26 GHz, 2 GB RAM, Windows Vista
S2 Smartphone HTC Desire, Android 2.2

When starting a MVCS Application, it connects to the Adobe Cirrus server. The
server acts as a rendezvous making it possible to join peer-to-peer groups (corresponding
to conference rooms in the MVCS). When the applications are linked together in the peer
network, they function as endpoints that can send and receive audio and video streams
directly between each other. The streams does not have to be routed via some central
server, and it does not matter if the communicating devices are located behind NATs or
firewalls as long as the firewall allows outgoing UDP traffic. Communication is protected
through 128-bit AES. Unique identifications for keeping track of groups and sessions are
emitted by the Cirrus server.

4.6 Testbed Implementation

The system was implemented using two laptops and two smartphones, all connected
to an 802.11 WiFi network. The laptops were running different versions of Windows:
Vista and Windows 7 respectively. The smartphones both used the Android operative
system. In an additional test, the HCT smartphone was connected to a EDGE network,
while the Google smartphone was still connected to the original 802.11 WiFi. Table B.1
summarizes the testbed setup.

5 Evaluation and Results

5.1 Scenario

The use scenario contains all the devices listed in table B.1. Devices L1 and S1, running
MVCS Applications A1, and A′

1 (the latter one representing the mobile version) belong
to user U1 while devices L2 and S2, running MVCS Applications A2 and A′

2, belong to
user U2.

In the scenario, U2 starts the MVCS and creates a conference room. U1 logs on to
the system, joins the chat room via L1 and eventually decides to move the session to
S1, continuing the video conference from the smartphone. User U2 then migrates her
session to S2, after which U1 moves back to L1, i.e. the laptop from where she started the
session. This scenario could thus simulate two co-workers communicating while switching
between being stationary and on the move, maintaining their ongoing video and audio
session. Figure B.5 shows the sequence of steps carried out.
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Figure B.5: The detailed sequence of steps carried out during the session migration scenario

5.2 Measurements

Figure B.6 shows the time it took to migrate the session from A1 to A′
1. The migration

sequence is split in three steps: the first one shows the time it took the MVCS to send the
push message to A′

1 and start the application, the second step is to authenticate and show
the lobby after providing user credentials, while the third and final step shows the time
it takes entering the conference room and restoring the actual conference session. The
results show that a complete migration of a session from A1 to A′

1 takes approximately 14
seconds. The time for moving back to the original device A1 and continuing the session
is negligible, less than 1 second and approximately 1 second respectively (mean values).
This has to do with the fact that the application is still running in the background at
the original device (L1) with audio and video streams paused.

5.3 Meeting of Requirements

The MVCS has a low degree of service provider dependency. The major functions are
located within the MVCS Server and Applications, which are owned by the user/users
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Figure B.6: Migration time (mean values) moving session from A to A′

(be they users or groups within an organization). Google services are harnessed for
authentication and contacting the mobile device, while the Adobe Cirrus server is used
for adding peer-to-peer functionality, minimizing centralized communication such as the
need for a media server. Audio and video streaming is carried out directly between the
peers.

Using the MVCS requires no changes to the underlying IT-infrastructure. A mobile
device that supports Android Air and push notification (which is the case with devices
running Android 2.2 or newer) and a PC with the Adobe Air runtime is all that is needed.

Sessions are carried out directly between peers. Conference rooms, information about
users and their devices and chat history is stored on the MVCS Server, which is owned
and maintained by the user/users.

The system is flexible in that way that it allows a wide range of devices (Android
2.2+ being the requirement for mobile devices, Android Air runtime for stationary and
semi-stationary devices) and can be run over all kinds of IP based networks. The MVCS
also deals with the double jump problem, that is when both ends of a session moves, i.e.
A1 to A′

1 and A2 to A′
2. Except traffic cost, the system is free to use as the cloud services

are open.

The user has full control over the migration process. She actively pushes the session
from her laptop to the mobile device by pressing a button. When migrating the session
from the mobile device, the user can choose a new host from a list of devices running
active applications. Only her own, registered devices will appear in the list.

The MVCS thus fulfill all the requirements stated in Section III.



64

6 Conclusion

The main purpose of this article was to present a lightweight framework that allows
session mobility through making profit of the cloud and peer-to-peer paradigms, while
at the same time fulfilling the prevailing requirements for session mobility multimedia
services.

A prototype was created, allowing video, audio and chat sessions to be migrated from
stationary and semi-stationary devices to smartphones, thus demonstrating successful
implementation of session mobility meeting requirements such as low degree of service
provider dependency, no changes to current common network infrastructure, dealing with
privacy issues, providing flexibility and low cost and letting the user control when and
where to migrate the sessions.

It is our belief that relatively new paradigms such as peer-to-peer computing and cloud
services could enhance and support flexible session mobility in a mobile use context.

Future work would focus on refining the architecture, for instance to support parallel
applications and/or split sessions between devices. Another task would be to explore the
mobility type, extending mobility of sessions to encompass the whole application, thus
enabling application mobility, which is still a comparably unexplored mobility area.

Also, the new, still emerging, standard for HTML5 contains many concepts that could
form the next step in the convergence of multimedia, cloud and peer-to-peer technology,
e.g. elements that support audio and video distribution, API:s for peer-to-peer connec-
tivity, enhanced in-browser capabilities, local databases etc. It should be explored how
session mobility could be supported and enrichened through this interesting and rapidly
evolving web infrastructure.
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A MIP-P2P Based Architecture for Application

Mobility

Dan Johansson, Andreas Åhlund, and Christer Åhlund

Abstract

Mobility exists in many shapes; when migrating a running application (code, states and
data) from one device to another, one has achieved application mobility. In this article we
combine this mobility type with context awareness, defining context awareness supported
application mobility (CASAM) as when using context in the act of moving an application
between hosts during its execution, to provide relevant information and/or services, where
relevancy depends on the user’s task. We identify and present five CASAM challenges,
that are used to create requirements for a CASAM architecture. A proposal for an
architecture, building on peer-to-peer (P2P) technology in combination with mobile IP, is
then presented, addressing the identified challenges, providing a decentralized framework
for global application mobility. As such, our architecture differs from earlier centralized
and/or locally bound solutions for application mobility.

1 Introduction

There are four traditional types of mobility [12]: terminal mobility, allowing a device to
change location and still be able to communicate; personal mobility (or user mobility),
when a user can keep his or her user identity irrespective of terminal or network; session
mobility [7] (or continuous user mobility), letting the user change location or device and
still be able to keep media streams active; and lastly service mobility, making a particular
service accessible by the user, regardless of terminal or network. One type of service
mobility is when the user works with an application installed on a computer that is not
in the user’s close vicinity. This can e.g. be realized through virtualization technology
[21]. But mobility can also be extended to the actual application; when migrating the
running application from one device to another, one has achieved application mobility.
In this paper we will combine this mobility type with context awareness and present a
novel architecture for context awareness supported application mobility (CASAM).

To describe the concept of CASAM, we present the following scenario: Alice is sitting
in her office, attending a meeting via a videoconference system. The application allows
her to see all other attendees that are using webcams, and they can also see her. They can
speak with each other through headsets and use the videoconference application for text
based communication, drawing and sharing presentations. However, the meeting drags
on and Alice has to leave. The system senses this and migrates the video application to
her smartphone. On the way to her bus, Alice can still participate in the videoconference
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Table C.1: Summary of recent application mobility projects
Project Key components Mobility Context solutions
Roam [82] Roam agents, Roam-

lets, HTTP server
Centralized
code loading

Customization for different
devices

Unnamed [23] Migration server and
clients

Centralized Customization for different
devices

Sparkle [73] Intelligent Proxys,
Facets

Centralized Customization for different
devices

Gaia [41] Middleware, Model-
View-Controller
design

Centralized Possible separation of input,
output and logic on different
devices

Hydra [75] Federations Decentralized,
Multicasting

RFID supported location
awareness, Possible separa-
tion of input, output and logic
on different devices

MDAgent [29] Mobile agents Centralized,
Multicasting

OWL descriptions of con-
text, Customization for differ-
ent services or different users

SAMProc [79] Middleware, Web ser-
vices, Web facets

Centralized
code loading

Self-adaption of interface

A2M [6] Migration software Decentralized,
Multicasting

RFID supported location
awareness, Customization for
different devices

MSP [80] Migration server,
SOCKSv5 proxy

Centralized Basic device, connectivity and
user discovery

through her smartphone Bluetooth headset, though without camera or other easy to
reach interaction possibilities save speech and sound. On the bus, the system notices
that Alice starts her laptop, whereupon the application is transferred to her computer so
that she can continue work with streaming video, headset and keyboard input. Later, at
home, the video session might be displayed on her widescreen TV, while the sound can
be distributed through her media system speakers, allowing her to experience the best
available video and audio quality.

1.1 Definitions

In this section, we will define the important elements of CASAM.

• Application mobility: We define application mobility as moving an application
between different devices during its execution. This is usually done in three stages:
first, the application has to be paused and have its states captured. Secondly, the
actual transmission of code, states and related data is carried out, and finally the
application continues running on the new device. These three phases can be named
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suspension, migration and resumption [29]. Migration can be sender initiated, when
the user or the system actively triggers migration of the application from the host
to another device. Migration can also be receiver initiated, when the application
is instead fetched onto a new device, again either by a user or by the system [28].
Note that application mobility in our definition – where code, states and data are
all migrated – differs from mobility models like the Internet Suspend/Resume [99],
where virtual machines are layered on distributed storage and thus making the
execution of applications inevitably Internet dependent.

• Context: Context should be seen as ”any information that can be used to char-
acterize the situation of an entity. An entity is a person, place, or object that is
considered relevant to the interaction between a user and an application, including
the user and applications themselves.” [36]

• Context-Awareness: A system is context-aware if ”it uses context to provide rele-
vant information and/or services to the user, where relevancy depends on the user’s
task” [36].

Concluding this section, deriving from the defintions of context, context awareness,
applications and mobility respectively, CASAM could be described as:

”Using context, when moving an application between different devices during
its execution, to provide relevant information and/or services, where relevancy
depends on the user’s task.”

1.2 Disposition

This paper is structured as follows: In section 2 we summarize related work. Section
3 contains identified challenges within current research, while a user study in section 4
shows the viability of these challenges and provide us with five requirements for CASAM.
In section 5 we propose an architecture for CASAM, informed by the identified require-
ments. In the final sections of this paper we summarize and present our additional
ongoing and future work.

2 Related Work

The area of CASAM is rather young. In 1995, Bharat and Cardelli [3] presented migratory
applications as: ”a new genre of user interface applications that can migrate from one
machine to another, taking their user interface and application contexts with them,
and continue from where they left off.” Over the last ten years CASAM systems have
gone from continuous media applications (sometimes nomadic in its mobility nature),
residing heavily upon location as context notion, over systems with greater focus on
interface adaptation, to more general and robust frameworks, in regards to functionality
and interoperability. Many projects are designed around centralized solutions, which in
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our opinion takes away one of the main advantages of application mobility: avoiding a
constant connection to the network. Ontologies as context representation are common
in the more recent systems, as is a design comprising of modules each responsible for
different tasks within the CASAM framework, sometimes built into a middleware that
can provide services such as migration planning and execution, context reasoning and
storage. Table C.1 summarizes.

Most CASAM-systems (Roam [82]; an unnamed system by Bandelloni and Paternò
[23]; Sparkle [73]; Gaia [41]; MDAgent [29]; SAMProc [79]; MSP [80]) are centralized,
to an high extent relying on server-side components. Such an architecture makes the
system very sensible to disturbances in Internet connection, thus canceling out one of
the most important strengths of application mobility, namely a lesser degree of Internet
dependency (for instance compared to the usage of similar cloud applications).

Satoh [75] instead adapts a decentralized approach, using an architecture consisting
of several computers which form a federation. Within the federation, an application can
be dynamically distributed and deployed even while the application is executed. The
application can be split onto several devices for input and output, for example a screen
showing the GUI, a mobile phone providing input and a computer (without keyboard)
for processing. All components consist of collections of Java objects, each with their own
identifier and also an identifier of which federation they belong to. The system requires
all nodes to be directly connected through a LAN and resides heavily upon RFID for
identification of users and devices.

Our own prototype system for CASAM is called A2M [6]. The system offers a de-
centralized solution for migrating Java applications, using multicast. The application
can adapt its graphical user interface, as well as its presentation of the mediated service
(in this case, a video stream) to the capabilities of the host device. As the migration
manager signals the multicast group before shutting down, applications will not get lost.
A2M was evaluated not only through quantitative measuring, but also qualitatively, by
real users.

3 Architectural Requirements

Many challenges exist within CASAM. When surveying related work, we can identify
several areas that stand out. First of all, there are issues concerning application iden-
tification. How users are authorized is an important matter, as is privacy support and
control of secondary context [36]. Also, one has to consider how to authenticate the de-
vices, the users and – of course – the applications. In addition, naming and keeping track
of applications is important, as is device recognition and the prevention of application
loss (and/or the addition of recovery methods).

Another issue of CASAM design is the context-awareness model. How context data
is acquired, represented, interpreted and abstracted has great impact of system function-
ality. A CASAM system must also cope with different sources of input, and be able to
combine and compare these. Information about the context could be used e.g. when de-
ciding when to migrate and to rank available host devices according to offered resources.
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Figure C.1: User scenario.

Figure C.2: Average time of suspension, migration and resumption during user study
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Sharing context data between nodes in the system then becomes important, and must be
designed for. The rate of input and updates must be taken into consideration, as must
context storage. Ultimately, there is also the incommensurability between the common
sense used by humans and the reasoning done by context-aware computer systems which
must be overcome. In short, enabling the system to sense, think and act is of utmost
importance when it comes to supporting application mobility.

All downtime in application mobility must be minimized, or preferably eliminated,
to allow a good usage of the system and its services. Migration is often associated with
big overheads, making it a challenging task. The topic of seamlessness must also be
seen from a user perspective, as seamlessness might be experienced different by different
users in varying contexts. A user might for example be more tolerant with downtime
in a video stream, as she still has to move her eyes from one device to another, but
when listening to music, an interruption in a song might be experienced differently and
with less patience. This is also what two ITU-T Study Groups [100] state in their
definition of Quality of Experience, taking into account ”the complete end-to-end system
effects (client, terminal, network, services infrastructure, etc)” and the fact that ”overall
acceptability may be influenced by user expectations and context”.

Finally, when moving an application within or between systems with devices that
differ in hardware or software configurations, migration is said to be heterogeneous.
This is normally the case for CASAM, where various types of devices, all with different
resources, are used to run applications with certain, often varying requirements. Design
for diverse environments is therefore an important challenge to overcome. Our earlier
work [5] contains a longer and more detailed survey of CASAM challenges.

4 Complementary User Study

Researchers have listed benefits, drawbacks and challenges that need to be considered
when trying to achieve sufficient application mobility. However, the involvement of po-
tential end-users has been very poor so far. In this paper we therefore present a com-
plementary qualitative user study which goal was to test the viability of the indentified
challenges, and also to see if the users could provide new insight to the problem domain.

The study was divided into three phases and conducted with the help of nine users
– four females and five males – at Lule̊a University of Technology in Skellefte̊a, Sweden.
The tests where carried out individually. Each user was introduced to the concept of
application mobility, then we informed about the task that was to be carried out. More-
over, while signing up for the evaluation the users were asked to fill in a questionnaire,
where the aim was to gather information about the target group. The questionnaires
show that the age of participants spanned from 20 to over 60 years. On a likert scale
ranging from 1 to 7, the users considered themselves to have computer skills between 4
and 7. Additionally, the target group was made up from persons representing admin-
istrative professions, students from art courses, technical courses and economic courses
respectively, and also researchers and teachers.

During the second phase of the study, each user carried out a specific scenario while



4. Complementary User Study 73

using a videoconference application enhanced by context-aware application mobility, be-
ing able to migrate between three different devices, using RFID to communicate the
user’s position to the system. Our A2M prototype [6] provided the functions needed
to set up a multicast network over 802.11g WiFi. The videoconference application was
implemented using Flash and Java. Context data was modeled as XML and included
user location and screen resolution.

The test was commenced in an office, where the user was participating in an e-
meeting on a laptop computer. After a while, the participant was asked to go to the
library to borrow a book. The user consequently moved the application to a mini-PC
and continued the conversation on the way to the library. The third and final step was for
the user to bring the book and go home to his/her living room, where he/she migrated
the application to a computer with a TV screen. Figure C.1 shows the layout of our
simulated test environment.

After the scenario, interview sessions were performed, where each user was asked
ten open ended interview questions concerning the concept of application mobility, and
the experience of testing the prototype. Each session was recorded, to fully capture all
answers.

The test and user interviews supported the requirements identified in section 3. Users
commented on the importance of the system to be always accessible and that it must
not break down or lose its connection to other devices when the user does not desire it.
Security issues were also discussed, along with the importance of identifying applications.
Regarding context awareness and quality some users felt it was important to be in control,
while others wanted the system to be able to make its own, well-informed decisions.
Different modalities was also considered to be a good thing, having the opportunity to
use, e.g., a big screen instead of the small displays of smartphones or ultra-mobile personal
computers, if a big screen were to be available. Moreover, migration performance was a
recurring issue in the interviews; the system should be fast, give the experience of ”good
flow” and have low delays when starting up the applications on new devices. During our
study, total migration times (suspension, migration and finally resumption of the 2 MB
application) varied between 4 and 11 seconds. As shown in figure C.2, suspension times
were very small, averaging 58 and 96 ms respectively. Migration times averaged 6787 ms
for the nine unique migrations between the office and the library and 3959 ms for the
migrations between the library mini-PC and the living room. Resumption times were
1169 ms and 1303 ms respectively.

Several of the users also commented that a system providing application mobility
should work on different devices and platforms, and be able to handle resource challenges
such as battery consumption.

Other, clearly user-centric demands and comments where also added to the existing
challenges. These issues could be divided into two main groups; simplicity and social
issues. Several users stated that they wanted a system providing application mobility
to be simple and intuitive, and also easy to install. The applications should be stable
and well-designed, and it should not be expensive to use the system. Some of the users
saw application mobility as a good technique for social applications like chats, enhancing
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Table C.2: Summary of User Evaluation
User comments and discussions during tests
and interviews treated...

Supported requirement(s)

Accessibility, robustness, must not lose identity, must
not lose connection, security, durability, must not lose
current work

Application Identification

User control, adaptability, good decision-making, dif-
ferent modalities, good decision-making

Design of the Context aware-
ness Model & Context Quality

Fast, good flow, low delays Seamlessness
Must work on different devices, battery consumption,
must work on different platforms

Heterogeneity

Simple, easy to install, well-designed applications, in-
tuitive, cheap, always available for work, social plat-
form, gaming platform

Usability & Social Considera-
tions

availability, and one of them came up with the idea of using it as a platform for gaming.
Some concerns were also raised that application mobility would make the user always
available for work, in the same manner a mobile phone can make people presuppose that
the owner of the phone always will be available to answer. Table C.2 summarizes the
result of the user evaluation.

5 Architectural Proposal

Supported by our survey of related work and the user study we conducted, we find that
an architecture for CASAM should fulfill the following five requirements:

• Must handle application identification

• Must be context-aware and maintain context quality

• Must provide seamless migration, minimizing downtime

• Must cope with diverse environments, i.e. migration between different networks,
heterogeneous interfaces, resources, local preferences etc

• Must have high degree of usability

The A2M protoype [6] fulfills some of these requirements, but not all. Therefore we
have designed an architecture for application mobility that will act as a foundation when
further developing our prototype. This architecture takes all the identified requirements
into account, either by directly addressing them through its composition or being general
enough to allow customized solutions for specific problems. Starting with peering capa-
bilities for devices: if the system is to be used in a bigger network or between networks, a
typical multicasting solution would be insufficient, as multicasting requires routers to be
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Figure C.3: Architectural overview

configured to support this communication technique. Therefore, the Peer-to-Peer (P2P)
paradigm [4], creating an overlay network of devices used for application mobility, is the
preferred solution.

In our architecture, P2P networks for application mobility will be small or of moderate
size, and they may be widely distributed geographically. When adding a new node to the
P2P network, ways are needed to locate the peers and to join the network. First, all users
in a network using application mobility between devices need to register an entry in the
local DNS, binding a fully qualified domain name (FQDN) (e.g person-P2P.domain1.se)
to a multicast address existing in the home network. When adding a device to the P2P
network, users enter the FQDN and the node requests the DNS for the IP multicast
address matching the FQDN. When joining the network, a join request will be sent using
the multicast address. All nodes in the P2P network connected to the home network
will receive the join message and the one responding first will authenticate the requestor.
If successful, the node will be a member of the P2P network. Our architecture enables
nodes connecting outside the home network to attend the P2P network by using Mobile
IP (MIP) [18]. Node mobility is managed by standard MIP, where a node registers with
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the Home Agent (HA) and requests the multicasts for the P2P group to be forwarded by
the HA. In this way, nodes connecting both in the home network and outside can be apart
of the P2P network. In our architecture, this also makes it possible for nodes borrowed by
a user to join the P2P network, as users in our architecture can register (public) nodes
with the HA. The join request (multicast message) from an outside node will be sent
through a tunnel from the requesting node to the HA and then forwarded by the HA,
both in the home network but also to nodes outside, being a part of the P2P network. In
comparison with pure P2P networks, P2P-MIP is proposed with personalization in mind
to enable enhanced security, scalability and dynamics. Figure C.3 shows an overview of
our proposed architecture.

In our implementation, we have chosen JXTA [101] as the P2P platform. JXTA is an
open source P2P protocol that uses XML messaging to interconnect devices and create
decentralized overlay networks. JXTA has defined capabilities for advertising context
information such as peers, groups, virtual connections and services, while virtual hash
tables help distributing the data structure. As the protocol is based on XML it can easily
be extended with the possible extra information needed to support the requirements for
our architecture.

5.1 Application Identification

Our naming uses an address comprised of the P2P domain and the application identifi-
cation, in the form of application id@P2Pdomain. Adding and removing devices to and
from the P2P overlay network must be made in a secure way, preventing application
theft. To address the theft issue, the joining process uses encrypted control messages.
This is also the case for control messages managing mobility of applications. Our pro-
posed solution uses symmetric encryption where users need to enter a shared secret key
in all devices intended to join the P2P network. To avoid application loss due to devices
(hosting applications) shutting down, there are no special mechanisms needed beyond
having a node in the P2P network that is ”always” available in the network. A desktop
computer equipped with UPS and a fiber connection can take such a role. Battery pow-
ered computers sense that battery is ending and will request to move an application to
another device before shutting down.

The nodes in our P2P network can be both private and public devices. In the case
that a user wants to add a public device, like for instance a big screen, it must first be
authenticated to join the P2P network.

5.2 Context Awareness and Context Quality

We propose a decentralized context model. The nodes keep profiles about all the ap-
plications, with prioritized suggestions regarding input and output capabilities, network
requirements and processing power. The system also contains information about all de-
vices. This information is added in a profile for each device. Both these profile types are
available at every node in the P2P network, in the form of distributed hash tables.
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Certain context data is crucial for the possibility to migrate an application. E.g.
the new device must have a certain amount of free disk space to host the application,
otherwise it should not be regarded as an alternative for migration. The same goes for
devices which are critically low on battery. This type of context data must be gathered
at the same time as the user or the system decides to initiate a migration. Less crucial
context data can be stored in the P2P hash tables and updated in intervals depending
of the volatility of data.

Within our proposed architecture, a sender initiated migration of an application (in-
formed by context awareness) will be carried out in the following steps: 1) a migration is
triggered directly (for instance by the user) or indirect (by signaling within the system),
whereupon 2) a lookup is made in the distributed hash tables to find a candidate device
meeting the requirements of the application and the user in terms of input and output
and so on. Then 3) a notification is sent to the chosen candidate host that the application
is about to move. The application’s profile is then 4) compared with crucial properties as
free disk space and battery power, and the candidate host device then 5) give answers on
to what extent it can fulfill the application’s demands, i.e. answers yes or no, whereupon
6) the migration is either carried out, or, in the case of a negative answer, the process
of finding another candidate host begins anew with step 2 in the migration sequence.
This simple yet dynamic negotiation process (also shown in figure C.4) gives a better
quality to context, in that it always produces the most recent answer to how suitable a
certain device is for running the application that is to be migrated at a particular time,
weighted against demands for seamlessness. More or less static information is stored in
the distributed hash tables (which are updated as often as the system allows, not disturb-
ing network or application performance) while important dynamic context information
(e.g. network quality [102] or battery power) is collected and considered when actually
contacting the host candidate.

A receiver initiated migration would be carried out in almost the same way as the
sender initiated migration presented above, but with one exception in the early migration
sequence: migration is triggered through the device shown as Node 2 in figure C.4, and
then a migration request is sent to Node 1, skipping the whole process of comparing and
choosing a candidate node. When requesting receiver initiated migrations this param-
eter is already known. However, we do have to ask the distributed hash table for the
application profile, as we do not know where the application is currently stored before
migration.

5.3 Seamlessness

Seamlessness, as in instant migration, is a utopia that cannot be completely reached.
Sometimes, it might not even be of importance. The focus should lie upon giving a good
enough experience of seamlessness, and this might vary from situation to situation. In
cases where we can suspect a high need of seamlessness, the process in figure C.4 might
be overriden, and instead replaced with a history based migration decision. If a user has
migrated her mini PC MP3-player onto her home media center seventeen times out of
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Figure C.4: Sender initiated migration
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seventeen the last week, there might be little need for a negotiation process to decide
that a seamless migration based on historical data would be preferred over a slower
migration based on recent data. As the distributed hash tables containing the profiles
for applications and devices are updated from time to time, the negotiation process can
be shortened and simplified.

However, the experiments presented in section 4 (see figure C.2) showed us that
suspension and resumption had less importance on migration times compared to the
actual migration, which in general caused the biggest time consumption. Using context
awareness to decide upon the best available network should therefore be an important
feature in an architecture enabling CASAM.

5.4 Heterogeneity

Heterogeneity is both a blessing and a curse; different devices, operative systems and
applications makes it hard to migrate applications and have them run on different plat-
forms. Then, on the other hand, heterogeneity is a prerequisite for application mobility
that benefits by different interaction capabilities; application mobility is not an end in
itself, but rather something that is triggered when the situation is favorable for a mi-
gration to take place. The rationale behind a migration is that the application should
always run on the best available device, the notion of ”best” being decided by the user
and/or the system. Our standpoint is that the application should be migrated with its
complete execution state. A good thing about this is that only one version of the appli-
cation will be running at the same time, which would eliminate the problem of version
tracking. The drawback is that heterogeneous devices often does not supply the same
software platforms. Java applications, for instance, might be vendor-specific platform
independent, but the Java Virtual Machine is not.

To this date, there are no good solutions for coping with heterogeneity drawbacks
in larger P2P networks. Standardization within networks and communication is being
carried out by organizations such as IEEE and the ITU-T, but there will always be
platforms not compatible with standards. Storing different versions of a program on
a centralized server is a possibility, but then the desirable decentralized architecture
feature cannot be used. Although we expect the problem with heterogeneity to diminish
as operative systems are getting smaller (see e.g. [103]) and smaller devices are getting
more powerful, making standardization easier, we want to recognize the problem. In a
small scale P2P network though, heterogeneity will not be a big problem as the user
actively can decide which devices to buy and add to the system.

5.5 Usability and Social Considerations

Designing good applications and application mobility solutions is, as with all design, a
task in itself. Involving users in the design process is an important element in our ongoing
work.

As users in our study emphasized social applications and tools for interpersonal com-
munication as particularly suited for the concept of application mobility systems, we
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think that it would be advantageous to do prototyping with this in mind. When de-
veloping applications to demonstrate CASAM, we have created a mobile mediaplayer, a
videoconference system and a simple multiplayer game. Portable workspaces might also
work well with our proposed architecture, migrating applications and data that can be
used offline on a new, preferably mobile, host.

6 Future Work

An early implementation of our proposed architecture already exists, building on a mod-
ified version of the A2M prototype along with the JXTA framework. Future work will
consist of finalizing the implementation of our proposed architecture. Adding intelligence
to the migration decisions will also be an important matter. Performance measurements
will be carried out, and the planned laboratory tests will be complemented with a case
study involving real mobile users in an iterative design and evaluation process.

7 Conclusion

We have defined CASAM as ”Using context, when moving an application between differ-
ent devices during its execution, to provide relevant information and/or services, where
relevancy depends on the user’s task.” When designing for CASAM, there are several
challenges to tackle: application identification, design of the context awareness model
and context quality, seamlessness, heterogeneity, and also usability and social consid-
erations. An architecture supporting this kind of mobility must be able to meet these
challenges.

Our proposed architecture has a decentralized P2P basis. A combination with MIP
enables access to the P2P network, even if it is widely distributed geographically. Ap-
plication identification is solved by unique application ids. Context data is distributed
so that all nodes can store or quickly access information about other applications and
devices in the network. Also, the challenge of heterogeneity is acknowledged, although
only partial solutions can be adapted. Our architecture differs from earlier centralized
and/or locally bound solutions for application mobility.

Users in our study emphasized social applications and tools for interpersonal com-
munication as particularly suited for the concept of application mobility systems. When
developing applications to demonstrate CASAM, we have created a mobile mediaplayer,
a videoconference system and a simple multiplayer game.
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Conceptually Advancing Application Mobility

Dan Johansson and Mikael Wiberg

Abstract

Mobility has become an omnipresent part of our modern IT society. Alongside the
general mobility taxonomy of mobile users, terminals, sessions and services, there are also
more specialized forms of mobility. Context Awareness Supported Application Mobility
(CASAM) or ”Application Mobility” is one such form that is explored in this paper.
CASAM builds on the idea of using context to move an application between different
devices during its execution, in order to provide relevant information and/or services.
In this article we use a concept-driven approach to advance mobile systems research,
integrating it with a more traditional user-centric method and a case study, further
exploring the concept of CASAM. To empirically situate our design work we conducted
an empirical study of a home care service group serving the Swedish municipality of
Skellefte̊a, followed by an exercise in matching the properties of the CASAM concept
in relation to problems within current workflow (e.g. scheduling, travel, care situation,
communication and debriefing). The result is a proposal for an IT artifact manifesting
the CASAM concept, attending to all the identified problems while at the same time
validating the concept.

1 Introduction

In the mid 90s, Leonard Kleinrock [11] presented his classic paper entitled ”Nomadic-
ity: Anytime, anywhere in a disconnected world”. In his paper, Kleinrock argued that
although users were now IT nomads (using IT and computer based services at differ-
ent places, pausing or shutting down in between), systems were not fully nomadically-
enabled. The assumption of us being always connected was wrong. Instead, being dis-
connected was a common mode, and moving from your desk to a conference room in the
very same building required a nomadic mode, as the IT environment could be completely
different in the two locations.

Indeed, much has happened since Kleinrock wrote his article. Mobile IT usage has
become an omnipresent part of our modern society [105], [106], [107]. Recent statistics
show that the number of Internet users exceeds two and a half billion, and that there
are more than five billion mobile phone subscriptions throughout the world [85]. Mobile
users act within a space of flows [2], transcending the well-known space of physical places.
In the space of flows, both information and technology roam through time and space,
more or less unaffected by physical boundaries. Concepts like cloud computing present
opportunities to use thin clients to access data and services, execute programs via the
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Internet and store data in virtual folders. Mobile IT is indeed an important part of the
often brought up vision of ubiquitous computing, described as unobtrusive services and
applications that are always accessible [32], [33].

In the light of this, one could say that IT users have gone from being simply nomadic
to being truly mobile, able to access and use the same services constantly, regardless of
current place or device. This assumption has many flaws though. Despite the increase
in mobile devices used along with new communication technologies (3G, WiMax, new
highly improved versions of WiFi etc) and an abundance of web and cloud services,
society still lacks the ability to use our IT anywhere, anytime. An Internet connection
might be missing or broken, trust issues might prevent a user from consuming different
services (such as virtual storage) and the metaphor of the cloud might not be intuitive to
all users. There are still areas within mobile computing that are not fully explored; areas
that might contain concepts that help us complement the ambition of systems that fully
support mobile IT usage. One such concept could well be Context Awareness Supported
Application Mobility. Taking this as a point of departure, the purpose of this paper is to
conceptually advance ”application mobility” towards design, i.e. to explore the concept
in search for solutions that increase mobility.

1.1 Related Work on Context-Awareness Supported Applica-
tion Mobility

The basic notion of ”mobility” has been applied on different aspects of the IT usage
context, e.g. terminal mobility, session mobility (mobility of information and media
streams), service mobility or personal mobility [12]. Applications can also be mobile. In
1995, Bharat and Cardelli [3] presented migratory applications as:

”a new genre of user interface applications that can migrate from one machine
to another, taking their user interface and application contexts with them,
and continue from where they left off. Such applications are not tied to one
user or one machine, and can roam freely over the network, rendering service
to a community of users, gathering human input and interacting with people.”

Migratory, or mobile, applications thus resemble mobile agents, but the latter are
typically non-interactive and function as silent agents on the user’s or client’s behalf.
Mobile applications are not restricted to certain types of programs, and they also always
have user interfaces and keep all of their states when migrating [3]. Migration can be
either sender initiated, when the user or the system actively sends the application to
a new host device, or receiver initiated, when the application is instead fetched onto
the new host [28]. Regardless of migration type, the application first has to be paused,
then moved (using a wired or, in mobile scenarios, preferably wireless communication
technology) and finally made to continue its execution on the new device, thus being
completely removed from the original host. Zhou et al [29] name these stages suspension,
migration and resumption. When transferring an application between different devices
during its execution, one has accordingly achieved application mobility.
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Application mobility always exists within a context. Here we use Dey and Abowd’s
[36] definition, describing context as:

”any information that can be used to characterize the situation of an entity.
An entity is a person, place or object that is considered relevant to the inter-
action between a user and an application, including the user and applications
themselves.”

Making a system capable of sensing its context and then act according to its own
reasoning upon the data describing the situation, is making it context-aware. Combining
Dey and Abowd’s [36] definitions of context awareness with state of the art definitions
of application mobility (e.g. Koponen et al [27]), the concept of Context Awareness
Supported Application Mobility (henceforth referred to through the acronym CASAM)
could be described as when using context to move an application between different devices
during its execution, to provide relevant information and/or services, where relevancy
depends on the user’s task.

1.2 Purpose and Disposition

The purpose of this paper is to conceptually advance application mobility towards design.
In more specific terms that means to elaborate and examine the concept of CASAM,
testing the viability of the concept by defining it, manifesting it within a prototype,
exposing it to real users, and relating it to state of the art research within the field of
mobile systems, according to the method of concept-driven design research (see section
2 in this paper).

In outlining the paper we present the concept-oriented method guiding our research
(section 2) followed by section 3, in which we apply the phases of the concept-driven
research method to explore, critique and express the notion of CASAM. Following the
method of concept-driven design research we then examine CASAM through an external
design critique (section 4), followed by a discussion of CASAM as mobile IT support for
home care groups (section 5) before concluding the paper in section 6.

2 Method – Concept-driven Design Research

There are different methodologies to choose between when designing IT. User-centered
approaches, along with participatory design, activity theory, contextual design, and to
some extent ethnographic methods, are all examples of empirically oriented approaches,
very common in contemporary IT design. A fundamental element of these empirical
approaches is that IT design must be derived from thorough analysis of an existing situ-
ation. In making a systematic and complete investigation of users and their context, the
IT design will emerge somewhat automatically, as the natural answer to the consideration
of all variables of the problem. Empirical approaches have certainly proven successful
when designing IT artifacts for existing cases and concrete situations.
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However, designing IT can also have an impact on constructing theories. Building
upon theories of futuristic use scenarios and reasoning grounded in theory [108], Stolter-
man and Wiberg [109] present a complementary design approach, labeled concept-driven
design research.

In concept-driven design research the striving for new knowledge is structured in seven
basic phases consisting of: 1) Concept generation, 2) concept exploration, 3) internal
concept critique, 4) design of artifacts, 5) external design critique, 6) concept revisited,
and finally, 7) concept contextualization.

Through the process of 1) concept generation new possible concepts are formulated
based on earlier theoretical work in the field. This generation of new concepts is typi-
cally a process not possible to prescribe: it may be done by working with associations,
metaphors, conflicting or opposing theoretical concepts, theories from other design fields,
and historical or other paradigmatic examples. The second process is called 2) concept
exploration. In this process the researcher works hands-on with materials, creating mod-
els and prototypes and experimenting with unusual materials, forms and content in the
exploration of new design spaces. The aim with this process is to explore the design
spaces given a formulated guiding concept.

In the third process, called 3) internal concept critique, the strength of the chosen
concept is examined before moving on to a more formalized design. In this phase it is
important to relate the design and its underlying concepts to the established theoretical
foundation [109]. The success of this phase relies on the identification and establishment
of (1) the uniqueness of the chosen core concepts and (2) to what extent the concepts
relate to existing theory, and (3) how well these concepts can be clearly expressed in a
concrete design.

Having established the conceptual ground the fourth process, 4) design of artifacts,
involves the carving out and expressing of a concrete artifact as a manifested composition
that incorporates the concept design as a ”whole”. This means that the development of
the actual manifestation becomes part of the design process and of the theoretical de-
velopment. This is where concept-driven design research relates theoretical development
with the skilled craft of making artifacts that manifest the full meaning of a theoretical
concept. [109]

The fifth process called 5) external design critique is about tests and evaluations. In
most approaches, testing includes a question of user acceptance (as is the case in usability
testing from the perspective of user-centered design). In concept-driven design research,
testing means instead that the conceptual design is exposed to a public and critiqued as
a composition. It is an evaluation of the idea, the concept and the inherent theoretical
principles that the design manifests.

Based on the results from the tests and evaluations, the sixth process, 6) concept
revisited, is about revising and refining the concept that has guided the design. In this
sense the evaluation in phase 5 serves as a basis for theory development in this process.

Finally, the last part of this method called 7) concept contextualization, is about
relating and valuing this new concept against the current body of concepts and theory in
the field, and to position it against similar concepts. Through clarifying the uniqueness of
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the concept, one can simultaneously define how the new concept contributes to previous
work. This final process is also the most crucial. [109]

In our research project, as presented in this paper, we have set out to follow the
basic steps of this method with particular focus on the concept of CASAM – Context
Awareness Supported Application Mobility, and how it can be conceptually advanced
towards design through a process including concept definitions, concept interpretations,
concept implementation in the form of a working prototype, and finally refined and
further related to the current body of research within this field.

3 Concept Exploration, Critique, and Expression

The concept of CASAM has been studied by several research groups, often from a strictly
technical point of view. Projects like Roam [82], Sparkle [73], Gaia [41], MDAgent [29],
SAMProc [79] and MSP [80] resulted in centralized solutions, often with a middleware
taking care of communication and controlling migration, in most cases using centralized
code loading. Centralized architectures rely on stable network connections to function
satisfactory. These systems become very Internet-dependent, which can be seen as a
weakness when it comes to supporting mobile technologies in contexts where network
quality differs or connections sometimes go down.

The Hydra project [75] was based upon a decentralized solution, which had a multicast
setup, RFID supported location awareness and possible separation of input, output and
logic on different devices. These papers do not reveal any occurrences of case studies being
conducted, nor have real users evaluated the prototypes. Instead evaluations focus on the
measurement of suspension, migration and resumption times in laboratory environments.
Also, few comparisons with competing or complementing technologies and paradigms are
made. Concept discussions in a wider perspective are left out for the benefit of a more
technical focus.

To our knowledge, the most recent architectural proposal for supporting application
mobility was presented by Johansson, Åhlund and Åhlund [8]. This architecture contains
several novel features building on peer-to-peer technology to handle application identifi-
cation and context management, taking advantage of the overlay network topology for
managing nodes and spreading context data over distributed hash tables. By adding Mo-
bile IP to the architecture, usage is not restricted to local networks, and applications can
be migrated to any authorized device connected to the network, regardless of location.
Thus, the architecture supports full mobility in a global scope, while still containing a
decentralized structure.

All these projects and resulting prototypes have a common factor in that they show
that application mobility can be achieved, and that there are several different methods
possible when designing for application mobility.
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3.1 CASAM versus Cloud-based Virtualization, and Migration
Services

This section headline is provocative as it puts CASAM head to head with the cloud
paradigm. Still, we find it important to clarify the differences between these two ways
of supporting mobility; they both have their specific strengths and weaknesses. CASAM
will not replace cloud-based application frameworks, rather co-exist and complement
other existing mobile technologies.

”The cloud” is a metaphor for the Internet, and cloud computing is essentially about
virtualizing software, platforms, infrastructure and/or hardware, presenting abstractions
to the user. Through a single point of access, the user can execute programs, store and
retrieve files and make use of different networks. Rimal, Choi and Lumb [86] make a
good compilation of the pros and cons of cloud computing. The single point of entry
creates easy access to services. The clients can be thin, as applications can be run and
used through normal web browsers, while in reality being executed on external servers.
The same applies to all files and data, which can be put in external repositories and
fetched onto a thin client whenever needed. This however creates a dependency of a
good and reliable connection; offline usage of cloud services is very limited and sometimes
impossible. The user also becomes dependent on one or more service providers. If a
service provider can not deliver (flagrant examples of major outages are listed in Rimal
et al [86]), the user’s ability to create workarounds is minimized; as the central idea of
cloud computing is about abstractions, system transparency is often narrowed down to
a minimum. Another challenge for cloud services is security and trust. Users can not
control where data is stored, neither can they monitor the status of firewalls, supposedly
secure connections and other important factors of keeping data safe. Furthermore, users
can not control who is accessing their data, when and in what purpose. Kotz, Avancha
and Baxi [110] formulate an explicit research question for the larger scientific community
to address, when making inquiries about how mobile hardware and software architectures
should be designed to help protect user privacy.

CASAM on the other hand is more complex to the single user. Services are not ab-
stracted in the same manner as with cloud-based application frameworks or migration
services; we need to install programs, monitor their functionality by ourselves and bring
or fetch applications, rather that just make use of a single point of access for all ser-
vices. The clients must be thicker; strong enough to process code, fast enough to handle
memory and have the ability to store the actual applications locally. On the other hand,
the importance of reliable Internet connections is vastly reduced. CASAM could in fact
be carried out within a local area network or, in critical cases, through near field com-
munication. Also, a CASAM user does not have to rely upon service providers as the
application runs on the local device. When it comes to security, the application moves
with the user (or at least according to the user’s will). This means that it will not be
accessible though entry points other than the ones that the user chooses, most often the
single device currently executing the application. The user can also control firewalls and
which networks and communication channels to use in broader extent than if relying on
cloud services.
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3.2 Manifesting the Concept

Our first concrete manifestation of the expressed concept of CASAM is a middleware
providing seamless application mobility, while being context-aware and deployed in a
decentralized manner. The middleware is called A2M [6]. In short, the system consists
of three major components: the migration manager, the application adapter, and the
GUI adapter.

The migration manager is the core component, acting as device discoverer and server
component (lowering the risk of application loss) through multicasting. A context col-
lector module is responsible for the gathering and storing of context information. In
the prototype we draw on user location based on RFID sensor technology to determine
user presence. Also embedded within the migration manager component is a mobile
application manager module. It allows the component to control migration between de-
vices through TCP sockets. Using Java Reflection, a migrated application can resume
its execution on the new device without the destination host having knowledge of the
application prior to the migration. The migration manager must be installed on all
presumptive host devices.

The application adapter sees to that the migrated application adapts to the capabil-
ities and restraints of its new device. It is responsible for keeping the execution states so
that the application can continue to execute where it left off when suspended.

Finally, the GUI adapter modifies the graphical user interface of the application, so
it will suit the new host device.

3.3 Video Conference Application

The fundamental task of the A2M system is to migrate applications between devices. To
allow the A2M to carry out its intended task, we built a video conference application
using Flash and Java. The video conference application allows two users to communicate
through both video and audio in real time. The application also provides a chat window
for sending asynchronous text messages.

4 External Design Critique

To further explore a feasible realization and implementation based on the concept of
CASAM, we wanted to identify a potential user group which could offer us insights from
an outside perspective, to situate empirically our concept exploration in practice. For
this we needed a suitable research site with a mobile user group. To qualify, the user
group had to be mobile in the sense that we, among their tasks, could find information
to be carried between and/or needed in different contexts of their work. We found such
a group in an organization called ”the Mobile Team”, a mobile home care service group.

During a two-day field study, we examined the typical workflow within the Mobile
Team. The field study was designed following the directions of the contextual inquiry
method [111], emphasizing observation in combination with non-formal interviews and



92 Paper D

conversation during the work situation. Throughout the study the interviewer must
interfere as little as possible with the work of the interviewee, preserving a normal work
context. Broad and plentiful data gathering for in-depth post analysis is an essential part
of the method.

4.1 The Mobile Team

In the Swedish municipality of Skellefte̊a, around 700 people are employed within the
home care service sector. Just over 20 of these people, all certified nursing assistants
(CNAs), form a group called the Mobile Team. The team assists the regular home care
service in caring for patients that have just been dismissed from hospital, or who need
tending at the last stages of life. The CNAs in the Mobile Team work day and night
in shifts. The team is (as stated in team name) mobile; every shift consists of seven
simultaneous cars, operating within a 20 km radius with a shared office as base.

Group organization is flat; the employees take turns in shouldering the role as planner,
deciding how to organize and divide the work for the upcoming two weeks. The work
schedule must be updated every morning, as new patients are added, old patients no
longer need care, and reorganization if circumstances change, such as if an employee
becomes ill. If the planner cannot fill the schedule, he/she compiles available resources
and offers these to all 32 substitute coordinators within the municipal home care service
in Skellefte̊a. These resources can then be booked and used by other home care service
areas. When the advertisement of these free resources is finished, the planner heads
out in the field, attending to the same work as everybody else in the group, while still
remaining in the role as planner. A certain amount of planning and scheduling continues
constantly, as certain events can occur with short notice. This scheduling must be made
ad hoc, putting high demands on the planner.

The current level of IT support is low. There are two stationary computers in the
shared office. The computers are used for emailing and for compiling the text documents,
containing available resources. All scheduling is made manually, with pen and paper.
Communication between employees is carried out face to face in the office, through notes
in a dedicated folder placed on the desk in the common office, or via mobile phone. Logs
concerning the care of the specific patients being treated are placed in the residences of
the patients, so that the patients, their relatives and the responsible CNAs can catch up
on what kind of care has been given. Often a patient is treated by two or more CNAs
during the typical two to three weeks of care by the Mobile Team.

4.2 Typical Workflow Within the Mobile Team

Every morning, for approximately two hours, the planner schedules care efforts for the
upcoming two weeks. Free time slots in the schedule are identified, summarized in a
text document and e-mailed to the 32 substitute coordinators within the municipal home
care service. The substitute coordinators can at any time return with requests of booking
available resources, and the schedule is then updated accordingly. At the same time, the
text document containing free time slots must be updated, so that a time is not offered
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Table D.1: Identified problems
Set of tasks and identified problem(s)
Scheduling:

• The schedule is bound to physical locations

• The copy of the schedule cannot be updated from afar

• Changes in the schedule are made with a pen, disallowing rearrangement with-
out first deleting entries

• Hard to match free time slots in the schedule with the list submitted to sub-
stitute coordinators

• Possible disturbance to the patient if scheduling ad hoc in the field

Going to the patient:

• The patient’s address might be difficult to find

The care situation:

• The patient’s log can be difficult to locate

Communication with other team members:

• Information in the diary folder is not sorted by subject

• Older pieces of information in the diary folder might be hard to find

Debriefing:

• Time reports are sometimes forgotten

• Sometimes hard to remember carried out work

• Often time consuming

twice, causing double booking. Comparing the schedule with the list of available time
slots is experienced as a messy and time consuming task.

A paper copy of the schedule for the day is placed on the desk in the shared office.
The planner carries the original schedule throughout the day, updating the schedule ad
hoc if needed. This might cause a disturbance if the planner is busy tending a patient,
as there is no possibility to update the copy when in the field.

At the beginning of a shift, when employees arrive at the shared office, they read the
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schedule to find out which patients to visit. Sometimes they also read the personal file
about the patient, stored within the office. Then a key to the assigned car is received, and
the CNAs start their work in the field, visiting the patients in their homes. Addresses
might be hard to find, especially if the patient lives in the countryside. Arriving at the
patient’s residence, the CNA reads the patient’s log. Finding this log might also be hard,
as patients, their relatives and/or the responsible CNAs does not always remember to
put it in the same place every time after reading it. The CNA checks the medication list,
medicates the patient and might also do some cleaning and/or cooking, depending on the
needs of the patient. Comments about the work are written down in the log by the CNA.
As the log is kept within the patients home, these comments can be read by both CNAs,
patients and relatives, and thus the log can be used for asynchronous communication
between the parties.

During the day, most often the CNA will return to the shared office for lunch and/or
coffee breaks. When the shift is over (or during the day if the office is visited earlier),
notes can be left in the diary folder so that other members of the Mobile Team can read
about special events. As this information is written on paper in a chronological manner,
historical notes can be hard to find. Also, every CNA is responsible for recording time
spent and type of care given for every patient. Sometimes this can be hard to remember.

Table D.1 summarizes the identified problems.

4.3 Concept Evaluation

To evaluate the CASAM concept, a workshop was organized where scientists, developers
and personnel from the Mobile Team would participate. The workshop consisted of three
phases: 1) concept presentation and field study summary, 2) test of the A2M system
that acted as a manifestation of the CASAM concept and 3) focus group. Attending the
workshop were five CNAs from the Mobile Team, all with different attitudes towards new
technology and IT usage (a deliberate choice to capture a wider range of opinions); one
of the developers of the A2M system; and two senior computer scientists. The workshop
was hosted and chaired by the first author of this paper.

4.4 Concept Presentation and Field Study Summary

First of all, the concept of CASAM was presented to the workshop participants. Some
participants had prior experience of the technology, but for most participants the sub-
ject was new. The notions of application mobility, context and context awareness was
explained and demonstrated. A summary of the field study was also presented. During
the presentations, the CNAs could ask questions and make comments. The problems
identified during the field study were confirmed by the attending CNAs.

4.5 Testing the A2M

To further demonstrate the CASAM concept and give the workshop attendees a chance
to experience CASAM hands on, a user test session was carried out. The A2M system,



5. Towards Design 95

acting as concept manifestation, was installed on two laptops and used in combination
with our own-developed videoconference application. The workshop attendees took turns
in communicating with each other via the laptops. After a while, one of the users switched
to a new device (a mini PC), at the same time automatically migrating the application
so that he or she could continue the videoconference from that device.

4.6 Focus Group Study

After being introduced to the concept of CASAM, in line with the concept-driven de-
sign research method, a focus group was conducted with the purpose of evaluating the
concept and informing the design ideas. The focus group was deliberately open ended,
with as little steering as possible from the workshop host. Many opinions about the
prototype and the concept, as well as possible applications were raised and discussed.
Among the most important and/or interesting was that the prototype usage was experi-
enced as intuitive with the location connected to an RFID tag, and that migration was
considered seamless despite migration times of between five to nine seconds. There was
a belief that a CASAM based work support would save time (no need for login, upstart,
manual resuming of applications etc) and simplify the current workflow. Worries about
security were expressed, but mobile devices could be protected with card reader technol-
ogy, already adopted within the organization. As for artifact design, it should be easy to
understand, but the system should also be able to understand the user. Integrating the
design with mobile phones was considered important, and a discussion about GPS navi-
gation support was also had. Regarding modalities, video did not emerge as a prioritized
means of communication.

5 Towards Design

An often adapted approach to implementation of IT support within the health care area
is digitalization and centralized storage [112], [113]. This could benefit home care groups
such as the Mobile Team in some extent. Digitalizing scheduling, maps, journals, diaries
etc and storing them within the cloud would in the ideal case allow the CNAs access
to important data in the field. However, this solution does not stem from the CASAM
concept, and, as powerful it may be, it also has some major drawbacks. In addition to
the need for centralized security solutions and the increase in Internet dependency, the
mismatch between these kinds of solutions and the work practices they should support
is often put forth as a criticism [112].

Following the method of concept-driven design research [109] and leaning on the
results of the focus group, we have created a specification of an artifact that manifests
our desired theoretical ideas of CASAM as to not only conceptually advance ”application
mobility” but also as an attempt to move from concept exploration towards design. We
call our design A-Maid (Application Mobility Aid) and as a design draft it will be further
presented in the following section.



96 Paper D

Figure D.1: The A-Maid Artifact

The artifact is comprised of several tiers. The first tier consist of network and hard-
ware components (both mobile and stationary) providing the infrastructure needed for
transferring applications. The second tier is the middleware, controlling the migration
processes and maintaining a peer-to-peer overlay network, used to manage the devices
and the context data. The top tier is the actual application. Figure D.1 summarizes this
design.

Regarding hardware, all CNAs will be equipped with mobile devices, in this particular
case smartphones with interfaces for 3G, WiFi and short-range communication technolo-
gies (NFC and/or Bluetooth). GPS functionality is also offered. The smartphones fill
two purposes within the A-Maid system: they serve as communication tools, as well
as means of using and carrying the application. The CNA responsible for planning also
brings a laptop, giving better input and output modalities compared to the smartphones.
All patients also have thin clients stationed in their homes. The most important features
of the thin clients are big screens (compared to the smartphones’), small local storage
and the possibility to communicate with the smartphones via NFC or WiFi. No Internet
connection is needed.
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As a basis for communication we make use of the technology within the Peer-to-peer
(P2P) paradigm [4]. We create an overlay network consisting of the smartphones, laptop,
thin clients and stationary PC nodes, which can be distributed geographically throughout
the area in which the Mobile Team operates. Full technical details about the proposed
P2P architecture are provided in Johansson, Åhlund and Åhlund [8]. The middleware
linking application and infrastructure must be capable of handling all important com-
munication between the two tiers. It contains a Migration Manager, providing interfaces
for the application when it comes to connectivity, context handling and migration con-
trol. The Migration Manager is installed on all nodes that form the A-Maid net. It also
contains an Application Adapter, which embeds the application and sees to that the ap-
plication adapts according to the specifications received from the system. Finally, a GUI
Adapter help with changing graphical user interfaces, adapting these to the requirements
and modalities supported by the device onto which the application will migrate. Much
of this is already implemented within the A2M middleware [6] used during the workshop
test session.

The context-aware mobile application is to be seen as a secretary or assistant to the
CNA. It contains a calendar tool, a map tool and a journal editing tool. The calendar tool
answers up to the problems connected to scheduling. By swapping the paper schedule
with a digital version, bound to the calendar tool, the schedule is taken from the space
of physical places to the space of flows (as defined by Castells [2]). This makes the
schedule available to the CNAs in the field and enables new types of editing, not bound
to a physical place or the use of a pencil. The planner can edit the schedule by running
the application on the laptop, and then either push the schedule data onto other CNAs
mobile devices through tunneling (if connected to the Internet) or synchronizing the data
when back at the shared office. The possible disturbance of the patient when rescheduling
in the field is kept to a minimum when this can be done without making phone calls back
and forth. The map tool makes use of the GPS in the smartphones, but can also be used
when offline, letting the CNA navigate against maps downloaded beforehand while at
the shared office. The most explicit use of CASAM is shown in the journal editing tool.
The tool never leaves the CNA, nor does the data; like a digitalized version of a small
word processor, the tool follows him or her everywhere, and the data is stored locally.

From the conceptual exploration as reported in this paper we have identified three
major advantages of using CASAM to complement solutions of digitalization and central
storage:

1. Introducing an application that supports current workflow rather that substituting
it with a new data flow where the data is separated from the context makes the IT
usage more intuitive for the CNA.

2. Security is prioritized as important data follows the user (actually the data follows
the application, which in turn follows the user). There is never a need to send or
store sensitive data in the cloud.

3. A-Maid is non-Internet dependent. All that is needed to carry out the migration of
the application is a local network, based on radio technology, NFC or Bluetooth.
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While these advantages points at specific advantages of using CASAM as a guiding
concept for this particular design, we simultaneously see how this exemplifies and validate
the concept-driven design research method as a fruitful approach to the problem at hand.

6 Conclusions

The purpose of this paper was to conceptually advance ”application mobility” towards
design. In more detail: examining the concept of context awareness supported application
mobility (CASAM), testing the viability of the concept by defining it, manifesting it
within a prototype, exposing it to real users and relating it to state of the art research
and technology within the field of mobile systems. This, in accordance with the method
of concept-driven design research.

In this endeavor CASAM was defined through indentifying and describing the differ-
ent parts of the concept, being application mobility, context and context awareness. It
was then compared to the concept of cloud computing, pointing out the strengths and
drawbacks of this kind of IT usage depending on the chosen technology. CASAM was
concretely manifested in a prototype called A2M.

The most important contribution from this work was the exploration of the concept
through identification and survey of a real work case, consisting of a field study and a
workshop, allowing us to expose our concept to a public and through a focus group inform
the subsequent creation of a specification of an artifact that manifests our desired con-
ceptual ideas of CASAM. The artifact, A-maid, is a digital CNA assistant characterized
by supporting current workflow, prioritizing security and being non-Internet dependent.

To summarize, this work has shown how a mobile IT concept can be formulated,
explored and validated through a concept-driven design research approach; how user
participation and concept manifestation can help for evaluating the concept; and finally
and for this particular case, how IT artifacts derived and developed from and for the
concept of CASAM can be used to support the work of home care service groups. Our
focus has been on recognizing and making use of a mobility concept, rather than be-
ing about using mobile technology to overcome problems connected to mobile contexts.
Therefore, we see our results operating at both a practical level as well as on the level of
the conceptual.
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Deployment of Peer-to-Peer-based Application

Mobility

Dan Johansson, Karl Andersson, and Christer Åhlund

Abstract

When migrating applications between devices during runtime, one has achieved appli-
cation mobility. Related work show that few publications concerning the evaluation of
application mobility exist. In this paper we present the deployment of a global scale,
peer-to-peer for application mobility system called XAM. We use different test beds to
capture scarce datasets such as application mobility over wireless networks and between
networks using different communication technologies. We aim to improve the traditional
ways of describing the migration phases. We also discuss major challenges and possi-
bilities for the continuing evolution of systems supporting application mobility. System
performance is compared with recognized requirements for application mobility, showing
the viability of both the concept and our chosen architecture.

1 Introduction

Application mobility is when moving an application from one device to another during
runtime, keeping all states and information that is relevant for the user [3]. This brings
mobility to the user, in that she can send or fetch applications between the devices she
owns or uses. It also requires the services run by the application to be mobile or rein-
voked, along with ongoing session, thus creating strong mobility. To exemplify, we make
use of the following scenario: Alice is sitting in her office, attending a videoconference
with her colleagues. During the session, Alice has to attend another meeting in the build-
ing. When arriving to the meeting room, Alice migrates the videoconference application
to a terminal built into the meeting table, maintaining her session. During the physical
meeting, Alice has turned off video and audio but still follows the conference via the
application’s chat and presentation windows. As the meeting ends, Alice wants to con-
tinue participation in the videoconference. As the discussion has moved into a interesting
phase, she want’s to participate even while walking back to her office. She thus decides
to migrate the application to her smartphone, using a headphone to communicate with
the other participants. As she walks in and out of wireless network coverage on her way
back, she makes use of the wide-area mobile internet access built into the smartphone to
maintain the session. Back at the office, she can migrate the application once more, exe-
cuting it on her stationary office computer, receiving full audio and video communication
capabilities. The scenario is summarized in figure E.1.
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Figure E.1: Scenario

Architectural proposals on how to achieve application mobility do exist (e.g. [8], [75],
[80]), but actual deployments and evaluations within the field are very scarce (see Section
2 for more recent examples). To prove the viability of a concept, it is our belief that it
has to be simulated or, even better, prototyped and then examined. In this paper we
present applied application mobility, manifested in a peer-to-peer based system called
XAM. The system is designed following the architecture presented in [8] and summa-
rized in Section 3, which, to our knowledge, is the only published architectural proposal
supporting application mobility that is both decentralized and global in its scope, hence
the reason for chosing this particular architecture. System design is presented in Section
4, while evaluation and results can be found in Section 5. To conclude the paper, we dis-
cuss the results and compare them with recognized requirements for application mobility,
showing the viability of both the concept and our design. As research has also proven
the importance of context-awareness (e.g. [36]), we will give extra notice to this aspect.
Finally, we identify the major challenges and possibilities for the continuing evolution of
systems supporting application mobility.

2 Related Work

The idea of migratory applications was first presented by Bharat and Cardelli in 1995 [3].
They envisioned applications that where not tied to one specific user or device, but could
migrate between devices along with context data and user interfaces. This would enable
users to bring their applications when switching device, thus increasing user mobility.
Then, after migration, a former host should be able to shut down without affecting the
application. The concept of context-awareness supported application mobility is explored
and validated in [9].

Traditionally, the migration of an application is split into three stages: suspension,
migration and resumption [29]. Suspension is when pausing an application on the origi-
nal host device, saving its states and gathering the relevant information to be migrated.
Migration is the actual transfer of byte code from the original host device to the new
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one. The migration phase thus stands out as it involves communication between de-
vices, something that suspension and the closing resumption (i.e. making the migrated
application run on the new host device) does not necessarily do.

Among architectural proposals, we find many that are centralized in their layout (e.g.
[80], [29] and [41]. A weakness that comes with centralized systems is the dependency of
the central node and constant Internet access. A malfunctioning or overloaded central
node could render application mobility impossible. Decentralized systems does not suffer
from this weakness to the same extent. A general principle of a decentralized system
such as a peer-to-peer network [4] is that all nodes can act as both servers and clients.
This means that data such as files and information can be shared between peers and
accessible throughout the whole network. Therefore, if a peer is removed (or, for that
matter, added), the system can continue to function with none or minimal disturbance.

User studies has shown that regarding migration latency users have been comfortable
with application migration times of 5 ms [80] and 9 ms [6].

2.1 Existing Deployments

In this section we present related work on existing deployments of application mobility
where performance measurements have been conducted and published accordingly.

Zhou et al [29] deploy agent-based application mobility aimed for pervasive environ-
ments. Three major features stand out in their solution (which they call MDAgent): 1)
flexible bindings of application components, which means that only parts of the applica-
tion is migrated; 2) mobility management with little user involvement through the use
of agents; and 3) dynamic update of context data. Their experiments are carried ut in a
single network where the application user interface is pre-installed on all devices. Thus,
only application logic and data is migrated, which is achieved at a duration of 1000 ms to
1200 ms when devices are connected with 10 Mbit/s Ethernet. Earlier experiments using
static component bindings show migration times of approximately 4000 ms to 14000 ms
when migrating two applications of 2 MB and 7.5 MB respectively. Experiments do not
cover migration between different networks, nor do they involve wireless communication
technologies such as WiFi or other mobile interface standards. Yu et al [76] also make
use of the MDAgent, measuring what they call suspension, migration and recovery, mi-
grating a media player. Total migration times range from 2945 ms to 4329 ms, but the
authors have subtracted the time for retrieving related information (in this particular
case an external audio file). No information is given about the chosen network solution,
other than that it is deployed in the same building.

Partial migration of applications – states in particular – is examined in [114]. The
system is deployed in a WiFi (802.11) environment with an assumed transmission speed
of 1 Mbit/s, although the authors believe the actual throughput to be smaller due to
packet losses and network traffic. Several applications are used in the experiments,
averaging 37 kB in size. Total migration times average 22290 ms, but only 8470 ms when
using algorithms for pre-serialization. Mobile handsets are used as host devices in the
experiments carried out in a single network.
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Benson [115] presents an extensive set of measurements on state management mecha-
nisms for Python applications. No full scale example of application mobility is presented,
but the author suggests that this mechanism could be used for capturing the complete ex-
ecution state of an application, thus enabling migration in an heterogeneous environment.
In the experiments, a 2.7 MB application is run to create checkpoints, partially equiva-
lent to the operations during a suspension phase in application migration. Checkpoints
took 27 ms to 213 ms to create.

The A2M architecture [6] allows a user to migrate an application between hetero-
geneous devices. The design is decentralized, using a migration manager middleware
installed on each potential host device. The experiments involve a desktop PC, a laptop
and a mini-PC as host devices, and also multiple network interfaces (802.3 wired Eth-
ernet and 802.11g WiFi) and an application of approximately 2.4 MB size is migrated
between the different devices. The duration of the total migration ranges from 5879 ms
(high performing computer with Ethernet connection) to 13481 ms (less powerful mini-
PC with wireless connection to the network). Broken down, the suspension phase was
in the range of 43–93 ms depending on device and network interface, migration lasted
881–7412 ms and resumption 4955–5976 ms. Noteworthy is that the long resumption
phase comes from the fact that the mobile application used in the experiment streams
video from an external server. The time for contacting this server and setting up the
media session is included in the numbers. Johansson et al [8] also evaluate the A2M
system, but with a different application and in combination with a user study. The 2
MB application is migrated from a laptop to a mini-PC with WiFi connection and fi-
nally onto a desktop computer, while maintaining a videoconference session. The total
migration duration was 4000 ms to 11000 ms, with small suspension times (58–96 ms)
and resumption times (1169–1303 ms). All devices in these two test beds belong to single
subnets, thus experiments are restricted to local networks.

The Open Migration Service Platform (MSP) [80] realizes migration of applications
between devices while still maintaining sessions. The system is centralized, requiring
access to both a migration server and an application server. Performance is measured
in terms of TCP connection duration, and a model is created in attempt to predict
migration times. Migration duration is measured from the beginning of suspension until
the end of the resumption phase in a test bed where emulated link delay was varied
between 0 to 500 ms. Instead of the traditional suspension-migration-resumption phases,
the authors have divided the migration in a sequence of five steps named 1–5. Results
show that the duration of TCP connections scale almost linearly with the delay, and
that the migration phase (fairly corresponding to what the authors call step 3) takes the
longest time regardless of the value of the delay parameter. Migration using the above
delay parameters is accomplished in as fast as 1000–2000 ms to approximately 23000–
24000 ms in a subnetwork with an effective bandwidth of 95 Mbit/s. Experiments do
not cover migration between different networks.
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2.2 Summary of Existing Deployments

Even though studies on existing deployments of applications are infrequent, we see that
prototypes and test beds do exist, proving that application mobility is achievable. Mi-
gration times vary a lot depending on network setup, application size and level of com-
pleteness of the migration.

There is indeed a lack of published experimental data when it comes to deployments
that feature application mobility. Few experiments cover migrations over wireless net-
works and we have found no publications demonstrating cross-network application mo-
bility in practice. Furthermore, the vocabulary for naming the migration phases differ
and there are no standard benchmarks for application mobility.

3 General System Design

System architecture is based on our initial proposal, extensively described in [8]. The
architecture aims to fulfil requirements such as ability to handle application distribution
and identification, context-awareness, context quality, provision of seamless migration,
support for heterogeneous environments and high degree of usability.

The architecture is based on the peer-to-peer paradigm. This design choice has to do
with the fact that we want a decentralized system, where new devices should be easily
addable while other devices could be removed in an ad hoc manner. The architecture
also supports nodes to connect from outside the local subnetwork, allowing global scale
application mobility. Another strength of the peer-to-peer paradigm is the distribution
of context data. Data is not stored on a single server but distributed throughout the
network, making it available to all peers. This also means that if a device hosting an
application is removed from the network, it can automatically locate a peer eligible to
become the new host for the application and migrate it accordingly.

Heterogeneity support is desirable, as is mobility. Application mobility should be
extended to a multitude of devices and migration should be possible between different
networks. The rationale behind the architecture is that the application should run on
the device that suits the user best at any given situation. Therefore different kinds of
devices in regards of input and output capabilities, level of mobility and other important
resources, should be addable to the system.

4 Deployment

We have developed a system called XAM, featuring global scale peer-to-peer based ap-
plication mobility. The system consists of four tires: network infrastructure and devices,
an overlay network, a migration manager and the migratable applications. The system
was developed using Java.
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4.1 Network Infrastructure

To migrate an application, there has to be an available network. The type of network
does not matter, as long as it is based on TCP/IP. WiFi (802.11), Ethernet (802.3),
UMTS and CDMA networks are all examples of networks that can be used as underlying
infrastructure. When several connection alternatives are available, a user can be always
best connected using the best network interface in a given situation. E.g. if a user
carrying a mobile device communicating through CDMA enters WiFi coverage, he can
update the system with this new IP address and take advantage of the anticipated higher
throughput.

Devices are allocated IP addresses from the network operator and users are identified
through fully qualified domain names in the style of user id@P2Pdomain.

4.2 Overlay Network

To create a virtual network in which the application can be freely migrated, we have
added a peer-to-peer style overlay network. We have chosen Juxtapose (JXTA) [101] as
this supports different programming languages and allow message exchange independent
of the physical network topology. JXTA was developed by Sun in 2001 as an open source
alternative for peer-to-peer-networking, but is now maintained by Project Kenai.

Devices added to the system become nodes in the peer-to-peer network via so called
peer endpoints consisting of available network interfaces. Every node is given a unique
Peer id trough the JXTA address allocation mechanism. The nodes are then organized
as a JXTA peer group, allowing them to propagate messages throughout the cluster of
nodes to which they belong. At least one device in every subnet is given the role of
rendezvous peer, making it possible for devices outside the network to connect to the
peer group. The following protocols are made available through JXTA and used in our
deployment:

• Peer Discovery Protocol and Peer Resolver Protocol . Allow the nodes to identify
each other in the network and send request. This is a prerequisite for finding eligible
hosts for an migratable application.

• Peer Information Protocol . Used to retrieve information about other nodes.

• Pipe Binding Protocol . Creates virtual communication links between nodes.

• Rendezvous Protocol and Endpoint Routing Protocol . To exchange messages be-
tween nodes.

All protocols are based on the XML format. The message documents are called
advertisements and give the nodes a common ”language”. Context data is propagated
through advertisements and thus available throughout the whole network. A typical
context advertisement in our deployment consist of peer id, information about whether
or not the device is hosting a migratable application, user preferences, system status
(e.g. battery level, memory and CPU load), input and output capabilities etc. Figure
E.2 depicts an XAM advertisement.
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Figure E.2: Example of XAM Advertisement

4.3 Migration Manager

A middleware orchestrating migrations is installed on each potential host device. This
middleware is a further development of the A2M migration manager [6] used in our
early deployments of application mobility. The middleware is responsible for listening
to incoming migration requests and provides a GUI for the user to manage applications,
save states, review system status and request to retrieve or store an application. The
migration sequence is carried out in the following steps:

1. Migration initialization. Migration can be initiated either through push (the user
wants to send the application to another device) or pull (a user wants to fetch an
application). The latter method can be invoked through the GUI or by using an
RFID keyring to inform the system that the user has switched device. The following
steps will assume that migration initialization through pull has been invoked.

2. Application search. The peer uses the Discovery protocol to find an application
Host. Application advertisements containing information about the application
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and its requirements are collected.

3. Evaluation of host eligibility . The application requirements from the received ad-
vertisement are compared with the capabilities of the device. If the rules are passed,
the device is considered a eligible host.

4. Migration setup. A socket is created to allow the migration of the application from
the original host to the new device. The Pipe Binding Protocol is used to create
a unicast communication channel between the two devices. When the host device
receives the socket request it also suspends application, saving its states.

5. Application migration. The application is moved from one device to another along
with its states. The states are stored in an external XML-file. This phase lasts
until the last ACK is sent and the files are completely written to the new disc.

6. Socket closure. The JXTA pipe used for migration is closed.

7. Post-migration Context advertising . Context advertisements are propagated to
inform the peers of the new host roles.

8. Application resumption. States are initialized and the GUI is updated.

4.4 Migratable Application

For our experiments, we developed a simple gaming application allowing two users to
play a game of Battleships online (see Figure E.3). The default size of the application is
1340 kB while the states (current ship positions, player name, user preferences etc) are
stored in a two kilobyte XML document.

5 Evaluation and Results

To evaluate the XAM system, we used a simple scenario consisting of two users playing
a game of Battleships against each other. At given moment, one of the users switches to
a new device and thus wants the Battleships application to ”follow” her. A pull/fetch
type of migration is then invoked.

5.1 Test Beds

In our experiments we used three different test beds. The first experiment consisted of
a migration between two laptops connected to the peer group through the same WiFi
network. The second experiment involved the same two laptops, but the new host was
connected to the peer group via a CDMA2000 interface, using one of the WiFi connected
laptops as a rendezvous peer. The third experiment had the same setup, but the new host
device then consisted of a mini PC. In all experiments, an ongoing game of Battleships is
played out between the initial host and another user (Laptop 1), and then resumed after
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Figure E.3: Battleships Sample Application

Table E.1: Test Bed Devices
Device CPU RAM OS
Laptop 1 Intel Core Duo 2 2.26 Ghz 2 GB Windows 7 Pro
Laptop 2 Intel Core Duo 2 2.26 Ghz 2 GB Windows 7 Pro
Laptop 3 Intel Core Duo 2 2.26 Ghz 2 GB Windows 7 Pro
Mini PC Intel Atom 1.6 Ghz 2 GB Vista Home Premium

migration. Table E.1 contains device data, while tables E.2 and E.3 summarizes the test
beds and their network properties.

5.2 Measurements

In our experiments, we have focused on the measurement of migration latency. The
following definitions are used:

Table E.2: Test Beds
Test bed Initial Host A Initial Host B New Host B
Test bed 1 Laptop 1 (WiFi) Laptop 2 (WiFi) Laptop 3 (WiFi)
Test bed 2 Laptop 1 (WiFi) Laptop 2 (WiFi) Laptop 3 (CDMA2000)
Test bed 3 Laptop 1 (WiFi) Laptop 2 (WiFi) MiniPC (CDMA2000)
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Table E.3: Mean Network Throughput
Test bed Network Downlink Uplink Delay
Test bed 1 WiFi (802.11g) 13.38 Mbit/s 15.22 Mbit/s 24 ms
Test bed 2 WiFi (802.11g) 12.51 Mbit/s 15.23 Mbit/s 26 ms

CDMA2000 0.28 Mbit/s 0.27 Mbit/s 117 ms
Test bed 3 WiFi (802.11g) 13.01 Mbit/s 16.19 Mbit/s 16 ms

CDMA2000 0.48 Mbit/s 0.19 Mbit/s 129 ms

• Suspension: The time it takes to store application states. This is performed on the
original host in parallel with Migration setup (step 4 in the migration sequence).

• Migration: The time it takes to open a socket between the host device and the host
to-be plus the time it takes to migrate the application and its states plus the time
it takes to close the socket. Can be defined as the total time of step 4–6 in the
migration sequence.

• Resumption: The time it takes to load the application states and update the GUI
on the new host. Can be defined as the latency of step 8 in the migration sequence.

• Context Management/Context-awareness : The time it takes to find an applica-
tion host (or, in case of a migration request, a host), evaluate the eligibility of
the potential host device and update the system with the context changes. Con-
text propagation involves both pre- and post-migration context advertisement and
calculations. Can be defined as the total time of step 1–3 and 7.

When migrating over a local network the total migration latency was approximately
10 seconds in average. 3500 ms was due to Context-awareness features. Test beds 2 and 3
included a secondary network, based on cellular technology. Migration time was consid-
erably higher in these test rounds due to the low bandwidth. At first sight, the somewhat
higher latency in test bed 2 compared to test bed 3 might cause surprise, but this can be
explained by the fact that the network performance was slightly better in average during
the experiments involving test bed 3. The results are summarized in figures E.4, E.5 and
E.6. Note that the Migration bar contains three sections; these correspond to migration
setup (blue), application migration (red) and socket closure (green). Also, the Context
management/Context-awareness (CA) bar contains two sections, which correspond to
pre- (blue) and post-migration (red) context advertisement and calculations.

6 Discussion

During experiment setup, it was obvious that the traditional suspension-migration-resumption
phases did not cover all the operations needed to perform application migration in a
context-aware, cross-network scope. As no benchmarks for application mobility exist,
we belive it is crucial to break down the different steps in the migration process to en-
sure validity. To repeat experiments or compare results, there has to be no doubt on how



6. Discussion 113

Figure E.4: Total Migration Latency (ms), Testbed 1

Figure E.5: Total Migration Latency (ms), Testbed 2

Figure E.6: Total Migration Latency (ms), Testbed 3
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measurements are carried out and which operations the different phases actually contain.
The three main phases of suspension, migration and resumption should in a decentral-
ized system be complemented with a context management phase and that important
subphases should be explicitly declared. We propose that the definitions presented in the
previous section should serve as guidelines on how to declare measurements of migration
latency.

The main reason why context management should be treated as a separate phase
within the migration sequence is that we see context-awareness as too important and far
too complex to be included in the other phases concerned with storage, data transmis-
sion and retrieval. In our deployment we use three different sources of input to inform
application migration: device context (such as input/output capabilities and system re-
sources), user context (e.g location and preferred host device) and application context
(requirements etc). In a larger setting, context could include more values but also more
parameters. As our context-awareness motor included in the Migration Manager is fairly
simple, we believe that heavier calculations should be left to a stand alone module, en-
tirely dedicated to context awareness. The peer-to-peer network could still be used for
propagation, but to minimize migration latency, calculations and context compilation
should be handled by a Context Manager. The Context Manager could be deployed as
a middleware communicating with the Migration Manager.

Our deployment supports the requirements for application mobility and thus proves
the viability of the used architecture. Through our deployment of the XAM prototype,
we have shown how users, applications and devices can be identified and distributed
throughout the network. Context data is easily propagated and retrievable by all peers,
making every device context-aware with access to up to date context information about
the system. Migration times within a single network are acceptable when comparing
them to the QoE expected by the user. Cross-network measurements however show
that network quality is a major factor when it comes to migration latency. A network
offering low bandwidth inevitably result in long migration times. User studies should
be conducted to examine the acceptance of latency when migrating between different
networks. Our hypothesis is that user tolerance of migration latency will increase in
settings outside a local network.

The single hardest challenge to overcome when deploying application mobility is still
the heterogeneity aspects. In our experiments we used a Windows platform throughout
all devices, and all applications (both middleware and the migratable apps) where writ-
ten in Java. An Android version of the Battleships application was however developed,
but it consisted of a modified, pre-generated version of the original Java application, and
we decided not to include it in our experiments. Complete application migration across
heterogeneous platforms is till very limited in regards to differentiation of systems and
devices. The vision is of course to have applications migrate between devices regard-
less of brand, OS platform or other properties. In our ongoing work, we evaluate the
opportunities of web-based application mobility, taking advantage of the cross-platform
features being developed as part of new web APIs.
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7 Conclusion

Related work showed that there where few publications concerning application mobility
evaluations. In this paper we presented the deployment of a global scale, peer-to-peer
for application mobility called XAM. Different test beds where used to capture scarce
datasets such as application mobility over wireless networks and between networks using
different communication technologies. Outcomes of our experiments where that the tra-
ditional migration phases of suspension-migration-resumption proved to be insufficient
to describe the migration process. We also discussed major challenges and possibilities
(e.g. regarding context-awareness, seamlessness and heterogeneity) for the continuing
evolution of systems supporting application mobility.

System performance was compared with recognized requirements for application mo-
bility, showing the viability of both the concept and our chosen architecture.
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application mobility support in pervasive computing environments,” in Proceedings
of the 6th International Conference on Mobile Technology, Applications & Systems,
ser. Mobility ’09. New York, NY, USA: ACM, 2009, pp. 21:1–21:4.

[7] D. Johansson, “Session mobility in multimedia services enabled by the cloud and
peer-to-peer paradigms,” in Local Computer Networks (LCN), 2011 IEEE 36th
Conference on, oct. 2011, pp. 770–776.
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