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Abstract

The proliferation of multimedia and deployment of wireless networks over the last decade
have made it possible for users to communicate and share information using e-meeting
services from almost any location at anytime. While these new services offer new ways to
communicate, they are not always easy to use because of the heterogeneity of networks and
devices, which must be managed by the users to take full advantage of the possible benefits.
Switching to another communication service running on another terminal requires even more
configuration efforts. In addition, it is expected that the configuration efforts required by the
users will become more time-consuming in the future as the need for richer communication
grows and the diversity of services and networks increases.

This doctoral thesis proposes and evaluates new methods to create a ubiquitous multime-
dia communication system, which makes it easier for users to participate in online e-meetings
using the most suitable network or terminal. The thesis makes several contributions related
to mobility and bandwidth management. One contribution is a new mobility protocol called
the Resilient Mobile Socket and an algorithm called Competition-based Soft-Handovers
Management designed to manage host mobility and seamlessly migrate media streams
between different network connections. To deal with bandwidth variation, the thesis proposes
a method based on microeconomic theory to adapt and share bandwidth efficiently between
media within an application, thereby relieving the users from manually adjusting bandwidth
utilization after switching network. In regards to switching terminals, the thesis proposes
a concept called media resources, and a framework for managing media resources using
context-awareness. The most beneficial media resource is automatically selected using an
algorithm, which is also presented in the thesis.

The proposed methods, frameworks, and algorithms have been evaluated through a
combination of theoretical analysis, controlled laboratory experiments, user studies, and
exploratory experiments using prototypes. The results from these investigations show that
it is possible to create a ubiquitous multimedia communication system that enables richer
communication in mobile settings by better utilizing available networks and combining
multiple terminals. A final conclusion is that it is crucial to minimize configuration efforts,
but the user should always have the final decision if a configuration procedure cannot be
automated with complete accuracy.
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Preface

The work presented in this thesis has been conducted at the Department of Computer
Science and Electrical Engineering, Luleå University of Technology (LTU), Sweden, between
2002 and 2006. When I first started as a PhD student I was given the task to investigate
how multimedia applications can be improved to better handle network connectivity. This
was called Always-Best-Connected and was part of a VINNOVA funded project called
RadioSphere. The main idea behind the RadioSphere project was to build a mobile Internet
by interconnecting cheap Wireless Local Area Networks (WLAN). In this way, a mobile
Internet could grow organically similar to the way the Internet has grown.

I found the RadioSphere vision to be a really exciting idea, and it almost felt like a
revolution. However, after starting to dig into the Always-Best-Connected problem and
discussing it more, I soon realized that one of the fundamental problems was actually
developing business plans which allow both end-users and operators to harmonize. As I
was supposed to work with computers and not with business plans, I focused on overcoming
some of the complexity introduced by using multiple networks. This work resulted in several
papers and prototypes which further inspired me to work hard and pursue a PhD.

After the RadioSphere project was finished in 2003, I continued to refine my ideas in
an EU funded project called VITAL. At that time, no commercial 3G service was available
in northern Sweden, and GSM/GPRS was the only cellular network service available. To
handle the huge bandwidth difference between 802.11 networks and GSM/GPRS networks,
I started to look into bandwidth adaptation. After taking a course in economics, I come up
with the idea of using microeconomics to share bandwidth within a multimedia application.
This resulted in another paper which unfortunately took a while to publish. This was mainly
due to the somewhat bad reputation of using microeconomics to dynamically price computer
networks. On the other hand, the purpose of our method was on how to create adaptive
multimedia applications and not at all about pricing computer networks. I learned something
which I had not considered as so important before – a concept or term can have different
meanings to different people in different contexts, even within the same community.

After my Licentiate presentation in 2004, I started to look into how to improve communi-
cation by other means than switching network connections. For example, switching between
media components, automatically establishing e-meeting sessions, or switching between
communication devices etc. This research vision was called Always-Best-Communication
as it was considered to be an extension to the Always-Best-Connected vision. Instead
of changing network connections, I focused on how to change communication devices to
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improve personal communication. Most of the work was conducted in an EU funded project
called Communication Concepts for Challenging Context, or simply C4. One of the main
driving forces behind this project was to invent communication technologies which can be
used in industrial environments, such as mining or steel manufacturing. The C4 project
was one of the most exciting projects I ever have worked on, but also the most difficult
one. Expressing my somewhat crazy ideas and their potential benefits to field workers in the
industry was a challenge, but perhaps the most important experience I had as a PhD student.
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Thesis Introduction and Summary 3

1.1 Introduction

The Information Society has produced a wide range of new information and communication
technologies, including wireless communication and multimedia, which have made it
possible for users to communicate in new ways completely inconceivable just a couple
of decades ago. Communication services such as instant messaging, mobile phones, and
e-mail are now an increasingly important part of most people’s everyday life, and new
exciting services are constantly being developed and deployed using the Internet as a common
platform. While these services allow people to meet and share experience over a distance,
they are not always easy to use and the diversity of services and networks can easily result in
an increased amount of management and stress. Users are for example many times required
to manually setup networks, login to servers, or switch to another service more appropriate
for a specific task, and so on. Hence, to be able to take full advantage of available services and
networks it is important to minimize configuration efforts required by the users, which is the
main topic of this thesis. Moreover, to help developers to build new communication services,
it is important to develop new frameworks to manage mobility and service configuration.

This doctoral thesis presents research results on how to create a Ubiquitous Multimedia
Communication System, which allows users to meet and communicate using any available
network or terminal. The overall research vision is to create an autonomous management
system that follows the users and automatically configures terminals and networks whenever
possible and appropriate. To create such as a system, the thesis presents several new
algorithms and methods to manage mobility and automatically handle configuration. The
goal of the presented research is not to provide a complete solution, but rather present building
blocks which can be integrated with other frameworks, or be used to improve existing
applications or services. In particular, the thesis investigates how e-meeting services can
be improved by adding new management components to support mobile usage.

1.2 Thesis Organization

The thesis consists of seven parts, where the first part is this introduction and all other parts
are based on papers which have previously been published or submitted for review. The
remainder of this chapter presents a brief introduction to e-meeting services, explaining why
it is important to support mobile e-meetings. This is followed by a background to ubiquitous
computing, which is an important concept used throughout the thesis. After that, several
research questions are presented as well as an overview of different methodologies, which
are used to address the stated research questions. A summary of included papers is presented,
which highlights important results and the contribution to the research community. This is
followed by a discussion regarding how the research problems have been solved as well as
a discussion regarding the validity of the results. Finally, future work and possible research
directions are outlined.

The following six chapters after this introduction are the included papers. Each published
or submitted paper is reproduced in its original form with the following exceptions.
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The layout and formatting of the included papers have been unified to share a common
layout.

All figures, tables, sections and pages have been renumbered in order to provide a
uniform numbering system throughout the thesis.

Bibliographic references have been renumbered to utilize a common bibliography.

Cosmetic changes have been made to figures and tables to fit the format of the thesis.

A few minor grammar and spelling errors have been corrected.

1.3 Background and Motivation

The main motivation behind this work is to enable richer personal communication by
allowing Internet-based desktop multimedia services to be used in mobile settings. Another
important motivation is to improve performance, cut monetary costs, and increase the user’s
freedom of choice by enabling switching of terminals and networks. To understand the
potential of mobile multimedia communication and some of the inherent problems, the next
subsection gives an introduction to e-meetings and how they can be used to improve personal
communication.

1.3.1 E-meetings

Over the years, desktop-based communication software for multimedia conferencing, or e-
meetings as they are usually called, has become an increasingly important type of application
on the Internet. One of the largest Voice-over-IP providers on the Internet, Skype [1]
announces that they in April 2006 have more than 100 million registered users worldwide.
One of the benefits of e-meeting software such as Skype is that they allow users to participate
in online meetings using their local computers rather than being required to have access to
expensive video conferencing hardware, usually installed in dedicated video conferencing
rooms.

Marratech [2] is a commercial e-meeting software which has been used in many
prototypes developed to evaluate research ideas presented in this thesis. Marratech is a result
of intensive research conducted at Luleå University of Technology (where my two supervisors
Peter Parnes and Kåre Synnes have been keypersons in conducting the research) resulting in a
framework called the mStar environment [3]. This framework was used to explore the concept
of distributed application for real-time communication on the Internet, and resulted in several
prototypes, which later on resulted in a spin-off company and the commercial product.

Today, the Marratech software is used for distance learning, computer-supported coop-
erative work, project meetings and many other tasks. It is also used to create a feeling of a
virtual work environment where users can formally and informally communicate as if they
were sitting physically in the same local office landscape even though they are participating
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Figure 1.1: Screenshot of an e-meeting provided by Marratech.

remotely from various geographical locations. This virtual environment is called the E-
corridor and can be used to share group-location awareness, for example to see which users
are available and where they are by viewing video streams sent from the users.

Figure 1.1 shows a screenshot of Marratech and a typical e-meeting session. The E-
corridor can be seen as the video thumbnail panel in the right corner in the figure. In
addition to video communication, Marratech provides users with a wide range of media and
features, including voice communication, a shared whiteboard, a shared web browser, instant
messaging, and desktop sharing, which can be used for group communication or informal
communication between individual users.

By using wearable and portable devices such as Head-Mounted-Displays and PDAs
connected to wireless networks, it has become possible to run e-meeting software in mobile
settings as a complement to traditional telecommunication services. One research direction
within the Media Technology research group at Luleå University of Technology has been to
create a knowledgeable user [4, 5, 6]. A knowledgeable user is typically a worker in a field
environment who is solving a real-world problem, and is using e-meeting software running on
a wearable computer to send information about the surrounding environment and the current
task. This information is conveyed by expert users also participating in the e-meeting, and
is used by the experts to support the field user in better solving the problem. From other
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Figure 1.2: A whiteboard tool for smart phones developed by Daniel Nilsson and Daniel
Lindström, two students at Luleå University of Technology. The screenshot is taken on a
Qtek 9100 connected to an 802.11 network.

people’s points of view who do not use the e-meeting system, the field user becomes more
knowledgeable as the user is augmented with information sent by the experts.

Various prototypes have been developed to explore the knowledgeable user concept.
Figure 1.2 shows an example of an experimental e-meeting tool running on a smart phone
developed to support industrial workers. The figure depicts a whiteboard tool which is used
by two users to resolve a car engine related problem. One of the users tries to resolve the
failure, but requires expertise from a mechanic. Note the circle around one engine component
and the tele-pointer visible in the right bottom corner of the figure. Using the tele-pointer, a
zoom/pan function and a simple drawing function, the user trying to repair the engine can use
the smart phone to take a picture and interact around the picture together with the mechanic
instead of only verbally describing the problem. This is an example of how new media such
as shared whiteboard can provide richer communication, and thus help a user to more easily
solve a real-world problem.

While there are many benefits of using e-meeting services running on wearable and
portable computers, one of the main drawbacks is that they generally are not as easy to use
compared to dedicated communication tools such as traditional mobile phones. As mentioned
before, users are typically required to manually setup and manage network connections. After
modifying a network connection, the e-meeting software must many times be restarted. In
addition, due to limited network connectivity or other limitations it is not always possible to
use an e-meeting application, thus leaving the user with no other choices than using some
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other communication technology. For example, use a mobile phone to call the other parties
in the e-meeting session. However, if there are many users in the e-meeting session, it is
not always possible to call the other users. And even if the e-meeting software provides
support for inviting other services or communication technologies into the e-meeting, the user
must normally be engaged in re-establishing the communication. Therefore, it is desirable
to improve e-meeting services to better handle network connectivity, but also enable other
services and terminals to be combined and used in e-meetings without any configuration.
The following two subsections discuss how some of these problems can be overcome by
seamlessly switching between terminals and networks.

1.3.2 Ubiquitous Computing

The idea of switching and using multiple computers or services available everywhere is
often called Ubiquitous Computing. The concept was first introduced by Mark Weiser [7]
in 1991, and envisioned intelligent computers embedded in the environments such as walls or
even coffee cups to allow users to retrieve information and communicate using hundreds of
computers at a time. A similar concept, Pervasive Computing [8], is often used as a synonym
to ubiquitous computing, but envisions specifically computers being completely invisible and
seamlessly integrated into our everyday life. Pervasive computing is sometimes known as the
calm technology where eventually users will no longer notice that they are actually interacting
using computers.

A central aspect of ubiquitous and pervasive computing is to enable computers and
applications to adapt themselves to user’s needs and preferences. A common approach is
to make use of context-awareness to adapt applications. A context can be any relevant
information about the environment or the user, and can be collected by sensors, derived from
other contexts, or inputted manually by the users. A commonly used context is the location
of the users, which is sometimes referred to as location-awareness. More advanced context-
aware systems try to build a mental model of a situation around the user, for example detecting
if a person is eating or sleeping. This is called situation-awareness and is often implemented
using artificial intelligence such as neural networks or rule-based expert systems to construct
and decide how to react on contexts.

In general, ubiquitous computing and context-awareness can be used to implement a wide
range of services. This thesis on the other hand focuses mainly on personal communication
and how ubiquitous computing as a concept can be used to seamlessly utilize networks or
terminals available in the environment or carried by the user. For example, allowing a user to
seamlessly utilize a remote web camera available in a conference room to send video in an
e-meeting session as a complement to a mobile phone’s built-in camera. Later in the thesis
it is also discussed how a mobile phone can be used as an audio source component in an
e-meeting session if it is more appropriate to use a mobile phone. Ultimately, the user can
ubiquitously communicate using whatever terminal is best suitable.

Although ubiquitous computing started as research trend toward utilization of many
computers per user (as compared to mainframe computing where typically one computer is
used by many users), the term ubiquitous has over the years been adopted by other research
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communities and been used in other contexts. The next subsection discusses the meaning of
the word ubiquitous from a computer networking point of view.

1.3.3 Ubiquitous Network Access

Computer networks are a crucial component in multimedia communication. In the last
decade, there has been a rapid development in networking technologies, and new wireless
networks are constantly being deployed worldwide aiming at providing broadband Internet
access everywhere. New cellular networks providing IP connectivity allow users to connect
to the Internet from almost any location and leverage even more advanced telecommunication
services. At the same time, inexpensive and high performance Wireless Local Area Networks
(WLAN) provided by a multitude of new operators allow users to utilize e-meetings services
running on portable devices and laptops in hotspot areas. Despite the deployment of these
new networks, most researchers and developers agree today that no single wireless access
technology is appropriate for all application scenarios. In fact, it is expected that many
wireless networks and fixed networks will coexist and complement each other for years to
come [9].

The Internet

WiFi/Operator 2

WiFi/Operator 1

UMTS/Operator 1

WiFi/Operator 2

Bluetooth/
Operator 3

GPRS/Operator 4
WiFi/Operator 2

Overlapping WiFi
networks

WiMax

Figure 1.3: The wireless landscape consists of a set of geographically overlapping
heterogeneous networks, where each network provides different coverage, price, and
performance.

A possible wireless landscape is depicted in Figure 1.3. As can be seen in the figure, some
networks provide better coverage than others. Some networks provide better performance
while others are more expensive to use etc. Optimally, the user should be able to switch
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between networks and use the most beneficial one. However, many applications and operating
systems do not support such operations, which makes it hard for users to take advantage of the
best available network. In addition, as the bandwidth can vary significantly between different
networks, the users are normally required to adjust running applications’ bandwidth demand
to avoid over-utilization. This is particularly a problem for multimedia communication
applications which usually require a significant amount of bandwidth.

Similar to ubiquitous computing which envisions seamless utilization of multiple com-
puters, the network research community envisions seamless utilization of multiple network
connections. For example, allowing a user to seamlessly switch from a UMTS network
to a WLAN [10], or switch from unicast to IP multicast whenever possible [11]. This
has given birth to several new research areas within multimedia and networking, for
example Always-Best-Connected [12, 13] or Ambient Networks [14], which tries to ensure
that users are connected using the most beneficial networks as well as making sure
applications make the best use of connected networks. Two important components needed
to achieve these operations are mobility and bandwidth management. In general, mobility
management can be divided into several subsets. Host Mobility is usually referred to
as maintaining a communication session while switching across heterogeneous network
connections. Similarly, Session Mobility is usually referred to as maintaining a session while
switching between terminals. The thesis makes several contributions related to both host and
session mobility management, which will be further discussed in Section 1.7.

Independent of whether the system is switching between terminals or computer networks
it is crucial to minimize the overhead associated with a switch procedure. The word
seamlessly is frequently used in the thesis to reflect that a switch procedure is conducted
without or with very little interference or user intervention. The next subsection discusses
several problems which must be considered to achieve seamless switching/handovers1 and a
ubiquitous multimedia communication system.

1.4 Research Problems

The main objective of this thesis is to propose and evaluate new technologies to allow
Internet-based desktop multimedia services to be used in mobile settings by seamlessly
switching terminals and networks. This problem can be divided into several sub-problems
which will be further described in this section. Although the research questions related to
changing networks and terminals are conceptually very similar, they have deliberately been
divided into two classes of problems. The main reason is that the proposed solutions and
some of the underlying problems are fundamentally different, which can cause confusion
when discussing a particular solution.

1In many places in the thesis, the technical term handover is used synonymously with the term switching to
describe the process that transfers a connection from one network/device to another.
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1.4.1 Problems related to Host Mobility and Bandwidth Management

This subsection discusses problems related to improving e-meeting services by better
handling network connectivity. That is, problems related to switching network connections
and adapting to available bandwidth.

1. What kinds of methods/components are needed to allow e-meeting services to take
advantage of multiple network connection points?

E-meeting applications running on multi-mode terminals2 must be able to switch between
different connections without failing. However, the Internet routing model forces hosts to
acquire a new IP address for a network interface after switching to another network. As
many Internet-working applications and protocols (including TCP) use IP addresses as non-
volatile identifiers in data structures assuming that they never change, many applications
cannot survive an IP address update and must consequently be restarted in order to function
properly again. This problem becomes more complicated when some media such as audio
require seamless handover support. In this case, very few consecutive packets are allowed to
be lost during the handover procedure.

2. How can a handover be seamlessly performed to another network, and how can the
performance of available networks be determined in order to select the best network
without the user perceiving interruptions in packet streams due to the handovers or the
performance measurements?

Assuming an e-meeting service can manage mobility, some mechanism is still needed to
decide when a handover should take place as well as pick the best available network.
Requiring users to manually control all steps in the handover procedure is not a sustainable
solution. Hence, the system must be able to evaluate all available networks and select the
best one given some criteria. As mentioned before, it is important that the delay caused
by the handover procedure is as minimal as possible in order to avoid disruption in the
communication. However, the performance can be seriously decreased if the system becomes
instable and handovers are triggered back and forth between several networks. This classical
control problem is known as the ping-pong problem [15] and should be avoided.

3. How can bandwidth utilization automatically be adjusted to improve the user’s net
benefit after changing network connection?

Assuming that applications can manage mobility and intelligently perform handover to the
best network, some method is still needed to adapt media streams to available bandwidth.
Media streams suitable for high-bandwidth networks will become congested after switching
to a network with less bandwidth capacity. Therefore, it is important to adapt media streams
to fit current bandwidth levels, and also if multiple media streams share the same network

2Multi-mode terminals are devices capable of accessing multiple wireless technology such as WLAN, GPRS, 3G
or Bluetooth from one device.
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connection, prioritize how much bandwidth each media stream should be given. If there
is 120 kbps of bandwidth available, video might be allocated 100 kbps with audio being
allocated 20 kbps, depending on the user’s current communication need.

The problem of efficiently utilizing bandwidth becomes even more complicated when
considering monetary costs. Even if there is enough available bandwidth, the user might not
want to utilize all bandwidth. A user might for example only afford to use 80 kbps on a
particular network despite there being 2000 kbps of bandwidth available.

1.4.2 Problems related to Session Mobility Management

This subsection discusses problems related to switching between terminals available in an
e-meeting. That is, problems related to improving e-meeting services by allowing the user to
ubiquitously communicate using the most suitable terminal.

4. What kinds of methods/components are needed to allow users to switch between or
use multiple terminals carried by the user or available in the surrounding environment?

Similar to host mobility, some mobility management protocol is needed to allow an e-
meeting service to switch between different terminals. One aspect of this problem is how
to achieve compatibility between different communication services. Another problem is how
to integrate multiple terminals into an e-meeting while preserving the user’s identity in the
communication session. For example, the user should not be represented by multiple video
components in the E-corridor as this can be confusing from other e-meeting users’ points of
view.

5. What functionality is needed to automatically select the most suitable terminal to be
used in a ubiquitous multimedia communication system?

Assuming the system has the capabilities to switch between terminals, some method is needed
to automate this process in order to make it more seamless. In order to seamlessly switch to
the most suitable terminal, the system needs to obtain information about the environment, the
user, and available terminals. This information needs to be organized in a predefined way so
that it can be comprehended and interpreted by designers, users and also the system itself.
An important part of this problem is finding a balance between autonomy and user control.
Can a switch procedure be made completely automatic or must the user be involved in the
switching process somehow? This leads to the next research problem.

6. How would users like to interact with a ubiquitous multimedia communication
system when switching and using multiple terminals, and what design rules should be
considered when implementing such a system?

Automatically switching to improper network can obviously result in decreased performance
and additional cost for the user, but what are the consequences of switching to an undesirable



12 Thesis Introduction and Summary

terminal? What is the meaning of the word seamless in this context? What kind of
functionality is needed to allow the user to express the behavior of the system? To address
these issues, one critical parameter which must be considered is privacy. Like many
other systems, a ubiquitous multimedia communication system should not expose critical
information to other users, or allow other users to derive sensitive information about a user.

1.5 Scope of the Thesis

Solving all problems mentioned in Subsection 1.4 in all possible application domains is
an overwhelming task and is out of the scope of this thesis. Therefore, the thesis focuses
mainly on the application-layer and in particular how to improve e-meeting systems. In
regards to mobility and bandwidth management, the thesis does not propose improvements
which can be applied directly to the networks, for example improving network routing, but
rather on methods which can be applied to real-time multimedia applications and operating
systems. In addition, the thesis does not propose an optimal solution on how to achieve
compatibility between various communication services. Instead, the thesis assumes different
communication services can be used in an e-meeting system, and focuses on how to switch
between different terminals providing these services. However, in order to build working
prototypes, the compatibility problem needs to be addressed and the thesis discusses to some
extent different methods to integrate different communication services into an e-meeting
system.

1.6 Research Methodology

One of the ambitions of the conducted research has been to look for real problems rather than
inventing fictitious problems with sometimes poor connections with reality. To accomplish
this goal, most of the research has been conducted in close collaboration with industrial
partners, and has been driven by scenarios or use cases identified through meetings,
interviews, questionnaires and ethnographical studies. Another meaningful method has been
prototyping, which has both given valuable insight about important problems, and functioned
as a source for inspiration and new ideas.

However, one of the dilemmas with experimentation with prototypes is that a significant
amount of time must be spent on developing the actual prototypes, and it is not always the
case that this effort results in valuable and publishable research. Another problem is that test
users tend to pick on bugs, which can give an improper impression and negatively affect the
results of a user study. Adding the cost of hardware and the cost of engaging test subjects,
prototyping can be an expensive and time consuming method to conduct research.

As mentioned before, Marratech has been used as a platform for many prototypes
developed to evaluate different ideas presented in the thesis. Through a partnership between
Marratech AB and Luleå University of Technology, the university has been given support
and full access to the source code, which have made it possible to develop prototypes
more rapidly. Moreover, as the Marratech software is a commercial product, it has also
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made it possible to develop more robust prototypes compared to pure research systems,
thus overcoming some of the aforementioned problems with prototypes. However, although
Marratech provides an attractive platform for building and testing prototypes, there are several
important problems which must be considered when conducting experiments.

Validity and reliability of a scientific result are often discussed to assess its quality.
An experiment is valid and reliable if it measures what it is supposed to measure with
a certain level of accuracy. This imposes some challenges when conducting experiments
with prototypes in real environments as all variables affecting the results can generally not
be investigated. Each such variable not currently under investigation is called a nuisance
variable and can potentially contribute to the end-result, thus making it hard to draw
conclusions if this contribution is not known. To give an example, when testing the handover
algorithm proposed in the second paper in a real setting, wireless interference caused by
moving obstacles significantly affected the result of the experiment, which made it harder
to draw conclusions about the performance of the algorithm. The standard procedure to
overcome this problem is to repeat the experiment multiple times using different setups until
a statistical certainty is obtained. However, repeating an experiment requires precise planning
and can be very time consuming. For example, if a prototype implementation needs to be
modified, a series of experiments might have to be redone.

One way to make more controlled experiments and save some time is to make use of
simulators or emulators. However, the problem with these methods on the other hand is
that it is not always possible to transfer the results to the real world as the used simulation
model may be too simplified. Nevertheless, emulators are especially useful as they can be
used together with real prototypes to simulate a desired environment. The advantage of this
approach is that it becomes possible to conduct more valid experiments compared to pure
simulation studies while at the same time having control over the experimental setup as
provided by simulators. Emulation is used several times in the thesis to simulate various
network conditions as well as simulate sensors hardware generating information about the
user and the environment. For example, an emulator can be used to simulate a location
update instead of setting up an expensive indoor positioning system. In this way, a test user
can interact with a system as if it was autonomous even though the system is partially operated
by an unseen human being. This method, which is called Wizard of Oz can be used to test an
experimental prototype not completely implemented.

While emulators can be used to obtain better reliability while also saving time, general-
ization is another important scientific concept to consider. A method developed for a specific
application is more general if it can also be transferred to other types of applications. The
more general a solution is, the more powerful it becomes. To avoid binding the research too
much with the Marratech software, all prototypes have been implemented as middlewares
or as separate components3 which allows them to be used on similar e-meeting software.
From this point of view, the Marratech software serves as an evaluation tool similar to the
ns-2 simulator [16] or Matlab [17] rather than as an isolated application. The next section
describes the proposed solutions in more details and how the research problems stated in
Subsection 1.4 have been addressed.

3Binaries and source code to many of the proposed components can be downloaded from
http://media.csee.ltu.se/ johank/.

http://media.csee.ltu.se
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Figure 1.4: High-level overview of the proposed ubiquitous multimedia communication
system in relation to the included papers.

1.7 Ubiquitous Multimedia Communication

The proposed ubiquitous multimedia communication system consists of two main compo-
nents. The first component is called Ubiquitous Network Access Management and deals
with host mobility and bandwidth management in order to allow e-meeting services to better
handle network connectivity. The other component is calledUbiquitous Session Management
and deals with session mobility, service discovery, and service configuration in order to allow
the users to switch between different terminals.

Figure 1.4 shows an overview of the proposed system illustrating the proposed compo-
nents in relation to the papers included in the thesis. As can be seen, Paper 1, 2, and 3
deal with the host mobility and bandwidth management whereas Paper 4, 5, and 6 deal with
session mobility management. The following subsections describe the internal structure of
the proposed components in more detail and important results obtained from the included
papers – emphasizing the scientific contributions. The papers are presented in the same order
as they were published to give a better understanding why they were written and further
motivate the work.
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1.7.1 Ubiquitous Network Access Management

As discussed in Section 1.4 several problems must be addressed in order to allow e-meeting
services to ubiquitously access available networks. This subsection discusses the proposed
solutions in more detail starting with how to switch between different networks.

Application-layer Mobility Support

The first problem which must be addressed before a ubiquitous network access system can be
achieved, is how to hand over a packet stream to another network, i.e. Problem 1 mentioned
in Subsection 1.4. Various solutions to this problem e.g. [18, 19, 20, 21, 22] have been
proposed by the networking research community over the years. One of the most known
mobility protocols for the Internet is Mobile IP [22]. By adding an indirection in the network-
layer, applications using Mobile IP can change point of attachment to the Internet while using
a static home IP address that never changes. However, one of the main drawbacks of Mobile
IP is that it requires dedicated support from the routers, or alternatively support from the
users to setup and maintain tunnels, thus making it hard to deploy in practice. The lack of
support for firewalls was another problem, which limited the usability of the first releases of
Mobile IP. As many WLANs and cellular networks used Network Address Translators (NAT)
[23] enabled firewalls to enable mobile hosts to access the Internet, Mobile IP was limited to
only a few networks. Moreover, as the majority of all proposed solutions targeted TCP-based
applications specifically, it was hard to implement a mobile UDP-based multimedia service
using an alternative solution.

The main contribution of the first paper is a new application-layer mobility protocol called
the Resilient Mobile Socket (RMS), which is designed to support UDP-based multimedia
application and be able to hand over media streams to any available network, including NAT-
enabled private networks. As the term application-layer implies, Resilient Mobile Socket is
implemented as a part of an application in contrast to many other mobility protocols which
are often implemented as a part of the network-layer in the operating system. However,
to be able to use an application-layer mobility protocol, it is important to prevent major
modification to the applications, which can negatively affect deployment. For example, SIP
[24] has been proposed as an application-layer mobility protocol [25], but it can only be used
on applications already supporting SIP, and modifying an existing multimedia application to
support SIP is a major task.

Nevertheless, as most applications use a network socket interface to send and receive
packets, it is possible to implement mobility support in the applications without significantly
modifying the applications. By encapsulating multiple sockets into a new socket abstraction,
the Resilient Mobile Socket, any encapsulated socket (internal socket) can fail or be replaced
without disturbing the application using the Resilient Mobile Socket. As each internal socket
represents an entry point to each connected network, running applications can still be able to
communicate if the current active internal socket becomes disconnected and another internal
socket is available. This will for example happen when a host gets out of coverage from a
WLAN and has an active connection to an overlay service such as UMTS/GPRS.
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Figure 1.5: An overview of the Resilient Mobile Socket architecture.

Figure 1.5 shows an overview of the Resilient Mobile Socket architecture and how
internal sockets are encapsulated. Note that Resilient Mobile Socket besides functionality
to send and receive packets also provides functions to control which internal sockets should
be used. These functions were used in the second paper to automatically manage handovers.

Competition-based Soft-Handover Management

The second paper addresses Problem 2 mentioned in Section 1.4, i.e. the problem of deciding
when to perform a handover as well as how to select a new network. In general, this is a quite
complicated problem and the second paper only addresses how to select the network with
the least packet loss and the lowest expected end-to-end delay. In the third paper, the system
was extended to also consider additional criteria such as financial cost in selecting the best
network.

Before continuing, it is important to emphasize that different media can have different
communication requirements. For example, waiting one or two extra seconds before
receiving a chat message might not be considered critical while a couple of seconds delay
in an audio stream can make the transmitted stream completely unintelligible. To solve
this problem large amounts of research have been conducted to provide seamless handover
support in wireless environments. To name just a few efforts, Cellular IP [26] offers
improved handover support in limited geographical areas by incorporating traditional cellular
principles from telecommunication networks into Mobile IP; another micro-mobility scheme,
Hierarchical Mobile IP [27], tries to reduce the home network registration time by using a
hierarchical network management structure.

In most existing mobility architectures e.g. [10, 28, 29, 30] handovers are triggered
based on link-layer information (e.g. signal strength). Although making handover decisions
based on link-layer information work well for making link-layer handovers, there are
several problems when using them for making vertical handovers, i.e. handover between
heterogeneous networks. First of all, incompatibility issues can make it difficult to compare
link-layer information obtained from different access technologies or hardware. Another
problem is that there is no direct relationship between the signal strength and the actual
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Figure 1.6: Redundant packet streams. Note that each client has its own instance of the
CSHM algorithm, which means it will take at least two handover decision rounds before both
incoming and outgoing packets are duplicated.

performance of the network. In fact, even if the signal strength to an access point is good,
the access point itself can be disconnected from the Internet, thus being useless except for
communication between hosts located on the same sub-network as the access point.

Wang et al. [15] describe a policy-based handover control system that allows users to
express a policy on what is the “best” network interface using more parameters than only
signal strength. They also address the ping-pong problem mentioned in Subsection 1.4 by
introducing a stability period, i.e. waiting a time before the handover is triggered and estimate
if the new network is worthwhile to hand over to. A similar solution, which is used in many
other handover control systems, is to use a combination of dwell-timers, delay or threshold-
based control algorithms [15, 28, 29] to make the handover control algorithm react more
slowly to changes. However, for real-time multimedia communication it is better to perform
a handover to a better network as fast as possible instead of waiting until the performance
reaches a lower limit.

Several location-aided handover algorithms [31, 32, 33, 34] have been proposed in
the literature to address the ping-pong problem. By exploiting the user’s current location
in combination with a prediction model, these algorithms try to make proactive routing
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decisions and reduce the handover frequency by only initiating handovers when absolutely
necessary. However, in reality it can be hard to develop accurate prediction models based on
user movement as it is very likely that the surrounding environment also changes, for example
a bus passes by, someone closes a door, or the user accidentally touches the radio antenna,
thus degrading the radio performance without the user moving at all.

Theoretically speaking, many of the aforementioned problems can be solved if a handover
algorithm could simultaneously evaluate the end-to-end performance of all networks, and
then pick the best one without negatively affecting the performance as perceived by the user.
One way of implementing such an algorithm is to transmit redundant packet streams over
several networks and measure the end-to-end delay for each connection. All connections
except the best one are then dropped after a sample period has been completed. The main
contribution of the second paper is a new handover strategy for real-time media called
Competition-based Soft-Handover Management (CSHM), which uses network redundancy to
seamlessly hand over a media stream to another network and to evaluate the performance of
available network connections. Here follows brief introduction to the algorithm. The reader
is referred to Section 3.4 for a more complete description.

When the performance of a connection becomes insufficient to meet the user’s needs, for
example when the end-to-end delay becomes too large, a handover is automatically initiated
to all available network connections. This means that redundant packet streams are sent
through all available connections and are later merged into one stream when received by
the other end-point, which also measures the packet delay and selects the best performing
connection. This process can be viewed as a competition as each connection competes with
other connections in contributing to the merged stream. The connection that delivers the most
packets to the merged streams wins the competition and is selected as the default connection
after the handover procedure has been completed. Figure 1.6 illustrates how redundant packet
streams are sent over two networks. As can be seen in the figure, one of the packets (n-2)
is lost over the UMTS network. However, as a copy of the lost packet is also sent over the
WLAN connection, the user will not perceive degraded performance due to this packet loss.
In general, the connection that provides the lowest end-to-end delay and the lowest packet
loss will contribute to the merged stream more than other connections.

One difference between traditional handover algorithms and the CSHM algorithm is that
the new network is not decided before the handover is triggered, but is instead determined
during the handover process. Another difference is that a handover can take place over
a long period of time. If no individual connection can provide sufficient performance,
sending redundant packet streams can also be used to decrease network jitter without actually
switching between the networks. This feature is illustrated in Figure 3.3.

Several experiments have been conducted to evaluate the CSHM algorithm using both
real networks and emulators. These experiments show that it is possible to merge two
badly performing WLAN networks into one good aggregated network connection. Instead
of repeatedly switching between two badly performing networks, CSHM algorithm uses
network redundancy to improve the network performance until one or more of the networks
become stable again or until there is only one working connection left. However, the
experiments have also revealed that a large delay difference between the used network
connections can negatively affect the performance of the CSHM algorithm.
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Figure 1.7: Propagation delay implication when using the CSHM algorithm.

Figure 1.7 shows that the performance of the CSHM algorithm is significantly reduced
when the propagation delay difference increases between two used network connections. The
reason for this behavior is because replacements packets have not been received yet when
using the slower connection as a backup connection and the faster connection as reference.
However, switching over to the slower connection and using the faster network as a backup
network also introduce a delay because the system must wait until new packets arrive from the
slower connection. This delay is at least equal to the propagation delay difference between
the faster and the slower connection at the particular time the switch is done. Note that the
current version of the algorithm does not allow packets to be re-ordered, which means that
packets received from the faster network connection generally cannot be used when using the
slower connection as reference, assuming packets are not lost.

As can be seen in Figure 1.7, the CSHM algorithm loses effect completely after as soon
as 150 ms delay difference when using the slower network to compensate for packet loss.
This result suggests that it is not possible to efficiently aggregate packet streams from a
commercial UMTS network (as it looks today) and an 802.11 type of network. Extensions
have been made to the algorithm to handle this problem since it was first published [35]. See
Section 3.4.4 for more information about these extensions. However, if the delay difference is
too large, the results indicate that it is not possible to seamlessly hand over a packet stream to
another network without losing information while supporting a real-time media component.
A possible solution would be to use a buffer to implement a smoother handover. However,
the drawback of using a buffer is that it can increase the response time, which should be kept
as low as possible for real-time media.

Another problem with the algorithm is that it tends to waste bandwidth, which makes
it improper to use as a general purpose handover algorithm for all media or applications.
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Nevertheless, this problem can be overcome as the Resilient Mobile Socket allows different
handover algorithms to be used for different media. Hence, CSHM can be used for audio
while some other algorithm can be used for other media. For example, for a MPEG video
stream it makes more sense to only send I-frame packets on redundant links rather than
duplicating all packets [36]. However, requiring each application or media to individually be
responsible for managing mobility is a sub-optimal solution. The third paper discusses how
mobility can be managed more semantically by using a bandwidth broker as a centralized
supply point.

Market-based Bandwidth Management

After a handover has been completed, some mechanism is needed to automatically adjust
the bandwidth usage and share available bandwidth efficiently between different media
components inside an application. This is important in order to avoid over-utilization and
to maximize the user’s total net benefit. The third paper addresses this issue and proposes a
new method based on microeconomic theory.

Multimedia application

Buy/request
bandwidth

Adapt
bandwidth usage

Information
about supply

Receipt

Network Agent

Packets

Information
about demand

Adapt
utility function

Information
about available networks

Configure

Operating system

Bandwidth Broker Agent

Configure
IP Mobility Protocol

Bandwidth Consumer Agents

Figure 1.8: Overview of the middleware framework.

Although a considerable amount of research has been carried out to provide QoS support
in distributed multimedia systems e.g. [37, 38, 39], few proposed solutions to date address
how to share bandwidth within a single multimedia application. This is mainly because
researchers traditionally have focused on how to handle various QoS issues between running
applications in an operating system or between users in the networks. However, recent
research [40] has shown that also applications, in particular multimedia communication
applications, can benefit from managing bandwidth more semantically. For example, in an
e-meeting application the demand for a video stream of a particular user may vary depending
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on communication patterns such as who is the current speaker. Therefore, it can make sense
to allocate more bandwidth to the current speaker, or allocate more bandwidth to a specific
media being more important.

The main contribution of the third paper is an application-layer middleware providing
a virtual marketplace based on microeconomic theory to more efficiently share bandwidth
within an application. Figure 1.8 shows an overview of the proposed middleware framework
and all components part of it. The key components of the proposed framework are a
Bandwidth Broker Agent that puts the current supply of available bandwidth “on the market”
at a particular price, and Bandwidth Consumer Agents which use utility functions for each
media to calculate the demand by mapping the relative gain they offer the user at different
bandwidth levels. This allows bandwidth to be allocated efficiently by using a spot-market
algorithm where the broker raises the price if the total demand from all its customers (the
media) exceeds the available supply, or lowers the price if the demand is lower than the
available supply. Eventually this price fluctuation will reach a state where the demand for
bandwidth equals the supply for the bandwidth at that particular price. When this state is
reached, the market is said to be in equilibrium [41].

pn 1 pn
d
s

(1.1)

Equation (1.1) shows how the price is iteratively calculated based on supply and demand
where pn x represents the current price, pn 1 x next price, d the aggregate demand of all
customers, and s the current supply. Most often the supply will be equal to the bottleneck
bandwidth to the other end-point, but for non-flat-rate connections it may also be bounded by
budget controls set by the user. For example, if the user specifies a maximum burn-rate in $/s
it would set an upper-bound on the supply.

The Network Agent in Figure 1.8 contributes to the market by obtaining the actual supply
of bandwidth that will be sold by the Bandwidth Broker Agent. The purpose of the Network
Agent is not to provide the bandwidth (e.g. requiring packets to be sent/received through
the Network Agent), but rather to make sure that the application is connected to the best
available networks without explicitly requiring the user to manually configure the application
or the operating system. Depending on services available to the application, the Network
Agent can be responsible for managing policy-based routing, configuring mobility protocols
(such as the CSHM algorithm), logging in to wireless networks, dealing with congestion
control, and so on.

The advantages of the proposed middleware are twofold. The first is that it allows
bandwidth management for all media in a multimedia application to be handled in a
centralized way in order to give the optimal aggregated experience to the user. The second is
that it can help applications to manage network connectivity by using the bandwidth broker
as a centralized supply point that looks for the best available connection(s) at all times,
thus relieving applications from dealing with complex issues such as mobility and handover
management.

To investigate how the framework works in practice, a proof of concept prototype was
built by integrating the framework into Marratech. This prototype was used in several
experiments aimed at revealing how different price and supply re-calculation rates affected
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the spot-market algorithm. Experiments were also conducted to investigate how fast the spot-
market reacted when a new media was introduced as well as the effects of large variations in
supply caused by mobility. These experiments show that it is possible to allocate bandwidth
close to an equilibrium allocation by using a high price recalculation rate and a low supply
recalculation rate. For more detailed information on these experiments see Section 4.5.

1.7.2 Ubiquitous Session Management

This subsection discusses in more detail how to move an e-meeting session or parts of the
session between different terminals. As mentioned before, an important part of this problem
is how to make the switching process automatic. The next subsection introduces an algorithm
designed to select the best available terminal.

Media Resource Selection

Over the years, the idea of switching between terminals to improve communication has
also been proposed by other researchers [42, 43, 44, 45]. For example, the ActiveBadge
system [42] is designed to autonomous route phone calls to the phone nearest to the user.
Another source of inspiration has been the Aura architecture [43, 44], which tries to utilize
resources in the user’s environment to give the user access to desired tools while simplifying
the configuration tasks needed by the user. The idea of switching and aggregating services
obtained from multiple terminals has also been mentioned before [45]. However, most
existing frameworks and architectures lack several important functions needed to create a
deployable and usable system, for example functionality to automatically configure terminals
and invite them to a communication session.

As mentioned before, to allow a user to switch to another terminal during a conversation,
it is important that the switch procedure be extremely easy to carry out. Ultimately, it
should be done without interrupting the user or causing interruption due to the setup of new
terminals. If it is not possible to seamlessly switch, it is probably very unlikely the user
wants to switch terminal assuming the currently used terminal works satisfactory. The fourth
paper addresses this problem and proposes a concept called media resources as well as an
algorithm to automatically select which media resources to use. In short, a media resource
is a conceptual model of media capturing and rendering hardware and their accompanying
software which are used to generate and process media streams. An example of a media
resource can be mobile phone with support for connecting to an e-meeting, or a media
component in an e-meeting service running on a desktop computer.

One of the problems which must be addressed in order to select a new terminal (or media
resource) on behalf of the user is how to compare terminals. Another problem is how to
express user preferences. Considering all possible parameters which can affect the choice to
use one particular terminal over another, resource selection can be an extremely complicated
problem. One of the reasons is that the system must also consider the user’s privacy to ensure
that sensitive information in not exposed to other users. For example, if the user is having
a sensitive conversation with somebody, the user might prefer the terminal providing the
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Algorithm 1 Media Resource Selection Algorithm
Require: A media resource type, type, e.g. audio sink or video source.
Ensure: The best media resource, rselected , for type.

1: rpre f erred null
2: if isNeeded( type ) then
3: R all media resources r of type s.t. r R

isAvailable( r ) Q( r ) QMIN P( r ) PMIN C( r ) CMAX

4: for all r R do
5: if credit( r ) credit( rpre f erred ) then
6: rpre f erred r
7: end if
8: end for
9: end if

10: rselected notify( rpre f erred )

highest security available. Other parameters affecting the user’s privacy directly or indirectly
can also be placement of hardware/terminals or the user’s geographical location.

A classical solution to value and compare entities is to use some form of classification.
The fourth paper proposes to three classification indices based on quality (Q), cost (C),
and privacy (P), which can be used to compare terminals and select the best one. An
additional classification index based on mobility was introduced in the sixth paper. One
advantage of using classification indices is that it makes it easier for users to convey their
preferences in different situations. For example, the user may prefer a terminal offering
"the best possible quality, least possible cost, and at least privacy level seven". Another
important advantage is that the classification provides researchers and developers with an
abstraction which separates the issue of valuing resources from the rest of the selection
process. Using Algorithm 1, developers and designer can focus on how to calculate the QPC-
indices rather than considering all possible parameters and how they relate. Note that QMIN ,
PMIN , CMAX are used to express user preferences in the algorithm. For more information
about the algorithm and its functions see Section 5.4.

One way to calculate the QPC-indices is to use context-awareness. For example, the
system can use the user’s location to calculate the P-index. However, to allow the system to
use context-awareness, information obtained from sensors must be organized and searchable.
A simplified proof of concept prototype was implemented and used in an experiment to
investigate these issues and to evaluate the algorithm. One of the questions which were
raised when using this prototype was to what degree the system could automatically switch
to another device, and how the user would like to interact with such a system. This was
further investigated in the fifth paper.

Design Rules and User Interaction

The main contribution of the fifth paper is results obtained from a user study, which was
conducted to determine how users would like to interact with a ubiquitous multimedia
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communication system, i.e. Problem 6 mentioned in Subsection 1.4. The results from the
study were used to derive several design rules and requirements, which should be considered
when implementing a ubiquitous multimedia communication system.

As mentioned in Section 1.6, one of the main problems doing experiments with prototypes
is that a significant amount of time must be spent on developing robust prototypes. This
makes it hard to investigate new ideas and concepts which may not be worth the effort to
implement in the first place. In addition, it can be good to have some knowledge about user
and system requirements before spending a large amount of time on developing a prototype.

To involve the users early in the design phase, it was decided to conduct a questionnaire
survey to investigate possible user requirements and implications on design. However,
one problem with conducting a questionnaire survey is that it does not convey the same
impression and feeling as a real prototype although the questionnaire may carefully describe
the system and possible usage scenarios. To put the test subjects in the right mind-set, the
subjects were given a lecture about multimedia communication and were shown a short
movie4 visualizing two examples of a ubiquitous multimedia communication service as
it could be in the future. After the movie they were asked to fill in the questionnaire,
which consisted of 5 independent scenarios followed by a number of questions investigating
different privacy and usability issues.

The following design rules were derived after analyzing the results from the question-
naires.

1. The users should be able to easily switch back to their own terminals.

2. When selecting a cheaper media resource, the quality should not be worse than the
currently used resource.

3. As the users can not assess the sensitivity or relevance of a new conversation or message
in advance, new calls or sessions should always be handled through the users’ own
terminal before using a public resource.

4. The system should consider the privacy of all participants in the session and not only
the local user when selecting a new media resource.

5. The system should be able to give both the local and remote users feedback about the
risk of violating their and other user’s privacy when using a particular media resource.
The system should be able to determine possible privacy implications of each resource
based on the amount of information the resources expose to other people.

6. It should not be possible to derive privacy related information from the knowledge of
which resources are being used.

7. The system should be able to make a separation between media capturing devices and
media presenting devices.

8. The users must be in control of the system, and be able to decide if it is suitable to use
a particular media resource.

4 http://media.csee.ltu.se/media/ubicommdivx.avi

http://media.csee.ltu.se/media/ubicommdivx.avi
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(a) Information component. (b) Configuration component.

Figure 1.9: Two screenshots showing the proposed user interface.

As almost none of the subjects preferred the system to automatically switch to another
terminal, the purpose of the algorithm discussed in Subsection 1.7.2 was reconsidered to
only suggest suitable terminals rather than actually be in charge and deciding which one
to use. A proof of concept prototype was developed to investigate how media resource
suggestions could be presented to the user and how the user could interact in order to switch
terminal. Two screenshots of this prototype are depicted in Figure 1.9. By using drag-and-
drop functionality, a user can easily switch over to another terminal. Note that it is possible
to use multiple terminals at the same time, which is an important feature of a ubiquitous
multimedia communication system. This type of user interface is called a Remote Control
User Interface and was further investigated in the sixth paper.

The Ubiquitous Communication Management Framework

Based on experiences from previous papers, the sixth paper proposed a general purpose
framework for building ubiquitous multimedia applications. The paper focuses mainly on
Problem 4, i.e. what kinds of methods/components are needed to allow e-meeting services
to combine or switch between terminals carried by the user or available in the surrounding
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Figure 1.10: Overview of the framework.

environment. This framework was used to implement a more dynamic wearable computer
communication system designed to make it easier to deploy wearable computer systems
running e-meetings.

Although there has been much research, e.g. [46, 47, 48, 49, 50, 51] conducted on isolated
parts needed to design and build a ubiquitous multimedia communication system, little
research has been done to combine all these parts into a coherent and functional framework.
For example, [48] presents an architecture for developing ubiquitous computing application.
The Mobile People Architecture [46] provides mobility support by introducing a person-layer
on top of the application-layer, and so on. Hence, the main motivation of the sixth paper was
to build a more complete framework including both mobility management, service discovery,
and context-awareness.

Figure 1.10 shows an overview of the proposed framework, which consists of four
main components; the Information Repositories, the Personal Communication Management
Agent, the Remote Control User Interface, and the Mobility Manager. Here follows a
short description of these components and how they interact in order to carry out a switch
to another terminal: The Information Repositories component is a distributed database
containing information about the system and the users. This information is collected by
several sensors which publish information to the Information Repositories. The Personal
Communication Management Agent subscribes on event received from the repositories,
for example it can receive an event if a new repository is added or if a specific sensor
data is updated. Another important feature is that the Information Repositories are linked
together and form a cluster structure similar to the World-Wide-Web where each repository
represents a user, an environment, or a terminal. By traversing other repositories linked
to the user’s personal Information Repository, the Personal Communication Management
Agent can retrieve any information needed to calculate theQPC-indices and select a terminal.
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Organizing information in this manner is called an ontology5 and is an essential part of the
framework.

The Remote Control User Interface component is used for interacting with the user before
carrying out a switch and can run on any available device. As different devices have different
interaction capabilities, the Remote Control User Interface is usually customized to the device
currently being used. For example, it can provide the user interface suggested in the fifth
paper, or use speech control if that is more appropriate. This feature is called UI-remoting
[51] and can be used to replace a user interface with another and still be able to control the
same functionality.

The Mobility Manager depicted in Figure 1.10 is responsible for inviting a new terminal
and switching to it. This functionality can be implemented in various ways, and the sixth
paper discusses how it can be implemented in a mobility gateway running somewhere
in the networks, or by adding support directly to the applications/tools running on the
terminals. The advantage of implementing mobility support in a gateway is mainly that
the communication tools can be kept unmodified. Additionally, the gateway can provide
functionality to transcode media streams and provide interoperability between otherwise
incompatible tools. The main advantage of implementing mobility support directly in the
tools running on the terminals on the other hand is that it does not require a central server
for processing incoming and outgoing media streams which can improve the performance.
However, the main drawback of this approach is that several messages must be exchanged in
order to synchronize the mobility components available in the tools.

To investigate how much overhead is introduced by the framework, a theoretical analysis
was performed to investigate time and message complexity of each provided operation. An
emulator was also developed to simulate a sensor infrastructure and investigate the bandwidth
overhead of the current implementation. These studies show that it is crucial to keep the
number of messages exchanged at a minimal level in order to reduce bandwidth overhead.
This can for example be done by locating a sensor topologically close to the Information
Repository storing data from the sensor. Another method to reduce bandwidth overhead is
to develop as a more lightweight protocol for communication between the components in
the framework. In the current implementation, Java Remote Method Invocation is used for
exchanging messages. However, as shown by the experiments, this solution tends to waste a
significant amount of bandwidth, which makes it inappropriate for building a larger system
with many users, sensors, or terminals.

The sixth paper also presents a proof of concept prototype based on Marratech which was
deployed in a local nursing home to improve communication between patients, physicians
and nurses. The purpose of this prototype was to show that a ubiquitous multimedia
communication system can be useful in a real environment. By using a wearable computer
running an e-meeting system based upon the framework, the nurse was able to move parts of
an e-meeting session to a TV, thus allowing video communication between the patient and
the physician. This was previously not possible as the nurse only used a wearable computer
connected to Head-Mounted-Display, which could not easily be shared with the patients.

5An ontology is a formal description of a specific domain that enables computers to process information related
to the domain. It is a network of relationships that are self-describing and used to track how items or words are
related to one another. It consists of concepts, relationships, and axioms in relation to the specific domain.
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1.8 Discussion

This thesis has proposed and evaluated new technologies which can be used to allow
multimedia services to be used in mobile settings by seamlessly switching between terminals
and networks. This section discusses how the research problem introduced in Subsection 1.4
has been addressed and the validity of the results – highlighting the scientific contribution. It
also outlines possible research directions for ubiquitous multimedia communication.

1. What kinds of methods/components are needed to allow e-meeting services to take
advantage of multiple network connection points?

The first paper has proposed a new mobility protocol called the Resilient Mobile Socket
which allows multimedia applications to switch between network connection points. The
Resilient Mobile Socket can also be used to suspend and resume a connection, which in turn
can be used to save battery power and thus better support mobile usage. As the Resilient
Mobile Socket in an application-layer solution it is not dependent on services available in
the networks and can therefore be used on any available networks, including NAT-enabled
networks.

The main advantage of the Resilient Mobile Socket is that it allows manipulation of
packet streams without requiring a significant amount of modifications to the application,
such as avoiding re-implementing the network component of an application. In addition to
providing mobility support, the Resilient Mobile Socket can also be used to switch between
unicast and IP multicast, or connect legacy applications to an overlay network service etc.
The main advantage of the Resilient Mobile Socket compared to other mobility protocols is
that mobility support can be bundled together with an application, thus avoiding configuration
of tunnels or other operating system services. The drawback of the Resilient Mobile Socket
is that it only supports UDP-based applications while other solutions like Mobile IP are more
general and target any type of application.

2. How can a handover seamlessly be performed to another network, and how can the
performance of available networks be determined in order to select the best network
without the user perceiving interruptions in packet streams due to the handovers or the
performance measurements?

The second paper has proposed a handover algorithm called Competition-based Soft-
Handover Management. By using several network connections simultaneously and sending
redundant packet streams, it is possible to evaluate network performance and seamlessly
handover a packet stream to another connection point. However, if the delay between the
new and the old network connection is too large, it is not possible to use network redundancy
to perform a seamless handover without losing information while supporting a real-time
media component. Another drawback of the CSHM algorithm is that it tends to waste
bandwidth, but even more importantly it can result in increased battery consumption when
using multiple network interfaces. Because of these drawbacks, another component must be
used in conjunction with the CSHM algorithm to proactively enable an alternative network
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interface instead of always having all available network interfaces activated. This can for
example be done by monitoring the performance of the current connection and enable an
alternative interface if the performance drops below a certain threshold. An alternative
solution would be to use a virtual interface [52], and continuously switch across all available
networks.

Although the CSHM algorithm may not always be suitable for pocket devices, another
interesting usage would be to use it for vehicular communication. As battery power is
generally not a problem in cars or other vehicles, it makes sense to always use multiple
network interfaces when possible. In this case, the CSHM algorithm can be used to take
advantage of any passing WLAN to increase the performance. Although similar functionality
is already provided at the link-layer, the link-layer can generally not handle mobility when
switching between different sub-networks, which would be the benefit of using the CSHM
algorithm.

3. How can bandwidth utilization automatically be adjusted to improve the user’s net
benefit after changing network connection?

The third paper has introduced a bandwidth adaptation scheme based on microeconomics.
By selling and purchasing bandwidth on a virtual market residing inside an application,
bandwidth can be shared to different media while avoiding both over-utilization and under-
utilization. As utility functions are used to calculate the relative gain each media can offer
the user at different bandwidth level, it is possible to give more bandwidth to more important
media, thus improving the user’s total net benefit.

The main advantage of the proposed solution is that it allows problems related to network
management and human-computer interaction to be researched and integrated separately into
an application and be combined to leverage bandwidth in the best possible way. For example,
if a better congestion control scheme is implemented it can be added by upgrading the
Network Agent available in the middleware. If a more efficient method to share bandwidth
is developed, it can be modeled as a new utility function and inserted into the Bandwidth
Consumer Agent, and so on.

The third paper has also presented a series of experiments conducted to investigate the
performance of the middleware. Although these experiments show the middleware performs
satisfactorily, a real congestion control scheme was not used in the experiments. As it has
been shown that variation in supply can negatively affect the performance, additional testing
with a real congestion control scheme is necessary to further investigate the performance of
the middleware.

4. What kinds of methods/components are needed to allow users to switch between or
use multiple terminals carried by the user or available in the surrounding environment?

In the fourth paper a model for ubiquitous multimedia communication was proposed. The
fourth paper has also outlined a framework based on context-awareness, which was later
refined in the sixth paper. The framework consists of sensors, an information storage
infrastructure, a management agent, a selection algorithm, a remote control user interface
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and a mobility protocol. However, as each of these components is distributed and can run on
different hosts, they need to exchange messages between each other to retrieve information
and synchronize operations. It is therefore important to minimize message complexity and
message sizes to avoid unnecessary bandwidth overhead. This is especially important when
building a larger system consisting of many sensors, users or terminals, or if the sensors
frequently publish data to the Information Repositories.

The sixth paper has also presented a proof of concept prototype aimed at building a more
dynamic wearable computer for personal communication. This prototype has been used in a
local healthcare home to improve communication between nurses, physicians, and patients.
Although the prototype was only tested on a limited number of test users, it indicates that a
wearable computer-based e-meeting system using the proposed framework has the potential
to increase efficiency and save time compared to an ordinary wearable computer unable to
utilize multiple terminals available in the surrounding environment.

5. What functionality is needed to automatically select the most suitable terminal to be
used in a ubiquitous multimedia communication system?

The fourth paper has proposed an algorithm to select terminals based on quality, costs, and
privacy classifications. The advantage of this algorithm is that it allows designers to focus
on how to calculate the classifications rather than considering all kinds of parameters. As the
classifications are represented as numbers, it becomes possible to compare terminals and pick
the best one.

Although the proposed algorithm offers a passable way to select terminals, more work
must be done on how to calculate the QPC-indices. In the proof of concept prototypes
developed in Paper 4 and 6, the QPC-indices were calculated using only static or simplified
contextual information. However, this solution will only work if the number of available
terminals is small.

6. How would users like to interact with a ubiquitous multimedia communication
system when switching and using multiple terminals, and what design rules should be
considered when implementing such a system?

The fifth paper has presented a user study aimed at investigating how users would like to use
a ubiquitous multimedia communication system. The results from the user study suggest that
the users require control since system errors can have severe consequences. For example,
a system error can cause private information to be displayed to the wrong recipient, thus
violating the user’s privacy. However, the subjects also expressed that usability and simplicity
was very important, suggesting the system to be autonomous. As always choosing the best
available terminal without ever making mistakes is virtually impossible and would require
perfect artificial intelligence, it is important the user is always in charge when carrying out
a switch procedure. This makes it even more important that the user interface needed for
interacting with the users is easy to use.

Another contribution of the fifth paper is the methodology used to design the system.
To involve users early in the design phase, a movie and a questionnaire was used to derive



Thesis Introduction and Summary 31

important requirements and system properties. A more traditional approach would have been
to start developing a prototype and then test it on the users. However, the drawback of this
approach is that a large amount of time must be spent on developing a prototype while only
having limited information about important requirements and features. The advantage of
using a real prototype on the other hand is that the users can try a real system and thus get
a better understanding of how it can be used. Nevertheless, the purpose of a questionnaire
study is not to replace a real prototype, but rather make the first iteration in the prototype
development phase more accurate.

1.8.1 Future Research Directions

The work presented in this thesis can be improved in various ways. One interesting idea
would be to combine the framework proposed in Paper 6 with Paper 1, 2 and 3, and allow
more types of agents to utilize the Information Repositories. For example, the Network
Interface Manager depicted in Figure 3.1 could use the Information Repositories to access
the user’s preferences and find out information about available networks. A modified version
of the Media Resource Selection Algorithm could be used to pick the most suitable network
interface. Another interesting idea would be to extend the framework to also consider
switching of services and not only terminals or networks. For example, the Media Resource
Selection Algorithm could be extended to also compare services running on a device and
pick the best available service. To implement such a system, more work must be done in
designing a media gateway to provide compatibility between different services. This media
gateway could also be used to adapt media streams to match the capabilities of other included
services or devices. For example, converting a chat message to an audio message.

Being more visionary, an ultimate research goal would be to design a general purpose
management plane for the Internet similar to the Knowledge Plane [53]. Using this man-
agement plane, developers could focus on developing mobile services without considering
management aspects as these are handled by separated agents attached to the management
plane. This would make it easier to develop and deploy mobile e-meeting services, but also
to develop meaningful management components.

1.8.2 Conclusion

This thesis has proposed and evaluated new software technologies to allow Internet-based
desktop multimedia services such as e-meetings to be used in mobile settings by seamlessly
switching between terminals and networks. The main scientific contributions of the thesis are
summarized below.

An application-layer mobility protocol called the Resilient Mobile Socket, which
allows UDP-based multimedia application to hand over media streams to any available
network, including NAT-enabled private networks.

A handover strategy called Competition-based Soft-Handover Management, which can
be used to seamlessly hand over a media stream to another network and to evaluate the
performance of available network connections.
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An application-layer middleware providing a virtual marketplace based on microe-
conomic theory, which can be used to more efficiently share bandwidth within a
multimedia application.

A concept called media resources and an algorithm to automatically select appropriate
media resources, which can be used to more efficiently manage session mobility and
implement a ubiquitous multimedia system.

Design rules and requirements regarding how users would like to interact with a
ubiquitous multimedia communication as well as technical requirements that must
be considered when building a working ubiquitous multimedia system capable of
switching terminals.

An application-layer framework combining mobility management, service discovery,
and context-awareness, which can be used to more efficiently manage session mobility
and implement a ubiquitous multimedia system.

Based on results from laboratory experiments, theoretical analysis, user studies, and
exploratory experiments using prototypes presented in the thesis, the thesis suggest that it
is possible to improve performance, decrease costs, and add more functionality by using
a ubiquitous multimedia communication system that can switch between terminals and
networks. However, to be able to use such a system it is important that the system is
easy to use and does not require additional configuration efforts by the users. Ultimately,
configuration procedures should be performed seamlessly without interrupting the user or
adding extra delay to the communication. The results from the thesis suggest that it is not
always possible to perform a seamless re-configuration procedure because of network delay
and user requirements. As users can generally not accept mistakes made by the system, the
user should always have the final decision if a configuration procedure cannot be automated
with complete accuracy.

Looking at a wider perspective and possible impacts the proposed technologies can have
on the society, the presented research can be seen as a step towards convergence between
Internet-based and telecommunication services, which is a hot topic in the industry today.
For example, the proposed Ubiquitous Communication Management Framework could be
integrated with the IP Multimedia Subsystem [54] to provide seamless switching between e-
meetings and mobile phones. The Resilient Mobile Socket and the Competition-based Soft-
Handover Algorithm could be used to add roaming support to new Voice-over-IP services,
targeting PDAs or other portable devices.

Independently of how tomorrow’s networks and multimedia services will look like, it
is always important to implement user-friendly applications and hide heterogeneity. The
main contribution of this thesis is new methods to better handle mobility and bandwidth
management, which can be used to make mobile multimedia services more available and
easy to use, thus taking a step towards realizing the idea of a truly ubiquitous multimedia
communication system.
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1.9 Personal Contribution

This section describes my personal contribution in the included paper. I am the main author
of five of the papers and co-author of one paper. Here follows a more detailed description of
my contribution.

Paper 1 I am the main author and did all the work apart from getting advice and feedback
from Peter Parnes and Kåre Synnes.

Paper 2 I am the main author and did all the work apart from getting advice and feedback
from Peter Parnes and Kåre Synnes.

Paper 3 This paper was accomplished while working closely together with Jeremiah Scholl.
I am the main author and I was the one who proposed the idea originally after writing a
research paper for the Pricing for Communication Networks course at KTH (Royal
Institute of Technology, Sweden), but Jeremiah later refined the idea. While each
of us contributed to all aspects on the paper, Jeremiah’s contribution was mainly the
introduction and the sections about how to calculate the supply and the demand. He
also re-wrote parts of the original paper in order to make it more readable.

Paper 4 This paper was accomplished while working closely together with Josef Hallberg
and Sara Svensson. I was the one who initialized the work, and I am the main author
of the paper. In the end we put down the same amount of work in producing the
paper where my main contribution was mainly the algorithm proposed in Subsection
5.4.1, and the communication model proposed in Subsection 5.3.1. I also contributed
significantly to the introduction and the evaluation section. Although we all contributed
equally in developing the prototype, Josef did most of the writing in the evaluation
section with Figure 5.3 as an exception. Josef also refined the algorithm, and wrote
most part of the related work and the discussion. Sara’s main contribution was mainly
the section about media resource management.

Paper 5 Josef Hallberg is the main author of this paper, but in the end we put the same
amount of work into making the paper. We created the video and the questionnaire
as well as analyzed the results together. Most of the text is written together, but Josef
created the user interface whereas I did the statistical calculations.

Paper 6 This paper was accomplished while working closely together with Mikael Drugge
and Josef Hallberg. I am the main author and was responsible for organizing the
structure of the paper. Mikael Drugge and I contributed most to the paper while Josef’s
contribution was mainly the text about the Information Repositories, and the Personal
Management Agent presented in Subsection 7.3.1 and 7.3.2. Mikael’s contribution was
the introduction, related work, the text about Remote Control User Interfaces presented
in Subsection 7.3.3 as well as the text about the proof of concept prototype described in
Subsection 7.4.5. My main contribution to the paper was mainly the implementation,
the text about mobility management in Subsection 7.3.4, Figure 7.1, and most text
about the framework implementation starting in Subsection 7.4.1 to Subsection 7.4.5.
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Abstract

This paper presents an UDP-based socket extension called the Resilient Mobile Socket
(RMS), which provides application-layermobility support by encapsulating other sockets into
a new aggregated socket abstraction. Encapsulated sockets can then be added or removed
without disturbing running applications. RMS also provides a method for soft handovers
where several encapsulated sockets are used simultaneously during a handover.

As a proof of concept, a working prototype has been built by integrating RMS with
Marratech Pro, a commercially available E-meeting application. This prototype has been
used to evaluate RMS and to investigate how GSM audio quality is affected by handovers.
The result from the investigation shows that soft handovers can be executed without loosing
packets or causing extra latency, while a hard handover in average took around 200 ms to
complete. This indicates that proactive handovers and redundancy are important, but that
more work must be done to predict disconnections.

2.1 Introduction

The future wireless landscape will be rich in carriers and in competing technologies. Cheap
high-speed wireless connectivity provided by universities, Internet cafes or even regular users
will be available with limited range in hot-spots areas. This new type of wireless connectivity
will be complemented by traditional cellular networks offering reduced performance but over
a much wider area.

Today, many Internet users are already using Voice-over-IP or E-meetings such as
Marratech Pro [2] or Netmeeting to communicate. If these applications could efficiently
operate in a rich wireless environment, mobile users will not only save money by being
able to connect to the cheapest available network, but also experience a more richer form of
communication than traditional cellular phones.

When designing such a system, it is important that a handover to another network can
take place anytime, without user intervention and without notable quality degeneration. If it
is difficult or expensive in terms of quality to handover to another network, there is a risk that
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many users would still prefer to stay on a wide area network that is always available, even if
it is more expensive.

Many solutions have been suggested to deal with macro-mobility [55, 22, 18, 19, 56], i.e.
how to change network or provider without restarting already running applications. However,
only very few solutions [56, 55, 57] focus on interactive real-time media as their primary
target.

During or immediately after a handover, packet losses and extra delay may occur due
to signaling propagation of new location updates. For most applications, such as HTTP or
FTP, handover latency is not of vital importance, e.g. waiting one or two second extra when
downloading a web page is not critical. For real-time media on the other hand, latency and
packet losses are extremely important and even a small disturbance can make a media stream
unintelligible. For that reason, dedicated schemes capable of acting more semantically to
mobility must be developed.

This paper describes an UDP-based socket extension called Resilient Mobile Socket
(RMS), which can be used as a building block when implementing mobile real-time
applications. As a proof of concept, a working prototype has been built by integrating RMS
with Marratech Pro [2], a commercially available E-meeting application providing tools for
synchronous interaction via either audio, video, chat or a shared white-board. This prototype
has been tested in various wireless scenarios and been used in an investigation aimed at
revealing how audio quality is affected by handovers. The result from this investigation is
presented in Section 2.3. In Section 2.4, the paper is finally concluded with a discussion and
future work.

2.1.1 Related Work

Mobile IP [22] is the current Internet Engineering Task Force (IETF) standard for host
mobility. Unfortunately, all derivates of Mobile IP, including Mobile IPv6, requires support
from the infrastructure and deploying foreign agents all over the Internet or requiring
everybody to migrate to IPv6 is a difficult task.

To overcome this restriction, extensive work has been done to add mobility support into
operating systems or directly into applications. Most work in this area focuses on TCP,
which is used by the majority of all Internet-working applications today. Many of these
application-layer scheme works by inserting a session-layer between the application and the
transport layer. A common implementation is to replace or modify the socket, which is
used by applications to send and receive packets. Such schemes are for example described
in [18, 19, 20, 21]. RMS differs from previous mobile sockets since it operates on-top of
UDP rather than TCP. This allows RMS to be used by real-time media applications, which
normally require UDP for packet delivery.

An alternative to RMS would be to use the Stream Control Transmission Protocol,
SCTP [58], which is a new general purpose transport protocol for the TCP/IP protocol suit.
However, since SCTP is mainly designed to replace TCP and does not support multicast1, it

1RMS can also be used to switch between unicast and multicast. In this case, both unicast and multicast sockets
are encapsulated inside the RMS. This technique will however not be addressed in this paper.
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Figure 2.1: An overview of the RMS architecture.

was decided to build a new protocol completely customized for real-time media. Besides,
even though SCTP supports multi-homing it can only use one connection at once, i.e.
redundancy and soft handovers are not supported yet.

2.2 Resilient Mobile Socket

An important goal in distributed systems is to design systems in such a way that they can
automatically recover from partial failures. A classical way to build such a system is to use
redundancy and hide any occurrence of failures from other components.

By encapsulating multiple sockets into a new socket abstraction, the RMS, any encapsu-
lated socket or internal sockets can fail without disturbing applications using the RMS. As
each internal socket represents an entry point to each connected network, running applications
will still be able to communicate if the current active internal socket becomes disconnected
and another internal socket is available. This will for example happen when a host gets out of
coverage from a WLAN and has an active connection to an overlay service like UMTS/GPRS.

Figure 2.1 shows an overview of the RMS architecture and how internal sockets are
encapsulated. Note that RMS besides functionality to send and receive packets also provides
methods to control which internal sockets that should be used.

The SUSPEND procedure is used to hibernate on-going communication and is automati-
cally called when all network connections are lost, i.e. no internal sockets can be used. When
a RMS becomes suspended it will still try to act as network connectivity exists even though
no packets are sent nor received. To gracefully handle disconnections is important since every
user will get disconnected sometimes, either by limited battery power or simply by lack of
money.

The HHO (hard handover) procedure provides the opposite operation and is used to
recover from a disconnection or to hand over to another network. During a HHO, the
current active internal socket is first removed before a new internal socket is created. A
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HHO is typically reactive or unplanned and occurs when something unexpected happens to
the system. For example, when a connection is suddenly lost.

The SHO (soft handover) procedure provides in contrast to the HHO, functionality to use
redundancy during a handover. In this case, multiple internal sockets are used simultaneously
to receive and send packets. This technique eliminates handover latency and prevents packets
from getting lost, but must be proactively initiated to be effective, i.e initiated before the
current active internal socket becomes disconnected.

The REDUNDANCY procedure provides similar functionality but enables only redun-
dancy. This can for example be useful when it is a high probability that the current connection
will be lost or to compare the end-to-end performance of two or more active connections.

The Handover Manager, which can be seen to left in Figure 2.1, is responsible for
monitoring the system and deciding when a handover should take place. Ideally, it will predict
disconnections, use redundancy when the quality is bad, and quickly decide which network
that is best. A well-implemented Handover Manager also tries to minimize redundancy
without degrading the quality. The current Handover Manager is quite simple and works
only by scanning which network interfaces that are available and initiate a handover when
a network interface with better priority becomes available. However, since the Handover
Manager is completely separated from RMS, more advanced algorithm can easily be plugged
into the architecture in the future.

2.2.1 Packet Translation

Packet translation is a key mechanism used by RMS to hide a change of an internal socket
from applications and to ensure that packets are correctly routed. The idea is to re-stamp
all in-coming packets so that it looks like they are coming from their original location and
re-stamp all out-going packets so that packets are redirect to hosts visiting foreign networks.
From this point of view, the RMS almost works like a Network Address Translator (NAT),
but on an application basis.
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In the example in Figure 2.2, a RMS has changed point of attachment from addr1 : port1
to addr3 : port3 and the connected end-point has moved from addr2 : port2 to addr4 : addr4.
In this case, the following translation must be done to preserve the communication.

Send p : T p addr2 : p port2 p addr4 : p port4

Receive p : T p addr3 : p port3 p addr1 : p port1

Obviously, to do correct translations, each RMS must maintain a dedicated translation
table containing both the Home Location (HL) and the Current Location (CL) of each
connected end-point. As IP addresses and port numbers no longer uniquely identifies a
connection, it is also necessary to use a new socket identifier to recognize remote end-points.

A problem with packet translation is how to ensure consistency with the routing table. In
general, the routing table is always used to determine the next hop for a given destination.
As many operating does not support policy-based routing, it becomes impossible to send
packets to a destination via two or more routes. As a result, packets will always be sent from
the network interface with the lowest metric, independently of which IP addresses internal
sockets are bound to. Binding a socket to an IP address only specifies which source address
that should be set in the IP datagram and not which network interface that should be used. In
addition, packets that are sent from the wrong network interface will be dropped by routers
imposing ingress filtering rules and never reach their final destination. One way of solving
this problem, is to allow RMS to manipulate the routing table and add host routes for each
connected end-point. This method allows packets to be correctly routed, but requires that the
receiver is assigned multiple IP addresses.

While it may be unrealistic to require that every host on the Internet is assigned multiple
IP addresses, it is important to point out that RMS is primarily design with the assumption
that one end-point is either a media gateway or a multicast/unicast reflector, having a fix
location to the Internet. This means that only the media gateway or the reflector must be
assigned multiple IP addresses in order to support redundancy or SHO.

A more permanent and cleaner solution to this problem, which does not pollute the routing
table, is to use a policy-based routing scheme similar to what is suggested in [59]. Another
and perhaps even more cleaner solution may simply be to provide applications with more
control by allowing internal sockets to bypass the network layer and send raw packets directly
to the link-layer.

2.2.2 Maintaining the Translation Table

When a host changes point of attachment to the Internet, i.e. switches internal socket, it
must inform the remote end-points about its current location so that they can update their
translation tables.

As in almost every other mobility management scheme, maintaining a table of the hosts’
current locations becomes a key issue. Nevertheless, it is important to recognize and separate
location management into two distinct operations as also pointed out by Snoeren et al. [60].
The first operation, the location operation is used to locate a host or an end-point when a
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new connection is established. This can for example be done by using Dynamic DNS [61] to
resolve a fully qualified domain name, or SIP [24] to invite a new user to a session. Note that
the location operation is only required if a mobile node is hosting a server, which may not
always be the case. Many group communication applications like Marratech Pro or Vic/Vat
uses for example either a multicast group or a multicast reflector as a rendez-vous point and
are consequently only operating as clients. The other operation, which is supported by RMS,
is called tracking and is used to preserve communication across IP address changes during an
already established session.

2.2.3 Exchanging Location Information

Exchanging location information can principally be done in two different ways. One solution
is to use a separate control channel similar to FTP. A drawback is however NAT firewalls,
which typically not allows topological information to explicitly be carried as payload in
packets. A better way to exchange location information is to send control packets in-band, i.e.
control packets are sent in the same stream as user data. The topological location of a remote
end-point can then implicitly be determined by examining the source address and the source
port of a received control packet, which also contains the socket identifier of the remote
RMS. This method allows RMS to identify individual packet flows even if IP addresses or
port numbers are changed.

The same method is also used to enable redundancy, for example during a soft handover.
The only difference it that control packets are sent from several internal sockets instead of
just one. The remote RMS that receives the control packets will then obtain several locations
for the same socket identifier and can thus forward out-going packets to multiple locations.

A general problem that must be solved when developing an in-band signaling protocol,
is how to distinguish control packets from user packets. RMS separates control packets from
user packets by examining the header of each packet. Packets that start width a unique 32
bits random number is treated as control packets and never exposed to applications.

2.3 Evaluation

Extensive use of Marratech Pro has shown that audio is the most sensitive of all involved
real-time media [62]. Efforts have therefore focused on studying how audio quality is
affected by handovers. This has mainly been done by measuring packet jitter, packet space
(delay between two consecutive packets) and packet losses during a GSM conversation. All
collected data were sampled from Marratech Pro, which uses RTP/RTCP [63] to gather
statistics about the connections.

The following sections will briefly describe the prototype, the experimental test-bed and
present the results.
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2.3.1 The Prototype

The main part of the RMS is implemented in Java JDK 1.4 under Microsoft Windows XP.
The Java Native Interface was used to implement functionality not supported by the Java
platform. The IP Helper API available in Windows was used to access the routing table and
to detect new or disconnected network interfaces.

Marratech Pro was modified by replacing the standard Java DatagramSocket with the
RMS. Since Marratech Pro clients either uses IP-multicast or a media gateway called the
E-meeting Portal for packet distribution, it was also necessary to replace the standard Java
DatagramSocket in the E-meeting Portal.

2.3.2 The Test-bed

Even if RMS is primarily designed for heterogeneous interoperability, it was decided to make
the test environment as homogeneous as possible to eliminate factors that could affect the
result.

Network C
192.168.0.0

WLAN A
192.168.2.0

WLAN B
192.168.1.0

RMS-enabled Marratech Pro
192.168.0.20

RMS-enabled E-meeting Portal
192.168.0.21

RMS-enabled Marratech Pro
192.168.1.2

Figure 2.3: The test-bed. The arrows illustrates the logical packet flow, which always goes
through the E-meeting Portal.

Figure 2.3 illustrates the test-bed, which consists of three hosts and two WLANs
connected to a shared network. WLAN connectivity was provided by two Apple AirPort with
built-in NAT routing and two Lucent Orinoco WLAN adapters attached to a laptop. Two of
the hosts were running Marratech Pro and the third was running Marratech E-meeting Portal.



44 Application-layer Mobility support for Streaming Real-time Media

Figure 2.4: Test scenario 1 (Manual deactivation): Jitter variation during the experiment.

Figure 2.5: Test scenario 1 (Manual deactivation): Packet space variation during the
experiment.
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Figure 2.6: Test scenario 3 (Manual deactivation): Jitter variation during the experiment.

Figure 2.7: Test scenario 3 (Manual deactivation): Packet space variation during the
experiment.
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Table 2.1: Average handover latency and packet losses during a handover at the receiver
end-point.

Handover scenario Handover latency Lost packets

Reactive HHO Disable 735 ms (204) 36 (10)
Reactive HHO Unpl. 12330 ms (199) 618 (10)
Proactive HHO 226 ms (40) 10 (2)
Proactive SHO 0 ms (0) 0 (0)

Table 2.2: Average handover latency and packet losses during a handover at the sender end-
point.

Handover scenario Handover latency Lost packets

Reactive HHO Disable 721 ms (267) 36 (13)
Reactive HHO Unpl. 12252 ms (266) 612 (14)
Proactive HHO 296 ms (50) 14 (3)
Proactive SHO 0 ms (0) 0 (0)

The E-meeting Portal machine was run on a Pentium III 500 MHh based Linux machine and
the others were run on Pentium III 1.2 GHz based Microsoft Windows XP machines.

By assigning one WLAN higher priority, it was possible study three different handover
scenarios:

1. Manual deactivation The current used network interface was disabled from the control
panel in Windows.

2. Unplugged base-station The current used WLAN base-station was disabled by
unplugging the power outlet.

3. Roaming The user moved away from one WLAN until connectivity was lost.

Handovers were either initiated proactively when a network with higher priority became
available or reactively when a network connection was lost. This setup made it possible to
study both proactive HHO and SHO as well as reactive HHO.

2.3.3 Results

Figures 2.4 and 2.5 show packet jitter and packet space for a receiver when the current
network interface was temporary disabled. The X-axis represents the elapsed time during
the experiment. A HHO was for example triggered after 109 seconds and 228 seconds.

Since GSM packets were sent every 20 ms in average, it was possible to measure handover
latency by detecting abnormal packet space, i.e. divergence in delays between packets (packet
space). Note that the peeks that occurred just before a SHO (after 176 and 297 seconds)
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is not caused by RMS, which can also been seen in the diagram plotted in the upper left
corner inside Figure 2.5. A theory is that they are caused by the interruption management in
Windows. The phenomenon was not encountered during roaming or when the power outlet
to a base-station was unplugged.

Figures 2.6 and 2.7 show how jitter and packet space variation during the roaming
scenario. The first peek in Figure 2.6 was caused by a door which was suddenly closed.
It was difficult to make a voice conversation when the jitter became higher than 10 ms, which
happened after 23 seconds.

All experiments except the roaming scenario were repeated 20 times each to get more
accurate results. Tables 2.1 and 2.2 summarizes the results for both a receiver and a sender.
Standard deviations are given within parenthesis. As can be seen, it took in average around
700 ms to recover when the current network adapter was disabled. Unexpectedly, it took
more than 12 seconds to recover when the base-station was unplugged. No packet losses or
extra latency were observed during a SHO.

2.4 Discussion

This paper has presented a mobility scheme, which allows real-time applications to adapt to
mobility. RMS does not require any extra support from the network infrastructure and can
therefore be used on any Internet connected network, even today.

The paper has also presented an investigation of using the RMS for audio transport for
which reason a prototype version of a commercially available E-meeting software (Marratech
Pro) was used. The investigation has shown that soft handovers can be executed without loss
of packets or handover latencies. A hard handover on the other hand took in average 200 ms to
complete, which indicates that redundancy during handover is important but that more work
needs to be done to predict failures and disconnections. For example, will soft handover
still be efficient if there is a significant difference in round-trip-time between the involved
networks? How long time before a disconnection must at least a soft handover be initiated?
And most importantly, how can a disconnection be predicted?

An interesting observation is the difference between a reactive and a proactive HHO. The
results indicate that a reactive HHO at least takes 700 ms and a proactive HHO around 300
ms to complete. This means that it takes 400 ms just to detect that connectivity was lost. If a
disconnection can be detected instantly, then it will only take 300 ms to complete a reactive
HHO, which is a significant improvement. This problem prompts for better operating system
support where applications can receive notifications when connections become disconnected.
After all, it is often the operating system that knows first or even decides when a connection is
lost. For example when a cable is unplugged or when the signal strength becomes too weak.

Another interesting observation is audio which became unintelligible when WLAN
coverage was low. For that reason, it may be important to use redundancy or proactively
initiate a handover to another network even if connectivity is not completely lost. However,
for some non-real time media it may still be satisfying to stay connected and make use of
a cheap WLAN as long as possible. In addition, for other media than audio it may not be
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acceptable from an economical point of view to use redundancy. These observations indicate
that mobility must not be generally solved, but rather semantically for each involved media
or application.

To sum up, the paper has shown that handovers can be done fairly efficient and that
applications can benefit from a more semantic approach to mobility. However, in order
to support seamless mobility, more work must either be done in developing improved
fast handover techniques or soft handover schemes capable of predicting failures and
disconnections.

2.4.1 Future Work

First of all, better operating system support for sending packets must be developed. In
Windows XP, this can be done by developing a NDIS protocol driver that can be accessed
from user space. This allows internal sockets to send packets directly to link-layer drivers
independently how the routing table is configured.

More work must also be done to improve the Handover Manager. Using RMS to evaluate
end-to-end performance seems to be a promising approach when deciding which network
connection that performs best. Nevertheless, the financial cost of using a network connection
should not be forgotten in the decision process. The relationship between QoS, charge models
and handovers needs to be studied more closely.
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Abstract

Providing seamless IP mobility support is one of the most challenging problems towards
a world of mobile and ubiquitous multimedia communication. This paper proposes an
application-layer framework based on the Session Initiation Protocol and the Resilient
Mobile Socket to provide mobility support for distributed multimedia applications. As a part
of the framework the paper describes a new handover strategy called Competition-based Soft-
Handover Management, which uses simulcast to improve quality of service and to seamlessly
hand over multimedia traffic to the network interface that currently offers better network
characteristics. In short, during a handover packets are simulcasted through all available
network interfaces, and when the packets are received by the remote end-point, they are
merged back into one stream. As each network connection competes with other connections
in contributing to the merged stream at the remote end-point, the handover process can be
viewed as a competition where the connection that contributes most is selected after the
handover.

As a proof of concept, the framework has been integrated into Marratech, which is a
commercially available audio/video group communication application. By using network
emulators, the paper demonstrates how the framework can be used to improve QoS, compare
end-to-end performance, and perform lossless handovers while reducing redundant packets.

3.1 Introduction

The proliferation of mobile computing devices and deployment of wireless networks over the
last decade have led to an increasingly nomadic computing lifestyle. Multimedia applications
executing on portable devices allow users to be present and communicate with other users,
anywhere, and anytime, through wide area cellular networks or inexpensive high performance
Wireless Local Area Networks (WLANs) provided by a multitude of new wireless Internet
service providers.

Allowing multimedia applications to take advantage of the wireless landscape requires
that the system is able to detect the presence of wireless networks, configure the network
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interface (network card), and hand over the multimedia traffic to an appropriate access point.
Similarly, the system must be able to hand over the traffic back to a wide-area carrier network
before the connection is lost when the user is about to leave a network.

Research about mobility management has so far mainly focused on how to manage
routing updates when users change point of attachment to the Internet. A general problem
with today’s mobility solutions is that they are hard to deploy and use in practice. Many
existing solutions require dedicated support from the network infrastructure; others require
support from the operating system, thus limiting mobility support to only a few networks or
a limited number of terminals. Another problem is that very few existing mobility protocols
automatically handle handovers to other networks. For example, very few protocols can
automatically switch from a WLAN to a UMTS network.

When developing an IP-based handover algorithm, it is important to minimize packet loss
and avoid introducing extra delay. A well designed handover algorithm should therefore be
able to evaluate the performance of the available networks and select the best performing
network as fast as possible in order to avoid interruptions in the communication. For
example, even if a high performance WLAN is detected, the access point may not be usable,
or be connected to low bandwidth backbone network providing worse performance than
other available carriers. Hence, being able to compare end-to-end performance of available
networks, and avoid accidentally switching to disconnected or misconfigured access points
are both crucial.

Instability is another important problem that handover designers have to consider. If
wireless performance fluctuates rapidly, for example due to radio interference, it is likely
that handovers are triggered back and forth between two or more networks causing seriously
degraded performance. This classical instability problem is known as the ping-pong problem
[15], and it is particularly serious if it takes a long time to complete a handover as the total
delay caused by handovers is the product of the time it takes to complete one handover and
the handover frequency. These problems raise the question: Is it possible to design a mobility
system that is easy to deploy and which automatically can evaluate end-to-end performance
and perform handovers to the best network interface without the user perceiving interruptions
in packet streams due to the handovers when using a real-time multimedia application?

To address the problem mentioned above, the paper proposes an application-layer
framework based on the Resilient Mobile Socket (RMS) [64] and the Session Initiation
Protocol (SIP) [24]. The paper also proposes a new handover decision algorithm called
Competition-based Soft-Handover Management (CSHM) that automatically hands over the
traffic to the most appropriate network interface that is available. While many factors can be
considered when deciding the best network interface, this paper focuses specifically on UDP-
based multimedia applications where delay, jitter, and packet loss are the most important
criteria.

The rest of the paper is organized as follows. Section 3.2 gives a brief introduction to
previous work related to mobility and handover management. In Section 3.3, an overview
of the framework is given followed by a more extensive description of the CSHM algorithm
in Section 3.4. Section 3.5 describes a proof of concept prototype that has been built by
integrating the framework into Marratech [2], which is a commercially available e-meeting
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application. Using this prototype several experiments are presented. In Section 3.6, the paper
is finally concluded with a discussion and pointers to future work.

3.2 Background and Related Work

There have been numerous proposals for adding mobility to IP-based networks. This
section summarizes some of these proposals and discusses the contribution of the proposed
framework.

One of the most known mobility protocols for the Internet is Mobile IP [22]. By adding an
indirection in the network layer, applications using Mobile IP can change point of attachment
to the Internet while using a static home IP address that never changes. However, one of
the main drawbacks of Mobile IP is that it requires dedicated support from the routers, or
alternatively support from the users to setup and maintain tunnels, thus making it hard to
deploy in practice.

To overcome some of the problems with Mobile IP, extensive work has been done to add
mobility support in layers above the network layer [64, 58, 35, 25]. For example, the Stream
Control Transmission Protocol (SCTP) [58] provides mobility support in the transport layer
by using an add-on multi-homing management module [65].

In regards to multi-access handover control, Mark Stemm and Randy H. Katz [10]
were among the first to consider simultaneous operation of multiple wireless network
interfaces. They introduced the concept of wireless overlay networks, which is a hierarchy
structure of network interfaces, where network interfaces that provide wider coverage is
considered as a higher level than network interfaces that only provide Internet connectivity
in small areas. They also introduced the concept of vertical and horizontal handovers where
vertical handovers occur when the user switches to another network interface, and horizontal
handovers when the user switches between networks of the same type on the same sub
network, for example changing default WLAN access point.

In most existing mobility architectures [10, 28, 29, 30] handovers are triggered based on
link-layer information (e.g. signal strength). Although making handover decisions based on
link-layer information work well for making horizontal handovers, there are several problems
when using them for making vertical handovers. First of all, because of the dynamic nature of
wireless networks it can be difficult to compare link-layer information obtained from various
access technologies. Another problem is that there is no direct relationship between the signal
strength and the actual performance of the network. In fact, even if the signal strength to an
access point is good, the access point itself can be disconnected from the Internet, thus being
useless except for communication between hosts located on the same sub network as the
access point.

Wang et al. [15] describe a policy-based handover control system that allows users to
express a policy on what is the “best” network interface using more parameters than only
signal strength. They also address the ping-pong problem by introducing a stability period,
i.e. waiting a time before the handover is triggered and estimate if the new network is
worthwhile to hand over to. A similar solution, which is used in many other handover control
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systems, is to use a combination of dwell-timers, delay or threshold based control algorithms
[15, 28, 29] to make the handover control algorithm react more slowly to changes. However,
for real-time multimedia communication it is better to perform a handover to a better network
as fast as possible instead of waiting until the performance reaches a lower limit.

The major contribution of this paper is an application-layer framework that provides
mobility support for UDP-based multimedia applications. The Resilient Mobile Socket
(RMS) has been introduced in a paper [64] previously published by the authors, but this
paper contains a SIP extension to better handle mobility. The CSHM algorithm has also
been introduced in a previously published paper [35]. This paper contains a more extensive
description of the algorithm including an extension to better support vertical handovers. This
paper also contains new unpublished experiments conducted using network emulators in
addition to the real-life experiments presented in [35].

3.3 Application-layer Mobility Management

The Session Initiation Protocol (SIP) allows two or more participants to establish a session
over the Internet. Schulzrinne et al. [25] describe how SIP can be used to provide mobility
support at the application-layer by dynamically re-establishing sessions. They also introduce
the concept of Pre-Call and Mid-Call mobility.

Pre-Call mobility occurs when a mobile client has moved to another network in prior
to receiving or making a call. After the mobile client has obtained a new IP address, it
re-registers with a SIP server allowing incoming invitations to be re-directed to the mobile
client’s current location.

Mid-Call mobility on the other hand occurs when the client moves to another network,
or switches to another network interface during an already established session. After the
mobile client has obtained a new IP address it re-invites the correspondent host in order
to re-establish the communication. The framework presented in this paper can be viewed
as an improved Mid-Call mobility scheme capable of utilizing multiple network interfaces
simultaneously and automatically hand over to the one offering the least packet loss and
delay. In general, Mid-Call mobility is more critical than Pre-Call mobility in e-meeting
systems such as Marratech as users can participate in a session for a long period of time. As a
reference, it can be mentioned that the authors are daily participating in a 24-hour connected
e-corridor to share group location awareness.

Figure 3.1 shows an overview of the proposed framework. The framework consists of
three main components, the Mobility Manager, the Network Interface Manager, and the
Resilient Mobile Socket (RMS). The RMS is an application-layer mobility scheme used for
Mid-Call mobility management. The Mobility Manager is responsible for deciding which
network interface should be used, and monitors incoming packet streams to decide when
to re-configure the remote RMS. It is also responsible for managing Pre-Call mobility and
re-registering to a SIP server after a handover has been completed.

The third component, the Network Interface Manager, deals primarily with configuration
of network interfaces. It supplies the Mobility Manager with information about available
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Figure 3.1: Overview of the framework. All components shown in the figure reside in the
application-layer.

network interfaces and is responsible for configuring the routing table and dealing with
policy-based routing in case the application wants to send and receive packets over multiple
network interfaces at the same time. It is also responsible for notifying the Mobility Manager
if it knows in advance that a network interface is going to be disconnected.

3.3.1 Resilient Mobile Socket

An application that sends and receives packets over the Internet normally uses a socket
representing an end-point of a communication link to another application running on the
Internet. By encapsulating multiple sockets into a new socket abstraction (i.e. RMS), any
encapsulated or internal socket can fail without disturbing the applications. As each internal
socket represents an entry point to each connected network, running applications will still be
able to communicate if the currently active internal socket becomes disconnected and there
is another internal socket available.

The advantage of using RMS versus a standard SIP solution is twofold. First of all, as
mobility support is implemented in the socket-layer below the application, mobility support
can simply be added by replacing the socket implementation. Secondly, adding an indirection
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in the socket-layer allows duplication and filtering of both incoming and outgoing packets
transparently to the application, which can be used to add simulcast and soft-handover
support.

Packet translation is a key mechanism used by RMS to make a switch of an internal socket
transparent and to ensure that packets are correctly routed. In short, the idea is to re-stamp all
incoming packets according to a translation table so that it looks like they are coming from
their original location and re-stamp all outgoing packets so that packets are redirected to hosts
visiting foreign networks. From this point of view, the RMS almost works like a Network
Address Translator (NAT), but on an application basis.

A fundamental mechanism to be able to keep the translation table updated is to be able to
signal control information between RMS end-points. For example, in order to allow a remote
end-point to re-route its outgoing traffic correctly to another internal socket, a handover
request must be sent to the other end-point to let it update its translation table. RMS uses
an in-band signaling protocol called Resilient Mobile Socket Control Protocol (RMSCP) to
exchange control data between end-points. Control packets are injected in normal packet
streams and separated from UDP data by examining the header of each packet. Packets that
start with a unique 32 bits random number are treated as control packets and are forwarded
to the Mobility Manager instead of the application.

The next section discusses how the Mobility Manager sends and receives control
information in order to manage mobility.

3.3.2 Mobility Manager

The main purpose of the Mobility Manager is to make sure that the application is using the
best available network interface. Below is a short description of some strategies the Mobility
Manager can use when selecting internal sockets.

Hard-handovers

Handovers occur when it is better to switch to another internal socket than using the current
one. If a mobile host has been previously disconnected and got back connectivity, its Mobility
Manager sets up a new internal socket and sends an invite message to the Mobility Manager
at the correspondent end-point to notify it about its new IP address. The correspondent
end-point sends an OK message back, and updates its internal translation table to manage
incoming packets correctly and ensure that outgoing packets are sent to the new internal
socket at the sender. When the OK message is received by the mobile RMS end-point, it
sends an acknowledgment message back and sets the new internal socket as default outgoing
internal socket. Note that this scheme is very similar to the Mid-Call mobility procedure
presented in [25], except that RMSCP is used to send control messages instead of SIP.
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Soft-handovers

If the host has access to multiple network interfaces and the currently used network interface
is likely going to be disconnected, it can make sense to make a preemptive handover to
another network interface. This can be done by letting the Mobility Manager set up two
internal sockets and send an invite message containing the address of each internal socket to
the correspondent end-point. During the handover, packets are simulcasted through both the
old and the new internal socket while switching to the new default internal socket specified in
the invite message. Although soft-handovers are particularly valuable as they allow a packet
stream to be seamlessly migrated to another internal socket, soft-handovers can be hard to
trigger as they must be initialized proactively. Thus, some method is needed to predict when
an internal socket is going to be disconnected in order to trigger a soft-handover. How the
CSHM algorithm tackles this problem is discussed in Section 3.4.

Simulcast

If the host has access to multiple networks, it can also make sense to use simulcast to improve
QoS. For example, sending important packets such as MPEG I-frames over redundant links
to improve real-time video communication as suggested by [36], or duplicating all packets
to improve audio quality as done in this paper. Moreover, to provide better bandwidth
utilization and error resilience, another possibility can be to interleave outgoing data traffic.
For example, sending every other packet on different internal sockets, or using different
internal sockets for outgoing and incoming traffic. Yet another strategy to improve QoS can
be to encode the traffic, for example XORing different combinations of packets. Nevertheless,
one advantage of duplicating all packets is that it becomes possible to get separate network
statistics for each duplicated packet stream, which can be used to compare end-to-end
performance. The CSHM algorithm can be viewed as a combination of a soft-handover
and a simulcast algorithm as it uses simulcast to improve network performance but also to
seamlessly hand over packet streams to another internal socket.

3.4 Competition-based Soft-handover Management

As stated before, the purpose of the CSHM algorithm is to evaluate end-to-end performance
and reduce packet loss and delay during handovers. It is primarily designed to support real-
time multimedia communication, and is implemented as a plug-in to the Mobility Manager.
The CSHM algorithm is summarized in Algorithm 2 and this section describes how it
operates.

When radio conditions get worse, it is very common that packets get lost over the air
interface. Link-layer approaches such as Automatic Repeat Request (ARQ) attempt to hide
channel loss from the network layer by retransmitting lost packets. However, because it takes
time to retransmit packets, ARQ tend to increase the packet delay, and as packets cannot be
retransmitted forever some packets will still get lost. Consequently, when a user moves away
from a wireless network physically, it is very likely that increased packet loss and packet
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Algorithm 2 Competition-based Soft-Handover Management
Require: I = Set of internal socket id at the sender

1: re f random i I
2: loop
3: if delay DELAYlimit then
4: sendMessage SIMULCASTREQUST I
5: timer 0; simulcast true
6: end if
7: if timer T IMERlimit then
8: for all i I do
9: if i contrib re f contrib then

10: re f i
11: end if
12: end for
13: sendMessage HANDOVERREQUST re f
14: simulcast f alse
15: end if
16: if delay DELAYmax simulcast true then
17: tmp I re f
18: for all i I re f do
19: if i pdelay tmp pdelay then
20: tmp i
21: end if
22: end for
23: re f tmp
24: end if
25: end loop

delay occur just before a connection is completely lost. This information is used by the
algorithm to enable simulcast.

The Mobility Manager at the receiving end-point is responsible for monitoring each
connection and keeping statistics regarding which packet stream performs best. When a
RMS end-point receives a packet stream from another RMS, it calculates a packet delay,
delay, based on the arrival time of the current packet and the previously received packet. If
the packet delay exceeds a threshold value, DELAYlimit , it sends a simulcast request message
to the correspondent end-point, asking it to start sending redundant packet streams using all
available internal sockets simultaneously. This means that packet streams are simulcasted
through all available network interfaces and when the packets are received they are merged
back into one single stream. This process can be viewed as a competition as each internal
socket competes with other internal sockets in contributing to the remote merged stream. The
internal socket which delivers most packets to the merged stream wins the competition and is
selected as the new default internal socket, re f , after the performance has become satisfactory
again.
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One difference between traditional handover algorithms and the CSHM algorithm is that
a new network is not decided before the handover is triggered, but is instead determined
during the handover process. Another difference is that a handover can take place over a long
period of time. In fact, if no individual connection can provide sufficient performance alone,
the CSHM algorithm can also be used to improve QoS without actually hand over to another
internal socket.

Several problems must be considered in order to use simulcast efficiently for handover
management. First of all, some mechanism is needed to enable and disable simulcasting.
Moreover, as simulcasting wastes resources both in terms of bandwidth and computer
resources, an efficient simulcast algorithm must be able to minimize redundant packets while
at the same time keep the QoS as good as possible. The rest of this section discusses how
the CSHM algorithm addresses these problems and how handover decisions can be made by
using a competition-based comparison between internal sockets.

3.4.1 Calculating the delay limit variable

The delay limited, DELAYlimit , can be calculated in various ways. One way is to analyze
packet delays from a previously received reference packet stream and study variations caused
by the codec when minimal or no delay is introduced by the network. Normally, media
encoders introduce some level of jitter as packets are not always generated periodically.
For example, variable bit rate codecs such as H.261 generate packets depending on level
of motion, bandwidth constraints, quality levels and so on. If the packet delay deviates
significantly from an expected pattern, it can be assumed that the delay is caused by the
network and a handover to another network can be initialized.

However, a problem with triggering handover based on interruptions in packet streams
is that it can be hard to obtain a reference stream. One method is to train the system and
calculate DELAYlimit in advance for each configuration. The drawback of this method is that
it requires user interaction. In addition, the system needs to be re-calibrated if a setting (e.g.
video quality) is changed. Another method to calculateDELAYlimit is to calculate it iteratively
in real-time as the maximum value of all calculated packet delay values. This maximum value
can be calculated by the sender RMS and sent over to the receiver end-point in order to avoid
adding the delay introduced by the network.

Another problem with triggering handovers based on interruptions in packet streams is
that many audio codecs apply silence suppression techniques to save bandwidth. Conse-
quently, the CSHM algorithm will trigger a simulcast request even if the delay is caused by
silence suppression and not the network. However, in this case, the sender end-point will
not comply and reply with a decline message as it knows that the delay is not caused by the
network. Silence suppression can be detected at the sender end-point simply by detecting
that no packets have been sent to the RMS for some period of time, i.e. silence suppression
is detected at the sender side and bad network performance is detected at the receiver side.
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3.4.2 Filtering out duplicate packets

If packets are not lost over the network, the receiver will get duplicate copies from each
simulcasted packet stream. To prevent this from happening, a mechanism is needed to filter
out duplicate packets, and automatically disable simulcast when the performance becomes
satisfactory again. By encapsulating all redundant packets into a new packet containing a
sequence number, the first packet received for a given sequence number is forwarded to the
application and all other copies are dropped. To prevent re-ordering of packets, old packets
(i.e. the sequence number is less than the sequence number of the last received packet) are
automatically dropped.

One advantage of using this first-come-first-serve scheme is that it can significantly
improve the network performance during a handover. For example, if all available networks
perform badly, it may still be possible to merge the networks into a better network.

3.4.3 Deciding when to stop simulcasting

To reduce redundant packets and to allow comparison between internal sockets, CSHM uses a
dwell-timer that expires after a predefined amount of time, TIMERlimit . Assuming that a new
simulcast request has not been received (i.e. the dwell timer has not been reset), simulcasting
will be disabled after the dwell-timer has expired.

During simulcasting, the Mobility Manager at the receiving end-point calculates in
percentage how much each duplicated stream (internal socket) contributes to the merged
stream. This new metric is called packet contribution (contrib), and can be viewed as a
combination of packet loss and delay in respect to all other duplicated streams. The internal
socket that got the highest packet contribution is selected as the new reference internal socket
after the dwell-timer has expired. The Mobility Manager also sends a handover request
message to the sending end-point asking it to stop simulcasting packets and switch to the
internal socket specified in the message.

The whole handover process can be viewed as a competition where the threshold,
DELAYlimit , determines when the competition starts, the dwell-timer, TIMERlimit , when
the competition ends, and packet contribution who the winner is. As pointed out before,
a competition may not necessarily result in a handover as it is possible that the currently
selected internal socket wins. Consequently, the CSHM algorithm can also be used to
improve network performance by decreasing network delay without actually switching to
another network.

3.4.4 Vertical handovers

Different networks usually have different delay characteristics. For example, many of today’s
telecom networks usually have longer propagation delays than WLAN type of networks. This
imposes a problem as different packet streams will arrive at different times, and can thus not
always be used to compensate for packet loss. Two strategies can be used to tackle this
problem. One strategy is to use the network with less propagation delay as the reference
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internal socket, and use the slower connection to repair packet loss. However, if the delay
difference between the networks is too large and packets are dropped because they are too
old, a more efficient strategy can be to use the slower network as reference internal socket
and buffer packets from the faster network to compensate for packet loss. In general, the
first strategy is preferable as the response time is reduced, but the second strategy is better if
simulcast has no effect and the reference internal socket suffers from a severe loss rate.

In the CSHM algorithm, a new reference internal socket is selected if simulcast is enabled
and if the packet delay exceeds a maximum delay limit,DELAYmax. In this case, the algorithm
selects the internal socket offering least propagation delay (pdelay). Note that no message
is sent to the remote peer about the new reference internal socket as the remote peer should
continue sending redundant packet streams.

3.5 Evaluation

To evaluate the framework and the CSHM algorithm, a proof of concept prototype was built
by integrating the framework into Marratech [2], which is a commercially available e-meeting
software providing tools for synchronous interaction by combining audio, video, chat and a
shared white-board. The following subsections explain how the prototype was implemented,
describe the experiments, and present the results.

3.5.1 Implementation

The main part of the RMS and the Mobility Manager (including the CSHM algorithm)
is implemented in Java JDK 1.5. Marratech was modified by replacing the standard Java
DatagramSocket with the RMS. Since Marratech clients either use IP-multicast, or a media
gateway called the E-meeting Manager to distribute packets to other participants, it was also
necessary to replace the DatagramSocket implementation in the E-meeting Manager. The
Network Interface Manager is implemented in Java/C++ and uses a special NDIS driver
available in the Java Wireless Research API [66] and the IP Helper API [67] to configure
network interfaces. As the Network Interface Manager is based on the NDIS framework, it
can handle most network driver and card available in the Windows operating system. The
NIST SIP implementation [68] was used to implement SIP support.

3.5.2 Methodology

One important objective with the experiments was to explore the CSHM parameter space in
order to get a better understanding of how the DELAYlimit , the DELAYmax and the TIMERlimit
should be set. Other important objectives were to study bandwidth overheads, investigate
how the CSHM algorithm performs using various media codecs, and investigate how network
heterogeneity affected the performance.

Several experiments were conducted using real 802.11b WLAN networks and a com-
mercial GPRS network in order to test the prototype. However, it was difficult to repeat the
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Figure 3.2: The test-bed used in the experiments.

same experiment and get the same result each test round as it was difficult to ensure the same
mobility pattern and the same wireless conditions when re-running the same experiment.
One solution to this problem would be to repeat the experiment until a statistical certainty
is obtained, which unfortunately can make the experiments very time-expensive. Another
problem using real networks is that it is difficult to study the effect of bandwidth and
network latency variations as these parameters normally are fixed and can not be adjusted
in a controlled way. One way to get around some of these problems is to use a network
emulator to get more control over the networks. However, as very few network emulators can
emulate wireless networks using configurable mobility patterns, trace files obtained from the
real experiments were used to configure the network emulators.

Figure 3.2 illustrates the test-bed that was used throughout the experiments. The test-
bed consists of two routers running the NIST Net network emulator [69]. Multimedia traffic
was sent between two Marratech clients via the E-Meeting Manager. The first client (Client
A) used the framework whereas the second client (Client B) did not use the framework and
was only used to send and receive audio. Three computers were used during the experiments.
The E-Meeting Manager was run on an AMD Athlon 1.2 GHz machine running Windows XP.
Client A and B were run on two Intel Pentium III 1.2 GHz based machines running Windows
XP. The network emulators were run on two Pentium-II 400 MHz computers using the Linux
2.4.12 kernel. WLAN connectivity was provided by two Apple Airports with built-in NAT
routing and two Lucent Orinoco 802.11b adapters attached to Client A. Each WLAN network
interface was associated to different WLAN.

The algorithm was run every 10 ms. To get better accuracy the Java Nano timer available
in Java JDK 1.5 was used to generate time stamps in the collected log files, and each
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(a) Packet stream at internal socket 1.
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(b) Packet stream at internal socket 2.
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Figure 3.3: Packet streams obtained from experiment 1.
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experiment (test-run) was run for 20 seconds and repeated 15 times. Error bars in figures
show the standard error for each measurement.

The next subsection describes the real-word test and how the network emulator was
configured. Subsection 3.5.4 investigates the CSHM parameter space, followed by an inves-
tigation in Subsection 3.5.5 on how network propagation delay affects packet aggregation.
This experiment is followed up with an experiment about vertical handovers in Subsection
3.5.6. In Subsection 3.5.7 it is investigated how the CSHM algorithm performs using various
media codecs. Finally, in Subsection 3.5.8 it is investigated how much bandwidth overhead
is introduced by the control protocol.

3.5.3 Experiment One - Real world test and emulator calibration

This experiment was conducted by moving around physically in the test-bed with Client A
sending GSM audio between the two Marratech clients. This experiment was done earlier in
a slightly different test-bed which is described in [35]. In this experiment, simulcasting was
enabled during the whole experiment. Figure 3.3 shows the packet delay for each internal
socket at Client A as well as the packet delay for the merged packet stream.

As can be seen in Figure 3.3(a) and 3.3(b), internal socket 1 lost connectivity three times
while internal socket 2 lost connectivity only one time. Since all disconnections occurred at
different times, it was possible to merge internal socket 1 and internal socket 2 to one packet
stream (Figure 3.3(c)) without the user noticing any disconnections at all. Moreover, note
that the packet delay for the merged stream is significantly reduced compared with internal
socket 1 and internal socket 2. All copies of a specific packet were not always lost even if the
packet loss rate was high for both internal sockets. However, the bandwidth overhead of using
simulcast was 76% in comparison to only using internal socket 1, or 89% in comparison to
only using internal socket 2. Hence, minimizing simulcasting to reduce bandwidth overhead
is crucial.

Typically, when moving around Client A in the test-bed, the current network performed
optimally and then it was suddenly lost because the distance to the base station became too
far. However, before the signal was completely lost, severe packet loss occurred, which was
experienced as increased packet delay from an application point of view. By analyzing the
recorded trace files from internal socket 1 it was found that 48% of all packets was lost in the
time interval between 139s and 294s. Additionally, an extra delay of 0.257s was experienced
during this time. Hence, by configuring the network emulator to randomly drop 48% of all
packets and adding a small extra delay, it was possible to emulate a badly performing 802.11b
network. It is important to point out that this is a worst case scenario. In real life, successive
packet loss and delay tend to be strongly correlated with each other whereas they are more
evenly distributed when using the proposed network emulator settings. To compensate for
this, the correlation factor for the delay and loss parameter was set to a maximum value of
0.8. An alternative solution would have been to replay the trace files and re-configure the
network emulator on the fly. However, as we were interested in studying how the algorithm
performed when the networks performs badly, it was enough to only set the correlation factor
for the delay and loss-rate parameters in the network emulator.
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Figure 3.6: Experiment 3 - Propagation delay implication.
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3.5.4 Experiment Two - Investigation into CSHM parameter space

The second experiment was conducted to get a better understanding how the DELAYlimit
and the TIMERlimit parameter should be set. The CSHM parameter space was explored by
locking one parameter, either DELAYlimit or TIMERlimit and tuning the other parameter.

Both network simulators were configured as described in Section 3.5.3, and Client A and
B send GSM traffic to each other. As can be seen in Figure 3.4, it was possible to reduce
the packet loss by 25% by using a small DELAYlimit value and setting the TIMERlimit to a
value between 1000 and 2000 ms. On the other hand, this resulted in more duplicate traffic
as can be seen in Figure 3.5. Note that a packet loss reduction rate of 48% means that no
packets at all were lost. From the diagram it can be seen that using a using a low TIMERlimit
reduced the bandwidth overhead, but unfortunately it also reduced the packet loss reduction
rate significantly. It can therefore be concluded that using a relative low DELAYlimit value
and a relative big TIMERlimit is optimal, which is also consistent with results obtained from
previous experiments [35]. However, even if these settings result in a significant amount of
overhead, it should be pointed out that the experimental setup reflects a worst case scenario
as both networks performed badly throughout the whole experiment. Bandwidth overhead
caused by simulcasting will be much less if one of the networks performs well.

3.5.5 Experiment Three - Propagation delay implication

The third experiment was done to investigate how propagation delay variations affect the
CSHM algorithm. A typical scenario would be using a low delay 802.11 network and a
high-delay UMTS. The question is if it is possible to aggregate packet streams and reduce
packet loss when there is a significant difference in packet propagation delay between the
networks? To investigate this issue, one of the network emulator was configured according to
the discussion in Subsection 3.5.3. The other one was not configured to drop packets, but the
propagation delay was varied from a small value of 0.1 ms to 300 ms during the experiment.

Figure 3.6 shows that the packet loss reduction rate is significantly reduced when the
difference in propagation delay between the networks increases. This result suggests that it
is not possible to aggregate packet streams from a commercial UMTS network (as it looks
today) and a 802.11 type network. If the difference in delay is too large, it is better to use
strategy 2 mentioned in Subsection 3.4.4, i.e. use the internal socket connected to the UMTS
network as the reference internal socket and only use the 802.11 network as a backup network.
This strategy is investigated further in the next experiment.

3.5.6 Experiment Four - Vertical handovers

The fourth experiment was done to investigate if the performance can be improved by
changing reference internal socket. The same experimental setup as experiment 3 was used,
but the propagation was set to a static value of 300 ms during the whole experiment.

Figure 3.7 shows the packet delay variation during the experiment when using the internal
socket connected to the lossy low delay network as reference. The network emulator causing
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the packet loss was enabled after 8 seconds. As packets from the high delay network were
delivered too late, they could not be used to repair the stream. Figure 3.8 shows the same
experiment but using the internal socket connected to the high delay network as reference.
As can be seen, the performance was improved significantly except for the 300 ms peak which
occur after 9 seconds. The peak is caused by the time it takes to catch up with the slower
network.

3.5.7 Experiment Five - Media encoding implication

In all experiments so far a GSM codec has been used to generate data. This raises the question
of how the CSHM algorithm performs using other media codecs, and also to what extent the
results can be generalized? To answer this question, the same setup as in experiment 2 was
used, but instead of varying the DELAYlimit and the TIMERlimit parameter, each experiment
was repeated using different media codecs.

Figure 3.9 shows the results from the experiment. As can be seen, there is no significant
difference in packet loss reduction rate between the investigated codecs. However, as the
H.261 codec uses variable bit rate encoding, it had a higher delay distribution during the
experiment. Consequently, simulcasting was enabled all the time because of the high delay
variation. This problem can be solved by setting a higher DELAYlimit for the video traffic.
Table 3.1 summarizes some statistics about the investigated codecs, such as the average
packet delay and the delay variation interval. As can be seen in the table, for a 100 kb/s
H.261 codec, the DELAYlimit should be set to at least 161 ms.

Table 3.1: Comparison media codecs.

Codec delay Delay interval Bandwidtha

H.261 100 kb/s 61.47 ms [16, 161] ms 100 kb/s
H.261 500 kb/s 16.85 ms [0.1, 94] ms 500 kb/s
H.261 500 kb/s (no motion) 42.23 ms [2, 60] ms 500 kb/s
GSM 20.35 ms [11, 43] ms 13 kb/s
DVI4/8K 19.84 ms [12, 34] ms 33 kb/s
PCMU 19.96 ms [11, 43] ms 64 kb/s
EG711 (GIPS) 19.90 ms [13, 48] ms 79 kb/s

aBandwidth data in the table does not include IP/UDP/Ethernet headers

Bandwidth overhead is another important difference that should be pointed out. From
Table 3.1 it can be calculated that duplicating a GSM packet stream results in 3.5% bandwidth
overhead when using a 384 kbps UMTS network. On the other hand, duplicating a packet
stream generated by a EG711 codec [70] results in 20.6% overhead. Note that one advantage
of the proposed framework is that different packet streams can be treated separately and only
the most important streams (e.g. GSM traffic) need to be duplicated. It should also be pointed
out that the main purpose of the CSHM algorithm is not to use simulcast for a longer period
of time, but only for a short period of time during a handover to another network.
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Figure 3.8: Experiment 4 - Vertical handover using the high delay network as reference.
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Table 3.2: Bandwidth overhead comparison. DELAYlimit was set to 25 ms.

TIMERlimit Overhead SIP Overhead RMSCP

50 77 % 9.6 %
100 72 % 7.7 %
200 67 % 6.3 %
500 62 % 5.0 %
1000 61 % 4.7 %
2000 60 % 4.6 %

Table 3.3: Bandwidth overhead comparison. TIMERlimit was set to 500 ms.

DELAYlimit Overhead SIP Overhead RMSCP

0 61.3 % 4.8 %
10 49.6 % 3.0 %
20 42.5 % 2.3 %
30 34.2 % 1.6 %
40 31.1 % 1.4 %
50 23.8 % 0.1 %
60 18.2 % 0.07 %

3.5.8 Experiment Six - Control protocol overhead

The sixth experiment was conducted to study how much bandwidth overhead is introduced
by the control protocol, and also if it is possible to use SIP instead of RMSCP to exchange
control messages. The same settings as experiment 2 were used (20 seconds GSM data),
but bandwidth overhead was studied instead of packet loss reduction rate. Attempts were
also made to replace RMSCP with SIP. However, as the NIST SIP implementation sent SIP
messages too slowly1, it was impossible to use it for exchanging control data. Nevertheless,
it was possible to calculate how much bandwidth would have been consumed by SIP by
analyzing the number of control packets sent.

Table 3.2 shows how the TIMERlimit variable affects the bandwidth overhead of the
control protocol. As can be seen, 9.6% of the incoming traffic was control data when using
RMSCP, and 77% when using SIP. Table 3.3 shows how bandwidth consumed by control
data can be decreased by using a larger DELAYlimit . These results can be explained by
the fact that a minimal SIP packet is 342 bytes large whereas a RMSCP packet is only 11
bytes large. Considering that SIP introduces a significant amount of bandwidth overhead, the
paper recommends RMSCP for exchanging control data between RMS end-points and SIP
for managing Pre-Call mobility.

1It took in average 1.5 seconds to send a message. This delay is most likely caused by the NIST SIP stack and
not by the protocol standard.
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3.6 Discussion

In the introduction the following question was asked:

Is it possible to design a mobility system that is easy to deploy and which
automatically can evaluate end-to-end performance and perform handovers to the
best network interface without the user perceiving interruptions in packet streams
due to the handovers when using a real-time multimedia application?

To solve this problem, the paper has presented an application-layer mobility framework
based on SIP and RMS to allow applications to efficiently switch between network connec-
tions. The paper has also presented a handover strategy called CSHM that uses simulcast
to seamlessly handover a packet stream to another network interface. The paper has shown
how simulcast can be used to compare end-to-end performance of available connections in
order to figure out which network interface is best suitable for real-time communication.
Moreover, the paper has shown how simulcast can efficiently be used to improve QoS by
reducing packet loss and end-to-end delay over wireless links. In some situations, when
the difference in propagation delay is small, it may even be possible to combine two badly
performing networks into one good performing network as confirmed by the experiments.
However, if the delay difference is too large, it is better to hand over to the slower network.

In regards to the ping-pong problem, the CSHM algorithm does not directly eliminate
oscillations as it is still possible that handovers (simulcast requests) are triggered back and
forth between several networks. However, the user will not perceive degraded performance
due to the handovers as the application receives packets from both the old and the new
network during the handover. As a result, it is no longer important to reduce the handover
frequency, or avoid handovers to WLANs with uncertain performance. This property is in
particular useful when connecting to a new WLAN where the performance or QoS is not
known in advance. However, it should be pointed out that sending a large amount of simulcast
requests will result in increased bandwidth utilization (especially when using SIP). Thus, the
paper recommends RMS and RMSCP for Mid-Call mobility and SIP for Pre-Call mobility
when using the CSHM algorithm.

To trigger handovers, the paper has proposed a method based on detecting disruptions in
packet streams. This allows handovers to be triggered promptly, but in the current version
of the framework, the delay limit must be estimated by the user. Ultimately, the delay limit
should be calculated adaptively based on the current bit-rate, the level of quality and the
type of codec being used. The CSHM algorithm can also be further improved by better
supporting vertical handovers. In the current version, the connection with least propagation
delay is selected, but there is no way to change back to the previously reference internal socket
except if the new connection starts to perform badly. The main reason for this limitation is
to minimize the delay introduced when changing reference internal socket. However, an
interesting method might be to trigger handovers during silence periods, for example when
the user is not speaking.

To summarize, the paper has presented an application-layer mobility framework. By
updating the socket it becomes possible to preserve connectivity, triggering handovers by
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using information obtained from packet streams, and reduce packet loss during handovers by
simulcasting important packet streams while at the same time requiring minimal modification
to the application, thus making it easy to deploy.
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Abstract

This paper presents an application-layer middleware that applies a microeconomic model to
help multimedia applications utilize available bandwidth in a way that maximizes the user’s
net benefit. The key components are a bandwidth broker that puts the supply of available
bandwidth on a virtual market residing inside the application, and utility functions for each
media, which are used to calculate their relative gain to the user at each bandwidth level.
Basic supply and demand principles are used where the broker raises a virtual price if the
total demand from all media exceeds the available supply, or lowers the price if demand
is lower than the available supply. The advantage of the middleware is that it allows
problems related to network management (usually affecting the supply) and human computer
interaction (usually affecting demand) to be researched and integrated separately into an
application and be combined to leverage bandwidth in the best possible way. As a proof
of concept, a prototype has been built by integrating the middleware into Marratech Pro, a
commercially available e-meeting application. The paper presents experimental results using
this prototype.

4.1 Introduction

Distributed multimedia applications provide users with a variety of inherently dynamic
media, each having bandwidth requirements that can rapidly change over time. While a
significant amount of research has targeted the creation of specific media that can adapt to
bandwidth fluctuations (e.g. layered video coding), a still relatively unsolved problem is how
to obtain bandwidth from various networks during a multimedia session, and then share the
bandwidth efficiently between the different media inside an application in order to provide
the user with the optimal aggregated experience.

Solving this problem requires a large amount of interdisciplinary knowledge. First of
all, in order to obtain bandwidth in the best way designers must be able to deal with an
increasingly complex network infrastructure. For example, applications must be able to
handle IP mobility and QoS requirements and also consider financial aspects when switching
between different wireless networks. Secondly, since user-perceived performance depends
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critically on the way bandwidth is shared between various media, designers must also deal
with human factors in order to calculate the relative worth of each media stream to the
user. For example, it might be useful to allocate more bandwidth to “important” users in
a multimedia conferencing session [71], [40], or to allocate less bandwidth to a video stream
to make room for an audio stream.

This paper presents a middleware framework based on microeconomic principles of
supply and demand to deal with bandwidth related issues in multimedia applications. The
middleware consists of a virtual marketplace that functions as a management layer for
deciding how to best obtain bandwidth and how to best consume bandwidth. The advantage
of the middleware is that it allows the various solutions related to network management
(usually affecting the supply) and the various solutions related to usability (usually affecting
demand) to be researched and integrated separately into an application. Ultimately, this
will allow various experts from fields such as human-computer interaction and computer
communications to combine their knowledge so that bandwidth can be obtained and divided
between several media streams in the way that provides users with the most benefit.

The rest of the paper is organized as follows. Section 4.2 covers previous work done in
the area. Section 4.3 gives a brief introduction to microeconomics in relation to the problem.
Section 4.4 gives an overview the middleware, and in Section 4.5 the middleware is evaluated
using a prototype implemented into a commercially available e-meeting application called
Marratech Pro. In section 4.6, a summary and conclusions are given followed by future
work.

4.2 Related Work

A considerable amount of research has been carried out to provide QoS support in distributed
multimedia systems [37, 38, 39]. In [38] K. Nahrstedt et al. give an overview of existing
middleware systems that have been proposed to support applications in heterogeneous and
ubiquitous computing environments. To name just a few efforts, Agilos (Agile QoS) [37]
is designed to serve as a coordinator to control the adaptation behavior of all concurrent
applications in an end system so that the overall system performance is maximized. Similarly,
Q-RAM [39] proposes a method to allocate resources between applications so that the system
utility is maximized under the constraint that each application can meet its minimum QoS
requirement. In contrast to the middleware proposed in this paper, these middlewares are
not based on the concept of a virtual marketplace and generally focus on sharing resources
between applications running on the same machine, or in the same network, rather than
utilizing available bandwidth in the best possible way between several media within the same
application.

A variety of papers have been published that use microeconomics as resource manage-
ment method for bandwidth in conjunction with real economies [72, 73, 74]. However, the
mechanisms described are generally dependent on support from nodes within the network
and/or on variable rate pricing schemes for bandwidth. Both of these requirements have
drawbacks in that dependency on router support can make systems much more difficult
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to deploy and because there is a strong evidence that users find dynamic pricing to be
unacceptable [73].

The work presented in this paper differs from previous work in that the middleware uses
microeconomic theory in a novel way by applying it inside multimedia applications without
assuming the existence of non flat-rate pricing schemes for bandwidth or additional support
from nodes within the network. Instead, microeconomics is used in order to run a virtual
economy inside the application in order to make it easy to combine various network services,
such as IP-mobility and congestion control while maintaining the efficient use of resources
and maximizing the benefit to the user.

The idea of a market-based middleware was briefly mentioned in a poster paper [75]
previously published by the authors. However, this paper contains a more extensive
description of the middleware as well as a proof of concept implementation used in several
experiments presented in the paper.

4.3 Market-based Bandwidth Management

Microeconomic theory deals with production, purchase and sales of commodities that are
in limited supply [41]. In this context, the commodity on the market is bandwidth, and is
traded by two key players: consumers and suppliers. Consumers attempt to optimize their
gain by purchasing commodities (i.e. bandwidth) that give them the maximum gain at the
lowest price, and suppliers try to sell commodities at the highest price they can get in order
to maximize their own profit. This leads to a variable pricing system that works like an
“invisible hand” in order to distribute and allocate resources efficiently despite the selfish
actions of each player. Eventually, this price fluctuation will reach a state where the demand
for goods at the going price equals the supply for goods at that price. When this state is
reached, all resources are fully utilized and the market is said to be in equilibrium [41].

In practice, equilibrium prices can be difficult to calculate because demand and supply
vary over time. The supply will for example vary depending on the type of connection in
use, congestion, financial constraints set by the user, or because of wireless interference. The
demand may vary due to a wide variety of factors unique to every application. For example,
in an e-meeting application the demand for the video stream of a particular user may vary
depending on communication patters such as who is the current speaker [40].

One way of solving this problem is to use a tâtonnement process [41] to adjust the price
iteratively until an equilibrium price is obtained. In this way, producers decrease the price if
their production is not sold and increase the price if demand exceeds the supply.

pn 1 pn
d
s

(4.1)

Equation (4.1) shows how the price is iteratively calculated based on supply and demand
using the tâtonnement process, with pn representing the current price, pn 1 next price, d the
aggregate demand of all media, and s the current supply. As pn 1 is recalculated at discrete
intervals of time, Equation (4.1) will adjust the price towards a new equilibrium when either
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Figure 4.1: Interaction between agents in the middleware.

the demand or the supply changes. However, if the price is not recalculated fast enough,
there is a risk that demand will not adjust to match the supply in time, which can either
cause over-demand (over-utilization), or under-demand (under-utilization). In Section 4.5 it
is investigated how this affects the performance and the stability of the market.

4.4 Overview of the Middleware

Middlewares are designed to manage complexity and heterogeneity in distributed systems
and are defined as a layer above the operating system but below the application. Figure 4.1,
shows an overview of the proposed middleware, which operates on the market principles
previously described. The key player in the virtual marketplace is the Bandwidth Broker
Agent (BBA), which acts as a go between connecting all the buyers and sellers. Thus,
the BBA sells bandwidth to all the different media streams used in the application, while
obtaining bandwidth from various networks. Note that the middleware is implemented in
the application-layer and does not require support from the network infrastructure or other
clients/servers.

Each media has its own Bandwidth Consumer Agent (BCA) acting as its representative
on the market for purchasing bandwidth. By using an optimization method described in
Subsection 4.4.2, the BCA calculates the total amount of bandwidth that should be purchased
in order to maximize the benefit to the user. The BCA also communicates information to
the media it represents regarding bandwidth it has purchased so that the media can adapt
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accordingly. For example, based on this information a video encoder will be able to change
the video quality, or the interval at which it encodes frames.

The Network Agent (NA) contributes to the market by obtaining the actual supply of
bandwidth that will be sold by the BBA. The purpose of the NA is not to actually provide the
bandwidth (e.g. requiring packets to be sent/received through the NA) but rather to make sure
that the application is connected to the best available networks without explicitly requiring
the user to manually configure the application or the operating system. Depending on services
available to the application, the NA can be responsible for managing policy based routing,
configuring mobility protocols, logging in to wireless networks, dealing with congestion
control and so on.

In addition, the NA periodically receives information about current demand levels from
the BBA, which can be used to make decisions on how to best obtain future supply of
bandwidth. For example, if the current network round-trip-time is too high to be useful
for a particular media, the BCA will reject sales offers from the BBA on the grounds that the
product (bandwidth) is of too low quality. The BBA will then forward this information to
the NA allowing it to take appropriate action (such as looking for a new network provider)
if possible. Once the operating system has been correctly set up, the NA passes information
about the available bandwidth to the BBA so that it can be sold to the various BCA. How the
supply is calculated is described more closely in the next subsection.

4.4.1 Calculating the Supply

The total supply that the BBA can put onto the market is directly related to the amount of
bandwidth available to the application and can be bounded by a variety of factors. Most often
the supply will be equal to the bottleneck bandwidth to the other end-point, but for non-flat-
rate connections it may also be bounded by budget controls set by the user. For example,
if the user specifies a maximum burn-rate in $/s it would set an upper-bound on bandwidth
supply.

K. Lai et al. [76] summarizes several techniques such as the Pathchar and the Packet
Pair algorithm that can be used to accurately measure bandwidth. As the main usage of these
algorithms is congestion control, it can be possible to let the NA obtain information about
available bandwidth directly from the congestion control scheme instead of implementing an
independent method for calculating the available network bandwidth.

However, due to the varying requirements for individual applications and media, there
is no one-size-fits-all congestion control scheme that can be used by the NA. For multicast
traffic the problem is a bit more complex than for unicast and has resulted in the creation of
a wide variety of protocols. In general, these protocols follow one of two strategies, either
relying on the sender to adapt its send rate in a way that serves the needs of the entire receiver
set (sender-based congestion control), or relying on the sender to make many quality levels
available concurrently through separate channels, allowing each receiver to "sign up" for
the appropriate channel(s) independently (receiver-based congestion control). This means
that for multicast traffic the type of bandwidth being supplied on the market will change
somewhat depending on the underlying congestion control scheme in use. When using purely
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Figure 4.2: A model for local optimization.

sender-based congestion control the BBA supplies bandwidth for the media that wish to send
out packets on the network, whereas the BBA supplies bandwidth for packets to be received
when a receiver-based congestion control scheme is in use. However, independently of which
congestion control scheme that is being used by the application, the supplied bandwidth is
always affected by the bottleneck bandwidth to the other end-point (or to the multicast group),
assuming that the user has not set a budget control. Consequently, the BBA will have to host
two separate markets if the client is communicating with two different end-points or using
both multicast and unicast.

An analysis of the exact congestion control scheme that should be used by each individual
application in order to calculate bandwidth is outside the scope of this paper. Instead, the
proposed middleware is intended to help solve the orthogonal problem of how to leverage the
available bandwidth in the way that gives the user the most benefit.

4.4.2 Calculating the Demand

In order for the BCA to decide how much bandwidth to buy given the price p per unit of
bandwidth, it must calculate the relative gain the media can offer the user if allocated the
amount of bandwidth x. This is done by creating utility functions for each media, m, where
each utility function um x maps the gain with different bandwidth levels. Since each media
wants to provide the user with the maximum net benefit (also known as the consumer surplus,
CS) at a given price level, it can calculate the amount of bandwidth xcs to purchase by solving
the problem, CS max um xcs pxcs as stated in [41]. The aggregate demand, d, is used
to calculate the new price during each iteration in Equation (4.1), and is calculated as the
summation of the xcs of each individual media.
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Figure 4.2 shows the relationship between a utility function, u x , and the total price, px
it will cost the media m to obtain x. If the utility function is differentiable, strictly increasing
and strictly concave for all m, C. Courcoubetis et al. [41] show that the maximize CS for
media m can be found by calculating the xcs, where

um xcs p (4.2)

Increasing concave utility functions are useful in this context since they give a fairly
accurate model of media that are less sensitive to bandwidth changes when allocation reaches
some maximum requirement [77]. Video is a good example of a media that falls into this
category since human beings can only notice a difference in the frame rate up until about
25 frames-per-second and tend to be more sensitive to changes below 15 frames per second.
They tend to gain much more for example when raising the frame rate from 1 to 6 frames per
second than from 20 to 25 frames per second.

Allowing utility curves to dynamically change based on contextual information available
to the application is also possible. This allows for a high degree of customization to serve
users more optimally under changing conditions. For example, for multimedia conferencing
it has been proposed that video streams of certain “important” users should be prioritized
by passing messages between clients in order to find out who is getting “attention” from
the group [71, 40]. This type of scheme can be integrated into the market-based system by
having each client use the information contained in these messages in order to change the
utility curve for its video stream when appropriate.

Creating accurate utility curves for real world use may be a fair challenge, and therefore it
is not expected that in most situations the user will be given this responsibility in any explicit
way. However, application designers with a fair amount of expertise about the operation
and use of their application should be able to create fairly robust utility curves that serve the
general needs of users. Nevertheless, one of the advantages of our middleware is that it allows
this work to be done by usability specialists, without requiring them to tackle complex issues
related to network management, as those can be contained completely within the NA.

4.5 Evaluation and Implementation

A proof of concept implementation has been built by incorporating the middleware into
Marratech Pro [2], a commercially available e-meeting application that provides tools for
synchronous interaction including audio, video, chat and a shared white-board. Marratech
Pro supports data distribution using IP-multicast or distribution through a media gateway
called the Marratech E-Meeting Portal, which can be used when IP-multicast is not available.

The prototype was tested by using two Marratech Pro clients. The first client (Client
A) used the prototype and was responsible for collecting data during the experiments. The
second client (Client B) did not adapt bandwidth usage based on the middleware, and was
only used in order to change the level of incoming traffic on the link, as this directly affected
the available supply as described in the next subsection. Both clients sent video traffic at
all times during the experiments, with audio being used by Client A at various intervals in
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order to investigate the effects it had on the system. In the two first experiments, a 100 Mbit
local Ethernet network was used to evaluate how the middleware shared bandwidth between
media. Client B sent approximately 25 kB/s video traffic in these experiments. In the third
experiment, a commercial GPRS network was added to evaluate the BBA. In this case, Client
B was configures to only send 3 kB/s video traffic.

Three computers were used during the experiments. The E-Meeting Portal was run on
a Pentium III 1.2 GHz machine running Windows XP. Client A was an Intel P4 2.4 GHz
machine running Windows XP and Client B was an AMD Athlon 1.2 GHz machine running
Windows XP.

4.5.1 Implementation

The prototype was implemented in Java JDK 1.4 in order to make it easy to integrate into
the Marratech source code. It followed the middleware as described in Section 4.4 with the
agents contained in Figure 4.1 having the following characteristics.

The Bandwidth Broker Agent

The BBA used the tâtonnement process as described in Section 4.3. In the current
implementation it provides an API where different BCAs can register and receive call-backs
when the price is updated. The total supply and demand are calculated by using an API
provided by the NA, which will be discussed later in this subsection.

The Bandwidth Consumer Agent

When the price is recalculated each instance of the BCA receives a price update through a
call-back. Current demand is calculated based on the price set by the BBA and is used to
decide how much bandwidth the BCA should try to purchase. The following utility functions
were used for calculating the demand during the experiments. For audio the utility function
was

uaudio x
0 x xminaudio

x xminaudio

,where xminaudio represents the minimum amount of bandwidth needed by the audio codec. This
utility function was used in order to describe the audio media as something very unadaptive,
which is the case with many codecs used today, for example GSM. In the experiments, a
commercial audio codec called EG711 (GIPS) [70] was used, and xminaudio was set to 12.2 kB/s.

The utility function for the video was modeled using the logarithmic function, uvideo x
ln 1 x , which was used in order to create a basic concave function. In reality a more
complex and accurate function will be more appropriate, but as the purpose of the experiments
was to study the marketplace, an optimal utility function was not necessary. Thus, using
Equation 4.2, the demand function for bandwidth by the video media is calculated as
xvideo p cs 1

p 1.
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During each price iteration, the BCA informed a bandwidth manager in Marratech Pro
about the purchased bandwidth in order to adjust the video encoder to the bits-per-second
corresponding to the purchased bandwidth.

The Network Agent

During the experiments the NA was responsible for calculating the supply. This was done by
setting an upper-bound supply limit slimit for each type of network, and then by calculating
the supply s by subtracting the amount of incoming bandwidth obtained from the operating
system from the slimit (i.e. s slimit bwreceived). For the 100Mbit Ethernet network the slimit
was set to 100 kB/s and for the GPRS network it was set to 6 kB/s. Note that this allowed for
large fluctuations in available supply by altering the amount of traffic sent out by the other
end-point.

Mobility support was provided by using an UDP-socket extension called the Resilient
Mobile Socket (RMS) [64]. In practice, it would be possible to use other protocols such as
Mobile IP, but RMS was mainly chosen because we already had a working prototype based
on RMS.

4.5.2 Experiment One: Bandwidth sharing between multiple media

Three experiments using the prototype were conducted. The first experiment was conducted
to demonstrate that the prototype could effectively divide the available bandwidth between
multiple media. This was done by utilizing all available bandwidth and varying the use of
audio at Client A in order to show that video would effectively back-off due to price increases
in the market.

Figure 4.3 shows results from this experiment. As shown in Figure 4.3(a), the price goes
up almost immediately when audio is sent. This results in a reduction of the demand for
bandwidth by the video media, as shown in Figure 4.3(b). This creates the ultimate effect
of a reduction in the video bit-rate used by the video encoder, allowing bandwidth to be
consumed by the audio encoder.

4.5.3 Experiment Two: Investigation into the price and supply recalcu-
lation rates

In order to investigate how the price and the supply recalculation rates affected the market,
data was collected multiple times while sending video from each client during a period of 10
minutes. The price recalculation rate was studied by locking the supply recalculation rate to
500 ms and decrementing the price recalculation rate from a high value of 1000 ms to a low
value of 20 ms. The supply recalculation rate was studied in a similar way with the price
recalculation rate locked to 50 ms, instead of by locking the supply recalculation rate.

Table 4.1 shows the benefits of a higher price recalculation rate, in that it leads to a more
efficient allocation of bandwidth, as determined by calculating the average over and under-
demand. An explanation is that a higher price recalculation rate improved the response time,
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Figure 4.3: Results from experiment one. The figures show the effect of introducing a new
media into the market. The price was recalculated every 100 ms, and the supply every 1200
ms.
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Table 4.1: The table shows the effects of varying the price recalculation rate. The supply
recalculation was recalculated every 500 ms.

Price recalc. rate Avg. over-demand Avg. under-demand

20 ms 0.25 kB/s 0.25 kB/s
50 ms 1.14 kB/s 0.87 kB/s
100 ms 2.66 kB/s 2.59 kB/s
200 ms 4.09 kB/s 3.98 kB/s
400 ms 7.18 kB/s 7.10 kB/s
500 ms 7.86 kB/s 7.79 kB/s
800 ms 10.63 kB/s 10.53 kB/s
1000 ms 11.20 kB/s 11.07 kB/s

Table 4.2: The table shows the effects of varying the supply recalculation rate. The price
recalculation was recalculated every 50 ms.

Supply recalc.rate Avg.demand Avg.supply Avg.over-demand Avg.under-demand

200 ms 97.57 kB/s 86.30 kB/s 11.63 kB/s 4.45 kB/s
400 ms 88.77 kB/s 80.20 kB/s 7.26 kB/s 3.64 kB/s
500 ms 76.51 kB/s 75.20 kB/s 6.87 kB/s 2.10 kB/s
600 ms 74.82 kB/s 74.80 kB/s 1.20 kB/s 1.17 kB/s
800 ms 74.97 kB/s 74.95 kB/s 1.06 kB/s 1.04 kB/s
1000 ms 73.57 kB/s 73.56 kB/s 0.96 kB/s 0.94 kB/s

allowing the demand to more closely match variations in supply. A high supply recalculation
rate on the other hand did not improve the performance as it resulted in more fluctuation
in terms of over and under-demand, which can be seen in Table 4.2. This problem can be
explained by the fact that a high supply recalculation rate in combination with variable bit-
rate video codecs (H.261) causes supply to vary rapidly, making it harder for the market to
reach an equilibrium.

4.5.4 Experiment Three: Obtaining and selling bandwidth from multi-
ple networks

The third experiment was conducted to demonstrate that the BBA could sell bandwidth
obtained from more than one network. Another purpose was to investigate how the market
reacted when there were large variations in supply caused by mobility. In the experiment,
NA was configured to trigger a handover as soon as the LAN interface became available
in Windows, and similarly trigger a handover to the GPRS interface if the LAN interface
became disconnected. This was done by calling a handover function provided by RMS.
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Figure 4.4: Results from experiment three. The figures show the effect on the market when
switching between networks with different bandwidth capacity. The price is recalculated
every 100 ms and the supply every 600 ms.
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Figure 4.4 shows the result from the experiments. As can be seen in the figure, the
supply dramatically decreases from 100 kB/s to only 6 kB/s after switching to the GPRS
network, which consequently caused the price to immediately rise and the video BCA to
decrease its demand. Note that the price is less stable on the GPRS network compared with
the Ethernet network, which can be explained by the fact that the incoming traffic (3 kB/s
video data) relatively caused more variations in supply on the GPRS network than on the
Ethernet network.

4.6 Discussion

This paper has presented a middleware framework based on microeconomic principles of
supply and demand that deals with bandwidth issues inside a multimedia application. The key
design principle that has been proposed is to view bandwidth as a universal commodity that
can be consumed and produced by different components in the application. The advantage of
this approach is that the system becomes more modular as each component can contribute to
the equilibrium separately in the market. This makes it is possible to replace and upgrade each
component in the middleware in a “plug and play” style without needing to redesign the whole
application. For example, if a new component for mobility management is developed that can
take advantage of several wireless base-stations simultaneously [64] it could be integrated
into the middleware simply by upgrading the NA. Similarly, if a new method is developed
that can better utilize bandwidth in video group communication softwares [40], it can be
integrated simply by defining new utility functions in the BCA.

Ultimately, this makes it possible for usability researchers to develop more advanced
applications that consume bandwidth in the best possible way without having to care about
heterogeneity and complexity in the networks while networking researchers can develop
more advanced networking components for obtaining bandwidth without having to consider
specific application related issues. Although this is not a new idea in general, we believe
that a middleware layer is needed to hide heterogeneity as both applications and networks are
becoming more complex to manage.

Moreover, the paper has presented a proof of concept prototype based on the commer-
cially available e-meeting application Marratech Pro. This prototype has been used in several
exploratory experiments, which has shown that the middleware can be used in order to share
bandwidth effectively between multiple media using the BBA as a single centralized supply
point for managing bandwidth.

The experiments have shown that it is possible to allocate bandwidth close to an
equilibrium allocation by using a high price recalculation rate and a low supply recalculation
rate. However, as a high supply recalculation rate negatively affected the market, studying
how a real congestion control scheme affects the performance is something that requires
further investigations. Hence, for future work we plan to use a real congestion control scheme
and study its implications on the market. In addition, we plan to investigate more effective
utility functions for the various media contained in Marratech Pro, and integrate some other
related prototypes developed by our research group into the system in order to make more
sophisticated experiments.
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Abstract

In a world of ubiquitous media resources, such as cameras, displays, microphones, provided
by a wide variety of multimedia systems, there is a need for automatic resource selection
which seamlessly utilizes the best available communication tool from a user perspective. This
paper therefore presents an algorithm which uses context-awareness to support automatic
media resource selection. The algorithm takes advantage of an abstract classification of
privacy, quality, and cost in order to compare media resources to user’s preferences. As
a proof of concept implementation, the algorithm has been incorporated into an e-meeting
application called Marratech.

5.1 Introduction

As users’ requirements on mobility grow and distributed collaboration becomes increasingly
pervasive, the need grows for people to communicate and retain group awareness in
mobile settings. Current research trends in networking and multimedia envision ubiquitous
multimedia communication where users can seamlessly meet and communicate anytime,
anywhere, and from any device. Imagine a world full of communication equipment and
softwares, such as cameras, microphones, instant messengers, and e-meeting clients1, which
are scattered throughout the environment and are automatically configured and utilized
whenever the user wants to communicate. This scenario raises new challenges, which must
be addressed before the vision can become a reality.

Today, users are required to manage a wide variety of communication tools in order
to communicate with other users. These tools typically force the user to manually set up
communication links, for example entering phone numbers, logging in to e-meeting servers,
and configuring cameras. In addition, many tools are inherently incompatible, which requires

1The term "e-meeting" denotes a group teleconferencing session that can include video, audio and chat among
other media. Rather than requiring a dedicated meeting room, e-meetings can take place from the user’s desktop and
be used for either formal or informal communication.
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all communication parties to have access to the same set of tools in order to be reachable by
each other. The configuration task becomes even more complicated and time-consuming as
the need for ubiquitous communication spreads and the diversity of available communication
tools increases.

Ultimately, the best available communication tool should automatically be utilized
transparently to other users and independently of which tools they are currently using.
Research has been conducted to provide interoperability [78, 47] and support for mobility
[46, 79, 80] to allow use of different tools. However, how to enable a system to automatically
choose the most beneficial tool for the user is a problem which so far has received less
attention because of its complexity. This paper addresses this problem by decomposing it
into more manageable parts, which can be solved independently, in order to provide a deeper
understanding of the underlying problems. The paper proposes an algorithm which connects
these parts together and uses context-awareness to decide which communication tool that is
best for the user.

As a proof of concept, the paper demonstrates how the proposed algorithm can be used
to automatically switch between communication tools when using a commercially available
e-meeting software. By using the prototype, users can participate in an e-meeting session
and the system automatically invites an IP-telephony service, which includes a telephone or
a mobile phone to the session, as a complement when a desktop e-meeting client does not
provide good enough privacy. Similarly, the system can automatically invite an IP-telephony
service if the currently used network connection does not provide good enough performance
to support audio.

The rest of the paper is organized as follows. Section 5.2 describes related work and the
contribution of this paper. Section 5.3 introduces a conceptual communication model and
discusses issues that must be considered when selecting resource. Section 5.4 outlines the
proposed algorithm and discusses two issues related to its usage. Finally, in Section 5.5 the
proof of concept prototype is described followed by a discussion and future work in Section
5.6.

5.2 Related Work

Context-awareness is a widespread approach to enable systems to provide users with an
increased service value. The area of interest to this paper is context-aware communication as
defined by [81]. Early work in this field include the ActiveBadge system [42], which tried to
improve channel selection through autonomous routing of phone calls to the phone nearest to
the user. In contrast, this paper focuses on autonomous routing of media streams to the most
appropriate communication resource from a user’s perspective.

Similar to the architecture proposed in this paper, the Aura architecture [43, 44] tries
to utilize resources in the user’s environment to give the user access to desired tools, while
simplifying the configuration tasks needed by the user. In contrast to the algorithm proposed
in this paper, Aura does not consider the possibility of several resources with the same
capabilities. Hence, Aura does not provide any methods for comparing resources in order
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Figure 5.1: A conceptual communication model.

select the resource that best satisfy a user’s needs. Neither does Aura take other aspects, such
as cost, into account when selecting a resource.

The Aura architecture identifies simple tasks performed by the user, such as editing text,
and then migrate the whole task to a different resource as the user change location, for
instance moving a text from one device to another while changing text editor if needed. This
means that Aura does not take advantage of the possibility to split up certain tasks and then
distribute these tasks to different resources that better meet the user needs. One such task is
the communication task which can be split up into sending and receiving of different media.
The algorithm proposed in this paper treats these parts as media resources that are selected
separately which makes it possible to distribute the tasks onto different devices.

Architectures which focus on network mobility [46, 79, 80] aim at providing support
for location updates and for preserving established connections when changing terminals or
moving across networks. This paper does not look into network mobility in this sense, but
rather on how to provide support for automatic selection of appropriate terminals to switch to.
The main contribution of this paper is an algorithm which decomposes this selection problem
into more manageable parts, thus making it possible for mobility architectures to become
more autonomous.

5.3 Media Resource Management

This section starts with presenting a conceptual communication model which is used
throughout this paper. It then goes on with describing the different issues which needs to
be considered in order to enable a system to automatically make a choice which suits the
user. In particular, the section considers the problems of valuing and comparing resources
and proposes possible solutions to them.

5.3.1 Communication Model

Figure 5.1 illustrates the used conceptual model showing two communication abstractions,
media source and media sink. A media source is an abstraction over a media-capturing
hardware device, such as a camera or microphone, and the software that generates the media
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stream. After being generated, the media stream is distributed to the recipients via a network
infrastructure. When the media stream has been received and processed by the recipients, a
media sink presents the media stream to the user. A media sink is an abstraction of a media-
rendering hardware device such a loudspeaker or a display and its accompanying software,
which is used by the device to send or receive the media stream. The word media resource is
used to denote either a media sink or a media source in the rest of this paper.

For the sake of simplicity, this paper introduces the term media resource type to be able
to differentiate between sinks and sources of a particular media. For example, all media sinks
which are associated with microphones are of the type audio sink, and all media sources
associated with cameras are of the type video source. This makes it possible to conceptually
handle situations when a user only wants to either send or receive a particular media. Media
resources which are contained within the same unit are defined as interdependent media
resources. For example, a phone has two interdependent media resources, one of the type
audio sink and one of the type audio source, and an e-meeting client might have even more
interdependent media resources.

One of the advantages of using the proposed abstractions is that each media resource
can be viewed and handled as an isolated unit, thereby enabling computer-mediated
communication to be enriched and improved by letting users freely combine different media
resources. To provide such functionality, the system needs to be able to automatically detect
and select the best available media resources, and ensure compatibility between senders and
receivers. For example to allow a mobile phone to be used as an audio source in an e-meeting
session, a SIP-gateway can be used to convert Public Switched Telephone Network traffic to
IP traffic. The problem of ensuring compatibility is not addressed in this paper.

5.3.2 Media Resource Selection Problems

One problem with automatic media resource selection is what level of autonomy should be
used. As pointed out in [81], autonomy needs to be carefully balanced in order to provide
the desired effect. It is crucial not to remove too much of the user’s sense of control as well
as to avoid switching to a media resource which the user does not want to use. These types
of system failures will most likely not be tolerated. However, at the same time, involving
the user in too many of the decisions will burden the user and counteract the requirement of
minimal effort. When it comes to autonomously deciding which media resource to switch to,
there are several problems which need to be considered; when to look for a better resource,
when to switch, and when a specific media should be used. Solving these problems in a
good way requires determination of complex causalities and access to a wide variety of
contexts, e.g. network performance of current resource, improvement achieved if changing, a
user’s preferences, and so on. User studies need to be conducted in order to determine these
causalities and which contexts to use.

To clarify what information that is relevant to base the decision upon, two concepts need
to be more clearly defined, namely best resource and available resource. This can be done by
discussing the following two design issues which are related to the two concepts respectively:

How can media resources be compared?



Supporting Automatic Media Resource Selection Using Context-Awareness 95

Which media resources should be considered available in a given situation?

The rest of this section discusses these two issues and proposes possible solutions.

Comparing Media Resources

In order for the system to be able to decide between media resources, they have to be
comparable in some way. Through this comparison, it must be possible to value media
resources in a way that concur with the user’s preferences, thus enabling the system to act
according to those preferences. One dimension which is interesting from a user point of view
is of course quality. The user will most likely want to use the better one of two microphones
in a room. When considering media resources, privacy will also play a significant role in
what the user prefers. Parameters such as the number of people in the room, what part of the
room that is captured by the camera and how publicly the display is located will most likely
affect the user preference.

In a future with an abundance of media resources, it is quite likely that all resources can
not be used for free. This introduces a third interesting dimension, namely cost which can
involve both monetary and non-monetary values. For example, the cost involved could be to
pay a given amount of money per byte or allowing a newsletter or advertisement to be sent to
the user. These types of costs are difficult to determine, although for different reasons. The
non-monetary costs will have different values to different users, making valuing of resources
in a way which concurs with user preferences complicated. Monetary costs are often difficult
to decide since the actual cost in many cases is connected to how much data is transferred or
how long time the resource is used.

A classical solution when valuing an object is to use some form of classification. To
use one quality, one cost, and one privacy classification level to prioritize media resources
is thus one way to approach the problem of comparing media resources. Besides giving a
foundation for comparison, the use of classification levels will also make it easier for users
to convey their preferences in different situations, e.g. "best possible quality, least possible
cost, and at least privacy level seven". To use classification also provides researchers and
developers with an abstraction which separates the issue of valuing media resources from the
rest of the selection process.

In order for classification levels to function correctly, the system should be able to reflect
a user’s opinion of what each level should entail. This implies that users need to have the
possibility to influence how the classification levels are calculated. For example, one user
might consider it unacceptable (low privacy level) to use a microphone when there are other
people in the room while another user might tolerate it (higher privacy level). Another issue is
how the different classifications should be weighed in order to take importance into account.
This calculation also needs to take the user preferences into account. For example a user
might consider bandwidth more important than cost in a certain situation and the opposite
in another situation. A different user might always prioritize cost before both privacy and
quality.

As many environments are dynamic, a media resource’s classification values will change
over time. When considering the quality level, network specific context such as packet-
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loss rate and available bandwidth makes dynamic quality classification a necessity. Also in
the case of privacy, the level need to be dynamically recalculated since a resource could be
considered to have a lower level of privacy if there are other people in the room, than if the
user is alone.

Media Resource Availability

Assigning values to media resources allows for comparison between them, but in an
environment which provides a large amount of media resources, it is neither efficient nor
preferable to always consider every resource as a possible choice. This brings forward the
question of what characterizes an available resource in a certain situation. Naturally, only
devices which are not currently busy with other users and which provides the wanted media
resource type are relevant, but there are other things to consider as well. For example, when
the user wants to send audio it would not be beneficial to the user if the system decided to use
a microphone in a building other than where the user is located. This can be solved by using
the principle of locality [82].

Locality means that the user only is allowed to use devices which are nearby the user,
for example in the same room. Locality makes sense not only for reasons of usefulness but
also when considering privacy. Without the principle of locality, cameras and other media
sources could be used as remote surveillance devices, thereby introducing a large risk of
violating other people’s privacy. Locality also ensures that media sinks are not used without
the receiver’s permission, thereby protecting the receiver from unwanted interruptions. Two
issues which need to be considered when applying the principle of locality is what is to be
considered as close enough and what should happen when there is not any available resource
within this area.

Even if the principle of locality is useful, it is not necessarily true that a user should have
access to all nearby resources. This further narrows the number of relevant resources to those
nearby the user which are not busy and which the user has permission to access. The presence
of interdependent media resources also affects which resources are relevant. If a user uses
an interdependent resource, no other user should be able to use the other resources which the
used resource is interdependent with. For example, if a user is utilizing the microphone in a
mobile-phone, that user should be the only user able to use the speaker in the same device.
This could be seen as a special case of media resources being busy, where all resources which
are interdependent with the used one are considered to be occupied.

5.4 Automatic Media Resource Selection

In order for a system to deal with the problems discussed in Subsection 5.3.2 and choose
a suitable media resource, it needs to access and use a situation’s context, i.e. it has to be
context-aware. A system is said to be context-aware "if it uses context to provide relevant
information and/or services to the user, where relevancy depends on the user’s task" [83].
Context is in this case any information relevant for the system to make a suitable choice,
e.g. user preferences and information about available media resources. Note that this paper
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Algorithm 3 Media Resource Selection Algorithm
Require: A media resource type, type, e.g. audio sink or video source.
Ensure: The best media resource, rselected , for type.

1: rpre f erred null
2: if isNeeded( type ) then
3: R all media resources r of type s.t. r R

isAvailable( r ) Q( r ) QMIN P( r ) PMIN C( r ) CMAX

4: for all r R do
5: if credit( r ) credit( rpre f erred ) then
6: rpre f erred r
7: end if
8: end for
9: end if

10: rselected notify( rpre f erred )

does not focus on context acquisition or accompanying problems like context accuracy or
confidence. In this section an algorithm for automatic media resource selection is presented.
This algorithm breaks down the problem of choosing the best media resource into several
abstract functions which can be implemented separately using context-awareness. This
section also discusses how the algorithm should gain access to contexts and what should
happen once a decision has been made.

5.4.1 A Media Resource Selection Algorithm

The purpose of the Media Resource Selection Algorithm (MRSA) is to select the best
available media resource in accordance with user preferences. The algorithm is based on
the discussion in Subsection 5.3.2 to do this and uses classification of quality, privacy, and
cost to model media resource values. The algorithm is presented in Algorithm 3. The
algorithm returns rselected , which designates the selected media resource of the inputted type,
type. Throughout the algorithm, rpre f erred is used to denote the media resource which is the
currently preferred choice. Further, the variables PMIN andQMIN signify the minimum values
of privacy and quality, andCMAX the maximum cost value that a user favours.

The algorithm decomposes the selection problem into seven abstract functions which
need to use context-awareness in order to function properly. These are in order of
appearance; isNeeded, isAvailable, Q, P, C, credit, and noti f y. The boolean function
isAvailable mediaresource checks if a given media resource is available for use. If the
function follows the solution proposed in Subsection 5.3.2, the function should return true if
the given resource is nearby, not busy, and if the user has permission to use that particular
resource.

Each of the functions isNeeded and noti f y encapsulates different aspects of the autonomy
problems discussed in Subsection 5.3.2. The boolean function isNeeded type checks if the
given media resource type is needed, i.e. if the user wants to communicate using that media
resource type. For example, if a user sends audio in an e-meeting session, the media resource
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type audio source is considered needed for the user who sends the audio stream, and the
media resource type audio sink is considered needed for all users who receive the audio
stream. To decide when the user wants to start or stop using a specific media resource type,
more sophisticated reasoning about contexts is needed compared to when the media resource
type is continuously used.

The function noti f y mediaresource is used to decide if the user wants to switch to the
given media resource or not based on context. This could for example include asking the
user if a switch should be performed. The argument can either be the currently used media
resource, a new and better media resource, or null. The function then decides between
continuing to use the currently used media resource if that is an option, switching to the
new media resource, or not using any media resource of this type at all. The function returns
the selected media resource.

The Q, P, andC functions all take a media resource and calculates the classification level
of quality, privacy, and cost respectively. The function credit mediaresource weighs the
different classification dimensions together according to user preferences in order to compare
them. All of the abstract functions in the algorithm need to take a large amount of context
parameters into consideration and weigh them together in order to achieve user satisfaction
and are therefore difficult to implement, which is illustrated through the discussion in Section
5.3.2.

5.4.2 Using the Media Resource Selection Algorithm

When considering deploying and using the Media Resource Selection Algorithm, there are
two issues which need to be discussed. These are; how should the algorithm get access
to necessary contexts that are needed to make decisions and how the decisions should be
executed. Regarding the first issue, a context storage infrastructure with query-possibilities
must exist. It must also be possible to add and update contexts to the infrastructure.
One approach for developing a context storage infrastructure is to use a context-awareness
platform. Schilit was one of the first to propose an architecture for this purpose [49].
Since then several context-awareness platforms have been developed, each with different
characteristics, e.g. Context Toolkit [50] and Context Fabric [48]. Current research moves
toward decentralized solutions for privacy and scalability reasons [48].
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When using the algorithm in an existing communication system, the algorithm normally
resides in an external or internal management component responsible for configuring and
utilizing appropriate media resources. The management component, the Personal Media
Resource Manager, could be implemented as part of a multimedia system. An overview
of how the algorithm can be used by a Personal Media Resource Manager together with a
context storage infrastructure is illustrated in Figure 5.2.

5.5 Evaluation

A proof of concept implementation was built by incorporating the architecture with a
commercially available e-meeting system provided by Marratech [2]. Marratech is an e-
meeting client which provides tools for synchronous interaction including audio, video, chat,
and a shared white-board. The client connects to a media gateway called Marratech Manager
in order to access and participate in e-meetings. This system was mainly chosen because of
the SIP gateway which is built in to the manager, and compatibility with other prototypes
developed by the authors. The rest of this section describes the implementation and two test
cases in which the prototype has been used.

5.5.1 Implementation

The prototype is implemented in Java JDK 1.4 in order to make it easy to integrate into the
Marratech source code. The implementation uses the described algorithm, with the exception
that cost has not been taken into account, and is organized as in Figure 5.2 in Subsection
5.4.2. The current implementation does not separate sinks and sources in phones, hence
when either the microphone or the speaker in a phone is selected the other is automatically
used. A sensor simulator was used to generate two contexts, each of which significantly
changes a user’s situation, namely location and network performance.

The context storage infrastructure models media resources, environments, and users as
Java objects. Each environmental object models a room and keeps information regarding
which media resources and which users reside within the room. The user object contains
relevant contexts such as active media resources, user’s location and a link to the appropriate
environment object, and which media resource types the user prefers. By letting the context
storage infrastructure model relationships between users, resources, and locations in this
manner, e.g. media resources are linked to locations, the infrastructure provides a way to
discover resources. Finally, the media resource object pertain contexts for calculating quality
and privacy indexes, as well as a SIP address. A communication protocol was also designed
to enable the used sensors to add context to the infrastructure.

The Marratech client reports if audio is being used to the context storage infrastructure.
This context is used to implement the isNeeded function. When the noti f y function is called,
a dialogue opens in the Marratech client, letting the user choose whether to accept the new
media resource or not. The isAvailable function returns true for media resources which are
nearby, here defined as located in the same room as the user, and which are not busy. The Q
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and P functions return the quality and privacy values for each available media resource. In
this prototype these values were subjectively set by the authors.

5.5.2 Interaction between components

Figure 5.3 shows the interaction between the components in the implementation when the
prototype is running and a context change triggers a need for a new media resource. When
the prototype is started, Marratech starts sending information about active media resource
types to the context storage infrastructure (1). The sensor simulator generates a context to
significantly change the media resource need in (2). When the Personal Media Resource
Manager is notified about such a context change (3) it tries to find an alternative resource
from the context storage infrastructure by running Media Resource Selection Algorithm (4).
Once a new resource has been selected the personal manager calls the noti f y function to ask
the user to confirm the new resource (5). If the switch is approved by the user the personal
manager initiates an invitation of the new resource to the session (6) by sending an HTTP
request to the Marratech Manager (7) which in turn invites the resource (8).

5.5.3 Scenarios

The prototype was successfully tested on two different scenarios. The first scenario shows
how an alternative communication service can be utilized if the currently used network
connection can not provide enough quality. The second scenario demonstrates how the
prototype can help the user find and select a more suitable communication service in order to
better protect the user’s privacy.

The test setup consisted of a desktop computer running a Marratech client located in the
user’s office, a mobile-phone carried by the user, and an e-meeting client which was located
in a conference room. For media resources the desktop computer used a microphone and
speakers and as the sound was considered to have good quality, the quality index was set to



Supporting Automatic Media Resource Selection Using Context-Awareness 101

6. The privacy index for this tool was set to 4 since the sound could be heard by others in the
same room. The sound in the mobile-phone was considered to have lower quality, thus the
quality was set to 3, but since the sound could only be heard by the user the privacy index was
set to 6. Similarly to the stationary computer, the e-meeting client featured a microphone and
speakers. However, since the microphone offered better quality as it featured echo supression
the quality index was set to 8. On the other hand, the privacy index was considered lower than
in the desktop computer case. This was because other people were present in the conference
room, which was not the case with the user’s office. Hence, the privacy index for the e-
meeting client was set to 2. As previously mentioned, these indices were subjectively set by
the authors.

Scenario 1: Quality degradation

In the first scenario, the user is connected to an e-meeting using the stationary computer
when the audio quality suddenly drops because of bad network performance. When this
context change is perceived by the Personal Media Resource Manager, it causes the personal
manager to run the algorithm in order to find new media resources and the quality index for
the Marratech client’s audio sink and audio source is recalculated to zero. A mobile-phone is
found which satisfies the desired quality and privacy indices. The new media resources are
approved by the user, the phone is invited to the session, and the user is able to communicate
again.

Scenario 2: Privacy considerations

In the second scenario, the user is leaving the user’s office to temporarily visit a public
conference room when another user wants to talk to the user. Consequently, as the user is
away from the office, it is not possible to communicate using the Marratech client running
on the desktop computer located in the office. To allow the users to talk to each other, the
Personal Media Resource Manager starts looking for an alternative communication tool. An
available e-meeting client and a mobile-phone are found. However, since the user has PMIN

set to 4 the Media Resource Selection Algorithm selects the mobile-phone even though the
e-meeting client provides better quality.

5.6 Discussion

This paper considers the problem of how to automatically choose the most beneficial media
resources for the user. The paper proposes to decompose the problem into manageable
parts which can be solved individually. The parts which are identified include finding
available media resources, creating an abstraction level for comparing the resources, and
providing the necessary information needed to select appropriate media resources. Based
on the information provided by these parts, the proposed algorithm performs media resource
selection.
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This paper proposes that only media resources which are nearby, not busy, and which the
user has permission to access are considered as available. In the implementation, resources
which reside in the same room as the user are considered to be nearby and can be discovered
using the context storage infrastructure. However, depending on the size of the room there
may still be occasions when a user does not benefit from using two available media resources
together, e.g. when a microphone is too far away from the screen that the user is currently
using. Other users’ privacy preferences have not been taken into account when determining
if a nearby resource is available or not.

An abstraction level for comparing media resources is proposed by classifying each
resource with quality, privacy, and cost indices. This solution provides a useful abstraction
from both users and developers. For users it supplies a coarse-grained control interface, and
for developers the issues of how to value media resources and how to choose between them
are separated. What information is needed to form the indices of different media resources is
not covered in this paper.

In order to provide necessary information needed to select appropriate media resources,
context-awareness was used. The contexts used in the proof of concept implementation
when selecting a media resource is the user’s location, the user’s communication needs,
the available media resources, and the user’s privacy and quality preferences. Since users’
location is used for access control it is important that the location can be verified. However,
access control and other security issues have not been considered in this paper.

In the proof of concept, the algorithm is used to select a new media resource every time
the user changes location and when a change in network performance occurs. This works
well when only a limited number of contexts can trigger the algorithm. However, in a more
advanced system, which uses more contexts, it might be required to execute the algorithm in
intervals instead to avoid constantly triggering it.

The implementation and the two experiments performed in this paper were done to
provide insight in the functionality of the algorithm. Although limited, these experiments
showed that it was possible to integrate media resource selection into Marratech, the e-
meeting software used in this paper. As a whole, the paper provides useful knowledge
and deeper understanding of the issues involved in developing a system which automatically
chooses the most beneficial media resources for the user.

5.6.1 Future work

Although a working prototype was developed there are many issues that remain to be studied.
Only brief tests have been performed and the authors would like to conduct user studies
to further explore how to increase the benefit of automatic media resource selection. User
studies could also give valuable input on how to balance autonomy with user control.

In order to increase the benefit of a user study, a calculation model for privacy-, quality-,
and cost-indices and their prioritization should be developed. When developing this model it
is also important to study which contexts should be considered when determining the privacy-
, quality-, and cost-indices. It is also important to evaluate this calculation model with users
in order to determine its comprehensibility.
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In any system which deals with personal information, it is important to ensure users’
privacy and provide appropriate security. These issues are not considered in this paper
and needs to be further researched. This means ensuring that it is possible to verify a
user’s location through the deployed positioning system, as well as attending to appropriate
authentication and access control to the system in a ubiquitous environment.

Finally, the authors would also like to develop and utilize a media gateway which supports
conversion of media between a number of different formats. With better conversion support
it becomes possible to utilize a wider range of media resources together in the system. The
idea is to make conversion between different media resource format in an automatic fashion
in order to further relieve the users.
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Abstract

Current trends in mobile communication include ubiquitous human-to-human multimedia
communication where users can utilize devices in their surrounding environment in order
to add functionality beyond the capabilities of today’s mobile terminals. When designing a
ubiquitous communication system it is important to be aware of end user requirements and
system properties. This paper presents a user study which investigates how users would like
to utilize resources in the environment to improve their communication. Several design rules
were derived from the user study and were used to suggest a design of a user interface. The
paper also presents technical requirements which need to be addressed when implementing a
ubiquitous multimedia communication system.

6.1 Introduction

Imagine having a mediated conversation and not being limited to the functionality of
one communication tool but rather being able to utilize functionality of multiple tools
to improve the communication. Current research trends in networking and multimedia
envision ubiquitous human-to-human multimedia communication where users can seamlessly
communicate anytime, anywhere, and from any device. In accordance to this vision,
users should be able to utilize communication equipment and software, such as cameras,
microphones, instant messengers, and e-meeting clients1, which are scattered throughout the
environment and are automatically configured and used whenever the user needs them.

Allowing users to transparently switch between communication tools can for example
be used to improve quality or save money, but can also be used to add more functionality
by introducing additional media. Ultimately, this allows communication services to become
more adaptable to user needs both in terms of functionality, quality, and cost. Previous work
by the authors [84] proposes an algorithm, called theMedia Resource Selection Algorithm, for

1The term "e-meeting" denotes a group web conferencing session which can include video, audio and chat among
other media. Rather than requiring a dedicated meeting room, e-meetings can take place from the user’s desktop and
be used for either formal or informal communication.
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comparing communication tools with each other in order to select the most beneficial for a
given purpose. A ubiquitous multimedia communication system can then be implemented
by using the proposed algorithm in conjunction with mobility management and resource
discovery.

This paper builds on previous work by the authors [84] and presents research performed
on the problem of how users would like to interact with a ubiquitous communication system
and what design rules should be considered when implementing such a system. As part of this
research problem, the following questions should also be considered: What level of autonomy
should be used to achieve a balance of simplicity and control? What technical requirements
must be satisfied by the system for it to achieve the desired user interaction?

A user study was conducted in order to find the answers to how users would like to interact
with ubiquitous multimedia communication systems and to get a better understanding of the
desired level of autonomy. This user study, which is presented in this paper, was used to
derive a list of design rules that serve as a basis for a proof of concept prototype, which is
also presented in this paper. The proof of concept prototype helps answering which technical
requirements are needed in order to create a flexible and simple ubiquitous multimedia
communication system.

The rest of this paper is organized as follows. Section 6.2 gives a brief introduction
to previous work related to ubiquitous multimedia communication, which is followed by a
conceptual model used in this paper in Section 6.3. Section 6.4 presents the results from the
user study and presents the design rules, followed by the system design which is presented
in 6.5. Finally, in Section 6.6 the paper is concluded with discussion and pointers to future
work.

6.2 Related Work

Ubiquitous computing is often used to empower users in their every day situations. Several
architectures have been developed in order to support the user with information, increased
flexibility and mobility [85, 43]. While these architectures envision smart spaces which
offer services such as information retrieval on user-demand, computer supported decision
assistance, and self configuration for improved user interaction, they do not focus on
improving mediated communication between users, which is the primary focus of this paper.

Previous research on improving human-to-human communication in mobile settings has
so far been focusing on network management [46, 79, 80] and adapting media to mobile
terminals [86]. However, these do not take advantage of resources in the environment to
extend the functionality beyond that of the mobile terminal itself. Nevertheless, there has
been some work which aim at utilizing resources in a mobile user’s environment, e.g. [87,
88], which automatically detects and configures printers or other resources when the user
change location. In contrast to this paper, these do not focus on configuring and utilizing
communication technology to improve human-to-human communication.
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6.3 Ubiquitous Multimedia Communication

This section describes a model for configuring and utilizing communication technology in
order to improve communication. To be able to conceptually handle aggregation of multiple
tools, a model for ubiquitous multimedia communication were introduced in [84]. An
essential part of this model are the terms media source and media sink, which are used
to encapsulate media devices of the same type and make comparisons, thus increasing the
flexibility by increasing the user’s choices. In short, a media source is an abstraction of
a media-capturing hardware device, such as a camera or microphone and the software that
generates the media stream. Similarly, a media sink is an abstraction of a media-rendering
hardware device such as a loudspeaker or a display and its accompanying software, which is
used by the device to receive the media stream. The term media resource is henceforth used
instead of the term communication tool to denote either a media sink or a media source in the
rest of this paper.

Infrastructure
Media sink

Selected
media

resourcesMedia sink

Media sink

Media
gatewayMedia source

Media source

Media Resource Manager

ConfigureConfigure

Figure 6.1: The conceptual model for media resource selection.

The Media Resource Manager depicted in Figure 6.1 is responsible for configuring
selected media resources. First it configures the user’s terminal and tools by using the Media
Resource Selection Algorithm, mentioned in Section 6.1, to find suitable resources. Secondly
it handles mobility management, allowing media streams to be migrated between media
resources transparently to other users. For example, the user can use a shared whiteboard
tool running on a publicly available computer as a complement to a mobile phone while it is
perceived as a single tool by the remote user. The technical requirements for implementing
the Media Resource Manager will be further discussed in Section 6.5.2.

In general, selection of media resources can be performed with different level of
autonomy and hence different levels of control. The extreme cases are either to let the
user manually manage media resources where the user is in full control, or to make it
completely automatic where the user has little control. Completely automatic systems rely on
comprehensive rules and a large amount of sensor data, thus making them harder to deploy.
On the other hand some autonomy is desired to relieve the user of cumbersome configuration
tasks. Hence, it is important to investigate the level of desired autonomy needed to achieve a
balance of simplicity and control [81]. An investigation of the desired autonomy, on how the
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users would like to interact with the system, and what services should be offered to the users
are presented in the following section.

6.4 User study

Prior to designing a ubiquitous communication system it is important to know user require-
ments and system properties. Hence, it was desired to involve users early in the design phase
in order to achieve better user acceptance. It was decided to conduct a questionnaire survey,
as a part of the user study, in order to reduce the focus on the technology and its limitations
and instead focus on the concept and the functionality. A similar approach [89] was found
to be more efficient than implementing a prototype, which can be more time consuming
to modify while designing the system. The following two subsections describes the used
method, Subsection 6.4.3 presents the results and Subsection 6.4.4 summarizes the findings
from the study.

6.4.1 Method

Forty subjects aged between 17 and 32 (average age=21) participated in the study. The
subjects were all students at Luleå University of Technology taking a class in introduction to
media technology which involved trying and evaluating e-meeting software. One reason for
choosing this group is that they all had experience using modern communication tools such
as daily using e-meeting and instant messaging, and are potential consumers of ubiquitous
multimedia services in the future. For example, in average the subjects sent 13 SMS per
week, used chat or e-meetings tools for 26 hours per week, and talked over 92 minutes per
week to other people in phones. Another reason for choosing this population is that they
had diverse backgrounds and we wanted to get as much feedback as possible. Some of the
students had a background in psychology and media art while others were studying computer
science.

The subjects were given a lecture about multimedia communication and were shown a
short movie2 visualizing two examples of a ubiquitous multimedia communication service
as it could be in the future. The first example visualized a user being able to seamlessly
switch from mobile phone to an e-meeting application during an active call in order to take
advantage of a shared whiteboard in an e-meeting for deciding where to eat lunch. In the
second example the user was sitting in a bus talking in a mobile phone to a reception clerk
asking for the direction to the hotel. As the bus was equipped with onboard computers in the
seatbacks and the map image was transferred to the display in front of the user, the reception
clerk was able to use a remote tele-pointer to show the way. After showing the movie, all
participants filled in a questionnaire that asked a wide variety of questions related to the two
above mentioned scenarios and some other scenarios with other communication setups. After
the subject finished the questionnaire they received a cinema ticket as an appreciation for their
participation. The next section describes the questionnaire in more details.

2 http://media.csee.ltu.se/media/ubicommdivx.avi

http://media.csee.ltu.se/media/ubicommdivx.avi
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6.4.2 The Questionnaire

The questionnaire consisted of 5 independent scenarios describing different situations and
environments followed by a number of questions. For each question, the subjects answered
by rating answers on a seven point scale, where 7 indicate that they strongly prefer to carry
out the action specified in the question, 4 that they don’t care, and 1 that they are strongly
against carrying out the action. Additionally, the subjects were encouraged to motivate their
choices by writing free comments to the questions and the scenario in general.

In the first scenario, a fictitious user enters his office while talking to a friend on a mobile
phone similar to the movie snippet earlier shown to the subjects. Different questions related
to switching a phone call to an e-meeting session running on a desktop computer were asked.
Parameters such as delay introduced by changing device, monetary cost and quality were
investigated in order to find any implications these parameters could have on the desired user
interaction. It was also investigated if the user would prefer only redirecting incoming call
to the currently active device instead of switching during an already established session. For
example, redirecting mobile phone calls to the e-meeting application if the user is actively
using the desktop computer, or use the mobile phone to answer incoming calls if the user is
not using the computer.

The second and the third scenario investigated the possibility to switch or add new media
by using a public onboard computer on a train. The subjects were asked several questions
investigating the importance of display placement and how the risk of exposing information
to fellow passenger could influence the decision of using the computer. They were also asked
if they would prefer to use their own computer (assuming they had one) even if it would
take some time to power it up, or if they would prefer to only use some functionality of the
onboard computer, for example only the keyboard and not the display.

The forth scenario investigated different possibilities to provide better presence by adding
video communication to an established session. For example, allowing the user to use a web
camera or a publicly available camera to send video instead of using the mobile phones built-
in camera. The questions investigated how the user would configure the system in different
environments and how their decision of using video is influenced by the conversation and
who they are talking to.

Finally, the fifth scenario further investigated the possibility to use public computers to
add more functionality to the communication. The subjects were asked if they would like
to use their own TV as a display for handling incoming call. They were also asked if they
would like to rent a piece of a public high-resolution display in a shopping centre to get
richer communication. In all of the five previously described scenarios the respondent and
the topic of the conversation were varied. This was done to investigate if it is possible to
classify participants in the session, possibly making abstract scenario classifications, and
making configuration decisions based on these classifications.

6.4.3 Results

After analyzing the questionnaire, it was possible to categorize the comments given by the
subjects in three different categories.
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Usability

Cost and Quality

Privacy and Control

The Usability category relates to the convenience of using the system and the extra
functionality it may provide by using resources in background, for example different aspects
of how the user could interact with the system in order to switch to a larger display. Comments
grouped into the Cost and Quality category dealt with the balance between the cost of using
a resource and the quality it provides. Finally, the Privacy and Control category dealt with
different aspects of privacy. For example, comments pointing out functionality that may
expose sensitive information to other users, automatic features that may result in loss of
control, or decisions influenced by users’ trust to public terminals were grouped into this
category. The following subsections describe these categories in more details and present
statistical data obtained from the questionnaire.

Usability

In general, most subjects were positive about using a mix of media resources to get richer
communication. 70% of the subjects answered that ubiquitous multimedia communication
could offer important advantages in comparison with today’s communication solutions.
However, 74% of the subjects also answered that they believed that there are severe
drawbacks that may prevent them from using such a system. Thus, to design a working
system it is important to have knowledge about these potential drawbacks.

In the first scenario of the questionnaire, two questions investigated if the delay introduced
when switching device may cause users to keep communicating with their current device
rather than switching. Some subjects explicitly required the system to be easy to use and no
extra delay is introduced when switching to another device. As one subject pointed out, "I
might as well hang-up and re-dial the other person if it takes time to switch device". Another
subject stated that it may become too complicated to switch and the switch may draw attention
from the conversation, which might be over in a minute anyway. Yet another subject stated
that switching to the e-meeting may result in reduction of mobility as the users become bound
to the desktop computer and cannot move physically in the building as with a mobile phone.
The second and the third scenario investigated the possibility to switch or add new media by
using a public onboard computer on a train. Most of the users were positive to be able to take
advantage of a larger display, but as will be discussed later in this section; there are several
reasons which might prevent the users from using the display.

Cost and Quality

It can be derived from the user study that one reason to switch to another communication
resource is to obtain better quality, another to save money. However, when services are
assigned a cost the user will have to find a balance between desired quality and the cost the
user is willing to pay.
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Figure 6.2: Data showing users’ willingness to switch from a mobile phone to an e-meeting
depending on the cost and quality of using the e-meeting.

Figure 6.2 summarizes data obtained from the answers regarding the balance between cost
and quality in the first scenario. The boxes in the figure show the 1:st quartile, the median,
and the 3:rd quartile (i.e. 25%, 50%, and 75% of the population). Max and min values are
shown as lines above and under the boxes. The questions were repeated for both private and
work situations in order to find any differences. As can be seen, subjects were more willing
to switch if the e-meeting was cheaper to use than the mobile phone. However, if the subjects
were only interested in saving money and not interested in getting better quality, there should
not be any statistical difference between bar two and three in the figure (same quality but
cheaper and worse quality but cheaper). A Chi-square ( 2) test revealed (P 0.001) there
is a difference, suggesting that subjects only want to switch to a cheaper device as long as
the quality is not degraded. In fact, the quality should not be worse than the currently used
device. However, this parameter is highly subjective and the same is true for how cost is
perceived by users. Hence, it is important to provide the user with information about quality
and cost for available and used media resources in order to support the users in the decision
making.
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Figure 6.3: Data showing users’ willingness of using a public display in a train vs. using their
own terminals when considering the placement of the display.

Privacy and Control

After analyzing the results, it was found that different aspects of privacy were the main
reasons for not switching to another resource, or invite a new resource to the conversation.
The following text describes these privacy aspects in more details based on the results from
the questionnaire.

Several questions in the second scenario investigated how the display placement could
affect users’ willingness to use a display connected to the onboard computer when the
alternative was using the small display on the mobile terminal. The questions also investigate
if they would prefer to use their own equipment with large display when considering the
importance of the call and who they are talking to.

Figure 6.3 shows statistical data from the answers. As can be seen, users’ willingness
to use public displays and equipment decreases if there is a risk of exposing information to
other people, such as exposing information about the equipment which can be used to derive
sensitive information about the user. Because the subjects cannot assess the sensitivity of a
new conversation or message in advance, they preferred to handle new calls using their own
terminal. The last bar in Figure 6.3 shows that the user preferred to handle all incoming
message through their own terminal.
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Figure 6.4: Data showing users’ willingness to use a TV as a media resource.

Another reason for not switching to the onboard computer that was identified by several
subjects is the risk of exposing information about other users involved in the conversation.
That is, the subjects would not care for using the public display themselves, but they did care
about the privacy of other users in the session. The importance of considering the privacy of
all participants in the session became even clearer when the subjects were asked in the fifth
scenario if they would like to use high-resolution display in a shopping centre. As can be seen
in the Figure 6.4, almost none of the subject would consider using such a service. Comments
given by the subject explained that the display would most likely violate their privacy as other
can easily see incoming messages or images.

Regarding using a TV at home to get a larger display, several subjects claimed that they
didn’t want to be interrupted when watching TV, and would therefore not use such a service.
As can be seen in Figure 6.4, the subjects became more negative of using a TV when they
were watching together with someone else. Once again, the subjects did not want to risk
exposing information to the surroundings. Hence, to select a public terminal the system must
be able to consider the privacy of all participants when deciding which media resources to
use. Additionally, the system should be able to give both the local and remote users feedback
about the risk of exposing information to people in the surroundings when using a particular
media.

While the use of public display seems to constitute a threat against the users’ privacy, it is
essential to determine if all public media resources violate users’ privacy. Several questions
in scenario four investigated if the user would consider only using the keyboard connected to
the onboard computer for typing messaging and not use the display. As can be seen in Figure
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Figure 6.5: Data showing users’ willingness to mix private and public media resources.

6.5, the subjects were in favour of only using the keyboard and considered using their own
terminal in conjunction with the keyboard an acceptable solution. This result suggests that it
is impossible to make a separation between public and private resources. Consequently, the
system must be able to determine possible privacy implications of each resource based on
the amount of information the resources exposes to other people. Additionally, the system
must be able make a separation between sink and source devices for capturing and presenting
media. For example, using a public keyboard as a source for a particular media and using the
user’s own terminal as a sink for the same media. This confirms the author’s previous work
on making a separation between media sinks and sources.

In all scenarios throughout the questionnaire, the subjects were asked if they would like
the system to automatically add new resources or move sessions between resources, or if they
preferred to manually configure the system. In average, most people were negative regarding
making the system automatic. All (100%) subjects answered that they could not accept (in
all scenarios) any failures by the system.

Most sensitive were the users against automatically handling video sources. Several
questions in the forth scenario investigated different use of video, for example a video source
that follows the user. Given these results, it can be concluded that the users must be in charge
of the system, and be able to decide when it is suitable to use a particular media, such as
video. However, as mentioned in Subsection 6.4.3 it is important that the system is easy
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to use and do not introduce extra delay. To fulfill both these requirements it may still be
necessary to design a proactive system that automatically configures surrounding resources,
but the users should have the final word before executing a configuration decision.

6.4.4 Design Rules

This section summarizes the findings from the user study and important design rules that
should be followed when designing a working system:

1. The users should be able to easily switch back to their own terminals.

2. When selecting a cheaper media resource, the quality should not be worse than the
currently used resource.

3. As the users can not assess the sensitivity or relevance of a new conversation or message
in advance, new calls or sessions should always be handled through the users’ own
terminal before using a public resource.

4. The system should consider the privacy of all participants in the session and not only
the local user when selecting a new media resource.

5. The system should be able to give both the local and remote users feedback about the
risk of violating their and other user’s privacy when using a particular media resource.
The system should be able to determine possible privacy implications of each resource
based on the amount of information the resources expose to other people.

6. It should not be possible to derive privacy related information from the knowledge of
which resources are being used.

7. The system should be able to make a separation between media capturing devices and
media presenting devices.

8. The users must be in control of the system, and be able to decide if it is suitable to use
a particular media resource.

6.5 System Design and Implementation

This section presents a system design and an implementation which is meant to meet the
design rules in Section 6.4.4. Because the users want to be in control and want to be able
to influence the decision (design rule 8), a functional user interface was developed. As a
proof of concept the interface was incorporated with a commercially available e-meeting
system provided by Marratech [2]. Marratech is an e-meeting client which provides tools for
synchronous interaction including audio, video, chat, and a shared white-board. In addition to
the commercial client, there is also an experimental version running on Microsoft PocketPC
available, which was used as a platform to show an example of what the user interface
could look like. The rest of this section discusses this user interface and which technical
requirements would be needed to implement a working system.
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6.5.1 User Interface

Figure 6.6 shows two screenshots of the interface for ubiquitous communication added to the
e-meeting client running on a PDA. The user interface is divided into two components: the
information component 6.6(a) and the configuration component 6.6(b). The information com-
ponent shows the respondent’s communication capabilities, and the configuration component
shows the used and available resources as well information about the resources. In the later
the user can choose to use new available resources and discard currently used ones. In these
screenshots the two components are separated, but they can also be integrated into one unit,
or be adapted to the desired device in other ways, for example it could be accessed from the
system tray bar. There are several icons in the user interface, these are a loudspeaker (audio
sinks), a microphone (audio sources), a monitor (image sinks), a camera (image sources), and
a keyboard (input sources). All media resource types can be used separately from each other
(design rule 7).

(a) Information component. (b) Configuration component.

Figure 6.6: Two screenshots showing the proposed user interface.

Figure 6.6(a) shows the respondent’s media resources in the opened Video tab. Here, a
resource with an exclamation mark means the respondent is using a media resource which
can potentially violate the user’s privacy (design rule 4), e.g. a loudspeaker which makes it
possible for people to eavesdrop on the conversation. A media resource which is crossed over
means the resource is not available to the respondent. A squared, or pressed, media resource
means the respondent is currently using the resource and a resource which is neither of these
means the resource is available to the respondent but the respondent is not using the resource,
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Figure 6.7: Technical requirements.

e.g. in the screenshot the respondent has access to a microphone but is not sending any audio.
Note that the system does not reveal any details about the respondent’s media resources such
as the location or information about the equipment. This is done to limit the possibility to
derive information about the respondent’s whereabouts and situation (design rule 6).

When a new media resource is discovered, the information icon (shown in the top right
corner of Figure 6.6(a)) is replaced with an arrow icon (shown in the top right corner of Figure
6.6(b)). If pressed the configuration component is opened in a new tab, which is shown in
Figure 6.6(b). Here the user can use drag and drop between the used media resource layer
and the available media resource layer to activate or deactivate used resources. If the user
has chosen to switch from a mobile media resource to another more stationary one the user
can simply select the mobile resource again by dragging it back to the used resource layer
(design rule 1). By default only the resource recommended by the system is shown in order
to make it easier to use, but by pressing the icon in the information layer the user can select
other available resources. Note that an icon with an exclamation mark in the configuration
component means it does not meet the user preferences, e.g. it might be more expensive to
use than the user would prefer or it might risk the user’s privacy (design rule 5).

The information layer inside the configuration component shows information about the
quality (Q), privacy (P), and cost (C) parameters. These parameters are calculated by the
Media Resource Selection Algorithm and ranked in comparison to other available resources
of the same type. Rank 1 means it is the best, or equal, compared to other resources of the
same type for that parameter and a rank 2 means there is at least one other resource which is
more suitable, and so on.

6.5.2 Technical Requirements

This section suggest recommendations for technical requirements which need to be satisfied
in order to support the functionality offered by the user interface and the features identified
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in the design rules. These include resource discovery, mobility management, media resource
selection, and information distribution between Media Resource Managers. Figure 6.7 shows
eight steps (two steps can be done concurrently) that should be carried out before a new media
resource can be used.

The first step should be to detect new media resources and acquire information about
the user and the environment. Detecting new media resources can be done in various
ways, for example using SLP [90] or the UPnP protocol [91]. For detecting new media
resources and acquire information it is possible to incorporate the discovery mechanism into
a context-awareness platform e.g. Context Toolkit [50] or Context Fabric [48], which are
distributed information repositories containing information about the users, the resources and
the environment where they are present. The advantage of this solution is that all information
needed to make a decision or recommendation is gathered at one logical place.

The system should rank the resources of the same type (step 2) once a set of new media
resources have been detected. By using information about the media resources, such as
quality, privacy, and cost, and taking the user situation into account the Media Resource
Selection Algorithm would decide which media resource is most suitable for the user. For
example, based on the scenario, privacy might be more important and then the algorithm will
prioritize this parameter when suggesting a media resource. However, for new incoming calls
or sessions, the user study show the users prefer to use their own trusted terminal rather than
a public one because the uncertainty of the nature of the call or session. Hence, the system
should prioritize the user’s own terminals for handling incoming calls or sessions and then
offer the user the possibility to switch once the nature of the call is established (design rule
3). Using the user’s trusted terminal in public situations significantly simplifies the media
resource selection process and maintains user control (design rule 8). An alternative solution
would be to let all currently used terminals notify the user about the incoming call or session
and then let the user choose. However, this is not recommended for public terminals because
of the security implications (e.g. others can take the call instead).

When the Media Resource Manager has selected a media resource, it should update
the user interface, which is available for all terminals currently used by the user (step 3).
However, as each user interface must present consistent information, some mechanism is
needed to synchronize the status. One possible solution to this problem is either to implement
the Media Resource Manager as a centralized server that makes all calculations and updates
the user interface on each terminal or as a distributed system where a separate copy of
the manager runs on each terminal. Note that each user has his/her own personal Media
Resource Manager which is responsible for managing media resources on behalf of the user
and distribute information to remote managers representing the respondents (step 4).

By using the drag and drop functionality in the user interface, as described in Section
6.5.1, the user should be able to activate new media resources and start using them (step 5).
When this is done the new media resource should be configured for the current session (step
6a), e.g. the communication software should be started, and an appropriate communication
session should be joined. This can for examble be done by using Remote Method Invocation
in Java or some other Remote Procedure Call technique. At the same time as the media
resource have been configured and the communication is set up, the media streams produced
by the new media resources must be integrated into the communication session so that it looks
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like they originates from the same tool, i.e. make it look like the user is only using one tool
when the user is in fact using multiple tools (step 6b).

Finally, when the media resource has been configured and integrated into the communi-
cation, the Media Resource Manager should inform remote managers about the new media
resource (step 7), thus updating the information component in the respondent’s user interface.
This concludes the needed steps which should be carried out before a new media resource can
be used.

6.6 Discussion and Conclusions

In Section 6.1 the following research questions were stated:

1. How would users like to interact with a ubiquitous multimedia communication system?

2. Which design rules should be considered when implementing such a system?

3. What level of autonomy should be used to achieve a balance of simplicity and control?

4. What technical requirements must be satisfied by the system to achieve the desired user
interaction?

To answer the first research question the paper has presented a user study in form of a
questionnaire survey. This survey investigates user behaviour in different scenarios involving
ubiquitous multimedia communication. Most subjects were positive about using a mix of
media resources to get richer communication. The subjects were also in favour of switching
media resources to save money or to improve quality. Several design rules were derived from
the user study, listed in Section 6.4.4, which answers the second research question. However,
there were some concerns about usability, user privacy, and control.

The user study suggests that the user require control since system errors can have severe
consequences, such as an error which causes private information to be displayed to the
wrong recipient. However, the subjects also expressed that usability and simplicity were very
important. In relation to research question 3, the authors have proposed a solution to these
concerns which assists the user by suggesting appropriate media resources and configuring
these upon user request. This is a solution which balances autonomy and control in that it
performs automatic decisions in the background but leaves the activation up to the user.

In relation to the fourth research question, the authors suggested technical requirements
needed to develop a working prototype. These requirements include detecting new media
resources, selecting the most appropriate resources, updating the user interface for all
users involved in the communication, configuring the media resources, and configuring the
communication infrastructure. However, problems like dealing with delay when switching
resources has not been taken into account into this prototype. To reduce delay, the system
could be extended with support for proactive media resource configuration before the switch
occurs.

A central part of the system is the user interface. By using the user interface the user can
easily switch between media resources. However, no evaluation has yet been performed to
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see if the user interface fulfils the requirements on usability and simplicity. In addition, there
are still elements in regards to group communication which needs to be further investigated.
In group communication with multiple users there will be a diversity of used media resources
amongst the participants. Something which requires further research is what media resources
should be displayed in the information component as available and used resources when there
are multiple remote users in the session.

One concern identified in the user study which is not sufficiently addressed is when a user
wish to switch back to a mobile media resource after using a stationary one. In the presence
of several similar media resource there might be other available resources which outperform
the mobile resource. In the current version of the system this mobile resource might not be
suggested. A possible solution would be to introduce a mobility parameter in addition to the
quality, privacy, and cost parameters which are currently used to rank and select resources.

Because the user study serve as a basis for many of the results and conclusions in
this paper, it is important to discuss the reliability and the validity of the study. While a
questionnaire survey can be an effective method of gathering data at a relative small effort, it
is important that the goals are clear and the subjects understand the problems being studied.
To improve the reliability the subjects where chosen from a class in introduction to media
technology, which involves trying and evaluating e-meeting software. The subjects were also
shown a video which illustrated selected scenarios from the user study in order to put the
subjects in the right mindset, and to lower the difference between a real prototype and the
fictional scenarios in the questionnaire. Although the subjects were relatively young and
were all students, they have diverse background and are in many aspect possible users of
ubiquitous multimedia communication systems in the future. Thus, the authors believe the
results are valid and give a fair indication of how the users in general would like to interact
with such systems.

To sum up, the paper has presented a new way to utilize devices in the surrounding
environment in order to add functionality beyond the capabilities of today’s mobile terminals.
Important results of this paper include design rules and technical implications, as well as a
user interface for ubiquitous communication. Because these results are based on user needs
they can serve as a guideline for designing future ubiquitous multimedia communication
systems.

6.7 Future work

The next step is to improve upon current ideas, for example adding support for proactive
media resource configuration, and create a proof of concept prototype. The system should
also be adapted to more platforms, such as mobile phones, in order to make deployment
simpler. Finally, the prototype should be evaluated with real users, which will reveal the
extent of the privacy concerns mentioned in this paper.
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Abstract

The paradigm of wearable computing aims at providing unobtrusive communication for users
involved in real-world tasks. At the same time, current research trends in networking and
multimedia envision ubiquitous multimedia communication where users can seamlessly meet
and communicate anytime, anywhere, and via any device. Combining wearable computing
and ubiquitous multimedia communication can be used to achieve this vision, and enable
richer communication via a more lightweight wearable computer. When implementing such
a system it is important to minimize configuration efforts required by the users to avoid
disrupting the user’s primary task, which is often of physical and cognitively demanding
nature.

This paper presents a framework which enables users of wearable computers to commu-
nicate using the most beneficial communication resources while reducing the configuration
efforts. The framework consists of four components; the Information Repositories which
form a distributed database, the Personal Communication Management Agent which makes
configuration decisions, the Remote Control User Interface which is a protocol which enables
customizing user interfaces for specific devices, and the Mobility Manager which switches
between resources. These components combined makes a dynamic wearable computer
possible, which can be tailored to current communication tasks. The paper presents an
analysis of the number of messages required for these components to interact with each
other, based on the number of users and resources available. The paper also analyses the
bandwidth requirements of the current implementation.

As a proof of concept, a working prototype has been built by integrating the framework
with a commercially available e-meeting application. This prototype demonstrates how to
use the framework to improve multimedia communication on a wearable computer in a real-
world scenario. A user study presented in this paper shows that the prototype simplifies the
work for nurses at a local nursing home, ultimately saving time which can be better spent on
their patients. The result is a system enabling nurses to choose a lightweight alternative to a
previously used wearable computer with the same purpose.
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7.1 Introduction

The proliferation of mobile and wearable computing devices over the last decade have led to
an increasingly nomadic computing lifestyle. At the same time, research has been conducted
on allowing the users to seamlessly utilize equipment and communication software in smart
rooms or in the environments to improve communication. Therefore, it is natural to envision
wearable computers which can use resources in the environment to adapt to user needs, and
enable supportive communication when performing primary tasks in the real world.

Current research trends aim at supporting the users and enable seamless ubiquitous
communication anytime, anywhere, and via any device. As an extension to these ideas, a
user should preferably be able to utilize equipment in the environment to create a dynamic
wearable computer. The purpose of such a system would be to provide unobtrusive support,
which in combination with rich communication could improve user experience, save time
and increase efficiency. For example, the user would have access to information specifically
related to the current task, and be able to discuss this with experts at remote locations. The
diversity of tasks requires the wearable computer to be modular and easy to adapt to different
situations, both in terms of functionality provided as well as resources used. The user would
be empowered1 with the choice of which resources to use, to pick up only those needed for
the task at hand, avoiding cumbersome or unnecessary equipment.

The work presented in this paper aims at combining ubiquitous computing with wearable
computing to create a dynamic wearable computer. The dynamic wearable computer is
dynamic in a sense that it can use resources in the environment, as well as resources that
the user decides to bring along. This could include typical wearable devices such as head-
mounted displays, as well as stationary devices such as monitors and cameras found in the
environment. Ultimately, this allows communication services to become more adaptable to
user needs both in terms of functionality, quality, and cost. For example, the user can talk in a
mobile phone and be able to add a shared whiteboard function to the communication session
when entering a room where a computer running an e-meeting2 software is available.

Switching between resources should be made as transparently and unobtrusive as possible
as the user is involved in primary tasks in the real world. The user should not have to
manually reconfigure the wearable computer to suit a different task. Instead, it should be
handled simply and intuitively to relieve the user from unnecessary distractions. In addition,
the user should be able to move around even if the system itself is distributed, and the
information about the user, the resources and the environment should accompany the user
and be integrated into new environments. To make this possible and implement a dynamic
wearable computer, several research problems need to be solved.

What functionality is needed to transparently combine and switch between resources
carried by the user and those available in the environment?

1The term “empowerment” denotes having the right to make one’s own choices and having the ability to act on
them.

2The term "e-meeting" denotes a group web conferencing session which can include video, audio and chat among
other media. Rather than requiring a dedicated meeting room, e-meetings can take place from the user’s desktop and
be used for either formal or informal communication.
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What functionality is needed to automatically configure resources to be used in the
dynamic wearable computer?

How can the distributed information storage infrastructure be designed to provide easy
access to information and support the decision making process?

This paper presents a framework which adresses the aforementioned problems, and builds
on ideas from previous research [84, 92, 93]. The purpose of the framework is primarily to
assist designers to develop ubiquitous communication systems. As an example, the paper
presents a proof of concept prototype which was deployed in a nursing home to support
nurses with their work.

The rest of this paper is organized as follows. Section 7.2 gives a brief introduction to
previous work related to ubiquitous multimedia communication. Section 7.3 presents the
framework, followed by Section 7.4 with an evaluation of the implementation and proof
of concept prototype tested in a real world scenario. Finally, in Section 7.5 the paper is
concluded with discussion and pointers to future work.

7.2 Background and Related Work

Over the last decade, wearable computing has been used to augment human abilities
in various domains, for example in healthcare [94], inspection tasks [95], and military
operations [96]. While wearable computing can be used for solving a wide range of
problems, this paper concerns mediated human communication such as having a remote
expert providing guidance to field workers solving a real world problem. Previous work
by the authors [93] exemplify how e-meetings through a wearable computer can be applied
to share knowledge and increase the capability of the field worker, as well as how such
e-meeting systems can be prototyped for a health care setting [97]. This paper improves
this concept further by allowing the field worker to utilize resources in the surrounding
environment, to provide richer communication through new media.

Although there has been much research, e.g. [46, 48, 51], conducted on isolated
parts of e-meeting systems, little research has been done to combine all these parts into
a coherent and functional framework which can be used to create a dynamic wearable
computer. For example, early work by [45] presents a framework for mobile and ubiquitous
access to multimedia services. Although the idea is very similar to the one proposed in
this paper, it lacks several important functions needed to create a working system. This
includes functionality to automatically configure resources, such as information management
or components for making decisions on which resources to use, based on the needs of the
user. Moreover, it focuses mainly on general multimedia services, whereas this paper focuses
on mediated human communication.

Context-awareness is a widespread approach to customize applications, and provide users
with an increased service value. Pioneer work in this field includes the Active Badge system
[42] which improves channel selection through autonomous routing of phone calls to the
phone nearest the user. Aura [98] is a general purpose architecture which tries to utilize
resources in the user’s environment to give the user access to desired tools, while simplifying
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the configuration tasks needed by the user. However, even though Aura is an interesting idea,
it relies on advanced artificial intelligence which makes it hard to deploy in reality. Recent
research in this area focuses on specific scenarios, such as the EasyMeeting system [99]
which tries to provide relevant services to speakers and the audience in an auditorium. For
example, automatically handling an overhead projector during a presentation. Similar to the
EasyMeeting architecture, the framework presented in this paper employs context-awareness
and ontologies to improve communication, although it does not restrict itself to one isolated
smart space but allows users to utilize resources as they move around.

Regarding switching between resources, several mobility management architectures
[46, 80] have been proposed in the literature. For example, the Mobile People Architecture
[46] performs person-level routing through a proxy to let users communicate from any device,
network, or application. Similar functionality can be implemented by using the Session
Initiation Protocol [47]. In general, these architectures require user interaction to change
device. Moreover, they can not handle the aggregation of multiple devices, for example
transparently combine a mobile phone with an e-meeting.

The major contribution of this paper is a framework that combines mobility management
with context-awareness to create a dynamic wearable computer for mediated human commu-
nication. Another contribution is a formal evaluation of the implementation and a proof of
concept prototype used in a field test. All parts of this paper are unpublished, except for the
media resource selection algorithm mentioned in Section 7.3.2. The next section describes
the framework further and the functionality needed to build a dynamic wearable computer.

7.3 The Ubiquitous Communication Management
Framework

To be able to conceptually handle aggregation of multiple communication tools, a model for
ubiquitous multimedia communication was introduced in [84]. An essential part of this model
are the terms media source and media sink, which are used to encapsulate media devices of
the same type and make comparisons, thus increasing the flexibility by increasing the user’s
selection of media resources. In short, a media source is an abstraction of a media-capturing
hardware device, such as a camera or microphone and the software that generates the media
stream. Similarly, a media sink is an abstraction of a media-rendering hardware device such
as a loudspeaker or a display and its accompanying software, which is used by the device to
receive the media stream. The term media resource is henceforth used instead of the term
communication tool to denote either a media sink or a media source.

Figure 7.1 illustrates an overview of the framework, which consists of four components
needed to configure and manage media resources; the Information Repositories, the Personal
Communication Management Agent, the Remote Control User Interface, and the Mobility
Manager. The Information Repository component is a distributed database containing
information about the system and the users. This information is collected by several sensors
which publish information to the information repositories. The Personal Communication
Management Agent, henceforth denoted as the agent, is an agent with the purpose of finding
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Figure 7.1: Overview of the framework.

and selecting media resources for satisfying the user needs. This is achieved by traversing
information in the information repositories and observing when the state of the system
changes, for example when a user moves to another location. When a new media resource
is available the user is notified through a Remote Control User Interface, which is a user
interface that can easily be customized for specific devices. The agent configures theMobility
Manager if the user decides to use a new media resource. The manager then migrates
media streams between media resources so these can be used together in a dynamic wearable
computer.

For example, if the user is talking on a mobile phone and enters an office with an e-
meeting system running on a desktop computer, a location sensor updates the user’s current
position to the information repository component. The information repository component
then notifies the agent which starts searching for potential media resources registered to the
information repositories. If it finds a better media resource, i.e. the media resources provided
by the e-meeting system, it notifies the user via the remote control user interface, allowing
the user to accept the switch to the media resource. Assuming the user want to switch, the
mobility manager then redirects the audio stream from the mobile phone to the e-meeting
system, or integrates the mobile phone together with the resources provided by the e-meeting
system in case the user wish to keep the mobile phone for communication but take advantage
of other media available in the e-meeting.

The remainder of this section presents the framework components in more detail,
starting with the information repositories. This is followed by a description of the personal
communication management agent, the remote control user interface, and the mobility
manager.
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7.3.1 Information Repositories

In order for the agent to search for information and select which media resource to use, the
information needs to be obtained from several sensors and organized to be interpretable by
the agent. This means that information needs to be represented with limited variable types
and quantified where applicable so it can be utilized by simple rules. For example, by using
predefined variable types and structuring information repositories internally in a well defined
manner, it is possible to create rules based on information about the user’s needs, available
resources and their capabilities, and the environment. One way of managing this information
is using ontologies3.

Ontologies

Over the years, several standardized ontologies have been proposed to make it easier to
implement management functions and integrate independent systems. For example, the IETF
Management Information Base [100] provides a set of specifications defining how a device
or service can be managed. Another standard, the Standard Upper Ontology [101], provides
a general ontology that can be used to construct more specific domain ontologies (medical,
financial, engineering, etc.).

The ontology used in this paper divides information into three different domains, each
which contains relevant information about its domain. These domains are theMedia Resource
Information Repository, the Environment Information Repository, and the User Information
Repository. To be able to process the stored information there is a specified list of attributes
and variables which can be stored and accessed; each domain has its own list.

The first domain, the media resource information repository, contains relevant contexts
about a single media resource. The list of attributes and values in this domain is specific
to each resource type, e.g. video source and sink, audio source and sink, and input device.
For example, an audio source might include information about sampling rate and used audio
codec, and a video source could include resolution or other relevant information about the
video codec.

The second domain, the environment information repository, contains links to the
information repositories of all media resources which are located in the environment. It also
contains contexts about the environment which might help describe the situation a user is
currently in. This could include information about other people in the environment, about the
purpose of the environment (e.g. office, conference room, bedroom, bus transportation, etc.),
and other aspects about the environment itself, such as temperature and noise level. Finally,
if the environment exists as a part of a larger one or if the environment has a sub-environment
and these have their own information repository there would be a link to these as well.

The third domain, the user information repository, contains contexts about a user, the
user preferences, and user defined rules. It also contains links to environments’ information
repositories where the user is currently active, and to used media resources’ information

3An ontology is a formal description of a specific domain that enables computers to process information related
to the domain. It is a network of relationships that are self-describing and used to track how items or words are
related to one another. It consists of concepts, relationships, and axioms in relation to the specific domain.



Enabling Multimedia Communication using a Dynamic Wearable Computer 133

repositories. There are also links to the respondents’ user information repositories, which
can be used to see what media resource types the respondent is using, and what other media
resource types are available in the respondent’s environment. If any of the respondent’s used
media resources are a privacy risk to the user, the user is notified. However, the respondent’s
information repository does not necessarily provide access to other contexts stored about the
respondent, such as if the respondent is busy, the respondent’s location, etc. Such contexts
about the user are primarily used to determine the user’s communication needs, but can of
course be used for other services if approved by the user.

The information which is stored in the information repositories are tuples containing raw
data and an associated key. As an information repository can contain a large amount of
different tuples, it is important to make abstractions in order to make it easier for users to
configure the system and to provide the means for computers to compare media resources of
the same type to each other. This was done in [84] by using three abstractions: cost, privacy
and quality. As the list of all permitted contexts for each media resource type is known by the
system it is possible to create an algorithm which weighs the contexts for a media resource
and create indexes for each abstraction. Once the quantified abstractions are calculated it is a
simple task to compare other media resources of the same type with each other.

Data Storage

So far ontologies for managing data have been discussed. However, storing and accessing
data is just as important, which presses the importance of a context-storage infrastructure
with query-possibilities. This infrastructure needs to be flexible and able to handle a large
amount of data, it should also be easy to administrate and manage. There are already several
systems for storing and accessing data, such as centralized databases, or centralized context-
awareness platforms [49, 50]. Although these are generally good at handling much data, they
can be hard to administrate as administrators must grant permissions to everyone contributing
with information. These also introduce a single point of failure, and can introduce delay if
it is topologically far away from the access network being used. However, current research
is moving towards decentralized solutions for privacy and scalability reasons [48]. Another
solution is to implement it using a distributed hash table such as CAN [102] or Chord [103].

No matter which storage infrastructure is used there are some crucial issues which need
to be addressed. Ubiquitous services often require fine grained access control, ubiquitous
communication is no different. This access control can be based on identity or different
contexts. For security and privacy reasons it needs to be clear to the user which information
is being shared with other users and which information is only used for access control or
used for the system’s decision making process. The storage infrastructure should also be
self-managed, meaning sensors would be able to publish information to the system which
would cause the system to update, for example links to other information repositories are
updated when the user moves to another location. It is also important to be able to access the
correct information repository as it is likely there are many different in the area.

One way of dealing with access control is to arrange media resources into groups, where
only group members can use the media resources. Another way is the principle of locality
[82]. Locality means that the user is only allowed to use devices which are nearby the user, for



134 Enabling Multimedia Communication using a Dynamic Wearable Computer

Information

Information

User Information Repository

(e.g Information 

about Mikael)

Media Resource

Information Repository

(e.g. a HMD)

Environment

Information Repository

(e.g. Mikael’s office)

Media Resource

Information Repository

(e.g. a keyboard)

Media Resource

Information Repository

(e.g. a office phone)

Sensor

SensorSensor

Sensor

Information

Information

Information

Figure 7.2: Information Repositories.

example in the same room. Locality makes sense not only for reasons of usefulness but also
when considering privacy. Without the principle of locality, cameras and other media sources
could be used as remote surveillance devices, thereby introducing a large risk of violating
other people’s privacy. Locality also ensures that media sinks are not used without the
receiver’s permission, thereby protecting the receiver from unwanted interruptions. However,
there are two issues which need to be considered when applying the principle of locality. The
first is what is to be considered as close enough, and the second is how to verify the location of
the user and the media resource. Even if the principle of locality is useful, it is not necessarily
true that a user should have access to all nearby resources. This further decreases the number
of relevant resources to those nearby the user which are not busy and which the user has
permission to access.

The storage infrastructure used in the proof of concept implementation (see Section 7.4)
is a tree-based structure as depicted in Figure 7.2. In the case where information repositories
are distributed to different computers a global directory service is used to keep track of
links to other information repositories. When a sensor has new information to publish, it
is automatically directed to the correct information repository with the help of location or an
identification key which is associated with a media resource, an environment, or a user. When
the agent subscribes to information in an information repository it is automatically notified
when new information is published. In case a new information repository becomes available
the agent is also notified and can access this new information to take appropriate actions.

Sensors

The information that is published to the information repositories can come from many
different sources. A naming service which maps a user’s current location to a new
environment with a information repository could be one, another could be knowing a user is
actively typing on a keyboard in the office, and then there are of course the more conventional
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sensors, such as location sensors, activity sensors, etc. For a sensor to be used with the
information repositories it must provide at least one of the attributes or variables which
is supported by the system. Each of these attributes or variables has its own standard
format which the sensors much comply with. However, as most existing sensor systems
are not compatible and does not support the information repositories, some methods are
needed to integrate existing sensors. This can be done by either modifying existing sensor
implementations or by encapsulating them.

7.3.2 Personal Communication Management Agent

As mentioned in Section 7.3.1 information of the user’s situation and needs, the available
resources and their capabilities, as well as information about the environment are used to
make media resource selection decisions. This information is accessible from the different
information repositories but still need to be processed. Because the information repositories
only allow certain attributes and variables and as these are known by the agent, rules can be
formed which utilizes the information. This is done by the media resource selection algorithm
which decouples the problems involved in the selection process in three parts: abstraction,
reading and processing of user preferences, and notifying the user. Each part will be described
in further detail in this section.

In order to make the actual resource selection the agent first needs to make a few
abstractions, such as the quantifiable variables mentioned in Section 7.3.1 (cost, privacy, and
quality), and a mobility abstraction. The mobility abstraction is a new addition since previous
work presented in [84] and is a measurement which signifies how mobile a media resource
is, for example a mobile phone is portable and lets the user move around while a stationary
computer is not. There is also a non quantifiable abstraction which is the scenario-detection.
This abstraction is used to determine which situation the user is currently in.

The situation description gained from the scenario-detection abstraction can be quite
advanced and detailed. With the advanced rule sets and access to enough information the
scenario-detection would be able to determine subtle differences in which situation the user is
in. This would make it possible for the user to configure the behaviour of the media resource
selection in more detail, for example specify what should happen in specific locations, or
how the system should behave when the user is performing certain actions. However, as
mentioned in [104] the more detailed configuration and complexity, the more sensor data
is needed and thus making it more difficult to deploy. Therefore, at current state, based
on previous work from [92], only three different scenarios are detected: home, office and
other, where other is considered as any public place. These abstractions are very granular and
describe a location rather than a complete situation. However, with such granular abstractions
it is easy to determine the situation with few sensors which make it easier to deploy. It is also
easy to add rules if more detailed scenario-detection is desired.

Because only three different scenarios exist it is also relatively simple to create different
rules for how the quantifiable abstractions should be calculated in the different scenarios.
Here the user can also add preferences in the corresponding user information repository,
for example if privacy should have precedence over cost in office scenarios. The indexes
which are assigned to the media resources are relative to each other, meaning the resources
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are assigned indexes in ascending order, starting from one, based on which resource is best
for a given abstraction. The decision to determine which resource is best is based on the
information stored in the media resource information repositories. For example, for a video
camera it would be appropriate to compare frame rate, image quality and placement if there
are more than one video camera available.

When the abstraction creation part is done the algorithm can use the user preferences,
located in the user information repository, to weigh together the different abstractions. These
preferences will affect which resources are suggested to the user when there are several
to choose from. The scenario-detection abstraction helps decide which of the different
preferences is applicable in a given situation and from here it is a rather simple procedure
to select an appropriate media resource as the remaining variables are ordered in ascending
order and a user preference exist. If desired, it is possible to create more complicated rules
which take several factors into account although this will also make it more difficult for the
user to configure the system.

The user needs to be notified when the algorithm has selected a new media resource. This
can be done in several different ways, however one matter which needs to be considered is
that a user can utilize different resources with different capabilities. This means the way in
which the user should be notified may differ as well. One way to solve this problem is using
a remote user interface, meaning the actual user interface is specified by the resource which
presents it. To send new information to the remote user interface the agent can send messages
and events through a specified protocol to the remote user interface, which is described in
further detail in the following section.

7.3.3 Remote Control User Interface

The Remote Control User Interface runs as an application on the user’s personal device. The
purpose of the application is to present available media resources to the user, and enable the
user to select which ones should be used. The application can also receive suggestions from
the agent that a certain media resource should be used, so that the user interface can guide the
user in selecting the most appropriate resource. The suggestions are computed by the agent
based on the user’s current context, and involves taking quality, mobility, privacy concerns,
and potential costs of using a resource into account. As the application only marks these
suggestions in the user interface and does not automatically select them, the user is still in
charge at all time and can override any faulty or improper suggestion from the agent.

When the agent finds that a media resource has been added or removed in the user’s
current information repository, it sends a message to the application that adds or removes
its corresponding representation in the user interface. In a similar manner, when the agent
has computed which media resource is the most appropriate to use given the user’s current
context and situation, it sends a suggestion event to the application which emphasizes this
in the user interface. These add, remove, and suggest operations are all generic and kept
independent of the actual implementation of a user interface, meaning that different personal
devices can have different types of interfaces based on their capabilities.
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In order to have as few requirements on the user’s personal device as possible, the concept
of UI remoting [51] is employed. This means the user interface is loosely coupled to the
underlying functionality with a minimum of signaling between them. It also means one
user interface can be replaced by another user interface, yet still be able to control the
same functionality. For example, a handheld computer can employ a simple graphical user
interface, while a mobile phone can have an audio only interface with speech control. An
application running on a wearable computer could in turn employ a different kind of user
interface, utilizing everything from an ordinary GUI to gesture control and implicit user
interaction to make the selection. In Section 7.4.7 an example implementation of a remote
control application is presented.

Internally, when the user selects a certain media resource in the user interface, the
application sends a message to the agent informing it about the request. The agent in turn
notifies the mobility management gateway to configure the media resource for use. Feedback
is given explicitly by the user interface to mark which resources are being used, and the user
will also notice this implicitly by seeing the resources activated — e.g. a video stream moved
from the user’s head-mounted display onto a nearby TV screen.

7.3.4 Mobility Manager

To be able to switch to a selected media resource, a mobility management protocol is needed
to redirect incoming and outgoing media streams to new media resources. In addition, media
streams produced by new media resources must be integrated with the communication system
being used, so that it looks like the media streams originate from the same user. For example,
in a group communication system like Marratech [2], the user should only be given one
identity, and be able to seamlessly switch to another media resource while communicating
with another user.

Mobility management in general can be divided into several subclasses. The most
researched class so far is host mobility, which refers to preserving an active communication
session while switching between network interfaces. Another class of mobility called
session mobility refers to maintaining an active session while switching between devices or
communication services. In contrast to host mobility, session mobility aims particularly on
suspending a session and then resuming the session on another device. It can be viewed as a
subproblem of personal mobility which aims at providing access to services from anywhere,
anytime, by using a personal identifier.

This paper focuses specifically on how to provide session mobility for RTP-based
communication systems. Figure 7.3 shows two major approaches, which are both supported
by the framework. The first approach, as depicted in Figure 7.3(a), is to implement mobility
support in a proxy or gateway running in the network similar to the Personal Proxy proposed
in the Mobile People Architecture [46]. Session mobility support can then be implemented by
forwarding incoming and outgoing traffic via the Personal Proxy and transcode intercepted
packets. For certain IP telephony gateways, the Megaco protocol [105] can be used for
initializing and managing connections.
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Figure 7.3: Two ways of implementing mobility support.

The second approach of implementing mobility support is to add support directly to media
resources as depicted in Figure 7.3(b). One solution to this approach is to use the re-INVITE
function available in the Session Initiation Protocol [47] to reestablish the communication
after switching to another media resource. For example, when a user switches to another
media resource, the new media resource sends a re-INVITE message to the media resource
which the old media resource was connected to. Another solution is to implement an
application-level router in each media resource, which redirects media streams to different
media resources used by the users.

Independently on how mobility support is implemented, the agent must be able to
configure the used mobility protocol. If mobility support is implemented in media resources,
the agent must be able to tell all media resources how to reestablish the communication
and handle different streams. Similarly, if it is implemented in a gateway, the agent must
be able to tell the gateway how to transcode different streams. In the framework, this task
is performed by the mobility manager. The mobility manager maintains an internal database
called the media resource table, which contains information on how to handle different media
streams. The following two subsections discusses in more details how mobility support can
be implemented, and what kind of information that must be stored in the media resource
table.

Handling mobility support in a media gateway

In RTP-based communication systems, every media stream is assigned a unique identifier
called synchronization source identifier (SSRC). In addition, every user is assigned an
identifier called canonical name (CNAME), which is used to map several SSRC to a particular
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user. Hence, a simple solution to implement mobility support is just to use the same CNAME
for every media resource belonging to a particular user, assuming the clients can select which
media stream to present and block streams from inactive media resources. This will be further
discussed in the next subsection. Configurable RTP translators in the gateway can be used
to switch media streams without modifying the clients, if they can not select which media
stream to present. In this case, the media resource table needs to contain information about
which streams to use for every user in the session.

The main advantage of implementing mobility support in a gateway is mainly that the
communication tools providing the media resources can be kept unmodified. The gateway
can even transcode media streams to provide interoperability between otherwise incompatible
tools. However, a potential drawback is that additional delay may be added as the streams
must be triangularly routed via the gateway instead of directly to the clients, assuming the
mobility gateway is not integrated with another gateway required by the communication
system.

Handling mobility support in media resources

An alternative solution to handle mobility in the gateway is simply to modify the graphical
interface provided by the media resources and select which streams should be active for
each user. For example, notify a video sink which stream to present or decide which video
component to show. In order to avoid inconsistency, this method requires all applications
to be synchronized and have a common view of how the system is configured. One way of
synchronizing the applications is to have a distributed protocol and replicate configuration
settings. In the framework this is done by letting each media resource have a separate
copy of a shared media resource table containing mappings between user identifiers and the
CNAMEs of active components or streams. As only the agent updates the media resource
table, synchronization can be implemented simply by transfering a new media resource table
to the mobility manager located in the media resources, or letting the mobility manager fetch
a new media resource table themselves.

The main advantage of implementing mobility support directly in media resources is that
it does not require a central server for processing incoming and outgoing media streams.
Another advantage is that it does not require special RTP translators or special codecs.
However, there are two drawbacks of handling mobility in media resources that should
be emphasized. The first drawback is that the communication tools containing the media
resources need to be modified, which may not always be possible. The second drawback is
that several messages must be exchanged between media resources in order to synchronize
the media resource table. This issue will be further investigated in the next section.

7.4 Evaluation

The framework described in Section 7.3 has been implemented and can be used for assisting
developers to design ubiquitous communication systems. It follows a modular design to
allow more advanced systems to be developed in the future. For example, the algorithm for
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selecting media resources can easily be replaced by upgrading the agent. The framework
is also designed to allow different components to be loosely coupled. That is, different
components can run on separate hosts and be dynamically added or removed in runtime.
This is necessary to be able to support multiple users and be able to switch between
media resources residing on different hosts. This section describes how the framework is
implemented, analyses its complexity and bandwidth requirements, and describes the proof
of concept prototype used in the nursing home scenario.

7.4.1 Framework Implementation

The framework4 is implemented in Java to be platform independent, which makes it possible
to run on a wide range of platforms, including some mobile terminals. It provides a set of
API:s which can be used to adapt multimedia communications systems so they can be used
as media resources, this includes getting access to the media resource table mentioned in the
previous section, and register communication tools to information repositories so that they
can be discovered by the agent. It also provides API:s to specify parameters in the media
resource selection algorithm to make it more accurate. It is also possible to use the API:s to
develop sensors and integrate them with the framework. In addition, API:s are provided for
developing remote control user interfaces customized for a specific device.

To allow the components to communicate with each other, the framework provides an
event notification service, which allows components to interact by sending and receiving
event messages. In the current implementation, the event messages contain information about
modified tuples, sensor data, or media resource tables, but can also be extended to transfer
other information. By registering to a specific component, a component can receive event
notifications when the status of that component changes. For example, the agent can register
to an information repository and be notified when a particular tuple is modified, thus making
it possible for it to react to changes such as when a user moves to another location.

The event notification system is implemented using RMI (Remote Method Invocation),
which is Java’s approach to Remote Procedure Calls. By using RMI a Java object can
invoke methods on a remote object as if it was created locally. RMI is implemented using a
mechanism in Java called object serialization, which is used to to marshal and unmarshal
method parameters when invoking a method on a remote object. However, as will be
discussed in Section 7.4.3, object serialization can result in extra bandwidth utilization, thus
limiting the scalability of the system. The rest of this section discusses different operations
provided by the framework in more details and investigates the complexity of each operation.

Operations

The framework provides five categories of operations, which are needed to discover and
switch to new media resources.

add/remove/get information repository The first category is used to setup, dispatch, or
aquire information repositories. In the current implementation, every communication

4Binaries and source code can be downloaded from http://media.csee.ltu.se/ johank/ucmf/

http://media.csee.ltu.se
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tool is responsible for setting up their own media resource information repositories.
Environment and user information repositories are created statically. To be able to
remotely access information repositories, every information repository is assigned an
unique identifier and registered to a global directory service.

publish sensor data The second category is used by sensors to publish information to
information repositories, i.e. add or update tuples in information repositories.

change location The third category is used by location sensors to link information reposi-
tories to other information repositories. This operation is similar to the publish sensor
operation, but causes the agent to search for new media resources.

update remote control user interface The fourth category is used to notify the user about
discovered media resources and let the user decide if it should be used or not.

change media resource The last category is used to synchronize media resource tables
located in the mobility managers in order to allow the user to carry out a switch to
another media resource.

Figure 7.4 shows a sequence diagram illustrating interactions between components when
adding a tuple (publishing sensor data), which cause the system to switch to a new media
resource. After a sensor has added or updated a tuple in a particular information repository
(e.g. a media resource information repository), a information repository event is generated,
which is later received by the agent. The agent then compares the affected media resource
to investigate how it perfoms in relationship to the currently used media resource. This is
done using the media resource selection algorithm described in Section 7.3.2. If the agent
found the media resource to be better it generates a suggestion event, which is sent to the
remote control user interface to consult the user. If the user accepts the new media resource,
a response event is sent back to the agent. If the user accepts the suggestion, the agent sends
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a media resource event to the all registered mobility mangers, which makes sure all media
resource tables are synchronized.

Figure 7.5 shows a similar sequence diagram as the one just discussed, but shows
interactions between components when re-linking a user information repository to another
environment information repository. In this case, a location sensor updates the tuple in
the user information repository containing the link to the current environment information
repository, which causes a information repository event to be generated. When the event is
received by the agent, it accesses the new environment information repository to get a list
of references to all media resource information repositories registered to the environment
information repository. It then traverses all media resource information repositories to
find out information about the new media resources, and uses the media resource selection
algorithm to calculate which one is best to use. Given the results from the selection process it
generates a suggestion event to the remote control user interface, and updates remote media
resource tables as previously described.

As the framework requires several messages to be exchanged between components, it
is important to analyse how the total number of messages increases when the number of
users and available media resources increases. It is also important to be aware of how much
bandwidth these messages will consume as that limits the scalability of the system. For
example, as will be investigated later in this section, the bandwidth overhead introduced
by the event messages directly limits the total number of sensors that can be attached to
a information repository. The next subsection discusses these issues in more details and



Enabling Multimedia Communication using a Dynamic Wearable Computer 143

analyses the message complexity of each operation and bandwidth overhead implications of
the current implementation.

7.4.2 Message Complexity

Message complexity can be defined as how many signalling messages are needed to perform
a specific operation. Table 7.1 summarizes the number of messages that needs to be sent per
operation and user. The first column in the table shows the number of messages that needs
to be sent if all components run on separate hosts. The second column shows the number
of messages that needs be sent if all information repositories, the directory service, and the
agent run on the same host, and the third column shows the number of message that needs to
be sent if all sensors, all information repositories, and the agent run on the same host.

The complexity of the add information repository operation depends on how the directory
service is implemented and if the information repositories are running on one host or
distributed over several hosts. In the current implementation three messages need to be
sent. The first two messages are sent to get access to the directory service, which is also
implemented using RMI. The third message registers the new information repository to the
directory service. Note that zero messages need to be sent if the directory service and all
information repositories run in the same virtual machine.

Table 7.1: Minimal number of messages required per operation.

Operation Separate hosts Info. Rep.+Agent Alla

Add information repository 3 0 0
Remove information repository 3 0 0
Get information repository 4 0 0
Publish sensor data 2 1 0
Change location 4 2 m 1 0
Update Remote Control UI 2 2 2
Change media resource 1 u 1 u 1 u
Change media resource (GW) 1 1 1

aAll except media resources.

In the table, m is the total number of media resources attached to a specific environment
information repository, and u the total number of users. As can be seen, all operations except
the change location and the change media resource operation are O 1 . The complexity of
the change location operation is dependent on the number of media resources registered to
an environment information repository, and is therefore O m . This is because the agent
needs to traverse all media resource information repositories in order to obtain information
about them. The geographical area that an environment information repository represents
may of course differ, but if the geographical area is small it is unlikely that m is significantly
large. Therefore, the change location operation is in reality an inexpensive operation in terms
of message complexity. The complexity of the change media resource operation on the other
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hand depends on how session mobility management is implemented. If mobility management
is implemented in a media gateway, only one media resource update event needs to be sent.
However, if mobility management is implemented in the media resources, media resource
events need to be sent to all media resources connected to the session. This operation is
O u as update messages must to be sent to every user, and can thus be expensive if there are
many connected users and the message size is significantly large. Note that sending a large
amount of messages may not only result in increased bandwidth overhead, but can also result
in decreased user perceived performance if it takes long time to complete an operation.

As can be seen in Table 7.1, the total number of message can be significantly reduced
if the components run together in the same virtual machine. For example, it would mean
the number of messages needed to publish sensor data can be reduced when the sensor runs
together with the information repository, or the events generated by the information repository
can be reduced if parts of the agent run together with the sensor. However, it may not always
be possible to run all components in the same virtual machine. For example, several sensors
that measure jitter in different media resources can not run on the same machine because the
media resources normally run on different hosts. Hence, a good design rule is to try to locate
an information repository close to the actual sensor that publish data to it.

7.4.3 Bandwith Overhead

Bandwidth consumption was measured using Ethereal [106] and includes IP and TCP
headers. Table 7.2 summarizes bandwidth required to execute different operations. The data
presented in the table are average values from 30 runs using a Intel Pentium 4 (3.4 GHz)
computer running on a Linux 2.6.12 kernel.

Table 7.2: Bandwidth consumption per operation in kB.

Operation Separate hosts Info. Rep.+Agent Alla

Add information repository 5 0 0 0
Remove information repository 5 0 0 0
Get information repository 4 9 0 0
Publish sensor data 5 3 5 3 0
Publish sensor data (keep-alive) 0 3 0 3 0
Change location 9 3 3 8 m 5 3 0
Update Remote Control UI 8 0 8 0 8 0
Change media resource (all) 26 1 2 0 u 26 1 2 0 u 26 1 2 0 u
Change media resource (diff) 26 1 15 1 u 26 1 15 1 u 26 1 15 1 u
Change media resource (GW) 41 2 41 2 41 2

aAll except media resources.

As can be seen, using RMI to implement the event notification is quite expensive in
terms of bandwidth overhead. One reason is that the current implementation is not optimally
implemented as some supplementary remote calls are executed to implement the change
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location and the change media resource operation. Although it was not as efficient as it
could be, it was deemed appropriate to perform a bandwidth measurement of the framework
as it was deployed in a real scenario.

In the table, two versions of the publish sensor data operation are presented. The
difference between the publish sensor data and the publish sensor data (keep-alive) version
is that the connection to the information repository is not dropped in the keep-alive version.
Using keep-alive significantly reduces the bandwidth overhead. In the table, three versions of
the change media operations are also presented. In the first version, change media resource
(all), a separate copy of a media resource table is copied (serialized) to all clients. In the
second version, change media resource (diff), only the differences between the old and the
new media resource table are sent. As can be seen, only sending the difference is much more
efficient in term of bandwidth consumption compared to sending the whole table. In the
third version, change media resource (GW), mobility management is implemented in a media
gateway. In this case, only two messages need to be sent, which is the best solution in regards
to signalling bandwidth overhead.

Table 7.3: Number of sensors on a 10Mbit network.
Update frequency 10 Hz 5 Hz 1 Hz 0.1 Hz

No keep-alive 24 48 241 2415
Keep-alive 426 853 4266 42666

Using Table 7.2, it can be calculated how many sensors that can maximally be attached
to a information repository. As can be seen in Table 7.3, when not using keep-alive and
publishing sensor data in frequency of 10 Hz, only 24 sensors can be used at the same time
on a 10 Mbit network. In this case, all bandwidth is consumed by the sensors, leaving
no bandwidth to other applications or users. The number of sensors can be increased by
decreasing the update frequency and keeping the connection to the information repository.
Needless to say, minimizing message headers is crucial when building a large scale system.

7.4.4 Time Complexity

Time complexity can be definied as the amount of time it take before all media resource
tables are synchronized. Theoretically, the time complexity for the change media resource
operation when handling mobility in the media resources is O u , or O 1 if multicast is used
instead of unicast to distribute the events. On the other hand, if mobility is implemented in a
gateway only one message needs to be sent.

To evaluate how large this delay may be, an experiment was conducted by connecting test
clients to the system and vary the number of connected clients. Each test client was started as
a separate process running on the same machine as the rest of the system. The test clients only
contained a mobility manager and a media resource table, i.e. it did not have any multimedia
processing capabilities. As interprocess communication was done via the loopback interface,
network delay was not taken into account. However, the purpose of the experiment was not
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Figure 7.6: Time before all clients are synchronized.

to simulate a real ubiquitous environment, but rather study the performance of the current
implementation.

Figure 7.6 shows the results from the experiment. As can be seen, the delay is about one
second for only ten users, which makes it hard to seamlessly switch media resources in the
middle of a conversation, although this delay can be reduced with better hardware. Another
way to reduce the delay is to only send differences between media resource tables instead of
sending the complete media resource table. Moreover, only sending media resource tables
changes significantly reduce the time it takes to synchronize the system.

7.4.5 Proof of Concept

A proof of concept system was implemented to demonstrate the framework being used
in a real world scenario. The setting chosen for this scenario was a local nursing home,
because earlier research on the deployment and prototyping of wearable computers for
communication was conducted there [97]. The scenario concerns a nurse attending a patient,
while having a remote expert (e.g. a physician or physical therapist) provide guidance and
offering a secondary opinion on the case. To enable communication with the remote expert
sitting in front of an ordinary desktop computer, the nurse utilizes wearable computing
technology (e.g. head-mounted displays, headsets and cameras), through which audio and
video from the meeting can be conveyed back and forth.
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7.4.6 Scenario

In our scenario, the nurse utilizes a wearable computer with a head-mounted display which
can be used to see the remote expert, as well as a head-mounted camera for examining a
patient up close with free hands. As the nurse enters the room of a patient, a positioning
system recognizes that the nurse now has access to a new information repository. In this
information repository, two media resources are detected, a television screen and a web
camera on top of it. The remote control user interface running on the nurse’s wearable
computer is notified by the agent that there are two media resources with better quality (the
Q abstraction is lower) compared to the currently used media resources. The nurse now
has the option of using the new media resources while remaining inside the room. When
the nurse starts to examine the patient, the nurse is at first guided by the remote expert but
soon finds it better if the expert can discuss with the patient directly. The nurse therefore
chooses to use the TV screen instead of the head-mounted display to present the expert, so
that both of them can watch the expert at the same time. As the video is now seen on a public
display, the image disappears from the head-mounted display to avoid distracting the nurse.
As the expert requests the patient to stand up and perform certain movements to determine
the patient’s physical health, the nurse switches to the web camera to get an overview of the
room as the patient walks around. When the examination is over, the nurse leaves the room
and thereby also the information repository, with the result that all the media streams are
brought back to the wearable computer again.

7.4.7 Prototype Implementation

To realize the implementation of a functional communications system ready for deployment,
the framework was integrated with a commercial e-meeting system called Marratech [2].
Marratech supports real-time audio, video, and chat communication over the Internet, in
combination with application sharing and a shared whiteboard and web browser, to enable
people to meet online from their ordinary desktop computer. Although Marratech was chosen
for this specific implementation, other systems offering similar functionality should equally
well be possible to integrate with the framework to realize the same kind of communications
system.

Figure 7.7: The remote control user interface depicting two media resources.

The Marratech system consists of a central server called theMarratechManager, together
with Marratech clients connected to the server via IP multicast or unicast to enable group
communication. Even though it would be possible to modify the Marratech Manager, changes
were made to the Marratech clients instead as it was simpler. This was done by modifying
the user interface as described in Section 7.3.4. Each client was thereby made to function as a
media resource containing one media sink (the video output on screen) and one media source
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(the camera-based video capture). Normally, each client presents an overview of all other
clients in the e-meeting so that a user can see all the users who are participating. As each
client now represents a media resource instead of a live participant, all media resource types
belonging to the same user are aggregated to the same component in the user interface. For
example, if the user has several video sources (cameras), these are grouped so other users only
perceive one video stream for that particular user. Thus, as a user switches between different
media resources in the framework, the mobility manager updates the clients to reflect this in
their graphical user interface.

The sensor data required for detecting when new media resources become available were
simulated by a Wizard of Oz method [107]. This was done for the purpose of robustness
when demonstrating the proof of concept system. The authors could manually change the
nurse’s location in the system through a simple GUI. It was developed for the purpose of
representing the available information repositories, users and media resources as nodes in a
graph, making it possible to easily connect a user to a certain information repository.

For showing available media resources to the user, a simple remote control user interface
application was developed to run on the wearable computer. This application pops up a
list of buttons depicting available media resources when the user enters a new information
repository, and the nurse can thereby select on the computer’s touch screen if any external
resources should be used. Figure 7.7 depicts this user interface as it appears to the user when
having entered the room; the left icon represents the TV screen, while the right icon represents
the web camera. The red exclamation mark over the TV informs the user that utilizing this
media resource can have privacy issues because it is a public display.

7.4.8 Hardware used in the Scenario

In terms of hardware, the realization of the scenario in the nursing home required a number
of components. As the medical workers’ ordinary computers are locked down due to their
handling of sensitive patient information, a number of laptops were brought to the site
together with a wearable computer on which the framework and other necessary software
was installed. Because of restrictions and security concerns of the in-house IEEE 802.11g
wireless network, a separate WLAN was setup for the scenario using an IEEE 802.11b access
point. Figure 7.8 illustrates the complete setup.

The “information repository server” runs an information repository for the current patient
room, In addition, it also runs a modified Marratech client and a Marratech Manager to enable
communication. The client’s video is displayed on a TV inside the room by having an S-video
connection to the laptop. Video capture is handled by a web camera connected via USB,
placed on top of the TV to get an overview of the room. The “Remote Expert’s computer”
runs a modified Marratech client which allows the remote expert to communicate with the
nurse. The “Wearable Computer” is mounted on a vest so it can be worn by a nurse. The vest
is reinforced with straps holding together the cables and stabilizing the body-worn camera,
microphone and loudspeaker, providing the nurse with audio and video communication
abilities. An SV-6 head-mounted display from MicroOptical can optionally be connected
to the computer, to provide information directly to the nurse in private. Alternatively, the
nurse can utilize the computer’s display to receive visual information, and as the display is
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Figure 7.8: System components used in the nursing home scenario.

touch sensitive the nurse can also use it to operate an ordinary graphical user interface if
needed. The communications software consists of a modified Marratech client integrated
with the prototype.

7.4.9 Evaluation by End Users

The purpose of the evaluation was to get initial feedback on the usability of the system, and
validate whether the framework has the intended benefits. Having used an ordinary wearable
computer in previous research projects run by the authors, the nurses were well aware of the
concept of wearable computing and how such a system could be utilized in their daily work.
They were first given an introduction to the functionality enabled by the framework and the
different components, followed by the scenario being enacted. The nurses could then see
how new media resources became available once they entered the patient’s room, and change
between the display of the wearable computer and the TV screen as they desired. They could
also toggle between an overview of the room and details captured by the wearable’s camera.
Figure 7.9 illustrates the setup.

As the group of nurses was very small and consisted of only two persons, no statistically
relevant data could be retrieved from this test. Instead, we handed out inquiries and followed
up with a discussion about the scenario in order to find answers for some of the research
questions posed in the introduction. Although they were only two, their input is valuable as
they have used wearable computers before and are active nurses in elderly care.

In regards to the first research question listed in the introduction, the nurses were asked
if the switch between media resources really was transparent. The responses on the inquiries
indicated that there were indeed no undesirable side effects; the nurses did not find the
switch between the wearable computer and the TV screen distracting. During the discussion
they also mentioned they did not notice any delay associated with this action, as the switch
happened instantaneously when they pushed the button to change displays.
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(a) A nurse using a stat-
ically configured wear-
able computer.

(b) A nurse using a dynamic wearable computer while performing
an examination of another nurse playing the role of patient, with
the remote expert (in this case one of the authors) visible on the
TV screen offering guidance. The web camera on top of the TV
also provides a view of the examination for the expert.

Figure 7.9: Wearable computers used in the scenario.

In regards to the second research question, the nurses were asked if the dynamic wearable
computer was really automatically configured, or if excess user intervention is required at
some point. The responses in the inquiries here unanimously indicated that it was very easy
for the nurses to select new media resources for utilization. Because of the simplicity of the
remote control user interface, where only two large easily identifiable buttons were needed,
this made the remote control very easy to understand according to the nurses.

The nurses were also asked, as an overall question regarding the purpose of this research,
whether they really appreciate having this functionality of switching between devices, or if
they would rather prefer a traditional wearable computer with everything readily available in
their clothing. As the nurses have earlier experience of using such a wearable computer, this
was a valid question to see what system they would prefer. The nurses’ responses, both in
the inquiries and in the discussion, indicated that they preferred a dynamic wearable over a
traditional wearable computer. By being able to utilize external devices in the patient’s room,
they could more easily select whether to bring the full wearable computer or a lightweight
computer for certain purposes. Even though this freedom of choice required additional user
interaction when selecting between media resources, the simplicity of the remote control user
interface made it easy to comprehend.

Furthermore, there is the general question of whether changes between media resources
is really unobtrusively handled. As the concept of wearable computing is being employed
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here, this is an important question to address to ensure that its use in real life situations will
not impede or hinder the user. Currently, the agent can compute which media resource is
appropriate to use and send a suggestion event to the remote control user interface. In theory,
the system could automatically follow this suggestion and perform the change unobtrusively
without user intervention. However, an earlier user study [92] indicated that users do not
want a completely automated system unless it is 100% accurate. As such a reliable system
can be very difficult to realize outside of a lab environment, the user need to be in control and
at any time be able to override erronous suggestions from the system, at the cost of requiring
an extra interaction to confirm this selection.

7.5 Discussion

This paper has presented a framework for ubiquitous multimedia communication, which
allows media resources in the surrounding environment to be combined with a wearable
computer carried by a user, thus realizing the concept of a dynamic wearable computer. In
the introduction of this paper, the following research questions were posed.

1. What functionality is needed to transparently combine and switch between resources
carried by the user and those available in the environment?

2. What functionality is needed to automatically configure resources to be used in the
dynamic wearable computer?

3. How can the distributed information storage infrastructure be designed to provide easy
access to information and support the decision making process?

In relation to the first research problem, the paper has discussed several methods that can
be used to switch between different media resources. Independently of which method is used,
a new identifier is required to map each user to the different media resources they are currently
using. In the framework, these mappings are stored in a database called the media resource
table, which is updated by the mobility manager. The paper has shown that the number of
messages can be significantly reduced if the mobility manager is added to a gateway instead
of directly to media resources. However, the drawback of adding the mobility manager to
a gateway is that it may require modifications to both the clients and the gateway if RTP
translators are not added to the gateway and the clients can not select which media streams
to present. Because of this drawback, the mobility manager was added directly to the media
resources in the proof of concept prototype used in the nursing home scenario. Nevertheless,
the paper has shown that it may take some time to synchronize media resource tables if the
mobility manager is added to the media resources, thus making it hard to transparently switch
between media resources.

In relation to the second research question, the paper has proposed an agent-based system
which uses an algorithm to automatically select and configure media resources. When a
media resource is selected the user is notified through a remote user interface, which is
customized to a specific control device. To minimize the effects of a faulty selection, the
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user needs to make an active choice in selecting the media resource, although this choice
is simplified by the automized suggestion. Because the user has to make an active choice,
the requirements on the algorithm used for making selections are lowered, since the user
always have the final say. The selection of media resources is based on user preferences, the
current scenario, and the quantified abstractions cost, mobility, privacy and quality. These
abstractions are based on contexts from sensors and manually inputted.

The information structure used to store contexts is addressed by the third research
question. The paper suggests an ontology called information repositories, which divides
the information structure into three different domains: the user domain, the environment
domain, and the media resource domain. By dividing the information structure in this way,
it is possible to link different information repositories together in a distributed and logical
way to provide easy access to information. It also provides means for access control based
on locality, for example a user only gains access to information if the user is in the vicinity.
In the same manner, it would also be possible to create group information repositories, which
provides access to media resources and information to group members. Another advantage of
dividing the information structure this way, is that the domains have their own list of permitted
contexts, which are interpreted differently based on which domain they are in. However, for
the media resource information repository, there are also different permitted contexts based
on which media resource type it is for, e.g. audio sink/source, video sink/source, etc. This
structure simplifies the decision making process by providing the agent with known contexts,
which can be used to make abstractions.

The paper also presents a proof of concept prototype which has been tested in a real
world scenario, as well as in a laboratory setting. The results from the laboratory investigation
shows that reducing bandwidth overhead caused by signalling between components is crucial,
especially when building a large scale system. The current implementation uses RMI
for message passing which introduces significant overhead because of serialization. This
overhead causes a problem with bandwidth usage, as the distributed system requires a large
number of messages to be sent. A more efficient solution would be to reduce the message
size by creating a special purpose protocol for communicating between components. Another
way to make it more efficient is to reduce the number of sent messages. This can for example
be done by locating the sensor and the media resource on the same host as the corresponding
information repository.

The results from the brief testing in the real world scenario indicates that the prototype has
potential to increase efficiency and save time. Compared to an ordinary wearable computer
unable to utilize media resources in the surrounding environment, the dynamic wearable
computer was deemed better as it allowed for a more flexible and lightweight system. The
scenario investigated in this paper targets a nursing home, although it can be applied to other
situations and types of users. Having a working framework makes it possible to develop other
dynamic wearable systems that can be utilized in other interest groups.

To summarize, this paper has proposed a framework for multimedia communication
enabling dynamic wearable computing in ubiquitous environments. The framework offers
fundamental building blocks which can be used to create prototypes for many different
scenarios, thereby making it possible to deploy and evaluate future ubiquitous multimedia
communications systems for providing richer communication. The proof of concept
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prototype, which was deployed and evaluated in this paper, has shown that it is possible
to create a dynamic wearable computer in a nursing home scenario. Although the framework
has been successfully tested, there are still several issues which need to be resolved, including
how to minimize the bandwidth usage and number of messages being sent. However, the
paper has suggested a few solutions to these issues, which will be considered in future
versions of the framework.

7.6 Acknowledgements

This work was funded by the Centre for Distance spanning Health-care (CDH), the Centre
for Distance spanning Technology (CDT), and the C4 project which is supported by EU
structural funds.



154 Enabling Multimedia Communication using a Dynamic Wearable Computer



Bibliography

[1] Skype Corporation, “Skype hits 100 million users,” 2006, http://www.skype.com .

[2] “Marratech AB,” http://www.marratech.com/ , March 2006.

[3] P. Parnes, K. Synnes, and D. Schefström, “mStar: Enabling Collaborative Applications
on the Internet,” Internet Computing, vol. 4, no. 5, pp. 32–39, 2000.

[4] M. Nilsson, M. Drugge, and P. Parnes, “Sharing Experience and Knowledge with
Wearable Computers,” in Pervasive 2004: Workshop on Memory and Sharing of
Experiences, April 2004.

[5] M. Drugge, “Wearable Computer Interaction Issues in Mediated Human to Human
Communication,” November 2004, ISSN 1402-1757 / ISRN LTU-LIC–04/42–SE /
NR 2004:42.

[6] M. Nilsson, “Communication, With and Through Wearable Computers,” Licentiate
in Engineering Thesis, Luleå University of Technology, December 2004, ISSN 1402-
1757 / ISRN LTU-LIC–04/44–SE / NR 2004:44.

[7] M. Weiser, “The Computer for 21st Century.” in Scientific American, September 1991,
pp. 94–104.

[8] D. Saha and A. Mukherjee, “Pervasive Computing: A Paradigm for the 21st Century,”
IEEE Computer, vol. 36, no. 3, pp. 25–31, March 2003.

[9] A. Bria et al., “4th-Generation Wireless Infrastructures: Scenarios and Research
Challenges,” IEEE Personal Communications, vol. 8, no. 6, pp. 25–31, 2001.

[10] M. Stemm and R. H. Katz, “Vertical Handoffs in Wireless Overlay Networks,” Mobile
Networks and Applications, vol. 3, no. 4, pp. 335–350, 1998.

[11] B. Zhang, W. Wang, S. Jamin, D. Massey, and L. Zhang, “Universal IP Multicast
Delivery,” International Journal of Computer and Telecommunications Networking,
vol. 6, no. 50, pp. 781–806, 2006.

[12] E. Gustafsson and A. Jonsson, “Always Best Connected,” IEEE Wireless Communica-
tion, vol. 10, no. 1, pp. 49–55, 2003.

155

http://www.skype.com
http://www.marratech.com


156 Enabling Multimedia Communication using a Dynamic Wearable Computer

[13] J. Kristiansson, “Creating Always-Best-Connected Multimedia Applications for the
4th Generation Wireless Systems,” 2004, Licentiate in Engineering Thesis, ISSN
1402-1757 / ISRN LTU-LIC–04/40–SE / NR 2004:40.

[14] N. Niebert, A. Schieder, H. Abramowicz, G. Malmgren, J. Sachs, U. Horn, C. Prehofer,
and H. Karl, “Ambient Network - An Architecture for Communication Networks
Beyond 3G,” IEEE Wireless Communications, vol. 11, pp. 14–21, April 2004.

[15] H. J. Wang, R. H. Katz, and J. Giese, “Policy-Enabled Handoffs Across
Heterogeneous Wireless Networks,” in IEEE Workshop on Mobile Computer Systems
and Applications, 1999, pp. 51–60.

[16] S. McCanne and S. Floyd, “ns Network Simulator,” http://www.isi.edu/nsnam/ns/ ,
September 2006.

[17] Matlab, “MathWorks Corporation,” http://http://www.mathworks.com/ , Septem-
ber 2006.

[18] T. O. Masahiro, “MobileSocket: Toward Continuous Operation for Java Applications,”
in IEEE 8th International Conference on Computer Communications and Networks
1999 (IC3N’99), 1999, pp. 50–57.

[19] D. K. Y. Yau and S. S. Lam, “Migrating sockets - End System Support for Networking
with Quality of Service Guarantees,” IEEE/ACM Transactions on Networking, vol. 6,
no. 6, pp. 700–716, 1998.

[20] V. C. Zandy and B. P. Miller, “Reliable Network Connections,” in Proc. 8th
International Conference on Mobile Computing and Networking (MobiCom) ACM
MobiCom, 2002, pp. 95–106.

[21] A. C. Snoeren and H. Balakrishnan, “An End-to-End Approach to Host Mobility,”
in Proc. 6th International Conference on Mobile Computing and Networking
(MobiCom), 2000, pp. 155–164.

[22] C. Perkins, “IP Mobility Support,” October 1996, IETF RFC2002.

[23] K. Egevang and P. Francis, “The IP Network Address Translator (NAT),” 1994, IETF
RFC1631.

[24] J. Rosenberg, H. Schulzrinne, G. Camarillo, A. Johnston, J. Peterson, R. Sparks, M.
Handley, and E. Schooler, “SIP: Session Initiation Protocol,” June 2002, IETF RFC
3261.

[25] H. Schulzrinne and E. Wedlund, “Application-Layer Mobility Using SIP,” ACM
SIGMOBILEMobile Computing and Communications Review, vol. 4, no. 3, pp. 47–57,
2000.

[26] A. Valkó, “Cellular IP: A New Approach to Internet Host Mobility,” ACM SIGCOMM
Comp. Commun. Rev., vol. 29, no. 1, pp. 50–65, 1999.

http://www.isi.edu/nsnam/ns
http://www.isi.edu/nsnam/ns
http://www.mathworks.com


Enabling Multimedia Communication using a Dynamic Wearable Computer 157

[27] H. Soliman, C. Castelluccia, K. Malki, and L. Bellier, “Hierarchical MIPv6 Mobility
Management,” 2002, Internet Draft, IETF. Work in progress.

[28] S. Aust, D. Proetel, N. A. Fikouras, and C. Görg, “Policy based Mobile IP
Handoff Decision (POLIMAND) using Generic link Layer Information,” in IEEE
5th International Conference on Mobile and Wireless Communication Networks
(MWCN’02), 2003.

[29] Y. Min-hua, L. Yu, and Z. Hui-min, “The Mobile IP Handoff Between Hybrid
Networks,” in IEEE 13th International Symposium on Personal, Indoor and Mobile
Radio Communication (PIMRC’02), 2002, pp. 256–269.

[30] S. Sharmaa, I. Baek, Y. Dodia, and T. Chiueh, “OmniCon: A Mobile IP-Based Vertical
Handoff System for Wireless LAN and GPRS Links,” in International Conference on
Parallel Processing Workshops (ICPPW’04), 2004, pp. 330–337.

[31] F. Erbas, J. Steuer, K. Kyamakya, D. Eggesieker, and K. Jobmann, “A Regular Path
Recognition Method and Prediction of User Movements in Wireless Networks,” in
VTC Fall 2001, Mobile Technology for Third Millenlium, 2001.

[32] F. Feng and D. Reeves, “Explicit Proactive Handoff with Motion Prediction for Mobile
IP,” in IEEE Wireless Communications and Networking Conference (WCNC’04),
2004.

[33] R. C. Doss, A. Jennings, and N. Shenoy, “A Review of Current work on Mobility
Prediction in Wireless Networks,” in ACM SIGMOBILE 3rd Asian International
Mobile Computing Conference, Asian International Mobile Computing Conference
(AMOC), 2004.

[34] G. Liu and G. M. Jr, “A class of Mobile Motion Prediction Algorithms for Wireless
Mobile Computing and Communication,” Mobile Networks and Applications, vol. 1,
no. 2, pp. 113–121, 1995.

[35] J. Kristiansson and P. Parnes, “Providing Seamless Mobility with Competition based
Soft Handover Management,” in LNCS 3271, 7th IFIP/IEEE International Conference
on Management of Multimedia Networks and Services, MMNS, 2004, pp. 295–307.

[36] A. A. E. Al, T. Saadawi, and M. Le, “Improving Interactive Video in Wireless
Networks Using Path Diversity,” in LNCS 3271, 7th IFIP/IEEE International
Conference on Management of Multimedia Networks and Services, MMNS, 2004, pp.
1–12.

[37] B. Li, “Agilos: A Middleware Control Architecture for Application-Aware Quality of
Service Adaptations,” Ph.D. dissertation, University of Illinois, USA, 2000.

[38] K. Nahrstedt, D. Xu, D. Wichadakul, and B. Li, “QoS-Aware Middleware for
Ubiquitous and Heterogeneous Environments,” IEEE Communications Magazine,
vol. 39, no. 11, pp. 140–148, 2001.



158 Enabling Multimedia Communication using a Dynamic Wearable Computer

[39] R. Rajkumar, C. Lee, J. Lehoczky, and D. Siewiorek, “A Resource Allocation Model
for QoS Management,” in Proceedings of the IEEE Real-Time Systems Symposium,
1997.

[40] J. Scholl, S. Elf, and P. Parnes, “User-interest Driven Video Adaptation for
Collaborative Workspace Applications,” in International Workshop on Networked
Group Communication NGC, 2003, pp. 3–12.

[41] C. Courcoubetis and R. Weber, Pricing Communication Networks;Economics,
Technology and Modelling. Wiley, ISBN 0-470-85130-9, 2003.

[42] R. Want, A. Hopper, V. Falcao, and J. Gibbons, “The Active Badge Location System,”
ACM Trans. Inf. Syst., vol. 10, no. 1, pp. 91–102, 1992.

[43] J. P. Sousa and D. Garlan, “Aura: an Architectural Framework for User Mobility in
Ubiquitous Computing Environments,” in WICAS3: Proceedings of the IFIP 17th
World Computer Congress - TC2 Stream / 3rd IEEE/IFIP Conference on Software
Architecture, 2002, pp. 29–43.

[44] Z. Wang and D. Garlan, “Task-Driven Computing,” School of Computer Science,
Carnegie Mellon University, Tech. Rep. CMU-CS-00-154, May 2000.

[45] T.-L. Pham, G. Schneider, and S. Goose, “A Situated Computing Framework for
Mobile and Ubiquitous Multimedia Access using Small Screen and Composite
Devices,” in ACM Multimedia, 2000, pp. 323–331.

[46] P. Maniatis, M. Roussopoulos, E. Swierk, K. Lai, G. Appenzeller, X. Zhao,
and M. Baker, “The Mobile People Architecture,” ACM Mobile Computing and
Communications Review, vol. 3, pp. 36–42, July 1999.

[47] M. Handley, H. Schulzrinne, E. Schooler, and J. Rosenberg, “SIP: Session Initiation
Protocol, RFC 2543,” http://www.faqs.org/rfcs/rfc2543.html, March 1999.

[48] J. I. Hong and J. A. Landay, “An Architecture for Privacy-sensitive Ubiquitous
Computing,” in MobiSYS ’04: Proceedings of the 2nd International Conference on
Mobile Systems, Applications, and Services, 2004, pp. 177–189.

[49] W. N. Schilit, “A System Architecture for Context-Aware Mobile Computing,” Ph.D.
dissertation, Columbia University, 1995.

[50] A. K. Dey, D. Salber, and G. D.Abowd, “A Conceptual Framework and a Toolkit for
Supporting the Rapid Prototyping of Context-Aware Applications,” Anchor article of a
special issue on context-aware computing in the Human-Computer Interaction (HCI)
Journal, vol. 16, pp. 97–166, 2001.

[51] C. Lee, S. Helal, and W. Lee, “Universal Interactions with Smart Spaces,” IEEE
Pervasive Computing, vol. 5, no. 1, pp. 16–21, Jan-Mar 2006.

[52] R. Chandra, P. Bahl, and P. Bahl, “MultiNet: Connecting to Multiple IEEE 802.11
Networks Using a Single Wireless Card,” in INFOCOM, 2004, pp. 882–893.

http://www.faqs.org/rfcs/rfc2543.html


Enabling Multimedia Communication using a Dynamic Wearable Computer 159

[53] D. D. Clark, C. Partridge, J. C. Ramming, and J. T. Wroclawski, “A Knowledge Plane
for the Internet,” in SIGCOMM, 2003, pp. 3–10.

[54] Third Generation Partnership Project (3GPP), “IP Multimedia (IM) Subsystem – Stage
2, Technical Specification Group Services and System Aspects, Release 7,” June 2006,
3GPP TS 23.228 V7.4.0.

[55] R. Hsieh, Z. G. Zhou, and A. Seneviratne, “S-MIP: A Seamless Handoff Architecture
for Mobile IP,” in INFOCOM, 2003.

[56] E. Wedlund and H. Schulzrinne, “Mobility Support Using SIP,” in WoWMoM, 1999,
pp. 76–82.

[57] G. A. Mills-Tettey and D. Kotz, “Mobile Voice over IP (MVoIP): An Application-level
Protocol for Call Hand-off in Real Time Applications,” in IEEE 21th International
Performance, Computing and Communication Conference (IPCCC’02), 2002, pp.
271–279.

[58] R. S. et al., “Stream Control Transport Protocol,” 2001, IETF RFC2960.

[59] R. Wakikawaa, S. Koshiba, K. Uehara, and J. Murai, “Multiple Network Interfaces
Support by Policy-Based Routing on Mobile IPv6,” in Proc. of the 2002 International
Conference on Wireless Networks (ICWN), 2002.

[60] A. C. Snoeren, H. Balakrishnan, and M. F. Kaashoek, “Reconsidering Internet
Mobility,” in Proc. 8th Workshop on Hot Topics in Operating Systems (HotOS-VIII),
2001, pp. 41–46.

[61] P. Vixie, S. Thomson, Y. Rekhter, and J. Bound, “Dynamic Updates in the Domain
Name System,” 1997, IETF RFC2136.

[62] K. Synnes, P. Parnes, and D. Schefström, “Robust Audio Transport using mAudio,”
Luleå University of Technology,” Research Report, ISSN 1402-1528, ISRN LTU-FR–
99/04–SE, 1999.

[63] H. Schulzrinne, S. Casner, R. Frederick, and V. Jacobson, “RTP: A Transport Protocol
for Real-Time Applications,” 1996, IETF RFC1889.

[64] J. Kristiansson and P. Parnes, “Application-layer Mobility Support for Streaming
Real-time Media,” in IEEE Wireless Communications and Networking Conference
(WCNC’04), 2004.

[65] R. Steward and et al., “Stream Control Transmission Protocol (SCTP) Dynamic
Address Reconfiguration,” 2003, Internet Draft, IETF. Work in progress.

[66] J. Kristiansson, “Java Wireless Research API,” 2005,
http://www.csee.ltu.se/ johank/javawrapi/ .

[67] “Microsoft Corporation,” http://msdn.microsoft.com , March 2005.

http://www.csee.ltu.se
http://msdn.microsoft.com


160 Enabling Multimedia Communication using a Dynamic Wearable Computer

[68] National Institute of Standards and Technology., “NIST SIP,” 2005,
http://http://snad.ncsl.nist.gov/proj/iptel .

[69] M. Carson and D. Santay, “NIST Net: a Linux-based Network Emulation Tool,” ACM
SIGCOMM Computer Communication Review, vol. 33, no. 3, pp. 111–126, 2003.

[70] “Global IP Sound Corporation,” http://www.globalipsound.com , 2005.

[71] E. Amir, S. McCanne, and R. Katz, “Receiver-driven Bandwidth Adaptation for Light-
weight Sessions,” in ACM Multimedia, 1997, pp. 415–426.

[72] J.K. MacKie-Mason and H.R. Varian, “Pricing the Internet,” in The Second
International Conference on Telecommunication Systems Modelling and Analysis,
1994, pp. 378–393.

[73] B. Briscoe, V. Darlagiannis, O. Heckman, H. Oliver, V. Siris, D. Songhurst,
and B. Stiller, “A Market Managed Multi-Service Internet (M3I),” Computer
Communications, vol. 26, no. 4, pp. 404–414, 2003.

[74] J.K. MacKie-Mason and H.R. Varian, “Pricing Congestable Network Resources,”
IEEE Journal on Selected Area in Communication, vol. 13, no. 7, pp. 1141–1149,
1995.

[75] J. Kristiansson, J. Scholl, and P. Parnes, “Bridging the Gap between Multimedia
Application and Heterogeneous Networks using a Market-based Middleware,” in IEEE
International Symposium on a World of Wireless, Mobile and Multimedia Networks
(WoWMoM), Extended abstract, 2005.

[76] K. Lai and M. Baker, “Measuring Bandwidth,” in INFOCOM, 1999, pp. 235–245.

[77] R. R. Liao and A. T. Campbell, “A Utility-Based Approach for Quantitative Adaptation
in Wireless Packet Networks,” Wireless Networks, vol. 7, no. 5, pp. 541–557, 2001.

[78] R. Parviainen and P. Parnes, “The MIM Web Gateway to IP Multicast E-Meetings,”
in Proceedings of SPIE Conference on Multimedia Computing and Networking 2004,
January 2004.

[79] H. Schulzrinne and E. Wedlund, “Application Layer Mobility using SIP,” ACMMobile
Computing and Communications Review, vol. 4, pp. 47–57, July 2000.

[80] H. Wang, B. Rama, C. Chuah, R. Biswas, R. Gummadi, B. Hohlt, X. Hong,
E. Kiciman, Z. Mao, J. Shih, L. Subramanian, B. Zhao, A. Joseph, and R. Katz,
“ICEBERG: An Internet-core Network Architecture for Integrated Communications,”
IEEE Personal Communications, vol. 7, pp. 10–19, Aug 2000, Special Issue on IP-
based Mobile Telecommunication Networks.

[81] B. Schilit, D. Hilbert, and J. Trevor, “Context-aware communication,” IEEE Wireless
Communications, vol. 9, no. 5, pp. 46–54, October 2002.

http://snad.ncsl.nist.gov/proj/iptel
http://www.globalipsound.com


Enabling Multimedia Communication using a Dynamic Wearable Computer 161

[82] M. Langheinrich, “Privacy by Design - Principles of Privacy-Aware Ubiquitous
Systems,” in UbiComp ’01: Proceedings of the 3rd International Conference on
Ubiquitous Computing. London, UK: Springer-Verlag, 2001, pp. 273–291.

[83] A. K. Dey, “Understanding and Using Context,” Personal and Ubiquitous Computing,
vol. 5, no. 1, pp. 4–7, 2001.

[84] J. Kristiansson, J. Hallberg, S. Svensson, K. Synnes, and P. Parnes, “Supporting Au-
tomatic Media Resource Selection Using Context-Awareness,” in In 3rd International
Conference on Advances in Mobile Multimedia (MoMM2005), September 2005, pp.
271–282.

[85] M. Román, Christopher, K. Hess, R. Cerqueira, A. Ranganathan, R. Campbell, and
K. Nahrsted, “Gaia: A Middleware Infrastructure to Enable Active Spaces,” IEEE
Pervasive Computing, pp. 74–83, Oct-Dec 2002.

[86] H. Knoche, J. D. McCarthy, and M. A. Sasse, “Can Small Be Beautiful?: Assessing
Image Resolution Requirements for Mobile TV.” in ACM Multimedia, 2005, pp. 829–
838.

[87] H. Chen, T. Finin, and A. Joshi, “An Ontology for Context-Aware Pervasive
Computing Environments,” in IJCAI 03 Workshop on Ontologies and Distributed
Systems, 2003.

[88] A. Ranganathan and R. H. Campbell, “An Infrastructure for Context-Awareness based
on First Order Logic,” Personal Ubiquitous Computing, vol. 7, no. 6, pp. 353–364,
2003.

[89] M. Drugge, J. Hallberg, P. Parnes, and K. Synnes, “Wearable Systems in Nursing
Home Care: Prototyping Experience,” IEEE Pervasive Computing, vol. 5, no. 1, pp.
86–91, Jan-Mar 2006.

[90] E. Guttman, C. Perkins, J. Veizades, and M. Day, “Service Location Protocol, Version
2,” 1999, IETF RFC2608.

[91] UPnP Forum, “Universal Plug and Play Specification v1.01 at http://www.upnp.org,”
2006.

[92] J. Hallberg, J. Kristiansson, P. Parnes, and K. Synnes, “Supporting Ubiquitous
Multimedia Communication – User Study and System Design,” Submitted for review.

[93] M. Drugge, M. Nilsson, R. Parviainen, and P. Parnes, “Experiences of using
Wearable Computers for Ambient Telepresence and Remote Interaction,” in ETP ’04:
Proceedings of the 2004 ACM SIGMMWorkshop on Effective Telepresence, 2004, pp.
2–11.

[94] P. Lukowicz, T. Kirstein, and G. Troster, “Wearable Systems for Health Care
Applications,” Methods of Information in Medicine, vol. 43, no. 3, pp. 232–238, 2004.

http://www.upnp.org,%E2%80%9D


162 Enabling Multimedia Communication using a Dynamic Wearable Computer

[95] M. Boronowsky, T. Nicolai, C. Schlieder, and A. Schmidt, “Winspect: A case
study for wearable computing-supported inspection tasks,” in 5th IEEE International
Symposium on Wearable Computers (ISWC’01), 2001.

[96] M. J. Zieniewicz, D. C. Johnson, D. C. Wong, and J. D. Flatt, “The Evolution of Army
Wearable Computers,” IEEE Pervasive Computing, vol. 01, no. 4, pp. 30–40, 2002.

[97] M. Drugge, J. Hallberg, P. Parnes, and K. Synnes, “Wearable Systems in Nursing
Home Care: Prototyping Experience,” IEEE Pervasive Computing, vol. 5, no. 1, pp.
86–91, Jan-Mar 2006.

[98] D. Garlan, D. Siewiorek, A. Smailagic, and P. Steenkiste, “Project Aura: Toward
Distraction-free Pervasive Computing,” IEEE Pervasive Computing, vol. 1, no. 2, pp.
22–31, Apr-Jun 2002.

[99] H. Chen, T. Finin, A. Joshi, L. Kagal, F. Perich, and D. Chakraborty, “Intelligent
Agents Meet the Semantic Web in Smart Spaces,” IEEE Internet Computing, vol. 08,
no. 6, pp. 69–79, 2004.

[100] K. McCloghrie, “Management Information Base for Network Management of TCP/IP-
based Internets: MIB-II,” 1991, IETF RFC1213.

[101] Standard Upper Ontology Working Group, “Standard Upper Ontology,” 2006,
http://suo.ieee.org/ .

[102] S. Ratnasamy, P. Francis, M. Handley, and R. Karp, “A Scalable Content-Addressable
Network,” in SIGCOMM, 2001, pp. 161–172.

[103] I. Stoica, R. Morris, D. Liben-Nowell, D. R. Karger, M. F. Kaashoek, F. Dabek,
and H. Balakrishnan, “Chord: A Scalable Peer-to-peer Lookup Protocol for Internet
Applications,” IEEE/ACM Transactions on Networking, vol. 11, pp. 17–32, February
2003.

[104] J. Hallberg, “Improving Everyday Experiences using Awareness and Rich Communi-
cation,” June 2006, Licentiate in Engineering Thesis, ISSN 1402-1757 / ISRN LTU-
LIC–06/35–SE / NR 2006:35.

[105] T. Taylor, “Megaco/H.248: A new Standard for Media Gateway Control,” IEEE
Communications Magazine, vol. 38, no. 10, pp. 124–132, 2000.

[106] “Ethereal,” http://www.ethereal.com/, June 2006.

[107] N. Dahlbäck, A. Jönsson, and L. Ahrenberg, “Wizard of Oz studies: Why and How,” in
Proceedings of the 1st International Conference on Intelligent User Interfaces. ACM
Press, 1993, pp. 193–200.

http://suo.ieee.org
http://www.ethereal.com





