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Dr. Lars-Åke Larzon and Prof. Per Gunningberg



ii



To Peter, Emelie, and Oscar



iv



Abstract

To facilitate the merging of wireless access technologies and the traditional Internet, the
core protocols for data communication should be robust and have low overhead. In this
thesis, we propose refinements to the Transmission Control Protocol (TCP) that improve
its cost efficiency over wireless links.

TCP is unable to distinguish between congestion and error induced losses, reordered,
or delayed segments. A reordering robust TCP would make it possible to simplify net-
work elements, now performing explicit actions to prevent reordering, and open up for
deployment of new technologies that naturally cause reordering. We propose TCP-Aix;
a set of TCP modifications that improves the robustness of TCP to reordering and delay
spikes. TCP-Aix decouples loss recovery and congestion control actions. We also present
an algorithm called the winthresh algorithm for computing a duplicate acknowledgment
threshold based on TCP buffer space and current send window size. The results show
that TCP-Aix with the winthresh algorithm is able to maintain almost constant perfor-
mance even in scenarios frequently displaying long reordering durations. It is also fair
towards competing standards-compliant TCP flows.

In wireless networks, where the links out of efficiency constraints are more error prone
than wired links, the error and the reordering sensitivity of TCP have motivated link layer
protocols that perform retransmissions and enforce in-order delivery. We investigate the
potential gains of using a reordering robust TCP, like TCP-Aix, with a wireless link layer
that allows out-of-order delivery, compared to using in-order delivery with a standards-
compliant TCP. We found that the smoothness of TCP is strongly affected by the link
layer configuration. In-order delivery leads to burstier traffic and larger network layer
buffering needs, than out-of-order delivery and TCP-Aix.

The interference and power consumption in foremost wireless networks make it im-
portant to reduce the communication overhead. The TCP receiver acknowledges each
or every second segment. We study how to reduce the acknowledgment frequency while
preserving throughput performance also in wireline networks where frequent acknowledg-
ments generally are not problematic. To preserve throughput, the sender should use byte
counting and be involved in determining the acknowledgment frequency. The results show
that acknowledging four segments per send window is sufficient to maintain throughput
performance also in wireline scenarios. This indicates that a lower acknowledgment fre-
quency than provided through the delayed acknowledgment algorithm is possible today
for general usage.

A key service to the successful merging of traditional Internet technology and wireless
cellular networks is Voice over IP (VoIP). Channels to be shared by both VoIP and TCP-
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based traffic is being considered for wireless cellular systems. It is challenging to provide
VoIP over a shared wireless cellular channel, because VoIP is a low bitrate service with
high demands on channel availability to bound the delay. The scheduling algorithm,
controlling access to the channel, is central to achieve efficiency as well as to satisfy user
demands. We study how a scheduler for a mix of VoIP and interactive (TCP-based) traffic
should be designed for High Speed Downlink Packet Access (HSDPA). In particular, we
find that slowly increasing the priority of a VoIP session relative TCP-based services is
important to take advantage of the varying network conditions.
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Chapter 1

Introduction

The Internet used to consist of mostly stationary nodes interconnected by wires, but it
has developed into a dynamic network where more and more users use wireless access
technologies. Thereby, the diversity of computing powers, bandwidths, delays, and error
rates observed on the Internet have increased. The problems we study in this thesis
originate from wireless networking. As wireless technology is becoming more common,
we believe that there will be an increased interest in employing solutions for typical
“wireless” problems.

1.1 Research Objectives

Our objective is to find generally applicable solutions that improve performance over
wireless links, while maintaining performance over wireline links. The Transmission
Control Protocol (TCP) is the common denominator for many services, therefore, by
modifying TCP the need for applying solutions locally can be reduced.

We focus on making TCP more robust to reordering and delay variations, and on
improving its efficiency by reducing the acknowledgment frequency. We also want to
understand how Wireless Wide Area Networks (WWANs) should be designed for efficient
transmission of both TCP and Voice over IP (VoIP) traffic.

1.2 Problem Areas

In this section, we first give a short introduction. Thereafter, we introduce the problems
and describe the relation between our work and previous work.

The information to be transported through the Internet is divided into packets that
are sent one by one. Each packet contains enough information for the network to be able
to forward the packet to the intended receiver. The Internet is a best-effort network,
which means that there are no guarantees that a packet will be delivered. The time
for delivering a packet is unbounded and packets may arrive in a different order than
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2 Introduction

they were sent. A packet is reordered if it reaches the receiver after packets that were
sent more recently. Delay variations, which can cause reordering, are more common in
wireless networks because the medium is less predictable than in wireline networks and
the users are mobile. Therefore, TCP should be able to handle these conditions well.

TCP is the dominating protocol for reliable transmission of delay tolerant data. To
achieve reliable delivery the receiver assists the sender by sending acknowledgments for
each or every second TCP packet (segment) it receives. When the resources are expensive
and the medium shared, which is common in wireless networking, it is desirable to reduce
the number of acknowledgments sent.

TCP should also be able to co-exist with other services such as a voice service, which
has been the main WWAN service for a long time. Voice over IP (VoIP) is delay critical
and has a low bitrate compared to TCP. Hence, to provide VoIP and TCP-based services
over the same time-shared wireless channel, the scheduling criteria need to be adapted
to take into account the demands and characteristics of both services.

Making TCP Robust to Reordering and Delay Spikes

The network over which TCP sends data does not provide reliability and there are no
explicit messages generated by the network notifying the TCP sender that a segment was
lost. Therefore, the receiver helps the sender to detect lost segments by acknowledging
the segments it gets.

TCP assumes that all losses are caused by congestion, which is when too many packets
are competing for the same resources in the network. The proper reaction to congestion
is to lower the sending rate momentarily. When a segment is missing or reordered by the
network, the receiver sends a special type of acknowledgments referred to as duplicate
acknowledgments (dupacks). Dupacks only informs the sender that a segment that was
not yet expected has been received and that the receiver is still waiting for an earlier
segment.

To not mistake reordering events for losses, the TCP sender usually waits for a prede-
termined number of dupacks, i.e., dupthresh dupacks [1], before retransmitting the
segment. Dupthresh is to weed out the reordering events but trigger a reaction to real
losses.

If a segment is reordered by more than dupthresh segments, the loss detection mech-
anism can be tricked to report a loss. TCP then incorrectly assumes that it has lost a
segment and reduces its sending rate. This is called a spurious fast retransmit. TCP also
has a timeout mechanism that can be falsely triggered if segments are delayed more than
usual. The consequences of spurious congestion events are unnecessary retransmissions
and reductions of the sending rate, which can lead to underutilization of the available
capacity.

There are several approaches to improve TCP performance with respect to reordering
and delay spikes. It is possible to detect that a segment was unnecessarily retransmitted
a posteriori [2, 3, 4, 5, 6] and undo the sending rate reduction [7]. This is sufficient
only as long as spurious congestion events are not frequent compared to the bandwidth-
delay product of the path [8, 9]. To avoid spurious fast retransmits, a higher dupthresh
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setting can be used. In [10, 8], methods for estimating the current reordering lengths
to find an efficient dupthresh were described. If the network conditions change rapidly,
or the transfers are short, it is difficult to predict the performance of these methods.
Another approach is to set dupthresh as high as possible with regards to the timeout
interval [11, 12]. Thereby, reordering events that are over within a round-trip time (rtt)
can be sorted out. In [13], only a timer is used to detect losses. The timer setting is
based on the peak rtt, which means that after a spurious timeout the algorithm is likely
to detect other subsequent reordering events. The drawbacks are that when a segment
is lost, the retransmission and the congestion control actions can be delayed for a long
time.

We propose TCP-Aix; a set of sender-side modifications that make TCP robust to
reordering and delay spikes. When receiving dupthresh dupacks or a timeout, TCP-
Aix performs a retransmission but then it waits to reduce the sending rate until it has
corroborated that the retransmission was needed. TCP-Aix uses our new algorithm, the
winthresh algorithm, to compute a suitable dupthresh setting. The design of TCP-Aix
allows dupthresh to be set without considering the timeout interval, thereby reorder-
ing events longer than an rtt can be detected. Still, the winthresh algorithm can be
configured to limit the retransmission and the congestion control delay. We show that
in dynamic conditions it is important to limit these delays to achieve good bandwidth
utilization.

Revisiting Wireless Link Layers and In-order Delivery

When a segment is lost, TCP assumes that the network is congested and reduces its
sending rate to avoid losing more segments and to achieve high network efficiency. If
instead the segment was lost due to transmission errors, it is not motivated to reduce the
sending rate as much because it prevents TCP from using the available capacity.

Transmission errors are more common when data is sent using wireless technologies
than when the signal is guided by wires. The actual transmission error rate can, however,
be improved by performing retransmissions at the link layer and thereby recovering the
data without involving TCP. A packet uses resources along the entire path it travels. Link
layer retransmissions limits the cost of a retransmission to only one hop and is therefore
cheaper in terms of network resources than end-to-end retransmissions as performed by
TCP. Furthermore, the link layer can combine information from all the transmission
attempts to correctly decode a packet data unit. Link layer retransmission are therefore
an efficient method for improving TCP performance over error prone wireless links.

Today, wireless link layers often perform retransmissions and then delivers the packets
in the order they arrived to the wireless link. The network protocols underlying TCP
are not required to enforce in-order delivery, but reordering can lead to spurious fast
retransmits and a subsequent reduction of the TCP sending rate. Thus, in-order delivery
is common, even though it is considerably more complex to support than out-of-order
delivery. As transmission speeds increase, the drawbacks of in-order delivery such as
increased TCP burstiness and network layer buffering requirements are however aggra-
vated. We have studied TCP smoothness for a wireless link layer configured to perform
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either in-order delivery or to allow out-of-order delivery. Earlier studies have proposed
to smoothen the acknowledgment rate to reduce the negative effects of in-order delivery,
see references in [14], whereas we explore the benefits of out-of-order delivery using TCP-
Aix that can tolerate reordering. Through out-of-order delivery, the distances between
acknowledgments can be preserved preventing large bursts of segments from being sent.

Reducing the TCP Acknowledgment Frequency

Wireless communication introduces the need to consider power usage and interference
effects. Interference is when signals meant for other users make it harder to perceive the
desired signal. How often data is sent, and the amount of data sent, influences the power
needed for transmission and the number of simultaneous transmissions. Therefore, it is
desirable to reduce the overhead as much as possible.

The header is the main source of overhead in TCP. It contains the information that
the TCP sender and the TCP receiver need to share with each other. Both segments and
acknowledgments carry a TCP header of at least 20 bytes, regardless of the amount of
application data they transport. The overhead can be reduced by compressing the TCP
and IP header locally over wireless cellular networks as described in [15, 16].

A remaining problem is TCP’s dependency on frequent acknowledgments to achieve
high throughput. The acknowledgments provide reliable data delivery with loss recovery,
act as triggers for transmission of new segments, and as input for regulating the sending
rate. It is therefore difficult to simply reduce the acknowledgment frequency without
causing a reduction of the throughput performance.

Most previous work has focused on scenarios where the gain from reducing the ac-
knowledgment frequency has been large, i.e., wireless and asymmetric channels [17, 18,
19, 20, 21, 22, 23, 24]. We have instead evaluated the possibilities for using a lower
acknowledgment frequency in general. Allman [25, 26] has previously studied delayed
acknowledgments (acknowledging every second segment) and byte counting for wireline
networks. With byte counting the sender bases the sending rate increase on the number
of bytes that are acknowledged instead of the number of acknowledgments. We study
even lower acknowledgment frequencies with byte counting. Our results indicate that it is
possible to send acknowledgments less often than for every second segment, which is com-
mon today, with maintained throughput performance. Our work includes modifications
of byte counting to compensate for lower acknowledgment frequencies.

Scheduling of Mixed VoIP and Web Traffic over HSDPA

To simplify the WWAN infrastructure and complete the transition to a packet-switched
architecture, it has become interesting to mix VoIP and TCP-based services over shared
channels. We thus shortly describe the background of WWAN technology to make it
easier to understand the problems involved.

WWANs have their roots in the telecommunication industry. This manifests itself as
high demands on reliability – Quality of Service (QoS) – and a circuit-switched design. In
a circuit-switched network, capacity is reserved for a user’s traffic and a path is established
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when a session is initiated. Voice calls have low bandwidth demands, but require a steady
bitrate to avoid delays.

The enormous interest in data transmission started an adaptation of WWANs to
become more suitable for Internet type of traffic. Data services can be offered over
circuit-switched channels, but the bandwidth requirements are higher for most data based
applications than for voice. In addition, data traffic is often characterized as bursty,
that is; periods when data are sent at a high rate are followed by periods of inactivity.
Reserving high bandwidth channels for bursty traffic is thus inefficient.

To increase the capacity and meet the high bitrate requirements of data based appli-
cations, shared high speed channels have been developed for WWANs. The high speed
channel is divided into time slots during which a user may access the channel and a
scheduling algorithm assigns the time slots. A user can send with a high bitrate during
a time slot, if it gets access to the channel.

From a system perspective, maintaining one circuit-switched infrastructure primarily
for voice and a parallel packet-switched architecture for data is undesirable. An alter-
native to circuit-switched voice is packetized voice, e.g., VoIP [27]. It would allow for a
common infrastructure; creating opportunities for savings in investments as well as oper-
ational costs. The rapid growth in the number of VoIP users on the Internet supports this
transition. Also, VoIP would make it easier to offer multimedia enriched voice services.
The challenge is to achieve the efficiency and quality of the circuit-switched voice service.

For VoIP and other IP-based services to co-exist in a packet-switched architecture,
service differentiation is necessary to provide QoS. The scheduling algorithm that assigns
time slots, power, and codes to the users is therefore important. We study a mix of VoIP
and web traffic with different scheduling algorithms for High Speed Downlink Packet
Access (HSDPA). Braga et al. [28] also studied a number of different schedulers for
a mix of best-effort and VoIP traffic, whereas [29] focused on a modified proportional
fair scheduler for this traffic mix. We not only report the observed system throughput
and user satisfaction, we also discuss the underlying reasons for the high level results.
Thereby, we identify characteristics that a scheduling algorithm should have for a mixed
traffic scenario and also any problems related to TCP for the continuation of this work.
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1.3 Summary of Research Questions

The most important research questions in this thesis are:

• How to make TCP robust against reordering and delay spikes?
No knowledge of the network characteristics should be required and the solution
should have predictable behavior. In particular, we are interested in how long
reordering durations that can be handled without compromising performance in
dynamic scenarios and becoming unfair towards other TCP flavors.

• What are the potential gains of allowing out-of-order delivery at the link layer for
a reordering robust TCP compared to in-order delivery and standard TCP?
Link layers for error prone links usually perform retransmissions and support in-
order delivery and thus cause delay and rate variations. We now have the possibility
to trade delay for reordering with reordering robust TCPs.

• Can we reduce the TCP acknowledgment frequency without affecting throughput
performance?
We search for a generally applicable acknowledgment strategy which would incur
less overhead in a wireless environment, without reducing throughput performance
in typical wireline environments.

• What characteristics should a scheduling algorithm in a WWAN environment have
for mixed VoIP and TCP-based web traffic?
The specific WWAN technology considered is High Speed Downlink Packet Access
(HSDPA). We want to achieve high system throughput while maintaining user
satisfaction for the different applications.

1.4 Contribution

The contribution can be divided into three categories: results from our studies, imple-
mentations, Internet Drafts/RFCs, and feedback to other researchers.

1.4.1 Results

We contributed to the design of reordering robust TCP algorithms by pointing out the
importance of controlling for how long congestion control is postponed to resolve re-
ordering to be able to use bandwidth in dynamic scenarios. New methods for taking into
account the effect of an increased share of dupacks on congestion window growth and
managing reordering events lasting longer than one rtt were also introduced.

In an attempt to consider the long term effects of new technologies, we compared
out-of-order delivery at the link layer and TCP-Aix to in-order delivery and a standards-
compliant TCP. We confirmed that smoothness is improved and network layer buffering
reduced with out-of-order delivery; creating opportunities for mixing traffic to a larger
extent in WWANs.
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We showed that TCP can manage with only two to four acknowledgments per send
window. To reduce the acknowledgment frequency this much, the standardized version
of byte counting [30] needs to be modified. Our simulation results support that making
byte counting more aggressive is safe. A low acknowledgment frequency can also have
a negative impact on loss recovery. We showed how this problem arises and how it can
be overcome. Most importantly, our results indicate that reducing the acknowledgment
frequency is possible with maintained throughput performance.

The novelty with our study over HSDPA is the mix of VoIP and web traffic. We
showed that the proportional fair scheduler can handle the different QoS requirements
of these two traffic types. The delay requirement that VoIP has on individual packets
can be translated into a minimum throughput requirement. With proper aging of the
average throughput calculation, variations in the throughput (and thus the delay) can
be controlled. A smooth increase of VoIP prioritization and ability to sacrifice users in
times of overload are important characteristics of a scheduling algorithm.

In this thesis, we also made an effort to summarize the experience and advice we have
gathered regarding simulation-based evaluation of TCP. A description of relevant RFCs,
topologies, traffic scenarios, and evaluation metrics is provided.

1.4.2 Implementations

Our research has also resulted in a number of implementations:

• We have implemented TCP-Aix and TCP-NCR in ns-2 and modified the tcp-sack1
and the tcp-dcr agents to follow RFC 3517.

• We have extended Sumitha Bhandarkar’s module for introducing reordering as
described in Sections 4.5 and 5.1.

• Ulf Bodin started to implement HSDPA prior to my graduate studies. I and Mats
Folke inherited this implementation and we have performed extensive modifications
and additions over the years.

• Several implementations of the Datagram Congestion Control Protocol (DCCP)
have been made: DCCP for ns-2 [31], DCCP-Thin for Symbian OS [32, 33], and a
kernel version of DCCP for FreeBSD [34].

• We have implemented a buffer strategy called Packet Discard Prevention Counter
(PDPC) for ns-2. PDPC was proposed for TCP in low statistical multiplexing
environments in [35].

• We have modified the TCP-Friendly Rate Control (TFRC) code in ns-2 to conform
to RFC 3448.
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1.4.3 Standardization work

My input has been acknowledged in the following RFCs: “Datagram Congestion Control
Protocol (DCCP)” [36], “Profile for Datagram Congestion Control Protocol (DCCP)
Congestion Control ID 3: TCP-Friendly Rate Control (TFRC)” [37], “Improving the
Robustness of TCP to Non-Congestion Events” [12], and “Metrics for the Evaluation of
Congestion Control Mechanisms” [38] and the Internet Drafts: “Adding Acknowledgment
Congestion Control to TCP” [39] and “Tools for the Evaluation of Simulation and Testbed
Scenarios” [40].

1.5 Outline

In Chapter 2, we introduce the reader to TCP and describe different types of wireless
networks, focusing on wireless cellular networks. In Chapter 3, we discuss the evaluation
of TCP. Research results and related work are presented in Chapters 4-7. First, in Chap-
ter 4, we present TCP-Aix, our TCP flavor robust to reordering and delay spikes. The
chapter is based on the the technical report “TCP-Aix: Making TCP Robust to Reorder-
ing and Delay Variations”. Thereafter, we use TCP-Aix to revisit the design of wireless
link layers in Chapter 5. We study the problem of reducing the TCP acknowledgment
frequency in Chapter 6. It is based on “Reducing the TCP Acknowledgment Frequency”
published in ACM SIGCOMM Computer Communications Review [41]. A simulation
study of mixed TCP-based and VoIP traffic over HSDPA is presented in Chapter 7. It
is an extension of “Scheduling Support for Mixed VoIP and Web Traffic over HSDPA”,
which was published in IEEE VTC-Spring 2007 [42]. We summarize our findings and
conclude in Chapter 8.



Chapter 2

Background

We first give a basic introduction to Computer Networking in Section 2.1. It is followed
by a detailed description of TCP and its background in Section 2.2. In Section 2.3,
we describe the wireless network types that are relevant to our research area. There
are many methods proposed to improve TCP performance over wireless networks. In
Section 2.4, we describe the most common approaches used. A summary of the chapter
is given in Section 2.5.

2.1 Basic Introduction to Computer Networking

This section introduces the terminology for readers that are unfamiliar with the Internet
protocols. Experienced readers may go directly to the next section.

A network consists of a number of nodes such as computers, laptops, or mobile phones
that can communicate with each other through different types of physical media. The
physical medium that directly connects two nodes can be unguided like the air or guided
like a copper cable or an optical fiber. It propagates signals in the form of electro
magnetic waves or light pulses. Guided media provide better isolation against other
on-going transmissions and typically have less energy loss per distance than unguided
media. Guided media therefore have lower transmission error rates and a more predictable
performance. The direct connection between two nodes is called a link.

The functionality required to send and receive information between any two nodes
in the network is provided by a set of protocols, which are layered on top of each other
as illustrated in Figure 2.1. Each layer provides services to a higher layer and uses the
services of a lower layer. A service provided by one protocol layer may however not be
dependent on the semantics of a protocol on a different layer. In general, lower layers in
wireline networks deal with simpler entities and less abstract concepts than higher layers.

If all layers are used, data generated at the application layer in response to the user’s
actions are sent to the transport layer, the network layer, the link layer, and the physical
layer in turn. The data are divided into smaller pieces of information, generally referred

9
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Application layer

Transport layer

Network layer

Link layer

Physical layer

Figure 2.1: A common view of the protocol layers.

to as packets. Each protocol layer also adds a header with protocol specific information
to the packets.

The Real-time Transport Protocol (RTP) [43] is a common Internet application pro-
tocol. It can add timing information when the transmitted data is a streamed movie,
speech, gaming information, or music. Both the application layer and the transport layer
run on the sending and the receiving node.

The two main Internet transport protocols are the User Datagram Protocol (UDP) [44]
and the Transport Control Protocol (TCP) [45, 1]. UDP offers an unreliable transport
service without any sending rate control. The advantage of UDP is its simplicity and
that data can be sent immediately. TCP on the other hand regulates the sending rate
with regards to the user’s capacity – flow control – and with regards to the capacity of
the network – congestion control. It delivers the data in-order and ensures that all data
reach the receiver. The underlying layers, like the network layer, are not required to
perform reliable delivery.

The network layer spans between end-points, and involves the intermediate nodes
as well in forwarding packets towards the destination. Nodes that forward packets for
other users and determine paths through the network are called routers. Each packet is
forwarded independently through the network. At each step of the way, a router inspects
the network layer header to determine which node along the path the packet should be
sent to next. This technique is called packet-switching and is used on the Internet.

The Internet Protocol (IP) [46] belongs to the network layer and provides the ad-
dressing system that is used to communicate between network devices. The Internet is a
collection of many networks and IP binds them together. IP provides best-effort delivery
of packets, where best-effort means that it does not guarantee that the data will reach
the receiver. Packets can for instance be lost due to temporary overload i.e., congestion.
Congestion occurs when packets arrive faster than they can be forwarded over a link.
The router prior to the link temporarily places the packets in a buffer, but if the buffer
space is exhausted, packets are dropped. Packet losses are concentrated to the bottleneck
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link, which is the link that has the least bandwidth available to a session on the path
between the sender and the receiver.

The Internet relies on congestion control to keep the network load reasonable and to
avoid a congestion collapse [47]. Users generate most of the data to be sent, therefore
congestion control is best performed close to the users. In some parts of the network,
admission control and resource reservation are also used as a complement or an alternative
to congestion control.

Networks with their historical roots in the telephony industry are often circuit-
switched and use admission control together with resource reservation. In a virtual
circuit-switched network a virtual path through the IP network is created and resources
are reserved for the transmission before any application data are exchanged.

IP, UDP, TCP, and RTP are unaware of the physical medium along the path the
data take. The link layer protocol, on the other hand, is usually specifically chosen for
the characteristics of the underlying medium. It moves link layer packets, called frames,
over a single link in the path and coordinates the transmissions of several users when the
medium is shared. A link layer protocol may provide reliable communication between
two nodes connected through a single link, but it is not required to do so. The physical
layer is responsible for moving bits between two adjacent nodes.

2.2 Transmission Control Protocol (TCP)

In [48], Saltzer et al. presented a design principle called the end-to-end argument. When
this principle is applied to the Internet, it provides a motivation for keeping the internal
nodes simple and to avoid performing functions that can only be completely implemented
in the end systems in the network. TCP reaches from end-to-end, which makes it a
candidate for providing some of the more complex services like reliability and congestion
control that are the topics of this section. At low levels of a system, certain functions
may be redundant or too costly to implement. They may however provide performance
enhancements.

2.2.1 TCP Mechanisms for Reliable Transport

TCP is a reliable, connection-oriented protocol that ensures in-order delivery of a byte-
stream supplied by an application [45]. It provides reliable service by implementing
flow control, error detection, error recovery, in-order delivery, and removing duplicate
data [49]. Both the sending and the receiving node must keep state to support reliable
delivery, therefore a connection is setup before data are transferred.

The user data are placed in TCP packets, which are called segments. To keep track of
the data, the sender assigns a sequence number to each segment. The sequence number is
the bytestream number of the first byte of application data in the segment. The receiver
informs the sender up to which point the bytestream is complete by putting the sequence
number of the next byte that it is expecting into the acknowledgment number field
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Concept Description

Sequence number Bytestream number of the first byte of application

data in the segment.

Acknowledgment number Sequence number of the next byte the receiver is

expecting from the sender.

Dupack An acknowledgment with the same acknowledgment

number as in the acknowledgment with the highest

acknowledgment number received so far.

Table 2.1: Sequence numbers, acknowledgment numbers, and dupacks.

when sending an acknowledgment. TCP acknowledgments are cumulative. Thus, if one
acknowledgment is lost, the next acknowledgment covers the information it contained.

Segments can be lost due to congestion, transmission errors, receiver overflow, or
malfunctions. The network does not explicitly inform the sender if a segment is lost, so
TCP has to detect losses by itself. If a segment is lost or reordered, the acknowledg-
ments that are generated by the receiver carry the same acknowledgment number until
the segment is received. Acknowledgments with the same acknowledgment number are
called duplicate acknowledgments, dupacks. Table 2.1 highlights the concepts: sequence
numbers, acknowledgment numbers, and dupacks.

The sender assumes that the segment, which the receiver is requesting, has been lost,
after receiving a number of consecutive dupacks. This number is often referred to as the
duplicate acknowledgment threshold, dupthresh. By waiting for more than one dupack,
the sender protects against minor reordering.

TCP also uses a retransmit timer to detect if a segment has been lost. The retransmit
timer is set to the value of the retransmission timeout (rto). If an acknowledgment
for a sent segment has not arrived within the rto, the timer expires and the segment
is retransmitted. Due to the different characteristics of network paths, a fixed rto is
inefficient. Instead the sender continuously estimates the time that it takes for a segment
to travel to the receiver and an acknowledgment to return. This time interval is called
the round-trip time (rtt). The rto includes an exponential weighted moving average of
the rtt and its variation.

A segment can also be lost because of transmission errors. A checksum in the TCP
header allows the sender to check for errors in the content. Transmission errors are
usually detected by lower layer protocols, but for complete coverage TCP has its own
error detection mechanism.

Segments that have made it through the network can be dropped by the receiver, if
they arrive faster than the receiver can process them. TCP therefore incorporates flow
control, which regulates the sending rate with respect to the receiver capabilities. The
receiver only needs to notify the sender of how much data it can buffer by setting the
receive window field in the TCP header to the available buffer space. The available space



2.2. Transmission Control Protocol (TCP) 13

varies with the speed of the incoming data and the frequency with which the application
reads. As long as the number of bytes sent but not acknowledged is less than the reported
receive window, data can safely be sent. If there is no room left at the receiver, the sender
sends segments with only one byte of data to probe for buffer space.

2.2.2 Loss Recovery and Congestion Control –
TCP Tahoe, Reno, NewReno, and SACK

Early TCP versions included a method for the receiver to control the rate at which
the sender was transmitting, i.e., flow control, but no algorithms for handling dynamic
network conditions [45]. In the late 1980s, the Internet suffered from the first of a series
of congestion collapses. The network became overwhelmed by the traffic load, which
prevented it from performing any useful work.

To ensure the operability of the network, Jacobson proposed a number of algorithms
under the name of “Congestion Avoidance and Control” in 1988 [50]. The idea was that
the TCP sender should continuously attempt to adapt its sending rate to the available
network capacity. The proposed algorithms were included in a flavor of TCP called Tahoe
after the Unix BSD version it was part of.

Jacobson made the assumption that lost segments are signs of congestion, because
transmission errors were infrequent. TCP assumes that a segment is lost if either
dupthresh dupacks arrive or the retransmission timer expires. The correct behavior
in times of congestion is to reduce the sending rate. In TCP Tahoe, the sender starts
over from its initial sending rate when detecting a lost segment.

TCP regulates its sending rate by maintaining a set of windows; the send window
(swnd), the congestion window (cwnd), and the receiver’s advertised window (rwnd). swnd
is the minimum of cwnd and rwnd, and determines the sending rate.

To find an appropriate value for cwnd, TCP continuously probes for available band-
width by increasing the sending rate. How aggressively TCP increases its sending rate is
determined by the congestion control phase it is in: slow start or congestion avoidance.
In slow start, cwnd is doubled each rtt leading to an exponential increase of the sending
rate. When the sender is close to its estimate of the network capacity it is usually in
congestion avoidance and increases cwnd by one segment per rtt.

The slow start threshold (ssthresh) determines if the sender is in slow start or conges-
tion avoidance. When a loss is detected, ssthresh is set to max(Flight size/2, 2 ∗ SMSS)
to create a history of the network capacity. Flight size is the amount of data that have
been sent, but not yet acknowledged, and is normally similar to cwnd. SMSS is the size of
the largest segment that the sender can transmit. Slow start is used if cwnd is less than
ssthresh and optionally if cwnd equals ssthresh.

In TCP Reno, the sending rate is reduced to half the prior sending rate when a loss
is detected through the receipt of dupthresh dupacks [51]. This behavior is called fast
recovery, because a higher sending rate is kept than in TCP Tahoe. Both TCP Reno and
TCP Tahoe also perform a retransmission, called a fast retransmit, at this point [52].
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Figure 2.2: An illustration of the TCP probing behavior.

The probing behavior of TCP is depicted in Figure 2.2. Initially the sender is in
slow start. When cwnd exceeds ssthresh the sender enters congestion avoidance. Upon
detecting a loss through the arrival of dupthresh dupacks, cwnd is set to one in TCP
Tahoe and to half the prior cwnd (flight size) in TCP Reno.

The cumulative acknowledgments can only inform the sender of one missing segment
at the time. This is problematic especially in networks with long delays and high band-
widths. It means that the sender either has to retransmit all segments starting from the
lowest unacknowledged byte or wait an rtt after each retransmission to get an indication
of any other missing segments. As a consequence, there is often a timeout if more than
one segment is lost during the same rtt.

To allow the sender to optimize its retransmissions and prevent timeouts, the Selective
Acknowledgment (SACK) option was proposed in [53], and standardized in [54]. The
length of this option is variable, but it is limited to the 40 bytes TCP has reserved for
options1. The SACK option allows the boundaries of at most four contiguous and isolated
blocks of received segments to be specified. Usually other options, like the timestamp
option, are used as well, which means that a maximum of three blocks is more realistic.

Although the SACK option was quickly implemented on many systems, the senders
did not seem to utilize the additional information they got [55]. Thus, a conservative
SACK-based loss recovery algorithm based on [52] was outlined in [56]. It uses SACK
information to estimate the amount of data that is currently in the network, which
determines when segments (both retransmissions and new data) can be sent.

Hoe [57, 58] contributed to the refinement of the retransmission algorithm when more
than one segment are lost and the SACK option is not used. She suggested to make fast
retransmit a phase during which segments are retransmitted using slow start and a new

1An option is a part of the TCP header that is optional and not always present.
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segment is sent for every second dupack. She further proposed that upon receiving a
partial acknowledgment the sender should assume the indicated segment lost and resend
it. A partial acknowledgment is an acknowledgment that acknowledges some new data,
but not all the data that was outstanding when the first loss indication was received.

The work by Hoe led to the specification of TCP NewReno [59]. The main difference
compared to TCP Reno is that the response to partial acknowledgments follows Hoe’s
suggestion, i.e., more than one retransmission may be performed. The timer may either
be restarted every time a partial acknowledgment is received or only for the first partial
acknowledgment. In [60], an addition to the NewReno algorithm was made to avoid
multiple fast retransmit periods.

Acknowledgments not only help to identify missing segments, they also give some
information of the network state. Under ideal conditions, the acknowledgments are sepa-
rated by the longest transmission delay that the segments encountered. The arrival rate
of the acknowledgments thus represents the capacity of the slowest link. TCP lets each
acknowledgment release or “clock out” a new segment. This is known as the self-clocking
property of TCP [50].

TCP Tahoe, Reno, NewReno, and SACK are main stream TCP flavors. Our summary
shows that TCP is continuously modified and that the congestion control architecture will
most likely continue to be a living project for years to come. There are many additional
TCP refinements targeted at for example wireless conditions. The wireless medium is
less predictable than a guided medium and user mobility aggravates the variability.

2.3 Wireless Network Technologies

In this section, we give an overview of Wireless Wide Area Networks (WWANs) – which
are often called cellular networks –, Wireless Local Area Networks (WLANs), and emerg-
ing wireless network technologies like Delay Tolerant Networks (DTNs) and sensor net-
works.

To better understand the specific problems of the wireless medium, we first describe
some of the phenomena and disturbances present in a WWAN. In WWANs, radio re-
sources are more closely managed than in for instance WLANs, which means that the
disturbances caused by other users are to some extent controlled. WLANs, DTNs, and
sensor networks are usually self configuring and there is less control over individual users
or sensors.

2.3.1 Radio Environments

Signal propagation in a mobile radio environment is affected by several independent
phenomena. There is a deterministic loss called path loss, which is determined by the
distance between the sender and the receiver. There are also stochastic effects like slow
shadow fading and fast multipath fading. Large objects, such as buildings, can cause
shadow fading effects such that two users at the same distance from a base station
may experience different channel conditions. Fast variations in signal strength are also
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common. Reflecting objects and scatters in the channel give rise to multiple signal waves
and so do the movements of the users and the surrounding objects. These signal waves
are replicas of the original signal, which arrive from many different angles, at slightly
different times with varying amplitudes and phases. The result is rapidly varying signal
strength.

The ability to accurately decode a radio signal also depends on the presence and
strength of other, interfering signals. Self-interference is caused by the desired signal itself
through multipath propagation or from replicas of the signal arriving from for instance
different base stations. In Wideband Code Division Multiple Access (WCDMA), used for
Universal Mobile Telecommunications System (UMTS), channels are created in each cell
by assigning orthogonal codes to the users. These codes enable the receivers to separate
signals and thereby facilitates decoding of the desired signal. But, multipath propagation
can destroy the orthogonality of the channelization codes that enables the receivers to
separate signals. Thus, when there is multipath propagation there may also be intra cell
interference when data is sent in parallel to more than one user in the same cell using
different channelization codes. Transmissions in other cells, where channelization codes
are reused, cause inter cell interference. The further apart the senders using the same
channelization codes are, the weaker the interfering signals are.

When there is no central management, as in many IEEE 802.11 networks, data can
be lost due to collisions. Collisions occur when there are several signals interfering at a
receiver such that at least one of the signals can not be perceived. To detect collisions,
a node must be able to send and receive at the same time. The incoming signal usually
has lower signal strength than the outgoing signal, making it costly to build hardware
for detecting collisions in IEEE802.11 [61]. Channels can also be unidirectional, if the
environment is such that the signal can propagate further in one direction than the
other. Therefore, acknowledgments are important to ensure that data have been correctly
received.

Furthermore, in multihop wireless networks, collisions can occur at node A if node
B and C, which are outside each others communication range, transmits to node A
simultaneously. This is called the hidden node problem. The exposed node problem is
when node A refrains from sending, because it overhears a transmission that is outside
the communication range of node A’s intended receiver.

2.3.2 Wireless Wide Area Networks

Internet started out as a project for sharing computer resources, whereas mobile tele-
phony grew out of a desire to provide voice communication while on the move. The
requirement for mobility naturally led to wireless technology. WWANs are predomi-
nantly used for mobile telephony. Their distinguishing feature is that a user can move
at a relatively high speed over a wide area while being engaged in a real-time session.
Pure voice calls are relatively predictable and have low bitrate requirements. The de-
sign and standardization of WWAN technology is now mainly performed within the 3rd
Generation Partnership Project (3GPP) [62].
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WWANs became digital with the introduction of second generation technology (2G).
The dominating 2G technology is called Global System Mobile (GSM) and is widely
deployed all over the world, spanning 3 billion users. Compared to 1G, 2G technologies
offers at least a three-times increase in spectrum efficiency [63].

The enormous interest in data-based services resulted in an effort to provide data ser-
vices over 2G technologies. However, the low bitrate channels (9.6-14.4 kbps) designed for
voice calls were not suitable for rapid e-mail and Internet browsing applications. The de-
mand for data transmission has therefore driven the evolution of WWAN systems towards
higher bitrates, lower latencies, and an IP-based infrastructure. 3G allows transmission
at 384 kbps for mobile systems and 2 Mbps for stationary systems. It builds on existing
2G technology, like GSM, but is more adapted for packet-based data transmission.

In Table 2.2, we shortly present the 3GPP releases and the novelties in each of them.
UMTS is another name for WCDMA. It is the global standard for mobile telecommuni-
cation standardized by 3GPP [62]. High Speed Downlink Packet Data Access (HSDPA)
is an upgrade of WCDMA, which improves the data rates in the downlink. Data is trans-
ferred over the High Speed Downlink Shared Channel (HS-DSCH). The corresponding
upgrade of the uplink is called High Speed Uplink Packet Access (HSUPA) and is followed
by the High Speed Packet Access Evolution (HSPA Evolved).

In release 8, E-UTRA is planned. The acronym stands for Evolved UMTS Terrestrial
Radio Access. It is also known as 3GPP Long Term Evolution (LTE). E-UTRA is
designed to offer peak data rates of 100 Mbps in the downlink and 50 Mbps in the
uplink. There are also requirements regarding latency, cost of deployment, spectrum
efficiency, and capacity.

The improved systems allow new services to be provided. Two examples are Push to
Talk over Cellular (PoC) and Multimedia Broadcast Multicast Service (MBMS) intro-
duced in release 6. PoC calls are half duplex communication that allow a single person
to reach an active talk group by pushing a button, instead of making several calls to
coordinate with a group. MBMS makes it possible to broadcast content over a cellular
network to small terminals, e.g., for mobile TV. To facilitate the access to IP-based ser-
vices for mobile users, an architectural framework, the IP Multimedia Subsystem (IMS),
was designed.

The Global Mobile Suppliers Association compiles reports on the spread of GSM-
based technologies [64]. In March 2008, they reported nearly 2.8 billion GSM and
WCDMA-HSPA subscriptions. The market share of GSM/WCDMA at this time was
86.6%. Commercial GSM/EDGE networks were found in 158 countries. 3G/WCDMA
had reached 91 countries, which is a 72% market share of all commercial 3G networks.
There were 185 3G/HSDPA networks and 34 HSUPA networks launched.

In the design of release 6 and also more recent releases, efficient solutions for the
co-existence of voice and data traffic are offered. Voice services remain important in
the foreseeable future, which means that the manufacturers are constantly striving to
increase the capacity for voice. At the same time, Voice over IP (VoIP) is replacing
earlier technologies for supporting voice services and other IP-based applications continue
to grow, which affects latencies and bitrate requirements.
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Release Approval Date New features

Release 96 1997 2G

Downlink speeds up to 14.4 kbps

Release 97 1998 2G

and 98 Downlink speeds up to 144 kbps

Release 99 2000 3G

Downlink speeds up to 384 kbps

Specified the first UMTS/3G networks

Release 4 2001 Includes an all-IP core network

Release 5 2002 HSDPA with speeds up to 14 Mbps

Introduces IMS

Release 6 2004 HSUPA with speeds up to 5.76 Mbps

Enhancements to IMS such as PoC

MBMS

Integrated operation with WLANs

Release 7 Ongoing Decreased latency

Improvements to real-time applications

HSPA Evolved

Release 8 Expected 2010 E-UTRA (LTE)

An entirely IP-based UMTS

Table 2.2: Releases of GSM-based WWAN specifications.

4G will be an all-IP-based heterogeneous network, where voice is provided on top
of IP. It should allow users to access any system at any time anywhere. From a user
perspective, multimedia services at a low transmission cost, integrated services, and cus-
tomized services are expected [65]. The underlying technologies for wireless and wireline
systems must therefore function together to achieve seamless transitions for the user
when it changes environments. This is a challenge because there are many players that
want to protect their revenues and enter new markets.

Most of our wireless scenarios in this thesis are derived from WWANs, but there are
also other complementary and competing wireless technologies.

2.3.3 Wireless Local Area and Ad Hoc Networks

Wireless Local Area Networks (WLANs) have a background in data services. Compared
to WWANs, they provide higher data rates at the expense of mobility and service quality.
Many people have a wireless router at home, which operates using a standard from the
IEEE 802.11 family. The primary standardization organs for WLANs are the Institute
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of Electrical and Electronics Engineers (IEEE) and the European Telecommunications
Standards Institute (ETSI). The first widely accepted standard was IEEE 802.11b that
appeared in 1999. The brand name for some of the IEEE 802.11 standards is WiFi.

The IEEE 802.11 family operates in unlicensed spectrum. No permit to set up a
network is therefore required. Thus, the cost of setting up the network is access to the
Internet, any usual wireline subscription will do, and a wireless router. The drawback is
that other people may also set up wireless networks and thereby cause interference prob-
lems when sending on the same frequency. Other devices, such as microwave ovens and
cordless telephones, are allowed to use the same frequency band too causing interference.

Two user devices can also communicate directly with each other if they are within
communication reach. A Mobile Ad hoc Network (MANET) is formed by user devices
participating in routing data for other users who are not within direct contact. MANETs
allow communication within an area without an access point and can be quickly deployed.
The network can also be connected to the Internet. For quick deployment and good
performance, self-configuration is essential as users move around.

Because central management of WLANs and MANETs is unusual, interference is often
a concern. The data can also take different routes through a MANET as the topology
changes, which may lead to both reordering and delay variations. Thus, the research on
TCP-Aix and a reduction of the acknowledgment frequency as presented in this thesis
are relevant for these network technologies.

2.3.4 Sensor Networks and Delay Tolerant Networks

Sensor networks are typically formed to monitor physical or environmental conditions.
The network consists of spatially distributed devices that collect information from sen-
sors. There are strict requirements regarding the size and cost of the sensors, because
a large number is often needed. Furthermore; energy consumption, memory capability,
computational speed, and network bandwidth are important issues in the design of a
sensor network. The limited memory makes it difficult to maintain state as required
by TCP [66]. From an energy perspective, handshakes at the beginning and end of a
transfer, acknowledgments, and the large headers of TCP are a lot of overhead for trans-
mitting only small amounts of data. TCP is also designed for global addressing, whereas
attribute-based naming is more suitable for the specifics of a sensor network. Thus, even
though accessing a sensor network through the Internet is often desirable, TCP is not
suitable for sensor networking. A split connection approach is more likely.

In Delay Tolerant Networks (DTNs) the assumption of end-to-end connectivity is
broken. Instead the situation where an end-to-end path through the network rarely,
or never, exists between two entities is considered. The packets consequently have to
take one hop at a time towards the destination, residing for longer time periods at each
node along the path. This means that even routing protocols for MANETs will stop to
function, and so will TCP [67].

In this thesis, we do not consider DTNs and sensor networks.
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2.4 TCP over Wireless Networks

In parallel to the on-going refinement of TCP, wireless networks have become an integral
part of the Internet. Thus, the characteristics of the network are no longer the same as
they were when the notion of congestion control and avoidance was born. At that time,
transmission errors were infrequent, since wired links were mostly used. Most nodes were
stationary resulting in relatively stable rtt conditions and capacity. The bandwidth was
much lower than it is today and power and interference concerns were limited. [68, 69]
are just two of many surveys on the problems with wireless conditions for TCP and also
proposed solutions. The research area has been popular for almost twenty years. Most
of the solutions proposed for TCP over wireless networks fall into one of three broad
categories: split connection approaches, link layer schemes, or end-to-end solutions.

In a split connection approach, the original end-to-end connection is split into two
separate connections. An intermediate node prior to the wireless link act as the receiver
for the connection over the wireline part of the path and as the sender for a second
connection covering the wireless link. In cellular networks, the intermediate node is often
the base station or another node belonging to the wireless core network. As topologies
become more complex, it becomes more difficult to find suitable points at which to split
connections.

The motivation behind split connections, given in early proposals like I-TCP [70], was
to separate congestion control and flow control functionality over the wireless link from
that across the wireline network. A split also allows a protocol specifically developed
for wireless links to be used instead of TCP over the wireless section of the network.
This protocol could be designed to have lower overhead and handle mobility better. In
addition, the intermediate node can compress or adapt the content, which sometimes
requires the first connection to finish before the second part of the transfer is initiated.

A drawback is that the end-to-end semantics of TCP are broken when a connection
is split. To begin with, the packets must be examined to determine whether it is a TCP
flow and which type of application that generated it. This prevents the use of IP security
(IPsec) [71] end-to-end. Other drawbacks are the need for keeping state in the network
and taking on transport layer responsibilities at an internal node. Still, split connections
seem to be relatively common in practice. In [72], the use of split connections was inferred
through measurements. All three networks they investigated, two CDMA2000 and one
GPRS network, used split connections for certain applications.

Link layer solutions can be motivated by for instance high transmission error rate
being a local problem and should therefore be solved locally. Many wireless link layers
perform retransmissions to reduce the observable transmission error rate. These retrans-
missions cause segments to arrive at the receiver out-of-order, thus generating dupacks

that may falsely trigger congestion control. A common solution is to implement in-order
delivery at the link layer. Both link layer retransmissions and in-order delivery add to
the delay variations over the link. Most WLAN and WWAN technologies perform local
retransmissions without requiring knowledge of upper layers, but there are also TCP-
aware link layer protocols such as SNOOP [17]. As with split connections, TCP-aware



2.5. Summary and Discussion 21

link layers require access to the TCP headers which can cause security issues.
When only the end devices have to be modified it is called an end-to-end solution.

This approach allows full use of IPsec and the transfers do not have to pass through any
particular intermediate node. But, end-to-end solutions may also have to have competi-
tive performance in scenarios where the problem that they are targeting is not present.
Because they work without network support, their usage is often not restricted to specific
situations.

An example of an end-to-end solution to the problem with transmission errors is TCP
Westwood [73]. By measuring the time between acknowledgments, Westwood derives an
estimate of the eligible bandwidth. The estimate is used to set ssthresh and cwnd

after a loss event and also periodically to modify the aggressiveness of the sending rate
increase by increasing ssthresh. Thereby TCP performance can be improved in the
presence of transmission error induced losses that are wrongly considered congestion
events. Later versions of TCP Westwood [74] also use the bandwidth estimate to find
an appropriate ssthresh during the initial slow start phase. Bhandarkar et al. showed
that TCP Westwood is not capable of fully utilizing the bandwidth when there are long
delays and frequent reordering events [75]. The results in [76] also demonstrated that
TCP Westwood underutilizes the bandwidth in the presence of reordering caused by link
layer retransmissions.

Our work on TCP for wireless conditions falls into the category of end-to-end solu-
tions.

2.5 Summary and Discussion

We have presented the basic concepts of computer networking, TCP, and wireless net-
working technologies. IP makes it possible for data bundled into packets to find its way
through the network. Data may be lost, reordered, or duplicated along the way. TCP is
a protocol that runs on the sender’s and the receiver’s system. It provides the application
with data in the right order, lost data is retransmitted, and duplicate data removed. TCP
also attempts to adapt to the varying network conditions by increasing its sending rate
during loss free periods and decreasing it when detecting a loss. Reordering and delay
spikes can trick TCP. If TCP believes that a segment was lost it decreases its sending
rate, which may lead to underutilization of the available bandwidth if the segment was
merely delayed or reordered. TCP assumes some degree of stability and a low transmis-
sion error rate, but a wireless channel has varying capacity. Therefore, the combination
of wireless networking and TCP was problematic to begin with.

WWANs have traditionally been used for voice calls, but are evolving towards a
packet-switched architecture to better support data traffic and facilitate the inclusion of
new services. We have described the development and spread of existing WWAN tech-
nologies and the expectations on future releases. Compared to WWANs, the transmission
range of WLANs is more limited, but higher data rates can often be achieved close to an
access point. Communication without an infrastructure is also possible as in MANETs.
We focus on WWAN technology in this thesis.
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There are several approaches to solving TCP related performance problems over wire-
less as described in this chapter. We use an end-to-end approach, because it does not
require changes to intermediate nodes making deployment easier. Security issues with
intermediate nodes inspecting packet headers can also be avoided.



Chapter 3

Evaluating TCP

We have mainly used simulations to evaluate and develop our ideas in this thesis. This
chapter contains a summary of our experiences and useful advice collected along the way
on how to conduct a TCP evaluation.

Preferably, a combination of simulations, experiments, measurements, and analysis should
be used in collaboration when evaluating a protocol. Measurements may seem the most
accurate evaluation method, but there are frequently uncontrollable factors that make it
difficult to generalize from the results. The importance of measurements is nevertheless
its unique potential to provide a crucial “reality check”. Experiments are important to
estimate implementation complexity and to test new algorithms approaching the final
stages of development. Compared to measurements and experiments, simulations allow
a wider range of parameter settings and environments to be explored – often at a lower
cost. The researcher also has better control over the environment. Analytical modeling
can be used to complement simulations in identifying the basic characteristics that influ-
ence the results. Generally, simulations require less assumptions than analytical modeling
and can include more details, thus often resulting in a higher accuracy. Simulations and
analytical modeling are important for developing intuition. An extensive discussion on
different evaluation methods is found in [77].

TCP in itself is a complex protocol with a number of different options, flavors, and
other configurable settings. We present the algorithms that may become part of TCP in a
not to distant future and summarize measurement studies concerning the deployment of
various TCP algorithms in Section 3.1. In Section 3.2, we discuss which algorithms to use
when evaluating TCP proposals. Thereafter, we present common simulation topologies
(Section 3.5) and network parameters (Section 3.4), before explaining different evaluation
metrics in Section 3.6.

23
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3.1 Current TCP Algorithms

As identified in [78], a researcher must carefully consider which TCP algorithms to use
and compare against. Current, widely-used TCP implementations that contain the most
common TCP algorithms may not be appropriate as a baseline, because they usually
differ from the near future TCP, TCPf . The algorithms to appear in TCPf may affect
the gain of any proposed modifications in the experimental TCP, and TCPf is therefore
better to compare against. The researcher should also consider competing proposals to
identify the advantages and disadvantages of different solutions.

Many of the algorithms that are developed for TCP are taken to the Internet Engi-
neering Task Force (IETF) for scrutiny. IETF is a community open to network designers,
operators, vendors, and researchers concerned with the evolution of the Internet archi-
tecture. Its Mission Statement is documented in RFC 3935 [79]. IETF produces Request
for Comments (RFC) documents, which can be thought of as standards for the Internet.
RFC 2026 [80] describes the standardization process, its stages, and the different RFC
categories.

3.1.1 TCP Related RFCs

Allman and Falk recommended a set of standards track algorithms in [78], which should
be included in the baseline TCP: basic congestion control [1], the SACK option [54],
a SACK-based loss recovery algorithm, delayed acknowledgments [81], the Nagle algo-
rithm [47] and also window scaling, Protect Against Wrapped Sequences (PAWS), and
the timestamp option [82]. Since [78] was written, a number of TCP algorithms have
entered the standards track. A short summary of the standards track RFCs influencing
the congestion avoidance and control behavior follows.

• RFC 2883: An Extension to the Selective Acknowledgment (SACK) Option for
TCP [83]
Describes the use of the SACK option when acknowledging the receipt of a du-
plicate packet. Such SACK options are commonly referred to as DSACKs. This
extension allows the TCP sender to detect when it has unnecessarily performed a
retransmission.

• RFC 2988: Computing TCP’s Retransmission Timer [84]
Contains an extended description of the algorithm from [50]. It is rather a formal
description of an already widely deployed algorithm than a new addition.

• RFC 3042: Enhancing TCP’s Loss Recovery Using Limited Transmit [85]
Improves performance for primarily small cwnds. When a TCP sender has pre-
viously unsent data queued for transmission it is to transmit new data upon the
arrival of the first two consecutive dupacks. This decreases the dependence on the
retransmission timer.
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• RFC 3168: The Addition of Explicit Congestion Notification (ECN) to IP [86]
Provides routers with a method for explicitly notifying the sender of a packet that
there is congestion. Two bits in the IP header are used for signaling by the routers
and for the end-points to inform routers that they are ECN-capable.

• RFC 3390: Increasing TCP’s Initial Window [87]
Reduces transmission time under moderate loss conditions, especially for short
flows and large delay propagation paths. A large initial window also reduces the
risk of having to wait for a timeout when the initial window is one segment and
the receiver uses delayed acknowledgments.

• RFC 3517: A Conservative Selective Acknowledgment (SACK)-based Loss Recovery
Algorithm for TCP [56]
Conforms to the spirit of the current congestion control specification, RFC 2581,
but uses SACK information to recover more effectively when multiple segments are
lost from a single flight of data.

• RFC 3782: The NewReno Modification to TCP’s Fast Recovery Algorithm [60]
Improves loss recovery when the SACK option is not enabled. The sender cannot
know which segments that were lost from a single window of data in the absence of
SACK information. Instead NewReno uses the partial acknowledgments to decide
which segments to retransmit when the fast retransmit and fast recovery algorithms
are invoked.

• RFC 4015: The Eifel Response Algorithm for TCP [7]
Specifies how the sender should react when detecting a spurious timeout. The
algorithm adapts the retransmission timer to avoid further spurious timeouts and
restores the congestion control state without causing packet bursts.

There are also a number of experimental RFCs. These RFCs have not reached a formal
consensus that they introduce fully logical and safe behaviors RFC 2026 [80]. Therefore
wide-scale experience is desired before they can proceed to proposed standards. We now
introduce the experimental RFCs associated with TCP.

• RFC 2861: TCP Congestion Window Validation [88]
Proposes that cwnd should only be increased if the window was fully utilized when
the acknowledgment arrived. Also, if the sender is idle for extended periods of
times, cwnd should be reduced.

• RFC 3465: TCP Congestion Control with Appropriate Byte Counting (ABC) [30]
Compensates for the delayed acknowledgment effect on the growth of cwnd. Instead
of basing the cwnd growth on the number of arriving acknowledgments, the algo-
rithm considers the number of bytes acknowledged. The parameter L controls how
many bytes that may be counted when acknowledged by a single acknowledgment.
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• RFC 3522: The Eifel Detection Algorithm for TCP [4]
Allows a TCP sender to detect a posteriori whether it has entered loss recovery
unnecessarily. The algorithm requires the timestamp option to be used.

• RFC 3649: HighSpeed TCP for Large Congestion Windows [89]
Decreases the strong dependency on low error rates to achieve large cwnds in cur-
rent standards-compliant TCP. When cwnd is less than 38 segments, it behaves as
ordinary TCP, but for larger cwnds the increase parameter is made gradually larger
and the decrease parameter smaller.

• RFC 3708: Using TCP Duplicate Selective Acknowledgment (DSACKs) and Stream
Control Transmission Protocol (SCTP) Duplicate Transmission Sequence Numbers
(TSNs) to Detect Spurious Retransmissions [3]
Is an alternative to the Eifel Detection algorithm that uses DSACKs instead of
timestamps to detect spurious retransmissions.

• RFC 3742: Limited Slow-Start for TCP with Large Congestion Windows [90]
Proposes to limit the number of segments by which cwnd is increased for one win-
dow of data during slow start. Both the competing traffic and the TCP flow
may otherwise suffer from substantial losses when the window is large. A variable
max ssthresh is introduced and the slow start mechanism is modified for cwnds

larger than max ssthresh (recommended setting is 100 MSS).

• RFC 4138: Forward RTO-Recovery (F-RTO): An Algorithm for Detecting Spurious
Retransmission Timeouts with TCP and the Stream Control Transmission Protocol
(SCTP) [5]
Detects spurious timeouts by changing the sending pattern following a timeout, but
cannot be used to detect spurious fast retransmits.

• RFC 4653: Improving the Robustness of TCP to Non-Congestion Events [12]
Gives lower layers more time to recover from transmission errors by delaying the
fast retransmit and fast recovery actions by roughly one rtt. This is achieved by
using a higher dupthresh setting, which makes TCP robust to reordering during
approximately an rtt.

• RFC 4782: Quick-Start for TCP and IP [91]
Suggests a method for transport protocols to discover when a higher initial sending
rate may be possible. It requires support from all routers along the path and there
are several situations where problems may arise, therefore, Quick-Start is being
proposed for use in controlled environments.

Next, we summarize the measurements studies performed to find out which algorithms
that are currently in use in the network.
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3.2 Deployment of TCP Algorithms

In [92, 93, 55, 94, 95, 96], the deployment of various TCP algorithms were investigated.
The most recent TCP measurements that we are aware of were performed by Medina et
al. [96]. They collected information about web servers using the TBIT client between
February and May, 2004. The client was run from a machine at the International Com-
puter Science Institute in Berkeley, US. To gather information about web clients, they
gathered packet traces from port 80 of their web server between February 24 and March
10, 2004. There were 206,236 connections from 28,364 clients. A short summary of their
results follows.

Limited transmit [85]: TBIT was able to classify 75% of the 38,652 tested servers.
In total, 23% supported limited transmit, 52% did not, and 25% of the tests were incon-
clusive. In another study by Ladha et al. it was found that 99 out of the 224 classifiable
servers supported limited transmit [94].

ECN-capability [86]: Of the 84,394 web servers in [96], 2.1% announced that they
were ECN-capable. Only a quarter of the ECN-capable servers correctly returned a
congestion indication though. Another observation was that no router between the TBIT
client and an ECN-capable server reported Congestion Experienced. Observations of
middleboxes that block ECN have decreased from 9% when studied in 2000 to 1% in
2004. Only 0.2% of the web clients advertised that they were ECN-capable.

SACK-capability [54, 83, 56]: The same servers were also tested for SACK-capability.
29% were not SACK-capable, but the majority, 68%, were SACK-capable. For 25% of
the SACK-capable servers it was not possible to deduce whether the SACK information
was actually used because there were too few segments. Another 12% of the connections
experienced HTTP errors. Correct use of SACK information was observed for 18% of
the SACK-capable servers, 9% partly used the SACK information, and only 3% did not
use it at all. Approximately half of the SACK-capable web servers supported DSACK.

Allman observed an increase from 8% in December 1998 to 40% in March 2000 of
SACK-capable web clients [93]. This trend seems to continue. 88% of the clients ad-
vertised SACK permitted in the study by Medina et al. and they almost always used
SACK blocks. 3% of the clients sent DSACKs, but this number does not reveal how
many clients that would have sent DSACKs upon receiving duplicate data.

NewReno [60] and Reno: When the TBIT client pretended not to be SACK-capable,
the majority of the servers applied NewReno (25%) and 5% used Reno [96]. Only 33%
were classified due to unwanted drops and other problems such as too short transfers.
Already in [55], it was observed that NewReno was the dominating congestion control
algorithm in the absence of SACK information. Out of 3,728 web servers, 1,571 performed
NewReno congestion control in their investigation.
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Congestion window validation [88]: By letting the receiver announce a small win-
dow and then increase this window, Medina et al. investigated whether servers opened
cwnd inappropriately during a receiver limited period [96]. The majority of the servers
had a moderate behavior as recommended in congestion window validation.

Appropriate Byte Counting (ABC) [30]: The test for ABC used in [96] could
not distinguish between ABC with L=1*SMSS and packet counting. L determines the
number of bytes that may be considered when acknowledged by a single acknowledgment.
The total number of studied servers was 44,579. Only 0.1% used ABC with L=2*SMSS.
Nearly 52% used packet counting or ABC with L=1*SMSS. The remaining 48% could
not be classified with the current test. In the study by Ladha et al. [94], 50% of the 200
investigated web servers were shown to have adopted ABC (with L=1*SMSS, none of
the servers used L=2*SMSS).

Timestamp and window scaling options [82]: For the Eifel Detection algorithm to
work, the timestamp option needs to be correctly supported. Roughly 15% of the servers
ignored the timestamp option, but otherwise the connections were fine [96]. The failure
rate was about 0.2%, thus the timestamp option is widely supported. The timestamp and
the window scaling option were advertised by 22% and 27% of the clients, respectively.
From 1998 to 2000, the web clients’ use of the window scaling option increased from 15%
to 20% and the timestamp usage from 8% to 15% [93].

Advertised window: The mean advertised window was 32 kB and the median almost
44 kB in [96], which is an increase compared to the results from earlier measurements [95].
Back in 1998-2000, Allman observed a mean of 18 kB and a median around 10 kB.

Maximum Segment Size (MSS): 94% of the clients applied a MSS of 1300-1460
bytes [96], which is similar to the results received in [93].

Initial congestion window [87]: Most web servers started with an initial window of
one or two segments [93, 55, 94, 96].

3.3 Our Recommendations on TCP Algorithms and

Options

Of the extensions described in Section 3.1.1, limited transmit and SACK-based loss
recovery are the most generally usable. They are also quite widely deployed. Therefore,
we recommend that these algorithms should always be used when evaluating TCP. If
SACK is not supported, NewReno should be used instead.

Although, a larger initial window does not seem to be used, it may improve per-
formance in many circumstances and we therefore recommend taking advantage of this
possibility. DSACK in itself has little impact on performance, but the information it
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gives may be of use in other algorithms. The Eifel response may be left out in certain
scenarios, because spurious timeouts are infrequent in many types of networks.

In [78], comparisons between ECN-capable and non-ECN-capable connections were
encouraged. A specification of ECN has been around as an experimental RFC since 1999
and is now a proposed standard, but deployment seems slow [97]. Broken firewalls and
load balancers caused problems initially, but these problems have been addressed. As
stated in [97], a more serious problem is the little usage of Active Queue Management
(AQM). A change in attitude is needed, which is likely to take time. Recently however,
ECN has attracted more interest, which makes it important to gather experience with it.

Of the experimental RFCs, ABC seems the most likely to reach proposed standard
soon. Partly because web servers not using ABC are vulnerable to misbehaving receivers
performing acknowledgment division [98]. A receiver then causes inappropriate cwnd

growth with traditional acknowledgment counting, by acknowledging only a small portion
of each segment at a time. We therefore recommend using ABC.

Congestion window validation only affects TCP performance when the sender can
become application or receiver limited. However, designers of new TCP algorithms should
consider whether they introduce changes that may lead to differences in flight size (the
number of segments currently in the network) and cwnd. Without continuous probing
the estimate of the bandwidth, which cwnd represents, ages and mismatches between the
flight size and cwnd can result in bursts being sent.

Three of the experimental RFCs suggest methods for detecting when loss recovery
was unnecessary. The F-RTO proposal is more limited than the others, because it can-
not detect spurious fast retransmits. The advantage of Eifel over the DSACK algorithm
is that the sender can detect earlier that loss recovery was falsely triggered. Eifel re-
quires the use of timestamps, whereas DSACK is an extension of the SACK option. The
deployment reports indicate that the timestamp option is more likely to be supported
than DSACK. For scenarios where spurious timeouts may occur, one of the detection
algorithm should be used with Eifel response. When studying TCP performance in re-
ordering environments, we suggest comparing with TCP-NCR.

In the area of high speed networking, there are many competing TCP proposals and
the area still seems to lack maturity. An issue of concern is the co-existence of high
speed TCP variants and other TCPs. In addition to HighSpeed TCP there are therefore
a number of other algorithms to consider.

In addition to selecting which algorithms and options to enable, there are a number
of parameters to consider. A parameter that often has a too small default value is the
maximum window. It is also known to have a large impact on performance. The suggested
approach is to make this window large enough to prevent it from limiting throughput.
Automatic tuning of the window size is likely to become an operating system feature, for
instance Linux 2.4 has a sender-side autotuning mechanism, so that setting the window
size on the sender is not needed. More information on the required window sizes and
automatic TCP buffer tuning can be found in [99].

When using delayed acknowledgments, the receiver uses a timer to make sure that no
acknowledgment is delayed longer than a certain time interval. Like the lower bound on



30 Evaluating TCP: Simulation Experiences and Advice

the retransmission timeout, this value has changed over the years due to the enormous
improvement in clock resolution and increased bandwidths. Especially if older versions
of a simulator or platform is used, it may therefore be necessary to modify this value.
In [100] it is stated that the delayed acknowledgment interval is typically less than 200 ms.
200 ms also seems reasonable for the minimum rto. In Linux 2.4 the minimum rto is
200 ms [101]. A low rto was however not observed in [96]. Only 5,40% of the 37,000
servers they tested in 2004, were found to have an rto less than a second even though
the rtt was usually considerably lower.

3.4 Network Parameters

Delay, bandwidth, and buffer settings are often varied in evaluation studies especially
when the scenarios are derived from wired networks. For wireless networks, bit error rates
are also interesting. In [102], models for different types of wireless links are discussed.

It is generally difficult to determine realistic settings for network parameters, because
there are large variations. Li et al. [103] suggest to use round-trip propagation delays in
the range of 16 ms to 320 ms, with measurement points at 16, 40, 70, 160, and 320 ms.
In [104], typical link propagation delays are stated to be 1 ms (LAN), 10 ms (state),
50 ms (country), 100 ms (trans-Atlantic), 200 ms (trans-Pacific), and 600 ms (satellite).

Commonly encountered bandwidths are: 1 Mbps, 10 Mbps, 100 Mbps, and 250 Mbps.
A justification for these bandwidths and a few others were given in [104]: 56 kbps (Mo-
dem), 10 Mbps (Ethernet), 100 Mbps (Fast Ethernet), 155 Mbps (OC-3), 622 Mbps
(OC-12), 1 Gbps (Gigabit Ethernet), 2.5 Gbps (OC-48), and 10 Gbps (OC-192)1. These
numbers are mostly for wireline networks. Also, for wireless networks there are typical
bandwidths, but the top speeds are not as high as for wireline networks.

The traditional approach to buffering is to set an absolute limit on the amount of data
that can be buffered. Action is taken when the buffer capacity is exhausted. Data is then
dropped from the tail (drop-tail) or the front of the queue (drop-front). A rule-of-thumb
for finding an appropriate buffer size is B = rtt×C, where C is the bandwidth of the link
and rtt the average rtt of the flows passing through the buffer. An infinite buffer can
prevent losses, but increases the delay and may thereby lead to more stale and duplicate
data being transferred.

Random Early Detection (RED) gateways, [105], represent a class of Active Queue
Management (AQM) principles and is currently the recommended strategy for use on the
Internet [106]. The original version of RED has one lower threshold measured in packets
or in bytes (below which no packets are dropped) and a upper threshold (above which
all packets are dropped). In between these thresholds, the dropping probability depends
on the average queue size. RED is primarily intended for a scenario where multiple flows
traverse the same queue. A probabilistic approach to dropping was therefore chosen to
avoid biases and global synchronization. Discussions of the appropriate variable settings
as well as pointers to proposed RED modifications can be found at [107].

1OC is short for Optical Carrier, used to specify the speed of fiber optic networks conforming to the
SONET standard.
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Figure 3.1: An illustration of the dumbbell topology.

3.5 Topology and Competing Traffic

The first step when evaluating a TCP proposal is often to study a single flow in a
dumbbell setting. In Figure 3.1, the dumbbell is shown. Using this simple topology,
the effect of different network parameters on a method can be quickly verified. As the
understanding increases, the scenarios should gradually become more complex. Starting
with one flow in a one-way scenario, several flows can be studied, followed by two-way
traffic, multiple bottleneck scenarios, different types of flows, and so forth. In general,
variability is considered to be good as simulations are usually more static than the real
environment.

The dumbbell represents a single bottleneck scenario. If the bottleneck is the user’s
access link it is not uncommon that there are only a few active flows. Early TCP studies,
like [50, 108], used one-way traffic scenarios in which the number of flows were limited to
a handful. The performance should be predictable; for each additional flow entering the
network the other flows should give up some of their bandwidth.

In [109], the one-way simulation scenario from [108] was extended to include two-way
traffic over a single link. The mixing of data and acknowledgment traffic in the same
direction led to the discovery of a phenomena called ack compression. If acknowledgments
encounter empty queues, the spacings between them represent the rate at which data
packets can safely be sent. However, if the acknowledgments are placed in a queue for
some time they may leave the queue at a higher instantaneous rate than they arrived
presenting the sender with misleading information. The sender may then send data
at a higher rate than the network can accept. This phenomena is also detectable in
real networks [110, 92]. Ack compression only occurs if the data packets are considerably
larger than the acknowledgments and data packets from the same connection are clustered
together. Therefore, delayed acknowledgments and varying round trip times decrease the
effect of ack compression [109].

Two-way traffic is important to study especially if different methods for clocking
out the segments are used or variations of the acknowledgment scheme are considered.
Congestion control algorithms that attach a lot of importance to variations in the round
trip time can be sensitive to reverse traffic, as studied in [111].

The dumbbell has only one bottleneck, whereas the parking lot topology, shown in
Figure 3.2, can have several bottlenecks and a variable number of hops. In [112, 111], the
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Figure 3.2: An illustration of the parking lot topology.

number of hops was varied from one to ten. In the parking lot topology, flows can share
only part of the path with the observed flows. Such background flows are often called
cross-traffic and can encounter congestion elsewhere in the network. The bottleneck can
therefore move during a simulation, increasing the variability.

Other sources of variation are the starting times, the types, and the numbers of flows.
Letting the flows start at approximately the same time is usually the first case. This
ensures that the flows encounter similar network conditions during their start-up phase.
When flows have different starting times, the convergence time can be studied or the
initial phase can be disregarded in the analysis.

The transfer size distribution depends on the type of service. TCP is used by a
number of applications. Web transfers are often short and the sender may never leave
slow start, which means that only changes to the start up behavior may have an effect.
However, bulk transfers stands for a large part of the traffic volume in bytes and often
last for a longer time.

A researcher should show that a TCP proposal can take advantage of the available
network capacity when alone, but the proposal should also be studied for loss rates in
the order of 1% to 10%. The number of flows needed to cause these loss rates depends
on the bandwidth.

3.6 Evaluation Metrics

In an ideal world, it would have been possible to quantify how often situations that lead
to an improvement or a deterioration arise. But, because TCP is rate-adaptive and the
Internet ever-changing showing that a proposal solves a well specified problem, rather
than attempting to determine the importance of the change, is often the only possibility
at an early stage. A well-known example is the study by Fall and Floyd, in which they
demonstrate the benefits of SACK compared to Tahoe, Reno, and NewReno when several
segments are lost from a window [52]. However, it is also necessary to test new proposals
in more challenging scenarios to detect any weaknesses. When a proposed change is
extensive, the researcher has to attempt to verify the proposal for a large number of



3.6. Evaluation Metrics 33

scenarios making high-level metrics important. It is important to understand the trade-
offs that are present. A change can improve performance in the target scenario, but
degrade performance in another setting or from another perspective.

There are two distinct phases in TCP: slow start and congestion avoidance. Slow start
is primarily used in the beginning to quickly probe for the available capacity, then the flow
is expected to enter congestion avoidance. Depending on the length of a transfer relative
the bandwidth-delay product of the path, different importance may be attached to the
start up period and the following period which is dominated by congestion avoidance. It
may therefore be of interest to consider the performance in the two phases separately.

TCP is used mainly for bulk data transfers and interactive flows (request-response ap-
plications). The main performance metric for bulk data transfers is throughput, whereas
performance for interactive transfers is determined by the end-to-end delay of the packets
belonging to a transaction. Fairness has also traditionally been important to consider. A
quite extensive list of metrics is provided in [38], we focus on a subset of these for TCP.

• Throughput
Aggregate and individual flow throughput are relatively simple to measure and
have direct implication for the performance of most applications. Sometimes a
refined variant of this metric referred to as goodput is used. Retransmissions are
not considered when computing the goodput.

• Delay
For bulk transfers the transfer delay can be directly inferred from the throughput.
Interactive applications are concerned with the delay of each information exchange.
Delay can also be the service time at intermediate nodes, which may affect other
applications.

• Packet loss rates
Most TCP flavors probe for bandwidth and thereby provoke losses. The higher the
loss rates, the lower the network efficiency. Applications that do not retransmit
lost data may also suffer, e.g., VoIP. The packet loss distribution determines how
successful TCP is at recovering lost data.

• Response to sudden changes or to transient events
If the aggressiveness or the responsiveness differ from that of a baseline TCP, it
is important to investigate the response to sudden changes and transient events.
In [113], several of the problems that can occur with slowly responsive TCPs are
discussed.

Most studies focus on steady-state behavior, which means that the system is left
to find a stable operating point, see for instance [114]. In dynamic simulation
scenarios, there are relatively large changes in bandwidth, delay, or the number of
competing flows over time. The dynamic behaviors of a number of slowly-responsive
congestion control algorithms were evaluated in [113] and the scripts for these
simulations are available on the web.
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• Minimizing oscillations in throughput or in delay
Smoothness is probably a more common term than throughput oscillations, but
both terms refer to the variations in throughput over time. It is generally considered
that a smoother sending rate is better. The opposite of a smoothness is burstiness.

• Fairness and convergence times
Most researchers agree that fairness is a vital metric, but there are many defini-
tions of fairness. A few well-known examples are: max-min fairness, proportional
fairness, the fairness index, and the product measure.

The research community seems to agree that a new TCP flavor should not be
allowed to starve other modern TCP implementations. It also has to be fair against
other users with the same flavor of TCP as itself. The measurements studies we
have brought up earlier showed that SACK-based loss recovery is common today
and therefore fairness towards TCP SACK is important to study.

Still, the usefulness of flow-rate fairness has been challenged by Briscoe in [115].
Briscoe points out that we expect to be fair to people or organizations of people.
Thus, the fairness metric should reflect how many flows that are used in parallel
and their duration.

Floyd and Allman argue that the current system based on TCP congestion control
and flow-rate fairness, has been proven useful in the real world. It poses minimal
demands on network and economical infrastructure, and still enables users to get
a share of the network resources [116].

The TCP flavors that are widely deployed today are unfair to users with longer
rtts. This is due to the ack clocking property of TCP. The rtt unfairness makes
it more difficult to measure fairness, because it is desirable to be able to view the
results without this effect being present. As a general guideline, it is important to
avoid worsen the weaknesses of TCP.

Convergence time usually refers to the time from when a new flow is started until it
has received a fair share of the bandwidth, thus meaning that other existing flows
need to release bandwidth to the newcomer. It is also interesting to measure how
long it takes to converge to fairness after sudden changes in the network conditions.

• Robustness for challenging environments
The Internet continues to grow and network types that were not initially consid-
ered in the design of TCP become more common. Performance in the presence
of reordering, corruption, variable bandwidth, asymmetric routing, mobility, and
so forth is thus becoming more important to study. Many of these features are
only visible as varying delay, reordering, or losses at the transport layer. A current
question is which challenging environments that it is reasonable to expect TCP to
handle?

• Robustness to failures and to misbehaving users
Network failures often lead to an increased number of packet losses and longer
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delays, which can invoke the congestion control mechanisms of TCP. This might
not always be the appropriate behavior, but it is not a threat to the stability of the
Internet.

At the time when TCP was designed, routers did not assist with explicit notifi-
cations and bandwidth was limited. Therefore, the end-points did not have the
same incentive to attempt to manipulate the congestion control mechanisms into
being more aggressive. A number of ways in which a receiver can misbehave were
identified in [98]. It may be helpful to know of these vulnerabilities when working
with new flavors of TCP, to ensure that the possibilities to manipulate the sending
rate are not increased.

• Deployability
It is not realistic to assume that the network will be temporarily brought down to
update all nodes more or less simultaneously. Therefore incremental deployment is
necessary. This means that different versions of TCP must be able to co-exist.

In some cases it is sufficient to modify only the sender or the receiver to achieve
an improvement. If both the sender and the receiver are required to adopt a new
scheme before it can function properly, deployment is harder. Changes can also
involve internal network nodes, such as routers or middleboxes, further complicating
deployment of new technology.

The extent of the change is also an important factor. Small changes are often easier
to implement correctly. The overhead in terms of new options or additional packets
that must be exchanged must also be considered.

3.7 Discussion

Every time a new algorithm is proposed, which happens often when it comes to TCP, the
inventor has to prove that the algorithm works as intended and that it does not cause
harm to the Internet. This may seem simple until you try to decide on a number of
scenarios to study.

Although TCP is one of the most thoroughly evaluated protocols, there is no agreed
upon set of evaluation scenarios. This makes it difficult to compare the performance
of competing TCP proposals. TCP proposals are also often made to improve different
metrics and performance in specific, rather than general, network conditions. Thus, the
focus may be on a particular situation, giving confirmation of the behavior in other
situations a secondary role.

Recently, there has however been an effort within the Internet Research Task Force
(IRTF) to highlight what is considered to be the best current practice for congestion
control evaluation [117]. This work includes gathering information to evaluate the models
used in simulations, analysis, and experiments [40] and producing a document covering
important metrics for evaluation of congestion control [38]. Also, a number of researchers
have proposed to establish test suites both for simulations and experiments [104, 103,
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118, 119]. Test suites that cover general scenarios for which all proposals should be tested
can be helpful to make the strengths and weaknesses of different approaches identifiable.
Researches can also save time if there are well prepared tests available.



Chapter 4

Making TCP Robust to Reordering
and Delay Spikes

In this chapter, we present TCP-Aix; our proposal to make TCP robust against reorder-
ing and delay spikes. The name TCP-Aix comes from the city of Aachen in Germany,
where the work on TCP-Aix once began. The French name for Aachen is Aix-la-Chapelle.

With the current loss detection methods, TCP is unable to distinguish between a lost seg-
ment and; reordering or delay spikes. Because TCP reduces its sending rate in response
to losses, reordering and delay variations can lead to underutilization of the available
bandwidth. TCP-Aix improves the robustness of TCP to reordering and delay spikes
by corroborating that a segment was lost before initiating congestion control and con-
sequently reducing the sending rate. The proposed modifications are restricted to the
sender-side of TCP.

When there is only minor reordering and small delay variations, the loss detection
methods work as intended. The primary loss detection method is based on the observation
that later sent segments generate dupacks when a segment is missing. When dupthresh

dupacks have arrived, the sender performs a retransmission. If not enough dupacks are
generated to trigger a retransmission, or if the retransmission is lost, the sender falls
back to its timeout mechanism. By maintaining an estimate of the time it normally
takes for a segment to reach the receiver and the acknowledgment to return, the sender
can infer when a segment has been lost. But if the delay suddenly increases, the sender’s
estimate of the rtt will be too short. Similarly, when segments are reordered, there will
be dupacks even though no segment is lost. A timeout or a fast retransmit is called
spurious if it would not have taken place if the sender had just waited longer. We call a
timeout or a fast retransmit where the segment was indeed lost genuine.

To increase robustness, TCP-Aix attempts to gather more information about a sus-
pected segment loss before initiating congestion control. It therefore separates loss recov-
ery and congestion control. First, it retransmits the segment upon receiving an ordinary

37
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loss indication, i.e., dupthresh dupacks or a timeout. It then uses the TCP-Eifel de-
tection algorithm, [2], to determine if it has unnecessarily retransmitted the segment.
TCP-Eifel allows the sender to discover whether the retransmission was falsely triggered
when receiving an acknowledgment for the retransmitted segment. Thereafter, TCP-Aix
initiates congestion control if the retransmission was needed, which means that congestion
control is delayed by approximately one rtt.

In addition to TCP-Aix, we present the winthresh algorithm; an algorithm for com-
puting a higher dupthresh that considers the available buffer space at both ends of the
TCP connection. TCP can tolerate longer reordering events if dupthresh is increased.
An appropriate dupthresh is not only dependent on the buffer space or the reordering
conditions. We discuss how a high dupthresh affects the ability to utilize bandwidth in
dynamic conditions and fairness towards non-TCP-Aix flows.

Since this work was carried out, TCP Non-Congestion Robustness (TCP-NCR) has
become an experimental RFC [12]. With the NCR algorithm TCP is robust to reordering
events lasting less than an rtt. Reordering Robust-TCP (RR-TCP), [8], can handle
longer reordering events but gathers network information to find appropriate settings,
which makes it difficult to predict its performance. TCP Persistent Reordering (TCP-
PR), [13], neglects dupacks all together, instead it relies on a timer to detect losses. The
parameters are chosen such that spurious timeouts should rarely occur.

The most important characteristics of TCP-Aix are: no knowledge of the network
conditions are needed, TCP buffer space is considered to prevent window stalling, it
is simple to control the reordering durations to be detected, and a careful approach to
increase bandwidth utilization is used. Compared to TCP-NCR the advantages of TCP-
Aix are that longer reordering durations can be dealt with and bandwidth utilization is
better when the bandwidth-delay product (bdp) is large even for reordering durations
that are within the scope of TCP-NCR. TCP-PR is more aggressive in increasing the
sending rate during periods of missing segments than TCP-Aix and does not provide an
easy method for controlling the delay involved in detecting very long reordering durations.

In this chapter, we describe and verify the operation of TCP-Aix. We also study how
long reordering events TCP-Aix can handle and the impact of a large amount of dupacks
on performance. The performance of TCP-Aix is compared to that of TCP-NCR which
is currently an experimental RFC.

The chapter is structured as follows; in the next section we discuss reordering and
delay spikes on the Internet to show the need for a robust TCP flavor. In Section 4.2,
we categorize the existing proposals to solve the related problems of reordering and
delay spikes. We then present the design of TCP-Aix in Section 4.3 and the winthresh
algorithm in Section 4.4. In Section 4.5, the simulation environment is described. Finally,
the results from the evaluation are presented in Section 4.6 and we summarize our findings
in Section 4.7.
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4.1 Reordering and Delay Spikes on the Internet

In [120], Paxson analyzed 20,000 TCP bulk transfers of 100 KB, collected in December
1994 and November-December 1995, for events such as packet corruption and out-of-order
delivery. The analysis showed that packet reordering is fairly prevalent on the Internet:
2% of the segments were reordered in 1994 and 0.3% in 1995. Reordering is however
strongly site-dependent and correlated to route fluttering.

Bennett et al. showed that reordering is a natural consequence of local parallelism [121].
It depends on path properties such as the existence of parallel links, load, and configura-
tion of both hardware and software along this path. The deployment of parallel paths is
driven by economics; it is cheaper to build multiple moderate speed paths than a single
very high-speed path [121]. Parallel components also increase fault-tolerance, which may
be the primary reason for replication today. Their measurements were collected through
MAE-East, a high-speed switch architecture containing parallel components and a di-
versity of paths, during December 1997 and January 1998. Two tests were performed,
first five ping packets were sent to make sure there were no route cache misses, than 50
ping-packets were sent back-to-back. Less than 10% of the hosts receiving all the first
ten ping-packets received them in-order. There were 117 hosts in 1997 and 60 hosts in
1998 that received the first ten ping-packets.

In the measurement study conducted by Loguinov et al. [122] from November 1999
to May 2000, low bitrate video streaming sessions (14 and 25 kbps) were used to collect
samples. They found that 9.5% of the sessions experienced reordering. Only about 0.04%
of the sent packets were reordered though. An explanation for the low reordering rates
may be the low bitrates used in the measurements.

Around this time, Cottrell at SLAC measured reordering to 250 hosts all over the
world [123]. The measurement technique resembled Bennet’s, first five ping packets were
sent, they were followed by the actual measurement set of 50 ping packets. Of the 250
hosts, 25% exhibited reordering. On average eight of the 50 packets arrived out-of-order.

Jaiswal et al. [124] used a passive measurement technique to measure reordering in a
tier-1 IP-backbone during 2002. They analyzed 29 million TCP connections from 7,600
unique ASes by observing the connections from a single measurement point between the
sender and the receiver. Packet reordering affected 0.02-0.1% of the data packets and
between 0.6 and 5.1% of the connections.

A more recent study by Gharai et al. in the U.S. showed a high prevalence of packet
reordering relative to packet loss [125]. The authors therefore emphasized that new
application and protocol designs should be robust to both packet reordering and packet
loss. They also observed a connection between load, packet rate, and reordering. Each
UDP test flow lasted for a minute and was generated at several rates between 1 Mbps
and 900 Mbps.

In May 2003, TCP traces were collected in China [126]. 208,000 web transfers were
analyzed and it was found that 3.2% of all the 3.3 million packets were reordered. The
measurements showed strong site dependence. In October the same year, researches sent
bursts of 50, 100 bytes UDP packets between test boxes of RIPE NCC [127]. The test
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boxes were located in Europe and the U.S. 56% of the bursts suffered from at least one
reordering event.

There are no indications that reordering will decrease, rather an increase is to be ex-
pected. One driver is mobility. In wireless networks where there is no fixed infrastructure,
such as MANETs, the paths through the network can frequently change as a consequence
of mobility. Reordering is therefore inherent. To protect against failures of the primary
path alternate paths can be computed and stored, but they may grow stale [128]. By
distributing data among several paths, as in multipath routing, the sender can maintain
a set of paths without significant overhead, but at the cost of increased reordering.

It may also be desirable to distribute data transmission over several paths to increase
efficiency, save scarce resources, and protect against load spikes. This is the purpose of
dynamic load balancing. The difficulty in dynamic load balancing today is to split the
traffic across multiple paths at a fine granularity, while avoiding packet reordering [129].

The informal in-order delivery demand that originates from the sensitivity of TCP to
reordering, also constitutes an obstacle for the deployment of promising techniques that
may cause reordering, such as parallelism in packet forwarding [130] and differentiated
services [131]. We believe that parallelism in the network elements and the Internet
architecture is likely to increase.

By re-establishing the order before releasing the packets, reordering can be avoided,
but the cost can be high. For instance, many link layer retransmission schemes for
wireless networks enforce in-order delivery. The cost is increased link layer complexity
and larger link delay variations due to the operation of the re-sequencing buffer. A
reordering tolerant TCP could thus enhance performance in the present Internet when
there is reordering and provide benefits for the future by relaxing the in-order delivery
constraint.

We focus on reordering in this chapter, but there are also measurements of delay
variations. Variable delays due to route flipping [6, 132], link layer error recovery by a
dial-up modem [133] and cell changes in cellular networks [134, 135] have been shown.
But spurious timeouts are still reported to be rare over wireline paths [120] and wireless
links that do not lose connectivity [136].

4.2 An Overview of Approaches

Previous approaches to improve the reordering robustness of TCP include using a higher
dupthresh setting or a timer instead of dupacks to determine when to retransmit. These
methods can often be combined with algorithms for detecting spurious retransmissions,
which makes it possible for the sender to review the latest congestion control decision.
We start by presenting the algorithms for detecting spurious timeouts or fast retransmits,
before discussing the proposals for setting dupthresh and the timer-based solutions. To
avoid losing ack clocking, the methods for adapting dupthresh include modifications of
limited transmit [85].
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4.2.1 Detecting Spurious Retransmissions

To verify a congestion control decision, the sender needs to know which segments that
actually arrived. A retransmitted segment has the same identifier as the first segment
carrying the same data, as the identifier is the bytestream number of the first application
data byte. The corresponding acknowledgments are also identical with regards to the
acknowledgment number. This is known as the retransmission ambiguity [137] and it has
created a need for methods that allow the sender to detect which attempt(s) to send the
same data that were successful.

Explicitly informing the sender of duplicate segments: Through the Duplicate
SACK (DSACK) option [83] the receiver can inform the sender when it has received
duplicate segments, which allows the sender to determine when it has needlessly retrans-
mitted a segment [3]. If both the original and the retransmitted segment successfully
reach the receiver, the sender receives a DSACK one rtt after the retransmission. The
DSACK option is only sent once and if the acknowledgment it is attached to is lost, the
sender will not detect the spurious congestion event [10].

Adding information to separate acknowledgments for different transmission
attempts: The Eifel algorithm [2] requires the sender to tag each segment with in-
formation that separates the original segment from subsequent retransmissions of the
same data. This extra information may either be a timestamp [82] or a dedicated bit
in the TCP header that is then echoed by the receiver. Eifel determines whether a re-
transmission was unnecessary when the segment gets acknowledged. It can thus detect
unnecessary retransmissions faster than DSACK-based algorithms, because the DSACK
is generated when both segments have reached the receiver. Also, the Eifel sender receives
a corroboration even if the original segment was lost. The Eifel detection algorithm has
been standardized by the IETF and is currently an experimental RFC [4]. A companion
RFC, [7], outlines how the congestion control state should be restored after detection of
a spurious timeout.

Changing the sending pattern: Forward RTO Recovery (F-RTO) [5] does not re-
quire any TCP options to operate, but it can only detect spurious timeouts, not spurious
fast retransmits. It cannot properly classify timeouts either if there are no new data to be
sent, because the F-RTO sender sends new data after having received the first acknowl-
edgment after the timeout. If the second acknowledgment after the timeout acknowledges
data that were not retransmitted it declares the timeout spurious.

Comparing rtts: Allman and Paxson proposed to measure the time from retransmis-
sion to acknowledgment. By comparing the measured time to the estimated rtt spurious
timeouts can be detected [6]. If the rtt is shorter than the measured time, the original
transmission made it through. This method has not been evaluated for spurious fast
retransmits.
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After detecting a spurious retransmission: When an unnecessary retransmission
is detected, the sending rate reduction can be partly or completely revoked. Previous
studies have shown that a TCP that restores its congestion control state when detect-
ing a spurious fast retransmit performs nearly as well at high reordering rates as a
standards-compliant TCP without reordering [10]. However, this is highly dependent on
the reordering frequency in relation to the bdp of the path. The results in [8, 9] show that
returning to the old congestion control state is not sufficient to achieve good performance
when the reordering events are long or frequent.

Methods for responding to spurious timeouts have been proposed and evaluated
in [138, 139, 140, 7].

4.2.2 Using a Higher dupthresh Setting

To avoid spurious fast retransmits and incorrect congestion control actions, dupthresh
should be set higher than the reordering length. The reordering length is the number
of segments that were sent after, but arrived before the reordered segment. Currently,
the standard setting of dupthresh is three [1], which is too low when there is severe
reordering.

Estimating current reordering lengths: TCP may attempt to estimate the reorder-
ing lengths on the network path to find an appropriate dupthresh setting as proposed
by Blanton and Allman [10] and in RR-TCP [8]. We refer to the algorithms in [10] as
Blanton-Allman’s algorithms.

Blanton and Allman proposed three different methods for modifying dupthresh after
a spurious retransmit:

• dupthresh is increased by a constant value,

• dupthresh is set to the average of the current dupthresh and the latest reordering
length, and

• dupthresh is set to an exponentially weighted moving average of the observed
reordering lengths.

There is a trade-off between quickly finding an effective dupthresh and letting one
individual reordering event inflate the value considerably. Over time, genuine congestion
events may reduce cwnd, which can make dupthresh large in comparison. To increase
the probability that dupthresh is reached before a timeout occurs, dupthresh is limited
to 90% of the current cwnd. As a consequence, only reordering durations of less than
one rtt can be detected. If a timeout occurs dupthresh is reset to three, in which case
previous information about the connection is essentially lost.

In [76], Leung et al. extended Blanton-Allman’s algorithms. They proposed to reduce
dupthresh exponentially when the retransmission timer expires, to compute the upper
bound on dupthresh such that an acknowledgment for the retransmitted segment is
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received before the timer expires, and to consider the mean deviation of the reordering
lengths when choosing dupthresh.

RR-TCP uses a more elaborate scheme for balancing spurious fast retransmits versus
the increased risk for timeouts. The algorithm requires information about the distribution
of the reordering lengths to be gathered. With the knowledge of this distribution, it is
possible to find a dupthresh value based on the fraction of reordering events that should
be avoided. A suitable fraction is determined by weighing the throughput cost of falsely
triggering a fast retransmit against the cost of a timeout. The cost of limited transmit
induced idle periods is also considered.

To avoid spurious timeouts in connection to a reordering event, RR-TCP includes
a method for getting rtt samples for retransmitted segments without using any TCP
options. The current algorithm for estimating the rtt does not allow sampling the rtt

for retransmitted segments, unless timestamps are used, because of the retransmission
ambiguity [84]. Delayed segments are often retransmitted, therefore the long rtts are
not weighed into the rtt estimate. By collecting rtt samples for all segments, also the
retransmitted segments, RR-TCP is able to remedy the skew towards a lower rtt than
the actual and thereby avoid many timeouts.

Estimating the reordering lengths may not result in effective dupthresh values for
short transfers, during the initial phase of a transfer, and for large variations in the
reordering lengths.

Setting dupthresh as high as possible with regards to the timeout interval:
Instead of attempting to estimate the duration of the reordering events, Delayed Con-
gestion Response TCP (TCP-DCR) [11] sets dupthresh as high as possible with regards
to the timeout interval1. Thereby, reordering events shorter than approximately one rtt

can be resolved. During the congestion response delay, cwnd continues to evolve on re-
ceiving dupacks. Only the behavior in congestion avoidance is altered. In slow start, the
sender performs congestion control immediately upon receiving dupthresh dupacks. By
delaying the congestion response, TCP-DCR gives the link layer more time to recover a
packet through local retransmissions without having to support in-order delivery.

TCP-DCR has entered the IETF standardization process under the name TCP-NCR
and is currently an experimental RFC [12]. TCP-DCR and TCP-NCR differ in several
ways; TCP-NCR does not include the cwnd growth of TCP-DCR during the congestion
response delay and can be applied throughout the TCP session. The foundation is,
however, the same, i.e., to delay the congestion response for roughly one rtt.

TCP-NCR recomputes the dupthresh setting to consider any further missing seg-
ments for each dupack and it carefully regulates cwnd to prevent bursts from being sent.
Two versions of the algorithm are proposed: Careful Limited Transmit and Aggressive
Limited Transmit. The former effectively reduces the sending rate on the first dupack

it receives by only sending a new segment for every second dupack, whereas the latter
sends a new segment in response to each dupack. In both cases, the congestion control
decision and the fast retransmit are performed when dupthresh is reached.

1There is also a timer-based implementation.
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Extending limited transmit to support a higher dupthresh: The algorithms
in [10, 8, 11, 12] extend limited transmit [85] to increase the probability of reaching a
higher dupthresh and to keep the acknowledgment clock alive. Limited transmit is a form
of self-clocking, where dupacks are interpreted as signs of segments leaving the network.
When a segment has left the network, it is assumed safe to insert a new segment. It
has been shown that self-clocking congestion control protocols do not cause high packet
drop rates at a bottleneck for extended periods of time [113], as they do not insert new
segments for the fraction of segments that are dropped. Although the simulations were
performed with slowly responsive TCP-compatible algorithms, it seems plausible that
the results hold for a TCP with a higher dupthresh setting that thus reacts later to
congestion.

However, extending limited transmit comes at the cost of additional buffer space
being needed at the receiver, which increases the risk of the TCP sender being forced
to refrain from sending due to buffer space limitations, e.g., window stalling. Window
stalling makes the TCP flows burstier [141], because the acknowledgment that is holding
the window up can release a large burst of segments.

4.2.3 Using a Timer in addition, or instead of, Dupthresh-based
Loss Detection

By using a higher dupthresh, the fast retransmit and the congestion control actions are
delayed. It is also possible to use a timer to delay loss recovery and congestion control
as in the proposals presented next.

Standard dupthresh and a timer: In addition to the pure dupthresh modifications
presented earlier, Blanton and Allman also evaluated a dupthresh of three combined with
a timer [10]. The idea was attributed to [120]. The timer corresponds to an estimate
of the time needed to receive enough dupacks to distinguish past reordering events. An
advantage of the timer-based approach is that it is more robust to lost acknowledgments,
than a higher dupthresh.

Replacing dupthresh-based loss detection with a timer: Bohacek et al. designed
TCP-PR that ignores dupacks and solely relies on a timer [13]. They motivated the timer-
based solution by dupacks being poor indicators of packet loss in persistent reordering
environments. TCP-PR considers dupacks “normal” acknowledgments, thus increasing
cwnd.

In TCP-PR, segments are retransmitted when they have not been acknowledged
within β× srtt, where srtt is given by

srtt = max{α 1
cwnd × srtt, sample}. (4.1)

α is an aging parameter and sample the most recently measured rtt. This mechanism
replaces the normal timeout mechanism and the dupthresh-based fast retransmit. The
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sending rate is reduced by half when a retransmission is performed, except when many
segments are lost in which case TCP-PR mimics the standard timeout procedure.

Bohacek et al. recommend to set β to three. The choice of three is based on a worst-
case analysis of how often spurious timeouts would occur when the rtt usually takes
a small value, but occasionally a large. With β set to three and α to 0.999 a spurious
timeout can only occur every 1000 average rtts. When an actual loss occurs, it takes
approximately β × srtt seconds before the loss is discovered. srtt is an estimate of
the rtt that tracks peaks in the rtt, which means that the congestion response can be
delayed for more than three average rtts.

4.2.4 Summary of Approaches

To summarize, Eifel and DSACK detect spurious retransmissions, whereas Blanton-
Allman’s algorithms, RR-TCP, TCP-DCR, and TCP-NCR adapt dupthresh. TCP-PR
replaces the current loss detection mechanisms with a single timer. Blanton-Allman’s
algorithms and RR-TCP gather network information and their performances are there-
fore sensitive to the path characteristics. Blanton-Allman’s algorithms, TCP-DCR, and
TCP-NCR can manage reordering durations in the range of one rtt. The rtt distribu-
tion and the settings of the algorithm determines which reordering durations TCP-RR
can handle. By tracking the peak rtt, TCP-PR can deal with almost any reordering
duration. On the other hand, the congestion response delay when a segment is really lost
can be long.

Eifel or DSACK can be used in combination with all the proposals for delaying the
congestion response. In most studies the sender returns to the state it was in before
initiating congestion control when a spurious congestion event is detected. A difficulty
with first reducing the sending rate and then reversing the decision, is the need for
finding a congestion control state which is reasonable with regards to the old, higher
sending rate and current network conditions. If the sending rate was reduced, the old
congestion control state may no longer accurately reflect the current network conditions,
because TCP requires active probing of the network to determine a suitable sending rate.

4.3 TCP-Aix

A standards-compliant TCP2 initiates loss recovery and reduces cwnd upon receiving a
loss indication, i.e., a timeout or dupthresh dupacks. In TCP-Aix, a loss indication
immediately triggers loss recovery, but the congestion control decision is postponed un-
til more information is available. By resending the segment first, the TCP-Aix sender
can recover faster from a potential loss while gathering information to corroborate the
segment loss before initiating congestion control.

The acknowledgment for the first retransmitted segment provides information of the
original segment. We refer to this acknowledgment as the newACK. TCP-Aix uses the

2The NCR algorithm is not part of our standards-compliant TCP.
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Eifel detection algorithm to determine which transmission attempt that generated the
newACK. If the newACK was sent in response to the retransmission, the TCP-Aix sender
reduces its cwnd.

TCP-Aix and TCP-NCR reduce their cwnds at approximately the same time, as
the newACK arrives one rtt after the retransmission and TCP-NCR sets its dupthresh to
correspond to approximately one rtt. Thereby, they can discern reordering events, where
the segment is reordered by less than one rtt, from losses. Through a higher dupthresh
setting than three and conservative timer management, TCP-Aix can also distinguish
reordering events where a segment is delayed by more than one rtt. The time interval
during which the reordered segment has to arrive consists of the time until retransmission,
which depends on the dupthresh setting, and the time for the retransmission to reach
the receiver.

The cost for a retransmission is relatively low, whereas it is costly to falsely en-
ter congestion control, which motivates our approach. TCP-NCR with Careful Limited
Transmit reduces the sending rate before performing the fast retransmit by only sending
a new segment for every second dupack. The congestion control state is modified when
loss recovery is initiated. This approach is motivated by the desire to reduce the conges-
tion level immediately in case a segment was lost. TCP-NCR with Aggressive Limited
Transmit keeps the sending rate until it performs the fast retransmission. We discuss
TCP-NCR with Aggressive Limited Transmit unless we explicitly state otherwise.

The state diagram for the TCP-Aix sender is shown in Figure 4.1. During loss free
periods and after a packet loss has been corroborated, TCP-Aix follows the same set of
rules as TCP with SACK-based loss recovery [1, 56]. There are three new states: the
Dupack Phase, the Fast Recovery Corroboration Phase, and the Timeout Corroboration
Phase. The TCP-Aix algorithm is initiated when a dupack or a timeout is observed. A
retransmission is as usual triggered by either dupthresh dupacks or a timeout. When
having retransmitted a segment, the sender enters one of the corroboration states where
it remains until the newACK arrives.

4.3.1 Fast Recovery Corroboration

The left side of Figure 4.1 covers the parts of the TCP-Aix sender algorithm that relate
to reordering. To maintain performance in a reordering environment the behavior when
receiving dupacks should be similar to the behavior in the Non Loss Recovery Phase.

Starting in Non Loss Recovery ; when the TCP-Aix sender receives its first dupack, it
enters the Dupack Phase and sets cwnd aix to cwnd. When a dupack arrives, cwnd aix

is increased as cwnd would have been increased if a new segment had been cumulatively
acknowledged. We call the increase of cwnd aix when receiving dupacks for candid
growth.

The Dupack Phase supports the corroboration procedure and a higher dupthresh

setting. It ensures that segments are in flight, from the arrival of the first dupack until
the reception of the newACK, by releasing a new segment for each dupack. The TCP-
Aix sender thus obeys the packet conservation principle and refrains from increasing its



4.3. TCP-Aix 47

re
tr

an
sm

it
re

d
u
ce

 c
w

n
d

T
im

eo
u

t

L
o
ss

 R
ec

o
v
er

y
 P

h
a
se

(s
ee

 R
F

C
3
5
1
7
)

R
eo

rd
er

in
g

D
el

a
y 

va
ri

a
ti

o
n

s

A
ck

 f
o
r 

re
tr

a
n

sm
it

re
d
u
ce

 c
w

n
dp
ac

k
et

 c
o
n
se

rv
at

io
n

D
u

p
a
ck

ca
n
d
id

 g
ro

w
th

F
a
st

 R
ec

o
v
er

y
C

o
rr

o
b

o
ra

ti
o
n

 P
h

a
se

A
ck

 f
o
r 

o
ri

g
in

a
l

a
n

d
 a

ck
 >

 h
ig

h
_
re

tr
_

cw
n
d
 c

o
m

p
en

sa
ti

o
n

D
u

p
a
ck

p
ac

k
et

 c
o
n
se

rv
at

io
n

ca
n
d
id

 g
ro

w
th

n
u

m
_
d

u
p

a
ck

s=
d

u
p

th
re

sh

ca
n
d
id

 g
ro

w
th

fa
st

 r
et

ra
n
sm

it

D
u

p
a
ck

 P
h

a
se

p
ac

k
et

 c
o
n
se

rv
at

io
n

1
st

 d
u

p
a
ck

T
im

eo
u

t

re
tr

an
sm

it

A
ck

 f
o
r 

re
tr

a
n

sm
it

A
ck

cw
n
d
 c

o
m

p
en

sa
ti

o
n

A
ck

 >
 r

ec
o
v
er

_

re
d
u
ce

 c
w

n
d

A
ck

 f
o
r 

o
ri

g
in

a
l

cw
n
d
 c

o
m

p
en

sa
ti

o
n

T
im

eo
u

t
re

tr
an

sm
it

T
im

eo
u

t

re
tr

an
sm

it

D
u

p
a
ck

p
ac

k
et

 c
o
n
se

rv
at

io
n

ca
n
d
id

 g
ro

w
th

C
o
rr

o
b

o
ra

ti
o
n

 P
h

a
se

T
im

eo
u

t
N

o
n

 L
o
ss

 R
eo

co
v
er

y
 P

h
a
se

(s
ee

 s
ta

n
d
ar

d
s−

tr
ac

k
 R

F
C

s)
T

im
eo

u
t

re
tr

an
sm

it

Figure 4.1: The state diagram of a TCP-Aix sender.
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sending rate during this period. The sending rate automatically decreases if necessary,
because the more segments that are lost, the fewer dupacks are received. The Dupack
Phase extends limited transmit as in [11, 8, 10, 12]. In addition, the retransmission timer
is restarted for each dupack; postponing the timer expiration and thereby increasing the
options for setting dupthresh.

When dupthresh dupacks have been received, the sender enters Fast Recovery Cor-
roboration and performs a fast retransmit. The purpose of this phase is to corroborate
that the original segment was lost. The retransmission timer is not restarted after the
fast retransmit, because if the retransmission fails a timeout is required to recover.

If multiple segments are indicated as lost in a window of data, more than one segment
may be retransmitted in Fast Recovery Corroboration. To detect if any of the original
transmissions have been lost, the highest retransmitted packet is kept track of in the
variable high retr . Fast Recovery Corroboration ends if an acknowledgment was sent
in response to a retransmission, or when all retransmitted segments have been accounted
for.

If the loss is corroborated, i.e., an acknowledgment for a retransmitted segment is
received, Loss Recovery is entered. The sender sets the recovery point and adjusts the
congestion control state as in [1], except for cwnd. cwnd is set to (ssthresh+1) instead
of to ssthresh to compensate for the delayed entrance to Loss Recovery caused by TCP-
Aix.

TCP-Aix is careful when a timeout occurs in Loss Recovery. Instead of attempting
to determine if the timeout was genuine, it reduces cwnd and terminates Loss Recovery.
The variable recover helps to force the sender out of Loss Recovery. recover was
introduced to prevent multiple fast retransmits during one cwnd, see [142]. TCP-Aix
instead relies on the SACK option to protect against dupacks triggered by unnecessary
retransmissions. The SACK information makes it possible to disregard dupacks that
carry no new information.

4.3.2 Timeout Corroboration

A timeout that occurs in the Dupack Phase or in Fast Recovery Corroboration leads to
a transition to Timeout Corroboration, because a genuine timeout is regarded to be a
stronger congestion signal than dupthresh dupacks. If the TCP-Aix sender is in Non
Loss Recovery when experiencing a timeout, it initializes cwnd aix to cwnd.

In Timeout Corroboration, packet conservation is followed when receiving dupacks.
Each timeout also triggers a new retransmission attempt. If the segment loss is corrob-
orated, cwnd is set to (LW + 1), where LW is the TCP loss window. This is the size
of cwnd after a successful retransmission in standards-compliant TCP and TCP-Aix has
successfully retransmitted a segment during the corroboration phase.

4.3.3 Candid Growth and Cwnd Compensation

Both after a spurious fast retransmit and a spurious timeout, TCP-Aix performs cwnd
compensation. It utilizes cwnd aix that is an estimate of cwnd had there been no reorder-
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ing. As such, cwnd aix is the target value of cwnd following a spurious retransmission.
Setting cwnd directly to cwnd aix at the end of a corroboration phase may cause a large
burst of segments to be sent. To avoid this cwnd is set to min(cwnd + 1, cwnd aix)
causing the sender to slow start until cwnd has grown to cwnd aix. This is achieved by
setting ssthresh to max(cwnd aix, ssthresh). Also when exiting the Dupack Phase
cwnd compensation is applied. Appropriate Byte Counting(ABC) [30], would not result
in the same cwnd estimate, because it limits the amount of data that may be counted for
a single acknowledgment.

The reason for entering slow start after a reordering event is that only non-dupacks

grow cwnd. Even at relatively low reordering rates few non-dupacks are received when
bdp is large. By considering dupacks bandwidth utilization can be improved.

4.4 Winthresh Algorithm

The winthresh algorithm is a novel algorithm for calculating dupthresh. It minimizes the
amount of spurious retransmissions by waiting as long as possible before retransmitting
while avoiding window stalling. The maximum dupthresh setting can be controlled
through a parameter that relates it to the current send window (swnd) and the rtt.

Traditional timer management, where the retransmission timer is not restarted upon
reception of a dupack, limits the range of effective dupthresh values because a high
dupthresh increases the risk for timeouts. The range of usable dupthresh settings can
be expanded by restarting the timer for each dupack during the Dupack phase and using
packet conservation, as in TCP-Aix. This added freedom is exploited in the winthresh
design.

If the sender waits long before performing a retransmission, a new potential limitation
is the available TCP buffer space at each end of the connection. If the segment is lost,
the left edge of the window does not advance until the segment has been successfully
retransmitted. Meanwhile, new segments are continuously sent requiring buffer space.
The higher dupthresh, the larger is the buffering demand and the higher the risk of
window stalling.

Theoretically, if one packet is lost, the highest dupthresh that avoids window stalling
can be computed as:

winthresh = (usable win + 1) − (flight size− 2)

= usable win− flight size + 3 . (4.2)

The usable win is the amount of data in segments that a TCP sender could send at
any given point, if permitted by its cwnd, until becoming receiver limited. If the send
buffer is smaller than the receive buffer, the available send buffer space should be used
to calculate usable win instead. flight size is the amount of currently sent but not
acknowledged data as defined in [1].

From the arrival of the first dupack until the reception of the newACK, the sender
can send usable win new segments without exhausting the buffer space. In total,
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Figure 4.2: An illustration of the winthresh algorithm.

(usable win+1) dupacks can reach the sender without causing window stalling, be-
cause one dupack triggers the fast retransmit. From the time that the fast retransmit is
sent until the associated acknowledgment arrives, (flight size-2) dupacks can reach
the sender. Each of these dupacks should be able to release a new data segment, thus
there has to be enough buffer space left to allow them to be sent. The flight size is
reduced by the presumed lost packet and the fast retransmit.

In Figure 4.2, we show how the winthresh algorithm functions through an example.
Initially, cwnd is four and four segments are sent. We assume that the receiver can buffer
ten segments. When the first dupack arrives, the usable win is six segments and the
flight size four segments resulting in a dupthresh of five. The newACK arrives when ten
segments have been sent; just in time to free buffer space for sending the 11th segment.
The sender would not have been able to send another segment if it had instead received
more dupacks.

If more than one segment is lost it takes longer to reach winthresh, but window
stalling can still be avoided. In fact, a higher winthresh is possible if more than one
segment is lost than what is computed by Equation (4.2). For each segment lost, the
actual flight size is decreased. That is, between the fast retransmit and the arrival of the
newACK fewer dupacks arrive and fewer new segments are sent. It does not matter if the
second segment is lost before or after dupthresh is calculated.

In the example shown in Figure 4.3 both segments 1 and 4 are lost. winthresh is the
same as if only one segment had been lost, which means that the same number of segments
are sent before the fast retransmit. Between the fast retransmit and the newACK only
(flight size-3) dupacks are received, consequently the newACK arrives after segment
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Figure 4.3: The winthresh algorithm when more than one segment is lost.

nine is sent. The sender could thus have sent one more segment before exhausting the
buffer space.

There are a number of special cases to consider. For instance, rwnd may not always
be appropriately set in relation to the network path, or cwnd may be small in comparison
to rwnd. It may then take several rtts to reach the calculated winthresh and to trigger
a fast retransmit. To ensure predictable performance an upper bound on the winthresh
algorithm is therefore motivated. The bound is expressed in a multiple of swnds. The
complete winthresh algorithm is summarized in (4.3), where std dup is the standard
dupthresh value of three [1].

dupthresh = min{R ∗ swnd,max{winthresh, std dup}} (4.3)

R is a configurable parameter corresponding to the maximum number of rtts to wait
before performing a fast retransmit. This bound is loose, as it depends on the number
of segments lost.

Other special cases, such as the behavior when there is no new data to send upon
receiving a dupack, are handled by TCP-Aix separate from the winthresh algorithm.
The winthresh algorithm is just one proposal for computing dupthresh. Other strategies
for setting dupthresh are possible with TCP-Aix, and the winthresh algorithm can be
adapted to other TCP flavors.
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N1
1 Gps, 5 ms 1 Gps, 5 ms

N2
Varying bandwidth, 20 ms

Link and error model
R1S1

Figure 4.4: The simulation topology used.

4.5 Simulation Environment

We used ns-2.27 [143] for the evaluation. Starting from the tcp-sack1 agent, we imple-
mented a standards-compliant TCP for simulation purposes. It includes SACK-based
loss recovery [56] and congestion window validation [88].

There was no prior implementation of TCP-NCR with Aggressive Limited Trans-
mit [12], so we implemented TCP-NCR and validated the implementation against that
of TCP-DCR. The code for TCP-DCR was retrieved from [144] and it was updated to
follow RFC3517 [56]. We account for the changes made to the code in [145].

In ns-2.27, limited transmit [85] is enabled by default. The minimum retransmission
timeout interval is 1 second, but we used 200 ms as is the default value in later versions of
ns. Earlier simulation studies with modified dupthresh algorithms [11, 8, 10], thus had a
higher setting, decreasing the risk for timeouts. The variables timerfix , timestamps ,
and ts reset RTO were enabled. Throughout the simulations, the packet size was
1000 bytes. To support congestion window validation, we enabled control increase

and introduced a condition that only allows cwnd to be increased if the entire cwnd is
currently used. The old implementation only checked if the current swnd was filled.

In Figure 4.4, the simulation topology is shown. Unless otherwise stated, the bottle-
neck queue size was set to the bdp and the queue management technique was drop-tail.
We varied the characteristics of the link closest to the receiver, where a link and er-
ror model was also inserted. Reordering was introduced by the link and error model
from [144]. It decides which packets to retransmit and adds a delay corresponding to the
link layer rtt for each transmission attempt. It models a persistent link layer configured
to allow out-of-order delivery. We extended the link and error model with functionality
to corrupt first time transmission attempts and retransmissions with equal probability.
We also made it possible to set a constant number of retransmissions to be performed
for each erroneous packet. The error distribution was uniform and seeded differently in
each repetition of the same scenario.

To study delay spikes, we used the hiccup tool, retrieved from [146], together with
the persistent link layer model. The hiccup tool was inserted on the link preceding the
wireless hop from the sender’s perspective.

In most scenarios, we observed one long lived TCP flow. Each scenario has however
been repeated with background traffic consisting of reverse traffic and a mix of short
and medium sized standards-compliant TCP flows corresponding to about 10% of the
capacity in the direction of the data traffic. The competing traffic takes bandwidth, but
the relative performance of the TCP flavors was the same although the throughput in
general was lower. We therefore chose to present the simpler scenario. A much higher
bandwidth would have been required to detect weaknesses in the proposals if the number
of long lived flows had been larger.
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The receiver windows of all the long-lived, observed flows were unlimited. The upper
bound on the winthresh algorithm thus determines the congestion response delay for
TCP-Aix. Unless otherwise stated, R was set to two, which means that we limited
dupthresh to two swnds.

4.6 Simulation Results

In this section, we present the results of the simulation study. We begin by discussing
the congestion response delay, but the main focus is on the TCP flavors’ ability to
handle varying reordering durations and segment error rates. The segment error rate is
the probability that a segment has to be retransmitted. We often use reordering rate
interchangeably with the term segment error rate. We also study the performance of
TCP-Aix and the other TCP flavors combined with Eifel [4, 7] in the presence of delay
spikes.

The results are based on ten repetitions in Section 4.6.2. For the performance study
with delay spikes in Section 4.6.3, we performed thirty repetitions. The confidence inter-
vals are for 95% and the assumption of the samples belonging to a normal distribution
was verified. Each simulation run lasted 200 seconds when the bottleneck was 1, 5, or
25 Mbps. For the larger bottleneck of 100 Mbps, we simulated 2000 seconds.

4.6.1 Congestion Response Delay

There are proposals to automatically tune the buffer space at the end-points to improve
TCP performance [99]. Thus in the future, the buffer space may not be a concern. If
there is abundant buffer space at both ends of a TCP connection, R determines the
time until retransmission. The longer the delay, the longer reordering events can resolve
themselves, but there is a trade-off between quickly relieving congestion and increasing
reordering robustness. A drawback of delaying loss recovery is that the application has
to wait longer for the missing piece of data and any subsequent segments being queued
at the receiver.

There are similarities between delaying the congestion response, like TCP-NCR and
TCP-Aix, and reducing the sending rate slower than reference TCP. The latter group
of algorithms are called slowly responsive congestion control algorithms. From a net-
work perspective; extended periods of loss, underutilization, and unfairness are potential
problems of slowly responsive congestion control algorithms as discussed by Bansal et
al. [113]. They showed that packet conservation solves the issue of extended periods of
loss. TCP-Aix also relies on packet conservation to avoid provoking losses during the
congestion response delay.

Although TCP-Aix increases its sending rate at the same rate as TCP when in Non
Loss Recovery, TCP-Aix takes longer to return to Non Loss Recovery after a loss. If
bandwidth becomes available during this delay, TCP-Aix is unable to take advantage
of it. We say that TCP-Aix is less dynamic than a standards-compliant TCP, which
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introduces a risk for underutilization in rapidly changing conditions. By controlling
winthresh, we can limit the time which TCP-Aix is outside Non Loss Recovery.

We used the square-wave oscillating bandwidth scenario from [113], which represents
an extremely dynamic environment without reordering, to study different upper bounds
for the winthresh algorithm. In the model, the bandwidth oscillates between 5 and
15 Mbps with the frequencies given on the x-axis of Figure 4.5. There are five flows
of each type sharing a common bottleneck. The scale of the y-axis is the share of the
bandwidth utilized by a flow in relation to its fair share.

The results are shown in Figure 4.5. Each dot corresponds to a flow during a simu-
lation, and each column to a simulation setting. In this scenario the end-to-end rtt is
approximately 50 ms. TCP-Aix is slower to adapt to changes in the bandwidth when the
upper bound is high. When dupthresh is limited by ten times swnd, there is a signifi-
cant decrease in the throughput compared to standards-compliant TCP. To maintain the
ability to quickly adapt to dynamic conditions these results thus indicate that an upper
bound of one to two swnds is reasonable.

In Figure 4.5(d), the drop rate for the different time frequencies are shown. At high
frequencies, the bandwidth changes from almost one rtt to another. During the relatively
short periods of lower bandwidth the buffer space is not exceeded. When the duration of
the 5 and 15 Mbps periods becomes longer, the sender has time to adapt to the higher
bandwidth and loses more segments when the lower bandwidth period is no longer short.
After the peak in the drop rate, we start to see the effect of switching the bandwidth less
often.

TCP-Aix has similar drop rate characteristics as standard TCP also when its upper
bound is ten swnds. We conclude that TCP-Aix does not negatively influence the drop
rate. Our simulations thus show that setting R to a high value, can result in degraded
performance in dynamic conditions, but will not cause problems for other users. We chose
to use R equal to two for the rest of this evaluation. This setting was chosen because
it represents a good trade-off between maintaining the dynamic properties of TCP and
improving its ability to handle reordering. More simulation scenarios with different upper
bounds can be found in [145].

We would also like to derive a theoretical bound for R. In [75], the properties of TCP-
DCR were analyzed theoretically under static conditions. They showed that delaying the
congestion response results in similar throughput to that of standards-compliant TCP,
under the assumption that only one loss occurs during the congestion response delay.
But how often losses occur depends on the network characteristics, making it difficult to
use this approach to find an upper bound.

Standards-compliant TCP treats losses that occur within roughly one rtt as one
congestion event, whereas TCP-Aix regards all losses during the congestion response
delay as one congestion event, even if the losses occur over more than one rtt. This
could potentially give rise to unfairness. On the other hand, TCP-Aix differs from TCP-
DCR in that it does not increase the sending rate between receiving the first dupack and
initiating congestion control. TCP-Aix is thus more conservative than TCP-DCR and
consequently less likely to be unfair to standards-compliant TCP.
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(a) Standard dupthresh algorithm.
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(b) Upper bound of two send windows.
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(c) Upper bound of ten send windows.
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Figure 4.5: Standard TCP and TCP-Aix sharing a bottleneck when the bandwidth oscillates
between 5 and 15 Mb/s.
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Factor Settings

Reordering duration 40 or 120 ms

Segment error rate 0.5, 3, or 8%

bdp 60ms×1Mbps or 60ms×100Mbps

Table 4.1: The factors used to evaluate sensitivity to reordering.

Our simulation-based evaluation of the fairness characteristics, smoothness, impact
on queue statistics, and drop rates show that TCP-Aix is fair to a modern standards-
compliant TCP. Its impact on the network characteristics is negligible for upper bounds
in the order of one to two rtts on the winthresh algorithm. The details are presented
in [145], but we also show results from a reordering environment with mixed standards-
compliant TCP and TCP-Aix senders in Section 4.6.4.

4.6.2 Sensitivity to reordering

To investigate the sensitivity to reordering, we varied three factors: reordering duration,
segment error rate, and bdp. The settings are given in Table 4.1. The end-to-end rtt is
60 ms and the rtt of the error prone link is 40 ms. A segment is delayed by either 40 ms
or 120 ms, which corresponds to when a segment is retransmitted once or three times by
the link layer.

Even at moderate segment error rates and a small bdp, standards-compliant TCP
suffers a great throughput loss, Figure 4.6(a). TCP-NCR deals well with reordering
events caused by one retransmission when the bdp is small. But as expected, it cannot
handle reordering durations longer than one end-to-end rtt as shown in Figure 4.6(b).
TCP-Aix can handle reordering durations up to three end-to-end rtts when the upper
bound on the winthresh algorithm is set to two and performs well for both the investigated
reordering durations when the bdp is small.

As shown in Figure 4.7(a), it is not sufficient to properly detect the reordering events
to provide high throughput when reordering occurs frequently and the bdp is large. TCP-
NCR detects the reordering events, but it cannot utilize the entire capacity anyway.
TCP-Aix performs better than TCP-NCR.

We investigate whether it is candid growth and cwnd compensation that account for
this difference. When there is no candid growth and thus no cwnd compensation, we
notice a small deterioration in the large bdp scenario, but TCP-Aix still performs much
better than TCP-NCR. The performance of TCP-Aix when candid growth and cwnd
compensation were disabled is shown by the graph denoted “Aix no CG”.

In the current scenario, TCP-Aix quickly reaches the bottleneck capacity and there is
sufficient buffer space to achieve full utilization. Candid growth and cwnd compensation
will have a larger impact when TCP-Aix needs to grab unused capacity. We tested this
hypothesis by limiting the buffer space to 50 segments. TCP-Aix without candid growth
achieved 77% of the throughput with candid growth when the link was underbuffered.
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Figure 4.6: Sensitivity to reordering with a small bdp.

But the difference in performance between TCP-Aix and TCP-NCR can not be explained
by the candid growth and cwnd compensation algorithms alone; TCP-NCR has problems
increasing its cwnd when reordering is frequent. We confirmed that TCP-NCR takes a
long time to increase cwnd initially in the presence of frequent dupacks by studying cwnd

traces.

From Figure 4.7(b), we can draw the conclusion that TCP-Aix can handle a reordering
duration which is twice the end-to-end rtt, even when the bdp is large. TCP-Aix has
the desired robustness to high reordering rates and long reordering durations. It is also
important to deal with the increased amount of dupacks and the decreased number of
non-dupacks.

4.6.3 Delay spikes and varying reordering rates

TCP-Aix includes mechanisms similar to those of Eifel for handling spurious timeouts.
When there is no reordering there is essentially no difference, except that TCP-Aix does
not restore the congestion control state because it did not reduce the sending rate in the
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Figure 4.7: Sensitivity to reordering with a large bdp.

first place. When there is a reordering event during the corroboration of a timeout, the
dupacks make TCP-Aix send new segments but not TCP-Eifel.

We want to compare the performance of TCP-Aix and TCP-NCR-Eifel. TCP-Aix is
designed to jointly manage both delay spikes and reordering, whereas NCR and Eifel are
independent algorithms. Our intention is not to model a realistic delay distribution, but
to verify the operation of the protocols under severe conditions.

The interval between delay spikes and the duration of the spikes are normally dis-
tributed with means of 10 and 3 seconds, respectively. The standard deviation is one
fourth of the mean. The throughput was computed only over the time when the link
was actually in operation, i.e., we have reduced the simulation time by the aggregated
duration of the delay spikes when computing the throughput. Thereby the computed
throughput is easier to compare to the optimal throughput. The segment error rate is
the likelihood of an unsuccessful transmission attempt, thus the number of link layer
retransmissions needed may vary. The bandwidth was 5 Mbps over the bottleneck and
the rtt over the last, reordering link was 40 ms. We also ran complementary simulations
at 5 Mbps without delay variations.
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Our results are shown in Figure 4.8. Although the Eifel algorithm helps to detect and
restore the congestion control state after a spurious timeout, the performance at moderate
and high error rates is dominated by the ability of the TCP flavor to detect reordering
events. For standards-compliant TCP, the results with and without delay variations are
in parity, indicating that the limiting factor is the response to reordering. It performs
worst as expected. TCP-NCR-Eifel with delay variations performs slightly worse than
TCP-NCR under stable delay conditions. TCP-Aix exhibits good robustness over the
entire range of investigated segment error rates and performs better than TCP-NCR-Eifel
in the presence of frequent reordering.

4.6.4 Co-existence in a reordering environment

When there is both reordering and congestion, TCP-Aix observes another loss rate than
standards-compliant TCP, because it is able to separate between reordering and segment
loss. In cases where the TCP-Aix sender gets a higher throughput, it is important that
it is not at the expense of other types of competing TCP senders.

First the average throughput of 50 standards-compliant TCP flows sharing a link is
measured, thereafter we replace an increasing share of these standards-compliant TCP
flows with TCP-Aix flows and estimate the average throughput of each type of flow. This
simulation strategy was used in [147]. Each flow has its own over dimensioned access
link. The rtt is approximately 100 ms, where 80 ms is the rtt of the bottleneck. The
segment error rate is 1% and the bottleneck bandwidth is 5, 25, or 100 Mbps. At both
5 Mbps and 25 Mbps the bottleneck is almost fully utilized, but TCP’s cwnd is smaller
at 5 Mbps, which makes loss recovery more intricate. When the bottleneck is 100 Mbps,
only a share of the bandwidth is required to serve the standards-compliant TCP traffic.
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Figure 4.9: Fairness in an environment with both reordering and congestion.
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Figure 4.9 shows the average throughput as a function of the share of TCP-Aix flows.
The confidence intervals are based on the throughputs of the flows of the same type in one
simulation. The TCP senders’ throughputs are relatively unaffected by the proportion
of competing TCP-Aix senders. We note a decrease in the average TCP throughput
by 10% in Figure 4.9(b) and 30% in Figure 4.9(c), which is due to the different loss
rates observed by the two types of traffic. No throughput loss has been observed in the
simulations without reordering accounted for in [145].

TCP-Aix also uses the otherwise unused network capacity. The utilization for only
standards-compliant TCP flows at 100 Mbps is 51%. When 20% of the flows become
TCP-Aix users, the utilization increases to 95%. For the smaller bottlenecks of 5 and
25 Mbps the utilization is 98-99% for all traffic mixes. Thus, reordering mitigation may
not always be needed to achieve full utilization as shown in Figure 4.9(a), in which case
TCP-Aix performs similarly to TCP. In Figure 4.9(c), the average throughput of TCP-
Aix drops when the share of TCP-Aix flows is increased, because the spare capacity has
to be shared by a larger number of flows that are capable of utilizing their fair share.

We conclude that the better performance of TCP-Aix, does not come at a high ex-
pense to standards-compliant TCP. When there is unused capacity, TCP-Aix grabs this
capacity increasing link utilization. These results show that an incremental deployment
of TCP-Aix would be possible.

4.7 Summary

Many earlier proposals aimed at improving the robustness of TCP to reordering and delay
spikes, like Eifel- [2], DSACK- [83] and F-RTO-based [140] algorithms, have in common
that they restore the congestion control state after detecting that the sending rate was
reduced by mistake. This is often combined with methods for adapting dupthresh, or
the timeout interval to prevent further mistakes from being made as in [10, 8].

Neither TCP-NCR nor TCP-Aix gather information about the reordering character-
istics. Instead TCP-NCR sets dupthresh as high as possible with regards to the retrans-
mission timeout interval. Although the sending rate is effectively halved upon receiving
the first dupack in the Careful Limited Transmit version of TCP-NCR, the congestion
control parameters are modified when dupthresh is reached. In TCP-Aix, loss recovery
is initiated before congestion control. This enables faster recovery in case the segment
is lost, while still achieving the desired robustness to reordering. The separation of the
loss recovery and congestion control actions gives TCP-Aix sufficient time to differentiate
between congestion and reordering events where a segment is delayed less than one rtt.

To be able to identify reordering events longer than an rtt and to reduce the number
of spurious fast retransmits, TCP-Aix restarts the timer when receiving a dupack and
uses packet conservation as well as a higher dupthresh than default. We introduce the
winthresh algorithm for calculating the highest possible dupthresh setting with regards
to the available buffer space at both ends of the connection.

If the buffer space is abundant or cwnd small, an upper bound on dupthresh is
necessary. We have found that an upper bound corresponding to two rtts allows good
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bandwidth utilization in dynamic scenarios. A higher upper bound decreases TCP-Aix
possibilities to grab its fair share of the bandwidth when competing with standards-
compliant TCP senders.

However, when the bdp is large and reordering frequent, it is not sufficient to be able
to distinguish between congestion and reordering events to get good performance. TCP-
Aix uses candid growth and cwnd compensation to achieve high throughput in scenarios
where dupacks are frequent. During a reordering event cwnd is frozen, therefore it is
important to be able to grow cwnd promptly in periods when there is no traditional
sign of congestion, i.e., no dupacks. TCP-Aix tracks the development of cwnd which
would have taken place had all segments arrived in-order. This phantom cwnd is used
to determine an interval during which to perform slow start after a reordering event in
addition to the ordinary slow start phases.

Through simulations, we verified the operation of TCP-Aix and compared its perfor-
mance to TCP-NCR and a modern standards-compliant TCP including limited trans-
mit [85], SACK-based loss recovery [56], and Congestion Window Validation [88]. Our
results show that TCP-Aix can handle reordering lengths in the order of two to three
end-to-end rtts. It also uses capacity better than TCP-NCR for high reordering rates
when the bdp is large and the reordering length is less than one rtt. TCP-Aix further
improves performance compared to the other TCP investigated flavors combined with
TCP-Eifel in the presence of delay spikes.

Finally, we showed that the performance gains of TCP-Aix does not come at a high
expense to other, competing non-TCP-Aix flows. Rather, the TCP-Aix sender uses
bandwidth which would otherwise be left unused. We therefore argue that TCP-Aix is a
promising proposal for increasing the robustness of TCP to reordering and delay spikes.



Chapter 5

Revisiting Wireless Link Layers
and In-Order Delivery

In the previous chapter, we showed that reordering robust TCP flavors are becoming
ready for deployment. This makes it possible to revisit the design of network elements
that naturally cause reordering.

In this case study, we focus on wireless cellular networks that due to capacity and cost
considerations have been designed with relatively error prone links. To hide the trans-
mission errors from TCP, which otherwise falsely would assume congestion and reduce its
sending rate, the link layer performs retransmissions when it can not decode the data af-
ter a transmission attempt. It then normally re-establishes the incoming packet sequence
before delivering packets to the upper layer. To achieve in-order delivery, the link layer
holds on to frames that arrive after an unsuccessful transmission attempt while retrans-
mitting. When the missing frame is received, a group of packets can often be released
resulting in a bursty sending behavior. The link layer retransmissions are perceived as
delay variations by upper layers.

The new reordering robust TCP flavors make it possible to explore the benefits of
delivering packets as soon as they can be successfully reassembled instead of enforcing
in-order delivery. The obvious benefits are:

• a simpler link layer, because it does not have to perform in-order delivery, and

• less data have to be buffered by the link layer receiver, because out-of-order data
can be delivered earlier.

Thereby we expect delay variations and burstiness to be reduced.
Bursty traffic is troublesome for buffer management. If the buffers cannot accom-

modate large bursts of packets, TCP performance suffers because TCP has problems to
recover efficiently when multiple segments are dropped from a window of data. Hence,
buffers must be dimensioned both for the case when the packet arrival rate is relatively

63



64 Revisiting Wireless Link Layers and In-Order Delivery

smooth and when it exhibits large variations. Large buffers give late indications of conges-
tion and add delay. An inflated rtt estimate can decrease the efficiency of timeout-based
loss recovery, but there is also the contrary risk for spurious timeouts, if the rtt sampling
rate is low. Another drawback is that data in the buffer may no longer be of use to the
application if it takes to long to transfer it, thus leading to wasted bandwidth.

In [148], it was shown that buffer requirements are smaller when the sending rate of
each source is smoothed. The authors identified bursts in individual flows and used a
form of rate pacing to smooth the sending rate. Burstiness also affects the traffic sharing
the network path. In general, delay sensitive applications require less play-out buffering
if the jitter is limited. It is also easier to quickly get a good estimate of the rtt and
the sending rate when the variance is smaller. Shaping and policing are two examples of
quality of service building blocks that require flow parameters such as the sending rate
to be estimated [149].

Methods to improve TCP performance over links with rate and delay variations have
been proposed, see references in [14]. The proposals involve pacing the acknowledgment
rate at a network node to smoothen the sending rate and to avoid excessive segment
drops. By instead using a TCP flavor that is robust to reordering, we can decrease the
delay variations that are caused by a retransmitting link layer and also benefit from a
simpler link layer.

In this chapter, we investigate how out-of-order and in-order delivery at the link layer
combined with different TCP flavors affect network layer buffering and transport layer
smoothness. We include TCP with SACK-based loss recovery [56], TCP-Aix, and TCP-
NCR in this study. The simulation environment is described in Section 5.1. We use
a WWAN scenario where a mobile user who is connected to a base station downloads
data from the Internet. The simulation results are reported in Sections 5.2 and 5.3. A
summary is given in Section 5.4.

5.1 Simulation Environment

We used the link and error model from [144] to introduce reordering again. It models a
link layer protocol that repeats transmission until it is successful. Between each attempt
a link rtt must pass. We configured the model to have the same error probability
for all transmission attempts, first time and retransmissions, over the link. Normally,
the receiver saves data it cannot correctly decode and combines this information with
information from subsequent retransmissions to increase the probability of decoding the
data later. In reality, the likelihood of decoding the data after a retransmission is therefore
larger than captured by our model.

We also implemented a link and error model that re-establishes the incoming packet
order after the reordering event. It models a link layer protocol that supports in-order
delivery. A description of the TCP implementations is given in Section 4.5 and we used
version 2.27 of ns-2. The segment size was 1000 bytes.

Figure 5.1(a) shows the simulation topology we used to produce the results in Sec-
tion 5.2 and to conduct the last hop buffer size study in Section 5.3. The simulation
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Figure 5.1: Simulation topologies.

topology for investigating the impact on buffering at internal nodes is shown in Fig-
ure 5.1(b). Each user had its own access link. At node N1 the users share the buffer
space, whereas data is buffered for each user individually at node N2. We used relatively
high error rates (3% and 10%) in this study, because the error rates of the links on a
path are to a large extent additive. Thus, if out-of-order delivery is encouraged over error
prone links, TCP must be able to handle high reordering rates.

When using RED for buffer management, the minimum and maximum thresholds
were set to one tenth and half the buffer size. The instantaneous buffer size was used
instead of an average, because the average is known to vary too slowly when there are
few active flows [150].

5.2 Smoothness

Figure 5.2 shows the sending pattern of standards-compliant TCP with in-order delivery
and TCP-Aix with out-of-order delivery. In this scenario, the segments were reordered
between the sender and the receiver, i.e., in the forward path. It shows the effect the
link layer configuration has on the sending pattern of TCP. There are almost like two
graphs in each subfigure. The upper graph represents the segments, whereas the other
graph represents the acknowledgments. For TCP-Aix with out-of-order delivery the
graphs appear clearer because segments are sent more regularly. As acknowledgments
and consequently segments arrive close together periods of inactivity separate groups of
arriving packets in the subfigure for standard TCP.

The longer the reordering length, the larger the bursts in the in-order delivery scenario
because the link layer holds on to successfully transmitted data until the packets can be
delivered in-order. When the packets are forwarded to upper layers after a reordering
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event, the TCP receiver generates closely spaced acknowledgments that in turn trigger
bursts of segments. In-order delivery in the reverse path also cause bursts of the same
magnitude as the reordering length.

With out-of-order delivery in the forward path, bursts can be avoided. TCP-Aix
keeps the acknowledgment clock alive during a reordering event by releasing a new seg-
ment on the receipt of each dupack. Thereby it prevents large bursts from being released
when the reordering event is resolved. At the end of a reordering event, an acknowledg-
ment cumulatively acknowledges many segments. If segments had not been released in
response to dupacks, all the segments would have been sent together when cumulatively
acknowledged.

TCP-Aix and TCP-NCR produce small bursts if acknowledgments are reordered. If
reordering occurs in the reverse path, between the receiver and the sender, an acknowledg-
ment may either acknowledge a number of segments or it may bring no new information.
We call an acknowledgment that arrive with no new information a late acknowledgment.
From the sender’s point of view, a late acknowledgment is the same as a lost acknowl-
edgment because late acknowledgments are usually disregarded. The burst size when
acknowledgments are reordered corresponds to the number of consecutive acknowledg-
ments that were delayed. That is, the bursts are not connected to the reordering length
and are usually small. A solution to smooth the flows is to let late acknowledgments
clock out new segments and limit the number of segments that may be released by a
single acknowledgment as suggested in [141].

To compensate for a decreased number of acknowledgments that arrive in-order, byte
counting [30] can also be useful. With byte counting the number of bytes acknowl-
edged, not the number of acknowledgments, are counted when increasing the sending
rate. Thereby, the sending rate increase is less sensitive to acknowledgments arriving
out-of-order.

A number of metrics have been proposed to quantify smoothness and burst charac-
teristics. We chose the Coefficient of Variation (CoV) that can measure smoothness over
several time scales. The CoV of a flow can be computed by dividing the simulation into
time intervals of length δ and considering the sending rate in each time interval a sample.
CoV in the time scale δ is then the standard deviation of these samples divided by the
mean. A low CoV means that the flow is sending data at a steady rate.

We computed the CoV of each flow during the last 150 seconds of a 200 seconds long
simulation. For each type of flow, ten repetitions were conducted. The average CoV is
shown in Figure 5.3 with confidence intervals for 95%. When there are no errors, and
hence no reordering, the standards-compliant TCP, TCP-NCR, and TCP-Aix yield a
CoV below 0.1 at all time scales.

When there are transmission errors, the shape of the curves differ for the two link
layer configurations. Primarily at the shortest time scale, 50 ms, we observe a larger CoV
for in-order than for out-of-order delivery. This is because a retransmission takes 40 ms
and thus the idle periods are in the range of the shortest time scale.

All TCP flavors have similar smoothness characteristics when coupled with in-order
delivery, see Figure 5.3(a). When out-of-order delivery is allowed, Figure 5.3(b), standards-
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Figure 5.2: The effect on smoothness of a 10% error rate.
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compliant TCP cannot separate between reordering and congestion events. This inability
leads to underutilization of the bandwidth and variations in the sending rate, because
congestion control is incorrectly invoked. TCP-NCR is able to identify most of the re-
ordering events when the error rate is 3%, but fails to detect many reordering events when
it is 10%. At high error rates more than one link layer retransmission is often needed,
causing segments to be delayed longer than one end-to-end rtt, which is the interval
during which TCP-NCR can detect reordering. The smoothness of TCP-NCR decreases
when it cannot discern between congestion and reordering. TCP-NCR still has a higher
throughput than standards-compliant TCP though, which yields even larger fluctuations
in the sending rate. TCP-Aix has approximately the same CoV for all the investigated
error rates with out-of-order delivery, because it is capable of separating between con-
gestion and reordering even when there is more than one link layer retransmission. For
a discussion of the time span during which TCP-Aix can distinguish between reordering
and congestion, see Section 4.4.

To summarize, out-of-order delivery improves smoothness over short time scales com-
pared to in-order delivery, as long as the TCP flavor in question can cope with the
reordering durations. The reordering robust TCP flavors used in this study both send
a new segment in response to each dupack they receive, at least until they perform a
fast retransmit. Thereby the acknowledgment clock can be kept alive with out-of-order
delivery.

5.3 Network Layer Buffering

For the following discussion of the required drop-tail buffer size we assume that there is
a single transfer, a fixed network capacity, and no reordered acknowledgments.

To fully utilize the bottleneck link, TCP must have a cwnd that is as large as the bdp.
TCP continuously probes for bandwidth and reduces its cwnd by half when encountering
a loss. For cwnd to stay in parity to bdp, losses should occur when cwnd is about two
bdps. When cwnd is larger than bdp, the transport layer rtt increases due to queuing
delay. The segments that cannot be transmitted during the network layer rtt remains in
the queue. When cwnd exceeds the bdp by the number of segments that the bottleneck
buffer can hold, there is a loss. For cwnd to be two bdps when this happens, the buffer
should be able to hold one bdp of data.

With our simulation topology, where the rtt is 60 ms and the bottleneck capacity
10 Mbps, bdp is 75 segments. Our simulations confirm that increasing the size of the
drop-tail buffer beyond 75 segments does not increase the throughput for any of the TCP
flavors when there are no transmission errors.

When there are transmission errors the buffer need is larger, not primarily because of
the increased burstiness, but because of the increased bdp that in-order delivery gives rise
to. When a frame is lost and has to be retransmitted the link layer buffer on the receiver
side fills up with the frames that arrive after the gap. As a consequence of the segments
not being forwarded to the TCP receiver until the missing data is recovered, no TCP
acknowledgments are sent during the retransmission interval. After the retransmission
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Figure 5.3: Smoothness estimated by the Coefficient of Variation (CoV).

the link layer releases all the buffered segments, assuming that there are no other losses.
The sending rate has to be high enough to compensate for the additional delay that in-
order delivery cause by holding on to the segments during the link layer retransmission.
It is the experienced delay, which includes the retransmission delay, that should be used
when computing bdp.

In our case the end-to-end delay is 60 ms and the link layer retransmission delay is
40 ms, which gives an experienced delay of 100 ms. Thus, a drop-tail buffer size of 75+50
segments should be enough when few segments are retransmitted by the link layer more
than once. When the error rate is 10%, segments are often retransmitted more than once.
To achieve the highest possible throughput the buffer therefore needs to be increased to
75 + 50 + 50 segments.

With out-of-order delivery only the retransmitted segment suffers from a longer delay,
which prevents the experienced rtt from growing. The segments that are sent immedi-
ately after the retransmitted segment release acknowledgments and prevent disruption of
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the TCP acknowledgment clock. As long as the acknowledgments arrive smoothly, they
release segments at an even pace. Thus, out-of-order delivery maintains a lower rtt and
a smoother sending rate than in-order delivery in the presence of errors. Therefore the
buffer need is not as sensitive to the error rate with out-of-order as with in-order delivery.

In Figure 5.4, the throughput achieved over a 200 s period as a function of the
dedicated buffer size at node N2 is shown. The link layer has either been configured to
enforce in-order delivery or to deliver the packets to the upper layer as soon as they can
be reassembled. The notation “TCP out” stands for a standards-compliant TCP with
a link layer configured to allow out-of-order delivery, whereas “TCP in” means that the
link layer enforced in-order delivery. “TCP no” is the reference case without transmission
errors and consequently no link layer retransmissions.

As can be seen in the figure, a network configured to allow out-of-order delivery
has lower demands on the buffer size, than a network with in-order link delivery. The
results are in line with our discussion, but some additional buffer space is needed to
accommodate the burstiness of the in-order traffic.

Standards-compliant TCP, TCP-NCR, and TCP-Aix all perform the same with in-
order delivery. TCP-Aix has the lowest buffer requirement at the investigated error rates
with out-of-order delivery. At 3% error rate, TCP-NCR has a lower buffer requirement
than with in-order delivery.

The simulations also show that RED generally has worse performance than drop-tail
when the buffer is dedicated to a single flow, Figure 5.4(c). The simulation of each point
has been repeated ten times with different seeds for RED. The confidence intervals are
for 95%. In most cases they are too narrow to be distinguished.

We also wanted to investigate the impact on the internal network buffers of a wireless
access network, N1 in our simulation topology. Our hypothesis is that out-of-order deliv-
ery decreases the buffer need compared to in-order delivery by reducing TCP burstiness.
TCP-NCR is not used because it was shown in Figure 5.4(b) that it cannot handle an
error rate of 10% with the current set-up.

The results are shown in Figure 5.5. There are 50 flows of the same type in each
simulation run. The average throughput is represented by the line and the confidence
intervals are for 95%. For reference we also simulated a scenario with no transmission
errors. We only show the results for standard TCP with one buffer size, because this
TCP is not capable to utilize the bandwidth when there are frequent reordering events
(10%).

The tendencies are the same as for the last hop buffers, that is; the out-of-order
configuration has lower buffer requirements than in-order for the same error rates. TCP-
Aix with out-of-order delivery and 10% error rate gives a higher average throughput for
small buffer sizes than TCP-Aix and standards-compliant TCP when there are no errors.
A plausible explanation is that TCP-Aix with out-of-order delivery is less aggressive
leading to fewer loss events. A plot of the losses over time for each flow shows that in the
scenario with reordering fewer losses occur than when there are no transmission errors,
although the average throughput is higher.
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Figure 5.4: Throughput dependence on the capacity of the last hop buffers.
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Figure 5.5: Shared buffer within the network.

We also performed studies of the impact on buffering when introducing TCP-Aix in
a network where transmission errors do not occur, see [145] for details. It shows that
TCP-Aix does not negatively influence buffer performance when there are no transmis-
sion errors, different TCP flavors competing, and varying degrees of multiplexing at the
bottleneck.

5.4 Summary

Most wireless cellular links employ a radio link control protocol which performs retrans-
missions to hide any transmission errors from upper layers and in particular TCP. Re-
transmissions at the link level lead to reordering, which can falsely trigger TCP congestion
control mechanisms and thereby make it hard for TCP to utilize the available bandwidth.
Therefore, the link layer typically re-establishes the incoming packet sequence before re-
leasing the packets. However, recently a number of reordering robust TCP flavors have
been proposed. They make it possible to allow out-of-order delivery without affecting
throughput performance, because their congestion control mechanisms are not triggered
by reordering. As out-of-order delivery is easier to implement and support than in-order
delivery, the link layer protocols can be simplified which is an interesting advantage.

We contrasted in-order and out-of-order delivery at the link layer and the interaction
with TCP through simulations in ns-2. We found that out-of-order delivery can bring
benefits such as improved transport layer smoothness especially at short time scales
corresponding to the link layer retransmission delay. A smooth sending rate gives a better
estimate of the round trip time used in TCP congestion control and reduces network jitter
also for other applications. Both for dedicated buffers and shared buffers, the drop-tail
buffer size requirement is decreased when TCP-Aix or TCP-NCR is combined with out-
of-order delivery, compared to in-order delivery with a standards-compliant TCP.

Previously, in-order delivery was required to prevent underutilization for TCP over
error prone links, whereas many real-time services cannot tolerate the additional delay
caused by in-order delivery. We have shown that reordering robust TCP flavors make it
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possible to trade delay for reordering and a smoother sending rate. Link layer designers
can thereby be given more possibilities to design and configure the links such that they
suit their traffic mix and system managers can mix traffic in new ways.

The benefits should be further evaluated for specific network technologies and link
layer protocols. Another interesting direction that this work may take, is to study the in-
teraction between TCP smoothness and network management algorithms, such as pacing
and shaping.
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Chapter 6

Reducing the TCP
Acknowledgment Frequency

In this chapter, we study how to reduce the TCP acknowledgment frequency without
sacrificing throughput performance in a traditional wireline setting. A reduced acknowl-
edgment frequency affects the smoothness and the sending rate in the same way as lost
or reordered segments, therefore we can also learn more about TCP and reordering from
studying different acknowledgment strategies.

Today, a standards-compliant TCP receiver acknowledges each or every second segment
it receives. It is called Delayed Acknowledgments (DA) when the receiver waits for a sec-
ond segment before sending an acknowledgment. If the second segment does not arrive
within a configurable time interval, called the delayed acknowledgment interval, a timer
expires and the receiver sends the acknowledgment of the first segment without further
delay.

DA was introduced to conserve network and host resources. Further reduction of
the acknowledgment frequency can be motivated in the same way. There are several
proposals to reduce the number of acknowledgments sent by TCP in asymmetric and
wireless networks [17, 18, 19, 20, 21, 22, 23, 24]. In asymmetric networks, the bottleneck
can be in the acknowledgment path. In wireless networks, requiring fewer acknowledg-
ments may decrease interference and save power in addition to freeing up bandwidth
resources. We call scenarios that exhibit such characteristics gain scenarios. The gain
can easily overshadow any negative effects of lowering the acknowledgment frequency in
these scenarios.

c©ACM, 2007. This is a minor revision of the work published in Sara Landström
and Lars-Åke Larzon, Reducing the TCP Acknowledgment Frequency. In ACM SIG-
COMM Computer Communication Review, vol. 37, no. 3, pages: 5-16, July 2007.
http://doi.acm.org/10.1145/1273445.1273447
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Therefore, the question of whether a lower acknowledgment frequency can be used in
a wider range of scenarios while preserving throughput performance remains to be an-
swered.

An acknowledgment strategy that requires less bandwidth for acknowledgments and is
widely deployable, can reduce the need for local optimizations. Also, there is an on-going
discussion of congestion control for TCP acknowledgment traffic. Congestion control
would involve making the assumption that acknowledgments are lost only due to conges-
tion as for the data traffic; increasing the transmission error sensitivity of TCP. Instead
of applying congestion control, TCP could use the lowest acknowledgment frequency that
maintains throughput performance.

We study scenarios where reducing the acknowledgment frequency is likely to degrade
throughput performance to find a lower bound on the acknowledgment frequency for
general usage. Allman [25, 26], compared the performance of DA together with byte
counting to acknowledging every segment (AE) in scenarios neither including asymmetry
nor wireless links. Since Allman’s study, TCP loss recovery has been refined. We consider
this development and evaluate lower acknowledgment frequencies than represented by
DA.

We start by summarizing the related work in Section 6.1. In Section 6.2, we explain
the different functions that acknowledgments fill in TCP and how a reduced acknowledg-
ment frequency may affect performance. The acknowledgment strategies that we evaluate
are introduced in Section 6.3. In Section 6.4, we show the problems with the different
acknowledgment frequencies and evaluate possible solutions. Reducing the acknowledg-
ment frequency gives rise to burstier TCP traffic, we therefore discuss the use of pacing
in Section 6.5. A summary of the chapter is provided in Section 6.6.

6.1 Related Work

In asymmetric networks with one-way data traffic, acknowledgments are dropped if their
bitrate exceeds the capacity of the reverse path. If TCP keeps the acknowledgment
traffic to a minimum, this situation is less likely to arise. In [17], acknowledgments are
filtered out at the buffer prior to the constrained link. The filtering decision depends on
the current content of the queue and the TCP headers need to be inspected. In [151],
acknowledgment filtering was extended to consider SACK information.

Two-way data traffic can aggravate asymmetries and lead to dropped acknowledg-
ments also in symmetric networks. When acknowledgment traffic and data traffic com-
pete for bandwidth in the same direction, acknowledgments may be lost even if few
acknowledgments are sent. Especially, if there are greedy applications that grab as much
bandwidth as possible.

In addition to dropped acknowledgments, interactions between segments and acknowl-
edgments lead to ack compression [109] and fairness problems [17, 18, 152]. To improve
utilization of the faster forward channel, it is suggested to give acknowledgments priority
over segments in the reverse channel [17]. This improves utilization of the fast forward
channel, but may starve the slow connection. The data traffic over the slow link can be
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guaranteed a minimum throughput using a connection-level bandwidth allocation mech-
anism [18]. In [152], each user is served in a weighted round robin fashion to improve
fairness between several connections. Thus, we cannot solve the fairness problem associ-
ated with asymmetry and two-way data traffic simply by reducing the acknowledgment
frequency. To achieve fairness, a solution involving scheduling is most likely required.

An entirely receiver based approach for reducing the acknowledgment frequency was
proposed in [19]. The receiver estimates the size of the cwnd by counting the number of
segments that arrive during an rtt. When cwnd is small, acknowledgments are sent more
frequently, which promotes window growth. When cwnd is large, each acknowledgment
covers more segments. They always sent at least three acknowledgments per window and
at most five segments were acknowledged together. This approach does not require any
options, nor any changes to the TCP sender, which facilitates deployment.

The idea in [153] is similar to [19] in that acknowledgments are sent frequently when
the sending rate is low and less often when the sending rate is close to the capacity. The
receiver monitors the inter-segment arrival time to determine an appropriate acknowledg-
ment frequency. In [154] the acknowledgment rate is adjusted at a middlebox to improve
TCP performance. It also contains references to other acknowledgment pacing proposals.

To reduce the acknowledgment traffic only when the reverse path is congested, we
need to be able to detect when congestion occurs. In [17], RED [105] coupled with
ECN [86] is used to mark acknowledgments during periods of congestion. The ECN
markings are reflected to the receiver by the TCP sender. The receiver then performs
congestion control on the acknowledgments. Whenever a marked acknowledgment is
detected, the interval between acknowledgments is doubled. The interval is reduced by
one segment each loss free rtt similar to the congestion control algorithm for TCP data
traffic. The minimum acknowledgment frequency is set to one acknowledgment per send
window and the sender explicitly informs the receiver of the current send window through
an option in the TCP header. As it cannot be assumed that all nodes along the path
support RED and ECN, lost acknowledgments have to be considered signs of congestion,
which increases the error sensitivity of TCP.

In the TCP-like profile for the Datagram Congestion Control Protocol (DCCP) [155],
congestion control of the acknowledgment traffic is mandatory. DCCP uses a minimum
acknowledgment frequency of two acknowledgments per send window when the window
is larger than one. The sender informs the receiver of the acknowledgment frequency. If
a segment is lost, the receiver acknowledges the next segment that arrives, which makes
this acknowledgment strategy robust.

Work in the IETF on adapting the DCCP scheme for TCP has also started [39]. At
present, TCP does not have any options that allow the sender to control the acknowledg-
ment frequency. The current draft requires an option called the ack ratio to be supported.
The sender should use this option to inform the receiver of which acknowledgment fre-
quency to keep.

In DCCP, byte counting is used to compensate for the effect on the sending rate
increase that a lower acknowledgment ratio has and we expect a similar approach for
TCP. Byte counting bases the sending rate on the number of bytes acknowledged rather
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than the number of acknowledgments, which makes it better to use when sending fewer
acknowledgments. Adapting Appropriate Byte Counting (ABC) [30] for lower acknowl-
edgment frequencies than DA is therefore important and highly relevant to the work on
congestion control for acknowledgments.

The minimum acknowledgment frequency also depends on the nature of the links
along the path. We assume that the links are full-duplex and that there is essentially
no interference caused by transmissions over different links. In [20], it was shown that
acknowledging data only once per send window is desirable for certain topologies in ad
hoc networks. The explanation is that data and acknowledgments in different directions
contend for the same medium.

6.2 The Multiple Roles of TCP Acknowledgments

Reducing the dependency on frequent acknowledgments in TCP is difficult because ac-
knowledgments have multiple roles. Apart from acknowledging that segments have been
received, acknowledgments clock out new segments, and the sending rate increase is
often based on the number of acknowledgments that arrive. Therefore, reducing the
acknowledgment frequency affects the micro burstiness, sending rate increase, and ac-
knowledgment pattern.

Micro burstiness: In Chapter 5, we discussed why smoothness is desirable. When
reducing the acknowledgment frequency, smoothness is likely to deteriorate in many
circumstances, which makes it an important issue also in this chapter.

TCP is called an ack-clocked protocol because each acknowledgment releases new
segments. The number of new segments released together corresponds to the number
of segments acknowledged simultaneously. The fewer acknowledgments sent, the larger
the bursts of segments released. A burst sent in response to a single acknowledgment
is called a micro burst. TCP usually sends micro bursts of one to three segments in
congestion avoidance, because AE acknowledges one segment and DA two segments at
the time. Each acknowledged segment clocks out a new segment and occasionally cwnd is
increased allowing an additional segment to be sent. We consider the burstiness during
slow start to be a macro burstiness effect as in [141].

There are concerns about increasing the burstiness of TCP, as lowering the acknowl-
edgment frequency would. Through queuing theory it is known that bursty traffic has
larger buffer requirements, higher drop rates, and longer queuing delays [156]. Most
existing techniques [141] for dealing with large micro bursts are designed for when they
rarely occur. A low acknowledgment frequency continuously cause micro bursts that are
larger than three segments. Instead of relying on acknowledgments to clock out segments,
the sender could pace out segments using a timer. This technique is called pacing and
can be used throughout a connection [157, 109] to reduce the micro burstiness of a flow.

More studies on the importance of micro burstiness are however needed. A recent mea-
surement study shows that only micro bursts of considerable size (hundreds of segments)
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cause aggravated loss [158], but it is not possible to generalize from one measurement
study.

Sending rate increase: The number of acknowledgments also determines the sending
rate increase. The fewer acknowledgments, the slower is the sending rate increase. Byte
counting lessen this dependence by considering the amount of data acknowledged by each
acknowledgment instead of the actual number of acknowledgments.

Allman evaluated two byte counting algorithms for use with DA [25]. The Unlimited
Byte Counting algorithm (UBC) counts all the acknowledged data, whereas Limited Byte
Counting (LBC) counts at most two maximum sized segments per acknowledgment. LBC
gave better results than UBC for TCP Reno, but there was no difference in performance
between LBC and UBC for TCP SACK [54, 52]. These results suggest that UBC may be
suitable for use with improved loss recovery algorithms. The standardized version of byte
counting, Appropriate Byte Counting (ABC) [30], limits the amount of data counted for
one acknowledgment to at most L bytes. L is a configurable parameter called the limit.
It is encouraged to experiment with L set to two SMSS to compensate for DA, but higher
values are discouraged because byte counting increases the micro burstiness. SMSS is
the Sender Maximum Segment Size of TCP in bytes. During slow start periods that
follow after a timeout L should be set to one SMSS, as first suggested in [26]. Otherwise,
segments that have left the network prior to the timeout can be interpreted as indications
of the current network status, resulting in a too aggressive sending rate increase.

Acknowledgments when missing segments: During periods of loss, the receiver
sends an acknowledgment in response to each segment that arrives. The acknowledg-
ments inform the sender of which segments that have arrived through the SACK option
and support retransmission decisions. When the acknowledgment frequency is low, the
increase in acknowledgment traffic during periods of loss can be large and sudden. Also,
the sending pattern is affected by the number of segments acknowledged together because
of the ack clocking property. In our study the receiver sends acknowledgments for every
segment when it is missing a segment, which is the standard behavior.

In [39], there a number of ideas concerning how to avoid sudden increases of the
acknowledgment traffic during lossy periods. We would like to study these approaches
closer in the future.

6.3 Choosing Acknowledgment Strategies

The acknowledgment bitrate can be reduced either by the TCP receiver sending fewer
acknowledgments or a network node dropping selected acknowledgments. To be able to
select acknowledgments for dropping, an internal node has to inspect the TCP headers,
and keep state for each connection or inspect its queue for each arriving acknowledg-
ment. Even then, the TCP end-points have superior information about the importance
of individual acknowledgments, which motivates an end-to-end solution.
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We start by establishing a lower bound on the acknowledgment frequency from a TCP
perspective. To facilitate the analysis, we assume that the last segment in a micro burst
is acknowledged, negligible queuing delay, and a large delayed acknowledgment interval.
We further assume that the sender is limited by cwnd and not rwnd throughout this
chapter.

TCP is a sliding window protocol. Thus, at least an acknowledgment per cwnd of data
must be sent to avoid timeouts. In practice, one acknowledgment per cwnd transforms
TCP into a stop-and-wait protocol. The micro bursts are separated by one rtt, i.e., the
time it takes for an acknowledgment to reach the sender and the segments it releases to
propagate to the receiver.

To allow full utilization of the available bandwidth, two acknowledgments per cwnd of
data are required, and micro burst i should start to arrive at the receiver as the receiver
sends the acknowledgment for micro burst i − 1. The size of a micro burst corresponds
to the amount of data sent during the time from when an acknowledgment is sent until
the data it clocks out reaches the receiver. That is, a micro burst must correspond to
one bdp of data. cwnd thus has to be two bdps before the full capacity can be used.
Furthermore, one cycle of the protocol takes two rtts to complete when approaching
full utilization. A cycle is the time it takes for a cwnd of segments to be acknowledged.
With AE, a cycle is one rtt.

We refer to the strategies based on cwnd size as xW, where x is the number of
acknowledgments sent per cwnd. We also include several other acknowledgment strategies
in our study:

• acknowledging every segment (AE),

• delayed acknowledgments with L set to two SMSS (DAL2),

• acknowledging every fourth segment with L set to four SMSS (A4L4),

• acknowledging every eighth segment with L set to eight SMSS (A8L8),

• acknowledging two segments per cwnd (2W) with L unlimited,

• and acknowledging four segments per cwnd (4W) with L unlimited.

L is the byte counting parameter that limits the amount of data to be counted for a
single acknowledgment.

AE and DAL2 are being used today and are supported by IETF standards [159, 81, 1].
We include A4L4 and A8L8 for their simplicity, similarity to DAL2, and because they
reduce the acknowledgment traffic more than DAL2. 2W represents the lower bound and
the effects from reducing the acknowledgment frequency should therefore be emphasized
with this strategy. 4W provides redundancy compared to 2W, and a cycle of the protocol
takes about 1.33 rtts, which is closer to the AE behavior.

Depending on the path and the instantaneous conditions on that path, the TCP
cwnd may vary between one and several thousands of segments. Thus, we must make
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Figure 6.1: The potential of different acknowledgment strategies to reduce the acknowledgment
bitrate requirement. The window is the TCP cwnd.

sure that the acknowledgment strategies have good performance regardless of the win-
dow size. The performance of an acknowledgment strategy that acknowledges every ith
segment suffers if fewer than two segments are acknowledged per cwnd. As discussed,
two acknowledgments per cwnd is required for the sender to be able to use the available
bandwidth, because i is chosen independently of the current window size the window can
sometimes be smaller than i. We therefore always apply the computed lower bound of
two acknowledgments per cwnd when acknowledgments are sent less often than for every
second segment. A fixed acknowledgment interval leads to more acknowledgments being
sent per cwnd when cwnd is larger, whereas the xW strategies always generates x ac-
knowledgments per cwnd regardless of the cwnd size. Therefore, it is interesting to study
different cwnd sizes. The ratio of the number of segments covered by an acknowledgment
to the cwnd size is likely to influence the results.

The acknowledgment strategies have different potential for reducing the acknowledg-
ment frequency. Figure 6.1 shows the behavior for different cwnd sizes. The larger cwnd,
the better 2W and 4W are in comparison to the other strategies. The acknowledgment
frequencies of all acknowledgment strategies are similar when there are many segments
lost, because the receiver acknowledges all segments if a segment is missing.

The receiver has to be part of any scheme to reduce the acknowledgment frequency,
because it is responsible for sending the acknowledgments. On the other hand, the
sender needs to compensate for a large reduction of the acknowledgment frequency to
avoid a throughput decrease. Therefore, taking advantage of the sender’s knowledge
of the rtt, the cwnd, and the congestion control phase to choose the acknowledgment
frequency only increases the sender’s involvement. When the connection is set-up, a
handshake is required to determine if both the receiver and the sender support the desired
acknowledgment strategy.
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6.4 Design and Evaluation

We want to reduce the acknowledgment frequency without decreasing throughput perfor-
mance. To achieve this goal, we need to study a number of issues. First, to compensate
for sending fewer acknowledgments we want to use byte counting, but currently ABC
supports only low L values. Second, the increased micro burstiness when an acknowl-
edgment clocks out several segments can influence drop rates and loss patterns. Third,
especially in the low multiplexing case, the increased micro burstiness affects the router
buffer requirement. Last, the acknowledgment pattern determines the sending pattern
and can lead to a different estimate of the congestion level resulting in fairness problems.
In this section, we investigate these issues and evaluate potential solutions.

6.4.1 Simulation Environment

We used the Network Simulator version 2.29, ns-2, for our simulations. The tcp-sack1
agent was modified to perform SACK-based loss recovery according to [56]. We imple-
mented A4L4, A8L8, 2W, and 4W through a simple poll mechanism. The sender sets
a bit in the TCP header to tell the receiver to acknowledge the segment. We also use
the poll mechanism to ensure an immediate reply to the SYN/ACK during the initial
handshake. The receiver only needs to be modified to acknowledge marked segments,
which is a minor modification.

We enabled timestamps to get a better estimate of the effective rtt. The segment
size was 1000 bytes and a large initial cwnd [87] was allowed. We also varied the delayed
acknowledgment interval. The default value is 100 ms. We experimented with values as
large as 1000 ms to avoid interactions between the acknowledgment frequency, the rtt,
and the delayed acknowledgment interval.

6.4.2 ABC with a High Limit

ABC is designed for use with L less than or equal to two SMSS. Setting L to one SMSS
during slow start following a timeout therefore has limited effect on the sending rate
increase. But for higher values of L and a low acknowledgment frequency, we need to
reconsider the design. The new design should not count segments that left the network
prior to the timeout and it should allow an exponential sending rate increase during
slow start. The motivation for not counting segments that left the network before the
timeout is that several rtts may have passed since they actually reached the receiver and
a current estimate of the suitable sending rate should not be based on old information
of the network conditions.

The receiver reverts to a lower acknowledgment frequency after a timeout as soon
as cwnd is large enough and the sequence of received segments is intact. This prevents
the sender from doubling the sending rate for the remainder of the slow start period. To
allow an exponential increase, we take the minimum of the byte counting limit, L, and the
current cwnd to determine how many segments that may be counted per acknowledgment.
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With this approach, the sender can more than double its sending rate based on out-
dated information if many acknowledgments both acknowledge newly retransmitted data
and old data. The results reported herein all include ABC with this modified behavior
following a timeout. There are no indications that the change cause problems.

To get a better estimate of the number of segments that have left the network during
the last round trip time, SACK information can be used to identify segments that have
arrived earlier. Only segments that have not previously been acknowledged through the
SACK option should then be counted when they are cumulatively acknowledged after
a timeout. The problem with this information is that the sender is supposed to clear
the SACK scoreboard after a timeout. The sender would thus have to maintain this
information and remove SACKed segments from the list if they are retransmitted after
the timeout. We have not implemented this addition.

We repeated the simulations in [25] to determine whether ABC and advances in TCP
loss recovery, such as limited transmit [85] and SACK-based loss recovery [56], have an
effect on the results. We also extended the study to consider lower acknowledgment
frequencies than represented by delayed acknowledgments.

The simulation topology is described in Figure 6.2. It has a bdp of 1.5 Mbps×100 ms,
or about 19 segments. One flow is transferred at a time. Both the bottleneck router buffer
size and the transfer size were varied. The delayed acknowledgment interval was 100 ms.

S1 N1
10 Mbps, 0 ms 1.5 Mbps, 50 ms

R1

Figure 6.2: The simulation topology used to generate Figures 6.3 and 6.4.

In Figures 6.3 and 6.4, we show selected results. Ideally the plane should be smooth
and dark because it indicates short transfer times and a predictable behavior. DAL2,
Figure 6.3(b), performs as well as AE, Figure 6.3(a). The performance of both config-
urations are stable for all buffer sizes. This is an improvement compared to the results
presented in [25] that exhibited more variability. A4L4, Figure 6.3(c), performs worse
than AE for buffer sizes of four and around fifteen segments. A8L8 and 2W perform even
worse for small buffer sizes, Figures 6.4(a) and 6.4(b). Also for the largest investigated
buffer sizes, the performance is less predictable than for AE and DAL2. It is the initial
slow start overshoot that often results in a timeout when the acknowledgment frequency
is low. As shown in Figure 6.4(c), 4W performs better than A4L4, A8L8, and 2W. When
the buffer is small, 4W keeps the micro bursts small and the acknowledgment pattern
does not vary much.

A side-by-side comparison of DAL2 and AE in Figure 6.5 reveals that by delaying the
acknowledgments a penalty corresponding to the transmission delay of the link is intro-
duced each rtt until the bdp is reached. The transmission delay separates two segments
that are sent back-to-back from each other. If every fourth segment is acknowledged the
penalty is three times the transmission delay each rtt. Other factors that determine



84 Reducing the TCP Acknowledgment Frequency

 0
 1
 2
 3
 4
 5
 6
 7
 8

 4  6  8  10  12  14  16  18  20  22
Buffer size [pkts]

  900
  600

  300 File size [kbytes]

8
6
4
2
0

Transfer time [seconds]

(a) AE.

 0
 1
 2
 3
 4
 5
 6
 7
 8

 4  6  8  10  12  14  16  18  20  22
Buffer size [pkts]

  900
  600

  300 File size [kbytes]

8
6
4
2
0

Transfer time [seconds]

(b) DAL2.

 0
 1
 2
 3
 4
 5
 6
 7
 8
 9
 10

 4  6  8  10  12  14  16  18  20  22
Buffer size [pkts]

  900
  600

  300 File size [kbytes]

8
6
4
2
0

Transfer time [seconds]

(c) A4L4.

Figure 6.3: Throughput for different buffer sizes and file sizes with AE, DAL2, and A4L4.
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(a) A8L8.
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(b) 2W.
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Figure 6.4: Throughput for different buffer sizes and file sizes with A8L8, 2W, and 4W.
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Figure 6.5: One flow with delayed acknowledgments enabled and L = 2 × SMSS, and one flow
that acknowledges every segment.

the penalty are the bdp, the delayed acknowledgment interval, and the initial cwnd. It
means that reducing the number of acknowledgments cannot be entirely compensated
for by byte counting. We call this penalty the byte counting delay. The byte counting
delay is also present in congestion avoidance, reducing the aggressiveness. The effect of
the byte counting delay can be reduced by acknowledging every segment in slow start, as
in [25]. If the sender is polling the receiver for acknowledgments, this is straightforward
to implement. We do not acknowledge every segment during slow start in this study
though.

We have shown that 2W and A8L8 cause increased transfer times both for small and
large buffers, when there is only one active connection. 4W and A4L4 yield a more stable
performance, even if the variability is larger than for AE for larger buffer sizes. These
results indicate that there is a potential for lowering the acknowledgment frequency.

6.4.3 Drop Rates and Loss Recovery

We continue to study one-way traffic, but introduce flow multiplexing and vary the
bandwidth. The flows have homogeneous rtts and the topology is shown in Figure 6.6.
We are interested in the worst case performance and therefore we used drop-tail queuing,
which is known to be biased against bursty traffic. The bottleneck buffer size was set to
one bdp and the delayed acknowledgment interval to 1000 ms. We simulated 50 s when
the bottleneck was 1 Mbps, and 2000 s when the bottleneck was 100 Mbps. The initial
40% of each simulation was disregarded.

Figure 6.7 shows that bandwidth utilization is the lowest when there is only one or
a few flows active. 2W is not able to utilize the capacity when multiplexing is low, see
Figures 6.7(a) and 6.7(b). 4W has lower utilization at 100 Mbps than at 1 Mbps. A8L8
negatively influence the utilization when the bottleneck is 1 Mbps, but not when it is
100 Mbps. The difference in performance for the two bandwidths supports the intuition
that the ratio of the segments acknowledged together with the cwnd size is important.
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Figure 6.6: The simulation topology used to study flow multiplexing and varying bandwidths.
The bottleneck has a 50 ms delay.
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Figure 6.7: Average throughput normalized by the expected throughput of a flow sharing the
capacity fairly with the other flows.
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Figure 6.8: The percentage of segments dropped.

The drop rates, Figure 6.8, are similar for all strategies with few flows although
2W has a lower throughput in the one flow case. Normally there should be a strong
correspondence between the drop rate and the throughput, therefore we investigate which
segments 2W loses. We find that the dropped segments are:

• the segments sent in response to the cumulative acknowledgment that is triggered
when segments start to arrive out-of-order (due to a missing segment) at the receiver
and

• the fast retransmit.

It is unfortunate to lose the fast retransmit, because it leads to a timeout. The cwnd

trace also reveals that timeouts are common with 2W. It is the behavior just before the
fast retransmit that is responsible for the extensive losses. We therefore describe the
events preceding the fast retransmit first when using AE and then for 2W.
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With AE, the sender decreases its sending rate slightly before sending the fast re-
transmit. Normally each acknowledgment clocks out a segment, but there is no acknowl-
edgment for the lost segment. With limited transmit enabled, new segments are sent in
response to the duplicate acknowledgments until the duplicate acknowledgment threshold
is reached and the fast retransmit performed.

With 2W, the sender increases its sending rate before sending the fast retransmit as
follows:

1. When there are no losses, segments are sent back-to-back upon the receipt of an
acknowledgment. In congestion avoidance, the time interval between the acknowl-
edgments increases slowly as buffers build up.

2. When the receiver detects a gap in the receive sequence, it sends a cumulative
acknowledgment for the segment prior to the gap. This segment would normally
not be acknowledged until later, after the arrival of the whole micro burst.

3. In response to the early cumulative acknowledgment, the sender releases a number
of segments. These segments would have been sent later if there had been no loss.

4. The fast retransmit is then sent in response to the duplicate acknowledgments that
follow, right after the burst sent out in response to the cumulative acknowledgment.

The sending rate increase is the reason that a large number of segments are lost, instead
of only one segment as is normal in congestion avoidance.

We solve this problem by checking whether a cumulative acknowledgment has a SACK
option attached when we are not in loss recovery. If so, we do not send any new segments.
We also postpone the fast retransmit until the time when the next acknowledgment is
expected. To estimate this time, we measure the interval between acknowledgments.
Limited transmit is enabled as usual though. The changes are called the acknowledgment
fixes (AF) and hence 2W with AF is denoted 2WAF.

The drop rates stay the same with AF, but the utilization is increased from 73% to
86% when 2W is used for one flow in the 1 Mbps case. When the bottleneck is 100 Mbps,
utilization goes from 79% to 89%. Enabling AF for 4W when the bottleneck is 100 Mbps,
improves utilization from 88% to 94% when there is one flow. We also enabled AF for
A8L8 and the smaller bottleneck, which only led to a small improvement. There is
another limitation present.

6.4.4 Buffer Requirement

The increased burstiness when sending acknowledgments only rarely puts larger demands
on buffering in the routers. It is the required cwnd size that determines the buffer need
when only one or a few flows share the same bottleneck. Figure 6.9 shows the throughput
as a function of the buffer size for the 1 Mbps bottleneck. AE has the smallest buffer size
requirement and 2W the largest. Although not shown, A4L4 has similar requirements to
4W and the buffer requirements of A8L8 is best approximated by 2WAF.
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Figure 6.9: The throughput as a function of the buffer size for different acknowledgment strate-
gies and a bottleneck of 1 Mbps. The throughput is computed over a simulation of 50 s.

AE increases its sending rate by one segment per rtt. When a loss is detected through
three duplicate acknowledgments, the sending rate is halved. To be able to utilize the
capacity, the minimum cwnd needs to be one bdp. Consequently, cwnd should be two
bdps before a loss event and the buffer requirement is one bdp.

A single 2W flow requires a twice as large cwnd as an AE flow to fully utilize the
capacity. Acknowledging more frequently rapidly decreases the buffer requirement, but
increases the network traffic. If Anum acknowledgments are sent, there are Anum bursts of
data. While one burst is being acknowledged, the remaining bursts arrive at the receiver.
Thus each burst corresponds to a time interval of 1

Anum−1
× rtt. The relation between

the number of acknowledgments, Anum, sent per cwnd and the minimum cwnd, Wmin, for
one flow is approximated by Equation 6.1.

Wmin = Anum
1

Anum − 1
× rtt× bandwidth = Anum

1

Anum − 1
× bdp (6.1)

The buffer requirement depends on the minimum cwnd, but also the bandwidths of
the preceding links relative to the the bandwidth of the bottleneck. The link speeds
determine how closely the segments that are sent back-to-back arrive to the bottleneck
queue. If segments are paced out instead of sent in a burst, the buffer requirement is
reduced. But pacing works by delaying segments to smooth the sending rate, which
would add another delay component in addition to the byte counting delay. We would
therefore like another solution.

From the analysis of 2W, we know that a cycle of the protocol takes two rtts. This
infers that 2W has lower aggressiveness than AE, because it takes longer to complete a
cycle. Therefore, it is possible to reduce the responsiveness while fulfilling the condition
for TCP-friendliness for AIMD presented in [160]. We repeat this condition here, where
α is the increase and β the decrease parameter. AE has α = 1 and β = 1/2.
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α =
3β

(2 − β)
(6.2)

2W increases its cwnd in twice the time, which means that the increase parameter
is 1/2. Solving the equation for α = 1/2, gives β = 2/7. We use β = 2/7 to reduce
the sending rate after the initial slow start period with 2W. This improves utilization
in the one flow case from 86% to 92% in the 1 Mbps scenario and from 89% to 94%
in the 100 Mbps scenario. For two flows, the utilization decreases. The smaller cwnd

reduction allowed with β = 2/7 makes the second flow suffer a loss close to the first
flow, reducing performance. For higher degrees of multiplexing, the performance is not
affected. Changing the responsiveness can only be done when there is a fixed relation
between the acknowledgment frequency and the cwnd size such as for 2W and 4W. The
computed responsiveness is for 2W.

A4L4 and A8L8 utilize the capacity as well as AE when the bottleneck is 100 Mbps,
but not when it is 1 Mbps. The larger cwnd, the more acknowledgments are sent per
cwnd with A4L4 and A8L8. The minimum cwnd requirement for full utilization is thereby
reduced and so is the size of the micro bursts relative the buffer size. Furthermore, the
buffer size is usually larger for links with higher speeds.

2W generates the same number of acknowledgments per cwnd, independently of the
cwnd size, and therefore has similar performance regardless of the bottleneck bandwidth.
We adapted β to reduce the buffer requirement of 2W for a single flow. A simpler
approach is to acknowledge data twice as often (4W), which is sufficient to drastically
reduce the buffer requirement.

6.4.5 Acknowledgment Bitrate

The acknowledgment bitrate is the total bitrate of the acknowledgment traffic estimated
in the network. The acknowledgment bitrate during the simulations are shown in Fig-
ure 6.10. The average cwnd for each flow decreases as the number of flows increases.
When the lower bound for the acknowledgment frequency is encountered, the total ac-
knowledgment bitrate starts to increase. 4W has the highest lower bound and therefore
the increase comes when there are fewer active flows for this strategy than for 2W. The
simulated results correspond well to our expectations regarding the ability of the different
acknowledgment strategies to reduce the acknowledgment frequency, e.g., DA has half
the bitrate compared to AE and so forth.

6.4.6 Fairness

A TCP connection applying a low acknowledgment frequency also has to be able to
compete for bandwidth with other TCP connections sending frequent acknowledgments.
Thus, we study fairness when mixing different kinds of acknowledgment strategies.

In this scenario, half the flows uses AE and the other half uses DAL2, A4L4, A8L8,
2W, or 4W. We used a dumbbell topology with an rtt of approximately 50 ms. There
were four reverse flows with the receiver buffer space limited to twenty segments. We
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Figure 6.10: The total bitrate generated by the acknowledgment traffic for all flows during a
simulation.

studied the performance both with RED and drop-tail buffer management for bottleneck
bandwidths of 8 and 15 Mbps. RED was configured to have an upper threshold at
1.25 bdp and a lower threshold at 0.25 bdp. The maximum drop probability between the
thresholds was 10% and gentle mode was enabled. With drop-tail buffering, the buffer
was limited to one bdp.

Figures 6.11, 6.12, and 6.13 show the results for drop-tail buffer management and a
bottleneck of 15 Mbps. The results are similar also for 8 Mbps. When multiplexing is
low, the results exhibit more variations because there are fewer flows on which to base the
computations. Each marker represents a flow and the graphs are the average throughput
of the flows of the same type. All acknowledgment schemes, but DAL2, are able to take
their fair share of the bandwidth.

DAL2 gets less than its fair share of the bandwidth, especially when the loss rates are
high, see Figure 6.11(a). At high loss rates, timeouts are more frequent. After a time-
out the cwnd is reduced to one segment. With DAL2, this segment is not immediately
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(a) DAL2, delayed acknowledgment interval of 1000 ms.
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(b) DAL2, delayed acknowledgment interval of 100 ms.

Figure 6.11: Fairness between AE and DAL2 with drop-tail queue management and a 15 Mbps
bottleneck.

acknowledged. If the delayed acknowledgment interval is too large, consecutive timeouts
are likely. We therefore repeated the simulation for DAL2 with the delayed acknowledg-
ment interval set to 100 ms. The difference in performance at higher loss rates is reduced
as shown in Figure 6.11(b), but DAL2 still has a lower average throughput than AE.

The number of segments lost as a function of the number of flows is shown in Fig-
ure 6.14. When there are more flows, DAL2 yields a lower loss rate than the other
acknowledgment strategies because it exceeds the available capacity and loses segments
less often. There are no indications that the increased micro burstiness leads to more
lost segments.

When RED is used, the spread is smaller especially at low levels of multiplexing. As
with drop-tail, fairness is achieved with all acknowledgment strategies but DAL2.
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(a) A4L4.
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Figure 6.12: Fairness between AE and A4L4/A8L8 with drop-tail queue management and a
15 Mbps bottleneck.

6.5 Pacing

Pacing is attractive to reduce the micro burstiness of a TCP flow with a low acknowl-
edgment frequency. We therefore provide a description of pacing and the interactions
between pacing and acknowledgment frequency.

Pacing can be completely rate-based or window-controlled. When window-controlled,
the sender is not allowed to have more segments in flight than currently allowed by cwnd.
In rate-based pacing the individual acknowledgments are less important than in window-
controlled pacing, because the acknowledgments are not needed to slide the window
such that new segments can be sent. On the other hand, rate-based pacing requires
a mechanism for reducing the sending rate in the absence of acknowledgments. The
acknowledgments may be lost due to congestion or no segments may arrive to trigger
acknowledgments.
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Figure 6.13: Fairness between AE and 2W/4W with drop-tail queue management and a 15 Mbps
bottleneck.
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Pacing breaks up the relationship between the acknowledgment frequency and the
micro burst size, thereby it reduces the buffer requirement and smoothes the traffic. It
is difficult to predict how pacing will interact with SACK-based loss recovery though.

The main drawbacks of pacing are that we introduce a delay component because
segments are delayed to smooth the sending rate. Pacing has also been shown to get less
than its fair share of the bandwidth when competing against an ack-clocking TCP [157].

We believe that the byte counting delay, in addition to the pacing delay, will be
significant and reduce the possibility for a TCP with a low acknowledgment frequency to
compete with AE traffic. Reducing the acknowledgment frequency results in larger bursts,
whereas pacing smoothes the sending rate compared to reference TCP. The sending
pattern will therefore be different than for AE in either case, which may lead to fairness
problems. The sending pattern was shown to affect the sampling of the loss rates and
thus the throughput in [161].

Our results so far indicate that pacing may not be necessary when reducing the
acknowledgment frequency. By acknowledging data four times per cwnd, micro burstiness
is kept at a level that only slightly increases the buffer requirement. It remains to be
investigated how delay sensitive flows can co-exist with a burstier TCP.

6.6 Summary

The strategies for reducing the acknowledgment frequency evaluated in this chapter are
meant to be widely usable. The TCP end-points know little about the constraints on
the path the data travel, which makes it difficult to determine when sending fewer ac-
knowledgments is desirable. Therefore, a generally applicable solution, which preserves
throughput performance when the acknowledgment traffic is not necessarily a constraint,
is attractive.

We argue that it is necessary for both TCP end-points to support the acknowledgment
schemes. The receiver must be involved in modifying the acknowledgment frequency, be-
cause it is responsible for generating the acknowledgments. To compensate for the effect
of a lower acknowledgment frequency on the sending rate increase and the burstiness, the
sender’s participation is desirable. The sender also knows the current cwnd size and the
congestion control phase, which makes it better equipped than the receiver to determine
how often to send acknowledgments and which segments that are the most important to
acknowledge.

ABC [30] can be used to improve the throughput, when the acknowledgment frequency
is low. The ABC RFC recommends that at most two maximum sized segments should
be counted for each acknowledgment. We showed that the limitation on the amount
of data that may be counted for each acknowledgment can be set to correspond to the
acknowledgment frequency even though it is higher than two. A low acknowledgment
frequency, and consequently a high limit, also requires modifying the behavior of ABC
following a timeout. We suggested one way of improving ABC with regards to timeout
induced slow start.
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We showed that acknowledging a fixed number of segments each time suffers from
several drawbacks, which can be avoided by acknowledging data a fixed number of times
per cwnd. When cwnd is small, a lower bound is needed to avoid timeouts when a
fixed acknowledgment interval is used. The throughput performance also varies with the
available capacity. By instead acknowledging data a fixed number of times per cwnd, we
can ensure that timeouts are not caused by a small cwnd and the performance is more
predictable. A drawback is that burstiness increases with the window size.

Acknowledging data once per cwnd is enough to avoid timeouts, but does not ensure
good utilization. In theory, acknowledging data twice per cwnd should be sufficient to
also ensure utilization, but as we point out the router buffer demand in low multiplexing
environments makes it necessary to acknowledge data more often or smooth the sending
rate. We doubled the acknowledgment frequency to four times per cwnd, which reduced
the router buffer requirement substantially.

Fast recovery is often unsuccessful when the acknowledgment frequency is as low as
two times per cwnd. The explanation is a temporary increase in the sending rate when the
acknowledgment pattern is changed because of a segment loss. We presented a solution
that reduces the number of timeouts.

Our results indicate that a lower acknowledgment frequency than provided by delayed
acknowledgments is possible today with the use of ABC. In particular, acknowledging
data four times per cwnd is often sufficient to preserve throughput performance, but
changes both to ABC and loss recovery are necessary.
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Chapter 7

Scheduling of Mixed VoIP
and Web Traffic over HSDPA

To improve the characteristics of TCP and VoIP for WWANs, we need to understand
these networks and the problems they face. This chapter is dedicated to HSDPA that
introduces a High Speed Downlink Shared Channel (HS-DSCH) for data traffic from the
Internet to mobile users. Shared channels for IP-based traffic are likely to be an impor-
tant part of future WWAN releases, which has motivated us to perform this study.

Although HSDPA was primarily designed for the UMTS traffic classes: streaming, inter-
active, and background, there is a growing interest for providing conversational traffic,
i.e., a voice service, over HSDPA [162, 163, 164, 29, 28, 165]. If the voice service can
be provided using VoIP and packet switched technology, the current WWAN infrastruc-
ture can be simplified. But, it is difficult to achieve the efficiency and quality that the
circuit-switched architecture has today. Understanding the performance of mixed traffic
over shared channels is one step on the way towards an uniform all-IP system.

HS-DSCH is time and code multiplexed. Usually, one or a few users are scheduled at
a time and may then send relatively large amounts of data. But VoIP is a low bitrate
service compared to many TCP-based services and it has stringent delay demands making
it impossible to buffer many voice frames before transmitting them. Therefore, VoIP may
reduce the spectrum efficiency of HS-DSCH compared to when it is used for high bitrate
services. However, HS-DSCH can improve VoIP capacity when compared to circuit-
switched VoIP.

Portions reprinted, with permission, from: Mats Folke, Sara Landström, Ulf Bodin, and
Stefan Wänstedt, Scheduling Support for Mixed VoIP and Web Traffic over HSDPA.
Conference Proceedings of 65th IEEE Vehicular Technology Conference, pages 814-818,
April 2007. c©2007 IEEE.
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If all users constantly have a full buffer then Max-rate (MR) scheduling is the most
spectrum efficient scheduling algorithm and will achieve the highest system throughput.
However, most users do not have a full buffer which makes it more complicated than just
serving the user with the best radio conditions to achieve high system throughput. In
addition, a high system throughput is not sufficient to ensure that all users are content
with their service. Users may have different requirements such as desiring a minimum
throughput or limited delay. Supporting such requirements often comes at the cost of
reducing the system throughput.

The scheduling algorithm assigns the resources in HSDPA, see Section 7.1, and is
therefore of crucial importance for the performance of different services. In this case
study we profile four scheduling algorithms regarding their ability to maintain a high cell
throughput while keeping a mix of VoIP and web users satisfied. The aim is to identify a
set of desirable features for a scheduling algorithm in this type of scenario so that we can
develop better algorithms. The investigated schedulers are the well-known Proportional
Fair (PF) and Max-rate (MR) schedulers. In addition, we study two variations of MR
scheduling.

In [28], a number of different schedulers were also studied for a mix of best-effort and
VoIP traffic, whereas [29] focused on a modified PF scheduler. We provide a more in-
depth analysis of the reasons for the observed system throughputs and user satisfaction
levels. Furthermore, our TCP model is dynamic and adjusts to the current network
conditions.

Many algorithms for scheduling in wireless networks have been proposed, mostly
for TCP-based traffic. We concentrate on algorithms that can be used to enforce a QoS
constraint and that takes real-time traffic into consideration in Section 7.2. In Section 7.3,
we summarize the previous studies of streaming and conversational traffic in HSDPA. Our
choice of scheduling algorithms is motivated in Section 7.4. We also discuss the features
of HSDPA, TCP, and VoIP that give rise to inefficiencies. To study HSDPA, we needed
a simulation model. In Section 7.5, we describe LUTHER, a simulation model developed
by our group at Lule̊a University of Technology. The results of our study are presented
in Section 7.6 and a summary is given in Section 7.7.

7.1 High Speed Downlink Packet Access

HSDPA [166] has mainly been designed for TCP-based traffic. Compared to WCDMA
release 99 technology, it offers:

• higher downlink peak and average data rates,

• lower latency, and

• increased spectral efficiency [167, 168].

There are basically three techniques that contribute to the improvements seen in HS-
DPA (release 5): fast link adaptation, fast Hybrid Automatic Repeat Request (HARQ),
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and fast scheduling[169]. Link adaptation is the ability to change the modulation type
and coding rate according to the quality of the radio link. Higher order modulation
increases spectrum efficiency at the cost of increased error sensitivity. When transmis-
sion errors occur too an extent that the data cannot be decoded, fast HARQ is used to
perform local retransmissions. The scheduling algorithm determines which user to pri-
oritize in the next Transmission Time Interval (TTI). Fast link adaptation, fast HARQ,
and fast scheduling all rely on a rapid adaptation of the transmission parameters to the
instantaneous channel conditions.

The HSDPA channel is called the High Speed Downlink Shared Channel (HS-DSCH)
and it is shared both in the time and the code domain. A time slot, or TTI, is only 2 ms,
which makes it possible to predict the channel conditions relatively well. The channel
conditions are measured at the mobile terminal and signaled to the Node B (base station).
Thereafter, a modulation and coding rate is selected that matches the radio conditions.
It determines the Transport Block (TB) size, which in turn limits the amount of user
data that can be transferred during a TTI.

By assigning all the resources to one or a few users at a time, higher data rates are
possible. The resources are the TTIs, as well as channelization codes and power. Time
multiplexing is efficient for data traffic, because TCP is the dominating transport protocol
and it tends to have a bursty sending pattern. Higher spectral efficiency is possible if a
single user can take advantage of all the resources in a time slot. However, if a user does
not have enough data, code multiplexing allows data to more than one user to be sent in
parallel in a time slot.

The mobile users connect to the network through a Node B. Groups of Node Bs are
in turn attached to a Radio Network Controller (RNC) that bridge to the core network.
A new Node B unit, called the Medium Access Control for High Speed (MAC-hs), is
responsible for channel aware scheduling, link adaptation and retransmissions for HSDPA.
Previously the RNC handled these tasks, but to achieve higher spectrum efficiency and
reduce latency these functions were moved as close as possible to the air interface and
the users.

7.2 Scheduling Algorithms and QoS

The service requirements depend on the type of application. There are primarily three
characteristics that can be controlled through scheduling: throughput, delay, and data
loss. For TCP-based traffic, we focus on providing a minimum bitrate. VoIP is a low
bitrate service for which delay and data loss are the most important performance indica-
tors. In addition to using different services, users may also belong to different premium
classes based on their subscriptions.

The distinctive characteristic of the wireless scheduling problem is that the capacity of
the channel varies randomly and asynchronously in time for different users. Many packet
scheduling algorithms have been proposed for wireless environments, most of them for
TCP-based traffic. These algorithms have to address the fundamental trade-off between
spectral efficiency and QoS. MR and PF are schedulers that frequently occur in the
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literature. MR assigns the radio resources to the user with the best estimated radio
conditions. Users at the cell border may therefore experience difficulties in getting access
to the channel. PF transmits to the user with the highest possible data rate relative
to its mean received data rate. It thereby attempts to find a more reasonable balance
between efficiency and fairness.

7.2.1 Minimum throughput

MR and PF can be thought of as base functions. If there are sufficient resources to
satisfy all users, these base functions determine to whom data are sent. To prioritize
between users with different types of subscriptions or to support QoS constraints it is
possible to introduce one or more barrier functions. A barrier function improves the
scheduling metric when a specific condition is violated to increase the chances of a user
to be scheduled.

For TCP, the utility is often regarded to be a function of the throughput U(μ). A
barrier function could thus be introduced to ensure that the throughput is larger than
a minimum rate, μmin. In [170], Hosein proposed the following utility function with a
barrier to ensure a minimum throughput:

U(μ) = μ + (1 − e−β(μ−μmin)) (7.1)

The parameter β determines the rate at which the scheduling value is upgraded when a
constraint is violated and it should be based on the service class of the user. μ is the
user’s average throughput and μmin is the minimum throughput that a user accepts.

In general, the sum of the barrier functions and the base function constitutes the
user’s overall utility. From a system perspective the objective is to maximize the utility
of the system. Because conditions are continuously changing, Hosein used a maximum
gradient ascent algorithm. Thus, the user which yields the largest movement in the
direction towards the optimal solution is scheduled.

Another method for providing minimum throughput is to combine a token bucket with
the Modified Largest Weighted Delay First (M-LWDF) algorithm as suggested in [171].
βi is the weight given to user i and it controls the time scale of the throughput guarantees.
The weight is multiplied by the waiting time of the longest waiting token in the user’s
token bucket, d, and the channel rate, r. The token bucket is filled at a rate corresponding
to the minimum throughput.

M-LWDF = βidiri (7.2)

There are no absolute guarantees that a minimum throughput can be supported. Ho-
sein’s algorithm and the M-LWDF algorithm try to give users their minimum throughput
even when there are not sufficient resources. The variations in the sending rate that are
tolerated depend on the length of the sending rate estimation. Fairness is not considered
other than through the minimum throughput guarantee.
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7.2.2 Delay constraints

There is usually a delay constraint associated with each packet sent for a real-time service
like VoIP. We define the term delay budget to be the time available for scheduling of a
packet. The M-LWDF scheduling algorithm, Equation 7.2, can provide a delay constraint
if the delay of the longest waiting packet is used instead of the token delay. It can also
provide certain flows with a minimum throughput and others with a limited delay, even
when they share the same wireless link [171].

In [164], Hosein also derived a scheduling criteria for VoIP based on delay. VoIP re-
quires a low frame loss rate (FLR), which implies that the sending rate and the through-
put have to match. If this condition is met the queues are kept short, the utility can
therefore be regarded as a function of the queuing delay. At each scheduling point, the
user fulfilling Equation 7.3 is chosen.

i∗ = arg max
i

{ ri(t)

μi(t)
(dmax − di(t))

−α} (7.3)

dmax is the time the scheduler has to transport the VoIP frame before it becomes useless,
di is the delay of the VoIP frame that has waited the longest in the queue, and α is a
parameter for tuning the algorithm.

With VoIP, the data rate is low compared to the capacity of the high speed shared
channels. The maximum achievable rate, ri(t), of user i in time slot t is therefore con-
strained not only by the radio conditions, but also by the amount of data that is currently
queued for transmission, qi(t). This must be considered when choosing the user by set-
ting ri(t) = min(ri(t), qi(t)/τ), where ri is the rate determined by the radio conditions
and τ is the duration of the time slot. For TCP traffic this is less important, because the
radio conditions are normally the limiting factor as TCP segments are relatively large.

In [172] an algorithm that can differentiate between different services and premium
classes was proposed. The priority of a packet is increased in steps while waiting. This
component of the algorithm is referred to as pd,

pd = κ
d

Ts

, (7.4)

where Ts is the time interval with which the priority is increased and κ the step size of
the change in priorities per Ts. As before d is the delay of the longest waiting packet.

The spectral efficiency, s, is also considered,

ps = Θ
s − smin

smax

. (7.5)

This term is scaled such that it always gives a value between 0 and 1 by relating it to
the minimum and maximum spectral efficiency of the users in the same cell. Θ is a
controlling parameter.

The scheduling metric also weighs in a service defined priority, βi. The lower values
of P(t), the larger priority the user is given.

P (t) = βi − Θ
s − smin

smax

− κ
d

Ts

(7.6)
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The scheduling algorithms for providing delay constraints presented in this section
weigh in the spectral efficiency. They show that to limit user delays, spectral efficiency
needs to be down prioritized momentarily.

7.3 Studies of VoIP and Streaming Traffic

The main challenge of supporting VoIP service on HSDPA is the tight delay requirement
combined with the small VoIP packet size. Voice packets are usually generated at a
constant rate during a talk spurt, e.g., every 20 ms. Relative to the voice payload,
which is between 20 and 40 bytes for 8-16 kbps AMR codec, the RTP/UDP/IP header
represents a substantial overhead of 40 bytes for IPv4 and 60 bytes for IPv6, respectively.
Efficient and robust header compression techniques, i.e., Robust Header Compression
(ROHC) [173, 174] can reduce RTP/UDP/IP headers to 1 (IPv4) and 3 bytes (IPv6) [162].

A larger delay budget enables frame aggregation and can improve efficiency. In [162,
163, 164], the effect of the delay budget on capacity for VoIP was studied. In [163], the
scheduler picked users from a scheduling candidate set that consisted of the users that
had; at least M VoIP packets in their buffer, a head-of-line delay of at least (M − 1) ×
20 ms, or data to be retransmitted. Both [162, 163] used a PF scheduler, whereas a
delay based scheduler was used in [164]. Studies like [163, 164] show that it is feasible to
efficiently transport also VoIP and Push-To-Talk (PTT) over time-shared channels with
sufficient quality.

Kim et al. [29] used a slightly modified PF scheduler for mixed VoIP and best-effort
traffic. Their PF scheduler was weighted both by a priority and a delay component.
Best-effort traffic was modeled as a user always having data to send. Similarly, Braga et
al. [28] multiplied the PF metric with a weight which is higher for VoIP. This Weighted
PF algorithm performed better than PF for different mixes of VoIP and best-effort traffic.

Previous studies on best-effort and streaming traffic, show that these services can be
supported well by HSDPA [175]. In a mixed best-effort and streaming traffic scenario it
has been shown that a reasonably fair scheduler can provide sufficient quality without
service differentiation as long as the load is not high. At higher loads, service differentia-
tion is however needed to protect the streaming users’ QoS [176]. Service differentiation
was in [176] provided by a scheduler giving strict priority to the streaming flows or a
PF scheduler together with the barrier function in Equation 7.1. The barrier function
improves a user’s chances of getting scheduled when receiving less than the desired min-
imum bitrate. It was found that strict priority comes at the expense of the web traffic,
whereas the minimum bitrate aware scheduler achieves a better balance between the two
services.

Conversational traffic has stricter delay requirements than streaming traffic and gen-
erally lower bitrate requirements. These characteristics make service differentiation even
more important for conversational traffic than streaming when sharing a channel with
best-effort traffic.
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7.4 Choosing Scheduling Algorithms

The purpose of this study is threefold, although we focus on the scheduling algorithms
here. First, through our study we want to gain a more in depth understanding of the char-
acteristics that a scheduling algorithm for a mixed traffic scenario should have. Second,
we also want to identify any inefficiencies in the current design of HSDPA, when mixing
TCP and VoIP. Third, we continuously develop our simulation model, which means that
it is important to verify its behavior.

To verify the behavior of our model and gain understanding of the scheduling criteria,
we have chosen the well-known PF and MR schedulers. We also study two variations
of MR scheduling which use different methods for in-corporating the QoS demands of
VoIP into the scheduling decision. VoIP has a low steady bitrate. It therefore cannot
compete with TCP when it comes to MR scheduling, where the user with the highest
possible data rate is scheduled. The larger the VoIP delay budget, the more voice frames
can be aggregated, but still the rate will often be limited by the amount of queued user
data rather than the channel conditions because the TBs are large. PF scheduling relates
the instantaneous throughput to the average received throughput. The average received
throughput for VoIP is usually lower than that of TCP improving the standings of the
VoIP users relative TCP-based traffic.

The PF scheduler picks the user for which

i∗ = arg max
i

{
ri

μi

}
, (7.7)

where μi is the average received throughput of user i and ri the instantaneous rate
considering the data buffered for the user and its radio conditions.

MR also considers the data buffered as well as the radio conditions. When combined
with the minimum bitrate requirement, we get MRmin. MRmin selects the user that
satisfies the following condition:

i∗ = arg max
i

{ri(1 + βe−β(μi−μmin))}. (7.8)

The parameter β determines the rate at which the scheduling value is upgraded and it
should be based on the service class of the user. In the simulations, the MRmin scheduler
had a μmin of 13.6 kbps for VoIP traffic and 64 kbps for web traffic.

Both PF and MRmin include the average throughput in their metrics. For a web trans-
fer, it is computed from the start of the transfer. TCP has a bursty sending pattern and
therefore updating the average throughput continuously better reflects the performance.

For VoIP, we use an Exponentially Weighted Moving Average (EWMA) filter that
puts 90% of the weight on the throughput achieved during the delay budget. As a conse-
quence, data sent after a period of silence are prioritized as the received throughput drops
during the silence period. The start of each talk spurt is important for the intelligibility
of speech, but at the same time it may lead to small amounts of data being sent.

The strict delay scheduler, MRdelay, starts to prioritize VoIP when 40 ms remain of the
delay budget. Users are otherwise ranked according to their instantaneous rate. When
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Figure 7.1: The cell plan consists of seven sites with three sectors each.

there is 40 ms left of the delay budget, the priority of a VoIP user is set to its current
delay.

From a VoIP perspective, the chosen schedulers represent different types of prioritiza-
tion functions. MRdelay drastically increases the priority of the VoIP flows when the delay
reaches a certain value. We call this strict prioritization. The longer the user has waited
since it last transmitted, the higher it will be prioritized by PF as the average throughput
drops. This increase in user priority is gradual and we refer to it as soft prioritization.
Although a VoIP user assembles more and more data the increase in priority over time
with MR is relatively minor and foremost has the potential to settle the ranking between
VoIP users. It does not significantly change the priority of VoIP relative web traffic users.

7.5 Simulation Environment

To be able to perform studies with HSDPA we have developed a simulation model which
extends the Network Simulator version 2.28, ns-2 [143]. We call the model LUTHER,
which stands for Lule̊a University of Technology HSDPA Extensions to the network
simulatoR. More details can be found in [177, 178].

7.5.1 HS-DSCH Model

In our simulations, the cell plan consists of seven sites with three sectors each, as shown in
Figure 7.1. Wrap-around for interference is used to improve the reliability of the results.

The radio model includes lognormal shadow fading with a standard deviation of 8.9 dB
and exponential path loss with a propagation constant of 3.5. The multi-path model is
Typical Urban and is dependent on the speed of the user. In the simulations the fading
is modeled at a user speed of 3 km/h, but the users are stationary. Thus, no hand-overs
occur.

We assume that the Channel Quality Information (CQI) is reported by the receivers
every TTI. The CQI determines the modulation and coding scheme that achieves the
highest efficiency given a certain residual Block Error Rate (BLER). We use the model
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presented in [164] to perform the mapping between radio conditions and modulation and
coding scheme, which give us a TB size. But, we choose from the finite set of TB sizes
given in Annex A of [179] instead of assuming that any rate is possible. In total 23
different TB sizes are represented in the simulation module. Code multiplexing for up to
four users in the same TTI in each cell is supported. The optimization criteria is system
throughput and the user ranking from the scheduling algorithm. The highest prioritized
user is assigned the power and codes necessary to support its highest possible bitrate,
thereafter the user ranked second will be scheduled if there are sufficient resources left.
We adjust the power assigned to higher prioritized users if more users are scheduled,
because the more users that are active the more power is needed to achieve a certain
signal quality.

When the Signal to Interference Ratio (SIR) is less than the requirement for the
smallest TB size, the BLER is set to 50%. For better SIR conditions the BLER is
20%. This relatively high error rate compensates for the assumption of perfect channel
estimation and is similar to the error rate observed in [163].

If a TB is corrupted, the user’s queue is blocked for 12 ms before data for that user
are eligible for transmission. The corrupted data are given higher priority than the other
data in the user’s queue, but not higher priority than data from other users. The user has
to be scheduled again according to the scheduling algorithm to perform retransmissions.

In this simplified HARQ model, a block is retransmitted until the transmission suc-
ceeds or the delay budget is exceeded after which the block is dropped. For web traffic,
the delay budget is set high enough to avoid all packet drops due to delay.

7.5.2 User Model

We consider a mix of conversational (VoIP) traffic and interactive (web) traffic. VoIP
traffic is assumed to have exponentially distributed on and off times, both with an average
duration of 7 s. A VoIP frame is sent every 20 ms during the on periods which yields a
bitrate of 12.2 kbps, comparable to one of the AMR codec bitrates [180]. The compressed
IP/UDP/RTP header increases the bitrate to 13.6 kbps [173, 174].

Web traffic consist mostly of short flows. The file sizes are drawn from a Pareto
distribution with a mean of 30,458 bytes and the shape parameter set to 1.7584 [181].
When a user has finished a transfer there is an exponentially distributed waiting time
with an average of 0.5 s before the next transfer begins.

For TCP, we use the tcp-sack1 agent in ns-2. It supports limited transmit [85] and a
variant of SACK-based loss recovery, as specified in [52]. As in real TCP implementations,
acknowledgments are used to clock out new segments. A more detailed description of the
roles of acknowledgments can be found in Section 2.2.2. Because acknowledgments clock
out segments, the sending rate is dependent on the current throughput. The segment
size was 1460 bytes.

The load is varied by changing the number of users in the system. 50% of the users
generate VoIP streams and the other half web transfers. Initially the mobile terminals
are spread in a circle enclosing the whole cell plan by drawing a uniformly distributed
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number for the x- and the y-coordinate. A check is then performed to determine if the
mobile ended up within the cell plan. We also ensure that the same number of mobiles
are placed in each cell.

It is not possible to compare the capacity in terms of users achieved in this study
against a study with only VoIP traffic, because the web traffic is much more demanding
in terms of bitrate. Although not reported here, we have performed simulations with
only VoIP traffic to validate our model by comparing with other researchers’ results.

7.6 Simulation Results

We focus on cell throughput and user perceived quality. A VoIP user is satisfied if
its Frame Loss Rate (FLR) is below 1%, which is elaborated upon in [182]. The FLR
includes the frames that arrive too late to be useful. A FLR of 1% corresponds to a good
perceived speech quality for the AMR codec. For web traffic, the target bitrate was set
to 64 kbps.

The ITU E-model [183] states that when the one-way mouth-to-ear delay exceeds
250 ms the voice quality rating rapidly deteriorates. When delay induced by the voice
encoder and decoder, as well as other nodes in the system, is subtracted about 80 to
150 ms remain for Node B (base station) processing and mobile terminal reception [163].
The exact value depends on whether both communicating peers are mobile or not. In
the simulations, the delay budget was set to 40, 80, 120, and 160 ms, respectively.

Each simulation was run for 50 simulated seconds. We studied the average cell
throughput per second to determine when steady state was reached. The system was
not in steady state during the first 10 seconds and therefore this part of the simulations
was disregarded. We repeated every setup twice with different seeds.

7.6.1 Cell throughput

In Figures 7.2 and 7.3 the average cell throughput is plotted for various loads and delay
budgets. The load is determined by the number of users in each cell. We normalize the
average cell throughput with respect to the maximum value of the PF scheduler, because
our focus is on the relative performance of the schedulers. When there are 5 users in each
cell, the average cell throughput is 0.25. At this point, the cell throughput equals the
offered load. When the number of users increases, the way the resources are distributed
starts to affect the offered load.

Because the cell throughput is largely determined by web traffic, which is a higher
bitrate service than VoIP, we expect pure MR and PF to have high cell throughput.
MRdelay is targeted at VoIP traffic and therefore likely to have lower cell throughput
than MR and PF at higher loads. MRmin tries to maintain quality for both traffic types,
which may result in lower cell throughput when there are many users.

For 5 up to 25 users in each cell, the average cell throughput is approximately the
same for all schedulers. The cell throughput is to a large extent determined by the
web traffic, because VoIP is a low bitrate service. Thus, as long as there are sufficient
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Figure 7.2: The average cell throughput for MR and PF. All values have been normalized to
the maximum value produced by the PF scheduler.
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Figure 7.3: The average cell throughput for MRmin and MRdelay. All values have been normal-
ized to the maximum value produced by the PF scheduler.
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Figure 7.4: The CDF of per-flow goodput for MR and PF with a delay budget of 120 ms.

resources for the schedulers to serve the web traffic, cell throughput increases. Beyond
25 users, PF still increases the average cell throughput. The MR-based schedulers do
not.

To explain why PF achieves higher cell throughput than MR, we studied the CDF
of the throughput received per web flow in Figure 7.4. About 10% of the flows get a
higher throughput with MR than with PF for the same number of users. PF has fewer
flows with low throughput. The intersection of the curves is emphasized through a circle,
beyond this point MR provides higher bitrates to the majority of the users. The offered
load depends on when flows are completed and therefore does not increase in direct
proportion to the number of users in the cell. The throughput determines when a flow
is completed and the next flow is initiated, therefore the higher throughput the majority
of the flows get, the higher the offered load. An investigation of the offered load verifies
that it is lower with MR than with PF, because the majority of the flows experience a
lower throughput. The same observation holds for MRdelay.

With MRmin the average cell throughput drops when exceeding 25 users. To achieve
high cell throughput, the TB sizes should be as large as possible (and the TBs should be
filled with user data). Large TB sizes indicate that the scheduling algorithm is often able
to schedule users with good radio conditions. By comparing the TB sizes for MRdelay

and MRmin in Figure 7.5, we draw the conclusion that the barrier function for MRmin is
too aggressive, preventing good radio conditions from being exploited by the scheduler.
Except when the delay budget is 40 ms, both VoIP and TCP generally achieve larger
block sizes with MRdelay. For the smallest delay budget, MRdelay sends small VoIP blocks
because of the strict priority and there is little capacity left to serve the TCP users. This
results in the decay in Figure 7.3(b).
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Figure 7.5: The transport block sizes of MRdelay and MRmin for a representative scenario.

7.6.2 User perceived quality

The user perceived quality is plotted in one figure for each scheduling algorithm. The
performance is shown for each delay budget and service separately. The closer to one,
the more satisfied is the user with the perceived quality.

Pure MR is unable to serve the VoIP users, as shown in Figure 7.6(a). With larger
delay budgets, the VoIP users are able to get a higher rate and can thereby compete
better with the web users, but not well enough to reach the system quality constraint.
When the load is increased it is foremost the VoIP users that suffer. This is because MR
is biased towards web traffic that usually can achieve a higher instantenous rate than
VoIP traffic.

PF has in previous studies been shown to find a good trade-off between maximizing
cell throughput and achieving fairness in the sense that the users get similar throughputs.
VoIP has a lower average throughput than web transfers and should therefore enjoy a
higher priority. The results in Figure 7.6(b) support this theory.

In its attempt to uphold the quality for all users, MRmin uses a lot of resources on
users with bad radio conditions. A CDF of the TCP per flow throughput reveals that all
users get a very similar throughput. The satisfaction level therefore drops drastically as
resources become scarce as shown in Figure 7.7(a).

MRdelay prioritizes VoIP traffic higher than web traffic. As the load increases, the
VoIP satisfaction level therefore remains constant at the expense of web traffic quality
as long as the resources are sufficient for VoIP alone, see Figure 7.7(b).

However, for the smallest delay budget of 40 ms, only MRdelay manages to present
some quality to the VoIP users. The VoIP users must be prioritized as soon as they
have data to meet the stringent delay budget. MRmin and PF do not give strict enough
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Figure 7.6: The ratio of satisfied web traffic and VoIP traffic users for the evaluated schedulers
and delay budgets. The legend is found in Figure 7.7(b).
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priority. This is an advantage for PF at higher loads, where softer prioritization creates
opportunities for using larger block sizes for web traffic than with MRdelay.

7.6.3 Web users with throughputs lower than 15 kbps

If a web user gets a throughput of less than 15 kbps, we consider that user to be starved.
In some cases, a scheduler may gain from not serving all users in terms of cell throughput,
because users with poor conditions demand lots of resources.

MRmin hardly has any starved flows, i.e., less than 0.1%. As stated earlier, this leads
to a severe drop in satisfaction when the resources are exhausted. Thereafter PF follows
with approximately 1% starved flows at the highest load. For MR, 2% of the flows receive
less than 15 kbps. MRdelay has the largest share of starved flows at high loads. With 35
users per cell almost 2.5% of the flows have a throughput of less than 15 kbps.

7.7 Summary

The focus of our study was to identify a set of properties a scheduler for mixed interactive
(web) and conversational traffic (VoIP) should have in HSDPA. Web browsing is TCP-
based.

The first step was to refine our simulation model of HS-DSCH; the high speed channel
in HSDPA. Our model extends ns-2 and is available to other researchers. We call it
LUTHER. It was used to simulate a mix of VoIP and web traffic with four different
schedulers: MR, PF, MRdelay, and MRmin.

To identify desirable properties, we compared scheduling values, transport block sizes,
actual offered load, and throughput of individual flows for the different schedulers. The
understanding that we gained was used to explain the high-level results such as average
cell throughput and user satisfaction.

For small delay budgets (40 ms), strict priority as represented by MRdelay must be
given to VoIP traffic. This has a minor negative impact on web traffic satisfaction at
high loads. For larger delay budgets, softer prioritization as with PF is sufficient and can
be favorable, because the scheduler has a larger freedom to consider the radio conditions.
Trying to maintain the quality targets for all users is futile, which is shown by MRmin.
This scheduler would probably perform better if the barrier function was only used for
VoIP. MR is biased towards web traffic and as expected not suitable for VoIP.

A scheduler should thus be designed such that it can sacrifice some users when the
resources are not sufficient. Therefore, providing all users with a minimum throughput
guarantee is not recommended. Soft prioritization is desirable, because it enables better
exploitation of the radio conditions. PF performed well in our comparison and it can
be used with different weights for different services. It is also possible to use different
methods for estimating the sending rate to tune performance. Our results further cor-
roborates that a larger delay budget gives higher system capacity; that is more users can
be served with maintained quality in each cell at the cost of delay.
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Chapter 8

Summary and Conclusions

The Internet is continuously attracting new users and thereby businesses. To take part of
the success, many network technologies that were not IP-based from the beginning have
evolved to support IP-based communication. As new network types join the Internet, the
heterogeneity of bandwidths, delays, error rates, and devices increases. Therefore, the
protocols should be flexible and robust against varying characteristics of heterogeneity.
Resources are also more constrained.

We presented TCP-Aix: a set of sender-side TCP modifications that decouple the
loss recovery and congestion control actions of standard TCP. Through this separation
TCP-Aix provides robustness to reordering events of one round trip time (rtt) and delay
variations. To handle reordering events beyond one rtt, TCP-Aix uses a higher duplicate
acknowledgment threshold (dupthresh) setting than the standard setting.

We introduced the winthresh algorithm for computing dupthresh. It minimizes the
amount of spurious retransmits that a sender inserts into the network by waiting as long
as possible before retransmitting a segment while at the same time avoiding window
stalling. The winthresh algorithm is tuned through a parameter that relates dupthresh
to the current send window (swnd).

Through simulations, we found that it is important to control the delay of the conges-
tion response, to enable TCP-Aix to utilize the bandwidth in dynamic scenarios where the
available bandwidth varies substantially and quickly. A parameter setting correspond-
ing to two swnds in the winthresh algorithm offers a good trade-off between detecting
reordering and preserving the ability to rapidly adapt to such varying conditions. With
this setting, TCP-Aix can detect reordering durations of roughly three end-to-end rtts.

The performance of TCP-Aix was evaluated and compared to that of both TCP-NCR
and a standards-compliant TCP sender. We showed that TCP-Aix is able to maintain
almost constant performance even in scenarios which frequently display long reordering
durations. In such scenarios, it clearly outperforms both TCP-NCR and standards-
compliant TCP. Performance gains are also seen in scenarios displaying only moderate
reordering durations of less than one rtt.

117



118 Summary and Conclusions

At present, many wireless link layers perform retransmissions and then re-establishes
the packet order to avoid triggering the TCP congestion control mechanisms. With
reordering robust TCP flavors ready for deployment, the informal constraint on wireless
link layers to enforce in-order delivery for TCP can be relaxed. Thereby, the complexity
of network components can be decreased.

The results from our case study of a dedicated WWAN link show that a link layer
that is allowed to do out-of-order delivery together with a reordering robust TCP flavor
has the potential to improve smoothness considerably for short time scales compared to
a standards-compliant TCP with a link layer that delivers data in-order. Smoothness
plays an important role when it comes to predictability of the network traffic and the
possibilities for mixing different types of traffic. Real-time traffic usually can not cope
with too many link layer retransmissions, because the data has a limited lifetime. Out-
of-order delivery could make it possible to use the same link layer configurations for both
real-time and background traffic. The end-points (TCP or the application) would then
have to deal with out-of-order delivery, but less delay variations.

We also demonstrated that out-of-order delivery at the link layer coupled with a
reordering robust TCP flavor, decreases the network layer buffer requirement. As memory
components become cheaper, buffer space limitations become less important.

The wireless medium is unguided and shared, which makes efficiency more important
than in wired networks. We have studied how to improve TCP efficiency by reducing the
acknowledgment frequency.

Delayed acknowledgments were introduced to conserve network and host resources.
Further reduction of the acknowledgment frequency can be motivated in the same way.
However, reducing the dependency on frequent acknowledgments in TCP is difficult be-
cause acknowledgments are at the same time used for reliable delivery, loss recovery,
clocking out new segments, and determining an appropriate sending rate.

Our approach differs from previous work in that we study scenarios where there
are no obvious advantages of reducing the TCP acknowledgment frequency. Thereby,
we investigated whether a lower acknowledgment frequency could be widely used. We
proposed and evaluated an end-to-end solution, where four acknowledgments per swnd

were sent and the sender compensated for the reduced acknowledgment frequency using
a form of Appropriate Byte Counting.

Although, we reduced the acknowledgment frequency in a symmetric wireline sce-
nario, performance could be maintained. Hence, there is a potential for reducing the
acknowledgment frequency more than is done through delayed acknowledgments today.
Advancements in TCP loss recovery is one of the key reasons that the dependence on
frequent acknowledgments has decreased.

Reducing the acknowledgment frequency increases TCP burstiness. Unfortunately,
few measurement studies of the effects of burstiness exists. We tested the effect of
reducing the acknowledgment frequency and thus increasing the burstiness on network
layer buffering in low multiplexing scenarios. It remains to be investigated how the TCP
sending pattern influences other services sending in parallel, like VoIP.
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VoIP is an important service because it is needed for a full conversion from a circuit-
switched to a packet-switched architecture in WWANs. Shared channels, primarily de-
signed for data traffic, have gained interest for VoIP. In WCDMA, it is HSDPA with the
shared channel HS-DSCH, that is being considered in the first phase.

To understand which characteristics a scheduling algorithm should have for a mix
of conversational traffic (VoIP) and interactive traffic (web), we used the ns-2 simulator
extended with a model of HS-DSCH to simulate a mixed traffic scenario. We studied four
scheduling algorithms: the proportional fair (PF), the maximum rate (MR) scheduler,
and two extended versions of MR for different VoIP scheduling delay budgets and varying
load. Both cell throughput and user satisfaction were estimated.

Our results show that a scheduler that gradually increases the VoIP priority and con-
siders the user’s current possible rate is the best compromise. A more drastic increase
in VoIP priority is however needed when the delay budget is short. Furthermore, at-
tempting to preserve quality for both VoIP and web traffic makes the system sensitive
to overload situations.

8.1 Conclusions

A wide range of applications use TCP/IP, therefore these protocols must be flexible,
efficient, and robust to varying conditions. By strengthening TCP, we want to make
it easier to deploy and run applications over wireless networks. We thus proposed and
evaluated a number of TCP refinements. These are our main results:

• It is important to consider the ability of a reordering robust TCP flavor to quickly
adapt to a dynamic environment where there is no reordering. With this in mind,
reordering durations of two to three times the base end-to-end rtt can be handled.

• Smoothness is improved through out-of-order delivery at the link layer with a re-
ordering robust TCP, compared to in-order delivery and a standards-compliant
TCP.

• TCP can manage with as few as two to four acknowledgments per send window
with maintained throughput also in wireline networks. It requires sender-receiver
cooperation and changes to the byte counting [30] and loss recovery [1].

• There is a need for soft prioritization when mixing VoIP and web traffic in HSDPA,
therefore the VoIP users’ delay budget has a large effect on system performance.

For the design of reordering robust TCP flavors we found that considering a dynamic
environment is important. There is always a trade-off present – when improving one
characteristic of a protocol, another characteristic can be impaired. Therefore, it is
important to identify all conflicting characteristics.

Relaxing the informal in-order delivery constraint can have wide reaching conse-
quences. It can reduce complexity, but at the same time reordering is a challenge to
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many protocols and applications that were designed for the prevailing network condi-
tions. Not only the frequency with which reordering occurs is important; knowing the
duration of individual reordering events is vital to estimate the effect on performance
and to assess the potential of out-of-order delivery.

When reducing the acknowledgment frequency, we risk reducing throughput and in-
creasing burstiness. We have found that there is not enough information regarding how
other applications perceive TCP burstiness to guide us in designing support for reduc-
ing the acknowledgment frequency. For systems that make an effort to provide some
form of quality to the users, e.g., WWANs, it is especially important to understand the
interactions between TCP and other traffic such as VoIP. As voice traffic is also be-
coming common on the traditional Internet, the interest for how various services affect
each other should be growing. With an increasing traffic load on the Internet, burstiness
should be more noticeable to other applications. It is no longer sufficient to only consider
co-existence and fairness towards other TCP flavors; we need to consider the effect on
other applications as well.

We have come across several areas where more measurements are needed to control
that we are working towards a better Internet architecture. At the moment, TCP research
is focused on adapting TCP for links with high capacity, which has lead to a discussion
of the entire congestion control architecture. Thus, there may be an end to the era
of continuous, minor TCP modifications and instead there may be a major revision.
When this happens, if it happens, all the knowledge of wireless links and various TCP
modifications are important to make this “new” TCP or its replacement a generally usable
protocol. Until then our work shows that it is possible to improve TCP robustness and
reduce TCP overhead; making TCP better suited for a modern network environment,
where wireless links are likely to be common.

8.2 Continuation

In the immediate future, we would like to extend the studies in this thesis. TCP is
a complex protocol designed to control many mechanisms. Even small modifications
may therefore have large consequences. TCP-Aix, as described in Chapter 4, is a set of
modifications. We have verified that TCP-Aix works as intended and studied its impact
on the network through simulations. So far, we have compared TCP-Aix and TCP-NCR.
TCP-NCR can resolve reordering events in the range of one rtt. RR-TCP and TCP-PR
can potentially deal with longer reordering events, which makes it interesting to compare
TCP-Aix also to these algorithms. Also, neither RR-TCP nor TCP-PR have been studied
in stress tests such as the highly variable scenarios we used to evaluate TCP-Aix.

Thereafter, we would like to implement TCP-Aix in an operating system, estimate the
complexity of the implementation, and gather more experience by observing it over the
Internet and diverse networking technologies. In particular, we would like to study TCP-
Aix in MANETs and heterogeneous environments where more variations are likely than
on the traditional Internet. Repeating the link layer configuration study in Chapter 5 in
a real WWAN or WLAN environment is also interesting.
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As discussed in Chapter 5, reordering on the reverse path can be dealt with by
limiting the number of segments sent in response to each acknowledgment, letting all
acknowledgments clock out new segments (also late acknowledgments), and using byte-
counting. We would like to implement these additions and evaluate them for TCP-Aix,
but also for other proposals like TCP-NCR. Reordering on the reverse path cause the
same type of problems as reducing the acknowledgment frequency. We therefore expect
these changes to be helpful when only a few consecutive acknowledgments are delayed.
When many acknowledgments are delayed after each other, TCP may still send large
bursts.

Reducing the acknowledgment frequency, as in Chapter 6, is a small change with large
consequences. The acknowledgment schemes studied in this thesis are not yet ready for
the “real world”. The sensitivity to lost acknowledgments and delay variations on the
reverse path must be studied. We also need to quantify the effects on smoothness and
study burst mitigation before moving on. Another aspect is the increased acknowledg-
ment frequency during times of suspected segment loss. The work in [39] provides some
ideas to remedy this problem that we would like to study.

The acknowledgment strategy should be able to provide a gain in resource constrained
situations. Therefore, we need to complement our evaluation with a set of scenarios
exhibiting asymmetry and wireless links. At the same time, we can compare the results
of our acknowledgment strategy and other acknowledgment reduction methods designed
for specific environments. It is likely that a widely deployable solution provides less
improvement and we would like to quantify this cost.

It is also interesting to compare congestion control of acknowledgments and a con-
stantly low acknowledgment frequency. Congestion control for the acknowledgments
implies that the acknowledgment overhead is only reduced if the capacity is constrained,
but the error sensitivity of TCP is increased. On the other hand, if a constantly low
acknowledgment frequency is used, it is possible to perform optimizations.

The dependence on the acknowledgment clock makes TCP unfair to flows with longer
round trip times. We need to investigate whether this weakness is aggravated when
reducing the acknowledgment frequency. We also want to study different transfer sizes.

TCP can still be refined after decades of intense research, but for shared channels in
wireless cellular networks and VoIP we are at the beginning of the evolution. The work
on HSDPA does not involve changes to TCP, but there are results from our work on
TCP that can be thought of in the design of future WWAN systems. For instance, it is
not obvious that the wireless link layer should perform in-order delivery for TCP, and a
lower acknowledgment frequency can have effects on scheduling and planning of wireless
channels.

If VoIP is to be provided over a shared channel á la HS-DSCH, being able to assign
smaller portions of the resources at a time could improve efficiency. The current block
sizes in HS-DSCH have been chosen with higher bitrate applications in mind. It would
also be interesting to study the effects of TCP smoothness on for instance VoIP and
network management algorithms in this and other environments. In general, mixing
services over wireless access is an interesting area.
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Broadening the perspective slightly, we want to achieve a flexible, robust platform
with low overhead for communication. TCP/IP is the common denominator for many
services, which makes it important to make sure that this core is widely usable. We
therefore must find out more about the application requirements, which suggests more
measurement studies. We want to prevent unnecessary additions to the base protocols
and leave room for important algorithms.

A related problem is to understand user behavior and expectations for different net-
working environments, both to find appropriate models for evaluation and to offer suitable
technology. In this thesis, we have focused on transport layer issues, except for in the HS-
DPA study where we evaluated the performance from both a system and an application
perspective.

Looking beyond our immediate research area, efficient and robust communication is
desirable from a global energy perspective. When sending e-mails and surfing the web,
we generate lots of TCP flows. This makes it interesting to also include energy efficiency
(not only from a battery point of view) in our future work. There is work on energy
consumption of different TCP flavors in multi-hop wireless networks [184], which can
serve as a starting point.
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[181] A. Reyes-Lecuona, E. González-Parada, E. Casilari, J. C. Casasola, and A. Dı́az-
Estrella, “A Page-oriented WWW Traffic Model for Wireless Simulations,” in 16th
ITC, Jun. 1999, pp. 1271–1280.

[182] TSG-SA, “Performance and characterization of the Adaptive Multi-Rate (AMR)
speech codec,” 3GPP, Tech. Spec. TS 26.975 V6.0.0, Dec. 2004.

[183] “Recommendation G.114, One-way Transmission time,” ITU, Tech. Rep., Feb.
2003.

[184] H. Singh, S. Saxena, and S. Singh, “Energy Consumption of TCP in Ad Hoc
Networks,” Wireless Networks, vol. 10, no. 5, pp. 531–542, 2004.






