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Abstract

The Internet consists of a mesh of routers (nodes) connected by links (edges)
and the tra c through the Internet is divided into flows where each flow is an
ordered sequence of packets, or datagrams. Each packet consists of a header
and a piece of data, also referred to as payload. The header contains infor-
mation about source and destination of the packet as well as some additional
information.

The primary function of an Internet router is to inspect the destination
address of a packet, determine in which direction, i.e. on which link, to for-
ward the packet on its next step towards its destination and then to forward
the packet. This is called forwarding and is one of the problems considered in
this thesis. Forwarding is essentially a data structuring problem where a local
view of the Internet surrounding the router is represented in the form of a for-
warding table, where the destination address can be looked up to determine
the forwarding direction. In this thesis we develop a number of forwarding
table data structures with di erent characteristics, both for supporting the
current Internet Protocol IP version 4, which uses 32-bit addressing, as well
as tomorrows IP version 6 featuring 128-bit addresses.

The secondary function is the ability to determine whether to forward a
packet or not based on the information from one or more header fields. While
the entries stored in a forwarding table are 1-dimensional intervals, the entries
used for packet classification are D-dimensional, where D is typically larger
than or equal to 5. As a result, packet classification requires some degree of
brute force, either in terms of parallel processing or huge amount of memory
to achieve guaranteed performance. We have developed e cient algorithms
for reducing the number of bits involved in the actual D-dimensional classifi-
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cation. These algorithms can be used to improve performance of both brute
force hardware classifiers and heuristic software based classifiers.
We first work on a purely theoretical problem called implicit selection

where the solution as such does not have any impact whatsoever on forward-
ing and packet classification. However, in the process of solving the implicit
selection problem, we have worked with numerous in-place techniques that
becomes extremely useful when dealing with some aspects of packet classi-
fication and forwarding later on. It is interesting to see how techniques for
achieving good performance inAsymptopia can be used also in the real world.
The next step is to develop a data structure called hybrid tree where the

keys are stored with minimal storage overhead and the lookup cost is inde-
pendent of the number of keys in a non-trivial way. We also show how to en-
gineer both static 128-bit single field classification without storage overhead
as well as dynamic 128-bit classification with roughly 40% storage overhead
that support reasonably fast update operations.
Next we deal with compression state lookup for IPv6 header compres-

sion, using a dynamic move-to-root Patricia tree which adapts to the tra c
pattern in an on-line fashion, followed by classification of fragmented pack-
ets, using a highly dynamic dictionary data structure featuring automated
garbage collection.
This is followed by two forwarding algorithms with completely di erent

properties. The first algorithm is called XTC and supports fast lookups and
good average compression but not incremental updates whereas the second
algorithm is based on hybrid trees and features fast lookups and updates as
well as good table compression.
Finally, we present a packet classification algorithm which reduces both

silicon area and power consumption for a hardware implementation. Our
approach is to use hybrid trees to compress the addresses to reduce the
total number of bits involved in final parallel processing. For IPv6 multifield
classification, we can reduce the total number of transistors by 50% and
the power consumption by over 80% compared to existing technologies for
interval matching in hardware.
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1 Introduction

1.1 Internet Tra c

Internet Tra c consists of ordered sequences of packets, or datagrams, where
each packet contains header and data. The data contained in each packet
usually holds only a fraction from a larger set of data which has been chopped
up into pieces and portioned into packets at the source to be gathered and
assembled into the original data when reaching the destination. In the packet
header, addressing and protocol information are stored in a number of header
fields. For some of these header fields the value changes with each packet
while other fields are constant throughout the existence of a communication
session. Packets with identical values of the constant fields are typically
considered to belong to the same tra c flow (see Figure 1).

Figure 1: TCP/IPv4 packet with the constant fields shaded.
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Figure 2: Path through the network from source (S) to destination (D). The
shaded circles represented routers.

1.2 Routers

A router is a device used to partition the Internet into smaller sub-networks.
It also serves as interconnection point between these sub-networks. When
a datagram travels through the Internet, a number of routers are visited
and these routers, together with the links that connect them, constitute a
path through the network. The main purpose of a router is to inspect the
addressing information of each datagram and forward it in the right direction
on the path towards the destination (see Figure 2).

1.3 Firewalls

For security reasons it is sometimes desirable to block certain tra c and this
is accomplished by using a firewall. A Firewall is a security device with the
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main purpose of inspecting tra c and decide whether it is allowed through
the firewall or not according to a security policy. The security policy is often
entered manually by a system administrator and defines a mapping from
potential tra c flows to actions that describes how to process the tra c. To
qualify as a firewall, at least two di erent kinds of actions must be supported:
drop or forward. Many commercial firewalls also serves as routers and many
commercial routers have at least some firewall functionality.
In the following discussion we will use the term router to mean both

routers, firewalls as well as combinations of the two.

2 Router Architecture and Performance

The main performance measure of routers is throughput. It is common to
measure throughput either in terms of bandwidth, i.e. bits per second, or
packets per second. However, since bandwidth is often limited by the un-
derlying hardware, it is more interesting from an algorithmic perspective to
measure performance in terms of packets per second. For each packet a num-
ber of decisions must be made and the total cost for making these decisions
limits the overall performance of the router.
In Figure 3 we show how a datagram flows through a router. The first

three decisions: fragment classification, dynamic packet classification and
static packet classification determines how to process the datagram within
the router. That is, to determine which tra c flow the datagram belongs to
and what kind of tra c processing to perform on the datagram (block, pass,
encrypt etc.). The fourth and final decision is the forwarding decision as
described above. We will discuss these classification problems in more detail
below.
When designing a router, it is usually possible to achieve higher per-

formance by using more resources. Some examples of more resources are
faster micro processor, custom hardware classifiers, more physical memory
and faster physical memory. By using more resources, the product becomes
more expensive to manufacture. This may be acceptable for high end prod-
ucts, such as core backbone routers and large enterprise firewalls. However,
in the low end performance segment, even a small increase in production
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Figure 3: Schematic overview of the packet flow through a firewall/router
and the decisions made when forwarding a packet.
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cost can seriously reduce the competitiveness of a product on the market.
Using more powerful hardware may also result in larger footprint (physical
size) and higher power consumption. This can be a serious issue in low end
applications such as embedded systems and sensor networks. In the extreme
high end performance segment the situation is similar. For a given level of
hardware and resource utilization, there may be performance requirements
that are impossible to meet even if the most powerful hardware available is
used.
A better way to achieve higher performance is to engineer a more e cient

product. The performance of a router is heavily dependent on the perfor-
mance of making forwarding decisions and performing packet classification.
To build e cient routers and firewalls it is therefore necessary to construct
e cient algorithms for making forwarding decisions and performing packet
classification, which are the main topics of this thesis.

2.1 Forwarding Decisions

A routing table is a surjective mapping from a set of address prefixes to a
set of next-hop indices. The main operation supported by a routing table is
routing lookup. That is, lookup of the longest matching prefix of a given query
address and retrieving the associated next-hop index. Besides routing lookup,
the routing table works in close conjunction with various routing protocols
responsible for detecting topology changes in the network and update the
routing table accordingly. Hence, a routing table must support a reasonably
e cient update operation. Moreover, since the surjective mapping must be
continuously preserved, as the routing table is updated, the routing table
will contain information that is irrelevant for the lookup operation. Such
information can be disregarded without changing the results of lookups. A
common approach to improve the performance of the main lookup operation
is to retrieve the relevant information and represent it as a more e cient
forwarding table. Sometimes the relative frequencies between lookups and
updates are so di erent that it makes sense to use a heavily optimized static
data structure and perform updates by complete reconstruction.
It is common to analyze various aspects of performance of algorithms and
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data structures and express these metrics as functions of the size of the input
n. When considering forwarding tables, the size of the input is represented
by the number of routing entries n to be represented and the relevant perfor-
mance metrics are time required for lookup t and space required for storing
the forwarding table s. In general, it is not possible to express t and s as
functions of n since di erent sets of n prefixes are likely to result in quite
di erent forwarding tables. There are sets of size n that are easy to represent
and sets that are very hard to represent.

Results on forwarding tables are often presented as performance metrics
obtained via simulation. Forwarding tables have typically been built based on
publicly available routing tables of size n. Numerous random lookups have
been performed and the number of CPU cycles spent for each lookup has
been measured. The measurements of CPU cycles and size of the data struc-
ture have then been combined into some kind of taverage (n) and saverage (n)
[2][3][4][5][6][7][8][9][10][13][14]. In most cases, the actual limiting metrics
tmax (n) and smax (n) are not considered at all. In particular, they are not
considered simultaneously. Based on personal experience from research and
development in the networking industry, we claim that this approach severely
limits the industrial applicability of the algorithm or data structure devel-
oped. As an example, imagine a router product equipped with a certain
amount of physical memory. There are two important performance charac-
teristics of such a product: the number of routing entries it can store nmax
and the throughput, expressed in packets per second, which is proportional
to t 1

max (nmax) . In order to state nmax we must be sure that smax (nmax) is
less than or equal to the amount of available memory and in order to state
t 1
max (nmax) we obviously need to know tmax (nmax). Now, since we only know
taverage (n) and saverage (n) , for some definition of average, or even worse an
estimate of those obtained by running benchmarks, it is impossible to com-
pute nmax accurately and therefore also impossible to specify the guaranteed
throughput of the product. Despite such di culties, some figures represent-
ing n and t 1 usually find their way into product sheets (ultimately creating
a ménage a trois of managerial friction between engineering, sales, and mar-
keting). It is common to select some nice power of two and present it as nmax
and then specify the throughput assuming that tmax (nmax) = t (0) . This
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is called backplane performance and is an upper bound on the throughput
usually derived from the clock frequency and width of the system bus.
Our goal is to design practical and e cient data structures with guaran-

teed performance for representing forwarding tables. For a given number of
routing entries n we want to provide a strict guarantee on the lookup cost
tmax (n) so we can then guarantee the performance of the router as a whole.
Furthermore, we will guarantee smax (n) and thus also nmax since the amount
of physical memory reserved for the forwarding table is known. We consider
both static forwarding tables, where updates are performed by complete re-
construction, and dynamic forwarding supporting incremental updates. For
dynamic forwarding tables, want to guarantee the update performance umax
in addition to storage and lookup performance. It has been estimated that
requirements on update performance may reach 20k updates per second in
the near future [6]. Assuming a throughput of 27M packets per second,
corresponding to 10 Gbit per second, we get a lookup update ratio of ap-
proximately umax = 1000tmax.

2.2 Packet Classification

Packet classification is sometimed referred to as multiple field classifica-
tion (MFC). The problem is similar to forwarding decisions as header fields
matches intervals (an address prefix can be represented by an interval) in
the most general sense. However, as the name suggests multiple fields are
matched simultaneously making MFC a D-dimensional classification prob-
lem as opposed to forwarding decisions which is a 1-dimensional classification
problem.

2.2.1 Fragment Classification

The purpose of a fragment classifier is to identify fragments from a frag-
mented packet that belongs to the same original packet to enable further
packet classification. This is necessary since only the first fragment contains
all header fields needed for complete packet classification. Fragments that
belong to the same packet are identified by identical source addresses, des-
tination addresses, identifiers and protocol fields. These four header fields
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can be combined into an 88-bit datagram key and, in principle, the fragment
classifier is a dynamic dictionary data structure containing such datagram
keys. The result from lookup is a flow key that are used for dynamic packet
classification (see below).
Fragment classification is only required for fragmented packets and the

size nmax of the data structure used for fragment classification is determined
by the number of concurrent fragmented tra c flows that needs to be handled
in the router. Consequently, nmax is typically rather small, say up to a few
thousands entries for fragment classification. Since the number of entries in
the data structure is rather small, worst case storage is not critical for the
fragment classifier. The most characteristic feature of a fragment classifier is
that the frequency of updates is almost the same as the number of lookups.
This suggests that one should use an extremely dynamic data structure where
umax = tmax to achieve the best overall performance.

2.2.2 Dynamic Packet Classification

Communication sessions or tra c flows that are established are usually stored
in a dynamic dictionary data structure where each flow is represented by a
flow key. The definition of a flow and consequently also the choice of which
header fields constituting the flow key depends on the prototol and possible
other factors. For IPv4, the most common flow key (for UDP and TCP)
contains source and destination ports in addition to source and destination
addresses, and protocol giving a total key size of 104 bits.
For each tra c flow there is an entry in the dynamic packet classifier. A

high end router typically support millions of simultaneous tra c flows and
it is therefore important to use a data structure with small storage overhead.
The ratio between lookups and updates is determined by the average or
worst case number of datagrams per tra c flow depending on the choice of
optmimization criteriae. Each tra c flow requires an insert and a delete and
each datagram requires a lookup. For a tra c flow with many datagrams,
such as an FTP download of a large file, the ratio between lookups and
updates will be extremely high while other applications, such as http sessions,
may result in rather low ratio. However, by choosing a data structure where
umax 10tmax, the cost for updates is not likely to be a bottleneck that
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limits the overall performance. Note also that a lookup in the static packet
classifier is required for each new tra c flow and therefore it does not make
sense to design a dynamic packet classifier with substantially faster updates
than static packet packet classifier lookups.

2.2.3 Static Packet Classification

From an algorithmic point of view, fragment classification and dynamic
packet classification only require a simple search operation, i.e. exact match,
while static packet classification requires a dictionary supporting extended
search or interval matching. The di erence between a simple search and ex-
tended search is that a simple search fails if the query key is not present in
the dictionary while extended search returns the largest key smaller than the
query key present if the query key is not present in the dictionary. Extended
search is slightly more complex than simple search in one dimension but in
D dimensions (D = 5 is typically the case for static packet classification)
the di erence is dramatic. While both fragment classification and dynamic
packet classification can be implemented as 1-dimensional lookups (except
that the key is larger than one header field) the multi-dimensional extended
search, which is required for static packet classification, is extremely chal-
lenging from an algorithmic perspective.
Entries in the static packet classifier basically consist of a list of n rules

where each rule consists of D of intervals where each interval corresponds
to one of D header fields in the datagram. In order to match a rule, each
header field must lie within the corresponding interval in the rule. If several
rules matches a datagram, the first matching rule in the rule list is typically
used. Rule lists are usually entered manually by a system administrator to
implement a certain security policy. For the purpose of implementing static
packet classification in a router we will therefore assume that the static packet
classifier is completely reconstructed when the security policy changes.

2.3 Overall Performance

In this section we put the pieces together and model the overall performance
of a router. We distinguish between normal tra c flows and tra c flows
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Table 1: Overview of router performance for normal (unfragmented) tra c.

Flow cost Datagram cost
Forwarding TFWD TFWD
Dynamic Packet Classification UDPC TDPC
Static Packet Classification TSPC
TOTAL TFWD + UDPC + TSPC TFWD + TDPC

Table 2: Overview of router performance for fragmented tra c.

Flow cost Datagram cost
Forwarding TFWD TFWD
Fragment Classification UFC UFC
Dynamic Packet Classification UDPC TDPC
Static Packet Classification TSPC
TOTAL TFWD + UFC+ TFWD + UFC + TDPC

+UDPC + TSPC

where datagrams are fragmented (then assuming that all datagrams are frag-
mented). The model of the router focuses on two key performance metrics:
(i) the number of sessions that can be established per second and (ii) the
number of datagrams from established sessions that can be forwarded per
second. We have summarized the results in Table 1 and 2.
Most tra c is normal (i.e. unfragmented) and for IP version 6 fragmen-

tation is not used at all. Furthermore, the dominating part of all datagrams
lies in the middle of a session which means that neither DPC update nor
SPC lookup is required. The classification cost for a typical datagram is
thus TFWD + TDPC, i.e. the sum of the cost for a FWD lookup and a DPC
lookup.
Besides the performance metrics shown in Table 1 and Table 2, it is also

interesting to compute the maximum number of entries than can be stored
in each data structure as well as the worst case storage requirements denoted
by N and S respectively. Regarding the forwarding table it is also interesting
to compute the worst case cost for incremental updates as this reflects the
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Table 3: Model router product sheet.

Throughput (normal) (TFWD + TDPC)
1

Throughput (fragmented) (TFWD + UFC + TDPC)
1

Establishment (normal) (TFWD + UDPC + TSPC)
1

Establishment (fragmented) (TFWD + UFC + UDPC + TSPC)
1

Routing table updates U 1
FWD

Routing table size NFWD
Classification rules NSPC
Tra c flows NDPC
Fragmented tra c NFC
Physical memory SFWD + SFC + SGPC + SSPC

router’s ability to adjust to topology changes in the network. By combining
all these figures we can model the characteristics of a complete router and
present its key features in a product sheet (see Table 3).
The work presented in this thesis revolves around a number of data struc-

tures and algorithms, as well as more general techniques, that can be used
to implement e cient routers with high performance. In the final part of
the thesis we will get back to this table and apply some of the results in the
thesis to the di erent sub-problems to produce concrete performance figures
for a low-end router, a middle-end router, and a high-end router.

3 Thesis Outline and Overview of Results

The thesis is organized in four parts.
Part I Introduction is the current introduction.
Part II Algorithms and Data Structures is devoted to techniques

for performing computations and representing data structures with minimum
overhead in terms of storage. It consists of two chapters:

Chapter 1. Full version of the extended abstract published as: Svante
Carlsson and Mikael Sundström, Linear-time In-place Selection in Less
than 3n Comparisons, In Proceedings of the 6th International Sym-
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posium on Algorithms and Computation (ISAAC’95), pages 244-253,
1995.
In this paper, we work in a theoretical model where the space used
for the computation is heavily restricted. We consider the problem of
finding the median among n elements stored in array. This is an im-
portant theoretical problem that has been studied for a long time. The
main concern has been to minimize the number of comparisons. Some
attempts has also been made to minimize the memory consumption of
the algorithm while, at the same time, running the algorithm in linear
time using as few comparisons as possible. These attempts have not
been motivated by the cost of memory in general, but rather by the
limited size of fast memory in contemporary computers.
The main results of this paper are:

• We can find the median in-place using only 3.75n comparisons and 9n
element moves. This is twice as good as the best previous attempt for
in-place selection.

• Our in-place algorithm gets arbitrarily close to the best number of
comparisons known for the problem without space restrictions. For
any > 0 we can achieve as few as (2.942 + ) · n comparisons and
linear time.

Personal contribution: Learned about how to encode bits and pointers
in-place, and about the data structure deap from my co-author. Designed
and analyzed the complete in-place selection algorithm.

Chapter 2. Hybrid Trees — E cient Extended Search with Minimum Stor-
age Overhead is based on: Mikael Sundström, patent applications
0602205-7, 0602206-5, and 0602207-3, Method, classifier device, com-
puter program product and system for representing a partition of n
w-bit intervals associated to d-bit data in a data communications net-
work, 2006.
The paper presents a hybrid tree data structure supporting e cient
extended search with minimum storage overhead.
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We work in a theoretical model where the memory consist of b-bit mem-
ory blocks which are used to store a data structure for representing
w-bit keys and d-bits of associated data. The data structure supports
extended search which means to retrieve the data associated with the
largest key smaller than or equal to the query key. The main results of
this chapter are:

• Storing n w-bit keys with d-bit data in hybrid tree requires only (w + d)·
n bits of storage while supporting lookups in O ( w) time and updates
in O

³
2 w

´
+ umem time where umem is the overhead for memory man-

agement.

• For w = 128 and d = 16, lookups can be performed in at most 12
memory accesses in the worst case, on a computer with b = 256 bits
memory blocks, using only 144n bits of storage in the worst case.

• Incremental updates at a cost of approximately 650 time the lookup
cost can be implemented, for w = 128 and d = 16, by increasing the
amount of memory to host the data structure by approximately 40%.

Personal contribution: Design, implementation and analysis of all al-
gorithms and data structures.

Part III Applications consists of five chapters describing how data
strcutures and algorithms are applied to the di erent classification problems
described in the previous section.

Chapter 3. Reformatted version of: Mikael Sundström and Björn Nord-
gren, Fast Compression State Lookup of IPv6 Packet Headers, Work-
shop on Algorithm Engineering, Venice, Italy, 1997.
This paper displays a full algorithmic engineering approach to a Com-
puter Networking problem. In the Internet, packets carrying data are
sent between hosts. In addition, each packet carries control informa-
tion in a header. The packets can be grouped into a number of flows
with almost identical headers. Instead of transmitting the full header
it is, therefore, su cient to transmit a small identifier of the flow, a
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so called Compression identifier (CID). In this paper we consider the
problem of associating a header with its CID. The lookup performed in
header compression is an example of dynamic packet classification in a
more general sense where datagrams with identical CID are considered
to belong to the same tra c flow.
Our main results in this paper are:

• A new data structure to perform e cient lookups among few but very
large keys.

• The data structure adapts to the recent tra c pattern in an on-line
fashion.

• We have engineered an e cient implementation of the table lookup for
the NetBSD header compressor.

Personal contribution: Design, implementation and analysis of the
algorithm and data structure. Partially responsible for integration in NetBSD
kernel.

Chapter 4. Classification of Fragmented Packets is partially extracted from:
Andrej Brodnik, Svante Carlsson, Olof Johansson, Joel Lindholm, and
Mikael Sundström, patent 9802415-1, Firewall apparatus and method
of controlling network data packet tra c between internal and external
networks.
Describes an algorithm for e cient and secure classification and fil-
tering of fragmented packets. It has been implemented and used in
E net’s FTC 500 series firewall products and is previously described
in [1].
The main results in this paper are:

• Simple and e cient highly dynamic data structure incorporating au-
tonomous maintenance in an on-line fashion.

• Strong protection against fragment related attacks, modular and easy
to extend with protection for additional attacks.
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• Made it impossible to cause E net’s FTC 500 firewall to crash by send-
ing fragments.

• First commercial firewall on the market to support both secure and
e cient filtering of fragmented packets.

Personal contribution: This is entirely my own work.

Chapter 5. XTC — an IPv4 Forwarding Table Supporting E cient Lookups
and Construction is based on: Mikael Sundström, patent WO0122667,
Method and System for E cient Routing Table Compression and Fast
Routing Lookups, 1999 [11].
The XTC is a new forwarding table for IPv4 that improves the Luleå
algorithm [3] in a number of key ways. Guaranteed lookup performance
is doubled, compared to the original Luleå algorithm, by reducing the
worst case number of memory accesses from 12 to only 6 at the cost of
a 47% increase in worst case size for n = 216 routing entries. However,
the worst case size of the XTC is 14% less that the E net internal ver-
sion of the Luleå algorithm which performs lookup in at most 9memory
accesses. The XTC clearly outperforms the Luleå algorithm when con-
sidering guaranteed lookup speed vs. guaranteed storage ratio.
Both the Luleå algorithm and the XTC algorithm are designed to be
updated by complete reconstruction. We describe in detail how to build
the data structure from a dynamic routing table (e.g. BSD Radix tree)
both by using two pass breadth first construction and also a more e -
cient (but trickier to implement) one pass depth first construction.
The paper also features a discussion about various implementation as-
pects both in hardware and software and is concluded with a series of
experiments.
The main results of this paper are:

• Simplification and improvement of the Luleå algorithm by reducing the
lookup cost from 12 memory accesses to only 6 memory accesses.

• Worst case storage cost is increased by only 47% compared to the Luleå
algorithm for 64k routing entries.
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• A thourough theoretical investigation and comparison of di erent trie
based data structures for implementing forwarding tables.

Personal contribution: Except for the designs of hardware implemen-
tations of the lookup this is my own work.

Chapter 6. Reformatted version of the paper: Mikael Sundström and
Lars-Åke Larzon, High-Performance Longest Prefix Matching support-
ing High-Speed Incremental Updates and Guaranteed Compression, in
Proceedings of IEEE Infocom 2005, March 2005, Miami Fl.
The static version of the data structure is also described in: Mikael
Sundström, patent 0200153-5, Method and system for fast IP routing
lookup using forwarding tables with guaranteed compression ratio and
lookup performance, 2002 [12].
We present a new IPv4 forwarding table supporting high guaranteed
lookup performance, fast incremental updates with guaranteed perfor-
mance and guaranteed compression ratio. High lookup performance is
achieved by using only four memory accesses. Guaranteed compression
ratio is achieved by combining direct indexing with an implicit tree
structure and carefully choosing which construct to use when updating
the forwarding table. Fast incremental updates are achieved by using
stockpiling, a memory management technique featuring fast variable
size allocation and de-allocation while maintaining zero fragmentation.

The main results of this paper are:

• An IPv4 forwarding table data structure can be implemented in soft-
ware or hardware within 2.7 Mb of memory to represent 218 routing
entries.

• Incremental updates require only 752 memory accesses in worst case
for the current guaranteed compression ratio.

• For a hardware implementation, we can use 300 MHz SRAM organized
in four memory banks and four pipeline stages to achieve a guaranteed
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performance of 300 million lookups per second, corresponding to 100

Gbit/s wire speed forwarding, and 400,000 incremental updates per
second.

• In measurements performed on a 3.0 Ghz Pentium 4 machine using a
routing table with more than 217 entries, we can forward over 27 million
IPv4 packets per second, which is equivalent to wire speeds exceeding
10 Gbit/s. On the same machine and with the same routing table, we
can perform over 230,000 incremental updates/second.

Personal contribution: Design, implementation and analysis of all al-
gorithms and data structures.

Chapter 7. Reformatted and improved version of the paper: Mikael Sund-
ström and Lars-Åke Larzon, Low Power IPv6 Packet Classification with
Guaranteed Lookup Performance and Minimum Storage Overhead, sub-
mitted for review.
In this paper, we present a new approach to achieve high-performance
multifield classification with guaranteed performance to protect against
pathological rule sets, support for updates at high speeds and a struc-
ture that supports a power-aware hardware implementation. Our ar-
chitectural approach scale well with the number of bits to match on,
and can work on rule sets where IPv4 and IPv6 rules are mixed us-
ing arbitrary transport protocols as well as supporting rules of varying
depths required to classify tunneled tra c.
Our multidimensional classifier operates in two steps. In the first
crunching step, the address space is compressed to dlg2 (2n+ 1)e bits,
where n is the number of classes or rules in a classifier. The sec-
ond step, in which the actual multidimensional classification occurs,
is called matchmaking. As n¿ 231, we can use existing IPv4 classifiers
for the actual classification, including algorithmic solutions exploiting
heuristics as well as Ternary Content Addressable Memory (TCAM)
based classifiers. To achieve high performance, we implement crunching
using a dynamic 1-dimensional IPv6 classifier supporting incremental
updates at high speeds for any set of 64k 128-bit prefixes while using
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less than 3.31 MB of memory and requiring only 12 memory access for
the lookup. The cost of incremental updates is bounded by approx-
imately 650 times the lookup cost. The matchmaker is implemented
using Extended TCAM (E-TCAM) memory, which is a special TCAM
with support for interval matching directly in hardware.
The main results of the paper are:

• An IPv6 packet classifier supporting full classification of two addresses,
two ports and protocol. To enable this, we compress the 128-bit IPv6
address space to dlgne + 1 bits, where n is the number of classes or
rules in a classifier. As n ¿ 231, we can use existing IPv4 classifiers
for the actual classification, including algorithmic solutions exploiting
heuristics and hardware based E-TCAM classifiers.

• Classification is done in TIPv4 (n)+12DIPv6 memory accesses, requiring
SIPv4 (n)+256nDIPv6 bits of storage, where DIPv6 is the number of IPv6
addresses in packets to be classified, and TIPv4 (n) and SIPv4 (n) are
lookup and storage costs for a corresponding IPv4 packet classifier. By
using this technique we can reduce the number of transistors for interval
matching in hardware by a factor of 2 and the power consumption by
a factor of 6 compared to E-TCAM solutions.

• A static 1-dimensional classifier supporting full 128-bit basic interval
classification with 16 bits of data in the answer in at most 12 memory
accesses without needing more than 144n bits of memory to store the
data structure in the worst-case scenario. This means that any set of
64k 128-bit prefixes can be stored using less than 2.36 MB of memory
while supporting lookups in at most 12 memory accesses.

• A dynamic 1-dimensional classifier supporting incremental updates at
high speeds without needing more than 202n bits of memory worst-case.
This means that any set of 64k 128-bit prefixes can be stored using
less than 3.31 MB of memory while supporting lookups in at most 12
memory accesses and incremental updates. The cost for an incremental
update is bounded by approximately 650 times the maximum lookup
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cost. This corresponds to tens of thousands of updates per second on
a standard PC.

Personal contribution: Design and analysis if all algorithms and data
structures.

Part IV Conclusion is the final part of the thesis in which we first return
to the fictive router product sheet presented in Table 3 and apply some of the
results presented in the thesis to the di erent classification problems. This
will allow us to estimate what kind of performance that can be achieved
by using the techniques developed. The part is concluded with a discussion
about strengths and weaknesses and an outline of future research.

Part V Appendix contains appendices for Chapter 2 and 5.

Appendix A. Speeding-up the Traversal of Pascal’s Triangle
The equation

³
x
m

´
= k is solved for k. This result is used to speed up a

combined decompression and search algorithm which traverses Pascal’s
triangle (discussed in Chapter 2).

Appendix B. Configuration of Space Optimal Fixed Stride Tries
We derive a closed formula for the size of a t-level space optimal fixed
stride trie for w-bit keys (discussed in Chapter 5).
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Linear-time In-place Selection in Less than
3n Comparisons

Svante Carlsson and Mikael Sundström

Abstract

By developing and exploiting new in-place techniques, we show that
finding the element with the median value out of n elements stored
in an array can be performed in-place in (2.95 + ²)n (for any ² > 0)
comparisons and in linear time. This is arbitrarily close to the upper
bound for the same problem without space-restrictions.
To make the algorithm competitive we also try to minimize the

number of element moves performed by the algorithm since this is
the other critical operation. This has resulted in a trade-o between
the number of comparisons and the number of moves. By minimizing
the sum of the critical operations we achieve an algorithm that uses at
most 3.75n comparisons and 9n moves for finding the median in-place.
This is, in principle, twice as good as earlier attempts on implicit
selection.

1 Introduction

The problem of selecting the element with a given rank in a set of n elements
was shown to be solvable in (n) time by Blum et al. in 1973 [2]. This was
a surprise to the research community since it was believed that the general
selection problem was as hard as sorting. They showed that the number of

Division of Computer Science, Luleå University of Technology, S-971 87 LULEÅ, Swe-
den. E-mail: {Svante.Carlsson, Mikael.Sundstrom}@sm.luth.se
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comparisons needed for the problem of median finding is at most 5.43n+o(n).
This result was improved in 1976 by Schönhage, Paterson, and Pippenger [7]
to 3n+ o(n) comparisons. It was first in 1994 anyone could improve the 3n
upper bound despite many attempts from researchers all over the world. By
modification, of the algorithm by Schönhage et al., Dor and Zwick achieved
an upper bound of 2.95n+ o (n) comparisons [4, 5]. They were also able to
slightly improve Bent and John’s 2n o (n) lower bound from 1985 [1], to
(2 + 2 40) · n o (n) comparisons [4]. There is still, however, a gap between
the upper bound and the lower bound for selection.

By in-place, or implicit, selection we mean that we are only allowed to
use a constant amount of additional space, apart from the array storing the
elements. The Implicit Selection Problem is interesting both from a theoret-
ical and from a practical point of view. A theoretically interesting question
is how much of the information gathered by the algorithm can be implicitly
stored in the in-place ordering of the elements and how much information
needs to be recomputed or stored explicitly. From a practical point of view
we would also like to minimize the extra storage used. One reason is that by
limiting the extra storage we will be able to keep a larger part of the data set
in faster memory, which will result in a faster algorithm. Moreover, by using
an implicit data structure, we are also able to take advantage of localities of
memory accesses; when we are using pointer representations we can never be
sure where elements that are going to be accessed close in time are going to
be stored, which will lead to several page faults that will slow the algorithm
down.

In this paper, we show that this space restriction has only a marginal
e ect on the number of comparisons for finding the median and still only
using linear time for the algorithm. We can get arbitrarily close to Dor and
Zwick’s upper bound on 2.95n comparisons. The best algorithm, in the sum
of the number of comparisons and moves, that we have found takes 3.75n
comparisons and 9n moves, which is about twice as good as the previously
best result of slightly less than 7n comparisons and 19n moves by Lai and
Wood [6].
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2 Preliminaries

In this section we describe the basic selection algorithm by Schönhage et al.
[7]. We show how a simple mass production algorithm, or factory, can be
employed by the basic algorithm to achieve a selection algorithm using at
most 5n + o (n) comparisons for finding the median. The algorithm is then
improved in several ways, as to demonstrate the techniques used by Dor and
Zwick [4, 5] to achieve their 2.942n+ o (n) upper bound.

2.1 The Basic Algorithm

The basic selection algorithm by Schönhage et al. [7] accepts as input n
median candidates drawn from a totally ordered universe. The algorithm
finds the median by repeatedly eliminating elements from the set of median
candidates based upon the information gathered from the outcomes of the
comparisons made. It relies heavily upon a spider factory, which is a com-
parison algorithm used for mass production of k-spiders. A k-spider is a
partial order consisting of 2k + 1 elements. It has a special element c called
the center, k elements smaller than c, and k elements larger than c (see Fig-
ure 1). The k-spiders produced are inserted into a double ended priority

Figure 1: A k-spider with the center shown as a larger dot.

queue (priority deque) of centers. Schönhage et al. [7], observed that when-
ever the priority deque contains su ciently many k-spiders, compared to the
current number of median candidates, the smallest center is too small to be
the median and the largest center is too large to be the median. The smallest
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(largest) k-spider is deleted from the priority deque and the elements larger
(smaller) than the center are returned to the factory as raw material ; the
center and the smaller (larger) elements need no longer be considered as me-
dian candidates. By repeating this production-insertion-deletion-destruction
cycle, the number of median candidates can be reduced to o (n) so that the
median among the remaining elements can be found using any linear time
selection algorithm.
A k-spider factory is characterized by three parameters Ik, Uk, and Rk,

where Ik is the initial cost for setting up the factory, Uk is the unit cost per
k-spider produced, and Rk is the residual or the number of elements left
in the factory when lack of input elements causes the production to halt.
Schönhage et al. shows that

Lemma 1 By using a spider factory with characteristics Uk = Ak + o (k) ,
Ik O (k2) and Rk O (k2) , the median among n elements can be found in
An+ o (n) comparisons.

Hence, the performance of the basic selection algorithm depends solely
upon the characteristics of the spider factory used.

2.2 A Simple Spider Factory

The core of the spiders factories used by Schönhage et al., and Dor and Zwick
are partial orders called hyperpairs.

Definition 1 A hyperpair Pw, where w is a binary string, is a partial order
with a distinguished element called the center. It is recursively defined by (i)
P where is the empty string, is a single element, and (ii) Pw0 (Pw1) is
constructed from a pair of disjoint Pws by comparing their centers and taking
the smaller (larger) of these as the new center.

The simplest factory works by constructing a hyperpair H2h = Pw, where
|w| = 2h and w is a prefix of 01 (10) . It is easily shown that, for any k < 2h,
such a hyperpair contains a k-spider. The hyperpair is then pruned into a
2k+1 elements partial order that contains a k-spider. By pruning, we mean
to remove all elements not related to the center (see Figure 2).
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Figure 2: A H6 = P011010 hyperpair pruned into a 7-spider by cutting o a
collection of smaller His not related to the center.

The elements removed are recycled as smallerHis and used, together with
2k + 1 additional singleton elements (raw material), to construct a new H2h
to repeat the process.
Except for the first k-spider produced, which is expensive since the H2h

is built from scratch, the cost for producing a k-spider is 2h comparisons
for the center and 2.5 comparisons for each of the remaining elements. By
choosing k = 2h 1, we obtain a factory with Ik, Rk = O

¡
22h
¢
= O (k2) and

Uk = 2.5 · 2k + (lg k) = 5k + o (k) . By Lemma 1, we then get a selection
algorithm using at most 5n+ o (n) comparisons.

2.3 Green Factories

To achieve the 3n + o (n) upper bound, Schönhage et al. constructed a
factory that balances the cost for producing a k-spider with the value (as
raw material) of the elements recycled to the spider factory when the k-
spider is ultimately deleted from the priority deque and destroyed. As an
example, let us apply this idea to the basic factory in the previous section.
Clearly, some of the elements on the same side of the center are related. In
fact, there is a P0i with all elements larger than the center and a P1i smaller
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than the center, for each bit set (= 1) in the binary representation of k. The
factory accepts only singletons as raw material. Hence, all these of these
P0is or P1is must be broken down into singleton elements when a k-spider
is ultimately destroyed. However, since P0 = P1 = H1 and P00 = P01 = H2
(only the choice of the center is di erent), the factory can easily be fed with
H0s, H1s, and H2s, instead of only H0s. When destroying the smallest and
largest k-spider, after deletion, the P0is of the smallest k-spider need only be
broken down into H2s, saving 0.75k comparisons. The P1is from the largest
k-spider are broken down into H1s, saving 0.5k comparisons.
This idea was further developed by Dor and Zwick [5]. They construct

green spider factories that can be fed larger relations from destroyed spiders.
Besides Ik andRk, which are defined as above, a green factory is characterized
by the lower- and upper elimination costs u0 and u1, which are the amortized
costs for eliminating a too small and a too large element, respectively.

Lemma 2 For 0 < 1
2
, a green spider factory with Ik, Rk O (k2) , and,

lower and upper element costs u0 and u1, can be used to find the nth element
in ( u0 + (1 ) · u1) · n+ o (n) comparisons.

In the example above, we have improved the basic factory, of the previous
section, to a green factory with u0 = 4.25 and u1 = 4.5. By Lemma 2, we
then get a selection algorithm using at mostμ

1

2
· 4.25 +

μ
1

1

2

¶
· 4.5

¶
· n+ o (n) = 4. 375n+ o (n)

comparisons.
For a median finding algorithm, it is better to have equal lower and

upper elimination costs. Let 2p and 4q be the number of elements smaller
and larger than the center, respectively, of a k-spider produced by using
the simple factory. In the previous algorithm, 2p = 4q = k; however, as
this is not required by Lemma 2, we will try to equalize the elimination
costs by allowing the spiders produced to be skew, which means the center is
not necessarily the median of the k-spider’s elements. We call such spiders
relaxed k-spiders. The production cost is 2.5 · (4q + 2p) comparisons. If the
center of the k-spider is found to be too small to be the median, 2p elements
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will be eliminated while saving 3 comparisons per H2 recycled. Otherwise,
4q elements will be eliminated and 1 comparison per recycled pair is saved.
Hence, the elimination costs are given by

u0 =
5
2
· (4q + 2p) 3q

2p
=
1

2
· 7q + 5p

p

and

u1 =
5
2
· (4q + 2p) p

4q
=
1

2
· 5q + 2p

q
.

To obtain equal lower and upper elimination costs, we simply solve the
equation u0 = u1 to obtain

p =
1

2
14q.

We then get a lower and upper elimination cost of

u0 = u1 =
5

2
+
1

2
14 4. 3708,

and, hence, a minor improvement of the algorithm to 4.371n+ o (n) compar-
isons.
We can also obtain equal lower and upper elimination costs by using two

sub-factories. The first sub-factory constructs a H2h and accepts singletons,
ordered pairs, andH2s as rawmaterial, while the other sub-factory constructs
the inverse hyperpair H2h = P10(01)h 1 . Since P11 = P10 = H2, the second
sub-factory can, besides singletons and pairs, also be fed with H2s. This
means that the P1is from the largest k-spider can be recycled as quartets
instead of pairs. Consequently, the upper elimination cost u1 is reduced to
4.25 without a ecting the lower elimination cost u0 = 4.25. By Lemma 2,
we then get a 4.25n+ o (n) selection algorithm.
As observed by Dor and Zwick the best result of 3n+o (n) comparisons, by

Schönhage et al., is, in fact, obtained by using a green factory with u0, u1 = 3.
Dor and Zwick were able to improve upon this result by constructing a factory
with u0, u1 = 2.942, to obtain a 2.942n+ o (n) upper bound for the problem.
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2.4 Grafting

When a k-spider, or relaxed k-spider, is produced, the center of the hyperpair
will always be used as the center of the spider. However, obtaining all of
the remaining smaller and larger elements by pruning the hyperpair is quite
expensive. Nevertheless, the fact that these elements can be obtained serves
as an insurance for the factory’s ability to complete the production. This
means that we can use non-deterministic, but e cient grafting, algorithms
to build a large part of the spider, and, still, be able to complete the spider,
by pruning, no matter how the grafting turns out.
The simplest grafting algorithm repeatedly compares singleton elements

to the center of the hyperpair. In the basic factory, we can, instead of pruning
2k elements, compare, or graft, k singleton elements to the center. Indepen-
dently of the outcomes from these comparisons, only k elements need to be
pruned to complete the k-spider. Since the grafted elements are obtained
at a cost of one comparison each, the unit production cost is reduced to
k + 2.5k + o (k) = 3.5k + o (k) , yielding, by Lemma 1, a 3.5n + o (n) com-
parisons selection algorithm. Even tough this is the best known factory for
producing k -spiders, it does not yield the best selection algorithm. If we try
to incorporate singleton grafting with a green factory, any adversary would
make sure that nothing but singletons, obtained by grafting, can be recycled.
Hence, a green factory requires more sophisticated grafting algorithms.

2.5 The Greenest Factory?

The best known green factory was constructed by Dor and Zwick. By using
13 di erent sub-factories, each accepting di erent kinds of partial orders
as input, and extremely involved grafting algorithms, their factory achieves
a lower- and upper elimination cost of 2.942 comparisons. For a detailed
description of their factories, please refer to [4, pp. 31-86]. In what follows,
we will discuss the overall structure of their factories, and, especially, the
di erences between these and the factories described above.
They extend the notion of hyperpairs to hyperproducts. Let I be a partial

order with an element dedicated as center. The I sub-factory accepts Is,
but also other partial orders, as raw material. It uses these Is to build a
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hyperproduct Pw I, which is a Pw hyperpair in which each element is also
the center of an I. For the Pwi I, built by the I sub-factory, |wi| = i and w is
a prefix of an infinite binary stringW (I) . As with the H2hs, W (I) is chosen
such that the Pwi I contains a center c, and enough elements guaranteed
to be smaller and larger than c, respectively. To achieve this, the binary
string W (I) , used by I sub-factory, is obtained by concatenating an infinite
number of copies of strings from the set {01, 10} . It is then su cient to let
wi be of length 2h for the Pwi I constructed to contain a

¡
2h 1

¢
-spider.

After building the hyperproduct, the production continues by using graft-
ing. Each sub-factory has its own grafting algorithm that is especially de-
signed to achieve an e cient combination of grafting outcomes and pruned
constructs. The grafting algorithm repeatedly consumes various partial or-
ders and compares elements from these to the center. Depending on the out-
comes from these comparisons, partial orders used and elements to compare
are adaptively chosen and combined to achieve the best trade-o between
cost and recycling value. The grafting terminates when enough constructs
are related to c.

The production is completed by downward- or upward pruning some of
the sub-hyperproducts Pw1 I, Pw2 I, . . . , Pw2h 1

I, related to c. Downward
pruning means to prune a hyperproduct Pwi I into a P1i I1, where I1 (I0) is
an I with the elements larger (smaller) than the center removed. By upward
pruning, a Pwi I is pruned into a P0i I0. Of course, Pwi Is with center
smaller than c are downward pruned while Pwi Is with center larger than c
are upward pruned. Most pruned o constructs are all smaller Pw Is and
are directly recycled to the sub-factory.

The best factory by Schönhage et al. uses a H2h hyperpair and a simple
pairs grafting algorithm to produce k-spiders consisting of the center c, and
s singletons and p pairs, s + 2p = k, on each side of the center. In Dor
and Zwick’s algorithm, outcomes from various grafting algorithms are com-
bined and large constructs are obtained from hyperproducts. As a result,
the outputs from their factories are relaxed k-spiders where between k and
2k elements are smaller than the center and between k and 2k elements are
larger than the center.
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3 Implicit Selection

Our implicit selection algorithm accepts as input an arrayA = a0, a1, . . . , an 1

of distinct elements. However, we show, in Section 5, how to use three-way
comparisons to perform selection in a multi set at no extra cost.
Besides the space needed to store A we are allowed to use a constant

number of fast registers for storing input elements and dlgne-bit counters.
We account for comparisons but also for moves which is the other critical

operation. To move an element, some element has to be stored temporarily
in one of the registers. The costs for accessing registers are assumed to be
negligible. Therefore, we count one read from A and one write to A as one
move. Hence, a swap is counted as two moves.
To make the selection algorithm implicit there are two problems needed to

be solved; namely, how to construct an e cient spider factory in-place and
how to implement the priority deque while limiting the number of moves.
The number of comparisons performed by Dor and Zwick’s algorithm is
2.95n + o (n) . We will refer to these as element comparisons. Our implicit
algorithm performs exactly the same number of element comparisons as the
algorithm by Dor and Zwick. However, we have a slight overhead in compar-
isons, referred to as bit comparisons, which we pay for making the algorithm
implicit. To prove our main theorem, we will show that, for any > 0, it
su ces to perform bit comparisons and a constant number of moves per
element comparison. Our main theorem then follows.

Theorem 1 For any > 0, selection, in-place, can be performed in

(2.95 + ) · n+ o (n)

comparisons and linear time.

In Section 3.1, we describe our production scheme, which is a little bit
di erent compared to Dor and Zwick’s. We continue, in Section 3.2, 3.3,
3.4, and 3.5, by discussing how to represent and operate the sub-factories
in-place, and how to e ciently manage the di erent kinds of constructs used
by the algorithm in-place. In Section 3.6, we describe the in-place version
of the spider chain (priority deque) used by Dor and Zwick. We restrict
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the size of the spiders, carefully examine their representation, and combine
various in-place techniques to obtain a negligible cost for managing spiders
in a implicit double ended priority queue. In Section 3.7, we put the parts
together to obtain or main theorem.

3.1 The Production Scheme

The first step towards an implicit algorithm is to deviate from the production
scheme used by Schönhage et al. and Dor and Zwick. Let Pwi I denote a
Pw I with |w| = i. Instead of producing a Pw2h I when enough raw material
is available, we let the I sub-factory consist of a Pw2h I hyperproduct, where
k = 2h 1. When a relaxed k-spider is produced, constructs are removed
from the factory, which must be reconstructed, or renovated, in order to
again produce a relaxed k-spider. Therefore, we do not start production
until there is enough raw material available for the following reconstruction.
In particular, the I sub-factory remains idle when less than d(4k + 1) / |I|e
copies of I is available.
To produce a relaxed k-spider, the Pw2h I of the I sub-factory is decom-

posed into its center c, |I| 1 singletons, and a disjoint set of hyperproducts
Pw0 I, Pw1 I, . . . , Pw2h 1

I. The center is then added to the relaxed k-spider
in production, the |I| 1 singletons are recycled as raw material, and a new
copy of I is then moved into the factory as a replacement. The production
continues by invoking the sub-factory’s grafting algorithm as described by
Dor and Zwick. When the grafting is completed, some additional constructs
are usually needed to complete the relaxed k-spider.
To complete the relaxed k-spider, some additional elements must be ob-

tained from the hyperproducts in the factory. In the in-place version, these
can not be obtained by using pruning because we can not a ord to move
around and keep track of the cut o hyperproducts. The key to solving
the problem is that the size of the constructs eventually recycled (when the
relaxed k-spider is destroyed) from a P0i I0 or a P1i I1 is bounded by a con-
stant. Hence, these can be broken down during the production of the relaxed
k-spider without giving any extra costs for the algorithm. We can easily
process a small Pwi I by using a custom algorithm to extract the P0i I0
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or P1i I1, add it to the relaxed k-spider in production, replace the removed
elements, and reconstruct the Pwi I, at the same cost as for pruning.
Moreover, since the size of the Pwi I is bounded by a constant, we

can move the whole Pwi I to external registers to perform the processing
there, and then move the reconstructed hyperproduct back to A. For larger
hyperproducts we use a recursive procedure. To process a Pwi+1 I, it is
decomposed into two Pwi Is. Extraction is then applied, recursively, to one
or possibly both of these. As the recursion rolls up, a new Pwi+1 I is built. By
using this method, instead of pruning, we can manage constructs of constant
size, one at a time. Moreover, only the constructs added to the spider need
to be moved (with some overhead for the base case). As a result from our
representation of hyperproducts, it is even possible to perform extraction
without recursion in the implicit algorithm.
Since reconstruction is incorporated in the processing, we have, at this

point, a collection of hyperproducts 2× Pw0 I, and Pw1 I, . . . , Pw2h 1
I,

which can easily be composed into a new Pw2h I. The I sub-factory is
then ready to produce a new relaxed k-spider when enough raw material is
available.

3.2 Implicit Sub-Factories

In this section we describe how to represent the hyperproducts to achieve an
e cient implementation of the production scheme of Section 3.1.
To represent a hyperproduct Pwi+1 I implicitly, we store the elements

in a sub-array of size 2i+1 · |I| . The center is stored in the first (leftmost)
location, one Pwi I sub-hyperproduct stored, recursively, in the 2i · |I| first
locations, and the second in the last 2i · |I| locations. When a hyperproduct
Pwi+1 I is built in the implicit representation, the first and second Pwi I

sub-hyperproducts are first built recursively. Their centers are then com-
pared, and, depending on the outcome, the elements of the first and second
Pwi I may need to be swapped at a cost 2i+1 · |I| moves to store the center
of the Pwi+1 I in the first location. The advantage of this representation
is that we can produce relaxed k-spiders at exactly the same cost as in [5].
However, an enormous number of moves will be performed. Hence, the im-
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plicit representation can be used only for representing small hyperproducts
that can fit into the external registers where moves are for free.

Large hyperproducts are also stored with the center in the first location.
However, instead of swapping the whole sub-hyperproducts, when building
a large Pwi+1 I, we swap only the centers. Since the production of re-
laxed k-spiders requires that a hyperproduct can be properly decomposed
and the sub-hyperproducts restored, it is necessary to keep track of whether
the centers have been swapped or not. This is achieved by using a bit array
B = hbji, where the information is recorded in the bit with the same index
as the first element of the second sub-hyperproduct. This swap representa-
tion is not implicit since a linear number of extra bits are used. However,
a pair of adjacent elements in A can be used to emulate a bit. To encode 0
these are placed in ascending order whereas descending order represents 1.
This standard technique for encoding bits in-place results in one comparison
for each bit examined, and two moves (one swap) for each bit flip. We will
refer to comparisons used for examining bits as bit comparisons. To achieve
a trade-o between moves and bit comparisons, we use the implicit repre-
sentation for hyperproducts of size up to Pwx I, for some constant x. For
larger hyperproducts, the swap representation will be used.

Besides the initial construction of the Pw2h I hyperproduct, performed
when the I sub-factory is setup, the procedures decompose, compose, and
extract, will be applied to hyperproducts during the production of relaxed
k-spiders, as described in Section 3.1. All of these operations are performed
by using two basic operations on hyperproducts, called pair and unpair. In
both our representations, a Pwi I hyperproduct stored at position j within
the I sub-factory (the position of the center is j), can be identified by a pair
(i, j) . The pair operation is used to build a hyperproduct (i+ 1, j) from two
Pwi Is, (i, j1) and (i, j2) . However, we can not take any two Pwi Is. First
of all, these must be adjacent, meaning that |j1 j2| = 2i · |I| . Moreover,
two Pwi Is from one location are never used to build a larger hyperproduct
at another location, i.e., min(j1, j2) = j. The last requirements is that the
position of j of the (i+ 1, j) satisfies j 0 (mod 2i+1 · |I|). In the following
formal description of the pair operation, we let vi+1 denote the ith bit of
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W (I) and aj the element at location j within the I sub-factory.

pair (i+ 1, j) =

if aj < aj+2i xor vi+1 = 1 then
if i+ 1 > x then

Flip bj+2i
end

else
if i+ 1 x then

Swap (i, j) and (i, j + 2i)
else

Swap aj and aj+2i
end

end

The unpair operation reverses the previous call to pair by performing a
proper decomposition of the hyperproduct (i+ 1, j) . Moreover, it returns a
pair of locations hj1, j2i where j1 is the location of the center after decompo-
sition.

unpair (i+ 1, j) =

if i+ 1 > x then
if bj+2i = 0 then

Flip bj+2i
return hj, j + 2ii

else
Swap aj and aj+2i
return hj + 2i, ji

end
else

return hj, j + 2ii
end

Observe that a hyperproduct stored in the swap representation can be de-
composed only when it is not currently a sub-hyperproduct of a larger hy-
perproduct.
To minimize the cost for basic operations on hyperproducts stored in the

swap representation, we let 1 be the default value of a bit. This means that
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a call to pair or unpair, involving a large hyperproduct, requires either a
swap between centers or a bit flip. Since all operations on implicitly stored
hyperproducts will take place in the registers we get the following

Lemma 3 (i) For i x, unpair (i, j) is for free, while the cost for call-
ing pair (i, j) is 1 element comparison. (ii) For i > x, the cost for calling
unpair (i, j) is one bit comparison and two moves, while the cost for calling
pair (i, j) is one element comparison and two moves.

Proof. When i x, unpair (i, j) simply returns hj, j + 2ii without per-
forming any comparisons or moves. The cost for pair is at least one element
comparison, independently of the size of the hyperproducts involved, while
the cost for unpair is one bit comparison only if the hyperproduct is stored
in the swap representation. If i > x we get an additional cost of two moves
for pair and unpair, respectively. These moves are used either for swapping
the centers or for flipping the bit. 2

The hyperproduct of the I sub-factory consists of 22h · |I| = (k2) ele-
ments. For each element of the hyperproduct, at most two elements (one bit)
are needed for the bit array representation. Thus, the whole I sub-factory
can be represented by a sub-array of size (k2) . Whenever d(4k + 1) / |I|e
copies of I and enough elements for grafting are available, the I sub-factory
will start the production of a relaxed k-spider. This means that less than k2

elements of raw material must be available for the sub-factory to stop pro-
duction. Hence, the implicit I sub-factory satisfies Rk = O (k2) as required
by Lemma 2.
To setup the factory we first build the 22h x Pwx Is represented implic-

itly. To build one such hyperproduct, 2x · |I| elements stored in consecutive
locations are moved to the registers, followed by building the Pwx I and then
moving the elements back to the input array. Nevertheless how this construc-
tion is performed, the cost is bounded by a constant since x, |I| = O (1) . To
complete the setup, we first set all bits to the default value of 1, at a cost of
(k2) comparisons and moves. Starting with step x+1, we then repeatedly

construct larger and larger hyperpairs, in the swap representation, until a
Pw2h I is built. In the i+ 1st step, 22h (i+1) Pwi+1 Is are built from 22h i

Pwi Is. Constructing one Pwi+1 I from two Pwi Is requires one call to pair
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at a cost of one element comparison and two moves, by Lemma 3. Hence,
the total cost for setting up the I sub-factory is

Ik = 22h x ·O (1) +
2hX

i=x+1

22h (i+1) ·O (1)

= O

μ
3 · 22h (x+1) 1

2

¶
= O

¡
k2
¢
.

Since the number of sub-factories used is bounded by a constant, and all
sub-factories are represented implicitly, we get the following lemma.

Lemma 4 The spider factory by Dor and Zwick can be represented and
setup, in-place, still satisfying Ik, Rk = O (k2) .

It remains to make the implicit factory produce relaxed k-spiders e -
ciently, i.e., achieving u0, u1 = 2.942 + , for any > 0, and still run the
algorithm in linear time.

3.3 Decomposition and Composition

When there is enough raw material available, the I sub-factory starts to
produce a relaxed k-spider by decomposing the Pw2h I into its center c, |I| 1

singletons, and a disjoint set of hyperproducts Pw0 I, Pw1 I, . . . , Pw2h 1
I.

The Pw2h I, which is identified by (2h, 0) , is decomposed by calling jc
decompose (2h, 0) , defined as

decompose(i, j) =

repeat
hj, i unpair(i, j)

i i 1

until i < 1
return j

Before decomposition, the center c occupies location 0. The center c will,
however, be moved during the decomposition. It is important to let decom-
position procedure compute (and return) the new location jc. This makes it
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easy to move c to the spider, recycle the |I| 1 singletons (stored next to c)
and replace these by a new copy of I. Moreover, the position of all the other
hyperproducts are completely and directly dependent on jc. In fact, for the
hyperproduct identified by (i, j) we have that

j = 2imi +
2h 1X
q=i+1

2q ·mq,

where 0 = 1, 1 = 0, and m|w| 1 . . .m1m0 is the binary representation of jc.
The production is completed by using grafting and extraction. Grafting

does not a ect the hyperproducts constituting the factory and reconstruction
is incorporated in extraction. Hence, completing the production will leave the
factory in a state similar to that just after decomposition. That is, we have a
collection of disjoint hyperproducts 2·Pw0 I and Pw1 I, Pw2 I, . . . , Pw2h 1

I,

where one of the Pw0 Is is stored at position jc. Restoring the factory into
a Pw2h I is performed by calling compose (0, jc) , defined by the following.

compose(i, j) =

repeat
if j 0(mod 2i+1 · |I|) then

(i, j) pair(i+ 1, j, j + 2i)

else
(i, j) pair(i+ 1, j 2i, j)

end
i i+ 1

until i = 2h

Both decomposition and composition are performed in 2h steps. In each
step either pair or unpair is called once. Since (h) = (lg k) = o (k) , we
get

Lemma 5 Decomposing the I sub-factory and putting it back together, again,
(composition) is performed in o (k) comparisons and moves.

3.4 Grafting and Stockpiling

When the sub-factory has been decomposed, the grafting algorithm is in-
voked. A fraction of the relaxed k-spider’s elements is obtained by grafting
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while the remaining elements are obtained by extraction (see the next sec-
tion). During grafting, only element comparisons are performed. However,
it is important, both for grafting and extraction, that the number of moves
(time) performed is proportional to the number of elements added to the
relaxed k-spider.

Grafting a partial order R onto c is achieved by getting a copy of R from a
stockpile used to store the constructs currently available as raw material. The
grafting algorithm then performs a number of comparisons and, depending on
the outcomes from these, some parts of R are added to the relaxed k-spider,
while some parts might be recycled as raw material.

Due to the tight memory requirements, it is necessary to have the stock-
pile of raw materials, as well as the collection of constructs being parts of
relaxed k-spiders, well organized. In fact, the problem of managing various
kinds of raw material is nearly identical to the problem of managing various
constructs of a relaxed k-spider. Moreover, in order to run the grafting (and
extraction) in linear time, the number of moves performed for getting/adding
a copy of R from/to a stockpile must be (|R|) .
In the remainder of this section, we describe stockpiling techniques that

can be used both for managing raw material and for representing relaxed k-
spiders. An implicit representation of a partial order R is easily obtained by
imposing a bijective mapping between its elements and {0, 1, . . . , |R| 1} ,
and then store the elements in a sub-array of size |R| . It is also easy to
represent a stockpile of one kind of partial order by using an external counter
r and a sub-array of length r · |R| . To add a new copy of R, we simply extend
the sub-array for the stockpile by |R| locations, move the new R to the
newly freed locations, and increase r. When a copy of R is needed (e.g. by
the factory), we simply pick one at the end of the sub-array, move it to the
locations where it is needed (reversing the add operation). The key here is
that the order between the partial orders in the stockpile is irrelevant. When
a copy of R is needed, any copy of R will do.

However, it is insu cient to store only one kind of partial orders in the
stockpile. Instead, we need several sub-stockpiles, holding partial orders of
kinds R1, R2, . . . , RM . The elements of the partial orders in the stockpile
will be stored in a sub-array of size mM =

PM
i=1 ri · |Ri| , and an external
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counter ri for each Ri will be used. This can be achieved without violating
the memory requirements, since M is bounded by a constant.

Let the elements of the partial orders in the Ri-sub-stockpile, or Ri-
stockpile for short, occupy locations mi ri · |Ri| , . . . ,mi 1. Moreover, for
the location j of the first element of any partial order in the Ri-stockpile,
we require that j 0 (mod |Ri|) . This means that one partial order of the
Ri-stockpile might be stored with the last |Ri| q, where q = mimod |Ri| ,
elements in the left end of the sub-stockpile and the first q elements in the
right end (the sub-array for each sub-stockpile is circular).

Each sub-stockpile can be moved in time proportional to the distance
by moving elements from one end of the stockpile to the other end, e.g. by
repeatedly moving the first element to the first location after the last element.
This will not violate the restriction on the location of the first elements of
the partial orders in the sub-stockpile.

When putting a new copy of Ri into the Ri-stockpile, the sub-array for
the Ri stockpile and also the sub-array for the whole stockpile must grow by
|Ri| locations. We will therefore assume that the Ri to be inserted is stored
at the |Ri| locations beyond the right end of the RM -stockpile’s sub-array.
The first step of the insertion is to move the elements of the Ri to be

inserted to external registers to free space for the stockpile to grow (it is also
possible to do the insertion element-by-element without moving the Ri to
registers). Let q be defined as above and continue the insertion by moving
stockpiles to the right to free space for the Ri to be inserted. Stockpiles
for Ri+1, . . . , RM are moved |Ri| steps, while the Ri stockpile is moved only
|Ri| q steps. To complete the insertion, the last |Ri| q elements of the Ri
to be inserted (all elements if q = 0) are moved to the freed locations to the
left of the Ri-stockpile. If q > 0, we also have to move the first q elements of
the Ri to the q free locations after the Ri-stockpile.

The number of moves performed during the insertion is one for each
stockpile to the right of the Ri 1-stockpile and element of the Ri. Also
accounting for the moves performed on the Ri inserted yields a total of |Ri| ·
(M i) + |Ri| O (M · |Ri|) moves. Since M is bounded by a constant, the
number of moves for inserting a copy of Ri is proportional to the size of the
Ri.
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By using these stockpiling techniques, both for managing the rawmaterial
to the spider factory, and for managing the constructs within each relaxed
k-spider, we obtain the following lemma.

Lemma 6 For any piece of raw material R, used by the algorithm, the fol-
lowing can be performed in (|R|) moves:

• Getting a copy of R from the stockpile (during production), or from a
relaxed k-spider (during destruction), and

• Adding a copy of R to the stockpile (during recycling), or to a relaxed
k-spider (during production)

The size of each construct used for grafting is O (1) and grafting any
construct R requires at least one element comparison. Hence,

Lemma 7 Each element comparison performed during grafting results in no
bit comparisons and O (1) moves.

3.5 Extraction

When the grafting algorithm halts, some additional constructs must be ob-
tained, from the Pw0 I, Pw1 I, . . . , Pw2h 1

I hyperproducts, to complete
the relaxed k-spider. This is achieved by picking out a set of victims among
these. For each victim, the center and either all elements smaller than the
center or all elements larger than the center are extracted and moved to the
relaxed k-spider in production. The elements added to the spider are simul-
taneously replaced with raw material and the hyperproduct is reconstructed
as the recursion rolls up.
For simplicity, we first give a recursive description of the extraction proce-

dure used by the I sub-factory. The extraction procedure takes three parame-
ters where the first two are the i and j identifying the victim hyperproduct,
and the third is a bit d indicating whether the center of the hyperproduct
is the largest among the extracted elements or not. Hence, extraction with
d = 1 (d = 0) is applied on hyperproducts with centers smaller (larger) than
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the spider’s center c. In the recursive extraction procedure below, vi denotes
the ith bit in W (I) .

extract(i, j, d) =

if i x then
Use a custom algorithm.

else
hj0, j00i unpair(i, j)

extract (i 1, j0, d)
if vi = d then

extract (i 1, j00, d)
end
pair(i, j)

end

Hyperproducts Pwi I, where i x, are stored implicitly. This makes
it easy to extract the wanted Pdi Id since we know the location of all its
elements among the remaining elements of the Pwi I. The custom algorithm
referred to in the procedure above, moves all elements of such a hyperproduct
to the external registers to perform the extraction there, followed by moving
the reconstructed hyperproduct back to A. An I is simply decomposed into
an Id, which is moved to the spider, and some other constructs, which are
recycled. This is followed by replacing the elements removed by raw material
in the form of a new copy of I. Since an I is also a Pw0 I we have just
described the base case for the custom algorithm. For Pwi Is, where 0 < i
x, the same algorithm as when i > x is used. However, since the hyperproduct
is stored implicitly and the extraction takes place in the registers, we do
not perform any bit comparisons or moves when calling unpair. As for the
reconstruction, naive calls to pair might require a lot of register-to-register
moves. Even if we do not account for these, we should mention that most
register-to-register moves can be avoided. For each call to pair we can record
the outcome of the element comparison in a bit, as in the swap representation.
When the extraction is completed, we can look at these bits to determine
exactly how to move elements back to A, i.e. where to write each element.
Since bits stored in external registers are not emulated by pairs of elements,
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no bit comparisons are required for this. Moreover, since all moves for pairing
are postponed until the extraction is completed, no register-to-register moves
are performed. In fact, besides the |Pwi I| moves at the beginning and
end of the extraction, we need only account for moves performed when the
extraction is applied on an I. That is, the number of moves for adding each
Id to the spider, recycling the remaining constructs from the I, and replacing
these elements by a new copy of I.

Lemma 8 For each element comparison performed during extraction, at
most 16 · 2 x

2 bit comparisons and O
¡
2
x
2

¢
moves, are performed.

Proof. Let fc (i) , fb (i) , and fm (i) be the number of element comparisons,
bit comparisons, and moves, respectively, performed when processing a Pwi
I hyperproduct. For comparisons, we have the base cases fc (0) = 0 and
fb (x) = 0. To process a Pwx I hyperproduct, we move 2x · |I| elements to
registers and back, at a cost of O (2x) moves. The cost for moving extracted
elements and raw material is, by Lemma 6, proportional to the number of
extracted elements. Hence, the base case for moves is fm (x) = O (2x) .
At each level in the recursion, unpair is called once, at a cost of one bit

comparison and two moves, when i x, and pair is called once, at a cost of
one element comparison, for all i, and two moves, when i x. The choice
of W (I) = {01, 10} , guarantees that the recursion branches exactly two
times every four levels. Therefore, we compute the recurrences four levels at
a time.
If we postpone the branching as much as possible, we get the following

fc (i) = 1 + fc (i 1) = 1 + 1 + fc (i 2) = 1 + 1 + 1 + 2fc (i 3)

= 1 + 1 + 1 + 2 · (1 + 2fc (i 4)) = 5 + 4fc (i 4) = y0 + 4fc (i 4)

By performing a similar computation for the case when the recursion branches
as early as possible, we get the same result, except for that y0 = 11. Hence,
we can use the yis, where 5 yi 11, and perform our computations without
worrying at which levels the branching takes place. We have

fc (i) = y0 + 4fc (i 4)

= 40 · y0 + 4 · (y1 + 4fc (i 4 · 2))
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= 40 · y0 + 41 · y1 + 42 · fc (i 4 · 2)

=

q 1X
r=0

4r · yr + 4q · fc (i 4q)

b i4c 1X
r=0

4r · yr + 4b i4c · fc (0)

=

b i4c 1X
r=0

4r · yr,

and similarly

fb (i) =

q 1X
r=0

4r · yr + 4q · fb (i 4q)

d i x
4 e 1X
r=0

4r · yr + 4d i x
4 e · fb (x)

=

d i x
4 e 1X
r=0

4r · yr.

The number of bit comparisons per element comparison can then be com-
puted as follows.

fb (i)

fc (i)

Pd i x
4 e 1

r=0 4r · yrPb i4c 1

r=0 4r · yr
1
3
4d i x

4 e 1
3

1
3
4b i4c 1

3

4
i x
4
+1

4
i
4
1 1

= 16 · 2 x
2 as i .

For moves, the cost is four per level in the recursion. No matter how the yis

51



are chosen, we get

fm (i) = 4 ·
q 1X
r=0

4r · yr + 4q · fm (i 4q)

4 ·
d i x

4 e 1X
r=0

4r · yr + 4d i x
4 e · fm (x)

= O
³
2
i+x
2

´
.

Hence,
fm (i)

fc (i)
= O

Ã
2
i+x
2

1
3
4
i
4
1 1

3

!
= O

¡
12 · 2x2 ¢ = O ¡2x2 ¢ ,

and the lemma is proved. 2

In the discussion above, we have only considered the recursive extraction
procedure. In order to make the algorithm truly implicit, that recursion
must be removed since the space consumed by the stack is not constant. We
conclude this section by describing how perform extraction without violating
the space restrictions.
As above, we let i, j, and d be the parameters to extract. The core of

the procedure is a repeat-until loop. Each round in the loop represents a
step in the extraction. To ensure that the appropriate action is taken in each
step, we use the parameters i and j to encode the state of the extraction
process. We distinguish between the following states:

Do state. Encoded as j 0 (mod 2i · |I|) , and means that the (i, j) hy-
perproduct should be processed. The sub-hyperproducts are unpaired
and, depending on result from unpair and the value of vi and d, we
process either the first or second sub-hyperproduct.

Almost-done state. Encoded as j 1 (mod 2i+1 · |I|) , and means that
the sub-hyperproducts (i, j + 1 2i+1 · |I|) and (i, j + 1 2i · |I|) have
been processed, and it remains to call pair to complete the processing
of the larger (i+ 1, j + 1 2i+1 · |I|) hyperproduct.

Done state. Encoded as j 1 (mod 2i · |I|) , and means that the
(i, j + 1 2i · |I|) hyperproduct (the first sub-hyperproduct) have been
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processed. Depending on the values of vi+1 and d,we then either process
or skip the second sub-hyperproduct.

As in the recursive procedure, we use a custom algorithm to process
small (i x) hyperproducts. The pseudocode for the iterative extraction
procedure is as follows.

extract (i, j, d) =

done i

repeat
if i xand j 0 (mod 2i · |I|) then

Use a custom algorithm.
j j 1 + 2i · |I|

elsif j 0 (mod 2i · |I|) then
hj, j00i unpair (i, j)

i i 1

if vi+1 = d then
j min (j, j00)

end
elsif j 1 (mod 2i+1 · |I|) then

i i+ 1

pair (i, j + 1 2i · |I| , j + 1 2i 1 · |I|)
elsif vi+1 = d then

j j + 1

else
j j + 2i · |I|

end
until i = done

The work (comparisons and moves) performed by the iterative extraction
procedure is exactly the same as by the recursive extraction. Hence, our rep-
resentation of hyperproducts makes it possible to perform extraction without
extra space and costs

53



3.6 The Priority Deque

As described in Section 2.1 the relaxed k-spiders are inserted into a double
ended priority queue of centers. Any implicit priority deque that supports
insertion, extract-min and extract-max in O(lg t) time, where t is the number
of centers in the deque, can be used. We have chosen the deap as our priority
deque [3].
Relaxed k-spiders will be represented (logically) by sub-arrays in our algo-

rithm. Moreover, since the deap is an implicit data structure it is convenient
to have spiders of fixed size. Therefore, we define restricted relaxed k-spider
to be any partial order consisting of 3k + 1 elements, having a special ele-
ment called the center, m,k m 2k, elements smaller than the center,
and 3k m elements larger than the center. Note that any such spider have
between k and 2k elements on each side of the center. Also observe that
our factories can easily be used to produce such spiders without a ecting the
lower and upper elimination costs.
We store the spider in two parts, called head and tail, where the elements

of each part are stored in a sub-array. The head consists of the center and
dlg ne additional pairs of elements of the spider while the remaining elements
constitute the tail. By using the same technique for encoding bits, as used in
the spider factory, we encode the binary representation of the first location of
the tail among the dlg ne pairs of the head. In this way, the head is provided
with enough intelligence to find its own tail. Moreover, since the size of the
head is (lgn) and the number of spiders is bounded by n, we can manage
a deap of heads and then perform the deap operations insert, extract-min,
and extract-max in

¡
lg2 n

¢
time per deleted spider.

When a spider is produced, pieces of raw material are consumed from the
stockpiles and partial orders are added to the spider. Since the net number of
elements consumed from the stockpiles equals the number of elements added
to the spider, the shrinking of the stockpiles equals the growth of the spider.
We can say that the spider consumes space from the stockpiles.
After a spider has been deleted from the deap it is destroyed. Some of its

elements are recycled to the stockpiles as raw material, while the remaining
elements are eliminated from the algorithm. The eliminated elements can
not be left where they are since the mess, resulting from having eliminated
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elements scattered among the median candidates, would be unmanageable
(at least in this implicit algorithm). We will therefore move these also to the
stockpiles, or more precisely, to a special stockpile of eliminated singleton
elements. If we want to keep track of which elements are smaller and larger
than the median, respectively, we can have two special stockpiles.

All of this is easily managed by having the deap and stockpiles adjacent
and by producing new spiders between these. That is, the elements of a
spider in production are placed at the end of the stockpiles of raw material
and eliminated elements (the spider grows into the stockpiles). We also
require that a deleted spider is moved to the 3k+1 locations adjacent to the
stockpiles before destruction.

The deap space is organized sub-arrays called head- and tail sites that
contains heads and a tails of spiders, respectively. The head and tail of a
newly produced spider are adjacent. Moreover, only the elements of the head
will be moved into the deap, while the tail elements stays. Therefore, it is
natural to have the sites in the deap organized such that a tail site follows
a head site and vice versa, except for the last tail site, which is adjacent to
the stockpiles. Since we require that all the elements from a deleted spider
are moved next to the stockpiles prior to destruction, the tail of that spider
must be swapped with the tail occupying the last tail location. When a tail
is moved as just described, the pointer stored in its head must be updated.
This, in turn, requires that the location of the head is recorded in the tail by
using the same technique as described above. Moreover, each time a head is
moved, as a result of a deap operation, the pointer stored in its tail must be
updated. The deap operations can still be performed in O

¡
lg2 n

¢
time since

the cost for updating a pointer is (lgn) comparisons and moves.

Restricted relaxed k-spiders are built up from various partial orders. As
mentioned in Section 3.4, these can be managed (during production) by using
the same techniques as for managing stockpiles of raw material. We use
external registers for recording the state of the stockpiles within the spider.
However, storing such information about all spiders in the deap would violate
the space requirements. Therefore, we use the same technique as for encoding
pointers; since the number of kinds of constructs is bounded by a constant,
(lg n) pairs of elements are su cient to encode the state of the stockpiles
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within the spider itself. We then obtain a very intelligent spider that, besides
being able to find its tail, also know everything about its anatomy.
For each spider,

¡
lg2 n

¢
comparisons and moves are used for insertion.

For deletion, the cost is also
¡
lg2 n

¢
comparisons but (k) moves, since we

need to swap the elements of two spider tails. In order to perform recycling
and elimination, the stockpile counters encoded in the spider are decoded, at a
cost of (lg n) comparisons and moves. Some of the elements to be recycled
might have been used for representing pointers and counters. Even if we
use bubble sort, we can a ord to sort these elements at a cost of

¡
lg2 n

¢
comparisons and moves, and thereafter recycle them as any kinds of raw
material. Recycling and elimination can, by Lemma 6, be performed in (k)

moves, by moving all elements of the spider to the appropriate stockpiles of
raw material and eliminated elements. The number of elements eliminated
is (k) for each spider deleted. By choosing k

³
n
1
4

´
the number of

comparisons required for all of this becomes negligible. We get

Lemma 9 The total cost for elimination and recycling, and the priority
deque, in the in-place algorithm, is o (n) comparisons and (n) moves.

3.7 Proof of Theorem 1

By Lemma 9, the total number of comparisons for insertion, deletion and
destruction, of spiders, throughout the algorithm, is negligible with respect
to n,while the number of moves is (n) .Moreover, the choice of k guarantees
that the number of elements left when elimination can not proceed is o (n)
[4, 5, 7].
We have shown how to represent and setup the spider factory as to sat-

isfy Ik, Rk O (k2) . Furthermore, by Lemma 5, the cost for decomposition
and composition, of the factory, is o (k) per spider, or o (n) in total for the
algorithm.
The remaining 2.95n element comparisons to account for is used for graft-

ing and processing. By Lemma 7, no bit comparisons are used for grafting,
while the number of moves is proportional to the number of element com-
parisons. Hence, we may assume that all of the 2.95n element comparisons
are used for extraction. By Lemma 8, at most 16 · 2 x

2 bit comparisons and
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O
¡
2
x
2

¢
moves are performed for each element comparison. Hence, the cost

for the algorithm is
¡
2.95 + 16 · 2 x

2

¢ · n + o (n) comparisons and O (2x · n)
moves. The non-negative integer x can be chosen arbitrarily large to make
the overhead of n = 16 ·2 x

2 ·n comparisons, arbitrarily small. Moreover, for
any > 0, 2x is bounded by a constant, which implies that (2x · n) = (n).
Theorem 1 immediately follows.

4 Trading Comparisons for Moves

So far we have put all e orts in obtaining an implicit selection algorithm using
less than 3n comparisons and linear time. However, it is quite clear that the
implicit version of Dor and Zwick’s algorithm has a fairly large constant for
moves. In this section, we develop a slightly more practical implicit selection
algorithm. Our algorithm is based on the 3n + o (n) comparisons selection
algorithm by Schönhage et al..

Lemma 10 For any non-negative integer x, implicit selection can be per-
formed in (i) (3 + 3 · 2 x) · n+ o(n) comparisons and
(ii) (2x + 2 + 12 · 2 x) · n+ o(n) moves.

For any realistic computer model, the cost for reading an element from
the input array and writing it to a register is strictly less than the cost for
writing an element to the input array. A comparison consists of two reads
from A and one comparison between elements stored in registers. A move
consists of one read from A and one write to A. Hence, it is reasonable to
assume that the cost for a move also bounds the cost for a comparison. By
choosing x = 2 in we get, not only our best upper bound for moves, but also
the best sum of comparisons and moves.

Theorem 2 In-place selection can be performed in 3.75n+o(n) comparisons
and 9n+ o(n) moves.

This result improves the previously best bounds for implicit selection of
6.7756n+o(n) comparisons and 18.6873n+o(n) moves by Lai and Wood [6].
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4.1 Overview of the Algorithm

As described in Section 2, the algorithm produces k-spiders (not relaxed k-
spiders) and manages these in a priority deque. The spider factory consists
of a H2h hyperpair, where 2h 2 = k, and utilizes a pairs grafting algorithm.
As a result, the k-spiders produced have s singletons and p pairs, where
s + 2p = k, on each side of the center. For each k-spider produced, values
of s and p are set by an adversary and must therefore be encoded in the
k-spider itself by using the techniques from Section 3.6. In the same section,
we have developed techniques for managing the priority deque at a negligible
cost for the algorithm. Moreover, since hyperpairs are special kinds of hy-
perproducts, the implicit H2h-factory satisfies Ik, Rk O (k2) , as described
in Section 3.2. Hence, to obtain Lemma 10, it is su cient to show that the
cost for production and destruction of each k-spider is (3 + 3 · 2 x) · k+ o(k)
comparisons and (2x + 2 + 12 · 2 x) · k + o(k) moves.
In the factory, we use the implicit representation for sub-hyperpairs up to

size 22x, i.e. H2xs, while the swap representation is used for larger hyperpairs.
The factory accepts only pairs as raw material. Thus, the input elements
must be refined into pairs before the spider production begins. The cost for
moving a pair of raw material into the factory is part of the extraction cost.
By postponing the actual pairing and instead build pairs “on the fly”, we get
a cost of 0.5n comparisons no moves for the refining.
The algorithm performs selection in two phases, the propagation phase

and the elimination phase. In the propagation phase, k-spiders are produced
from scratch until all pairs of available raw material are used. When the
propagation phase ends, all (except O (k2)) elements of the input are either
parts of the spider factory or parts of k -spiders that are stored in the priority
deque, and the algorithm proceeds to the elimination phase. In the elimi-
nation phase, the k-spiders with smallest and largest centers are repeatedly
deleted from the priority deque. From these, 2k+1 elements are eliminated,
while the remaining 2k+1 elements are used as raw material in the produc-
tion of the next k-spider. By charging the dominating costs for elimination
and recycling, of the two deleted k-spiders, to the one being produced, we
obtain an accounting scheme where all costs are production costs. The algo-
rithm proceeds in this fashion until no more elements can be eliminated. At
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that point, only o (n) median candidates remains. The median among the
remaining candidates is the median of the original set of candidates, and can
easily be found by using any implicit linear time selection algorithm.
As described in Section 3.3, production is performed by decomposing the

factory into its center c and a disjoint set of hyperpairs. The center is then
moved to the center location of the designated spider site. By Lemma 5,
the cost for the decomposition and the following composition is negligible.
Hence, to obtain Lemma 10, it su ces to show that the k-spider can be
completed, by grafting and extraction, at a cost of (2.5 + 3 · 2 x) · k + o(k)
comparisons and (2x + 2 + 12 · 2 x) · k + o(k) moves.
We will explicitly compute the number of element comparisons, bit com-

parisons, and moves performed instead of bounding the number of bit com-
parisons and moves with respect to the number of element comparisons. If
we are only interested in the number of comparisons, we can store arbitrar-
ily large hyperpairs in the implicit representation (x = ) to obtain an
alternative analysis of the algorithm by Schönhage et al..

4.2 Organization of the Input Array

A small part ( (k2) elements/locations) of the input array is designated as
factory space. The factory consists of both the elements of the hyperpair
and the elements used to emulate the bit array used for representing large
hyperpairs in the swap representation. The elements of the hyperpair are re-
peatedly moved both within and out of the factory, as k-spiders are produced,
while the elements used to emulate the bit array are the same throughout
the algorithm. The rest of the input array is used as priority deque space
and is organized in spider sites. A spider site is 2k + 1 locations, within
the input array, that are used to store the elements of one k-spider. Even
though a spider site consists of two parts, the head site and the tail site, it
can logically be treated as a sub-array. The first location of a spider site
(the first location of the head) is designated as center location, whereas the
remaining locations are referred to as smaller pair locations and larger pair
locations. We refer to a spider site that contains the elements of a k-spider as
being in use. The center c of the k-spider is stored in the center location. If
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we do not use grafting, k
2
pairs with both elements smaller than c are stored

in the smaller pair locations, while the k
2
larger pair locations contains pairs

with both elements larger than c. When a spider site is not in use, it either
contains raw material (pairs), eliminated elements, or both. A spider site in
which all elements are eliminated is referred to as an eliminated spider site.

4.3 Grafting with Pairs

Whenever there is a spider site that is neither in use nor eliminated, there will
be rawmaterial available for producing a k-spider. In particular, there will be
k
2
smaller pair locations and k

2
larger pair locations, all of which contain pairs

of raw material. As Schönhage et al., we will use pairs for grafting. In order
to minimize the number of moves performed, the k

2
smaller pair candidates

stored in the smaller pair locations and the k
2
larger pair candidates stored

in the larger pair locations, will constitute the raw material for the grafting
process.
Grafting the pair v < w, to the center c, yields one of three outcomes. We

either have (i) v < w < c, (ii) c < v < w, or (iii) v < c < w. Three counters,
p0, p1, and s, are used to record the number of occurrences of outcomes (i),
(ii), and (iii), respectively. The grafting proceeds according to the following
description until s+2max(p0, p1) k 1. If p0 > p1, let v < w be the p0+1st
smaller pair candidate and compare w to c, and if w > c, compare v, also,
to c. Otherwise, let v < w be the p1+1st larger pair candidate and compare
v to c, and then compare w and c, also, if v turns out to be smaller than
c. If outcome (i) occurs when p0 p1 or outcome (ii) occurs when p0 < p1,
the p0+1st smaller pair candidate and the p1+1st larger pair candidate are
swapped. When outcome (iii) occurs, the grafted pair is swapped with the
k
2

s
2
th smaller pair candidate if s is even, or swapped with the k

2

¥
s
2

¦
th

larger pair candidate if s is odd.
When the grafting terminates, the pairs from outcome (i) and (ii) occupy

the first p0th smaller pair locations and the first p1th larger pair locations,
respectively. At the same time, the singletons resulting from outcome (iii)
occupy the last

§
s
2

¨
smaller pair locations and the

¥
s
2

¦
last larger pair loca-

tions. If p0 < p1 (p1 < p0), when the grafting terminates, there will be p1 p0
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(p0 p1) pairs of raw material, stored in smaller (larger) pair locations, that
have not been compared to c. To complete the k-spider, these ordered pairs
will be used as raw material in the extraction of p1 p0 smaller (p0 p1
larger) pairs from the hyperproducts (see the next section).
The number of moves performed by the grafting process during the prop-

agation phase is not the same as during the elimination phase. For compar-
isons, however, the grafting cost throughout the algorithm is given by the
following lemma.

Lemma 11 The cost for grafting is 2min(p0, p1) + p0 + p1 + 2.5s + O(1)
comparisons.

Proof. We claim that the number of comparisons required for reaching
any state during the grafting process is 2min(p0, p1) + p0 + p1 + 2s + O(1).
Consider a state of the grafting process such that |p0 p1| 1. Exactly
2p0 + 2p1 + 2s elements are obtained at this stage. For every comparison at
least one element is obtained, and, hence, at most 2p0+2p1+2s comparisons
have been performed. Since |p0 p1| 1, p0+p1 = 2min (p0, p1)+O (1) and
the claim obviously holds for this particular state. Now consider a transition
from this state to a state such that |p0 p1| > 1. Also assume thatmin(p0, p1)
is unchanged during this transition. From the grafting procedure we observe
that max(p0, p1) is increased by one at a cost of a single comparison. Hence,
the cost for the transition is max(p0, p1) min(p0, p1) + O(1) comparisons,
and it follows that the cost for reaching any state is

4min(p0, p1) + 2s+max(p0, p1) min(p0, p1) +O(1)

= 2min(p0, p1) + max(p0, p1) + min(p0, p1) + 2s+O(1)

= 2min(p0, p1) + p0 + p1 + 2s+O(1),

and the claim is proved.
When a k-spider is destroyed we want to recycle all elements as pairs.

For every two occurrences of outcome (iii) we must, therefore, perform one
extra comparison to build a pair from two singletons. These comparisons are
charged to the grafting process, yielding an additional 0.5s comparisons, and
the lemma follows. 2
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In the propagation phase, we graft with pairs exactly the way just de-
scribed. When a new pair is needed, the singletons occupying the appropriate
pair location are compared. The cost for this comparison is part of the refine-
ment cost and has been paid in advance. Then, the smaller or larger of them
is compared to the center as described above. If the selected pair, which is
not necessarily stored in sorted order, occupies a smaller pair location and
outcome (i) occurs, or it occupies a larger pair location and outcome (ii) oc-
curs, then it might be necessary to swap the elements to store them in sorted
order. Otherwise, the elements are moved to another pair location and can
be swapped at no extra cost.

Lemma 12 For k-spiders produced during the propagation phase, we have a
grafting cost of

6min (p0, p1) +
9

2
s+ k +O (1)

moves.

Proof. For every two occurrences of outcome (iii), we charge 3 moves to
the grafting process. These are used for building one pair, and for moving
one eliminated element. In a similar way as for comparisons, we consider a
state of the grafting process such that |p0 p1| 1. Exactly 2s+ 2p0 + 2p1
elements are obtained at this stage. For each element obtained, at most 2
moves are performed. Hence, the number of moves required to reach this
state is

2 · (2s+ 2p0 + 2p1) + 3
2
s = 4p0 + 4p1 +

11

2
s.

Since |p0 p1| 1 implies that

4p0 + 4p1 = 6min(p0, p1) + 2max(p0, p1) +O (1) ,

the lemma holds for this particular state. As for comparisons, we now con-
sider a transition from this state to a state such that |p0 p1| > 1. Each
time max (p0, p1) is increased by one, the compared pair already occupies the
appropriate pair location. However, it might be necessary to swap its ele-
ments to store them in sorted order. Thus, the cost for the state transition
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is 2 (max (p1, p0) min (p0, p1)) , and it follows that the cost for reaching any
state is

8min (p0, p1) + 2 (max (p1, p0) min (p0, p1)) +
11

2
s+O (1)

= 6min (p0, p1) +
9

2
s+ 2max (p1, p0) + s+O (1)

moves. Since , 2max (p0, p1)+s k, by the halting condition of the grafting
process, the cost for grafting during the propagation phase is bounded by

6min (p0, p1) +
9

2
s+ k +O (1) ,

and the lemma follows. 2

Now we turn our attention to the grafting during the elimination phase.
When the k-spiders with smallest and largest centers have been deleted from
the priority deque, the singletons, resulting from grafting during the produc-
tion of these k-spiders, must be recycled. One comparison and two moves
have been paid in advance for each two occurrences of outcome (iii). Hence,
we may assume, at this point, that the larger pair locations of the smallest
k-spider’s site (the smallest site) and the smaller pair locations of the largest
k-spider’s site (the largest site) contains pairs of available raw material. As
described above, the pairs occupying smaller pair locations are designated as
smaller pair candidates, while the pairs occupying larger pair locations are
designated to be larger pair candidates.
The key to saving moves is to postpone the choice of the spider site

used for storing the elements of the next k-spider produced. After having
decomposed the factory, to obtain the center, the above grafting algorithm
is invoked. When the grafting terminates, the p0 pairs from outcome (i)
occupies the first p0th smaller pair locations, the p1 pairs from outcome (ii)
occupies the p1th larger pair locations, and the singletons from outcome
(iii) occupies the last

§
s
2

¨
smaller pair locations and the

¥
s
2

¦
last larger pair

locations. The spider site where most grafted pairs resides is designated as
spider site, and the production continues by swapping the 2min(p0, p1) + s
grafted elements from the other spider site with 2min(p0, p1) + s elements
that needs to be eliminated from the designated spider site. The k-spider
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will be completed by extracting the remaining 2k 2s 2p0 2p1 elements
from the factory. Moving pairs of raw material to the factory and extracted
elements to the designated spider site is part of the extraction cost. However,
we must also account for moving 2k 2s 2p0 2p1 eliminated elements
from the designated spider site to the other spider site. We simply charge
these moves to the grafting process and obtain the following.

Lemma 13 For k-spiders produced in the elimination phase, we have a graft-
ing cost of

12min (p0, p1) +
15

2
s+ 2k 2s 2p0 2p1 +O (1)

moves.

Proof. As in the previous proof of Lemma 12, we have that the cost for
reaching a state such that |p0 p1| 1 is

4p0 + 4p1 +
11

2
s = 8min (p0, p1) +

11

2
s+O (1) .

Since the pairs grafted during the elimination phase really are stored in
sorted order, there is no cost for increasing max (ṗ0, p1) . Hence, the cost for
reaching any state is

8min (p0, p1) +
11

2
s+O (1) .

When the grafting halts, it remains to swap 2min(p0, p1)+s grafted elements
with the same number of eliminated elements, at a cost of 2·(2min(p0, p1) + s)
moves. Adding the cost of 2k 2s 2p0 2p1 moves for completing the elim-
ination, during the following extraction, gives a total cost of

8min (p0, p1) +
11

2
s+ 2 · (2min(p0, p1) + s) +

2k 2s 2p0 2p1 +O (1)

= 12min (p0, p1) +
15

2
s+ 2k 2s 2p0 2p1 +O (1)

moves. Thus, the lemma holds. 2

We conclude the grafting cost analysis by comparing two costs from Lem-
mas 12 and 13, to obtain the following upper bound on the number of moves
required for grafting throughout the algorithm.
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Lemma 14 The number of moves used by the grafting process, during the
production of each k-spider, is bounded by

12min (p0, p1) +
15

2
s+ 2k 2s 2p0 2p1 +O (1) .

Proof. We will show that the cost for grafting during the propagation phase
is bounded by the corresponding cost during the elimination phase. Let

= 6min (p0, p1) 2min (p0, p1) + k 2max (p0, p1) + 3s 2s.

The first step is to show that

+ 6min (p0, p1) +
9

2
s+ k +O (1)

= 12min (p0, p1) +
15

2
s+ 2k 2s 2p0 2p1 +O (1)

and then conclude the proof by showing that > 0. We have

+ 6min (p0, p1) +
9

2
s+ k +O (1)

12min (p0, p1) 2min (p0, p1) +
9

2
s+ k +

k 2max (p0, p1) + 3s 2s+O (1)

= 12min (p0, p1) +
15

2
s+ 2k 2min (p0, p1) 2max (p0, p1) 2s+O (1)

= 12min (p0, p1) +
15

2
s+ 2k 2s 2p0 2p1 +O (1) ,

and

= 6min (p0, p1) 2min (p0, p1) + k 2max (p0, p1) + 3s 2s

= 4min (p0, p1) 2max (p0, p1) + k + s

= 4min (p0, p1) + s 0

since k 2max (p0, p1) 0. Hence, the lemma holds. 2
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a b

Figure 3: The pairs obtained when extraction, with d = 1 and d = 0,

respectively, are applied on a H2.

4.4 Extracting Pairs

Since hyperpairs are special cases of hyperproducts, we can use the same
techniques as in Section 3.2, to implicitly represent and setup the H2h fac-
tory, satisfying Ik, Rk O (k2) . Hyperpairs up to size 22x, i.e. H2xs, are
represented implicitly, while the swap representation is used for larger hy-
perpairs.
When enough rawmaterial (pairs) is available, theH2h is decomposed into

its center c and a disjoint set of hyperpairs H0,H1, . . . , H2h 1. By the defini-
tion ofHi hyperpairs (see Section 2, the centers ofH1, H2, H4, H6, . . . , H2(h 1)

are smaller than c and the centers of H0,H3,H5,H7, . . . , H2(h 1)+1 are larger
than c. By Lemma 5, the cost for the decomposition and the following com-
position is negligible. Thus, we only need to consider the costs for grafting
and extraction. Depending on whether the algorithm is in the propagation
phase or elimination phase, the appropriate grafting algorithm is invoked
as described in the previous section. When the grafting terminates, addi-
tional elements usually needs to be extracted from the factory to complete
the k-spider. As mentioned in Section 3.5, this is achieved by applying the
extraction procedure with d = 0 to hyperpairs with center larger than c,
or with d = 1 to hyperpairs with centers smaller than c. For small H 2x

hyperpairs, we use a custom algorithm that extracts elements as pairs.

Lemma 15 (i) By applying the extraction procedure with d = 1 on one of
the H2i hyperpairs, or with d = 0 on one of the H2i+1 hyperpairs, 2i elements
that are smaller or larger than c, respectively, are obtained to the k-spider.
(ii) Given pairs as raw material, the cost for the extraction is bounded by 2
element comparisons, 3 ·2 x bit comparisons, and 2x+1+12 ·2 x moves per
extracted element.
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Proof. Let fe1 (i) and fe0 (i) be the number of elements obtained by ap-
plying the extraction with d = 1 and d = 0 on a H2i and H2i+1 hyperpair,
respectively. From a H2 we can extract 2 elements as a pair (see Figure 3),
no matter if d = 0 or 1. A H3 is composed of two H2s, where the larger of the
centers, of these, is taken as the center. Hence, processing such a hyperpair
with d = 0 will still only give 2 elements. It follows that fe1 (1) = fe0 (1) = 2.
For i > 1, the recursion branches every second level. Hence,

fe1 (i) = fe0 (i) = fe (i) = 2fe (i 1)

= 2 · 2fe (i 2) = . . . = 2qfe (i q)

= 2i 1fe (i (i 1)) = 2i 1 · 2 = 2i,
and (i) is proved.
Now let fc (i) be the number of element comparisons for extracting 2i

elements. For i > 1, the number of element comparisons performed is given
by the recurrence fc(i) = 2 + 2fc(i 1), since pair is called once at each
level in the recursion and the recursion branches every second level. For
the base case, we consider extraction with d = 1 and d = 0 applied to a
H2, e1 < e2 < e3, e1 < e4. In the former case, two singletons e3 and e4 are
left after the pair e1 < e2 has been extracted (see Figure 3 a), while, in the
latter case, the pair e2 < e3 is extracted (see Figure 3 b), leaving the pair
e1 < e4. It follows that the cost for building a new H2 from the elements left
and a new pair from the spider site is 2 element comparisons when d = 1 and
1 element comparison when d = 0. Applying extraction with d = 0 to a H3
requires an additional element comparison for pairing two H2s, yielding the
base case fc(1) = 2.We get a slightly higher cost for processing a H2x+1 with
d = 0 than for processing a H2x with d = 1 (2x elements are obtained in both
cases) since the H2x+1 must be unpaired before the H2x can be processed by
using the custom algorithm. It follows that the cost for obtaining elements
that are larger than c is slightly higher than the cost for smaller elements.
Therefore, we let fb(i) be the number of bit comparisons and fm(i) be

the number of moves required for extracting 2i elements larger than c from
a H2i+1. For bit comparisons, the base case is fb(x) = 1, since unpair must
be called once, at a cost of one bit comparison, by Lemma 3, before the
custom algorithm can be used. For moves, we first consider the processing of
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a H2x. The 22x elements are moved from A to the external registers, exactly
2x of these elements are extracted and swapped with elements of raw material
as the hyperpair is processed. The new hyperpair is then moved from the
registers to the input array. Since, the extracted elements are swapped with
pairs from larger pair locations, no additional moves are required. We get
a total of 22x + 2x moves for processing a H2x. For a H2x+1 we must also
account for one call to unpair and one call to pair, at a cost of 2 moves each,
by Lemma 3. Hence, the base case for moves is fm(x) = 4 + 22x + 2x. As
mentioned above, the recursion branches every second level. Hence, fb(i) =
2 + 2fb(i 1) and fm(i) = 8 + 2fm(i 1).

The recurrences for fc, fb, and fm are all special cases of the recurrence

f (i) =

½
, i =

+ 2f (i 1) , i >

which satisfies

f (i) = + 2f (i 1)

= + 2 ( + 2f (i 2))

= 22f (i 2) +
¡
20 + 21

¢
= 2jf (i j) +

j 1X
q=0

2q

= 2jf (i j) +
¡
2j 1

¢
= 2i f ( ) +

¡
2i 1

¢
= 2i +

¡
2i 1

¢
2i + 2i

= 2i
+

2
.

Therefore, fc(i) = 2·2i, fb(i) 2i·3·2 x and fm(i) 2i (2x + 1 + 12 · 2 x) .

By (i), 2i elements are extracted when a H2i+1 is processed. Hence, the
number of element comparisons, bit comparisons and moves, per extracted
element, is 2, 3· 2x, and 2x + 1 + 12 · 2 x, respectively, and (ii) follows. 2
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4.5 Proof of Lemma 10

For each k-spider produced, exactly 2s + 2p0 + 2p1 elements are obtained
by grafting, while the remaining 2k 2s 2p0 2p1 elements must be ex-
tracted from the factory to complete the k-spider. The cost for grafting is
2min(p0, p1)+p0+p1+2.5s+O(1) comparisons by Lemma 11. For extraction
we have by Lemma 15 a cost of

uc = uc (x) = 2 + 3 · 2x

comparisons per extracted element. Hence, the cost for producing a k-spider
is

(2k 2s 2p0 2p1) · uc + 2min(p0, p1) + p0 + p1 + 2.5s+ o(k)
= 2uck (2uc

5

2
) · s (2uc 1) · p0 (2uc 1) · p1 +

2min(p0, p1) + o(k)

comparisons. For all x 0, 2 < 2uc 1 and uc 1
2
< 2uc

5
2
. It follows that

the cost is bounded by

2uck (2uc
5

2
) · s (2uc 1) · (p0 + p1 min(p0, p1)) + o(k)

= 2uck (2uc
5

2
) · s 2 · (uc 1

2
) ·max(p0, p1) + o(k)

2uck (uc
1

2
) · (s+ 2max(p0, p1)) + o(k).

By the halting condition of the grafting process, s+2max(p0, p1) k. Hence,
at most

2uck (uc
1

2
) · (s+ 2max(p0, p1)) + o(k)

2uck (uc
1

2
) · k + o(k)

= (uc +
1

2
) · k + o(k)

= (2.5 + 3 · 2 x) · k + o(k)
comparisons are needed for producing each k-spider, when ordered pairs are
available as raw material. The number of k-spiders produced during the
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algorithm is bounded by n
k
since k elements are eliminated for each k-spider.

Hence, the cost for the initial refinement is 0.5k comparisons per k-spider
and, since

0.5k + (2.5 + 3 · 2 x) · k + o(k) = (3 + 3 · 2 x) · k + o(k),

Lemma 10 (i) is proved.
By Lemma 14, we have a grafting cost (including destruction cost) of

12min (p0, p1) +
15

2
s+ 2k 2s 2p0 2p1 +O (1)

moves per k-spider produced. Moreover, for each of the
2k 2p0 2p1 2s element extracted, we have a cost of

um = 2
x + 1 + 12 · 2 x

moves. Hence, the cost for each k-spider is

(2k 2s 2p0 2p1) · um + 12min (p0, p1) +
15

2
s+ 2k 2s 2p0 2p1 + o (k)

= (2k 2s 2p0 2p1) · um + 12min (p0, p1) +
11

2
s+ 2k 2p0 2p1 + o (k)

= 2 · (um + 1) · k
μ
2um +

11

2

¶
· s 2 · (um + 1) · p0

2 · (um + 1) · p1 + 12min (p0, p1) + o (k)

moves. For all x 0, 12 < 2 · (um + 1); the cost is, thus, bounded by

2 · (um + 1) · k
μ
2um +

11

2

¶
· s 2 · (um + 1) · p0

2 · (um + 1) · p1 + 2 · (um + 1) ·min (p0, p1) + o (k)
= 2 · (um + 1) · k

μ
2um +

11

2

¶
· s

2 · (um + 1) · (p0 + p1 min (p0, p1)) + o (k)

= 2 · (um + 1) · k
μ
2um +

11

2

¶
· s 2 · (um + 1) ·max (p0, p1) + o (k) .
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Observing that um + 1 < 2um 11
2
, for all x 0, and that

s+2max(p0, p1) k, by the halting condition of the grafting process, we get
the final bound of

2 · (um + 1) · k (um + 1) · s 2 · (um + 1) ·max (p0, p1) + o (k)
= 2 · (um + 1) · k (um + 1) · (s 2max (p0, p1)) + o (k)

2 · (um + 1) · k (um + 1) · k + o (k)
= (um + 1) · k + o (k) =

¡
2x + 2 + 12 · 2 x

¢ · k + o(k)
moves per k-spider. Thus, Lemma 10 (ii) holds.

5 Implicit Selection in Multi Sets

In both our in-place selection algorithms, we need to use pairs of elements
to emulate bits. Such bits are used both to represent the structure of the
spider factory and the spiders, and to encode pointers. If there are duplicate
elements in the input, it might not be possible to create all of the bits needed
by the algorithm. In this section, we show how to use three-way comparisons
to perform selection in multi sets without extra costs.

5.1 Super Spiders

When a new spider has been produced and is about to be inserted into the
priority deque, the algorithm needs to record z (lg n) bits of information
within the spider, as described in Section 3.6. However, if the spider consists
of many duplicate elements, it might not be possible to create z bits.

Lemma 16 For any spider produced, we can either create z bits within the
spider, or all except z 1 elements of the spider are equal to its center.

Proof. For each spider produced, the number of elements on one side of the
center c is at most twice the number o elements on the other side. For each
element e 6= c of the spider, there is at least one element on the opposite side
of the center that is not equal to e. Hence, these two elements can be used
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to emulate one bit. Thus, we can only fail to create z bits if all elements,
except z 1, are equal to c. 2

If there are only a constant number of spiders, in which the algorithm
fails to create enough bits, the information regarding these can be stored
in external registers without violating the space restrictions. In particular,
we can store the information regarding one such super spider externally. By
super spider, we mean a spider in which all elements are identical. Moreover,
a super spider can grow and shrink during the course of the algorithm.

We will deal with duplicate elements by maintaining at most one super
spider at a time. Since the size of a super spider changes during the algorithm,
it is convenient to store the elements of its tail at one end of the input array.
Moreover, the head of the super spider is easily identified within the priority
deque, since all of its elements are identical.

Let e and K be the element and the size, respectively, of the super spider,
and consider a newly produced spider in which z bits could not be created.
By Lemma 16, all except z 1 elements of that spider is equal to the center c.
Now, if K z and c 6= e, we can easily take z elements from the super spider
to create the z bits needed. On the other hand, if K < z and c 6= e, the
elements of the super spider and the elements di erent from c of the produced
spider can be recycled at a negligible cost. The remaining elements of the
produced spider will then constitute a new super spider. For the case c = e,
all copies of c from the produced spider are simply added to the existing
super spider.

Whenever the head of the super spider is deleted from the priority deque,
many elements can be eliminated. However, since a super spider might be
consumed by other spiders, we can not count on this. It is, therefore, crucial
that the cost for growing a super spider is su ciently low.

5.2 Creating Bits for the Spider Factory

The first problem is to create (k2) bits for representing bit array used by the
spider factory, as described in Section 3.2. Recall that A = a0, a1, . . . , an 1

denotes the input array, and consider the following procedure for creating a
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bit array of size t.

create (t) =

i 0

j n 1

while i < tand j > 2i do
if a2i 6= aj then

swap a2i+1 and aj
i i+ 1

j min (j + 1, n 1)

else
j j 1

end
end

Since three-way comparisons are used, we can easily replace the if state-
ment by a case statement, to make the procedure also set all bits created
at no extra cost. When the procedure completes, we have either created a
bit array of size t or gathered an immense amount of information about the
input elements.

Lemma 17 When the create procedure halts, the elements stored at positions
j, j + 1, j + 2, . . . , n 1 are identical.

Proof. Before the first bit has been created, the element at position j = n 1

is identical to itself. We now make the inductive hypothesis that all elements
stored at locations j, j +1, j +2, . . . , n 1 are identical just after the ith bit
has been created. The create procedure increases i and, repeatedly, compares
a2i to aj and decreases j, until a2i 6= aj. Since aj = aj+1 = . . . = an 1,

before the first of these comparisons, by the assumption, and all compared
elements, except the last, turned out to be equal to a2i, we obviously have
that aj+1 = . . . = an 1 after the last comparison. We then increase j to
obtain aj = aj+1 = . . . = an 1 also after the i + 1st bit has been created.
Thus, the lemma holds. 2

The create procedure can be used in both our algorithms to create the bit
array needed for the spider factory. If the procedure fails to create t = (k2)
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bits, there are n O (k2) copies of some element e among the input elements.
It is then easy to complete the selection by sorting whole input array at a
total cost of strictly less than 2.9n comparisons and 9n moves. Otherwise, we
may have, as a bonus, a super spider consisting of n j copies of some element
e. The cost for producing the super spider is n j+ (k2) comparisons and
2 · (n j) + (k2) moves. Hence,

Lemma 18 The cost for growing a super spider while setting up the spider
factory is 1 comparison and 2 moves per element.

5.3 Creating Bits for the Spiders

The number of bits z needed for recording information within each spider is
o (k) . Hence, we can a ord to pay some extra comparisons and moves, for
obtaining these elements to the spider, without a ecting the lower and upper
elimination costs. We develop a new grafting technique, suitable for both our
in-place algorithms. It is invoked before the usual grafting and proceeds until
enough bits have been created. Moreover, if the algorithm fails to create
enough bits, it will, instead, produce an extremely cheap spider. Our key
observation is the following.

Lemma 19 Whenever a constructs R, which is not a singleton, is grafted
onto the center c, and the element compared is equal to c, at least one com-
parison is saved.

Proof. Let e be the element, of R, compared to c. Since R is not a singleton,
there is at least one other element e0, in R, that is related to e. Assume,
without loss of generality, that e0 e. Since e = c, we can decide to place e
above the center. Moreover, c = e and e0 e implies that e0 c. Hence, e0

can directly be placed below the center, and one comparison is saved. 2

The new grafting algorithm is a modification of the pairs grafting algo-
rithm described in Section 4.3. In addition to the outcomes (i), (ii), and (iii),
we consider two new outcomes that could not occur before but are now possi-
ble since there are duplicate elements in the input. The new outcomes occurs
when a pair v w is grafted to the center c, and the first element compared
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is equal to the center. We let (iv) and (v) denote the outcomes when v and
w is the first element compared, respectively, and use two new counters s0
and s1 to count the number of occurrences of these. Observe that (iv) and
(v) are both special cases of outcome (iii) since we can choose to place the
elements involved on opposite sides of the center. Moreover, by Lemma 19,
one comparison is saved for each occurrence of these new outcomes. As for
the other outcomes, these can be combined with extracted elements to create
at least one bit each. While s+p0+p1 < z and 2·(s+ p0 + p1 + s0 + s1) < 3k
(2k) the grafting proceeds as follows. If s0 s1 compare v to c and if v < c
compare also w to c. Otherwise, w is compared to c followed by comparing
also v to c i w > c.

Since the values of p0 and p1 are not considered when we are deciding
which to compare first, outcomes (i) and (ii) might be more expensive than
when using the grafting from Section 4.3. However, since these outcomes
yield bits, the extra cost is negligible. Moreover, since outcome (v) and (iv)
are impossible when s0 s1 and s1 > s0 respectively, the di erence between
s0 and s1, when the grafting terminates, is at most 1.
The grafting may terminate in two ways. We either have that s+p0+p1 =

z, which means that we have successfully created enough bits, or, that the
grafting accidentally produces the whole spider.

Lemma 20 The cost for the attempt to create bits, by using the described
grafting process, is bounded by s0 + s1 + o (k) comparisons.

Proof. The cost for each occurrence of outcome (i), (ii), and (iii) is two
comparisons, hence, a total of 2z o (k) . Each occurrence of outcome (iv)
or (v) costs only one comparison. 2

If z bits are successfully created by the grafting, the spider can easily be
completed by using the usual production scheme, as described in Section 3.1,
to obtain an additional 3k s0 s1 o (k) elements and complete the spider.
Since each occurrence of (iv) or (v) yields one element on each side of the
center, at a cost of a single comparison, these occurrences actually reduces the
lower and upper elimination cost. Moreover, the cost for extracting elements
from the factory is considerable, both for comparisons and moves. Hence,
outcomes (iv) and (v) reduces the overall cost for both our algorithms.
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Now consider the case when z bits could not be created by the grafting.
For each occurrence of outcome (iv), there is a free element above the center
that has not been compared to c. Similarly, for each occurrence of outcome
(v), there is a free element below the center that has not been compared.
Since |s0 s1| 1, there must be at least s0 1 free elements below and
above the center. Let e0 and e1 be two free elements below and above c
respectively. If e0 < e1, these elements can obviously be used to emulate
a bit. Otherwise, i.e. if e0 = e1, we can immediately conclude that both
of these elements are also equal to c. Hence, if each free element below and
above c is compared to exactly one free element, on the opposite side of the
center, we are guaranteed to either obtain a spider where all, except at most
z 1, elements are equal to the center, or successfully create z bits. Moreover,
the elements of the spider, which is balanced, are obtained at an amortized
cost of 0.75 comparisons each. Even if we forget that the spider consists of
identical elements, i.e. if we recycle half of its elements when it is destroyed,
we get a lower and upper elimination cost of 1.5 comparisons. Hence, we can
a ord to add the spider to the one super spider or borrow elements from the
same, as described in Section 5.1.
We have shown that both our in-place algorithms can deal with duplicate

elements in the input at no extra cost. Hence, Theorems 1 and 2 hold also
for selection in multi sets.

6 Conclusion

We have shown that making the median finding procedure implicit (in-place)
only gives a slight overhead in the number of comparisons performed, and a
little bit more in the number of moves. We need to use several techniques
and methods to reduce the space complexity while keeping the low number of
comparisons. To reduce the number of moves we have made some important
observations that was possible to incorporate with the techniques used. These
techniques can also be used for the general selection problem. In this paper
we show that we are only ² away from the best upper bound without space
restriction. The important question in selection is to close the gap between
the lower and the upper bound. It is very hard to believe that any of the
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two bounds are optimal. Any improvement, using some new ideas, would be
of great interest.
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Hybrid Trees — E cient Extended Search
with Minimum Storage Overhead

Mikael Sundström

Abstract

We develop a hybrid tree data structure for extended search among
n w-bit keys in O (min (lgn, w)) time and nw bits space.
By using the hybrid tree we engineer a static and a dynamic clas-

sifier for 128-bit keys that performs lookup in at most 12 memory
accesses, on a machine with 256-bit memory blocks. The static data
structure requires 128n bits of storage and the dynamic requires 40%
more storage and supports incremental updates at a worst case cost
of 650 times the lookup cost.

1 Introduction

The dictionary problem is one of the most well studied problems in computer
science. It can be defined as follows: represent a set S of n elements from a
universe U such that we can quickly perform membership queries, i.e. decide
whether a query key q S or not. It is common to distinguish between static
dictionaries which are hard to update and dynamic dictionaries supporting
fast updates. In many cases a more sophisticated search procedure called
extended search, returning the largest element smaller than or equal to q, is
considered. The problem of representing S and supporting extended search
is sometimes referred to as the predecessor problem [6].

Department of Computer Science and Electrical Engineering, Luleå University of Tech-
nology, SE-971 87 Luleå, Sweden,E-mail: msm@ltu.se
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Our goal with this paper is to design a practical data structure, for rep-
resenting sets of non-negative integers from a bounded universe, and a corre-
sponding lookup algorithm for extended search. By practical, we mean that
the data structure should be possible to implement using a standard pro-
gramming language such as C and run on a standard computer. To simplify
the integration of such a data structure in a larger system it is also desirable
to have guaranteed performance. More precisely, we want to design a data
structure with guaranteed worst case lookup cost, update cost and storage
cost.

We intend to use the resulting data structure for a certain application
in Internetworking, namely classification of IP addresses. Occasionally, we
will therefore refer to the data structure as a classifier. In today’s Inter-
net, the dominating protocol is IP version 4 which uses 32-bit addresses.
There are numerous algorithms available for e cient classification of 32-bit
addresses. However, in tomorrows Internet we expect the dominating pro-
tocol to be IP version 6 featuring 128-bit IP addresses. When the address
length is increased to 128 bits it becomes considerably harder to design an
algorithm with guaranteed performance. To the best of our knowledge, there
is currently no practical algorithm available which combines e cient lookups,
updates and storage with guaranteed performance.

1.1 Related Work

In the comparison based model, both membership queries and extended
search can be performed in O (lgn) comparisons in both static and dynamic
dictionaries. The update cost for dynamic dictionaries is also O (lgn) com-
parisons in the comparison based model. By using a standard information
theoretical argument it is easily shown that membership queries on a static
set requires dlg (n+ 1)e comparisons in the worst case. If B > 2 elements
can be accessed and compared in unit cost, the lookup and update cost can
be reduced to O (logB n) time by using B-trees or implicit B-trees [12]. If
B = O (1) , the asymptotic cost is still O (lg n) (but the constant is smaller).
Being an implicit data structure, implicit B-trees occupies exactly dn/Be
memory blocks after each update operation.
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To achieve higher performance of lookups and updates (in practice) it is
natural to exploit that real keys and data consist of bit strings of bounded
size. It is then possible to construct a radix dictionary where the lower
bounds on lookups and updates in the comparison based model are sur-
passed. It is common to study radix dictionaries supporting extended search
and incremental updates with roughly the same performance. Given such
a data structure supporting the dictionary operations in O (f (n)) time, it
is straight forward to construct an O (f (n)) time priority queue and thus
also an O (n · f (n)) time sorting algorithm. In 1993, Fredman and Willard
[13] presented a data structure called fusion tree that supported predeces-
sor queries in O (lgn/ lg lg n) time and updates in amortized O (lgn/ lg lg n)
time. Consequently, they obtained an O (n lg n/ lg lgn) sorting algorithm.
The idea behind fusion trees is to store one out of every lg4 n element in
a packed B-tree with branching factor (lg n) . In each node of the B-tree
the keys are compressed to reduce the e ective size of the universe and the
result is a O (n) space data structure.

Andersson [3] uses a somewhat similar approach to obtain a new data
structure supporting extended search in O

¡
lg n

¢
time and updates in ex-

pected O
¡
lgn

¢
time. As with fusion trees, this data structure is also based

on packed B-trees and the idea here is to store
³
n/2 lgn

´
elements in the

main data structure and the remaining elements in binary search trees of
height

¡
lgn

¢
. To improve the e ciency of the data structure, the length

of the elements are reduced by a factor of 2 lgn by recursively cutting the
length in half in lg n steps.

Hagerup [14] is also using packed B-trees with compressed keys to con-
struct a dictionary in O (n) time from a sorted list of n elements. The data
structure uses O (n) space and support predecessor queries in O (1 + logb n) ,
where b is the number of bits in a memory word (or memory block).

In [1], Andersson presents exponential search trees providing a method
for converting static dictionaries to dynamic dictionaries. More precisely,
any static dictionary that can be constructed in nk time and space, for some
constant k > 0, can be transformed into a dynamic data structure supporting
extended search and amortized updates in T 0 (n) T

¡
nk/(k+1)

¢
+O (T (n))

time, where T (n) is the lookup cost in the static data structure. The degree
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of the nodes in an exponential search tree decreases geometrically with the
depth starting from the root which has degree

¡
n1/(k+1)

¢
. In each node,

an instance of the static data structure is used and the data structure as a
whole is maintained by using by using carefully selected partial reconstruction
e orts. Maintenance of exponential search trees is vaguely similar to (but
much less concrete than) the maintenance strategy we develop in Section
8. The ideas by Andersson et. al. are further developed in [2][4] and [5],

ultimately leading to an optimal bound of O
³p

lgn/ lg lg n
´
for extended

search and updates of a linear space data structure for representing n w-bit
keys. The corresponding lower bound is presented by Beame and Fich [6]
who also provide an excellent overview of the development of algorithms and
data structures for membership and extended search.

Pagh [16] take a slightly di erent approach where more emphasis is put
on achieving high lookup speed at the cost of slightly increased update cost.
He presents a data structure supporting membership queries in (lg lgn)O(1)

time and updates in lgO(1) n time. Pagh’s data structure is slightly related to
the data structures by Andersson et. al. — exponential search trees are used
as one of the key ingredients.

All these data structures, except the last one by Pagh uses linear space,
but they are not very practical. These data structures have good performance
when n = but it is very hard to tell what the performance will be in
practice for a bounded n or even a very small n.One reason for this is that the
parameters in these data structures are typically chosen such that some of the
costs for the algorithm becomes negligible when n . However, such costs
may be considerable for a bounded n. As a result, it is very hard to predict
how constant factors are a ected when n is bounded. When comparing these
sophisticated data structures with a simple data structure such as a sorted
list (with binary search), which is extremely practical both with respect to
time and space, it is not straight forward to tell how large n needs to be to
achieve higher performance using a sophisticated data structure. Regarding
space, the problem is similar. It is typically hard to determine how many
elements that can be represented using a certain amount of memory and thus
also to dimension a system when these data structures are used.
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2 Core Results

In this paper, we present a data structure called hybrid tree or simply H-tree.
An H-tree is a practical data structure supporting e cient extended search
with minimum storage overhead. By minimum storage overhead, we mean
that the total number of bits required for representing the data structure is
(essentially) the same as the number of bits required for simply storing the
keys and data in an array. More precisely, the total cost for storing n w-bit
keys (interval endpoints) and corresponding d-bit data fields is (w + d) · n
bits. Assuming that n is very small compared to the size of the universe of 2w,
this is arbitrarily close to the information theoretic lower bound on storage1.
The data structure is designed to exploit locality of memory references and
the performance of both lookups and updates is measured in the number of
memory blocks accessed for performing the operation. For a given key size
w, data size d, and memory block size of b bits, the worst case lookup cost
t is constant with respect to the input size n. The asymptotic lookup and
update performance is t = O ( w) time and u = O

¡
2 w

¢
time respectively

except for the cost for memory management in incremental updates. The
H-tree is tailored for a usage scenario where the frequency of lookups is
orders of magnitudes higher than the frequency of updates and is therefore
not suitable for implementing a sorting algorithm. The worst case cost for
incremental updates depends on the size of the largest building block used in
the data structure and the overhead for memory management. By accepting
an increase of the lookup cost, smaller building blocks can be used to reduce
the update cost. Similarly, the storage cost can be increased to reduce the
memory management overhead and thus also the update cost. The result is
a trade-o between compression ratio, lookup speed and update speed.
As a concrete engineering example, we show how to construct a static

data structure for w = 128, d = 16, and b = 256 (typical size of a cache
line in a modern CPU), that supports lookup in at most 12 memory ac-
cesses, independently of n, without needing more than (128 + 16) · n bits of
memory to store the data structure. We also show how to obtain a corre-
sponding dynamic data structure supporting high performance incremental

1 limw
lg
³
2w

n

´
nw = limw

nw n lgn
nw = 1
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updates without a ecting the lookup performance. By increasing the amount
of memory to host the data structure by approximately 40%, the cost for an
incremental update is bounded to 650 times the lookup cost for any set of
128-bit keys of any size.

3 Key Ideas

Consider the general problem of designing a data structure for storing and
looking up keys from a bounded universe. If we completely disregard the
fact that the universe is bounded, we can simply use a comparison-based
data structure such as a binary tree. We can express the e ciency of the
solution in terms of costs for storage and lookups. For a binary tree, the
amount of storage used is proportional to the number of keys whereas the
time for lookup is proportional to lg n.
As an alternative approach we could use a digital data structure such as a

binary trie to exploit the bounded universe. Both trees and tries are defined
recursively and consists of nodes and leaves, where a query key is compared
to a piece of information stored in each node and the outcome determines
in which sub-structure to continue the search. Assume that the universe
consists of the set of w-bit non-negative integers and compare a tree node
with a trie node. The tree node contains a key which e ectively partitions
the universe into the left sub-universe, the right sub-universe, and the key
itself. In contrast, the trie node specifies an index of a certain bit to be
inspected and e ectively partitions the universe into the 0-sub-universe and
the 1-sub-universe consisting of all keys where the inspected bit is 0 and 1
respectively. Since the size of the universe is reduced by a factor of 2 by
each trie node it follows immediately that the maximum height as well as
the worst case cost for lookup in a trie is proportional to w.
Clearly, it is easier to design an e cient data structure for a smaller value

of w. It would make the nodes of a tree smaller, and also result in a faster trie
lookup. We also observe that a comparison-based approach is more e cient
if the number of keys is small whereas a straightforward trie approach is
insensitive to the number of keys. For a large number of keys, we can use
larger trie nodes and amortize the costs for storage. In particular, we can
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use a 2k-ary trie node to partition the universe into 2k sub-universes for some
k > 1. Instead of inspecting only one bit in such a node, we inspect the k
most significant bits of the query key in a k-stride. The value of these bits
is then used as index to one of 2k sub-data structures where the w k least
significant bits of the query key are used to complete the lookup.

Data structures are typically first designed and thoroughly analyzed after-
wards either to learn out about their properties or to prove certain properties.
In our case, the main data structure operation is lookup and our main con-
cern is to minimize the lookup cost while bounding the worst case storage
cost at the same time. Therefore, we will decide in advance how much we are
prepared to spend on each lookup and then configure the data structure with
that certain lookup cost budget in mind. This can be repeated for di erent
lookup cost budgets until we obtain a data structure with su ciently low
worst case storage costs.

To achieve this, we use a fixed stride trie (see Chapter 5 and [18, 17])
where the total height, or number of levels, is bounded by the lookup cost
budget. By using a stride we e ectively partition the universe into sub-
universes where the keys can be represented using fewer bits according to
the stride. For each sub-universe, a data structure is constructed recursively
while keeping in mind that the lookup cost budget is one memory access
less than for the parent universe. When deciding which data structure to
build, the current number of elements in the sub-universe, called the density,
is taken into account. If the sub-universe is dense, a new stride is used
recursively. Otherwise, i.e. if the universe is sparse, a comparison based data
structure is used. To minimize storage overhead, without sacrificing lookup
speed, we use an implicit tree structure. The complete data structure is thus
a hybrid between a comparison based implicit tree structure and a digital
fixed stride trie structure. It is a fixed stride trie where the leafs constitute
a forest of implicit tree structures. In this way, we obtain a data structure
that reduces the size of the universe and, at the same time, is comparison
based.

It is straight forward to achieve a worst case amortized storage cost c of
w + d bits per interval by simply using a sorted array of interval endpoints
and a corresponding array of data fields to handle the sparse sub-universes.
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Assuming that the size b of a memory block is (w) , the worst case lookup
cost for this basic hybrid tree is t = O ( w) time and the corresponding cost
for incremental updates is u = O

¡
2 w

¢
time. For more details about the

basic hybrid data structure please refer to Section 4.
Although the asymptotic behavior may not seem too impressive it turns

out that rather high performance can be achieved in practice for typical values
of w and d in a real application. The reason for this is that the data structure
is inherently simple resulting in a small constant factor in the lookup cost.
To increase the lookup performance, by reducing the constant factor in the
lookup cost further, the number of levels must be reduced by using larger
strides. It is then necessary to increase the number of elements that can be
represented for a certain lookup cost budget. By pushing the limit density,
i.e. increasing the maximum density for each sparse sub-universe, the cost
for each stride can be amortized over a larger number of elements. A larger
stride can thus be used to achieve a more aggressive reduction of the size
of the universe without increasing the amortized storage cost for the stride.
Based on these observations, we will use a data structure called block tree to
handle sparse sub-universes and improve the performance of the hybrid tree
as a whole.
A block tree is a static B-tree designed to exploit locality of memory

references by storing the maximum possible number of keys in each memory
block to maximize the degree of the block tree nodes and minimize the depth.
As the keys are further reduced in size, as a result of using strides, the degree
of the block tree nodes increases accordingly. Block trees have a number of
favorable properties:

• Optimal worst case lookup cost in terms of number of memory blocks
accessed if operations on keys are limited to comparisons.

• Optimal worst case storage cost in terms of total number of memory
blocks used with respect to the number of keys.

• Lookup costs and storage costs are always predictable and independent
of the distribution of keys. No pathological cases are possible.
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Table 1: Worst case lookup and storage cost for b = 256 bits memory blocks
and various w.

w (bits) t (memory accesses) c (bits/interval)
8 2 7.992654

16 3 15.996743

32 4 31.995123

64 7 63.999181

128 12 128.440519

256 23 258.062410

• The actual work performed for each memory access is logarithmic in
the number of keys stored in the memory block.

• Block trees are straight forward to implement in hardware using pipelin-
ing.

By carefully choosing the size of strides and block trees, and a careful
an elaborate implementation of block trees, we can achieve the worst case
storage and lookup costs presented in Table 1 for a computer with b = 256
bits memory blocks. The storage cost is expressed in terms of maximum
relative size, i.e. worst case number of bits per interval, denoted by c (this is
discussed in more detail in Section 6).
It follows immediately from the figures in Table 1, that full 128-bit IPv6

classification can be performed in only 12 memory accesses, independently
of the input size n, on a standard computer with 256-bit cache lines. To
achieve this, our hybrid data structure uses only marginally more than 128n
bits of storage in the worst case. If 64-bit matching is su cient, the worst
case lookup cost is reduced to only 7 memory accesses and the corresponding
storage cost is reduced to 63.999181 bits per interval, which is less than w
times n.
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To achieve these results it is necessary to solve the following problems:

Storage e cient implementation of block trees. The key to the stor-
age performance of the data structure as a whole is to achieve a space
e cient implementation of every single block tree where all memory
blocks are fully utilized. Otherwise, the storage cost will explode since
a whole forest of block trees, of various kinds and sizes, are used as
building blocks in the data structure.

Choosing the sequence of strides. This is crucial to maximize the uti-
lization of each and every memory access in the lookup cost budget.
A bad stride sequence either requires an unnecessarily generous lookup
cost budget or causes a blow up of the worst case storage cost.

Section 5 and 6 are devoted to solving these two problems in detail. We
start in Section 5 by first describing the background and motivation behind
the work on block trees followed by a thorough theoretical investigation of
block trees in general and their properties. This finally result in the tool-box
of techniques we need to achieve a su ciently storage e cient implementa-
tion of w + d bits per interval for block trees. In Section 6, we describe the
basic ideas behind cross breeding, of block trees and fixed stride trie struc-
tures. Then we give a more formal definition of the stride selection problem
we want to solve followed by an exercise where we manually perform the
cross breeding in slightly a simplified setting. The Section is concluded by
introducing Strider — an automated cross breeding tool. At this point, we
have the necessary tools to e ciently choose the best sequence of strides to
engineer e cient static hybrid trees.
Section 7 is devoted to Computer Aided Algorithmic Engineering of a

static 128-bit H-tree by using strider. To achieve su ciently low storage
overhead, some of the special block tree techniques discussed in Section 5 are
used.
The asymptotic cost for incremental updates in basic hybrid trees is

based on the assumption that the sorted arrays used to represent sparse
sub-universes are completely reconstructed in linear time for each update.
This technique can be used also for block trees to achieve similar results. By
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sacrificing a small amount of storage, it is also possible to implement reason-
ably e cient sub-linear incremental updates. Block trees can then be used
together with the techniques briefly outlined in Section 4 to engineer e cient
dynamic hybrid trees. To achieve this, the following two problems must be
solved.

Incremental updates of block trees. Updating a perfectly balanced
block tree e ciently is not always possible. By relaxing the balancing
criteria and sacrificing a small amount of space it is possible to im-
plement reasonably e cient incremental updates of block trees. This
makes it possible to limit the size of the largest construct used as build-
ing block thereby making it possible to implement incremental updates
for the whole data structure.

E cient memory management. For a data structure with tight storage
constraints we do not want large quantities of unused memory blocks
inside the contiguous memory area occupied by the data structure.
Therefore it is necessary to implement an e cient memory manager
which supports e cient allocation and deallocation of building blocks
and simultaneously prevents fragmentation.

These problems are solved in Section 8. We first outline the strategy to
implement incremental updates in more detail. The strategy is then used to
reduce the cost for block tree updates. These techniques are then combined
with stockpiling — a memory management technique presented in [20] — to
implement e cient incremental block tree updates. By modifying the block
trees even further and combining them with de-amortization techniques we fi-
nally obtain a dynamic version of the 128-bit H-tree. The discussion includes
some fairly general techniques for making a static hybrid data structure dy-
namic. The details and the analysis, however, are focused on our concrete
128-bit engineering example.

4 Basic Hybrid Trees

A basic hybrid tree consist of a k-stride trie where each leaf consists of a
sorted array of interval endpoints and a corresponding array of data fields.
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The number of levels in the trie is at most t and the number of interval
endpoints in each leaf is at most 2t. If we assume that pointers (in the strides),
interval endpoints as well as data fields can be accessed in unit time, lookups
can be performed in

t+ lg 2t + 1 = 2t+ 1 = O (t)

time. The lookup cost can easily be generalized toO ((aptr + akey) · t+ adata) ,
where aptr, akey and adata are the costs for accessing a pointer, a key (interval
endpoint), and a data field respectively. It follows immediately that the
lookup cost is O (t) as long as pointers, keys and data fields can be accessed
in O (1) time.
In this section we investigate the asymptotic behavior of the lookup cost

for a static basic hybrid data structure with minimum storage overhead.
More precisely, we force the worst case storage cost down to w + d bits per
interval and then analyze the asymptotic behavior of the lookup cost. We also
investigate the asymptotic behavior of the worst case update cost for a dy-
namic basic hybrid tree obtained by implementing a simple de-amortization
strategy. The results are summarized in the following

Theorem 1 There exist a hybrid data structure with a worst case storage
cost of w+ d bits per interval that: (a) supports lookups in t = O ( w) time
and (b) supports incremental updates in u = O

¡
2 w

¢
+ umem time where

umem is the overhead for memory management (allocation and deallocation).

We start by proving Theorem 1 (a). Let p (n) be the number of bits
required to represent a pointer when the data structure contains n basic
intervals. The total storage cost for a k-stride is then 2k · p (n) bits and,
since 2t intervals can be represented by a sorted list with a lookup cost
budget of t memory accesses, the amortized cost for the stride, called the
local partitioning cost, is

cloc =
2k · p (n)
2t

bits per interval. To achieve an amortized worst case storage cost of chyb =
w+ d bits per interval, the local partitioning cost must be less than or equal
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to the reduction of the key size k. Hence, we must choose t such that cloc k

or equivalently

k
2k · p (n)
2t

2t
2k · p (n)

k

t lg
2k · p (n)

k
=

= lg 2k + lg p (n) lg k

= k + lg p (n) lg k.

Since p (n) = O (lg n) , we have that

t = k + lg lgn lg k.

We can finally choose k = w to obtain

t = w + lg lgn lg w

= O
¡
min

¡
w, lg lgn

¢¢
= O

¡
w
¢
,

since lgn w implies that lg lg n lgw = O ( w) . This concludes the
proof of Theorem 1 (a).
We now move on to Theorem 1 (b). Let unode and uleaf be the cost for

completely reconstructing a node (k-stride) and a leaf (sorted list) respec-
tively. In order to limit the total worst case cost for incremental updates we
must limit the number of nodes and leaves to be reconstructed as a result
from a single insert or delete of an interval endpoint. To achieve this, we
adjust the limit densities such that each parent node always has a limit den-
sity which is one interval smaller than the child node or leaf. In this way we
can guarantee that the whole chain of ancestor sub-universes is dense when
a child sub-universe becomes dense and thus at most one stride needs to be
constructed. The largest reduction of limit density is logarithmic in the total
limit density and therefore these adjustments have only marginal e ect on
the worst case storage costs. By this adjustment, we can guarantee that each
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insertion results in complete reconstruction of at most one leaf or at most
one node. The cost for an incremental update is then

u = max (unode, uleaf) + umem

= max
¡
2k, 2t

¢
+ umem

= O
³
2 w

´
+ umem,

where umem is the overhead for memory management, if we assume that
pointers, keys and data fields can be accessed (and thus reconstructed) in
constant time. Thus Theorem 1 (b) holds. Memory management is discussed
in detail in Section 8.2.2 where we show how to trade memory management
overhead for storage in the context of our engineering example.

5 Block Trees

5.1 Background

In the beginning of 2001, we worked on the practical problem of representing
forwarding tables in residential gateways and small enterprise gateways. A
forwarding table is an e cient representation of a routing table and a routing
table is a dynamic set of address prefixes. Each prefix is associated with next-
hop information, i.e. information about how to forward an outgoing packet,
and the rules of the game state that the next-hop information associated
with the longest matching prefix of the destination address (of the packet)
must be used. There are many possible ways of constructing a forwarding
table. A common approach is to convert the set of prefixes to a partition of
the address space consisting of basic intervals. Being a partition, the set of
basic intervals are easily represented by their starting points where longest
prefix matching is performed by a simple extended search.
Considering the primary usage scenario, routing tables can be expected

to be very small, say 10 to 100 basic intervals. Even if this is increased by
a factor of 10 to 1000 intervals the problem instance is still extremely small.
In particular from an asymptotic perspective. Small gateways are located
near the edges of the network where major topology changes are not likely to

94



occur frequently. From a performance standpoint it is therefore su cient to
use a static data structure where updates are performed by complete recon-
struction. For these small problem instances, even a small absolute storage
overhead may result in a large overhead per basic interval. To avoid this we
prefer to use a data structure which is space e cient also for small input
sizes. As always, the available resources in terms of CPU and memory is
limited and in a small gateway it is desirable to keep it to the bare mini-
mum. Given these limitations, we must be able to guarantee the maximum
number of prefixes that can be supported as well as the minimum lookup
speed. It is therefore necessary to know the exact worst case lookup cost and
storage requirement for a given input size and not only the asymptotic worst
case behavior. These requirements immediately disqualifies most non-trivial
data structures found in the literature. To achieve the best guaranteed per-
formance we will exploit locality of memory references. In our model, the
memory consists of memory blocks of a certain size. The cost for lookups
(and other operations) is measured in the number of memory blocks accessed.

5.2 Basic Idea

5.2.1 Implicit Data Structures

Our requirements on e cient storage suggests that we should use an implicit
data structure. By implicit, we mean that we are only allowed to store an ar-
ray containing the elements. The actual data structure is encoded implicitly
in the ordering between the elements. Besides the basic operations, reads and
writes, operations on keys are limited to comparisons. While operating on
the data structure we are also allowed to use a constant number of registers
for storing array indices and elements.
The simplest possible implicit data structure supporting static extended

search is an unsorted array where lookup is performed by linear search in n
comparisons. It is straight forward to improve the lookup speed by sorting the
elements in increasing order and perform lookup in dlgne time using binary
search. If the size of an element is the same as the size of a memory block
lookups in dlgne memory accesses is the best we can do in the comparison
based model. However, if we can store B > 1 elements in each memory block,
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the cost for lookup is immediately reduced to dlg (dn/Be)e memory accesses.
For a key size of 32 bits, corresponding to the size of an IPv4 address, and
a block size of 256 bits, corresponding to the typical size of a cache line in a
modern CPU, the cost for binary search is

dlg (dn/8e)e dlg (n/8 + 1)e = dlg ((n+ 8) /8)e
= dlg (n+ 8) lg 8e = dlg (n+ 8) 3e

memory accesses.

5.2.2 Multi-way Search

Let us now turn things the other way around and ask the following ques-
tion: how many elements can we represent if we have t memory accesses to
spend? To answer this question, we first recall that the goal is to represent
a partition, of a totally ordered universe U, consisting of n basic intervals.
Since U is known, also minU and maxU are known. Therefore, it is su -
cient to represent n 1 internal boundaries where each interval boundary is
represented by an element. In one memory block, we can store B elements
and thus represent B + 1 intervals. We call the resulting data structure a
block tree of height 1. Each basic interval constitutes a subset of U. For each
subset, we can recursively represent a partition consisting of B + 1 intervals
by using one additional memory block. By combining the original partition
of U with the B + 1 sub-partitions, we obtain a block tree of height 2 rep-
resenting (B + 1)2 basic intervals. Assuming that pointers to sub-structures
can be encoded implicitly, we can recursively construct a block tree of arbi-
trary height t for representing up to (B + 1)t basic intervals. A block tree
of height t that represents exactly (B + 1)t intervals is said to be complete.
Otherwise it is partial. The need for pointers is avoided by storing a block
tree in a consecutive array of memory blocks. To store a block tree of height
t, we first store the root block in the first location. This is followed by up to
B+1 recursively stored complete block trees of height t 1 and possibly one
recursively stored partial block tree of height t 1. No pointers are needed
since the size s (t 1) of a complete block tree of height t 1 can be com-
puted in advance. The root of subtree i is located i · s (t 1) memory blocks
beyond the root block (assuming that the first subtree has index zero).
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Block trees first appeared in [19], under the name dynamic layered trees,
where they were used as one of the key building blocks in a static IPv4 for-
warding table and later also for dynamic IPv4 forwarding tables [20]. The
block tree is closely related to the B-tree. In fact, it is a perfect B-tree stored
implicitly. As such, it is of course related to the implicit B-tree [11][12]. We
do not claim that the basic definition of block trees is a major finding since
it is relatively straight forward to achieve this. More interesting is the tech-
niques to achieve optimal use of each memory block in the implementation
of block trees. But, as we will see later, the use of block trees as building
block in H-trees achieves a major improvement compared to basic H-trees
using sorted arrays for typical key parameters in an application.

5.3 Comparison Based Block Trees

A comparison based block tree is characterized by two parameters: the worst
case lookup cost t and the number of elements B that can be stored in a
memory block. To distinguish between block trees with di erent parameters
we call the resulting structure a (t, B)-block tree. We will sometimes refer
to t as the number of levels or the height of the block tree. We have already
described the basic ideas behind the block tree in Section 5.2.2. However, a
block tree according to the basic description is not implicit for all n. In this
section, we define the block tree more thoroughly and also show how to make
it implicit for all n.

5.3.1 Almost Implicit Block Trees

We start by recalling the informal definition from Section 5.2.2: a complete
(1, B)-block tree consists of a leaf and a complete (t, B)-block tree consists
of a node followed by B+1 complete (t 1, B)-block trees. Both nodes and
leaves consist of memory blocks containing B elements stored in sorted order.
Since no data is stored in an implicit comparison based block tree, leaves and
nodes have identical structure. Before continuing to discuss the properties
of block trees we must describe in more detail how the interval endpoints
are organized in the memory blocks according to the basic definition. Letbn (t, B) = bn (t) be the maximum number of intervals that can be represented
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by a complete (t, B)-block tree. Recall that U is a totally ordered universe
and let X = {X1, X2, . . . , Xn} be a set of intervals, where

Xi = {x U :xi 1 x < xi}

is the ith interval and xn > maxU. Clearly, X is a partition of U. Our
goal is to design a space e cient data structure for representing X. The data
structure must also support fast lookup of the only rangeXi such that x Xi
for a given query element x U. That is, the only matching interval of x.
Since x is a member of U we know in advance that x0 x < xn. Hence, it is
su cient to represent the interval endpoints x1, x2, . . . , xn 1.

Theorem 2 Any set of basic intervals X = {X1, X2, . . . , Xn} can be repre-
sented by a block tree data structure with the following properties: (i) the block
tree is constructed by merely rearranging the interval endpoints x1, . . . , xn 1

and (ii) the block tree supports lookup in at most t (n)
§
logB+1 n

¨
memory

accesses.

Proof. The construction of a basic block tree is recursive. To construct a
one level block tree, or a block tree leaf, we simply store x1, x2, . . . , xbn(1) 1 in
sorted order in one memory block. Looking up x in the leaf is accomplished
by locating the smallest xi larger than x, preferably by using binary search.
Now assume that we can construct t level block trees to handle problem
instances of size bn (t) . For k B, we can construct a block tree node by
storing

xbn(t), x2bn(t), . . . , xkbn(t)
in sorted order in a new block. The node e ectively partitions the universe
U into k + 1 sub-universes U1,U2, . . . ,Uk+1, where

Ui =
©
x U : x(i 1)·bn(t) x < xibn(t)ª .

To avoid running out of intervals when constructing a block tree of a cer-
tain height we can append infinitely many copies of xn to the sequence of
interval endpoints. These can be encoded by x0, if and when involved in the
construction of the actual block tree, since we know that x0 is not present in
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the input sequence. This also takes care of the problem of deciding what to
store in un-occupied locations in memory blocks.
Searching a node is similar to searching a leaf except that the smallest

xibn(t) larger than x is located. As a result, we conclude that x Ui. By
the assumption above, a t level block tree Ti can be constructed to represent
Ui, for each i = 1, 2, . . . , k + 1. Let scomplete (t) be the number of memory
blocks required to store a complete t level block tree. By the construction of
the node we can guarantee that all Tis except possibly the last are complete.
Hence, T1, T2, . . . , Tk occupies exactly scomplete (t) blocks each. By storing
T1, T2, . . . , Tk+1 in the memory blocks directly after the node we can use the
index i, obtained as a result from searching the node, to compute the address
to Ti. Let T be a reference to the t+1 level block tree itself, i.e. a reference to
the block containing the t+1 level root node. The first subtree T1 is located
immediately after the node implying that T1 = T + 1 and the ith subtree is
stored after Ti 1. Hence,

Ti = Ti 1 + scomplete (t)

= Ti 2 + 2scomplete (t)

= Ti (i 1) + (i 1) · scomplete (t)
= T1 + (i 1) · scomplete (t)
= T + 1 + (i 1) · scomplete (t) .

We have shown how to create (and perform lookup in) a (1, B)-block tree
and how to create a (t+ 1)-block tree under assumption that (t, B)-block
trees can be created. By this inductive line of reasoning, we can recursively
construct block trees of arbitrary height and (i) is proved. Considering the
lookup cost, each memory access reduces the set of matching intervals by
a factor of 1/ (B + 1) and it immediately follows that t (n) =

§
logB+1 n

¨
memory accesses thus proving (ii). 2

From the discussion in Section 5.2.2, we know that bn (t, B) = (B + 1)t
(which also immediately implies the lookup cost from Theorem 2). In a
complete (t, B)-block tree, bn (t, B) 1 interval endpoints are stored and,
since all memory blocks are fully utilized (i.e. contain B elements), it follows
that
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Lemma 1 The total number of memory blocks required to store a complete
(t, B)-block tree is

scomplete (t, B) =
bn (t, B) 1

B

=
(B + 1)t 1

B
.

Observe that

(B + 1)t 1

B
=

(B + 1)t 1

(B + 1) 1

=
t 1X
i=0

(B + 1)i .

Adding the number of blocks at each level is an alternative way of deriving
scomplete (t, B) .

The corresponding storage cost for a partial (t, B)-block tree is given by
the following lemma.

Lemma 2 The total number of memory blocks occupied by a partial (t, B)-
block tree is

spartial (n, t) = 1 + d (n, t) · scomplete (t 1) +

+spartial (r (n, t) , t 1) ,

where

d (n, t) =

¹
nbn (t 1)

º
and

r (n, t) = nmod bn (t 1) .

Proof. If n = bn (t) ,
spartial (t, n) = scomplete (t)

= 1 +
nbn (t 1)

· scomplete (t 1) +

+spartial (0, t 1)

100



= 1 +

¹
nbn (t 1)

º
· scomplete (t 1) +

+spartial (nmod bn (t 1) , t 1)

= 1 + d (n, t) · scomplete (t 1) +

+spartial (r (n, t) , t 1) ,

since n 0 (mod bn (t 1)) . It is slightly more complicated to derive the size
spartial (n, t) of a partial (t, B)-block tree representing n bn (t) intervals. By
definition, spartial (n, 1) = 1. For t > 1, a t level block tree consists of one
level t node and

d (n, t) =

¹
nbn (t 1)

º
complete t 1 level block trees. The remaining

r (n, t) = n d (n, t) · scomplete (t 1)

= nmod bn (t 1)

intervals are stored in a partial t 1 level block tree. Thus, we can recursively
express the size of a partial t level block tree as

spartial (n, t) = 1 + d (n, t) · scomplete (t 1) +

+spartial (r (n, t) , t 1) ,

and the lemma is proved. 2

5.3.2 Static Implicit Block Trees

In a complete block tree, all memory blocks are fully utilized. The number of
memory blocks required for storing the intervals is not a ected by the con-
struction of the block tree which merely rearranges the interval endpoints.
Therefore, it make sense to call the resulting data structure implicit. How-
ever, this is not true for a partial block tree. In the worst case, there will
be t memory blocks which contain only one interval endpoint. If B > 1, this
means that the total storage overhead resulting from under utilized memory
blocks can be as much as t ·(B 1) elements and the resulting data structure
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can thus not be said to be implicit. If, for some reason, the height must be
hard coded irrespectively of n, the overhead increases to tB for a degenerated
t-level block tree containing zero intervals.
This would not be a problem if we only had a single instance of a block

trees or if we have very large block trees. However, since we will use block
trees in a scenario where there may be a huge number of instances of small
block trees, this problem must be dealt with. To make the whole data struc-
ture implicit partial nodes must be stored more e ciently.

Lemma 3 The storage cost for any partial (t, B)-block tree containing n
intervals can be improved to

s (n,B) = d(n 1) /Be

memory blocks, by further rearranging the interval endpoints, without a ect-
ing the lookup cost.

Proof. This is achieved by combining three ideas:

• Multiple partial nodes are stored in the same memory block.
• Partial nodes are stored across two memory blocks.
• Partial nodes are moved to under utilized memory blocks higher up in
the tree.

There is at most one partial node at each level. Furthermore, if there
is a partial node at a certain level it must be the rightmost node at that
level. Let ni be the number of elements in the rightmost node at level i. The
sequence n1, n2, . . . , nt is completely determined by n, t, and B. Compaction
is performed at each level, starting at level t, and completed when the partial
node at level 1 has been compacted. Let mi be the number of additional
elements that can be stored in the partially utilized block at level i and j
be the level of the next partial node to be compacted. Initially, i.e. before
compaction begins, mi = B ni for all i = 1 . . . t and j = t 1. Compaction
at level i is performed by repeatedly moving the next partial node to the
current memory block. This is repeated as long as nj mi. For each node
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moved, mi is decreased by nj followed by decreasing j by 1. Note that we
also have to increase mj to B before decreasing j since moving the node at
level j e ectively frees the whole block at level j. If mi > 0 when compaction
halts, some space is available, in the current block, for some of the elements
from the next partial node but not for the whole node. Then, the first
mi elements from the next partial node are moved to the current memory
block, which becomes full, and the last nj mi elements are moved to the
beginning of the next memory block, i.e. the block at level i 1. This is
followed by decreasing mi 1 by nj mi and increasing mj to B. Finally, i is
increased by 1 and compaction continues at the next level. Compaction may
free the rightmost leaf in the block tree but also create up to t 2 empty
memory blocks within the block tree. The final compacted representation
is obtained by repeatedly moving the rightmost node to the leftmost free
block until all free blocks are occupied. In this representation, all memory
blocks are fully utilized except one. Thus, the size of a block tree becomes
s (n,B) = d(n 1) /Be , independently of t, and we have obtained an implicit
block tree. 2

We conclude this section by discussing the relationship between B and n,
and whether n is known or not when performing the lookup. If n is known,
either by hard wiring the lookup for a certain n or by passing n as parameter
to the lookup procedure, the lookup is straight forward to implement. Oth-
erwise, n must somehow be encoded in the block tree itself. More precisely,
we would like to encode n in the root block so it can be decoded in the first
memory access. One possible, and rather straight forward, approach is to
use the same technique as for encoding pointers in [11] and [7]. One bit is
represented by using a pair of adjacent elements where the order between the
two elements encodes the value of the bit. To encode n in the root block,
B must be larger than or equal to 2 · dlg ne . For B = d2 lg ne , we then get a
lookup cost of

t (n) =
§
logB+1 n

¨ »
lgn

lgB

¼
=

»
lg n

lg d2 lgne
¼

»
lgn

lg (2 lg n)

¼
=

»
lg n

lg 2 + lg lg n

¼
=

»
lgn

1 + lg lg n

¼
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»
lgn

lg lgn

¼
lg n

lg lg n
+ 1.

Asymptotically, this matches the lookup cost presented in [11][12] but our
upper bound is tight with no hidden constants or lower order terms.
A question of mainly theoretical interest is: how small can we choose B

for this scheme to work?. To answer this question we must first figure out if
it is actually necessary to know n. In fact, it is su cient to encode s (n,B) =
dn/Be since the number of blocks uniquely determines the representation of
the block tree. The compaction scheme ensures that there are B elements
in the root block (from several partial nodes) and since these elements are
obtained from the rightmost node at each level we can be sure that they are
both unique and stored in sorted order. Therefore, we can use a permutation
among the B elements to encode one of B! possible values. By using this
technique, it becomes su cient to choose B such thatl n

B

m
B!.

If B is chosen too small, s (n,B) must be encoded using several blocks. This
is straight forward to achieve but results in a slight increase in lookup cost.

5.3.3 Space Optimal Block Trees

A digital block tree is a data structure for representing a partition of a
bounded universe of size 2w consisting of w-bit non-negative integers. It
consists of a number of b-bit memory blocks and at most t such blocks needs
to be accessed during lookup. Besides b and t, a digital block tree is also
characterized by the number of bits required to represent an interval end-
point w. Each interval is associated with d bits of data — the result from
lookup. Similar to comparison based block trees, we denote digital block
trees as (t, w)-block trees, (t, w, b, d)-block trees etc. depending on the set
of common parameters and the context of the discussion. Similarly, we will
skip common parameters to the functions describing block trees whenever
convenient to simplify the description and obtain less complex equations.
For d = 0, a digital (t, w, b)-block tree has the same properties as a

comparison based
¡
t,
¥
b
w

¦¢
-block tree and for 0 < d b the only di erence
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Figure 1: Example block tree layout.

is that the leaves contain both interval endpoints and data fields. We will
assume throughout the paper that d b. In Figure 1, we illustrate a (t, w)-
block tree where

¥
b
w

¦
= 3 and 2w + 3d . b.

For a digital block tree we have the following properties.

Lemma 4 The maximum number of intervals that can be stored in a t-level
digital block tree is

bn (t) = μ¹ b
w

º
+ 1

¶t 1

·
¹
b+ w

d+ w

º
.

Proof. In a b-bit memory block, we can store at least n 1 w-bit interval
endpoints and n corresponding d-bit data fields as long as

nd+ (n 1) · w b

nd+ nw w b

nd+ nw b+ w

n · (d+ w) b+ w

n
b+ w

d+ w

or equivalently bn (1) = ¹ b+ w
d+ w

º
.

105



Level 2 to t can be represented by a (t 1, w, b, 0)-block tree. Hence,

bn (t) = μ¹ b
w

º
+ 1

¶t 1

·
¹
b+ w

d+ w

º
,

and the lemma follows. 2

Similarly, we can compute the size of a digital block tree containing n
intervals by counting leaves separately.

Lemma 5 The total number of memory blocks (including partially used blocks)
required for representing n intervals is given by

s (n) = sleaf (n) + snode (n) ,

where

sleaf (n) =

(
0 , d = 0l

nbn(1)
m
, otherwise

and

snode (n) =

»
n 1

b bwc
¼
, d = 0

0 , n bn (1)»
sleaf(n) 1

b bwc
¼
, otherwise

.

Proof. To represent n intervals,

sleaf (n) =

»
nbn (1)
¼

leaf blocks are required at the lowest level (unless d = 0). Assuming that
level 2 to t are compacted as described in Section 5.3.2, we also need&

sleaf (n) 1¥
b
w

¦ '
node blocks if d > 0 and n > bn (1). If d = 0, all&

n 1¥
b
w

¦ '
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blocks are node blocks and if n bn (1) only a leaf is needed. Summing this
up gives the lemma. 2

Under certain conditions, it is possible to reduce the size further to obtain
an space optimal block tree which is defined as follows.

Definition 1 A block tree is space optimal if b · s (n,w, b, d) (w + d) · n.

In a space optimal block tree every single bit corresponds to exactly a
single bit in one of the interval endpoints. In fact, it is the same bit. Infor-
mally, we can say that a space optimal block tree is implicit at the bit level.
The di erence compared to implicit block trees as discussed above is that we
are allowed to take a key apart and store it with one part in one memory
block and one part in another memory block. To achieve space optimality in
a straight forward manner without using any tricks, a number of conditions
must be met. These conditions are highly dependent on the relationship
between w, b, d and sometimes n.

Lemma 6 For d > 0, we have that

b = bn (1) · (w d) w

b 0 (modw) ,

n 0 (mod bn (1)) , and
sleaf (n) 1

μ
mod

b

w

¶
implies that

b · s (n,w, b, d) (w + d) · n.

Proof. By Lemma 5, we have

s (n) = sleaf (n) + snode (n)

=
nbn (1) + sleaf (n) 1

b
w

=
n¥
b+w
d+w

¦ +
l

nbn(1)
m

1

b
w
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=
n
b+w
d+w

+

nbn(1) 1
b
w

=
n
b+w
d+w

+

n

b b+wd+wc 1

b
w

=
n
b+w
d+w

+

n
b+w
d+w

1

b
w

=
nd+ nw w

b

=
(d+ w) · n w

b
.

By multiplying s (n) by b we get

b · s (n,w, b, d) = b · (d+ w) · n w

b
= (d+ w) · n w

< (d+ w) · n

and the lemma is proved. 2

In the worst case, i.e. if w, b, d and n are chosen by an adversary, it can
be tricky to obtain a space optimal block tree. For example, if d = b = w we
have 100% leaf and node block utilization an a size of s (n,w,w,w) = 2n 1

blocks. However, if we increase b to 2w 1, we still need the same number of
blocks but the block utilization is reduced by almost 50%. This phenomenon
of severe reduction in block utilization is called quantization e ect. We have
developed numerous practical techniques for reducing quantization e ects
both for single block trees and forests of block trees. These techniques are
discussed detail in Section 5.4.

5.4 Reduction of Quantization E ects

At the end of Section 5.3.3, we gave an example of a quantization e ect caused
by interval endpoints and data that fits badly together with the memory
blocks. There are also other kinds of quantization e ects related to the input
size n and the number of levels t. For example, if we have decided to use a
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t level block tree irrespectively of n, the tree as a whole may contain up to
t memory blocks that are empty. To avoid such quantization e ects, we will
assume that the compaction techniques described in Section 5.3.2 are used
throughout the rest of the paper. However, if n is very small, compaction
alone may not be enough to reduce the relative storage overhead su ciently.
In this case, we will instead try to represent a forest of small block trees such
that the whole forest is stored e ciently.

5.4.1 Custom Sized Virtual Memory Blocks

If the size b of the memory blocks and the size of keys and data fits extremely
bad together we can use virtual memory blocks with custom sizes bleaf and
bnode for leaves and nodes respectively such 100% block utilization is achieved.
By choosing bleaf and bnode less than or equal to b, we can be sure that a custom
block straddles at most one b-block boundary. As a result, the worst case
cost for accessing a custom block is two memory accesses and thus the total
cost for lookup is doubled in the worst case.

5.4.2 Bit Push-Pulling

Another method for reducing quantization e ects without increasing the
lookup cost is bit push-pulling. Similarly to virtual memory blocks, the idea
behind bit push-pulling is to emulate memory blocks with some other size
than b in order to increase block utilization. Let nleaf = bn (1, w, b, d) and
nnode = bb/wc . In each leaf and node we have bleaf = b (nleaf · (d+ w) w)

and bnode = b nnodew unused bits respectively.
If bnode = nnode · ((w + d) bleaf) , each leaf below a parent node at level 2,
except the last leaf, can be extended to b + (w + d) bleaf bits by storing
(w + d) bleaf bits in the parent node. In this way, the first nnode leaf blocks
as well as the node block becomes 100% utilized. The missing bits from the
leaves are pushed upwards to the next level during construction and pulled
downwards when needed during lookup, hence the name bit push-pulling.
At a first glance it may appear stupid to leave one of the leaves unextended.
However, by doing so, we can apply the technique recursively and achieve
100% block utilization for nnode subtrees of height 2 by pushing bits to the
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node at level 3. As the number of levels increases, the block utilization in the
whole block tree converges towards 100%.

5.4.3 Block Aggregation

The block aggregation technique is simpler and less elegant but can be used
together with bit push-pulling. If bnode < nnode · ((w + d) bleaf) , we can
use block aggregation to construct super leaves and super nodes stored in
aleaf · b-bit and anode · b-bit blocks respectively. If bleaf and w+d are relatively
prime, bleaf can be used as generator and aleaf · bleaf can be used to construct
any integer modulo w + d. Otherwise, aleaf = (w + d) /bleaf leaf blocks are
combined into one super leaf with 100% utilization. For nodes, the method
is similar. If bnode and w are relatively prime, bnode can generate any integer
modulo w, 2w, 3w, and so on. In particular, the exact number of unused bits
required for bit push-pulling can be generated. Otherwise, anode = w/bnode
blocks are combined into a super node with 100% utilization.
Bit push-pulling have only positive e ect on the lookup performance since

the size of the set of intervals we can handle increases without causing addi-
tional memory accesses for the lookup. When using block aggregation we can
expect a slight increase of the lookup cost since we may have to search large
aggregated blocks. However, since an aggregated block can be organized as
a miniature block tree and we never need to aggregate more than b blocks
the local lookup cost is

l
logb bwc

j
b2

w

km
+ 1. Note that we assume that the

last memory access (the added 1) straddles a block boundary. Even in the
worst case, this is only marginally more expensive than the lookup cost in a
non-implicit block tree where block aggregation is not used.

5.5 Block Forests

5.5.1 Amortized Storage Costs (for a Collection of Block Trees)

Our goal is to use block trees as building blocks in a larger compressed data
structures (see [20]), where block trees of various heights, representing keys
(or rather sub-keys) of di erent sizes, co-exist in the form of a block forest. In
such a setting, the main cost of interest is the worst case amortized cost per
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interval which is referred to as the maximum relative size denoted by c (t) .
It is defined as

c (t) = max

½
b · spartial (n, t)

n
: n = nmin . . . bn (t)¾

and measured in bits per interval. The inverse c 1 (t) is called guaranteed
compression ratio. The reason for including the design constant nmin in the
definition is to avoid impossible cases such as n = 1 and d ¿ b for which
a high compression ratio is impossible to achieve when considering a single
block tree.
Due to the recursive definition of spartial (n, t) derived in Section 5.3.3, it

can be rather complicated to compute c (t) . It appears to very hard, if not
impossible, to find a simple expression for spartial (n, t) . Instead of c (t) , we
will therefore use the approximate or projected maximum relative size

capprox (t) =
b · scomplete (t)bn (t) ,

which is independent of the design constant and also straight forward to
compute.
Throughout the rest of the section, we assume that either capprox (t) is

su ciently small or that bit push-pulling and/or block aggregation us used
to obtain su cient compression for a complete (t, w)-block tree.

5.5.2 Split Block Trees

Consider a collection of small (t, w)-block trees representing n1, n2, . . . , nF
intervals. If the maximum relative size for the collection as a whole is too
high we can reduce the quantization e ects by using split block trees. The
idea is to store the block tree in two parts called the head and the tail. The
head contains the relevant information from all partially used nodes and
leaf and a pointer to the tail which contains complete block trees of height
1, height 2, and so on. The tail consists of memory blocks that are fully
utilized and a forest of block trees is stored with all the tails, block aligned,
in one part of the memory whereas the heads are bit aligned in another part
of the memory. For the collection as a whole, at most one memory block
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is under utilized. We used this technique also in [7] to implement e cient
double ended priority queue operations. There can be at most one partially
used node at each level and at most one partially used leaf. By recording the
configuration of the head, the partial nodes and leaf can be tightly packed
together (at the bit level) and stored in order of descending height. Moreover,
the only requirement on alignment of the head is that the tail pointer and the
partial level t node lies in the same memory block. We can then search the
partial level t node in the first memory access, the partial level t 1 node in
the second, and so on. It does not matter if we cross a block boundary when
searching the partial t i level node since we have already accessed the first
of the two blocks and only have to pay for the second access. As a result,
the cost for reaching the partial t i node is at most i memory accesses
and we have at least t i memory accesses left to spend for completing the
lookup. If n is very small, e.g. the total number of blocks required for storing
the head and the tail is less than t, the quantization e ects can be reduced
even further by skipping the tail pointer and storing the head and the tail
together. To see how this works, we choose t such that bn (t 1) < n < bn (t) ,
and consider a split block tree of height t. We need dlg (bn (1) 1)e bits and§
lg
¡¥

b
w

¦
+ 1
¢¨
bits to represent the number of interval endpoints in a partial

leaf and a partial node respectively. Hence, the contribution to the head and
the tail from the current level is

shead (n, 1) =
dlg (bn (1) 1)e+ nd+ (n 1) · w

b

shead (n, t)

§
lg
¥
b
w

¦¨
+ d (n, t) · w
b

, and

stail (n, t) = d (n, t) · scomplete (t 1) ,

respectively. Except for the tail pointer, the overall size of a split block tree
is then given by

ssplit (n, t) =

shead (n, 1) + stail (n, 1) if t = 1
scomplete (t) if n = bn (t)
shead (n, t) + stail (n, t)+

+ssplit (r (n, t) , t 1)
otherwise

,

where d (n, t) and r (n, t) are defined as in Section 5.3.1.
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5.5.3 Analysis of Split Block Trees

In practice, it makes sense to use a split block tree only if n and t are
relatively small. For large values of n, the impact on maximum relative
size caused by quantization e ects becomes negligible since we amortize over
a large number of intervals. When using split block trees, no overhead is
associated with interval endpoints, data fields or tail contribution. In fact,
the only overhead (t) that occurs is caused by: the ptail-bit tail pointer,
dlg (bn (1) 1)e bits from the partial leaf and

§
lg
¥
b
w

¦¨
bits from each partial

node. For a given t, the worst case relative overhead (t) /n occurs when n
is minimal. This means that we only need to consider n = 1 for leafs and
n = bn (t 1)+1, where t > 1, for nodes. If the total number of bits required
for representing the split block tree (except the tail pointer) is less than or
equal to tb (b 1) = (t 1) · b+ 1 bits, no tail pointer is needed.
It may appear strange to use split-block trees for leaves since we usually

only spend one memory access for looking up in a leaf. However, there
may be a situation where we have a large universe and a lookup budget of
several memory accesses but extremely few intervals. In such a case the best
approach can be to construct a leaf which crosses several block boundaries.
To simplify the following computation, however, we will assume that a

tail pointer is used only when t > 1. For t = 1 we get a relative overhead of

(1) = dlg (bn (1) 1)e
=

»
lg

μ¹
b+ w

d+ w

º
1

¶¼
»
lg
b+ w

d+ w

¼
lg
b+ w

d+ w
+ 1,

and for arbitrary t we have

(t)bn (t 1) + 1
.

As usual, we assume that w b. This implies that 2bn (t 1) bn (t) . Now,
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consider the di erence between the relative overhead for t > 1 and t+ 1.

(t)bn (t 1) + 1

(t+ 1)bn (t) + 1
=

(t) · (bn (t) + 1) (t+ 1) · (bn (t 1) + 1)

(bn (t) + 1) · (bn (t 1) + 1)

3 (t) 2 (t+ 1)

C

=
(t) 2 ( (t+ 1) (t))

C

=
(t) 2 · §lg ¥ b

w

¦¨
C

For some positive constant C since bn (t) 2bn (t 1) . We want to show
that the di erence in relative overhead is larger than or equal to zero. From
the calculations above we see that it is then su cient to show that (t)

2 · §lg ¥ b
w

¦¨
.

(t) = ptail + (1) + (t 1) ·
»
lg

¹
b

w

º¼
ptail + (t 1) ·

»
lg

¹
b

w

º¼
ptail + (2 1) ·

»
lg

¹
b

w

º¼
= ptail +

»
lg

¹
b

w

º¼
.

Hence, the di erence in relative overhead is larger than zero whenever ptail§
lg
¥
b
w

¦¨
. If ptail <

§
lg
¥
b
w

¦¨
, more bits are required for representing the num-

ber of interval endpoints in a partial node than the number of bits required
to represent a tail pointer. Each interval endpoint corresponds to a structure
stored in the tail and the size of such a structure is at least one block. Hence,
the total space occupied by all tail structures must be larger than lg

¥
b
w

¦
and

hence more than
§
lg
¥
b
w

¦¨
bits are required to represent a tail pointer. From

these computations we can conclude that the relative overhead decreases as
t increases when t > 1. The worst case relative overhead thus occurs either
when t = 1 or t = 2. For large n, we can not expect a relative size lower than
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w+d. If the maximum relative size is less than or equal to w+d bits, it is fair
to say that complete elimination of quantization e ects have been achieved.
Block trees contain n 1 interval endpoints and n data fields. This means
that there is space available corresponding to one interval endpoint. Hence,
complete elimination occurs whenever the maximum relative overhead

max

μ
(1) ,

(2)bn (1) + 1
¶

w

This is true for most practical values of w, b, d, and ptail. As an example, let
b = 256, d = 16, and ptail = 32 (which is considerably large). Then,

(1, w, 256, 16) =

»
lg

μ¹
b+ w

d+ w

º
1

¶¼
w for any w 4

and

(2, w, 256, 16)bn (1, w, 256, 16) + 1 =
32 +

§
lg
¡¥

256+w
16+w

¦
1
¢¨
+ (2 1) · §lg ¥256

w

¦¨¡¥
256
w

¦
+ 1
¢2 2 · ¥256+w

16+w

¦
+ 1

< w for any w 4.

For this example, we have shown that complete elimination of quantization
e ects can be achieved for w as small as only 4 bits even though we are using
an unnecessarily large tail pointer2.

6 Advanced Hybrid Trees

6.1 Formal Problem Statement

Consider a universe U = {0, . . . , 2w 1} partitioned into a set of n intervals
where each interval is associated with d bits of information, which in its
turn can be a reference to a larger piece of information. From the previous
discussion we know that such a partition can be represented by storing the

2Since all the sub-structures constituting tails are 256 bit or 32 byte aligned, a 32 bits
tail pointer is su cient to address a tail memory of size 232 · 32 = 1. 3744 × 1011 137

Gbytes. Clearly, this is an overkill for most practical situations.
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left endpoints of the intervals and the associated information in an array.
The relative size of this representation is w + d bits per interval for any n.
Storing the interval endpoints in sorted order makes it possible to locate
the interval containing a query key in logarithmic time using binary search
without a ecting the relative size. This can be further improved to dlogB ne
memory accesses, where B = bb/wc and b is the size of each memory block,
by using block trees.
To achieve an optimal lookup time, the information can be organized in

an array of size 2w×d bits to enable lookups in one single memory access by
using direct indexing. If the size of the problem instance n is in the same order
of magnitude as the size of the universe, this may be very e cient also with
respect to relative storage cost. However, in most cases this representation is
extremely space ine cient and even for modest values of w it may becomes
infeasible to use.
Let the lookup cost budget t be the number of memory accesses we are

prepared to spend for each lookup. Denote by s (n, t) the size (measured in
number of memory blocks) of a data structure that (i) represents a partition
as described above and (ii) supports lookups in at most t memory accesses.
The maximum relative size of such a data structure is denoted c (t) and
defined as

c (t) = max

½
b · s (n, t)

n
: n

¾
.

This definition of c should be interpreted as the worst-case amortized
cost, i.e., the maximum number of bits per interval needed to represent any
partition of any size in the data structure. The inverse c 1 (t) is referred to
as guaranteed compression ratio.
Our goal is to design a hybrid tree, according to a framework, to represent

w-bit intervals with d-bit data in a memory consisting of b-bit memory blocks.
The framework states a number of rules for designing the data structures. In
particular, the framework limits the set of possible data structures to hybrids
between fixed stride tries and comparison based block trees where the total
height is bounded by the lookup cost budget t. More precisely, the resulting
data structure will be a t-level kt kt 1 . . . k1 fixed stride trie where
the leaves consist of block trees of various heights. The sequence of strides
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k1, k2, . . . , kt is called the configuration of the data structure since it also
determines the exact kind of block tree to be used at each level. To simplify
the discussion, we will use the terms stride to describe both the value of the
stride as well as a trie node with that stride. That is, a trie node with stride
k will also be referred to as a k-stride.
According to our framework, strides and block trees are combined into a

t-level hybrid tree in the following way. If n bn (t, w) , a (t, w)-block tree
can be used and no strides are needed. Otherwise, a kt-stride is used and a
sub-data structure of height t 1 for storing (w kt)-bit keys is constructed

recursively for each sub-universe. It follows that,
³
t i, w

Pt
j=t i kj

´
-

block trees are used below the kt i-stride.
For a given lookup budget t, we want to find the configuration that mini-

mizes c (t) .We would also like to find the minimum t such that c (t) w+d,
i.e. the value topt of t where an increase of the lookup cost budget does not
result in increased compression ratio. Since c w+ d for block trees, unless
the techniques described in Section 9 are used, such a topt clearly exists.
In Section 6.2 we will investigate the relation between block trees and

stride sequences in a simplified setting where an optimal configuration can be
computed by hand. This will provide some additional insight into the relation
between t, w, d, b, and the choice of strides. These insights are then used in
Section 6.3 where we develop Strider — an automated tool for computing
optimal configurations.

6.2 Cross Breeding Block Trees with Multi-bit Tries

In this section, we work through a small and somewhat simplified example
to highlight some of the main observations and key ideas regarding choice of
stride sequences. Some of these ideas were used in [19] and further developed
in [20].
Consider the problem of representing a set of n elements in a data struc-

ture that supports rank queries. That is, to compute how many of the el-
ements stored in the data structure that are smaller than a given query
element. We will now investigate how such a data structure can be designed
by combining block trees with multi-bit tries.
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Table 2: Maximum number of basic intervals for various B and t.

t B = 1 B = 2 B = 4 B = 8 B = 16

1 2 3 5 9 17

2 4 9 25 81 289

3 8 27 125 729 4913

4 16 81 625 6561 83521

5 32 243 3125 59049 1419857

Table 2 shows how the maximum number of basic intervals, that can be
represented by using a block tree, grows as a function of t for various values
of B.

Our goal is to design a data structure with a bounded worst case lookup
cost t and a worst case storage cost of w bits per basic interval, where w is the
number of bits required to represent a key. Suppose that we have B = 8 and
that t = 4 memory accesses is an acceptable worst case lookup cost. We can
then use a block tree to obtain a worst case storage cost of w bits per basic
interval and a worst case lookup cost of 4 memory accesses for n = 1 . . . 6561.
It remains to solve the problem for 6562 n < 2w. Whether this is possible
or not is determined by the relationship between w and t. Intuitively, it is
easier to solve the problem if w is small. In particular, if w < 13, the problem
will not even occur since w < 13 implies that n 2w < 213 = 8192. For larger
values of w, we can partition the universe into 2k sub-universes by using 2k

buckets where the k most significant bits of the keys are used as index to
the bucket. This is a standard multi-bit trie approach and is discussed in
detail in Chapter 5. If we assume that w bits is su cient to represent each
bucket, the total size of the array of buckets is 2k ·w bits. Since we know that
n 6562, the relative cost for the array of buckets, called local partitioning
cost, is at most 2k · w/6562 bits per interval.
All keys that lies in the same bucket have identical values of the k most

significant bits. Therefore, it is su cient to represent them using w k bits
instead of w bits. Hence, the key size is reduced by k bits. In Table 3, we
show the local partitioning cost for various values of w and k. For k = 7 and 9
the local partitioning cost is negligible compared to the reduction in key size.
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Table 3: Combining block trees with bucketing - maximum relative size for
various w and k.

w = 16 w = 24 w = 32 w = 40 w = 48

k

7 . 3121 . 46815 . 6242 . 78025 . 9363

9 1. 2484 1. 8726 2. 4968 3. 121 3. 7452

11 4. 9936 7. 4904 9. 9872 12. 484 14. 981

13 19. 974 29. 962 39. 949 49. 936 59. 923

15 79. 898 119. 85 159. 8 199. 74 239. 69

When increasing k to 11, the local partitioning cost exceeds k for w = 40

and 48. Assuming that w k bits per interval is the best worst case storage
cost we can achieve for (w k)-bit keys, we can not achieve an overall worst
case storage cost of w bits per interval for w = 40 and 48 by using k = 11.
However, for w = 32, the relative cost of 9. 9872 bits per interval is smaller
than (but rather close to) the reduction in key size of 11 bits per interval. This
means that we can use k = 11 to achieve a reduction from 32-bit keys to 21-
bit keys at a cost of roughly 10 bits per interval. It is then su cient to design
a data structure for 21-bit keys with a worst case lookup cost of 3 memory
accesses (we start with 4 memory accesses and use one to access the first level
bucket) and a worst case storage cost of 32 10 = 22 bits per interval. Since
B = 8 for w = 32, we can store at least b8 · 32/21c = 12 interval endpoints,
of size 21 bits, in one memory block. By using three memory accesses we
can then represent 133 = 2197 interval endpoints. This means that we have
at least 2198 intervals in a bucket when the sub-data structure can not be
represented by using a block tree. By using the same technique as for t = 4
and w = 32, we can reduce the key size by an additional 9 bits, to 21 9 = 12

bits at an additional cost of 29 ·32/2198 = 7. 454 bits per interval. In a third,
and final step, the key is reduced by an additional 7 bits to 12 7 = 5 bits at
a cost of 27 · 32/ (b8 · 32/12c+ 1)2 = 8. 4628 bits per interval. Note that this
cost is higher than the reduction in key size but this is not a problem since
the accumulated cost of 9. 9872+ 7. 454+ 8. 4628 = 25. 904 is lower than the
accumulated reduction in key size of 32 5 = 27. The remaining 5-bit keys
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can be handled in one memory access.
Even though this example is simplified in several ways, the results indicate

that it is in fact possible to design a data structure for 32-bit intervals with
a guaranteed worst case storage cost of 32n bits and worst case lookup cost
of 4 memory accesses, for any input size n.

6.3 Strider — an Automated Cross Breeding Tool

6.3.1 High Level Overview

Experiences from manually computing stride sequences have shown that the
strides cannot be computed independently if we want to be sure to find the
best configuration. We may ultimately have to test all possible configura-
tions. This is an exhaustive search of considerable combinatorial complexity.
To handle this, we have implemented an automated tool called Strider that
performs the exhaustive search. By using high level pseudo code, we can
express the behavior as follows:

strider (t, w, b, d, p) =

For all k1, k2 . . . , kt 0 such that
Pt

i=1 ki w

compute the maximum relative size c
if c < copt then
copt c

Kopt [k1, . . . , kt]

end

The function strider takes five arguments t, w, b, d, and p and the result is
available in two global variables copt and Kopt when it is completed. Except
for p which is the number of bits required to represent a pointer in a stride,
the arguments are previously introduced. The global variables copt and Kopt

contain the projected maximum relative size and the best configuration of
strides respectively. For reference, we give a summary of the notations in
Table 4. Note that it is necessary to interpret copt as projected maximum
relative size since we use approximations of maximum relative size for block
trees throughout the procedure. For example, we do not take into account
quantization e ects where the density is low and only a few bits of a b-
bit block are utilized for representing a single interval. However, for all
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Table 4: Notations used throughout the rest of the paper.

Notation Description
n Number of intervals
t Lookup budget/remaining lookup budget
w Number of bits in the universe
d Number of bits in the answer from a lookup
b Number of bits retrieved in each memory access
p Number of bits used to represent a pointer
Kopt Best configuration/stride sequence
copt Projected maximum relative size for Kopt

n (t) Number of intervals when t memory accesses remains
w (t) Size of keys when t memory accesses remains
c (t, w) Maximum relative size for a (t, w)-block tree

with t memory accesses to spendbn (t, w) Maximum number of w-bit intervals represented
using a block tree of of height t

configurations of interest (and in this particular context) quantization e ects
can be completely eliminated by using the techniques described in Section
5.4.
It can take a long time for Strider to find the best configuration as it

basically performs an exhaustive search. However, it is important to note
that is a one-time task carried out only during the design process and not
at all when using the data structure. When the best configuration has been
found, it is used to configure the data structure to the specific scenario during
the implementation process. We have chosen to use strides and block trees as
algorithmic building blocks in our current framework. It is, however, possible
to let Strider use other building blocks as well.

6.3.2 Implementation Details

Strider is implemented as a recursive procedure with a base case and an
inductive step where we iterate over all possible values of k. Since we will
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discuss a recursive procedure where w is one of the parameters, w means
w (t) throughout this section. Similarly, n means n (t) whereas d, b and p are
independent of t.
If 2w bn (t, w) , the density n is guaranteed to be bn (t, w) since n 2w.

Hence we can use a block tree at an amortized cost of c (t, w). On the other
hand, if t = 1, and 2w > bn (t, w) , we have run out of memory accesses and are
forced to use a w-stride whenever the density is > bn (1, w). The amortized
cost for this is 2w · p/ (bn (1, w) + 1).
In general, the amortized cost for using a stride is the total size of the

stride amortized over the smallest density that requires a stride. Before con-
structing the recursive step, we need to discuss the accounting principles
in more detail. We introduce the concepts maximum cost and accumulated
partitioning cost and denote these by c and a respectively. During the com-
putation, the maximum cost is used to keep track of the most expensive
combination of strides and block trees encountered so far and the accumu-
lated partitioning cost is the sum of the cost for each stride amortized over
the minimum density required for the stride to exist.
Assume that we keep track of c and a by including them as running

parameters in a recursive search procedure. Imagine such a procedure and
consider the situation after a number of recursive calls. Let i be the current
depth of the recursion and [k01, k

0
2, . . . , k

0
i] ,where k

0
i = kt (i 1), be the sequence

of strides constituting the current partial configuration. Moreover, let ci and
ai denote the values of c and a respectively at depth i. We define ci and ai
as follows:

ci = max

Ã
ci 1, c

Ã
t i, w

iX
j=1

k0j

!
+ ai

!

ai = ai 1 +
2k

0
i · pbn³t (i 1), w

Pi 1
j=1 k

0
j

´
+ 1

,

where c 1 = a0 = 0. For a given sequence of strides, the cost at each level
for completing the data structure by using a block tree is compared to the
cost for partitioning the universe U = {0, . . . , 2w 1} into 2k0i sub-universes
by using a k0i stride. That is, we compare the costs for the low density case,

i.e. n bn³t i, w
Pi

j=1 k
0
j

´
, with the costs for the high density case.
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We assume that the densities are chosen by an adversary to make the
data structure as large as possible. Therefore, the maximum of these costs
is computed and ci is updated in each step. More precisely, we either have
that ci = ci 1 which means that some previously encountered combination
of strides and block tree is still the worst case or that the situation became
worse by adding the last stride. The current partitioning cost is then added
to the current accumulated partitioning cost to ai 1 and to obtain ai which
is then combined with the current block tree cost to obtain the new ci. This
concludes the description of the accounting principles for a given sequence
of strides. What remains to construct the meta algorithm is to apply these
accounting principles to all possible sequences of strides and record the best
sequence.

strider (t, w, b, d, p, c, a,K) =

c max (c, a+ c (t, w, b, d))

n bn (t, w, b, d)
if n 2w then
if c < copt then
copt c, Kopt K

end
else if t = 1 then
c max

¡
c, a+ 2w·p

n+1

¢
if c < copt then
copt c, Kopt K

end
else
t t 1

for k 1 . . . w do
a0 a+ 2k·p

n+1

K 0 K + [k]

w0 w k

strider (t, w0, b, d, p, c, a0,K 0)
end

end
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We have added a running parameter K used as placeholder for the se-
quence of strides. Moreover, we also assume the presence of the pair of
global variables copt and Kopt used to keep track of the best configuration.
To run the optimization we set copt = and Kopt = [] followed by calling
strider (t, w, b, d, p, 0, c, []) . In the basic procedure above, we have assumed
that the only property of interest when comparing two configurations is the
maximum relative size. It is straightforward though to replace the compar-
isons between c and copt and use a more general cost function that compares
(c,K) to (copt, Kopt) . As an example, we may require that c clim, for some
clim, and then compute the configuration with smallest max (k1, k2, . . . , kt) .

6.3.3 Pruning the Search Space

As mentioned before, the running time of this procedure is considerable if
nothing is done to prune the search space and speed-up the search. In our
implementation, we have experimented with a number of pruning techniques.
The first and most obvious optimization is to compare c to copt in the begin-
ning of the procedure (directly after updating c) and then abort if c > copt.
The dominating factor that determines the execution time is how many val-
ues of k that are examined in each recursive step. To reduce the number of
rounds in the loop, we let kstart be an estimate of the optimal k, and let k
loop through the sequence of values

kstart, kstart 1, kstart + 1, kstart 2, kstart + 2.

We have three criteria for exiting the loop: (i) k = 0, (ii) w k < 0, and (iii)
a0 copt. The actual exit from the loop occurs when criteria (i) and either
criteria (ii) or (iii) are met. By using this optimization, copt will be assigned
a value closer to its ultimate value early in the optimization process. This
means that other optimization where comparisons to copt are involved be-
comes more e cient. We have found that kstart = min (w, bw/tc+ 2) , where
w and t are the initial values, gives the desired result. The last optimiza-
tion we have used is to replace criteria (i) for breaking out of the loop with
k bkstart/2c .With this last optimization, a significant speed-up is achieved
but the computed cost is not necessarily the optimum. Instead, we have to
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settle for a good estimate cest of the optimal cost. In most of our experiments,
though, it have turned out that cest = copt.

7 Engineering a Static 128-bit Hybrid Tree

In this section we will first compute optimal configurations for a few di er-
ent cases. By varying the parameters and looking at the results we make
a number of interesting observations about the properties of these hybrid
tree-trie data structures. These observations are then used to improve the
compression ratio further.

7.1 Basic configuration of the data structure

We have fixed b = 256, d = 16, and p = 32. The motivation for the choice of
these figures is as follows. In a modern computer, b = 256 bits is typically the
size of a cache line and for a software implementation it is desirable to mini-
mize the number of accesses to main memory during lookup. For a hardware
implementation, it is reasonable to exploit the possibility of using wide mem-
ories and perform single cycle operations on the data fetched from memory.
The larger b we have, the more powerful the block trees becomes. However,
using extremely wide memories will require substantially more wiring on the
chip and much more complex logic to perform the computation that follows
after each memory access. This can ultimately make it harder to run the
chip at a su ciently high clock frequency. Taking this into account, we feel
that our choice of b is a reasonable trade-o between performance and com-
plexity also for a hardware implementation. By choosing d = 16 we limit
the number of outcomes from the classifier to 216 = 65536, which should be
su cient in most cases - especially in a software implementation and even if
the resulting data structure would be used for packet forwarding purposes.
If it is not su cient for a hardware implementation, we can increase d to the
desired size and then slightly modify b to accommodate for the larger data
fields - in particular in the largest block tree leafs. In a software implemen-
tation, we assume that p = 32 bits are used to represent a pointer but in a
hardware implementation a slightly smaller value of p can be used to make
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Table 5: Projected relative sizes from the first experiment.

t cw=32 cw=48 cw=64
3 1882.929832 1.5 · 105 8.5 · 106
4 93.020784 4136.236884 1.1 · 105
5 47.999187 244.426851 4772.207201

6 47.999187 76.798354 378.864369

7 47.999187 76.798354 80.992591

8 47.999187 76.798354 79.999795

9 47.999187 76.798354 79.999795

Table 6: Stride sequenced from the first experiment.

t w K

5 32 8, 8, 8

6 48 10, 10, 10, 10

7 64 13, 11, 11, 11, 10

things easier.
The computed costs from our first experiment are presented in Table 5.

For each w = 32, 48, and 64 an optimal configuration have been computed
for various values of t. From these results, we can conclude that at most 5
memory accesses should be spent for w = 32 and at most 6 memory accesses
for w = 48. For w = 64, the compression ratio is improved by less than
1.3% when adding the 8th memory access and more than 8 memory accesses
does not improve compression. Hence, at most 7 memory accesses should be
spent.
The ideal compression ratio for a partition of a w-bit universe with d-bit

answers is (w+ d) 1 bits per interval, assuming we know nothing about n or
the interval distribution. For w = 32 and t = 5 the ideal compression ratio
is exceeded and for w = 64 and t = 7 ideal compression is almost reached.
The stride sequences for the chosen configurations are presented in Table 6.
It should be noted that these are not the only possible configurations

yielding these compression ratios but merely the first such configurations
found by Strider. Other configurations, where the size of the largest stride
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Table 7: Evolution of stride sequences from the second experiment.

t cw=128 K

1 3.6 · 1039 128

2 2.0 · 1020 64, 64

3 6.0 · 1013 43, 43, 42

4 2.6 · 1010 33, 33, 32, 30

5 2.0 · 108 27, 27, 26, 25, 23

6 5.4 · 106 24, 23, 22, 21, 20, 18

7 4.2 · 105 22, 21, 21, 19, 17, 15, 13

8 4.7 · 104 20, 18, 17, 17, 17, 15, 14, 10

9 6087.070483 18, 16, 16, 16, 16, 14, 13, 11, 8

10 975.663347 17, 16, 15, 16, 15, 14, 12, 11, 8, 4

11 209.754325 16, 15, 14, 15, 13, 13, 12, 11, 9, 7

12 192.010477 7, 17, 12, 12, 12, 12, 12, 12, 12, 10, 7

13 192.000120 4, 3, 17, 11, 11, 13, 12, 13, 12, 12, 10, 7

14 191.999960 3, 3, 18, 11, 11, 11, 11, 11, 11, 11, 11, 11

15 191.999960 3, 3, 18, 11, 11, 11, 11, 11, 11, 11, 11, 11

is minimized etc. are also possible but will not result in better compression.

We now perform a second experiment including the same computations
as above for w = 128. As opposed to the flat stride sequences for w = 32 and
48, and the monotonically decreasing stride sequence computed for w = 64,
something interesting happens when w = 128. Therefore, we have included
the complete evolution of stride sequences in Table 7.

For t = 1 . . . 9, the evolution of stride sequences progresses as one could
intuitively expect - each stride sequence is monotonically decreasing and the
size of the first stride of each sequence appears to converge as t gets larger
for t < 12. When t = 10, we start observing stride sequences that are
not monotonically decreasing. Furthermore, when reaching t = 12 the size
of the first stride suddenly goes from 16 for t = 11 down to 7. The drop
continues down to 3 when reaching t = 13 resulting in the most interesting
stride sequence of them all as it changes from monotonically decreasing to
increasing three times. To understand what is going on, we need to consider
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Table 8: Relation between height and maximum input size for various block
trees.

t bn (t, 65 . . . 85) bn (t, 86 . . . 104) bn (t, 105 . . . 128)
1 3 3 2

2 12 9 6

3 48 27 18

4 192 81 54

5 768 243 162

6 3072 729 486

7 12288 2187 1458

8 49152 6561 4374

9 196608 19683 13122

10 786432 59049 39366

11 3145728 177147 118098

12 12582912 531441 354294

the maximum number of intervals that can be represented in a block tree for
various values of t and w as shown in Table 8.

When t is less than 10, bn (t, 128) is small compared to the average size of
the strides that would be required to fully partition the universe in t steps and
the cost for the strides is amortized over a relatively low number of intervals.
Therefore, the block trees do not have much e ect on K. However, when
reaching t = 10, bn (10, 128) = 39366 intervals and the size of such a block
tree is in the same order of magnitude as the size of a d128/10e-stride. Thus,
the block trees comes into play as alternatives to strides when t approaches
10 and becomes even more competitive for larger values of t.

For t = 10, the stride sequence begins with 17, 16, and 15, giving that
w = 128 (17 + 16 + 15) = 80 bits when the size of the fourth stride is
about to be computed. We have 7 memory accesses left and from the table
above we have bn (7, 80) = 12288 intervals. The corresponding figures when
computing the size of third stride are w = 128 (17 + 16) = 95 bits, 8
memory accesses to spend, and bn (8, 95) = 6561 intervals, which is roughly
half the number of intervals that can be stored in a (7, 80)-block tree. To

128



compute the local partitioning costs, the size of the third stride is amortized
over 6561 intervals whereas the size of the fourth stride is amortized over
12288 intervals. Intuitively, the respective local costs should be roughly equal
and it therefore makes sense that the fourth stride is double the size of the
third stride. This also explains the strange behavior in the middle of the
sequence for t = 13.
For w < 105, c (t, w) < 128 but for w = 105 . . . 128, c (t, w) 192.

Therefore, the accumulated partitioning cost, i.e. the sum of the first few
local costs, for the beginning of the stride sequence will more or less determine
the cost for the whole data structure. Let kt, kt 1, . . . , kt (i 1) be the longest
sub-sequence such that

Pi
j=1 kt (j 1) < 24. Then, for t 12, the maximum

relative size of the data structure is less than or equal to c (11, 128) + ai,
where c (11, 128) = 191.9989162 and ai is the accumulated partitioning cost
for the first i strides. A low value of ai is achieved by using one or more small
strides first and then, when getting close enough, take a big jump down to
w 104 to exploit the space e ciency leap from 192 to 128 bits per interval.
This explains the beginning of the stride sequences (7 + 17 = 4 + 3 + 17 =
3 + 3 + 18 = 24) for t 12.

Before continuing, let us briefly summarize what has been shown so far
in this section:

• For 32-bit intervals, we can design a hybrid data structure by com-
bining a 8-8-8 fixed stride trie with (5, 32)-, (4, 24)-, (3, 16)-, and (2, 8)
-block trees. Looking up the interval containing a query key in the data
structure takes at most 5 memory accesses (assuming that 256 bits are
fetched in each memory access) and the size of the data structure is
less than 48n bits, where n is the number of intervals.

• For 64-bit intervals, we can design a hybrid data structure by combining
a 13-11-11-11-10 fixed stride trie with (7, 64)-, (6, 51)-, (5, 40)-, (4, 29)-,
(3, 18)-, (2, 8)-block trees. Looking up the interval containing a query
key in the data structure takes at most 7 memory accesses and the size
of the data structure is less than 81n where n is the number of intervals.

• For 48 and 128-bit intervals our experiments seems to indicate that no
more than 6 and 12 memory accesses, respectively, needs to be spent

129



for looking up the interval containing a query key in a compressed data
structure. However, the compression ratios of 77 bits per interval for
48-bit intervals and 192 bits per interval for 128-bit intervals are not
satisfying. The reason for the poor compression ratios is that the block
tree nodes and leafs becomes under-utilized. In particular, the block
tree leafs for 128-bit intervals are heavily under-utilized. Out of the
256 available bits, only 128 + 2 · 16 = 160 bits or 62. 5% are used.

During the investigation of the seemingly strange evolution of stride se-
quences for w = 128 and increasing values of t, we have gained some ad-
ditional understanding of the process of cross breeding variable stride tries
with block trees. This will be useful when we next will show how improve
the 128-bit data structure by reducing the compression ratio and introduce
support for incremental updates.

7.2 Improving Compression for 128-bit Keys

We know that the cost for using standard block trees is 192 bits per interval
- which would be ideal for d = 64 - when w > 104 and drops to 128 bits per
interval whenw = 104. It would be possible to implement more e cient block
trees for w = 128 if we could use larger blocks. If we could use 2·128+3·16 =
304-bit blocks for the leafs while keeping the 256-bit block for the nodes, the
maximum relative size of a 128-bit block tree drops to 144 and the ideal
compression ratio is reached. This can be easily achieved in a hardware
implementation where the di erent levels of the block tree are stored in
di erent memory banks that can have di erent block sizes. However, if we
are stuck with 256-bit blocks the only option is to somehow emulate larger
blocks.
Assume that two memory accesses can be spent for searching a block tree

leaf rather than only one memory access. Two blocks can then be combined
into a 512-bit superleaf containing three 128-bit interval endpoints and four
16-bit data fields. Of the total 512 bits, we utilize 3 · 128 + 4 · 16 = 448 bits
corresponding to 81. 25% which is an improvement compared to 62.5%. Using
the same technique, 768-bit blocks can be emulated with 95. 8% utilization
and 1024-bit blocks with 100% utilization (7·128+8·16 = 1024). In a 1024-bit
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Figure 2: Layout of a 1024-bit superleaf.

block, we can store 7 interval endpoints x1, x2, . . . , x7, where xi < xi+1, and 8
data fields. Searching a superleaf in four memory accesses is straightforward
as there are four blocks. To reduce the search cost to three memory accesses
we organize the superleaf as follows: the first block contains x3 and x6, the
second block contains x1 and x2, the third block contains x4 and x5, and the
fourth block contains x7 and the 8 data fields. By searching the first block
in one memory access we can determine in which of the other three blocks
to spend the second memory access. The third memory access is always
spent in the fourth block. We will refer to this data structure as modified
(t, 128)-block tree. The maximum number of intervals that can be stored isbn (t, 128) = 3t 3 · 8 and since both nodes and leafs are 100% utilized, the
maximum relative size is the ideal c (t, 128) = w + d = 144 bits per interval.
For w = 104 we have 100% leaf utilization (2 · 104 + 3 · 16 = 256) but

only 87. 5% node utilization. We can therefore suspect that the low cost
of 128 bits per interval can be reached for some w > 104 by some clever
modification of the block tree. Consider such a w and imagine a (t, w)-block
tree where leafs and nodes are organized in the same manner as for w = 104
and for now ignore how this is achieved as we will come to that later. The
total number of utilized bits B (t) in our imaginary block tree is defined by
the recurrence equation

B (1) = 2w + 3 · 16
B (t) = 2w + 3B (t 1)

and the number of blocks is given by s (t, 104) since the organization of nodes
and leafs are the same. By solving the equation B (t) = b · s (t, 104) for w we
get

w =
3t · (128 16) 128

3t 1
= 112, as t .
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Figure 3: Illustration of the bit push-pull technique.

Hence, for w = 112, 100% utilization would be achieved and it is therefore
meaningless to consider larger values than 112. Let us focus on w = 112 and
see what can be achieved.
Figure 3 (a) shows a leaf containing an interval endpoint, two data fields

and an area of the same size as the interval endpoint that is unused (black).
If we had some additional bits for representing a third data field, the unused
bits could be used to represent a second endpoint. The resulting leaf would
be organized in the same way as leafs in (t, 104) block trees. Missing bits are
shown using dashed lines in the figure.
The unused bits in the node illustrated in Figure 3 (b) corresponds to

two data fields. Each node has three children and hence three leafs share
parent node. We can store the missing data fields from two of the leafs in
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the unused data fields in the node to obtain a tree of height two which is
missing space for one data field as shown in Figure 3(c). In Figure 3(d), we
have applied the technique recursively to create a tree of height three which
is also missing space for one data field.
Conceptually, we emulate 256+16 = 272-bit blocks for storing the leaves

and 256 2 · 16 = 224-bit blocks for storing the nodes. For this to work
when all blocks are of size 256 the bits from the leafs are pushed upwards in
the tree during construction and pulled downwards if/when needed during
lookup. By using this bit push-pull technique we can implement modified
(t, 112)-block trees of arbitrary height with utilization that converges to 100%.
The maximum number of intervals and maximum relative size are given bybn (t, 112) = bn (t, 104) = 3t and c (t, 112) = c (t, 104) = 128.
By including these two modified block trees in the set of available build-

ing blocks and re-running strider for t = 12, we obtain a new data structure
for IPv6 addresses with a maximum relative cost of 144 bits per interval
and hence ideal compression ratio. It consists of a 16-12-11-12-12- 12-12-12-
12-11 fixed stride trie combined with modified (12, 128)-block trees, modi-
fied (11, 112)-block trees, and (standard) (10, 101)-, (9, 89)-, (8, 77)-, (7, 65)-,
(6, 53)-, (5, 41)-, (4, 29)-, (3, 17)-, and (2, 6)-block trees.

8 Dynamic Hybrid Trees

In this section we show how to add support for high speed incremental up-
dates with guaranteed performance to the hybrid data structures generated
by Strider.

8.1 Problem Description and Attack Strategy

We assume the presence of a support structure in which preliminary updates
takes place free of charge. A preliminary update that changes the lookup re-
sult for at least one key requires an actual update of the classifier. The actual
update is executed by issuing a series of block write andmove operations that
modifies the memory where the classifier is stored. When measuring update
cost, we only count memory accesses resulting from actual updates. The

133



relationship between the classifier and the support structure is similar to the
relationship between the forwarding table and the routing table in a router.

Our goal is to implement high speed incremental updates with guaranteed
performance in the same fashion as we can provide guaranteed performance
for lookups. In order for such guarantees to make sense, we must define ex-
actly what we mean by an update, or more specifically a preliminary update.
For example, if the classifier is used as a forwarding table for longest prefix
matching, a preliminary update is performed by inserting/deleting a routing
entry. By using the techniques from [20], the maximum impact from such an
update is that two interval endpoints are added or removed. However, if the
classifier represents a list of intervals to provide matching of first matching
interval, a single preliminary update (adding an interval) may have arbi-
trarily large impact on the classifier. The simplest example of this is when
the interval [0 . . . 2w 1] is added first in the rule list. This will e ectively
remove all other intervals irrespectively of n.

The classifier represents a partition of the universe consisting of n in-
tervals. We consider two atomic update operations: insert a new interval
endpoint and delete an existing interval endpoint. These atomic operations
corresponds to increasing and decreasing the number of intervals by split-
ting an interval in two and merging two adjacent intervals respectively. Our
goal is to implement incremental updates with guaranteed worst-case update
cost, i.e. an upper bound on the worst-case number of memory accesses for
an atomic update.

A natural question to ask, at this point, is what the worst-case cost for
incremental updates would be if we simply took the data structure obtained
in the previous section and performed updates using brute force. When a new
interval endpoint is inserted the first step could be to lookup the endpoint in
the data structure. The subtree, that will contain the endpoint after insertion
is completed, is called the target subtree and is located below the lowermost
stride visited during the lookup. Even if we use brute force, the e ect of
the update is limited to the local reconstruction of the target subtree.. For a
given configuration, the height of each such subtree is bounded by a constant,
i.e. the height is O (1) with respect to n. Therefore also the size as well as the
cost for reconstruction of such a subtree is bounded by a constant. For the
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data structure from the previous section, the size of the largest construct and
reconstruction cost is almost 90000 blocks and memory accesses respectively.
Even though the cost of 90000 memory accesses is too large, at least for

some applications, the fact that it is not ridiculously large3 makes it a good
starting point when we outline our strategy for improving the update perfor-
mance. We have already made the first important observation above, namely
that strides isolate update costs. Most updates are block tree updates, which
means that the sole e ect of the update is that the size of exactly one block
tree structure is increased or decreased by one interval. Since the size of each
block tree is limited, a sequence of update operations may eventually reach
a point when a block tree becomes full. The next insertion will then cause a
hybrid transformation of the block tree into a hybrid data structure consist-
ing of one or more strides and various block trees. If we minimize the work
for each update, it would be hard to avoid that some updates become very
expensive. One could intuitively expect that a hybrid transformation is such
an expensive update. The basic strategy for obtaining a limited worst-case
update cost is to make sure that no update is considerably cheaper than the
worst-case. For each update, we first perform the necessary reconstruction
work and then additional maintenance work until the total cost for the up-
date equals the worst-case update cost. In section 8.2, we apply this strategy
to implement e cient block tree updates by partitioning large block trees
and developing an e cient maintenance strategy. Hybrid transformations
are discussed in section 8.3, where the main idea is to distribute the to-
tal work for a transformation over the updates immediately preceding and
following the transformation respectively.
We will now show how to implement support for incremental updates with

a worst-case update cost of 7895 memory accesses. This is approximately
650 times the cost for lookup and given the expected lookup/update ratio
for most applications the update cost is not likely to become a bottleneck. To
achieve this we will sacrifice some compression, resulting in a 40% increase
of the size of the data structure compared to the best static data structure.
We will present a thorough worst-case analysis of the update cost. In the

process we also develop a number of techniques that can be used also for

3This is a matter of opinion, not fact!
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other applications. Although all we do is to simply apply the basic strategy
outline above, the rest of this section is rather technical.

8.2 Block Tree Updates

To handle large block trees, we introduce a technique called vertical segmen-
tation, where the tree is segmented into an upper part and a lower part. The
upper part consists of a single block tree containing up to M intervals and
the lower part consists of up toM block trees where each block tree contains
up to N intervals. To keep the overall tree structure reasonably balanced,
while limiting the update cost for large n, we will allow reconstruction of at
most one block in the upper part plus complete reconstruction of two adjacent
block trees in the lower half, for each update.

8.2.1 Maintenance Strategy

Let u (M,N) be our update cost budget, i.e., the maximum number of mem-
ory accesses we are allowed to spend on one update. We consider the data
structure to be full when additional reconstruction work would be required
to accommodate for further growth. The main principle behind our mainte-
nance strategy is to actually spend all these memory accesses on each update
in the hope of postponing the first too expensive update as much as possible.
First, let us present the problem in a slightly more abstract form. Let

B1, B2, . . . , BM be a number of buckets corresponding to the M block trees
in the lower part. Each bucket can store up to N items corresponding to N
intervals. Let xi be an interval endpoint in the upper tree and

xi,1, . . . , xi,mi
[xi 1, xi 1]

be the interval endpoints in the lower tree corresponding to bucket Bi.
Clearly, xi works as a separator between bucket Bi and bucket Bi+1. Since
we are allowed to reconstruct one block in the upper tree and reconstruct
two adjacent trees in the lower part, we can replace xi in the upper tree by
one of

xi,1, . . . , xi,mi
, xi+1,1, . . . , xi+1,mi+1
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and build two new block trees from scratch from the remaining interval end-
points. This corresponds to moving an arbitrary number of items between
two adjacent buckets. When an item is inserted into a full bucket, it fails
and the system of buckets is considered full. Only insertions needs to be con-
sidered since each delete operation reduces n by 1 while financing the same
amount of reconstruction work as an insert operation. The role of a mainte-
nance strategy is to maximize the number of items that can be inserted by
delaying the event of insertion into a full bucket as much as possible.
We perform insertions in a number of phases, where the current phase

ends either when a bucket becomes full or whenM items have been inserted,
whichever happens first. Consider a phase where m M items have been
inserted. For each item inserted we can move an arbitrary number of items
between two adjacent buckets. This is called a move.

Proposition 1 (a) m 1 moves is su cient to distribute these m items
evenly, i.e. one item per bucket, no matter how they were inserted, (b) these
m 1 moves can be performed after the current phase.

Initially, we have 0 items in each bucket or equivalently space for N0 = N
items. Provided that N M, M items will be inserted in the first phase.
By Proposition 1, these can be evenly distributed among the buckets, by
performing the maintenance after the first phase. When the next phase
begins, there will be 1 item per bucket or equivalently space forN1 = N0 1 =

N 1 additional items. This can be repeated until Ni = N i < M, and
the total number of items inserted up to this point isM · (N M) . In phase
Ni, the smallest number of elements that can be inserted is M 1 if all
items falls in the same bucket and in the remaining phases the number of
insertions is reduced by 1 in each phase until only one item can be inserted.
According to Proposition 1, maintenance can still be performed but only for
a limited number of buckets. If we focus maintenance e orts to the buckets
where insertions occur we can still guarantee that the available space does
not decrease by more than one item for each phase. Hence, an additional

MX
i=1

i =
M · (M + 1)

2
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items can be inserted yielding a total of

MN
M · (M 1)

2

items. For each insertion in the current phase we can perform one move
(of maintenance work) for the previous phase. The di erence in number
of inserted items is at most 1 between the previous and the current phase.
By Proposition 1 (a), the number of insertions in the current phase is thus
su cient to pay for the maintenance for the previous phase and Proposition
1 (b) follows. It remains to prove Proposition 1 (a). To distinguish between
items that have not been maintained from the previous phase and items
being inserted in the current phase we color the items from the previous
phase blue and the inserted items red. First consider the case when m =M.
The maintenance process basically operates on the buckets in a left to right
fashion (with an exception). Let Bi be the number of blue items in bucket i,
and k the index of the rightmost completed bucket — k is initially zero. We
start in rightward mode: Find the leftmost bucket r satisfying

rX
j=k+1

Bj r k.

If r = k + 1, move Br 1 (possibly zero) item from bucket r to bucket
r+1 and increase k by 1 since bucket r is completed. Otherwise (r > k+1),
set l = r and enter leftward mode. In leftward mode the maintenance process
works as follows: If l = k + 1, k is increased to r 1 and we immediately
enter rightward mode. Otherwise,

l (k + 1)
l 1X

j=k+1

Bj

items are moved from bucket l to bucket l 1, and l is decreased by 1.
Figure 4 illustrates how completion of three buckets is achieved in three
steps in rightward mode followed by completing four buckets in leftward
mode in the last four steps. Switching between rightward and leftward mode
is free of charge. For each move performed in rightward mode one bucket is
completed. In leftward mode there are two cases. If there is only one move
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Figure 4: Illustration of the maintenance strategy.

before switching to rightward mode, one bucket is completed. Otherwise, no
bucket is completed in the first move but this is compensated by completing
two buckets in the last. For each move between the first and the last move one
bucket is completed.4 To summarize this, each move completes one bucket
and hence there are M 1 buckets that contains exactly 1 blue item each
afterM 1 moves. There areM blue items in total and hence the last bucket
must also contain 1 blue item (and is thus also completed). We have proved
Proposition 1 (a) for m = M. If m < M, we can use a left to right greedy
algorithm to partition the set of buckets into a minimum number of regions
where the number of buckets in each region equals the total number of blue
items in that region. Some buckets will not be part of a region but this
is expected since less than M blue items are available. Within each region
we run the maintenance process in exactly the same way as for m = M.

This concludes the proof of Proposition 1 (a) as well as the description and
analysis of our maintenance strategy.

4This corresponds exactly to slicing a pizza: Two cuts are required for the first slice,
then one slice is produced for each cut until the last cut which produces two slices.
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8.2.2 Memory Management

To implement the upper part of a vertically segmented (12, 128)-block tree
we use a standard (5, 128)-block tree, i.e., without superleaves, with p bits
pointers instead of d bits data. For the lower part we choose modified (7, 128)-
block trees. The total lookup cost for the resulting data structure is still 12
memory accesses. For this combination, we have

N = n̂ (5, 128) = 162,

M = n̂ (7, 128) = 648

and the total number of intervals we can store is

162 · 648 162 · (162 1) /2 = 91935.

By using Stockpiling, a memory management technique introduced in [8]
and further refined in [20], we can limit the cost for insertion and deletion
of an ai-block structure to at most iai + i+ 1 memory accesses and (i+ 1) ·
ai + i + 1 memory accesses, respectively, where a1 > a2 > . . . > ak are
the di erent allocation units available (see [20] Lemma 1). In our case, the
maximum allocation unit is s (7, 128) = 364 blocks and, assuming that we
require maximum compression, we must use 364 di erent allocation units.
As a result, ai = 364 (i 1) and the worst-case cost for inserting an
a182 = 364 (182 1) = 183 -block structure is 33489 memory accesses.
To reduce the memory management overhead we must reduce the number of
allocation units. This is achieved by decreasing the compression ratio. When
using vertical segmentation, we waste 128 bits in each leaf in the upper part
for storing pointers and some additional information that is required when
using Stockpiling. By using these bits we can also store the variables k, r, and
l required for running the maintenance of each block tree in the lower part
in-place. The total cost for this is 162 · 128 = 20736 bits which is amortized
over 91935 intervals yielding a negligible overhead per interval. Hence, the
maximum relative size is roughly 144 bits per intervals also with vertical
segmentation.
Suppose that we increase storage by a factor of C, for some constant

C > 1. We can then allocate (and use) 364 blocks even if we only need
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Table 9: Insertion and deletion costs for the di erent allocation units ob-
tained for C = 2.

i 1 2 3 4 5 6 7 8 9 10

ai 364 182 91 46 23 12 6 3 2 1

icosti 366 367 277 189 121 79 50 33 28 21

dcosti 730 549 368 235 144 91 56 36 30 22

A blocks, provided that AC 364. Furthermore, we can skip all allocation
units betweenA 1 and 364. By applying this repeatedly, we obtain a reduced
set of allocation units where ai = da1/Ci 1e.
To further demonstrate this, we choose C = 2, which corresponds to a

100% size increase, and perform a thorough worst-case analysis of the update
cost. The first step is to compute the set of allocation units and the insertion
and deletion cost for each allocation unit (see Table 9).

Before investigating the worst-case update cost, we observe that 364 +
730 = 1094 memory accesses is a lower bound on the update cost which is
independent of C. This is a result from simply reconstructing one 364 -block
structure without involving the memory manager and simultaneously deal-
locating the other 364-block structure at a cost of 730 memory accesses. For
our particular choice of C, an additional 367 memory accesses for allocating
a 182-block structure must be added to the lower bound resulting in an ac-
tual lower bound of 1461 memory accesses. In the worst-case, an insertion of
one allocation unit and a deletion of another is required for both block trees.
However, not all combinations of insertion and deletion costs are possible.
The first observation is that deleting of one allocation unit is followed by
inserting the next smaller or the next larger allocation unit. We can also
exclude the combinations where the size of the deleted allocation unit from
one block tree is the same as the inserted allocation unit from the other
block tree as this eliminates one deallocation cost. By comparing costs for
the remaining combinations in the table above, we find that the worst-case
occurs when deleting a 364-block and a 91-block structure and inserting two
182-block structures resulting in a total cost of 730 + 368 + 2 · 367 = 1832
memory accesses. Adding the single memory access required for updating the
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Table 10: Relation between storage and update costs.

C Worst-case update cost
1.1 6537

1.25 3349

1.5 2361

1.75 2049

2 1833

2.5 1561

3 1393

4 1280

upper part yields a total worst-case incremental update cost of 1833 memory
accesses for a 100% size increase. To provide a better understanding of the
possible trade-o s between compression ratio and guaranteed update costs
we have performed these computations for various values of C and the results
are presented in Table 10.

These figures should be compared with 134322 memory accesses which
is the update cost obtained for C = 1. Also note that for C 3.31, the
worst-case update cost equals the general lower bound computed above plus
the cost for allocating an a2-blocks structure.

By performing a series of experiments using a reference implementation
we have verified that the worst-case update costs correspond to an update
rate of tens of thousands or even hundred of thousands of incremental updates
on a standard PC. For a data structure merely based on block-trees, as
opposed to a hybrid data structure, incremental update speed will not be a
bottleneck for any of the applications we currently can imagine, including
routing and forwarding. It is rather straightforward to implement a 12-
level block tree in hardware by using 12 pipeline steps. With the current
parameters: t = 12, w = 128, and b = 256, the number of intervals is limited
to 91935 corresponding to a forwarding table representing at least 45967 IPv6
prefixes. To support a larger table size we can either increase the number of
pipeline steps t or increase the block size b. For example, by increasing the
number of pipeline steps to 15 we can support 1241122 IPv6 prefixes, which is
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Table 11: Vertically segmented block trees computed by Strider.

Upper part Lower part
t w k bn t n s t n s

12 128 13 91935 5 162 121 7 648 364

11 115 12 33561 4 54 40 7 648 364

10 103 13 37935 4 54 40 6 729 364

9 90 12 12969 3 18 13 6 729 364

8 78 13 35736 3 48 21 5 768 341

7 65 12 9150 2 12 5 5 768 341

6 53 12 7395 2 15 6 4 500 156

5 41 12 6854 1 4 1 4 1715 400

4 29 10 1938 1 4 1 3 486 91

3 19 9 1372 3 1372 211

2 10 7 260 2 260 27

1 3 8 1 13 1

more than the estimated future requirements of 1M prefixes for IPv6 unicast
presented in [10].

8.3 Hybrid Transformations

In section 8.2.2, we showed how to implement incremental updates for (12, 128)
block trees. All techniques developed there can of course be used also for
smaller t and w at a reduced cost per interval both with respect to update
and storage cost. Structural transitions occur when insertion takes place in a
full block tree. One or more strides must then be constructed and the block
tree is then converted into a number of block trees where w is smaller. There-
fore, we have instructed Strider to take vertical segmentation into account
and then compute a new configuration with the restrictions: max (ki) = 13
and

max (supper, 2slower + 1) 819.

The resulting configuration and some additional information is shown
in Table 11. In the first four columns we show t, the size of the key w, the
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stride k, and the maximum number of intervals nmax that can be stored in the
corresponding block tree. As an example, let us look at w = 90. If there are
more than 12969 intervals, a 12-stride is used. Otherwise, a segmented block
tree where the upper part and lower part is of height 3 and 6 respectively.
The upper part can store at most 18 lower level block trees and uses most 13
blocks of memory. Each block tree in the lower part can hold 729 intervals
and uses at most 364 blocks of memory.
The projected maximum relative size for this configuration is 147.75 bits

per interval which is less than 3% storage overhead. In Section 8.2.2, we
have described how to trade some block tree compression to reduce the cost
for memory management. These techniques can be directly applied also for
hybrid data structures to achieve similar results. The largest overall alloca-
tion unit is 1024 blocks (13-stride) and the largest allocation unit involved in
vertical segmentation is 400 blocks (slower for w = 42). By starting with 400
and choosing C = 1.271 we obtain a set of allocation units where 400 is a
member (1024 and 512 are added afterwards). This minimizes the overhead
for memory management when using vertical segmentation and our mainte-
nance strategy. Furthermore, we obtain a projected maximum relative size
of 187.78 bits per interval and a worst-case update cost of 5628 memory ac-
cesses for block tree growth. In [20], we used dual stockpile sets, located in
each end of the memory, growing in opposite directions toward each other.
By using this technique (throughout the rest of the paper) the worst-case
update cost is reduced further to only 3228 memory accesses.
In Figure 5, we show an example of a hybrid data structure, according to

this configuration, with one instance of each stride and block tree present.
In practice though, there are several instances of each stride (except the for
the topmost 13-stride) and block trees. This configuration (together with the
choice of C) is the platform on which support for fast worst-case incremental
updates will be implemented. Everything we do in the rest of the section
will therefore be based on this configuration.

8.3.1 Hybrid Block Trees

Consider a t-level substructure in a larger hybrid data structure. For a given
configuration, the size of the sub-universe w = w (t) represented by the
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Figure 5: Example of hybrid data structure according to the current config-
uration. (t, w)-block trees are illustrated as triangles labelled with (t, w) and
k -strides are shown as rectangles and labelled with k.

substructure is uniquely determined by t. If the substructure is a (t, w)-
block tree, the maximum number of intervals n̂ = n̂ (t) that can be stored,
when modifications and vertical segmentation are taken into account, is also
determined by t and the current configuration. Otherwise, the sequence of
strides, from the current level down, is given by kt, kt 1, . . . , and so on. Define
the concept -cluster to be a collection of w -bit intervals with a common
prefix of length w (t) w ( ) , referred to as the prefix of the -cluster. The
number of intervals in the cluster is referred to as its size. A -cluster is said
to be dense if the size is larger than n̂ ( ) and sparse otherwise. Clusters
form a hierarchy of ancestors where each -cluster is a parent of 2k ( 1)-
clusters.

In our static hybrid data structure, from section 7 , a k -stride is con-
structed if and only if: (a) the corresponding -cluster is dense and (b) the
parent ( + 1) -cluster is also dense. If this approach is used in a dynamic
hybrid data structure, a single update operation may cause a domino e ect
where a complete hierarchy of strides needs to be constructed (or destroyed)
resulting in a considerable worst-case update cost.

To obtain a dynamic hybrid data structure, we simply drop requirement
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(b). We then need to monitor all -clusters and immediately construct a
k -stride when a -cluster changes from sparse to dense. Furthermore, we
must avoid that a single update causes more than one sparse cluster from
becoming dense and vice versa. This is achieved by dynamically adjusting
the limits, i.e. the n̂’s, throughout the data structure. The size of such an
adjustment is limited by the maximum depth of cluster hierarchy which is
12 in our current configuration.

A sparse -cluster, without dense ancestor clusters, in a t level substruc-
ture is hosted by a (t, w)-block tree. When the -cluster becomes dense, the
whole cluster is extracted from the (t, w)-block tree and stored in a sepa-
rate substructure rooted by a k -stride. To prevent the data structure from
falling apart, a reference to this separate substructure must be encoded in
the (t, w)-block tree. This is achieved by storing the prefix of the -cluster
together with a pointer to the k -stride in a node in the (t, w) -block tree.
The choice of is crucial for this scheme to work. It must be located at least
at height + 1 from the bottom of the block tree to ensure that the depth
of the substructure as a whole, including the -level separate substructure,
does not exceed t. At the same time, should be located su ciently low to
ensure that size of the -cluster is at least as large as a full sub-block tree
of node . Given these two degrees of freedom, it is possible to combine
all possible -clusters and (t, w)-block trees from our current configuration.
Except for 2 and 3 -clusters, we can also store the prefix of the -cluster as
well as the pointer in the space of the node that would otherwise occupy a
range boundary. By using this technique, we can represent a stride pointer
using at least 30 bits and since the strides are 32-byte aligned this is su cient
for a 34 gigabytes data structure. To handle 2- and 3 -clusters we encode the
prefix of the cluster above level 4 and 5 respectively and the pointer one level
below. An alternative approach is to exploit the fact that a 2- or 3-cluster is
su ciently large to replace m sub-block trees of a (t, w)-block tree, for some
m > 1, and then use mw bits to represent the prefix and pointer.

By combining all of these techniques we obtain a dynamic hybrid data
structure. The technique of monitoring as well as managing the density of
-clusters and constructing strides immediately when a -cluster becomes
dense will e ectively de-amortize the work for constructing strides. Fur-
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thermore, the method for encoding -cluster prefix and pointer in block tree
nodes provides an e cient path compression mechanism for block trees, espe-
cially when w (t) w ( ) is large. This also increases the overall compression
ratio when there are lots of dense clusters. As an example we have calculated
that approximately 80 bits per interval is saved for each interval in a dense
4-cluster (w (4) = 30) compared to a (11, 116)-block tree. Since there is at
least 4374 intervals in a dense 4-cluster approximately 43 kB of memory is
saved for each dense 4-cluster in a (11, 116) block tree. These savings creates
additional degrees of freedom. As an example of how we can exploit this we
deal with a problem related to (12, 128) -block trees that have been swept
under the rug until now. When a -cluster, hosted by a vertically segmented
(12, 128)-block tree, becomes dense, a pointer is encoded in one of the nodes
in the upper part (except for 3). If the block tree contains less than 2/3
of the maximum number of intervals one half of the root node is available for
encoding one (prefix, pointer) pair. Otherwise, nodes are fully utilized mak-
ing it impossible to encode in a node, in the upper part, whether it contains
interval endpoints or (prefix, pointer)-pair. Therefore, we would like to get
rid of the (12, 128)-block tree as soon as possible. Fortunately, as soon as a
-cluster, where > 3, becomes dense we save over 137 kbits of memory by
compressing it in a separate structure. When combined with amortization,
which pays for 2/3 of the stride (since the tree is 2/3 full), this is more than
enough to finance and build the initial 13-stride 30000 intervals before we
could otherwise a ord it.

8.3.2 Transition Algorithm and Analysis

In this section we address the actual reconstruction work that must be con-
ducted when a -cluster hosted by a hybrid (t, w)-block tree becomes dense
and the k -stride is constructed. To simplify the discussion, we will rea-
son about this in terms of insertion, growth and construction as opposed
to deletion, shrinking and destruction. The strategy developed, as well as
all operations, criteria etc. can be run in reverse to handle deletions. Fur-
thermore, to ensure that we actually capture the worst-case update cost, all
costs used in our calculations constitutes the worst-case between growth and
shrinking.
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There are three procedures involved:

Stride construction. Memory for the k -stride must be allocated fol-
lowed by constructing the stride.

Host reconstruction. The remains of the hybrid (t, w)-block tree after
extraction must be reconstructed.

Extract conversion. The extracted structures must be converted from
hybrid (t, w)-block tree fragments to a set of hybrid
( 1, w ( ) k )-block trees.

The maximum cost, including memory management, for stride construc-
tion in our configuration is 2050 memory accesses (deallocation cost for a 13
-stride).
Before continuing with host reconstruction we make a general observation

related to the presence of dense clusters. In our configuration, the smallest
cluster (of interest) is the 2-cluster. The size of a dense 2 -cluster is at least
261 intervals and it follows that the minimum size of any dense -cluster, in
our configuration, is at least 261 intervals. No matter if we perform a recon-
struction, or conversion, the presence of every dense -cluster (irrespectively
of ) let us manage at least 261 intervals as a chunk by merely managing
a (prefix, pointer)-pair. In the previous section, we have discussed how the
presence of dense clusters can create additional degrees of freedom that can
be used to play with the compression ratio. Clearly, dense clusters will also
save reconstruction work and in the following discussion and cost analysis we
can therefore assume that no dense cluster is present.
From the point of view of the hybrid (t, w)-block tree, some substructures

are partially constituted by the -cluster (Figure 6 (a)) and, if vertical seg-
mentation is used, some substructures may be completely constituted by the
-cluster (Figure 6 (b)). We refer to these structures as partial and complete
fragments respectively. To extract the -cluster, all complete fragments are
first removed by removing their references from the upper part. The cost
for this is bounded by the size of the upper part and is thus limited to 121
memory accesses as shown in Table 11. This is followed by extracting the
fragments from the partial structures and reconstruct the remains. There
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Figure 6: Hosted -cluster (shaded) by an augmented (t, w)-block tree: (a)
hosted by a single sub-tree (not vertically segmented), (b) hosted by several
sub-trees in the lower part and partially hosted by the upper part.

can be at most two such subtrees, if vertical segmentation is used, and after
removal of all complete structures these will be adjacent. Thus, the cost for
reconstruction can not be worse than the cost for block tree growth which is
3228 memory accesses. We then get a total of 3228 + 121 = 3349 memory
accesses for extraction.

In general, this process is straight forward. However, if many, or all,
of the intervals stored in the block tree lies in the same sub-universe with
respect to the stride, i.e. if they will be stored in the same sub-structure
below the stride, a serious problem occurs. When the stride is constructed,
the block tree must be split up into pieces such that the height of each piece
is at least one level less than the original block tree. Otherwise, the total
lookup cost of the data structure is temporarily increased by one until the
mess after the transition has been cleaned up and thus the lookup cost budget
is exceeded during the clean-up. To handle this, the stride must be divided
into compartments or super pointers, where each compartment corresponds
to a memory block. If the density of a sub-universe is too large to enable
the height to be reduced without reconstructing the whole block tree (for the
reduced key size), a copy of the root node of the block tree is stored directly
in the compartment together with a pointer to the block tree. The e ect
of this is essentially the same as if the block tree height had been reduced

149



Table 12: Bits available for encoding extra information in a compartment for
di erent w.

w bits available
128 0

115 26

103 50

90 76

78 22

65 61

53 44

41 10

29 24

by one and each pointer in the compartment are pointing to the same block
tree. One bit in the compartment is required to encode whether it contains
regular pointers or a block tree root and some bits must be used to encode a
pointer.

Table 12 shows the number of bits available for encoding a pointer and
flag bit for each w of interest. Clearly, there is no problem for w = 103, 90, 65,
and 53. However, for the other key sizes, in particular w = 128 and 41 there
is not su ciently many bits available. To create additional bits, we first
observe that each compartment corresponds to 8 sub-universes since the size
of each memory block is 256 bits and we are using 32-bit pointers. For a
stride k, we can therefore be sure that the k lg 8 = k 3 most significant
bits of each interval stored in the root node are implicitly given by the index
of the compartment. Therefore, 2 · 13 = 26 additional bits are saved for
w = 128 and 115. For w = 78, we save 3 · 13 = 39 additional bits and for
w = 41 and 29 even more additional bits are created. Hence, by using this
scheme we create su ciently many bits to handle all cases except possibly
w = 128. For t = 12 (w = 128), the maximum density is 91935 and for t = 11
the maximum density is 33561.We can assume that there is no dense cluster
for t = 11 as this would make things considerably easier. If the maximum
density for t = 11 were 91935/3 = 30645, instead of 33561, there would either
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be at least one dense cluster or the block tree would be possible to split up
such that a standard compartment could be used. To handle the problem,
we therefore adjust the limit for t = 11 to 30645 and the cost for this is an
additional storage of 212/ (33561 30645) = 1. 41 bits per interval.

It remains to convert the extracted (t, w)-block tree fragments to a set
of hybrid ( 1, w ( ) k )-block trees that will be located below the -
stride. To obtain a limited update cost, we want to postpone this conversion
as much as possible. This means that we must first identify the minimum
amount of construction that needs to be done immediately and then develop
a strategy for catching up with the postponed construction work.

Our largest stride consists of 213 = 8192 pointers and thus a completed
conversion may result in 8192 di erent substructures. When stockpiling is
used, the relative memory management overhead, i.e. overhead per interval,
increases when the size of substructures decreases. Therefore, the total mem-
ory management overhead for a complete conversion is way too expensive and
must be amortized over several updates.

In the first step of the conversion, we construct a minimal set of hybrid
( , w ( ))-block trees (instead of ( 1, w ( ) k ) -block trees which is the
ultimate goal) and let several pointers in the -stride refer to each of these
( , w ( ))-block trees. If the (t, w)-block tree is vertically segmented and if
any complete substructures have been extracted, these are represented as
(t, w)-block trees but can serve as ( , w ( ))-block trees for now. The cost
for postponing conversion, and thus also the storage savings that are required
to finance the stride, is bounded by max (ki) = 13 bits per interval. Adding
this to the previous bound of 187.78 bits per interval and also taking into
account the adjustment for t = 11 yields a projected maximum relative size
of 187.78+13+1. 41 = 202.19 bits per interval for the whole data structure.

The presence of complete substructures implies that the depth of the data
structure is su cient to represent the ( , w ( ))-block trees using vertical
segmentation. The cost for this is then limited to the construction of a
minimal number of upper parts of ( , w ( ))-block trees. Clearly, the cost
for this depends on and, in turn, depends on w ( ) . To understand this,
we must recall the definition of dense cluster. A -cluster is dense if the
size is larger than bn ( ) which means that the intervals can not be stored
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in a ( , w ( ))-block tree. For each node, in such a block tree, there are
bb/w ( )c+1 subtrees. In e ect, the -stride replaces the root node thereby
increasing the possible number of subtrees beyond bb/w ( )c + 1. Hence, it
is su cient to partition the cluster into ( ) = bb/w ( )c+2 substructures.
This line of reasoning can also be applied to ( , w ( ))-block trees represented
without vertical segmentation which needs to be chopped up into bb/w ( )c+2
subtrees. We have made extensive Maple calculations, which have to be left
out due to space restrictions, of the worst-case costs for these operations and
obtained a pessimistic estimate of 2500 memory accesses for chopping up
a (3, 19) -block tree. However, this occurs in combination with a 7 -stride
where the costs is limited to 266 memory accesses. The worst-case cost for
the vertical segmentation case is less than 1500memory accesses but this may
occur in combination with a 13-stride yielding a total cost of 3550 memory
accesses. It remains to account for the construction of one or two ( , w ( ))-
block tree from the two possible partial substructures. The cost for this is
tightly connected with the cost for extraction. We start with two (t, w)-block
trees. Some intervals from each of these trees belong to the -cluster. When
these are extracted, and one or two ( , w ( ))-block trees are constructed
they will be stored more e ciently. If the result is two ( , w ( ))-block trees,
the remaining intervals in the two (t, w)-block trees can be stored in a single
tree. Hence, the total cost cannot exceed the cost for converting two (t, w)-
block trees to three (t, w)-block trees without changing the set of involved
intervals. Thus the additional cost for partial structures is bounded by the
worst-case deallocation cost which is 996 memory accesses.

In total, we have a stride construction cost of 2050 memory accesses, an
extraction cost of 3349 memory accesses and an immediate conversion cost
of 3550 + 996 memory accesses, including the cost for the stride. Assuming
that the remaining conversion can be postponed, we get a total worst-case
update cost of at most 3349 + 3550 + 996 = 7895 memory accesses.

It remains to argue that we actually can postpone the remaining conver-
sion work. The cost for block tree growth is at most 3228 memory accesses.
For each such update, we can spend an additional 7895 3228 = 4667memory
accesses to catch up with possible conversion work that has been postponed.
Assume that we have a newly constructed kt-stride (for some t) where the
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conversion work has been postponed. Initially, each pointer in the kt-stride
refers to a hybrid (t, w)-block tree. Further assume that we spend these 4667
memory accesses for each update that occurs in such a hybrid (t, w)-block
tree, unless the update occurs in a dense -cluster. Then, for each update, we
can a ord to extract and complete one or more hybrid (t 1, w kt)-block
trees from one of the hybrid (t, w) -block trees. To avoid building up a hier-
archy of incompletely converted structures we combine two techniques. By
dynamically adjusting the limits (the n̂s), as described above, we can ensure
that any -cluster that would be on the verge of becoming dense becomes
dense before the kt-stride is constructed. This will initially guarantee that
none of the hybrid (t, w) -block trees is hosting a -cluster on the verge of
becoming dense. We can prolong this guarantee, throughout the existence of
the data structure, by prioritizing completion of hybrid (t 1, w kt)-block
which contains -cluster on the verge of becoming dense.
Based on this discussion, we conclude that we can in fact postpone con-

version in the desired manner and as a result, we have reduced the worst-case
incremental update cost from approximately 90000 memory accesses to only
7895 memory accesses at the cost of increasing the maximum relative size
from 144 bits per interval to 202 bits per interval.

9 Beyond Minimum Storage Overhead

The limiting factor that determines the minimum storage cost for an H-tree
is the storage cost of w + d bits per interval for block trees. To reduce the
storage cost further it is necessary to either replace block trees with some
other data structure with similar relation between the lookup cost and the
number of intervals or to reduce the storage cost for block trees. In this
section, we discuss some techniques that can be used to reduce the storage
cost for block trees below w + d bits per interval, under certain conditions,
without a ecting the number of memory accesses required for lookup. The
discussion is of mainly theoretical interest but some of the techniques can be
used also in practice, if w is small compared to b, for example to implement
micro data structures for small keys inside machine words.
In the previous discussion in Section 5 it is assumed that we perform log-
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arithmic work on each memory block even though it is not explicitly stated.
By logarithmic work, we mean that we are allowed to perform binary search
among bb/wc w-bit integers by inspecting w dlg bb/wce bits. In this section,
we abuse the model by only counting the number of memory accesses and do
not bother about the amount of actual work performed after each memory
access. In particular, we assume that b-bit arithmetic operations (including
multiplication and division) can be performed for free.
The basic idea is to compress nodes (and leaves) when constructing the

block tree and decompress nodes (and leaves) to a O (b)-bit register before
performing the actual search during lookup. Register operations comes for
free.
We first construct a compression/decompression scheme for nodes. Let

mnodebe the number of w-bit interval endpoints that can be stored in a mem-
ory block of size b. Each node represents a subset of {0, 1, . . . , 2w 1} of
size mnode from a collection of

³
2w

mnode

´
possible subsets. By an information

theoretic argument, mnode cannot be larger than

maxm :

μ
2w

m

¶
2b.

Our goal is to compress nodes such that mnode = maxm. Each subset must
then be encoded by a b-bit code word k. To avoid storing all possible subsets
in a table of size

¡
2b
¢
, we must be able to reconstruct, or generate, the

subset associated with a given code word.
Let N be the size of the universe U = {0, 1, . . . , N 1} , m be the size

of each subset, and Xk = {x1, x2, . . . , xm} , where xi < xi+1 for all i =
1 . . .m 1, be the subset with code word k. We can rewrite

¡
N
m

¢
as a sumμ

N

m

¶
=

μ
N 1

m 1

¶
+

μ
N 2

m 1

¶
+ . . .+

μ
N (N (m 1))

m 1

¶
=

N (m 1)X
i=1

μ
N i

m 1

¶
,

where the first term (i = 1) equals the number of m elements subsets of U
where xm = maxU =N 1, the second term (i = 2) equals the number of
subsets where xm = maxU 1 = N 2, and so on. Term i equals the number
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of m elements subsets of U where xm = maxU (i 1) = N i. This sum
is exactly the tool we need to decompose k which is the key operation in our
compression/decompression scheme. We partition

©
0, 1, . . . ,

¡
N
m

¢
1
ª
into

N (m 1) basic intervals, where the size of the ith interval is
¡
N i
m 1

¢
and

the smallest element in interval i equals
N (m 1)X
j=i+1

μ
N j

m 1

¶
=

μ
N (N (m 1))

m 1

¶
+

+

μ
N (N (m 1)) + 1

m 1

¶
+ . . .+

+

μ
N (i+ 1)

m 1

¶
=

μ
m 1

m 1

¶
+

μ
m 1 + 1

m 1

¶
+ . . .+

μ
N i 1

m 1

¶
=

μ
N i 1 + 1

m 1 + 1

¶
=

μ
N i

m

¶
.

Subsets are defined recursively. A subset of size m denoted by Xm (not to be
confused with Xk) is the union of a subset Xm 1 and the largest element xm.
Compressing Xm is achieved by first recursively compressing Xm 1 to obtain
the first part of code word. The second, and last, part of the code word is¡
N i
m

¢
, where xm = N i, and to complete the compression these two parts

are simply added to obtain the final code word k.
Decompression of Xk works in the opposite direction. We compute the

largest element in the subset xm = N i, where

i = min j :

μ
N j

m

¶
k,

followed by recursively decompressing Xk (N 1 i
m ).

Compressed leaves works essentially in the same way as compressed nodes.
The only di erence is that one part of the leaf contains d-bit data fields. Let
mleaf +1 be the number of data fields we can fit in a leaf. Then, mleaf equals

maxm : (m+ 1) · d+
μ
2w

m

¶
b.
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Figure 7: Compression/decompression illustrated by a traversal of a path in
Pascal’s triangle.

Code words can be seen as numbers represented in some weird base where
the digits are constituted by binomial coe cients.
Decompression appears to be much harder than compression. In fact,

there is an analogy with multiplication of prime numbers where the decom-
position of a code word, performed during decompression, corresponds to
finding the largest prime factor of an arbitrary integer. This would suggest
that decompression is as hard as integer factorization. In its most general
sense, decompression means to find a unique subset, from a larger set of in-
tegers, such that the subset sum-equals a given code word. To compute such
a subset does not appear to be easier than the subset-sum problem, i.e. the
problem of determining whether or not there exist a subset where the sum
of the elements equals the code word, which is NP-complete [9].
The simplest method of computing i is linear search in O (N) time but it

is also straight forward to reduce the cost to O (lgN) time by using binary
search. Compression and decompression can be illustrated by a downward
and upward traversal, respectively, of a path in Pascal’s triangle. The lower
end point of the path is the rightmost binomial coe cient

¡
N 1
m

¢
and the

upper end point of the path lies on the left or right side of the triangle.
For each subset there is a unique path and the code word is a numerical
representation of the path. In Figure 7, we show the path for the subset
{1, 2, 5, 6, 7, 8, 12, 13} of the universe of 4-bit non-negative integers. The code
word equals the sum of the shaded binomial coe cients in the path which is
2763. Shaded binomial coe cient correspond to elements that are members
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of the subset. That is, the row of the binomial coe cient (numbered from 0)
equals the element. When performing decompression, the current binomial
coe cient is compared to the current code word and if the code word is
larger, the binomial coe cient is subtracted from the code word, the row
number is added to the output subset, and the traversal continues at the
binomial coe cient to the right in the row above the current. Otherwise, the
traversal continues at the binomial coe cient to the left in the row above.
This is the reason for shading each coe cient where the next step upward is
to the right. Falling o the triangle on the left side corresponds to adding
0 . . . j to the subset, where j is the last row visited whereas falling o to the
right means that decompression is completed.
In the example illustrated in Figure 7, we compress a subset of 8 4-bit

non-negative integers to a code word of size»
lg

μ
24

8

¶¼
=

»
lg
16!

(8!)2

¼
= dlg 12870e = 14

bits. Without compression, 8 ·4 = 32 bits would be required and we can thus
reduce storage by over 56%, in this particular case, by using this scheme5.
Even though we have decided to count only memory accesses in this section,
we note that, from a practical standpoint, there is a problem with our com-
pression/decompression scheme. To render a useful scheme we must improve
the decompression performance to O (m) time. This matches the output
complexity for generating the actual subset.
We will improve the lookup performance in two key ways. First, we get

rid of the logarithmic worst case cost for decompressing each element of the
subset and secondly we will show how to perform the search in the sorted
array constituted by the subset without actually decompressing it.
To compute

i = min j :

μ
N j

m

¶
k,

means finding i such thatμ
N i

m

¶
k <

μ
N (i 1)

m

¶
.

5Although, in this particular case it would have been better to represent the whole
universe as a bit mask.
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Let x < be the solution to the equation
³ x
m

´
= k. (1)

By setting i = N bxc , we get
μ
N i

m

¶
=

μ
N (N bxc)

m

¶
=

μbxc
m

¶ ³ x
m

´
= k,

andμ
N (i 1)

m

¶
=

μ
N (N bxc 1)

m

¶
=

μbxc+ 1
m

¶
>
³ x
m

´
= k.

We can thus compute i if we can solve Equation (1).

Lemma 7 The solution to Equation (1) is given by

x = x (k,m) = exp

μ
ln k + lnm!

m

¶
+
m 1

2
+O

μ
m2

x

¶
.

The complete proof is rather technical and is presented in Appendix A.
Equation (1) is briefly discussed in [15].

Recall that the largest element xm = N i. Since i = N bxc , we have
that xm = N (N bxc) = bxc . To completely decompress Xk, we need
to compute x for m,m 1, . . . , 1 and output each xi. The cost for complete
decompression is O (m) time. It makes no sense to perform complete decom-
pression just to be able to search the sorted array of xis in logarithmic time.
A better idea would be to compress one element at a time and compare it
with the query element immediately, i.e. using linear search. The procedure
for searching a node for a query key q then becomes
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search node (k,m, q) =

result m

loop
compute x
if bxc q then

return result
else

k k
³
bxc 1
m

´
m m 1

result result 1

end
end

since

k

μ
N 1 i

m

¶
=

μ
N 1 (N bxc)

m

¶
=

μbxc 1

m

¶
.

We conclude this section with a discussion about the actual complexity
and accuracy of computing x in a real application. To compute x exactly,
we first compute xapprox, in constant time, by using the formula

xapprox (k,m) =

»
exp

μ
ln k + lnm!

m

¶
+
m 1

2

¼
.

Now, if μ
xapprox (k,m)

m

¶
k <

μ
xapprox (k,m) + 1

m

¶
, (2)

x = xapprox. Otherwise, xapprox can be repeatedly decreased, or increased, in
steps of 1 until Equation (2) holds. The number of steps required to adjust

the result is proportional to the error term O
³
m2

x

´
in the expression for x.

If b = O (lgN) , then

maxm = O

μ
lnN

w

¶
= O

μ
lg 2w

w

¶
= O

³w
w

´
= O (1) .
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It follows immediately that the error term is constant and thus O (1) steps
is su cient to adjust the result. For larger m, i.e. m 6= O (1) , we can use
exponential binary search to adjust the result in

O

μ
lg
m2

x

¶
= O

¡
lgm2 lg x

¢
= O (2 lgm lg x)

O (lgm+ lg x lg x) = O (lgm)

steps, giving a total cost of O (m lgm) for searching each node.

10 Conclusion

We have presented the hybrid tree — a practical data structure supporting
e cient extended search with minimum storage overhead. Although we have
used a 128-bit classifier as our example, the same techniques can be used for
other applications. Not all of them have to be combined at all times, and
several of them can also be used for other purposes and in combination with
other building blocks and data structures.
Our approach is to use computer-aided algorithmic design to configure

a hybrid data structure for a specific usage scenario. By providing strict
bounds for lookup time, maximum relative size and incremental updates it
becomes possible to dimension the target system properly without worrying
about pathological rule sets. This is the main di erence between our data
structure and similar work by others. The computations performed by Strider
to find the best configuration for a given set of parameters can however
take quite some time to complete. Once the configuration is computed,
the resulting classifier has two key properties: (i) high performance and (ii)
bounded worst-case costs. Of these, the bounded worst-case costs is the most
interesting property. By being able to provide strict bounds on lookup time,
maximum relative size (bits/interval) and the cost for incremental updates
it becomes feasible to dimension the target system properly without having
to worry about pathological rule sets.
The 128-bit H-tree we have used as an illustrative example can always find

the correct answer in at most 12memory accesses without needing more than
202 bits/interval if we want to support incremental updates at a worst case
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cost of 650 times the cost for a lookup. On a standard PC, this is equivalent
to millions of lookups and tens of thousands of incremental updates per
second. The strict bounds on lookup time and maximum relative size enables
a hardware implementation with even better performance. E.g, if we limit
the maximum number of intervals to 400, 000 it is still possible to fit the
entire data structure within 10 megabytes of memory. If we pipeline the
12 memory accesses using 300 Mhz memory, we can achieve 300 million
lookups per second which corresponds to approximately 150 Gbit/s wire
speed forwarding for IPv6 which is one of the applications we consider.
All the techniques we have used have been verified with a reference soft-

ware implementation, but the data structure is rather straightforward to
implement in hardware as well.
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Fast Compression State Lookup of IPv6
Packet Headers

Björn Nordgren and Mikael Sundström†

Abstract

The focus of this paper is on e cient table lookup for IPv6 header
compression. We introduce a new data structure, similar to Patri-
cia Trees, with favorable properties for this particular application.
Considerable e ort have been devoted to an e cient implementation
in the C Programming Language, and the incorporation of the data
structure with an existing IPv6 header compression implementation
for the NetBSD operating system. Experiments performed on a 200
MHz Pentium Pro machine running NetBSD 1.1 show that the data
structure gives extremely fast compression state lookup. Our results
indicate that we can perform lookup on approximately 100,000 head-
ers per second. Assuming an average packet size of 125 bytes, this
translates into 100 Mbits per second.

1 Introduction

In today’s Internet, a widely used method for increasing the bandwidth uti-
lization over low speed links is header compression. The header compression
algorithm groups packets into flows where the headers of packets within a

Centre for Distance Spanning Technology, Luleå University of Technology, Swe-
den/Telia Research AB, Luleå, Sweden.

†Centre for Distance Spanning Technology/Division of Computer Science, Luleå Uni-
versity of Technology, Sweden.
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flow are almost identical. It is therefore su cient to send only a small identi-
fier of the flow, a so called Compression identifier (CID), instead of the whole
header. When many flows are managed by the compressor, the e ciency of
the table lookup algorithm used for computing the header-to-CID mapping
becomes crucial for the overall performance.

There are a number of factors which make the table lookup for header
compression a somewhat unusual and challenging problem. First o all, the
query keys are extremely large. The smallest possible key, resulting from
TCP/IPv4 streams, is 100 bits. For IPv6, query keys can be an order of
magnitude larger. Moreover, the keys are not fixed in size, nor in format. In
fact each IP header must be parsed in order to determine how it is composed
and how large it is. Furthermore, the tra c patterns at the links where
header compression will be used varies between such extremes as almost
perfect round robin and tra c dominated by one or very few bursty flows.

The focus of this paper is on e cient table lookup for IPv6 Header Com-
pression [1]. We introduce a new data structure, similar to Patricia Trees,
with favorable properties for this particular application. Considerable ef-
fort have been devoted to an e cient implementation in the C Program-
ming Language, and the incorporation of the data structure with an existing
IPv6 Header Compression implementation for the NetBSD operating sys-
tem. Experiments performed on a 200 MHz Pentium Pro machine running
NetBSD 1.1 show that the data structure gives extremely fast compression
state lookup. Our results indicate that we can perform lookup on approxi-
mately 100,000 headers per second. Assuming an average packet size of 125
bytes, this translates into 100 Mbits per second.

2 Header Compression

In this section we will describe those parts of IPv6 header compression that
are relevant for understanding the lookup problem. For a detailed description
of IPv6 header compression, please refer to [1].
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2.1 Functional Description

Header compression was first described and implemented by Van Jacobson
[2]. He observed that IP tra c can be grouped into a number of flows or
packet streams. Within such a flow most of the header fields of consecu-
tive packets are identical or change in a very predictable manner. With this
in mind he designed his header compression scheme, which basically works
as follows: The compressor (sender) detects new flows and associates each
separate flow with a small compression identifier (CID). Headers and the
associated CIDs are then stored in a table (such a table entry is referred to
as a compression state). Assuming that the decompressor (receiver) have
made the same association between header fields and CID, the compressor
will, for all subsequent packet headers in a flow, substitute a number of volu-
minous header fields with the relatively small CID. The CIDs are then used
by the decompressor to retrieve the correct compression state and reinstall
the header fields.
The compressor is capable of emitting three kinds of headers: regular, full

and compressed. Regular headers are sent when, for some reason, the header
could not be compressed. A full header, which is a regular header augmented
with a CID, is sent to inform the decompressor about the association between
CID and flow. A compressed header is a header in which a number of fields
have been taken out and replaced with the CID.
The compressor inspects each incoming header in order to determine how

to send it. This operation is somewhat complicated. A header must first be
parsed to find out how it is composed. Depending on its composition, some
fields are inspected, while other fields are not. The values from the fields
inspected are used for defining the packet stream, and forms the query key
used for the subsequent compression state lookup to determine which CID
to use when compressing the header.
If, and only if, a matching compression state is found, a compressed

header carrying the associated CID is sent. Otherwise the packet is presum-
ably the first in a new packet stream1. It will thus be installed as a new

1An incoming header could also, for a number of di erent reasons, be deemed unsuitable
for compression. When this happens no further processing is done and a regular header is
sent regardless of the outcome of the lookup.
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compression state and thereby associated with a CID (the compression state
previously assigned to that CID is deleted2). A full header is then sent to
notify the decompressor of the new compression state associated with that
CID.
The operation of the decompressor is simple. If it receives a regular

header, no action is taken. A compressed header received is decompressed
using the compression state indicated by the CID it carries. When a full
header is received it is installed as the new compression state associated with
the CID it carries. The lookup performed by the decompressor is straight-
forward – the CID, which is currently an 8-bit integer, is used for direct
addressing in an array to obtain a pointer to the full header.

2.2 Header Composition

A header is a chain of sub-headers starting with either an IPv4 or an IPv6
header. The sub-headers considered for compression includes UDP headers,
TCP headers, IPv4 headers, and IPv6 base and extension headers.
For each incoming header, the chain of sub-headers is parsed by the com-

pressor. Parsing starts by inspecting the first four bits to determine if the
chain begins with an IPv4 header or an IPv6 base header. Every sub-header
that can be followed by an other sub-header contains an 8-bit Next Header
field, that indicates the type of the following sub-header. In addition, all
headers of variable length also contains a Header Length field. For each kind
of sub-header, there are certain fields that contributes to the definition of the
packet stream (DEF fields). The number of bits of DEF fields inspected usu-
ally varies between di erent packet streams. This means that the keys used
for the subsequent table lookup are variable length. However, this problem
is not as severe as it might seem at first since the inclusion of next header
fields guarantees that the keys are prefix free, i.e. no key is a proper prefix
of another key.
Figure 1 is an example of an UDP/IPv4 header encapsulated, or tun-

nelled, within an IPv6 header. The shaded parts are the DEF fields which

2Since there is no sure way of telling when a flow has ended, the obvious solution and
the one used by us, is to reuse the least recently used CID.

172



Figure 1: An UDP/IPv4 header encapsulated within an IPv6 header.
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will make up our key. The parser will start by inspecting the first version
field to determine that the header begins with an IPv6 base header. It will
then proceed to inspect the flow label, next header field, source address and
destination address. The next header field will inform the parser that an IPv4
header is coming up next. Hence, the parser proceeds by inspecting the IP
version (which, by all means, should be 4) and the protocol, which identifies
the next header as an UDP header. The last two fields in the IPv4 header
to be inspected are source and destination address. Finally, the source and
destination ports of the UDP header are inspected. In this example, the key
defining the packet stream is approximately 400 bits.

3 Problem Description

Choosing the number of CIDs is a trade-o between bandwidth utilization on
one hand and processing cost and memory consumption on the other hand.
If the number of available CIDs is less then the number of active flows then
active flows will be forced out of the table. The following header from such a
flow will then be regarded as new thus causing a full header to be sent. This
kind of thrashing will of course drastically reduce the compression. On the
other hand, using too many CIDs makes the lookup table larger and is likely
to slow down the lookup.
The original IPv4 header compression scheme was targeted for IPv4/TCP

over dial-up links running at speeds of up to 9.6 kbit per second. Bandwidth
limitation guaranteed that there would only be a small number of flows si-
multaneously active. Van Jacobson [2] reported never seeing any thrashing
using 16 CIDs. With such a small table the algorithm used in the lookup
has very little impact on overall performance. However, for IPv6 header
compression, which deals with larger and more complicated headers and is a
likely candidate for wireless links in the megabit area, the lookup algorithm
becomes crucial.
Our goal is to engineer a work e cient header compressor. The cost for

the actual compression, after having performed the compression table lookup,
is independent of the number of active packet streams. Hence, e cient com-
pression table lookup, where both parsing and table lookup are optimized
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and carefully incorporated with each other, is the key to obtain an e cient
header compressor.
By Compression State Lookup, we mean the operations performed by the

compressor in order to decide whether an incoming packet should be sent with
a regular, full, or compressed header. If the decision is to sent a compressed
header, also to find the correct CID to be carried in that header.

4 Modelling the Problem

Let t, t0 etc. denote keys (compression states) stored in the table which we
denote by T , and let q denote the query key (incoming header). The keys
are modelled as a bit arrays with bit indices starting from 0. Moreover, we
will assume that the size |t| of a key t can be inferred at no cost. We denote
by t[i] the i + 1st bit of t; t[i . . . j] denotes the sub-array of t formed by the
bits t[i], t[i+ 1], . . . , t[j 1], t[j]. Hence, t = t[0 . . . (|t| 1)]. A pair of keys
q and t are considered equal if and only if |q| = |t| and q[i] = t[i] for all
i = 0, 1, . . . , |t| 1.

We can now model the compression state lookup problem as follows: for
a given query key q, determine if there is a key t stored in T such that q = t.
Before trying to construct an e cient representation of T in the theoret-

ical model, we must define what we mean by e cient. That is, we must try
to identify some critical operations to obtain an optimization criteria.
One approach is to use the number of key comparisons as optimization

criteria. However, the keys are far too large to fit into a machine word on
a typical computer of today. This means that the time spent for comparing
two keys can not be regarded as constant. Hence, counting key comparisons
is not likely to give a good estimate of the real costs.
A better approach would be to count the number of bit comparisons or

bit inspections since these are performed in constant time on any computer.
However, the cost for comparing q[i] to t[i] is not cheaper than the cost of
comparing q [jW . . . (j + 1)W 1] to t [jW . . . (j + 1)W 1] , where jW
i (j + 1)W 1 and W is the size of a machine word. Hence, an even
better approach is to minimize the number of machine words inspected and
compared. This is what we choose as our optimization criteria.
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5 Solving the Problem in the
Theoretical Model

The straight forward approach is to represent the T by a Move-to-front list
(MTF list). Despite the linear search involved, that solution works well in
practice. When Header Compression is used over a low-speed link, we can
expect only a few (possibly only one) packet streams to be active simultane-
ously. Their respective compression states will be found near the front end
of the list so that only a few key comparisons are required for the lookup.
Moreover, since packet streams usually bursts, it is likely that consecutive
packets arriving to the compressor are from the same stream. The table
lookup is then reduced to a single key comparison.
By our optimization criteria, we want to minimize the number of ma-

chine word inspections and comparisons. A data structure which allow us to
perform the table lookup in time proportional to the size of the query key
should hence be used. In Section 5.1 we describe such a data structure, the
Patricia tree. A Patricia tree is likely to perform well if the lookup pattern is
completely random. However, it does not take advantage of the high locality
of accesses and will not perform as well as a move-to-front list when only a
few packet streams are active. To capture the best of both worlds, we derive,
in Section 5.2, a new data structure called the Move-to-root Patricia tree. It
is based upon the Patricia tree but slightly modified to take advantage of the
high locality of accesses in the same fashion as the MTF list.

5.1 The Patricia Tree

A Patricia Tree, is a binary tree that treats query keys as bit arrays, and
uses a bit index in each internal node to direct the branching [3]. Searching is
accomplished by traversing the tree from the root to a leaf. When visiting an
internal node with bit index i, bit i of the query key is inspected to determine
whether to continue the search in the left (if the bit is 0) or right sub-tree.
The traversal stops when arriving at a leaf. To determine if the query key is
present in the table or not, the query key is then compared to the key stored
in that leaf. If the two keys are equal, the search is successful.
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Figure 2: Unsuccessful search in a Patricia Tree of size 6.

In Figure 2 we give an example of an unsuccessful search for the query
key 001111 in a Patricia Tree containing six keys. Bits no. 0, 2, and 3 are
inspected during the traversal, which ends at the leaf with key 011101. As
the query and leaf keys are compared, a mismatch is detected in bit no. 1.

With respect to the bit indices stored in the internal nodes, a Patricia
Tree is heap ordered. That is, any internal node, except the root, has a
bit index greater than the bit index of its parent. It follows that all keys
stored in a sub-tree rooted at a node with bit index i are identical up to, and
including, bit i 1.

Insertion is accomplished by first performing an unsuccessful search, and
recording the index i of the first mismatching bit in the comparison of the
query and leaf key. Two new nodes are then created, a new internal node
with index i and a leaf node for the query key. Depending on whether the ith
bit of the query key is 0 or 1, the leaf is stored as the left or right sub-tree,
respectively, of the internal node. By using the other sub-tree field as link
field, the internal node is then inserted directly above the node with smallest
bit index larger than i in the path traversed from the root to the leaf.

In Figure 3, we show the Patricia Tree resulting from inserting the query
key from the unsuccessful search of the previous example (Figure 2). A new
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Figure 3: Insertion of the query key 001111, in the Patricia Tree of the
previous example.

internal node with bit index 1 is created, and inserted between the nodes
with bit indices 0 and 2, in the path traversed from the root.

5.2 The Move-to-root Patricia Tree

In its original form, a Patricia tree is always traversed from the root to a
leaf even if the same query key is looked up repeatedly. The cost for the bit
inspection carried out in each internal node is at least as high as the cost for a
machine word inspection. In this particular case, a Patricia tree will perform
much worse than a MTF list with respect to our optimization criteria. If we
want to improve the Patricia tree to accommodate for these kinds of bursts,
we could simply keep track of the most recently looked up key and begin
the search by comparing it to the query key. In fact, this is basically the
technique we use in the Move-to-root Patricia tree (MTR Patricia tree), but
we will use it in a recursive way.
A MTR Patricia Tree is a Patricia tree where each internal node has an

additional field that contains a reference (pointer) to the leaf, in the sub-tree
below, containing the most recently looked up (or inserted) key.
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To perform a lookup, we start by comparing the query key q to the key t
stored in the leaf referenced from the root node. If q = t, we have performed
a successful search without traversing the tree at all. We can simply jump
directly to the leaf referenced to retrieve the information associated with the
key t. On the other hand, if q 6= t, we find the index i of the first mismatching
bit in the comparison. More formally, we determine the index i satisfying
q[0 . . . (i 1)] = t[0 . . . (i 1)] and q[i] 6= t[i]. We then traverse the tree
towards the leaf where t is stored until we either reach a node with index i
or, if no such node exists on the path, can conclude that q is not present in
the table. If we can find a node with index i along the path, we move one
step further down the tree from that node as directed by q[i]. By using the
same technique, recursively, we then compare q to the next key t0 stored in
the leaf referenced from that node. The comparison can start from bit i+ 1
since we know that q[0 . . . i] = t0[0 . . . i].

When a successful lookup is completed, the path from the current internal
node towards the root is updated by recording the reference to the leaf where
q is found at each node. If the lookup is unsuccessful the query key can be
inserted by using the same procedure as for the original Patricia tree, followed
by updating the path to the root by recording the reference to the new leaf
created.

In Figure 4, we give an example of a successful search for query key 010110
in aMTRPatricia tree of size 6. Initially, the leaf pointer stored (in the middle
field) of the root is followed to retrieve and test the query key against the leaf
key 111000 stored in the rightmost leaf. Since a mismatch is encountered at
bit 0, and the bit index of the root is 0, the search continues in the left sub-
tree of the root and a new attempt is made with the most recently looked
up key 010101 of that sub-tree. As the second test is performed, starting
with the comparison of bits 1, the next mismatching bit is found to be bit
no. 4. The tree is then traversed further, by inspecting bits 2 and 4 of the
query key, before arriving at the matching leaf. After accessing the leaf, the
leaf pointers, at each internal node on the path traversed, are updated. The
resulting tree is shown in Figure 5.

Since we can compare W bits in parallel and find the first mismatch
quickly, we can show that the number of machine word comparisons for
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Figure 4: Searching a MTR Patricia tree of size 6 for the query key 010110.

Figure 5: The tree after the path from the accessed leaf 010110 to the root
have been updated.
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performing lookup is at most

|q|
W
+<height of the tree>

both for ordinary and MTR Patricia trees. If the lookup pattern is bursty,
the second term will be reduced drastically when using a MTR Patricia tree.

6 Experiments

The MTR Patricia tree data structure together with a customized parser has
been implemented in the C Programming Language. We have successfully
optimized the code to achieve the same performance as an MTF list when
packets from the same packet stream arrives in bursts, without a ecting the
search cost in the average and worst case. The previous implementation of
the header compression algorithm, using a MTF list for compression state
lookup, by Degermark et al. have been slightly modified to accommodate for
the integration with the MTR Patricia tree compression state lookup imple-
mentation. As a result, we have obtained a new header compressor, using
the MTR Patricia tree, that is currently part of our experimental version of
the NetBSD Operating System Kernel.
We have performed a series of experiments with the MTF list imple-

mentation and the MTR Patricia tree implementation. The costs (times)
are measured in the number of CPU cycles spent for the compression state
lookup.
In Table 1 we show the benchmarks obtained when running 16 and 64

TCP/IPv4 flows. As one could expect, the lookup times for the MTRPatricia
tree show less variation than for the MTF list; it is also about 35 % faster
for 64 flows. Apart from that, the MTF list behaves better than expected.
In order to explain this behavior, we measured the average depth traversed
into the list, when running 16 flows, and found it to be only 5.3.

Table 2 shows the benchmarks obtained when running 1, 4, 16, and 255
UDP/IPv4 flows scheduled in a perfect Round Robin manner (the worst case
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Figure 6: Histogram of the lookup costs for theMTRPatricia implementation
when running 255 UDP/IPv4 flows scheduled in a Round Robin manner.

#flows MTR Patricia MTF List
average 10% median 90% average 10% median 90%

16 1172 434 796 2272 1082 408 576 1927
64 1429 448 1571 2320 2291 437 2148 3884

Table 1: TCP/IPv4.
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#flows MTR Patricia MTF List
average 10% median 90% average 10% median 90%

1 512 375 464 758 511 439 486 1055
4 1301 1098 1248 1560 1132 866 1024 1271
16 1692 1299 1622 2150 2529 1925 2143 2641
255 1941 1499 1917 2383 25237 24687 25419 27400

Table 2: UDP/IPv4 Perfect round robin.

for both implementations). The linear behavior of the MTF list strategy is
apparent in these figures. Also observe how well the MTR Patricia algorithm
scales. In fact, the lookup cost is nearly independent of the number of flows
when running more than 16 simultaneously active flows. Figure 6 depicts the
histogram of the lookup costs for 255 flows (Round Robin) when using the
MTR Patricia compression state lookup implementation. The high concen-
tration around 2000 CPU cycles indicates that we can expect a search time of
about 10 s in the worst case when using the MTF Patricia implementation
for compressing UDP/IPv4 packets.

7 Conclusions

We have given an e cient implementation of the IPv6 compression state
lookup by using our new MTR-Patricia tree. It has proven to be faster that
the MTF list implementation if the number of flows is more than 16. The
di erence grows dramatically with an increasing number of flows, i.e. the
MTR Patricia tree lookup algorithm scales very well.
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Classification of Fragmented Packets

Mikael Sundström

Abstract

This paper describes an algorithm for e cient and secure classifi-
cation and filtering of fragmented packets. It has been implemented
and used in E net’s FTC 500 series firewall products and is previously
described in [2].

1 Introduction

When an IP datagram is too large to be sent over a link it is fragmented. This
is achieved by considering any remaining headers together with the payload
as a chunk of data. The chunk is then disassembled into fragments and each
fragment is supplied with its own IP header. Some fields of these IP headers
are used to identify fragments belonging to the same original packet while
some fields contain information required to reassemble the fragment into the
original packet at the destination.
From a point of view of packet classification, only the first fragment,

sometimes called the fragment header, contains the relevant headers fields
(e.g. TCP or UDP port numbers) that are located beyond the initial IP
header carried by all fragments. Classification of fragmented packets is there-
fore considered to be a problem both for routers using with access lists and
firewalls [4]. One approach to come around this, especially in routers, is to
filter only the fragment header and permit all other fragments to pass with-
out filtering. Some firewalls filters fragments as long as the fragments arrive
in order (which is in no way guaranteed by the IP protocol) while others
completely denies all fragmented packets. The idea behind many Denial of
Service (DoS) attacks as well as other kind of attacks is to fabricate erroneous
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or incomplete fragmented packets and thereby exploit vulnerabilities in both
routers, firewalls and hosts. Fragmented packets are generally considered
as security risks and as an example Checkpoint, one of the leading firewall
vendors, confirmed an IP Fragment-driven Denial of Service Vulnerability in
their FireWall-1 product as late as June 6, 2000 [1].
In this paper we describe a Fragment Classification algorithm that was

designed and implemented in late 1997 and used in E net’s FTC 500 FR
series firewall products. The algorithm is also described in [2] filed in July
1998. In 1997, fragmented packets were considered a serious problem es-
pecially in combination with high performance firewalling. Within a tra c
flow, some packets may be fragmented while other packets may not. It does
not make sense to treat packets from the same tra c flow di erently and
whether or not a packet is fragmented does not a ect which tra c flow it
belongs to. Our goal was to perform classification of fragmented packets just
as if they were regular unfragmented packets. When unleashed to the market
in mid 1998, E net’s FTC 500 FR was the first commercial high performance
firewall to support both secure and e cient filtering of fragmented packets.

2 Problem Description

Dynamic Packet Classification requires a flow key corresponding to each
packet. In fact, the Dynamic Packet Classifier can be seen as a table of flow
keys where each key corresponds to an established tra c flow or session.
For a regular unfragmented packet, such a flow key is easily constructed
from the chain of headers. In Figure 1, we show an example of an IP
header and a TCP header. The flow key for such a header configuration is
constructed from the shaded fields: source address, destination address, pro-
tocol, source port and destination port. In this case, the size of the flow key
is 32 + 32 + 8 + 16 + 16 = 104 bits. When a packet is fragmented, only the
first fragment contains su cient information for constructing the flow key.
All fragments from the same original unfragmented packet have a number
of IP header fields in common, namely source address, destination address,
protocol and identifier (see Figure 2). From these fields we can construct
an 88 bits datagram key. The Fragment Classification problem can now be
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Figure 1: A TCP/IP header with the header fields constituting the flow key
shaded.

Figure 2: An IP header with the fields constituting the datagram key lighter
shaded and the keys containing fragmentation information darker shaded.
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described by three phases for each datagram key:

Phase 1 (before arrival of fragment header). Collect fragments with
identical datagram keys.

Phase 2 (arrival of fragment header). (i) Construct a flow key from
the fragment header and store it together with the corresponding data-
gram key. (ii) Send the fragment header and any collected fragments
together with the flow key to the next classification step.

Phase 3 (after arrival of fragment header). Send the arriving
fragment together with the flow key to the next classification step.

In its simplest form, a fragment classifier is just a dynamic data struc-
ture for mapping datagram keys to flow keys and collected fragments. The
data structure must support the basic dictionary operations insert, delete,
and lookup. If we had unlimited time (for lookups and updates) as well as
unlimited space it would be trivial to design a fragment classifier. To achieve
high packet throughput, however, the data structure must support e cient,
preferably constant time, lookups and updates. Furthermore, each datagram
key requires an entry in the data structure which contains the datagram key
and the flow key or a list of collected fragments. To be robust against over
utilization of resources at the system level, the fragment classifier must use
only a limited amount of memory and therefore both the maximum number
of entries as well as the maximum number of collected fragments must be
limited.
Besides average or worst case processing time and total space as discussed

above, the e ciency of a fragment classifier as a whole is can be measured
in terms of throughput ratio and leakage ratio which we will now define.
A valid fragmented packet where all fragments are available is said to be
intact. Any other fragmented packet is considered broken. Similarly, we refer
to fragments from intact and broken packets as intact and broken fragments
respectively. The throughput ratio is defined as

rtput =
#outgoing intact fragments
#incoming intact fragments

.

192



Ideally, all intact fragmented packets that enters the fragment classifier also
leaves the fragment classifier intact. This would correspond to a through-
put ratio of 1 (or 100%) and could easily be achieved if we had no space
restrictions. We define the leakage ratio as

rleak =
#outgoing broken fragments

#incoming fragments
.

Obviously, the ideal leakage ratio is 0 (or 0%). To achieve this, the fragment
classifier must collect all fragments and verify that each fragmented packet
is intact before sending any fragments. As with throughput ratio, this can
be achieved by using unlimited space without a ecting the throughput ratio
or with limited space by sacrificing some throughput ratio. In fact, the core
problem when designing a fragment classifier is to achieve a reasonable trade-
o between throughput and leakage ratio with limited space and to a latter
extent how to design a time and space e cient data structure. Decision
mechanisms for determining when to delete entries and the corresponding
fragment bu ers, and reuse the space for new packets, must be carefully
implemented. The fragment classifier should also be robust against denial of
service attacks targeted towards fragmented packets. In addition, it should
detect and block erroneous fragmented packets.

For our particular application, we have a number of final requirements
on the fragment classifier related to the system architecture of the FTC 500
FR series firewall. It is based on a dual CPU Intel X86 platform where a
modified NetBSD operating system runs on the master CPU and a highly
optimized and proprietary forwarding loop runs on the slave CPU. Virtually
all tra c is handled in fast path by the forwarding loop and it is only on
rare occasions that a packet is sent to NetBSD for slow path processing.
To support high speed filtering of fragmented packets, the fragment classifier
must reside completely in fast path which is single threaded with no scheduler,
no interrupts etc.. Therefore, maintenance of the fragment classifier must be
integrated in the normal operation in an autonomous fashion.
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3 The Fragment Classifier

3.1 Packet Header Fields

We denote an unfragmented packet by P and the corresponding n fragments
by P1, P2, ..., Pn. The main IP fields of interest are the 32 bits source address
SRC, the 32 bits destination address DST, the 8 bits protocol PROTO, and
the 16 bits identification ID. As mentioned above, these four fields constitute
the datagram key.
In addition to these four fields, there is a more fragments flag P.MF and

a 13 bits fragment o set P.OFF used to determine whether there are more
fragments or not and the o set of the current fragment’s data in the original
packet respectively. Finally, there is a 16 bits total length P.LEN and a 4
bits header length HL. The total length of the packet LEN is measured in
bytes while the header length is measured in units of four bytes (quartets)
and the fragment o set is measured in units of eight bytes (octets).
Consider a number of fragments P1, P2, ..., Pn from the same unfrag-

mented packet, where P1 is the fragment header characterized by P1.OFF =
0, and Pn is the last fragment characterized by Pn.MF = 0. The size of the
data in fragment Pi is given by Pi.LEN 2 ·Pi.HL and if we assume correct
fragmentation, the accumulated data from the first k 1 fragments should
be equal to the kth fragment o set:

k 1X
i=1

(Pi.LEN 2 · Pi.HL) = 8 · Pk.OFF (1)

By setting k n we obtain a criteria that can be used to determine when
all fragments from a packet have arrived and the corresponding entry can be
deleted.

3.2 The Hash Table

The Fragment Classifier consists of a hash table (root array) which is a 2R

elements array of root entries and a 2L elements array, where L < 16, of
packet entries (leaf array) as described in the next section. A slot root[i] in
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the root array is either empty or contains a reference to an entry leaf [root[i]]
in the leaf array.
When a fragment P arrives, the first step is to compute an index into the

root array, a hash value for P , from P.SRC,P.DST, P.ID, and P.PROTO.
We use the following hash function:

hash (P ) (32 · P.SRC + P.IDmod 32)mod 2R (2)

The reason for using only the least significant bits from the source address
and the least significant bits from the identifier is that the host transmitting
packets also chooses the packets identifiers. In most TCP/IP implementa-
tions the identifiers are simply incremented for each packet transmitted (with
the exception that 0 follows 216 1). This means that it is highly unlikely
that two hosts are repeatedly sending packets that results in hash table col-
lisions, i.e., generate the same hash value. Not only must the hosts have
identical R 5 least significant bits of the IP addresses and identical 5 least
significant bits of the identifiers, but also transmit packets at the same rate
(or at least with synchronized rates), in order for hash collisions to occur
repeatedly.

3.3 The Packet Entries

Leafs or packet entries are used to record the actual information used by
the Fragment Classifier. Besides the datagram key DKEY and the flow
key FKEY, two additional fields, SUM and LIM, are used to keep track
of whether all fragments from a fragmented packets have arrived or not.
SUM and LIM corresponds to the left and right hand side, respectively, of
Equation 1 with k = n. Packet entries are recycled and reused in a round
robin manner and a global counter next is used to keep track of the next
entry in turn to be recycled/deallocated. Since the fragments not necessarily
arrive in order, we must also be able to store fragments while waiting for
the fragment header to arrive. For this purpose, we use a linked list LIST ,
in which the fragments are inserted in the same order as they arrive. The
total number of fragments collected in the fragment classifier is recorded in
a global variable bufs and limited by a constant MAXBUFS. We also use
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Table 1: Overview of the di erent states and their representation.

STATE Interpretation
FREE Entry is not in use
DROP Entry is in use but contains an erroneous packet
WAIT Entry is in use but fragment header has not arrived
SEND Entry is in use and fragment header has arrived

a field called FHDL, which is short for Fragment Header Data Length, used
to detect and prevent a certain fragment attack (see Section 3.7.2). This is
achieved by computing the maximum allowed data length of the fragment
header, by considering the minimum fragment o set seen thus far, while
waiting for the fragment header to arrive and then record the actual data
length of the fragment header after it has arrived.
Since we have a limited number of leafs, it is possible that no leafs are

available when fragment from a new (not yet seen) packet arrives. To imple-
ment a garbage collection policy, as described in Section 3.4, we need to know
the state of each leaf. To keep track of the state of each entry we use a field
STATE which have one of the following values: FREE, DROP, WAIT,
and SEND. In Table 1 we give a summary of the di erent states and their
representation.
When the fragment header arrives, we construct the flow key and store

in FKEY before sending the fragment header as well as all accumulated
fragments to the next classification step. In the current implementation, the
only transport protocols considered are TCP and UDP and therefore the
flow key consists of source and destination port and TCP flags in addition
to source and destination address and protocol.

3.4 Garbage Collection

When a fragment P arrives and the hash value is computed, root[hash] is
inspected to determine if it is empty (Case 1.1) or not. If root[hash] is not
empty and refers to an entry E, we check if E.DKEY matches P followed by
processing P as described in Section 3.6 if they match (no garbage collection
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is required). Otherwise, a hash collision has occurred (Case 1.2).

Case 1.1. Let E leaf [next], before increasing next by 1 modulo 2L.

Case 1.2. Let E leaf [root[hash]].

In Case 1.1, E may or may not be in use, but in Case 1.2, we know
for sure that E is in use. Therefore, we must decide whether to keep the
fragment P and destroy the fragmented packet possibly associated with E
(if E is in use), or vice versa. Since we can not predict what will happen
in the future (will all fragments associated with E eventually arrive etc.),
we should make the decision which is likely to result the highest throughput
ratio. This is achieved by constructing an implicit entry E0 associated with
P and then determine whether to replace E by E0 or not based on the values
of the respective STATE fields. E0.STATE is computed as follows:

Case 2.1. If P is the fragment header and P.LEN 4 P.HL < 16, then
E0.STATE DROP.

Case 2.2. If P is the fragment header and P.LEN 4 P.HL >= 16, then
E0.STATE SEND.

Case 2.3. If P is not the fragment header, bufs = MAXBUFS, and
E.STATE 6=WAIT, then E0.STATE DROP.

Case 2.4. Otherwise, E0.STATE WAIT.

In Case 2.1, the fragment header is too small to contain all the infor-
mation necessary to construct the flow key and the whole packet is therefore
deemed pathological/broken. The reason for breaking P in Case 2.3 is that
the bu er limit is reached, and no bu ers will be freed if leaf E is recycled
since E.STATE 6=WAIT implies that E.LIST is empty.
The next step is to determine whether to replace E by E0 or not, i.e.

whether to keep P or not. Our goal is to maximize the throughput ratio. We
distinguish between the case where E is obtained from Case 1.1 and Case
1.2 and the decision tables are shown in Table 2 and 3 (1 = E is replaced
by E0).
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Table 2: Decision table for Case 1.1.

Case 1.1 E0

Recycling DROP WAIT SEND

FREE 1 1 1

E DROP 1 1 1

WAIT 0 1 1

SEND 0 1 1

If E is unused or E.STATE = DROP, we do not have anything to
lose by replacing E by E0 hence the upper two rows. On the other hand,
if P is broken (E0.STATE = DROP ) whereas we have no record of the
packet associated with E being broken (E.STATE 6= DROP ), it makes no
sense to keep P. This explains the two zeroes to the left in the lower two
rows. It remains to motivate why P is kept and the datagram associated
with E is dropped in the remaining cases. Packet entries are recycled in a
round robin manner and we can therefore suspect, but not be sure, that time
corresponding to recycling of 2L entries have passed since the first fragment
associated with if E arrived. The datagram associated with E is therefore
considered old with respect to the current pace of fragment classification and
we assume that some fragment got lost on the way thus making E useless.
Assuming that we are right, it makes sense to recycle E and replace it by E0.
It is possible though that E has been allocated as a result from hash collision
(Case 1.2 below) and in this case the datagram associated with E may not
be old at all. However, the idea with the hash table is to avoid hash collisions
and as we will see below, the decision table for Case 1.2 is designed to make
it even less likely that E is obtained from a hash collision. Hence, we should
make the right assumption most of the time. This concludes our discussion
about Case 1.1.

In Case 1.2 the situation is quite the opposite. We assume that the
datagram associated with E is new and replace it with E0 if and only the
associated datagram is already broken and P is intact (as far as we can tell).
The reason behind this strategy is to avoid thrashing if the fragment classifier
is bombarded with considerably more fragmented packets that it is designed
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Table 3: Decision table for Case 1.2.

Case 1.2 E0

Collision DROP WAIT SEND

DROP 0 1 1

E WAIT 0 0 0

SEND 0 0 0

for. By letting a fragmented packet, that has been allocated an entry (in
particular by recycling) keep that entry for a complete recycling round, it
gets at least a fair chance to pass the fragment classifier intact even when it
is exhausted and many fragments are dropped.

3.5 Inserting New Fragments

If we decide to keep P as a result of the decision procedure described in the
previous section, the leaf E (also from Section 4.1) will be associated with P .
If E is in use, it is first destroyed resetting the root entry that refers to E and
then returning all fragment bu ers stored in E.LIST to the system followed
by updating bufs. As a result, all collected fragments in E are dropped.

The insertion continues by storing a reference to E in root[hash], where
hash is the hash value computed from P, followed by copying the information
(DKEY and STATE) from E0 to E. Completing the insertion is achieved
by considering E.STATE and acting accordingly.

Case 3.1. If E.STATE =WAIT and P.MF = 0, then
E.LIST [P ]

bufs bufs+ 1

E.FHDL 8 · P.OFF
E.SUM 0

E.LIM 8 · P.OFF

Case 3.2. If E.STATE =WAIT and P.MF 6= 0, then
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E.LIST [P ]

bufs bufs+ 1

E.FHDL 8 · P.OFF
E.SUM P.LEN 4 · P.HL
E.LIM 0

Case 3.3. If E.STATE = SEND, then
Build E.FKEY from P

E.FHDL P.LEN 4 · P.HL
E.SUM P.LEN 4 · P.HL
E.LIM 0

Send P together with E.FKEY to the next classification step

Case 3.4. Otherwise (E.STATE = DROP ), P is simply dropped.

3.6 Processing Matching Fragments

In this section we describe how a fragment P is processed when a matching
packet entry E is found. First, the SUM or LIM field of E is updated
as follows. If P is the fragment tail (P.MF = 0), then E.LIM is assigned
8 · P.OFF. Otherwise, E.SUM is increased by P.LEN 4 · P.HL. We then
perform a simple test described in Section 3.7.2 to detect if the unfragmented
packet is pathological.

Case 4.1. If E.STATE = DROP, then P is dropped.

Case 4.2. If the packet is found to be pathological, then
bufs bufs |E.LIST |
Drop P and E.LIST
E.STATE DROP

Case 4.3. If E.STATE = SEND, then send P together with E.FKEY
to the next classification step.
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Case 4.4. If E.STATE =WAIT and P is the fragment header, then
Build E.FKEY from P

E.FHDL P.LEN 4 · P.HL
E.STATE SEND

Send P and E.LIST together with E.FKEY to the next
classification step

Case 4.5. If E.STATE = WAIT, bufs < MAXBUFS and P is not the
fragment header, then
E.FHDL min (E.FHDL, 8 · P.OFF )
bufs bufs+ 1

E.LIST E.LIST + [P ]

Case 4.6. Otherwise, the bu er limit is reached, and we perform the same
actions as in Case 4.2.

To complete the processing, we perform the test described in Section 3.1
to determine if all fragments have arrived. That is, we check if E.LIST is
empty, E.LIM > 0, and E.SUM >= E.LIM. If so, E.STATE is assigned
FREE, and the root entry referring to E is cleared. Except for the fragment
header, which is always forwarded first, the fragments from a fragmented
packet are always forwarded in the same order as they arrive.

3.7 Pathological Packets and Fragment Attacks

In this section we describe how the fragment classifier detects and deals with
two kind of fragment attacks described in [4]. Moreover, we discuss a common
form of Denial of Service (DoS) attack targeted against fragmented packets
as well as the defense provided by the fragment classifier.

3.7.1 Tiny Fragment Attack

The idea behind the Tiny Fragment Attack is to fragment a packet such that
the fragment header is too small to contain all transport header fields required
to build the flow key. We avoid this attack by considering any packet where
the fragment header data length is less than 16 bytes to be pathological. In
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this way, we can guarantee that a flow key can be constructed for all fragment
headers that passes the fragment classifier. This check is in incorporated in
Case 2.1.

3.7.2 Overlapping Fragment Attack

In the Overlapping Fragment Attack, a fragment header which contains in-
nocuous data which will pass through the firewall is constructed. The next
fragment contains malicious data and is given a fragment o set smaller than
2 (16 bytes). In some fragment re-assembly implementations, for example the
algorithm described in [3], this will cause the innocuous transport header to
be overwritten by a malicious transport header. The result is an assembled
datagram that would not have passed the firewall if it were unfragmented.

The fragment classifier avoids this kind of attack by tracking the data
length of the fragment header and the fragment o sets of the other fragments.

Case 5.1. If P is the fragment header and P.LEN 4 ·P.HL < E.FHDL,
then the packet is pathological.

Case 5.2. If P is not the fragment header and 8 · P.OFF < E.FHDL,

then the packet is pathological.

Case 5.3. Otherwise, the packet is not pathological.

By performing these tests, we can guarantee that no fragment overlap-
ping the fragment header is ever passed through the firewall. It still pos-
sible though to create pathological fragmented packets that can not be re-
assembled. Two examples of such attacks are the Teardrop Attack and the
Unnamed Attack. To protect against these attacks, all fragments from each
fragmented packet would need to be collected before checking if the complete
datagram is valid. Due to rather tight memory constraints and a preference
for high throughput ratio before low leakage ratio we have decided not to im-
plement protection from these attacks in the FTC 500 FR firewall product.
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3.7.3 Denial of Service Attack

We consider a DoS attack called Fragment Flooding. The idea is to repeat-
edly, at a high rate, send fragments, but never sending any fragment header,
in order to exhaust the system resources of the firewall. It is mainly tra c
flows where many datagrams are fragmented that will be e ected by this
kind of attack. Flooding the firewall with incomplete fragmented packets
will consume packet entries and bu ers, and cause hash collisions.
It is fair to assume that ingress filtering is performed to some extent in

the network to prevent spoofing of the source IP address of the hosts involved
in the attack. Our hash function constructs a hash value from the five least
significant bits from the identifier P.ID and the remaining bits are taken
from the source address P.SRC. This means that for each attacking host,
at most 32 di erent slots in the hash table will be a ected and, due to our
garbage collection policy, the hash collisions occurring within these slots will
e ectively cause Denial of Service on the DoS attack itself. Eventually, packet
entries held by fragments being part of the attack will be recycled and taken
over by intact fragments not involved in the attack. If such intact packets
stays intact, neither their slot in the hash table nor their packet entry will
be taken over by a fragment involved in the attack. Hence, the e ect of a
fragment flooding attack on other tra c becomes negligible.

4 Experiments

We have implemented a user space version of the fragment classifier and an
artificial packet driver to be able to perform some experiments and measure
the fragment processing time, throughput ratio and leakage ratio.
The artificial packet driver consists of K datagram slots where each slot

corresponds to a fragmented packet and contains a queue of fragments.
A fragment is generated by randomly selecting a datagram slot and re-
trieving the first fragment in the fragment queue. Whenever a datagram
slot/fragment queue is empty, a new fragmented packet is constructed. This
is achieved by first creating an unfragmented packet with random source and
destination IP-addresses, protocol, and identifier. The packet is then frag-
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Table 4: Figures and parameters measured during benchmarking.

Notation Interpretation
tFC Average fragment processing time
frecv Number of fragments recieved
fsend Number of fragments sent
irecv Number of intact fragments recieved
isend Number of intact fragments sent
precv Number of intact packets recieved
psend Number of intact packets sent
dbuf Number of fragments dropped due to out of bu ers
dcoll Number of fragments dropped due to hash collision
dgarb Number of fragments dropped due to garbage collection

mented into m fragments where m is a uniformly distributed random integer
in the range 2 . . .M. Finally, the m fragments are randomly permuted and
inserted into the queue.

Our simulator works by repeatedly generating fragments and processing
them in the fragment classifier. To emulate broken fragmented packets, i.e.
with lost fragments, we keep track of whether the unfragmented packet in a
slot is intact or broken. Each fragment that is generated is then lost with
probability Plost. A fragment that is not lost is retrieved by the fragment
classifier and processed as described above. After receiving a fragment, the
fragment classifier will either send one or more fragments to the next step,
collect or drop the received fragment.

To investigate and tweak the performance of the fragment classifier we
measure the figures presented in Table 4.

When designing the FTC 500 FR firewall, we decided to set aside roughly
100 kbytes of memory plus a maximum of 512 bu ers for fragment classifica-
tion. This corresponds to L = 10 (1024 packet entries), R = 15 (32768 hash
slots), and MAXBUFS = 512.
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4.0.4 Average Processing Time

In our first experiment, we measure the average processing time. The packet
driver is configured as follows: K = 256 slots which corresponds to 256 simul-
taneously processed (or outstanding) fragmented packets with a maximum
number of fragments M = 8, which roughly corresponds to an 8192 bytes
NFS datagram fragmented to Ethernet frames. In this experiment, we as-
sume that no fragments are lost (Plost = 0). We have run the experiment on a
1200MHz Pentium III computer. A total of one million fragments have been
generated and processed by the fragment classifier. The average processing
time has been measured and the result 190 CPU cycles or 168 nanoseconds
corresponds to a processing rate of over 5 million fragments per second.

4.0.5 Simultaneous Fragmented Packets

In the second experiment, we investigate how the performance of the frag-
ment classifier is a ected by increasing the number of simultaneous frag-
mented packets to handle. We are mainly interested in throughput ratio and
leakage ratio. As with the previous experiment, we fix M = 8 and assume
that no fragments are lost.
We observe from Table 5 that the throughput is only reduced by about

2% when K is increased from 256 to 368, roughly half way to 512, while
it drops quite rapidly down to 80% when increasing K further to 512. The
reason for this is that the fragment classifier becomes exhausted and the
probability that no bu ers are available when a new fragment needs to be
stored is increased to over 11% (dbuf = 111572). To explain the increase in
dbuf we consider the statistical distribution of the total number of bu ers
collected. Let Xi be the number of bu ers collected for packet slot i. Clearly,
Xi is a discrete random variable, with possible values 0, 1, . . . ,M 1, with
some probability distribution D. We do not need to know the exact nature
of D but we can realize that the mean increases as M increases. Now let

Sn =
nX
i=1

Xi

and pretend that Xi is continuous as opposed to discrete. By the central
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Table 5: Benchmarks from the second experiment.

K rtput rleak dbuf dcoll dgarb
256 99.1289 0.3576 288 3877 746

272 99.0094 0.4057 464 4272 855

288 98.9035 0.4586 392 4518 1148

304 98.8348 0.5178 373 4605 1163

320 98.7339 0.5752 429 4863 1282

336 98.5302 0.7253 333 5074 1722

352 98.3550 0.8284 487 5373 1924

368 97.9926 1.0910 461 5750 2570

384 97.6325 1.3611 651 5636 3394

400 97.1611 1.6428 1341 5937 4248

416 96.3091 1.9947 4791 6389 5358

432 94.7415 2.5525 13119 6671 6777

448 92.4347 3.1315 28050 7067 8736

464 89.7864 3.8380 44775 7613 10874

480 86.6356 4.3569 69262 7758 12557

496 83.8845 5.0358 87507 7638 15146

512 80.4332 5.7352 111572 8393 17862
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Figure 3: Approximate probability functions for the total number of bu ers
collected as a function of K.

limit theorem,
Sn n

n 2

D
N (0, 1) as n ,

where and 2 is the mean and variance of Xi respectively. For our lim-
ited sum S2L of discrete random variables the probability distribution can
therefore approximated by a normal distribution. In Figure 3, we illustrate
the e ect of increasing K while fixing MAXBUFS. For a larger value of K,
a larger portion of the area under the “bell” is moved to the right of the
bu er limit. This also increases the probability that no bu ers are available
and hence also the ratio of out of bu er related fragment drops. That the
approximation of the distribution of S2L is likely to be better if K is smaller
since S2L is limited byMAXBUFS which is “nagging” the tail of the normal
distribution.

4.0.6 Fragments per packet

In the third experiment we investigate the e ect of changing the number of
fragments per fragmented packet. We fix K = 256 and Plost = 0 and let
M = 2 . . . 16.

As one could expect, the increase of dbuf is similar to the previous experi-
ments. By increasingM, we increase the mean of Xi and thus also the mean
of S2L. Since K is fixed throughout the experiment the e ect of both hash
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Table 6: Benchmarks from the third experiment.

M rtput rleak dbuf dcoll dgarb
2 99.4764 0.1325 0 2811 1098

3 99.3575 0.1912 0 3394 1023

4 99.3117 0.2440 0 3444 883

5 99.2265 0.2959 0 3679 931

6 99.1908 0.3308 0 3788 788

7 99.1993 0.3334 0 3649 762

8 99.1282 0.3472 360 3774 803

9 98.8749 0.3755 2587 3798 799

10 98.4908 0.3788 6697 3658 646

11 97.6107 0.4191 14844 3835 720

12 96.6509 0.4199 24449 3642 823

13 94.9411 0.4510 40949 3964 808

14 92.4680 0.4429 65562 3952 940

15 88.6974 0.4073 103534 4112 796

16 84.8648 0.3564 142709 3755 826
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collisions and garbage collection (dcoll and dgarb) is not a ected by increasing
K. Another observation is that the leakage ratio is very low even when stress-
ing the fragment classifier by increasingM to 16. It should also be noted that
M = 16 corresponds to an average of as much as (2 + 16) /2 = 9 fragments
per unfragmented packet and, since permutations with less reordering are
more likely to occur than permutations with more reordering, we can expect
the fragment classifier to achieve even higher throughput and lower leakage
ratio in practice.

4.0.7 Incomplete Fragmented Packets

In this final experiment we examine the performance of the fragment classifier
in the presence of incomplete fragmented packets, i.e. where fragments are
lost. The parameters used areK = 256 andM = 8, whereas Plost is increased
from 0% to 95% in steps of 5%. For a given number of fragments m, the
probability that no fragment is lost is (1 Plost)

m . Hence, the probability
that a fragmented packet is intact, i.e. no fragments are lost, decreases when
the number of fragments increases. By running the simulation with a high
value of Pdrop we create a denial of service attack (with spoofed source IP-
addresses). It is then interesting to see how the fragment classifier handles
such an attack and what the e ect is for the packets that are intact.
As we can see in Table 7, the garbage collection activity is increased by

more than a factor of 1000 and the e ect from hash collisions by more than
a factor of 10 when the probability that a fragment gets lost is increased to
95%. We also observe that a considerable increase in the number of out of
bu er related drops and this is not surprising since many bu ers will be held
by fragments that are broken before arrival. For larger values of Pdrop the
probability that the number of fragments of an intact packet is more than
2 is extremely low. In fact, we can safely assume that all intact packets
consist of 2 fragments when Pdrop = 95%. Furthermore, since just over 50%
of these are passed through the fragment classifier is likely that these are
the 50% which arrives with the fragment header first and therefore does
not require any fragments to be collected. These are exactly the kind of
fragmented packets that have least in common with fragments that are part
of an DoS attack. There are only two fragments per fragmented packet and
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Table 7: Benchmarks from the fourth experiment.

Plost rtput rleak dbuf dcoll dgarb
0 99.1289 0.3576 288 3877 746

5 97.3436 4.9430 351 4668 10821

10 95.3910 9.5847 411 6394 21089

15 93.6309 13.8473 477 7508 31457

20 91.8554 18.0730 2994 8333 41942

25 88.7615 21.8397 19435 10365 50814

30 84.3655 24.6672 54647 10987 58618

35 79.7059 27.2121 93017 13228 64077

40 75.1356 29.0871 134324 15088 70117

45 71.6050 30.8310 167988 16956 74123

50 68.2045 32.5560 198114 19163 78380

55 65.4056 34.3991 221619 21456 82036

60 62.9336 35.6673 247378 24329 85268

65 60.3517 37.4888 266108 27247 89028

70 57.9428 39.0295 284909 30166 92048

75 56.0075 40.1170 305901 33301 95741

80 53.8292 41.2330 322828 37646 99232

85 52.2544 42.8322 333923 40595 102221

90 50.4099 43.9790 347251 44707 105948

95 50.0801 45.3254 357189 49270 109141
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the fragments arrive in order. To check how the fragment classifier treats
intact and ordered fragmented packets with more than two fragments we run
the same experiment again with the di erence that only broken packets are
reordered.
The observed increase by 30% in throughput ratio as shown in Table 8 is

very satisfying. We can immediately conclude that the fragment classifier is
rather robust against DoS attacks.

5 Conclusion

We have developed a fragment classifier for E net’s FTC 500 FR firewall.
In the current configuration, it uses a very limited amount of resources in
terms of memory and CPU cycles (for processing each fragment). It can
easily be customized for other scenarios where more resources are available
by increasing the number of bu ers allowed to be collected (requires more
packet bu ers at the system level) and the memory available. Independently
of the configuration though, a firewall equipped with this fragment classifier
is completely robust against fragment related denial of service attacks. It is
simply not possible to cause the FTC 500 FR to crash by flooding it with
fragments since the fragment classifier enforces a tight bound on the total
amount of resources used for processing fragments. The fact that Check-
Point’s Firewall 1, the firewall market leader, was shown to be extremely
vulnerable to certain fragment related attacks in June 6, 2000 [1], clearly
shows that the fragment classification problem is not trivial. By o ering this
degree of robustness on the market already in July 1998 we were at least two
years ahead of CheckPoint to provide robust filtering of fragmented packets.
To evaluate the performance of the suggested fragment classifier we have

defined andmeasured the two key performance metrics: throughput ratio and
leakage ratio, by running benchmarks using generated pseudo tra c. The
fragment classifier has also been thoroughly tested and used in production
in the FTC 500 FR series firewall at various customer installations where it
has been proven to work excellent in practice. We make no claims whatso-
ever neither regarding the optimality of the suggested fragment classifier nor
regarding its competitiveness against other possible solutions. It is trivial to
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Table 8: Benchmarks from the last experiment with only broken packets
reordered.

Plost rtput rleak dbuf dcoll dgarb
0 98.9350 0.4223 380 3653 2384

5 97.0262 5.1448 304 4979 12694

10 95.2793 9.5816 316 6306 22773

15 93.4684 14.0107 222 7764 33438

20 91.7022 18.2017 330 8762 43881

25 90.1625 22.3962 323 9509 54083

30 88.6696 26.4953 247 10497 64967

35 87.0441 30.3000 306 12427 75767

40 85.4228 33.9830 2696 13410 86117

45 84.3258 36.6904 15523 15053 93302

50 83.8242 38.0352 40491 16173 95889

55 83.1751 39.3398 72169 17947 98050

60 82.8787 39.9392 103610 20247 99338

65 82.0905 41.3134 133635 22637 100260

70 81.7059 42.0076 167718 25438 101962

75 81.4910 42.4353 204807 28411 103138

80 80.8502 43.3111 235489 33385 104698

85 80.6581 44.1186 268493 37109 106229

90 80.0596 44.8957 302894 42165 108239

95 79.1811 45.8111 333282 48347 110571
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achieve high throughput ratio if we do not care about minimizing the leakage
ratio and vice versa and it is also simpler to design a fragment classifier if
there are no memory constraints. The environment surrounding the frag-
ment classifier, i.e. the system in which it will be integrated, has a major
impact on the problem and therefore it is not straight forward to provide a
stringent definition of the fragment classification problem. As a consequence,
it is hard to compare the performance of two fragment classifiers designed
for completely di erent situations. We believe however that our suggested
performance metrics and framework for evaluation of fragment classifiers can
be quite useful both when experimenting with trade-o s during the design
of a fragment classifier and also for the final tuning before release of any
fragment classifier.
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XTC
An IPv4 Forwarding Table Supporting
E cient Lookups and Construction

Mikael Sundström

Abstract

We present the XTC algorithm, a compressed forwarding table for
longest prefix matching supporting lookups in 6 memory references,
accessing at total of 13 bytes in the worst case. This improves lookup
speed compared to the original Luleå algorithm by over a factor of 2.
In addition, the XTC algorithm features guaranteed compression,

i.e. we can guarantee the worst case size for a pathological set of n
routing entries, and in the process of deriving worst case size bounds
we also present a worst case analysis of the Luleå algorithm.
We also describe how to use the XTC algorithm in a product where

it will exist in together with a routing table and routing protocol
daemons. Particular attention is paid to the problem of e ciently
constructing an XTC forwarding table from a given routing table.
The paper is concluded by discussing various implementation as-

pects with some focus on hardware implementations.

1 Introduction

Late 1996 and early 1997, four researchers at Luleå University of Technology
developed a new and rather revolutionary forwarding table data structure

E net Group AB, Luleå, SWEDEN and EISLAB, Department of Computer Science
and Engineering, Luleå University of Technology, Luleå, SWEDEN.
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commonly referred to as the Luleå Algorithm [2]. By combining cutting edge
techniques from theoretical computer science with considerable engineering
skills the team behind the Luleå Algorithm were able to combine two key
properties: high compression and fast lookup, in a practically usable algo-
rithm. The goal was to achieve su cient compression ratio to be able to fit
large routing tables into the cache memory of a modern CPU. By storing the
Mae East routing table, containing almost 40.000 prefixes, using only 160
kB of memory, this goal was met. When combined with techniques for fast
lookup, mainly by minimizing the number of memory accesses, the resulting
algorithm were able to support wire speed forwarding at Gigabit speeds in
software.
The original Luleå Algorithm required 12 memory accesses for looking up

the longest matching prefix in the worst case. When it was implemented in
the FTC 1000 series router product developed by E net, a company founded
by the team behind the Luleå Algorithm, the lookup cost was reduced to 9
memory accesses by trading a small amount of space for lookup speed. From a
system perspective though, 9 memory accesses is still much. Especially since
the Luleå Algorithm was used in an environment where it had to compete
quite heavily for a small amount of cache memory.
In this paper we present a new algorithm called XTC that supports lookup

in at most 6memory accesses and requires less memory per prefix in the worst
case compared to the improved Luleå Algorithm. The algorithm was invented
in February 1998 while working for E net and the XTC patent application,
on which this paper is based, was filed in September 1999 and granted in
march 2001 [6]. E net developed a Router-on-a-card Product (RoC) where
the forwarding engine was based on the XTC technology. E net’s RoC was
awarded the IST prize by the European Commission in 1999.

2 Preliminaries

In this section we describe the general routing lookup problem in slightly
more detail and also explain some notations used throughout the paper. We
conclude by discussing the context in which both the Luleå Algorithm and
the XTC algorithm is used in E net’s products.
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2.1 The Routing Table Lookup Problem

A routing table is a data base of prefixes where each prefix is associated
with next-hop information. Depending on the networking environment sur-
rounding the router, the kind of link layer technology used etc. next-hop
information exists in a number of forms and sizes. To make the problem
slightly cleaner we usually consider the next-hop information to be in the
form of an index, called next-hop index, into a next-hop table where the
actual next-hop information is stored. An address prefix is essentially a bit
string consisting of a number of specified bits followed by a wildcard. Since an
IPv4 address is a 32-bit non-negative integer, the length of an address prefix
is between 0 and 32 bits. The first bit of a prefix corresponds to the most
significant bit of the address, i.e. bit 31 for IPv4, the second to the second
most significant bit, and so on. When discussing techniques for processing
and representing routing tables it is convenient to represent prefixes as well as
addresses as binary strings. Throughout this paper we will use fixed width
font for binary representations of addresses and prefixes. We will use the
asterisk * to represent the wildcard symbol (unless the prefix is 32 bits long).

Example. The prefix 10011* is of length 5 as there are 5 specified bits. In
this case, bit 31, 30, 29, 28, and 27 are specified and the prefix matches
any address with a binary representation that begin with 10011. The
values of bit 0 to 26 does not have any e ect on whether a match occurs
or not. They are all considered wildcards.

A prefix of length zero is denoted by * and matches any address. It
usually represents the default route in a routing table. If several prefixes in
a routing table matches a query address the result from the lookup is always
the longest matching prefix. Routing lookup is therefore often referred to as
longest prefix matching.

Example. An IP address that begins with 101, matches both the prefix 10*
and the prefix 101*. However, 101* is longer than 10* and therefore
the preferred result of a routing lookup, among only these two prefixes,
is the next-hop index associated with 101*.
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A prefix constitutes an interval of size 2i for some non-negative integer
i 32. The starting point of such an interval must be a multiple of 2i.
Otherwise, it is impossible to represent the interval by a prefix. We refer to
this as the power of 2 property. When discussing prefixes in terms of intervals
we express starting-points and end-points in standard decimal notation.

Example. The prefix 10* starts at

1 · 231 + 0 · 230 + 0 ·
29X
i=0

2i = 21474 83648

= 2 · 230

and ends at

1 · 231 + 0 · 230 + 1 ·
29X
i=0

2i = 32212 25471.

The size of the interval is

32212 25471 21474 83648 + 1 = 10737 41824

= 230

and the starting point is thus a multiple of the size.

Every prefix is an interval possessing the power of 2 property and vice
versa. Therefore, we do not need to distinguish between intervals possessing
the power of 2 property and prefixes. Recall that the length of a prefix is
defined as the number of specified bits and the size is defined as the size
of the corresponding interval. Computing the (binary representation of) the
starting point of a prefix is achieved by padding the bit string representation
of the prefix with zeroes to the right until the length reaches 32 bits. The size
of a prefix of length i is given by 232 i. IPv4 addresses are usually written
as four digit number in the base 256. The digits represented by the deci-
mal numbers 0 . . . 255 separated by a punctual symbol. We usually do not
distinguish between the IP address 130.240.99.11, its decimal representation

130 · 2563 + 240 · 2562 + 99 · 2561 + 11 · 2560 = 2196792075,
and its binary representation 10000010111100000110001100001011.
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2.2 Pre-processing of Routing Tables

In a routing table, there will typically be a few large prefixes that completely
cover smaller prefixes. That is, the set of addresses that matches the smaller
prefix is a proper subset of the set of addresses that matches the larger pre-
fix. To reduce the amount of memory required for representing the routing
table we can remove redundant information by creating an auxiliary routing
table containing essentially the same routing information, or rather forward-
ing information, but with no covering/overlapping prefixes. From a packet
forwarding perspective, this auxiliary table is identical to the original routing
table. That is, for any address the auxiliary table produces the same lookup
result as the original routing table. However, the auxiliary table does not
longer contain complete routing information and can therefore not be used
for routing purposes, i.e. as a routing entry data base for routing protocol
daemons. Such an auxiliary table is often referred to as a forwarding table
since it is optimized for e cient forwarding decisions.
We will construct the auxiliary table such that the set of intervals con-

tained constitutes a partition of the address space. This is achieved by recur-
sively splitting covering prefixes in half and immediately removing resulting
halves of the same size as the smaller prefixes covered. By starting with
the smallest prefixes and continuing towards larger and larger prefixes and
repeating this, as long as there are overlapping prefixes, a set of prefixes
constituting a partition of the address space is obtained.

Example. Consider the routing table shown in Table 1. Prefix 001* is
covered by prefix 0*. Therefore, the larger prefix is split resulting in

00* 0.0.0.0 63.255.255.255 2

01* 64.0.0.0 127.255.255.255 2

By repeatedly splitting 00* we get

000* 0.0.0.0 31.255.255.255 2

001* 32.0.0.0 63.255.255.255 REMOVED
01* 64.0.0.0 127.255.255.255 2
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Table 1: Routing table before pre-processing.

Prefix First IP address Last IP address Next-hop index
* 0.0.0.0 255.255.255.255 1

0* 0.0.0.0 127.255.255.255 2

001* 32.0.0.0 63.255.255.255 3

10* 128.0.0.0 191.255.255.255 4

Table 2: Routing table after first round of splitting.

Prefix First IP address Last IP address Next-hop index
* 0.0.0.0 255.255.255.255 1

000* 0.0.0.0 31.255.255.255 2

001* 32.0.0.0 63.255.255.255 3

01* 64.0.0.0 127.255.255.255 2

10* 128.0.0.0 191.255.255.255 4

resulting in the routing table shown in Table 2. The prefix * still covers
all prefixes and is therefore split

0* 0.0.0.0 127.255.255.255 REMOVED
1* 128.0.0.0 255.255.255.255 1

By recursively splitting 1* we get

10* 128.0.0.0 191.255.255.255 REMOVED
11* 192.0.0.0 255.255.255.255 1

Finally, we obtain the routing table shown in Table 3 where the prefixes
properly partitions the IP address space.

A routing table is sometimes illustrated by a binary trie, where each
node has zero, one or two children. Nodes with zero children are usually
called external nodes or leafs and a nodes with one or two children are called
internal nodes. In such a trie representation, the next-hop index for the
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Table 3: Final pre-processed routing table.

Prefix First IP address Last IP address Next-hop index
000* 0.0.0.0 31.255.255.255 2

001* 32.0.0.0 63.255.255.255 3

01* 64.0.0.0 127.255.255.255 2

10* 128.0.0.0 191.255.255.255 4

11* 192.0.0.0 255.255.255.255 1

prefix 01* is stored in the right (1st) child of the left (0th) child of the root,
the next-hop index for * is stored in the root, and so on. If we represent the
final prefix partition, resulting from applying the method described above, as
a binary trie, the resulting data structure possesses the following important
properties:

• All internal nodes have exactly two children
• Only external nodes contains next-hop information
• An IP address can only match one prefix

The method is sometimes referred to as leaf pushing as the forwarding
information is pushed towards the leafs or trie completion as the trie rep-
resentation of the original routing table is completed into a full (i.e. each
internal node has two children) binary trie. Leaf pushing is discussed in
more detail in Section 3.5. In Figure 1, we illustrate the conversion from the
previous example.
Observe that the original set consisted of four prefixes whereas the par-

tition consists of five prefixes. An increase of only one prefix as in this case
can be considered cheap since the lookup problem has been converted from
longest prefix matching to only prefix matching. However, in the worst case,
the number of prefixes increases dramatically.. Let n be the original number
of prefixes and w the maximum length of a prefix. Then consider the set
consisting of * and 2k w-bit prefixes evenly distributed in the address space,
for some non-negative integer k < 32.We first have to split * into 2k prefixes
of length k. Each such prefix will then cover exactly one w-bit prefix. Then
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Figure 1: Binary trie illustration of the conversion from original set of prefixes
(a) to partition of prefixes (b).

Table 4: Relation between problem/representation and input size.

Problem Input size
Longest prefix matching n

Only prefix matching n (w lgn)

Most narrow interval matching n

Only matching interval matching 2n

each k-bit prefix must be recursively decomposed into a (k + 1)-bit prefix, a
(k + 2)-bit prefix, and so on, until we have a (k + (w k))-bit prefix. Hence,
for each original w-bit prefix the conversion results in an additional w k

prefixes. This kind of input explosion is avoided if we convert the original set
of prefixes to a partition consisting of arbitrary intervals instead of prefixes.
That is, to intervals that does not necessarily posses the power of two prop-
erty. In this case, the starting point of each prefix adds a potential starting
point of an interval in the final partition and so does the end-point of the
prefix plus one. Hence, for each prefix two potential interval starting points
are added and the maximum number of intervals resulting from n prefixes is
therefore 2n. In fact, the 2n bound holds irrespectively of whether the input
is prefixes or arbitrary intervals and independently of the criteria for tie re-
moval in the case of multiple matches. The relation between representations
and input size is summarized in Table 4.
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Table 5: Representation of the routing table as the set of dominating points.

First IP address Next-hop index
0.0.0.0 2

32.0.0.0 3

64.0.0.0 2

128.0.0.0 4

192.0.0.0 1

2.3 Finding the Closest Dominating Point

Prefix partitioning yields a set of prefixes (and associated next-hop informa-
tion) that properly partitions the address space. It is therefore, su cient to
represent the partition as the set of the starting points of the prefixes. Hence,
the only information required for representing the table from the previous
example above is the starting points shown in Table 5.
Given a set of points in x1, x2, . . . , xn U, we define the distance between

two points pi and pj as |pi pj| .Moreover, we say that the point pi dominates
the point pj (pj is dominated by pi) if an only if pi pj. When representing
a routing table as the set of starting points P, the routing lookup problem is
reduced to the problem of finding the closest dominating point in P.

Example. To lookup the IP address 172.16.0.20 in the auxiliary routing
table from the previous example we first need to consider the set of
dominating points 0.0.0.0, 32.0.0.0, 64.0.0.0, and 128.0.0.0, and then
find the one closest to 172.16.0.20. Obviously, the answer is 128.0.0.0
and the result from the lookup is next-hop index 4.

2.4 Double Bu ering

The Luleå Algorithm does not support incremental updates. This means
that the forwarding table can only be changed by complete reconstruction as
opposed to partial reconstruction which is generally what we mean by incre-
mental update. In E net’s FTC series routers and firewalls, two instances
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of the forwarding table, or rather two memory areas for storing forwarding
tables, are used — an active instance and a passive instance. This technique
is called double bu ering. The routing table, represented by a BSD Radix
Tree, is monitored to detect changes that require update of the forwarding ta-
ble. Updates are performed periodically (e.g. once per second) and achieved
by extracting routing information from the Radix Tree and building a new
forwarding table from scratch by overwriting the passive instance. The pas-
sive and active instance are then swapped by simply changing a pointer.
Changing the pointer is an atomic operation which does not a ect the tra c
flows passing through the forwarding engine. Furthermore, the FTC series
routers and firewalls are based on dual Pentium II and III machines where
the forwarding engine runs on the slave CPU while all maintenance work,
including construction of forwarding tables, is performed by the operating
system running on the master CPU. Therefore, reconstruction of the for-
warding table once per second does not have any e ect of the throughput of
the router/firewall.

3 Related Work

In this section we discuss some of the classic algorithms and data structures
for longest prefix matching and how they are related to the Luleå Algorithm
and the XTC algorithm. Many of the basic data structures are best illus-
trated in the form of examples and for this purpose we will use a fictive
routing table throughout this section (see Table 6).

3.1 Binary Tries

As mentioned in Section 2.2, routing tables are sometimes illustrated as bi-
nary tries. When considering concrete data structures, this is perhaps the
most basic representation. In a binary trie, each node corresponds to one
bit in the prefix and the query IP address. A binary trie for w-bit prefixes
consists of a root node and a two sub-trees labelled the 0-sub-trie and the
1-sub-trie (the node usually contains pointers to the sub-tries). The 0-sub-
trie and the 1-sub-trie respectively contains prefixes obtained by keeping the
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Table 6: Example routing table used throughout the related work section.

Prefix Next-hop index
0* 1

0000* 2

0100* 2

010* 3

0110* 3

01110* 4

* 5

10* 5

1011* 6

10111* 7

1100* 7

1110* 8

11110* 8

last w 1 bits from the prefixes (below the root node) where the first bit
is 0 and 1 respectively. Lookup in a binary trie is achieved by repeatedly
inspecting the bits in the query address and descending down the trie un-
til reaching a point where no continuation exists. If the bit inspected is 0,
traversal continues in the 0-sub-trie and if the bit is 1 traversal continues in
the 1-sub-trie. The descent halts either because a leaf is reached or if we
reach a node which does not have a 0-sub-tree and the next bit is 0 or vice
versa. If the node where lookup halts contains a prefix, it will for sure be
the longest prefix of the address and the next-hop information stored there
is retrieved and returned. Otherwise, the longest matching prefix of the ad-
dress is the last prefix visited, i.e. the last node containing a prefix visited,
in the path from the root to the end node where traversal halted. To avoid
back-tracking when performing lookup in a binary trie the last prefix visited
can be recorded during the descent down the tree.

In Figure 2, we have distinguished between nodes containing prefixes
(white) and nodes that are empty (black). White nodes are labelled with
the corresponding next-hop indices. The cost for lookup in a binary trie is
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Figure 2: A binary trie representing a routing table consisting of 13 prefixes
with 8 distinct next-hop indices.

proportional to the height and, in turn, the height depends on the distribution
of prefixes and not only of the number of prefixes n. In the worst case, the
height equals the maximum prefix length w. Considering space, we observe
that we have exactly as many white nodes as prefixes whereas one could
suspect that the number of black nodes depends on the prefix distribution.
The maximum number of black nodes resulted by a single prefix equals the
length of the prefix minus one. Therefore, we only need to consider prefixes
of length w. Furthermore, to maximize the number of black nodes we want
to minimize the number of black nodes shared between prefixes. Therefore,
we can assume that the prefixes are evenly distributed in the address space.
Now, if n = 2k, the resulting trie will consist of a complete binary tree with
2k 1 leaves and thus a total of 2k 1 black nodes. In addition to these shared
nodes, there will be a private path of length w k 1 of black nodes for each
prefix. The grand total number of black nodes is thus given by

2k 1 + 2k · (w k 1) .

By setting k = lgn we obtain the following

2lgn 1 + 2lgn · (w lg n 1) = (w lg n) · n 1.

In a basic binary trie implementation the representation of white and black
nodes is the same. Furthermore, we can assume that each node contains an
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array of two pointers where the inspected bit is used as index. To enable
comparison with other basic variants of tries and prepare for the following
discussion about compressed tries we will use the number of pointers as a
measure of the size of the data structure. The total size of a basic data
structure then becomes

n+ (w lg n) · n 1 = (w + 1 lg n) · n 1

nodes and twice as many pointers, in the worst case. Observe that n is
bounded by 2w which is the size of the universe. In practice, lg n is not larger
than 20. This corresponds to over one million prefixes and is considered to
be an extremely large routing table even today. In 1998, when the XTC
algorithms was invented, 40000 routing entries were considered large. For
the sake of comparison let us therefore assume that n = 216. For IPv4, where
w = 32, we then get a size of

2 ·
³
(32 + 1 16) · 216 1

´
= 2228222

pointers in the worst case.

3.2 Path Compressed Tries

In a binary trie, a considerable amount of space may be wasted for storing
black nodes. In particular those empty nodes which does not even serve as
junctions between two possible paths of descent. The cost for visiting such
a node during lookup is one memory access and for spending this memory
access we gain no additional information whatsoever. Hence, removing such
black nodes should improve the performance both with respect to space and
speed.
This is achieved by using a technique called path compression where the

main idea is to locate paths of black nodes with only one child and store
a compressed representation of the path together with the top-most node
below the path.
A path compressed trie with n prefixes contains at most n external nodes.

This occurs when all prefixes are stored in external nodes. Internal nodes
are either prefixes or black nodes with two children. Hence, the maximum
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Figure 3: The previous binary trie with nodes that can be removed shaded
grey (a) and the resulting trie after path compression (b).
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number of black nodes is n 1 giving a total number of at most 2n 1 nodes
and 4n 2 pointers. The worst case storage requirement thus becomes linear
in the number of prefixes, independently of w, when using path compression.
For n = 216, we then get a total size of

2 ·
³
2 · 216 1

´
= 262142

pointers in the worst case. This corresponds to a reduction of the worst case
number of pointers by 88% compared to a standard binary trie. In Figure 3,
path compression removes one level but in the general case the lookup cost
is still w.

3.3 k-Stride Tries

In a binary trie, lookup is performed by inspecting one bit at a time giving
that the cost for lookup is w steps in the worst case. A simple technique for
improving lookup performance is to inspect k bits at a time and use 2k-ary
nodes instead of binary nodes. The parameter k is commonly referred to as
the stride of the trie and the resulting data structure is called k-stride trie
(alternatively 2k-ary or 2k-way trie).
When using a k-stride trie, the lookup cost is immediately reduced to

dw/ke in the worst case.
A k-stride trie is constructed from a binary trie by expanding all prefixes

until the length becomes a multiple of k followed by recursively constructing
2k-ary nodes. In Figure 4 (a), we show the original binary trie. Prefixes
whose length is not a multiple of 2 are shaded grey. The first step in the
conversion to a 2-stride trie is to expand these prefixes. This process is
referred to as controlled prefix expansion [4] and in Figure 4 (b) we see the
resulting trie after prefix expansion. Observe that every second level of the
resulting trie consist exclusively of black nodes. In the final step, we remove
these unnecessary levels and aggregate the pointers into 4-ary nodes.
The worst case size of a k-stride trie is computed in the same fashion

as for a binary trie. We obtain the worst case scenario by distributing n
prefixes of length w evenly across the universe. As with binary tries we get
a complete tree of shared nodes on top and a private path for each prefix.
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Figure 4: Construction of a 2-stride trie.
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The complete tree consists log(2k) n levels of 2
k-ary nodes and the number of

pointers is given by
log(2k) nX
i=1

³
2k
´i
.

In addition, the private path for each prefix consists of roughly
(w lgn 1) /k black 2k-ary nodes giving a total of

log(2k) nX
i=1

³
2k
´i

+
2k · (w lgn 1)

k
· n pointers.

Clearly, the major problem here is caused by the private paths — the reduction
of the length by a factor of k does not compensate for the increased width
by a factor of 2k. To further illustrate this we fix n = 216 and w = 32 and
experiment with di erent values of k. For k = 2, we getÃ

8X
i=1

4i
!
+
22 · (32 16 1)

2
· 216 = 2053460

pointers, in the worst case. Performing a similar computation for k = 4, 8,
and 16 yieldsÃ

4X
i=1

³
24
´i!

+
24 · (32 16 1)

4
· 216 = 4002064,Ã

2X
i=1

³
28
´i!

+
28 · (32 16 1)

8
· 216 = 31523072,

and Ã
1X
i=1

³
216
´i!

+
216 · (32 16 1)

16
· 216 = 40265 97376

pointers respectively.

3.4 Fixed Stride Tries

The fixed stride trie is a generalization of the k-stride trie obtained by using
di erent strides at di erent levels. A t level fixed stride trie with stride
sequence k1, k2, . . . , kt is referred to as k1-k̇2-. . .-kt fixed stride trie.
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In Figure 5, we illustrate the construction of a 3-2 fixed stride trie from
the example binary trie. To obtain a 3-stride, a more aggressive prefix ex-
pansion is required Figure 5 (a) resulting in two consecutive levels exclusively
consisting of black nodes 5 (b). The final two level data structure is shown
in 5 (c).

To get a better understanding of the advantages of using di erent strides
at di erent levels, let us compare a t-level w/t-stride trie with a t-level fixed
stride trie from di erent points of view. Clearly, the worst case lookup cost
is t in both cases. However, if we design the fixed stride trie for a scenario
where n nmin, for some (large) nmin, and we do not care about the size
(per prefix) for smaller n, we can use a dlg nmine-stride at the first level.
In practice, a large portion of the lookups will then be completed in one
memory access, thus decreasing the average lookup cost. We can apply this
line of reasoning recursively and arrive at the conclusion that stride sequences
should bemonotonically decreasing for best average lookup performance. Not
surprisingly, most fixed stride tries found in the literature have monotonically
decreasing, or even strictly decreasing, stride sequences. It is tempting to
draw the conclusion that such a stride sequence also results in the smallest
size but this is not necessarily true.

When talking about fixed stride tries, it is important to distinguish be-
tween tries that are configured before the routing table is known and tries
that are (optimally) configured afterwards for a given routing table. Srini-
vasan et. al. present a dynamic programming technique for constructing a
space optimal t-level fixed stride trie with from a given routing table [4][5].
This approach may work just fine for a software implementation where all
levels reside in the same memory. However, for a high performance hardware
implementation we can expect a pipelined lookup where each level resides in
a separate memory bank. These memory banks must be configured in the
design of the chip, i.e. it is decided how large each memory bank is, and
cannot be changed to accommodate a certain routing table. In fact, the data
structure must be configured in advance with a worst case routing table in
mind. In addition to the optimization procedure for fixed stride tries, Srini-
vasan et. al. also presents a variable stride trie, where nodes at the same
level may have di erent strides, together with a corresponding optimization
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Figure 5: Construction of a 3-2 fixed stride trie.
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procedure [4]. Nilsson and Andersson et. al. introduce a variant of the
variable stride trie, called level compressed trie (or LC trie for short) where
variable strides are combined with path compression [1][3]. Srinivasan et.
al. claim in [5] that their scheme and the LC trie by Nilsson et. al. were
invented concurrently but we have not seen any reports on optimization of
variable stride tries from Srinivasan et. al. before [4]. This concludes the
discussion about data structures configured for a certain routing table. From
now on, we focus entirely on data structures that are configured in advance.
Let us return to the example configuration (n = 216 and w = 32) and

compute the worst case size of number of di erent 4-level fixed stride tries.
We begin with a 16-8-4-4 fixed stride trie. The first level consists of 216

pointers and in the worst case, there is one 32-bit prefix per pointer. For
each such prefix, there will be a private path consisting of an 8-stride and
two 4-strides — a total of

28 + 2 · 24 = 288
pointers. The worst case total number of pointers for the 16-8-4-4 variable
stride trie is then

216 + 216 · 288 = 18939904.
Even though this is quite bad it should be compared with 31523072 pointers,
which is the worst case for the fixed 8-stride trie (computed in Section 3.3).
The dominating cost for the 16-8-4-4 fixed stride trie comes from the 288

pointers in each private path. There are two possible ways of reducing this
cost: shorten the private path and/or reduce the width of the private path.
Minimizing the width of a private path of a given length w0 bits and t0 levels
is the same problem as constructing a space optimal t0-level variable stride for
storing one single w0-bit prefix. Intuitively, the best solution to this problem
is to use a w0/t0-stride trie. This idea can be combined with shortening of
the private paths to obtain an even better stride sequence. Let k be the
stride of the first level. The second, third, and fourth levels then consists of
(16 k) /3-strides. As above, we can express the worst case size as

s (k) = 2k + 216 · 3 · 2(32 k)/3.

By di erentiating s (k) with respect to k and solving the equation s0 (k) = 0,
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we find that k = 20 yields an optimal size of

s (20) = 220 + 216 · 3 · 2(32 20)/3

= 4194304

pointers in the worst case. The resulting data structure is a 20-4-4-4 fixed
stride trie. Note that the worst case size of 4194304 pointers is only slightly
larger than the worst case size for the 4-stride trie computed in Section 3.4.
This is a cheap prize to pay for reducing the number of levels from 8 to only
4, thus reducing the worst case lookup cost by 50%.
In Appendix B, we investigate worst case space optimal fixed stride tries

in more detail. Based on those investigations we conjecture that the space
optimal t-level fixed stride trie for representing n w-bit prefixes is a k-l-l-. . .-l
stride where

k =
w

t
+ lg n

lgn

t

and
s (n, t, w) = t

t
nt 12w

pointers. By using this formula, we can verify the optimality of the 20-4-4-4
fixed stride trie

s
³
216, 4, 32

´
= 4

4
q
(216)4 1 232

= 4194304.

In the computation above, k happened to be an integer and (w k)

0 (mod (t 1)) . If this is not the case, it is necessary to try both with

k =

$
w

t
+ lgn

lg n

t

%
and

&
w

t
+ lg n

lgn

t

'

followed by a stride sequence consisting of&
w k

t 1

'
and

$
w k

t 1

%

such that the sum is w k. This concludes the discussion about fixed stride
tries.
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3.5 The Luleå Algorithm

As we have seen in Section 3.4, a fixed stride trie may consist of a large
number of pointers where the dominating part of the pointers are redundant
(NULL). This gets even worse if there is only a few number of levels.
The Luleå algorithm is essentially a 16-8-8 fixed stride trie where the

pointer list at each level is compressed to reduce the number of redundant
pointers stored. As mentioned in Section 3.4, a k-stride corresponds to 2k

pointers. The core idea behind the Luleå algorithm is to identify redundant
pointers and store these implicitly while storing a minimum number of point-
ers explicitly. We can refer to these as implicit pointers and explicit pointers
respectively. A compressed pointer list is represented by a chunk and a list
of explicit pointers where the chunk represents an implicit bit array with
one bit for each potential pointer. The value of a bit indicates whether the
corresponding pointer is implicit (bit is 0) or explicit (bit is 1). An implicit
pointer is represented by the closest explicit pointer to the left. For this
scheme to work, some pre-processing of the routing table is required and we
will discuss this later on. Let P [i] be the pointer with index i in a hypothet-
ical un-compressed node and B [i] the corresponding bit in the implicit bit
array1. Furthermore, let E [i] be the explicit pointer with index i. The core
of the Luleå algorithm can be described by the following relation

P [i] = E
iX
j=0

B [j] 1 .

As we briefly mentioned above, this scheme requires some pre-processing
of the routing table. Degermark et al. use a technique called leaf pushing
where minimal extension of selected prefixes is performed until all prefixes are
stored in the leaves of the trie (see Section 2.2). This is not to be confused
with controlled prefix extension where prefixes are expanded to a certain
length. In Figure 6 (a) all prefixes stored in internal nodes are selected for
leaf pushing. The resulting leaf pushed trie is shown in Figure 6 (b).
One advantage of a leaf pushed trie compared to a basic binary trie is

that all prefixes are stored in the leaves and no prefixes are stored in the

1It is assumed that all indices start from zero.
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Figure 6: Illustration of leaf pushing.
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nodes. This means that whenever a matching prefix is found we can be sure
that it is the only matching prefix and thus also the longest matching prefix.
In e ect, leaf pushing converts the problem of longest prefix matching to the
problem of only prefix matching. Moreover, the set of intervals constituted
by the prefixes in a leaf pushed trie constitutes a partition of the address
space which can be represented by the left endpoint of each interval. By
these conversions, it becomes rather straight forward to attack the longest
prefix matching problem using point location techniques from computational
geometry as well as techniques for finding closest neighbor, and possibly also
other techniques that are yet to be discovered.
Starting from a leaf pushed trie makes it easier to implement the chunk.

The bits in the implicit bit array are organized in groups of 16 bits:

B [0 . . . 15] , B [16 . . . 31] , . . . , B [16i . . . 16i+ 15] , . . .

and so on. Each such group constitutes a bit mask and corresponds to a leaf
pushed trie with at most 16 leafs. There are three classes of bit masks:

• Empty bits mask with no bit set
• Bit mask with exactly one bit set
• Bit mask with two or more bits set
Since bit masks correspond to leaf pushed tries, a bit mask with only

one bit set corresponds to a leaf pushed trie with a single leaf. Therefore, it
must have the left most bit set as the prefix in the leaf pushed trie covers
the whole bit mask. It is possible that the size of such a prefix is su ciently
large to cover more than one bit mask. In that case, the number of bit masks
covered is a power of two, the left most bit mask have the left most bit set,
and the rest of the bit masks have no bit set. The number of di erent kinds
of bit masks of length 2i with at least one bit set is given by the following
recurrence equation:

A(0) = 1

A(i) = 1 +A(i 1)2
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Table 7: Bit masks for various values of i.

i A (i) Bit masks
1 2 10, 11
2 5 1000, 1010, 1011, 1110, 1111
3 26 10000000, 10001000, 10001010, 10001011, 10001110,

10001111, 10101000, 10101010, 10101011, 10101110,
10101111, 10111000, 10111010, 10111011, 10111110,
10111111, 11101000, 11101010, 11101011, 11101110,
11101111, 11111000, 11111010, 11111011, 11111110,
11111111

4 677 —

For i = 1, 2, and 3 we get 2, 5, and 26 di erent kinds of bit masks as
shown in Table 7. For i = 4 there are 677 di erent cases which (for obvious
reasons) are not listed.

As we have already mentioned, bit masks of length 16 are used in the Luleå
algorithm. This means that there are 678 di erent kinds of bit masks (in-
cluding the bit mask with no bit set) and it is su cient to use 10 bits to
represent the bit mask. These 10 bits together with an additional 6 bits
forms a code word and are referred to as ten and six respectively in [2].
Code words are organized in groups of four and for each such group there is
a base index simply called base. The base index is the index (or address) of
the first explicit pointer associated with the code word group and base+ six
is the index of the first explicit pointer associated with the code word. At
the first level a stride of 16 is used while the second and third level uses a
stride of 8. The four least significant bits, among the 16 or 8 bits used to
index the level, are referred to as low and the remaining bits as high. high
is used to index the code word and high/4 is used to index the base index.
A separate data structure called map table is used to compute the index of
the explicit pointer within the bit mask from ten and low. The map table
is constructed as follows. Let kind be a number between 0 and 677 used to
distinguish the kind of bit mask, and Bkind[i] be bit i of the corresponding
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Figure 7: Locating the pointer at the first level in the Luleå algorithm.

bit mask. Then

maptable (ten, low) =

Ã
lowX
i=0

Bten [i]

!
1.

Hence,

P [16 · high+ low] = E [base+ six+maptable (ten, low)]

implements the decoding of pointers in the compressed list of pointers. In
Figure 7, we show the extraction of bits and computation of pointer o set in
more detail.
The data structure discussed so far is referred to as a very dense chunk

and is always used at the first level. Very dense chunks are used also at
the second and third level when the number of explicit pointers is larger
than 64. If the number of explicit pointers lies between 9 and 64, we use a
dense chunk where all code words share the same base index to save space.
Finally, if the number of explicit pointers is less than 9, a sparse chunk is
used. Sparse chunks are based on a standard technique for searching among
interval endpoints. Up to 8 interval endpoints and corresponding next-hop
indices are stored in a sorted array. Lookup is performed using a combination
of linear search and branchless binary search based on pointer arithmetics [7].
In the worst case, it takes four memory accesses at each level to lookup

the next-hop index of a query address. Degermark et. al. does not present
a worst case analysis of the storage requirements for a routing table with n
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prefixes. As above, we can make a rough worst case analysis by counting the
number of pointers. For each leaf in the leaf pushed trie there is a next-hop
index. Most of these next-hop indices are encoded in pointers but some are
encoded in code words corresponding to empty bit masks or bit masks with
only one bit set. The size of these code words is roughly the same as the
size of a pointer. Moreover, many of the code words does not contain next-
hop indices. We can therefore compute an optimistic worst case by assuming
that all next-hop indices are encoded in pointers. Since n prefixes yield a leaf
pushed trie with nw n lg n leaves in the worst case, the worst case number
of pointers required in the Luleå algorithm is nw n lgn. For n = 216 and
w = 32, we then get

216 · 32 216 lg 216 = 216 · 32 216 · 16
= 16 · 216
= 1048576

pointers in the worst case. Since the pointer arrays are compressed, we must
account also for the compression overhead. The size of a code word as well
as the size of a base index is the same as the size of a pointer. Therefore, we
must add the worst case number of code words and base indices to the figure
computed above. The first level consists of 4096 code words and 1024 base
indices. Assuming that all prefixes are of length 32 and are evenly distributed
across the universe, leaf pushing will result in 8 new leaves at level 2 and 3
respectively, thus resulting in dense chunks at both these levels2. Each such
dense chunk consists of 1 base index and 16 code words. However, 4 of these
code words will contain encoded pointers and these are already accounted
for. The net e ect of each dense chunk is thus 1 + 16 4 = 13 pointers per
prefix giving a total of 216 ·2·13 = 1703936 pointers. In the map table, 676·16
4-bit non-negative integers are stored. Four map table entries are equivalent
to a pointer in size, yielding an additional 2704 pointers. By adding these
numbers we obtain a worst case size of

1048576 + 4096 + 1024 + 1703936 + 2704 = 2760336

2We assume a straight forward implementation where the optimizations described in
[2] Section 4.3.1 are not used.
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pointers for the Luleå algorithm. This can be compared with the worst case
size of

218 + 216 ·
³
3 · 22 + 8 · 21

´
= 2097152

pointers for an optimal 12-level fixed stride trie (stride sequence 18-2-2-2-
1-1-1-1-1-1-1-1). Based on these calculations, an optimal fixed stride trie
performs better than the Luleå algorithm when considering worst case stor-
age. However, when optimizations and sparse chunks are taken into account,
the cost for dense chunks is amortized over at least 7 prefixes. This tech-
nique, which can be used for all versions of the Luleå algorithm as well as for
the XTC algorithm, reduces the worst case storage cost to 1299820 pointers
per prefix.
In the implementation of the Luleå algorithm used in the FTC 1000 R

router and the FTC 500 FR firewall some compression is traded for faster
lookup. This is achieved by using one base index per code word instead
of letting four code words share base index. The code word and the base
index are stored together in a 32-bit word and both can be accessed in a
single memory access. By interleaving code words and base indices, the
worst case lookup cost is reduced to 9 memory accesses at a slight increase
in worst case size. The e ect of this modification is an increase of the net
e ect of each dense chunk from 13 pointers to 28 pointers since we must
account for the additional 15 base pointers. As a result, the size increases by
216 · 2 · 15 = 1966080 pointers to 4726416 pointers in the worst case.

4 The XTC Data Structure

4.1 Overview

The Luleå algorithm/forwarding table is designed to be as small as possible
to fit in the cache memory of a modern CPU (i.e. modern CPU in 1997).
To achieve this, some rather complex compression/decompression techniques
are used and, consequently, up to four memory accesses are spent on each
of the three levels. In a system wide perspective though, the forwarding
table has to compete for the cache with a large number of other activities
that are going on, even if the forwarding engine is running on a dedicated
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CPU. Hence, many of the 12 memory accesses required for lookup may take
place in main memory when the Luleå algorithm is used in a real product.
Therefore, it would be desirable to reduce the worst case number of memory
accesses for lookup even if the size of the data structure slightly increases.

The main motivation behind developing the XTC algorithm is to increase
the guaranteed lookup speed compared to the Luleå algorithm. As with the
Luleå algorithm, the XTC forwarding table also consists of a 16-8-8 fixed
stride trie with compressed levels. Furthermore, the compressed levels of the
XTC are organized in the same fashion as the Luleå algorithm, with chunks
and pointer lists containing explicit pointers. However, the XTC forwarding
table requires only two memory accesses per level for lookup compared to
four memory accesses per level in the Luleå algorithm. To achieve this we
have improved/simplified the Luleå algorithm in three key ways which we
will now discuss in detail.

4.2 Improvements

The first improvement is to remove the map table, thus saving one memory
access per level. In the Luleå algorithm, there is one pointer per bit set in
the bit mask and 678 di erent kind of bit masks. To find the pointer index in
the bit mask, a 10-bit encoding of the bit mask is used to index into the map
table, at the cost of one memory accesses, thus slowing down the lookup.
To improve the performance, we use a simpler encoding scheme using only
2 bits instead of 10 bits to represent the bit mask. Moreover, the pointer
index can be computed directly by using these two bits without accessing
a map table, which is skipped altogether. The encoding scheme works as
follows. By inspecting the set of prefixes whose starting points lies in the
same bit mask, we can identify the prefix with the smallest size (for a prefix
with starting point and end point within the same bit, the size is 1). Each
prefix in the set is either of size 1, 2, 4, or 8. If the size is 16 it covers the
whole bit mask and the next-hop index can be encoded directly in the 15
least significant bits of the code word (bit 15 is used to indicate that the code
word contains a next-hop index). All prefixes larger than the smallest prefix
can be repeatedly split in half until the sizes of all prefixes are equal. In ef-
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Table 8: Bit masks used in the XTC algorithm.

Size Bit mask Code Comment
8 1000000010000000 3 2 prefixes where each prefix

covers 1/2 of the bit mask
4 1000100010001000 2 4 prefixes where each prefix

covers 1/4 of the bit mask
2 1010101010101010 1 8 prefixes where each prefix

covers 1/8 of the bit mask
1 1111111111111111 0 16 or more prefixes — each bit

corresponds to one or more prefixes

fect, we perform controlled prefix extension until all prefixes are of the same
length as the longest (within the code word). Each time a prefix is split, a
zero bit in the bit mask is set (flipped) and a copy of the pointer associated
with the closest set bit to the left of the flipped bit is added directly after the
copied pointer in the pointer list. Each split increases the number of pointers
by one. After this step we have one of the cases shown Table 8.

Instead of dealing with 678 di erent kinds of bit masks as in the Luleå algo-
rithm, we now have only four kinds of bit masks. It is easily shown that the
number of extra pointers introduced by using this method is 11 if the number
of initially set bits is 5. In the worst case, the number of pointers required in
the XTC representation compared to the Luleå representation is increased
by a factor of 16/5. Experiments have shown that the typical increase is a
factor of 2.

Similar to the Luleå algorithm we use two parts of the query address high
and low to index the code word and locate the pointer index within the code
word respectively. The least significant bits (of the part in question of the
query address) low, are used to index into the bit mask corresponding to the
code word (unless it contains a direct next-hop index). The pointer index
within the bit mask equals the number of set bits to the left of and including
the indexed bit. The part of the pointer list associated with the code word
either contains 2, 4, 8, or 16 pointers. By encoding bit masks as described
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in the table above, the index of the corresponding pointer in the pointer list
can be computed by a simple shift operation. More precisely, low is shifted
code bits to the right. This is to be compared to the costly map table lookup
as is used in the Luleå algorithm.

In the XTC data structure, a chunk consists of an array of 212 code words
at level 1 and 24 code words at level 2 and 3. To reduce the number of bits
required for representing a the index of the first pointer associated with each
code word, i.e. the beginning of the pointer list associated with each code
word, the pointer list is stored immediately after the chunk. That is, the
pointer array associated with a chunk is stored immediately after the last
code word of the chunk. The pointer list consists of either 20-bit pointers
and/or 15-bit next-hop indices. It is represented by an array of 16 bits
unsigned integers, where the most significant bit indicates whether the low
15 bits represents a next-hop index or the low 15 bits of a 20-bit pointer. To
represent a 20-bit pointer to the next level, we use 5 spare bits of the code
word to representing the high 5 bits of the 20-bit pointer. These bits are
simply prepended to the pointer when it is retrieved. This clearly requires
that in any list of pointers to the next level associated with the same bit
mask, bit 15 . . . 19 must be identical. To achieve this, we move chunks at the
next level during construction if the low 15 bits if the pointer wraps during
the construction of the chunks, at the next level, associated the current code
word in construction at the current level (see Section 4.4 for details).

To summarize this: each code word consists of one bit that indicates if
it is contains a direct next-hop or not. If it contains a next-hop, there are 15
bits representing the next-hop index. Otherwise there are: two bits for the
code (shift value), five bits for the high bits of the pointers associated, and
16 (level 1) or 8 (level 2 and 3) bits for representing the pointer o set. That
is, the index of the first pointer associated with the code word.

The pointer o set corresponds to the 6-bit o set stored in the code words
of the Luleå algorithm. However, since the pointer list is stored directly after
the chunk, only 8 bits per code word is required to represent the pointer
o set (at level 2 and 3). This can be compared with the 6 bits stored in the
code word plus an additional 16/4 = 4 bits stored in the base index, giving
a total of 10 bits per code word in the Luleå algorithm. The disadvantage
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Figure 8: Direct next-hop encoded in the code word at level 1.

of storing pointer lists immediately after the chunks is that chunks will not
be aligned according to the chunk size which is 32 bytes. Instead, a chunk
(at level 2 and 3) is 2-byte aligned and this requires that a pointer consist
of 4 additional bits in order to reference the same memory area. This is the
reason for using compressed 20-bit pointers.

4.3 Lookup

In this section we give a detailed description of the XTC lookup procedure
and the di erent encodings performed at each level.

4.3.1 Detailed Description of Level 1

Level 1 of the XTC data structure is represented by a 4096 code words
and 0 . . . 65536 explicit pointers. The first step in the lookup is to use bit
31 . . . 20 of the IP address as index into the code word array and retrieve the
24-bit code word (for alignment reasons, we represent 24-bit code using 32-
bit unsigned integers in the software implementation). If the most significant
bit of the code word is set (represented by a white text on black background
in Figure 8), the following 15 bits represents a next-hop index which can be
retrieved immediately and the lookup is completed. Bits 7 . . . 0 are unused
in this case.
In the second step, bit 19 . . . 16 of the IP address are used to index into

the code word to find the pointer in the pointer list. This is achieved by
shifting the 4 bits of the IP address with the 2 bits integer retrieved from
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Figure 9: Direct next-hop encoded in the pointer at level 1.

Figure 10: Pointer to the level 2 CPA encoded in the code word and pointer
at level 1.

the code word (the code), followed by adding the 16-bit o set also retrieved
from the code word (see Figure 9). The resulting number is the index to
the pointer stored in the pointer list associated with the chunk. If the most
significant bit of the pointer is set, the low 15 bits constitutes a next-hop
index and the lookup is completed (Figure 9).

If the pointer does not represent a next-hop index, the low 15 bits are
retrieved and combined with the 5 bits stored in the code word, to form a
20-bit pointer to the next level chunk where the lookup continues (Figure
10).

At level 2 and 3, the compressed pointer arrays (constituted by each code
word array and the associated pointer list) are stored in an array of 16-bit
non-negative integers. The size of each compressed pointer array depends
on the number of pointers in the pointer list, which is stored immediately
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Figure 11: Direct next-hop encoded in the code word at level 2.

after the array of code words. Therefore, it is not possible to index the ith
compressed pointer array at level 2 and 3. Instead, each compressed pointer
array must be referenced by the starting points in the array of 16-bit non-
negative integers, i.e. the index of the first code word, and this is the reason
for needing 20-bit pointers when representing large routing tables.

4.3.2 Detailed Description of Level 2

A compressed pointer array at the second level consists of 16 code words and
0 . . . 256 explicit pointers. After locating the compressed pointer array at
level 2 by using the 20-bit pointer computed at level 1, the lookup continues
as follows. The third step in the lookup is to use bit 15 . . . 12 of the IP address
to index into the code word array and retrieve the 16-bit code word. If the
most significant bit of the code word is set (represented by a white text on
black background in Figure 11), the following 15 bits represents a next-hop
index which can be retrieved immediately and the lookup is completed.
In the fourth step, bit 11 . . . 8 of the IP address are used to index into the

code word to find the pointer in the pointer list. This is achieved by shifting
the 4 bits of the IP address with the 2 bits integer retrieved from the code
word (the code), followed by adding the 8-bit o set also retrieved from the
code word (see Figure 12). The resulting number is the index to the pointer
stored in the pointer list associated with the chunk. If the most significant
bit of the pointer is set, the low 15 bits constitute a next-hop index and the
lookup is completed (Figure 12).
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Figure 12: Direct next-hop encoded in the pointer at level 2.

Figure 13: Pointer to the level 3 CPA encoded in the code word and pointer
at level 2.

If the pointer does not represent a next-hop index, the low 15 bits are
retrieved and combined with the 5 bits, stored in the code word, to form a
20-bit pointer to next level where the lookup continues (Figure 13).

4.3.3 Detailed Description of Level 3

Level 3 is represented in the same way as level 2. Each compressed pointer
array consists of 16 code words and 0 . . . 256 pointers. After locating the
compressed pointer array at level 3 by using the 20-bit pointer computed at
level 2, the lookup continues as follows. The fifth step is to use bit 7 . . . 4 of
the IP address to index into the array of code words and retrieve the 16-bit
code word. If the most significant bit of the code word is set (represented
by a white text on black background in Figure 14), the following 15 bits
represents a next- hop index which can be retrieved immediately and the
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Figure 14: Direct next-hop encoded in the code word at level 3.

Figure 15: Next-hop index encoded in pointer at level 3.

lookup is completed.
In the sixth, and final, step, bit 3 . . . 0 of the IP address are used to index

into the code word to find the pointer in the pointer list. As on the previous
level, this is achieved by shifting the 4 bits of the IP address with the 2
bits integer retrieved from the code word (the code), followed by adding the
8-bit o set also retrieved from the code word (see Figure 15). The resulting
number is the index to the pointer stored in the pointer list associated with
the chunk. At this stage, all bits of the IP address have been inspected.
Hence, the pointer retrieved from the pointer list must represent a next- hop
index. Therefore, this step completes the lookup (see Figure 15).
This concludes the description of the XTC forwarding table data struc-

ture. We have described in great detail how chunks and code word are
represented at each level and how the information is encoded in these. Fi-
nally, the lookup, resulting in either a next-hop index or a pointer to the
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next level, performed at each level has been described. The resulting lookup
is performed in six steps. In each step, a 16-bit memory access is performed,
except for the first access where 24 bits (32 bits in the software implemen-
tation) are accessed. By using the XTC algorithm, the next-hop index is
computed in only 6 memory accesses, accessing a total of 13 bytes (14 bytes
in the software implementation), in the worst case.

4.4 Construction

In this section we describe in more detail the setting in which the XTC
algorithm is used and how to construct an XTC forwarding table from a
given routing table. We first give an overview of the construction in Section
4.4.1 and then continue with breadth first construction (BFC) in Section
4.4.2. BFC is the simplest way of constructing the XTC data structure but
it cannot be used to extract the prefixes from a Radix Tree or similar and
build the XTC on the fly. Instead, the complete list of prefixes must be
harvested and then processed in a number of steps to perform BFC. The
construction is concluded by giving a thorough description of depth first
construction (DFC) in Section 4.4.3. DFC is much more complicated to
implement than BFC and therefore we have devoted considerable e ort to
describe a detailed implementation and explain how it works. The reader
who is not particularly interested in implementing DFC can skip most of the
details in Section 4.4.3.

4.4.1 Overview

The XTC algorithm does not support incremental updates and must there-
fore be updated by complete reconstruction. To avoid halting the forwarding
process, a separate builder process is required. Furthermore, double bu ering
must be used so that one instance of the forwarding table is updated by the
builder process while the other instance is in use by the forwarding process.
The complete builder process consists of three steps that are executed

simultaneously (see Figure 16). In the first step, routing table traversal, the
routing table is traversed in sorted order with respect to the address, i.e.
the starting point, and length of the prefix. Entries with smaller value of
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the address are processed before entries with larger addresses. For entries
with equal addresses, the entry with the shortest length is processed first.
The tree traversal is intimately related with the representation of the routing
table used and is therefore not described in detail here. In E net’s products,
the routing table is implemented by a BSD Radix Tree.
Each routing entry is sent to the second step which is a routing entry

conversion and next-hop table generation prcess as shown in Figure 16. In
this step, leaf pushing is performed on the fly — routing entries are e ciently
split into prefixes and prefixes that covers other prefixes are discarded as
described in the introduction. Furthermore, the next-hop table is generated
from the next-hop information (interface, MAC address, ATM channel etc.)
present in the routing table entries. Finally, each resulting prefix is fed into
the XTC builder step which is described in detail in the following sections.
The same routing entry conversion and next hop table generation process
are used both for the FTC builder, i.e. the builder process for the Luleå
algorithm, and the XTC builder process.

4.4.2 Breadth First Construction

It is fairly straight forward to implement breadth first construction. This is
achieved by using a task queue where each task corresponds to the construc-
tion of a compressed pointer array. Besides the list of prefixes, from which
the compressed pointer array is to be constructed, each task must contain
information about the level (1 . . . 3) and a parent pointer, i.e. a reference to
the pointer at the previous level which will refer to the compressed pointer
array in construction.
Initially, there will be one single task in the task queue, namely the level

1 task containing all prefixes and a NULL parent pointer. The breadth first
builder process repeatedly extracts and processes the first task in the task
queue until the queue is empty and the construction is completed. There is
a bucket for each bit in the implicit bit array. All buckets are initially empty
when a new task is executed. As with the bit array, the buckets are also
organized in groups of 16 buckets where each group corresponds to a code
word. For each prefix, the two values high and low are computed from the
address of the prefix (in the same way as during lookup). This is followed
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Figure 16: Overview of the builder process.
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by inserting the prefix in bucket B [24 · high+ low] . After bucketing of all
prefixes, it is time to analyze the content of the groups of buckets. The bucket
array is interpreted as the implicit bit array by taking empty buckets as 0 and
non-empty buckets as 1. Bucket groups where either all buckets are empty
or all buckets except the first are empty correspond to code words where
the next-hop index in encoded directly in the code word. Other buckets
containing a single prefix correspond to next-hop indices directly encoded
in pointers. The remaining buckets contain more than one prefix and thus
requires an additional level of the data structure. For these buckets, a pointer
is allocated in the explicit pointer list but no memory address is stored in the
pointer since we do not know yet where the next level compressed pointer
array will reside. Instead, the address to the pointer together with the prefix
list and the current level plus one is packed together in a task which is
inserted in the task queue. This concludes the breadth first construction
at the current level. When the next level is constructed, the outstanding
pointers will be filled with content and the construction of the current level
is completed.

The construction starts at a base location in memory which is the be-
ginning of the data structure. Throughout the construction we keep track
of the current location which initially equals the base location. The current
location is moved forward (increased) by the size of the chunk and pointer
list after the construction at the current level is completed. Let pointer
and &pointer (using the & operator from the C Programming Language)
be a pointer and the memory address of the pointer respectively. Further-
more, let base be the base location and chunk be the location of a chunk,
i.e. the memory address of the first code word of the chunk. In the basic
scheme, pointer = chunk base. It is then possible represent a 220 · 2 = 2
Mbyte XTC forwarding table. However, we know in advance (by the con-
struction algorithm) that pointer > &pointer. That is, a pointer will never
refer backwards in memory. We can therefore use a more e cient encoding
pointer = chunk &pointer where a pointer essentially represents an o set
forward in the data structure relative the location of the pointer itself. By
using this encoding and at the same time change the order of the tasks within
the task queue we can dramatically increase the number of prefixes possible
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to represent.
Breadth first construction has two main advantages. It is much simpler

to implement than depth first construction since one level is completed at
a time. The other advantage is that a single large memory block can be
allocated, from the beginning, to store the whole data structure. Depth first
construction is performed on all three levels simultaneously. This requires
that the memory is partitioned in three areas with one memory area for each
level. As a consequence, it must be decided in advance how much memory to
allocate for the respective levels, even in a software implementation. That is,
unless construction takes place in dedicated memory for the builder process
followed by defragmenting the forwarding table on the fly when it is copied
to the dedicated memory of the forwarding process. The disadvantages of
breadth first construction is that all information must be extracted from the
routing table first before starting the actual construction of the forwarding
table. This requires storing of large quantities of intermediate data which
increases the memory requirements of the builder process. Moreover, it makes
it impossible to perform construction (including extraction of prefixes from
the routing table) in a single pass. This makes breadth first construction
inherently slower than depth first construction.

4.4.3 Depth First Construction

To achieve the fastest possible construction the XTC is built by traversing
the routing table entries, building the next-hop table, and constructing the
compressed XTC representation, in a single pass. The only requirement on
the construction is that the routing entries are traversed in a certain order,
and that a function is called on each entry. Hence, the representation of the
routing table is completely independent from the XTC builder.
When the routing entries are traversed and split into prefixes as described

in Section 2.2, each prefix generated immediately propagates to the XTC
construction in progress. Each prefix has a starting point and an end point
as described in Section 2.1. By the conversion described in Section 4.4.1,
the prefixes are fed the to XTC construction in sorted order. Moreover,
the end point of the next prefix to be processed equals the end point of the
current prefix plus one. All three levels of the forwarding table are built
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simultaneously. Depending on the length of the prefix currently processed,
construction takes place at di erent levels. Sometimes, construction work
is required at all levels for one prefix. This requires an immense amount of
book keeping in the construction (see Table 9).
For each prefix processed, the expect variable is checked against the start-

ing point to ensure that the stream of prefixes is valid. The processing of each
prefix consists of an initialization phase, a construction phase, and a comple-
tion phase. In the initialization phase of the first prefix (starting point zero),
the whole construction is initialized by setting base1, base2, and, base3 to
the memory addresses of the respective levels, and by resetting pos2, pos3,
from2, and from3 to zero. We also initialize level 1 construction as follows:

offset1 0

chunk1 base1

pointer1 base1 + 81923

The construction process operates simultaneously on six di erent con-
struction depths: 12, 16, 20, 24, 28, or 32. These six levels correspond to the
six memory references during lookup and the associated accumulated num-
ber of bits inspected of the query IP address. The construction depth of a
prefix is related to the length of the prefix as shown in Table 10.
For each construction depth we have a custom initialization-, a custom

construction-, and a custom completion procedure. Depending on the set of
prefixes one single prefix may require initialization at several construction
depths.

Initialization Phase In this section we describe the initialization at the
di erent construction depths in detail.

Depth 32 initialization. If expect 0 (mod 24) , construction of a new
level 3 code word is initialized:

mask3 0

bucket3 [0 . . . 15] EMPTY
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Table 9: Variables used in the depth first construction process.

Variable Description
expect The expected starting point of the next prefix to be processed.

base1 The address where level 1 (L1) is built.

base2 The address where level 2 (L2) is built (address to the first L2 chunk).

base3 The address where level 3 (L3) is built (address to the first L3 chunk).

chunk1 Address to the L1 chunk currently in construction.

chunk2 Address to the L2 chunk currently in construction.

chunk3 Address to the L3 chunk currently in construction.

pointer1 Address to the L1 pointer list currently in construction.

pointer2 Address to the L2 pointer list currently in construction.

pointer3 Address to the L3 pointer list currently in construction.

pos2 Position of the L2 chunk in construction with respect to base2.

pos3 Position of the L3 chunk in construction with respect to base3.

from2 Position of the first L2 chunk associated with the current L1 code word.

from3 Position of the first L3 chunk associated with the current L2 code word.

bucket1[] Buckets containing 16 pointers associated the current L1 code word.

bucket2[] Buckets containing 16 pointers associated the current L2 code word.

bucket3[] Buckets containing 16 pointers associated the current L3 code word.

offset1 Pointer o set associated with current L1 code word.

offset2 Pointer o set associated with current L2 code word.

offset3 Pointer o set associated with current L3 code word.

mask1 Bit mask associated with current L1 code word.

mask2 Bit mask associated with current L2 code word.

mask3 Bit mask associated with current L3 code word.
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Table 10: Relation between prefix length and construction depth.

Prefix length Construction depth
0 . . . 12 12

13 . . . 16 16

17 . . . 20 20

21 . . . 24 24

25 . . . 28 28

29 . . . 32 32

followed by depth 28 initialization. Otherwise, goto the construction
phase.

Depth 28 initialization. If expect 0 (mod 28) , we construct a new level
3 chunk. Otherwise, goto the construction phase.

Construction of a new level 3 chunk is achieved as follows. Bit 15 . . . 19
of from3 and pos3 are first compared to ensure that they are equal.
Recall that from3 and pos3 are the position of the first level 3 chunk
and the current level 3 chunk, respectively, associated with the current
level 2 code word in construction. Also, recall that the 20-bit pointers
to these chunks will be stored at level 2 with the 5 high bits in the
code word and the low 15 bits in the pointers (represented by from3
and pos3) associated with the code word. Therefore, we require that
bit 15 . . . 19 of from3 and pos3 are equal. If the bits are equal, we
complete the depth 28 initialization as follows:

chunk3 base3 + pos3

pointer3 chunk3 + 16

offset3 0

If the bits are not equal, we need to adjust the compressed pointer
arrays built at level 3, starting from from3 so that the high 5 bits
becomes equal to enable 20-bit pointer encoding. This is achieved by
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computing

wrap 215 ·
¹
pos3

215

º
delta wrap from3

where the distance delta is the size of the adjustment (how many posi-
tions to move the compressed pointer arrays). The actual move of the
compressed pointer arrays is then achieved by repeatedly assigning

base3 [index+ delta] base3 [index]

where index loops from pos3 1 to from3. It remains to update the
pointers stored in the buckets associated with the level 2 code word in
construction since the locations of the level 3 compressed pointer arrays
associated with these have changed. We achieve this by increasing each
pointer stored in the bucket2 array (EMPTY buckets are skipped) by
delta and then keeping only the 15 least significant bits (a simple bit
masking operation). Finally,

from3 wrap

pos3 pos3 + delta

chunk3 base3 + pos3

pointer3 chunk3 + 16

offset3 0

and depth 28 initialization is completed. We continue with depth 24
initialization.

Depth 24 initialization. If expect 0 (mod 212) , construction of a new
level 2 code word is initialized:

mask2 0

bucket2 [0 . . . 15] EMPTY

followed by depth 20 initialization. Otherwise, goto the construction
phase.
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Depth 20 initialization. If expect 0 (mod 216) , we construct a new
level 2 chunk. Otherwise, goto the construction phase.

Construction of a new level 2 chunk is achieved as follows. Bit 15 . . . 19
of from2 and pos2 are first compared to ensure that they are equal.
Recall that from2 and pos2 are the position of the first level 2 chunk
and the current level 2 chunk, respectively, associated with the current
level 1 code word in construction. Also, recall that the 20-bit pointers
to these chunks will be stored at level 1 with the 5 high bits in the
code word and the low 15 bits in the pointers (represented by from2
and pos2) associated with the code word. Therefore, we require that
bit 15 . . . 19 of from2 and pos2 are equal. If the bits are equal, we
complete the depth 28 initialization as follows:

chunk2 base2 + pos2

pointer2 chunk2 + 16

offset2 0

If the bits are not equal, we need to adjust the compressed pointer
arrays built at level 3, starting from from2 so that the high 5 bits
becomes equal to enable 20-bit pointer encoding. This is achieved by
computing

wrap 215 ·
¹
pos2

215

º
delta wrap from2

where the distance delta is the size of the adjustment (how many posi-
tions to move the compressed pointer arrays). The actual move of the
compressed pointer arrays is then achieved by repeatedly assigning

base2 [index+ delta] base2 [index]

where index loops from pos2 1 to from2. It remains to update the
pointers stored in the buckets associated with the level 1 code word in
construction since the locations of the level 2 compressed pointer arrays
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associated with these have changed. We achieve this by increasing each
pointer stored in the bucket1 array (EMPTY buckets are skipped) by
delta and then keeping only the 15 least significant bits (a simple bit
masking operation). Finally,

from2 wrap

pos2 pos2 + delta

chunk2 base2 + pos2

pointer2 chunk2 + 16

offset2 0

and depth 20 initialization is completed. We continue with depth 16
initialization.

Depth 16 initialization. If expect 0 (mod 220) , construction of a new
level 1 code word is initialized:

mask1 0

bucket1 [0 . . . 15] EMPTY

followed by depth 20 initialization. Otherwise, goto the construction
phase.

Depth 12 initialization. No particular initialization is required here. It
is taken care of when the whole construction is initialized.

After the initialization phase, the expect variable is updated by setting it
to the end-point of the prefix being processed plus one.

Construction Phase The processing continues by entering the construc-
tion phase at the construction depth computed for the prefix.

Depth 32 construction. A direct next-hop stored in a level 3 pointer is
built as follows. Compute a bit index bix by extracting bit 0 . . . 3
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from the starting point of the prefix. Then, bit bix of mask3 is set
and the next-hop index of the prefix is stored (without encoding) in
bucket3 [bix] . In the completion phase, the content of the buckets will
be moved to the pointer array associated with the level 3 code word in
construction.

Depth 28 construction. Direct next-hops directly encoded in level 3 code
words are built as follows. The indices, start and stop, of the first and
last code word to be built are computed by extracting bits 4 . . . 7 of the
starting point and end point of the prefix respectively. Then the next-
hop index of the prefix is encoded by setting bit 15 and stored the chunk
by assigning the encoded direct next-hop to chunk3[start . . . stop].

Depth 24 construction. A direct next-hop stored in a level 2 pointer is
built as follows. Compute a bit index bix by extracting bits 8 . . . 11
from the starting point of the prefix. Then, bit bix of mask2 is set
and the next-hop index of the prefix is encoded by setting bit 15 and is
thereafter stored in bucket2 [bix] . In the completion phase, the content
of the buckets will be moved to the pointer array associated with the
level 2 code word in construction.

Depth 20 construction. Direct next-hops directly encoded in level 2 code
words are built as follows. The indices, start and stop, of the first and
last code word to be built are computed by extracting bits 12 . . . 15 of
the starting point and end point of the prefix respectively. Then the
next-hop index of the prefix is encoded by setting bit 15 and stored the
chunk by assigning the encoded direct next-hop to chunk2 [start . . . stop] .

Depth 16 construction. A direct next-hop stored in a level 1 pointer is
built as follows. Compute a bit index bix by extracting bits 16 . . . 19
from the starting point of the prefix. Then, bit bix of mask1 is set
and the next-hop index of the prefix is encoded by setting bit 15 and is
thereafter stored in bucket1 [bix] . In the completion phase, the content
of the buckets will be moved to the pointer array associated with the
level 1 code word in construction.
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Depth 12 construction. Direct next-hops directly encoded in level 1 code
words are built as follows. The indices, start and stop, of the first and
last code word to be built are computed by extracting bits 20 . . . 31
of the starting point and end point of the prefix respectively. Then
the next-hop index of the prefix is encoded by shifting 8 bits to the
left and setting bit 23, and stored the chunk by assigning the encoded
direct next-hop to chunk1 [start . . . stop] . Recall that the level 1 chunk
contains 24-bit non-negative integers and in this case, the lowest 8 bits
are unused. For alignment reasons, these 24 bits will be stored in a
32-bit integer in the software implementation. This requires a slightly
di erent encoding.

Completion Phase The processing of the prefix is completed in the com-
pletion phase. It starts at the depth where the construction took place. For
a single prefix, completion at several depths may be required starting at the
greatest depth.

Depth 32 completion. If expect 0 (mod 24) , construction of the cur-
rent level 3 code word is to be completed4. Otherwise, one or more
additional prefixes are needed before we can complete the current level
3 code word.
To complete the current level 3 code word, we first compute its in-
dex tix by extracting bit 4 . . . 7 from the starting point of the prefix.
Then, mask3 is analyzed to compute the 2-bit shift value shift. This
is achieved by the following simple procedure:

4Recall that the expect variable have been updated after the initialization phase.
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shift (mask3) =

if bit 1, 3, 5, 7, 9, 11, 13 or15 of mask3 is set then
shift 0

elsif bit 2, 6, 10 or 14 of mask3 is set then
shift 1

elsif bit 4 or 12 of mask3 is set then
shift 2

else
shift 3

end

This is followed by encoding shift and offset3, as

28 · shift+ offset3

and storing the result in chunk3 [tix] . It remains to move the pointers
temporarily stored in the buckets to the proper location in the pointer
list associated with the code word. The number of pointers retrieved as
well as which buckets to retrieve them from depends on the shift value
(see Table 11).
Pointers are retrieved from the buckets and stored in the pointer ar-
ray associated with the code word by looping through the buckets as
specified in the table above. For each non-EMPTY bucket the content
of the bucket is assigned to pointer3 [offset3] , and for each EMPTY
bucket pointer3 [offset3 1] is copied to pointer3 [offset3] . There-
after, offset3 is increased by one before proceeding with the next
bucket. After processing each bucket listed in the table above, the
current level 3 code word is completed and the processing continues
with depth 28 completion.

Depth 28 completion. If expect 0 (mod 28) , the construction of the
current level 3 chunk is to be completed. Otherwise, one or more
additional prefixes are needed before the current level 3 chunk can be
completed.
To complete the current level 3 chunk, we first compute the level 2 bit
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index bix by extracting bit 8 . . . 11 from the starting point of the prefix.
This is followed by setting bit bix of mask2. The 15 least significant
bits of pos3, which is the position of the level 3 chunk being completed,
are then stored in bucket2 [bix] . Finally,

16 + offset3

is added to pos3, to prepare for the construction of the next level 3
chunk, before proceeding to depth 24 completion.

Depth 24 completion. If expect 0 (mod 212) , construction of the cur-
rent level 2 code word is to be completed. Otherwise, one or more
additional prefixes are needed before we can complete the current level
2 code word.
To complete the current level 2 code word, we first compute its index
tix by extracting bit 12 . . . 15 from the starting point of the prefix.
Then, mask2 is analyzed to compute the 2-bit shift value shift. This
is achieved by the same procedure as in depth 32 completion. This is
followed by encoding shift, offset2, and bit 15 . . . 19 of from3 as

210 · from315...19 + 28 · shift+ offset2

and storing the result in chunk2 [tix] . It remains to move the pointers
temporarily stored in the buckets to the proper location in the pointer
list associated with the code word. This is achieved in the same way as
in depth 32 completion except that it involves bucket2, pointer2, and
offset2. After processing the buckets, the code word is completed and
the processing continues with depth 20 completion.

Depth 20 completion. If expect 0 (mod 216) , the construction of the
current level 2 chunk is to be completed. Otherwise, one or more
additional prefixes are needed before the current level 2 chunk can be
completed.
To complete the current level 2 chunk, we first compute the level 2 bit
index bix by extracting bit 16 . . . 19 from the starting point of the prefix.
This is followed by setting bit bix of mask1. The 15 least significant
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Table 11: Shift values and bucket indices.

shift Bucket indices
0 0, 1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12, 13, 14, 15

1 0, 2, 4, 6, 8, 10, 12, 14

2 0, 4, 8, 12

3 0, 8

bits of pos2, which is the position of the level 2 chunk being completed,
are then stored in bucket1 [bix] . Finally,

16 + offset2

is added to pos2, to prepare for the construction of the next level 2
chunk, before proceeding to depth 16 completion.

Depth 16 completion. If expect 0 (mod 220) , construction of the cur-
rent level 1 code word is to be completed. Otherwise, one or more
additional prefixes are needed before we can complete the current level
1 code word.
To complete the current level 1 code word, we first compute its index
tix by extracting bit 20 . . . 31 from the starting point of the prefix.
Then, mask1 is analyzed to compute the 2-bit shift value shift. This
is achieved by the same procedure as in depth 32 completion. This is
followed by encoding shift, offset1, and bit 15 . . . 19 of from2 as

218 · from215...19 + 216 · shift+ offset1

and storing the result in chunk1 [tix] .5 It remains to move the pointers
temporarily stored in the buckets to the proper location in the pointer
list associated with the code word. This is achieved in the same way as
in depth 32 completion except that it involves bucket1, pointer1, and
offset1. After processing the buckets, the code word is completed and
the processing continues with depth 12 completion.

5Observe that offset1 is a 16-bit non-negative integer.
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Depth 12 completion. At this point, the whole forwarding table data
structure is completed. In the reference implementation construction
statistics is recorded but no actual construction work needs to be car-
ried out to perform completion at depth 12.

We have now described the complete method for processing a list of rout-
ing entries, repeatedly feeding these to the XTC builder to compress and
convert them into an XTC forwarding table. A depth first builder process
according to this description have been implemented and is used in E net’s
Router-on-a-card product.

4.5 Analysis

The worst case lookup cost of the XTC algorithm is 6 memory accesses.
To compute the worst case storage for our pathological routing table with

n = 216 and w = 32, we begin with the analysis of the Luleå algorithm and
then compute the di erences. The XTC uses 24-bit code words at level 1 but
no base indices. This corresponds to 212 · 3/2 = 6144 pointers and should be
compared with a total of 212 + 210 = 5120 pointers at level 1 in the Luleå
algorithm. Also note that the XTC does not use a map table, thus saving
space corresponding to 2712 pointers. The net e ect of each dense chunk
at level 2 and 3, in Luleå algorithm, is 13 pointers per prefix. By skipping
the base index, 1 pointer is saved in the XTC algorithm. However, the local
prefix expansion in the XTC will potentially increase the number of pointers
associated with the code word (which has more than one bit set) from 5 to
16 in the worst case. The net e ect of each dense chunk is thus increased by
10 pointers giving that the total worst case size of the XTC is

2760336 (5120 + 2704) + 6144 + 216 · 2 · 10 = 4069376

pointers. This is approximately 47% larger than the worst case for the Luleå
algorithm with a worst case lookup cost of 12 memory accesses. But more
important, the worst case size of the XTC forwarding table is approximately
14% less than the worst case size of the improved Luleå algorithm with a
worst case lookup cost of 9 memory accesses. At the same time, the XTC
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Figure 17: Straightforward hardware implementation layout.

algorithm reduces the worst case lookup cost by 33%, from 9 to 6 memory
accesses.

5 Implementation Aspects

In this section we describe a number of possible implementations of the XTC
lookup, both in hardware and in software. Some of these are more of less
straight forward but some deviates slightly from the description made above
and requires minor changes in the representation of the data structure and
the builder process.

5.1 Straight Forward Hardware Implementation

The XTC lookup is extremely suitable for hardware implementations. In
Figure 17, we show a rough layout of a direct hardware implementation of
the algorithm described in the previous sections.
The IP address are fed into the lookup from the left and progresses
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throughout the lookup in six steps until the next-hop index is available to
the right. It is assumes that the data structure is stored so that each memory
access takes place in a separate memory bank. The first memory bank (C1
in Figure 17) contains the chunk at level 1, the second memory bank (P1 in
Figure 17) contains the pointer list at level 1, the third memory bank (L2 in
Figure 17) both chunks and pointer lists from level 2, and the fourth memory
(L3 in Figure 17) bank contains both chunks and pointer lists from level 3. If
the lookup is completed in less than six steps, the result is locked by feeding
bit 15 of the result into the chain of multiplexers. In this way, the results
from other parts of the lookup that unnecessarily happens simultaneously,
are discarded. If four memory banks that can be accessed simultaneously are
used, the lookup can be pipelined in four steps to increase the speed. We
have not included detailed descriptions of the control logic necessary since it
is rather simple.

5.2 Cost E ective Hardware Implementation

In Figure 18, we give a layout of a more cost e ective implementation with
somewhat lesser performance but higher compression ratio, especially for
small routing tables. The idea is to have four levels instead of three, where
each level is represented exactly as level 2 and 3 in the original data structure.
This allows a simpler design but adds two extra memory accesses to the
lookup.

We also assume that only one memory is used, which means that the time
spent for a lookup is proportional to the time for performing eight memory
references. Multiplexers are used for picking four bits at a time from the IP
address and for interpreting the result of each memory access as code word
or a pointer. Here, we have used a multiplexer to lock the memory address
of last accessed if the lookup completes before all eight steps. This may
be the preferred way of locking the result also in the other designs since it
prevents illegal memory accesses thus adding some degree of stability to the
implementation.
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Figure 18: Cost e ective hardware implementation layout.

Figure 19: Code words used in the maximum speed implementation.

5.3 Maximum Speed Hardware Implementation

To increase the speed of the lookup, it is possible to use six memories that
can be accessed concurrently and change the code words at all three levels
into 24-bit code words. This makes it possible to store a 21 bits pointer
o set instead of only 8 bits. Out of these 21 bits, 13 bits corresponds to the
base index used in the Luleå algorithm. Pointers are stored in a separate
memory instead of storing the pointer associated with a chunk directly after
the chunk (see Figure 19.)

This gives a slightly simpler design compared to the original design as
shown in Figure 20.

Since chunks are stored in separate memories and each chunk is of the
same size — exactly 16 24-bit words per chunk — the starting point of a chunk
will always be a multiple of 16. This saves 4 bits in the chunk pointers and
therefore, a 15-bit pointer is su cient to reference the next level chunk. We
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Figure 20: Hardware layout for maximum performance.

neither need to encode the high bits of the pointers in the code word nor
extract these bits to construct a su ciently large pointer. The lookup can
be pipelined in six steps, which means that each time a memory access is
completed, a routing lookup is also completed. By this rather simple design,
performance of over 100 million packets per second can be achieved.

5.4 Straight Forward Software Implementation

In the software implementation, we can not easily represent the code words
at level 1 by 24 bits without adding an extra memory access. Therefore,
these are represented by 32 bits words with the pointer o set stored in the
high 16 bits (see Figure 21). Except for the 8 least significant bits, which are
unused if the code word does not represent a direct next-hop, the low 15 bits
are used in the same way as at level 2 and 3.
Moreover, the whole data structure is stored in a su ciently large con-

secutive block of memory with the space allocated for each of the three lev-
els specified by a constant. Except for these small deviations, the software
version of the lookup is a straightforward implementation of the algorithm
described in Section 4.2.
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Figure 21: 32-bit level 1 code words used in the software reference imple-
mentation.

6 Experiments

To evaluate the performance of the XTC algorithm, we have used a highly
optimized reference implementation supporting depth first construction and
lookup. We have chosen not to implement on-the-fly leaf pushing. Therefore,
we have not been able to perform experiments on real routing data bases.
Fictive leaf pushed routing tables with n prefixes have been generated by
starting from the set of { } and then repeatedly selecting a prefix at random
followed by splitting it into two prefixes. More precisely, the prefix x is
split into x0 and x1. During generation, the prefixes are stored in a cyclic
list where we keep track of the last prefix split. To increase the locality,
obtain regions of the IP address space which are more dense, and thus also
create longer prefixes, we select the next prefix to be split, randomly (uniform
distribution), among the 25% of the prefixes immediately following the last
split prefix in the list. Experiments have shown that this yields a fairly
realistic prefix distribution.

The experiments were run on a 1 GHz Pentium III PC with 256 Mbytes
of RAM. We have measured the total size of the forwarding table for each
fictive routing table as well as the construction time. After completing the
forwarding table, we have run three di erent kinds of lookup patterns, scat-
tered, random, and cached and for each pattern we have measured the av-
erage number of lookups per second. Scattered lookups are performed by
repeatedly selecting a random query address addr, and then performing one
million lookups and taking the average lookup time. After each lookup, addr
is increased by 0xabcdef, or 11259375, modulo 232. In this way, we ensure
that the lookups are extremely scattered across the address space. This in-
creases the probability of cache misses during lookup. Random lookups are
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Table 12: Benchmarks for the XTC algorithm.

Number Total size Construction Lookups (lookups/second)

of entries (bytes) (milliseconds) Scattered Random Cached

16 384 109 612 5.313 56 875 717 66 666 666 100 000 000

32 768 204 288 8.966 44 902 774 52 631 578 83 333 333

65 536 392 532 17.970 43 033 218 43 478 260 76 923 076

131 072 754 300 41.336 32 258 064 66 666 666 29 620 950

262 144 1 442 800 110.338 19 789 603 24 390 243 58 823 529

524 288 2 860 284 199.927 13 504 341 21 276 595 55 555 555

performed by repeatedly selecting a random query address and performing
a lookup. Cached lookups are exactly the same as random lookups except
that two lookups of the same query address are performed and only the time
for the second lookup is measured. The first lookup ensures that the data
needed for the second lookup is stored in the on-chip cache.
The performance figures are presented in Table 12. As one could expect,

both the total size and the construction time grows proportionally with the
number of prefixes. The largest routing table required 2860284 bytes of
storage for 524288 prefixes giving an average of 2860284/524288 = 5. 46

bytes per prefix. This is only slightly larger than the average for the Luleå
algorithm of 4.2 bytes per prefix for the reference Mae-East routing table.
Our fictive routing table does however come leaf pushed from start whereas
leaf pushing of the Mae-East data set must be performed during construction
of the Luleå forwarding table. Regarding lookup speed, the XTC performs
well both in terms of random lookups and cached lookups. Even when we
deliberatively attempt to trash the lookup, we get an average of over 30
million lookups for the fictive data set with 131072 routing entries. This
corresponds to a wire-speed forwarding of 10 gigabits per second.

7 Discussion

The performance improvement of the XTC algorithm compared to the Luleå
algorithm is a result from trading memory usage for memory accesses, sim-
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plicity and speed. It is a well known fact that one can easily do an extremely
simple routing lookup in one memory access if the memory usage does not
matter at all. For IPv4, this is achieved by simply having a 232-element array
where the next-hop index for each possible IP address is stored in the slot
with the same index as the numerical value of the IP address. To achieve a
trade-o , it is possible to do an XTC lookup in only two memory accesses
if we consider using only one level with 228 code words. However, this still
consumes an extreme amount of memory. A possibility might be to let each
code word represent more than 16 bits to reduce the number of code words.
For instance, if each code word represents 256 bits instead of 16 bits, 8 bits of
the code word must be used for the shift value. In the worst case, the number
of added pointers resulting from the simplified XTC encoding then increases
by a factor of 256/9 28 in the worst case compared to 16/5 = 3. 2. The
total number of code words will be 224 which is still quite large. A better
way of increasing the performance without wasting so much memory is to
reduce the lookup to four memory accesses. This is easily achieved by using
a 2 level XTC data structure based on a 20-12 fixed stride trie. Each chunk
is then increased by a factor of 16 which also gives a rough estimate on the
total growth of the data structure. Possibly, this could be combined with
the idea of using larger code words at level 1 as describe above. The most
straight forward way of increasing the speed is to use XTC techniques only
at level 2 and 3 while using direct addressing without compression at level
1. This immediately removes one memory access.

8 Conclusion

We have presented the XTC algorithm, a compressed forwarding table sup-
porting the longest prefix matching in at most 6memory references, accessing
a total of 13 bytes. For a worst case data set of 216 IPv4 prefixes, the XTC
forwarding table is only 47% larger than the worst case for the basic Luleå
algorithm that performs lookup in up to 12 memory accesses. The improved
Luleå algorithm, that perform lookup in at most 9 memory references, is out-
performed by the XTC algorithm both in terms of worst case size and worst
case lookup cost. By using the XTC algorithm, instead of the modified Luleå
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algorithm, a 14% reduction of the worst case size and a 33% reduction of the
worst case lookup cost is achieved.
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High-Performance Longest Prefix Matching
supporting High-Speed Incremental Updates

and Guaranteed Compression

Mikael Sundström and Lars-Åke Larzon†

Abstract

Longest prefix matching is frequently used for IP forwarding in
the Internet. Data structures used must be not only e cient, but
also robust against pathological entries caused by an adversary or
misconfiguration.
In this paper, we attack the longest prefix matching problem by

presenting a new algorithm supporting high lookup performance, fast
incremental updates and guaranteed compression ratio. High lookup
performance is achieved by using only four memory accesses. Guaran-
teed compression ratio is achieved by combining direct indexing with
an implicit tree structure and carefully choosing which construct to
use when updating the forwarding table. Fast incremental updates
are achieved by a new memory management technique featuring fast
variable size allocation and deallocation while maintaining zero frag-
mentation.
An IPv4 forwarding table data structure can be implemented in

software or hardware within 2.7 MB of memory to represent 218 rout-
ing entries. Incremental updates require only 752 memory accesses in
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worst case for the current guaranteed compression ratio. For a hard-
ware implementation, we can use 300 MHz SRAM organized in four
memory banks and four pipeline stages to achieve a guaranteed per-
formance of 300 million lookups per second, corresponding to 100

Gbit/s wire speed forwarding, and 400,000 incremental updates per
second.

In measurements performed on a 3.0 Ghz Pentium 4 machine using
a routing table with more than 217 entries, we can forward over 27
million IPv4 packets per second, which is equivalent to wire speeds
exceeding 10 Gbit/s. On the same machine and with the same routing
table, we can perform over 230,000 incremental updates/second.

1 Introduction

When the Internet addressing architecture changed from class-based to class-
less in 1993, the complexity of forwarding lookups increased. It became nec-
essary to locate the longest matching prefix for the destination address of
every single packet that traverses an Internet router. This operation, called
longest prefix matching (LPM) is not only performed by routers, but most
devices that need to map an IP address into the smallest possible set of ag-
gregated prefixes that includes the address itself. For long, it was assumed
to be hard to do routing lookups in software to match the increasing line
speeds. But since 1997, a number of new LPM algorithms that support rout-
ing at gigabit speeds on a standard PC have been introduced, e.g. [2][3][7][8]
[13][15].
For most proposed algorithms, it is possible to create pathological entries

in the prefix list, causing the data structures to consume significantly more
memory space than in the normally reported average case. Such entries could
be caused by route flapping as observed in [6], but also by an adversary with
perfect knowledge about the algorithm in use, possibility to access it and a
malicious mind, or simply by misconfiguration.
We argue, that in order for an LPM algorithm to be usable in an ap-

plication, e.g., an Internet router, there must be strict guarantees regarding
how much system resources it will consume in a worst-case scenario. We
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want to be able to guarantee support of at least Nmax prefixes within a fixed
amount of available memory, e.g., in a hardware implementation. This re-
quires a guaranteed compression ratio, i.e., the maximum amount of space
required per prefix. At the same time, we want to guarantee the performance
of lookups and incremental updates.
We present a high-performance LPM algorithm with guaranteed bound-

aries for memory consumption and number of memory accesses per lookup
that supports incremental updates at high speeds without exceeding the guar-
anteed size. On a 3.0 Ghz Pentium machine, a reference implementation of
our LPM algorithm can perform over 27 million lookups per second in a rout-
ing table containing 131,227 routes within 4 memory accesses per lookup and
supports more than 230,000 worst-case incremental updates per second.
The paper is organized as follows. Section 2 describes how the construc-

tion of, lookup in and update of the data structure are carried out. In section
3, we evaluate the performance of our proposed LPM algorithm using a ref-
erence implementation. Section 4 contains a discussion of the performance in
relation to alternative LPM algorithms similar to the one proposed, followed
by a conclusion in section 5.

2 The Forwarding Table Data Structure

In this section we present our core result — an IPv4 forwarding table data
structure with the following characteristics:

• At most tlookup = 4 memory blocks of size b = 256 bits need to be
accessed to lookup the d = 13 bits next-hop index of a given IP-address.

• In addition to a fixed cost of 4 · 216 bytes, at most 10 bytes per routing
entry is required to represent the data structure.

• At most tupdate = 752 memory accesses are required to update the data
structure while maintaining the compression ratio of 10 bytes per route.

• The data structure in the current configuration can grow to handle
419, 430 routing entries without modifications.

283



All the techniques applied in achieving our core result and the building
blocks of the data structure are generic and can be applied to other configura-
tions. For example, it is straightforward to implement support for more than
213 di erent next-hops by sacrificing a small portion of the compression ratio.
It is also possible to increase the performance of incremental updates by de-
creasing the performance for lookup (increasing tlookup) and/or by decreasing
the compression ratio.

2.1 Overview

The forwarding table data structure is essentially a two level 16-8 variable
stride trie [12][11] on top of a set of tree structures called block trees where
the remaining 2 to 3 memory accesses are spent to complete the lookup. The
data structure is outlined in Figure 1.
A block tree, or more precisely a (t, w) block tree, is an O (n) space

implicit tree structure for representing a partition of a set of w bits non-
negative integers that supports search operations using at most t memory
accesses. For given values of t and w there is a maximum number of intervals
nmax (t, w) that can be represented. If the number of intervals at the second
level is nmax (3, 16) we can use a (3, 16) block tree as an alternative to
the 28-ary trie node. Thereby, we can reduce the worst case amortized space
per interval and achieve a better guaranteed compression ratio for the whole
data structure.

2.2 Block Trees

The idea behind block trees is similar to the multiway binary search used
by Lampson et. al. in [7] to improve performance when searching among
interval endpoints, where the sorted list of interval endpoints and next-hop
indices is reorganized into nodes and leaves stored in b bits blocks. With
block trees, however, we take this further. To obtain the best compression
ratio and lookup performance for a given input size we use an implicit data
structure where the sub-tree pointers in the nodes are skipped altogether.
Instead, we store the sub-trees of a node in order in the blocks immediately
after the node. Moreover, we make sure that each sub-tree, except possibly
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216-ary node

28-ary node

(3; 16) block tree
(2; 8) block tree

Figure 1: Outline of the data structure. The first level is implemented as an
array of pointers, referring to a (3, 16) block tree, a 28-ary node or a nexthop
index (shaded arrows). At the second level, each pointer contains either a
next-hop index or a reference to a (2, 8) block tree.

the last, is complete or full so that we know its size in advance. We can then
search the node to obtain an index. The index is then multiplied with the
size of the sub-tree to obtain an o set ahead from the node to the sub-tree
where to continue the search.
A general block tree is characterized by the block size b and the maximum

number of blocks t needed to be accessed during lookup. We will sometimes
refer to t as the number of levels or the height of the block tree. Besides
b and t, a block tree is also characterized by the size of the data d and the
number of bits required to represent a range boundary w. For given values
of t, w, b, and d the maximum number of intervals that can be represented
by a (t, w, b, d) block tree is

nmax (t, w, b, d) =

Ã$
b

w

%
+ 1

!t 1

·
$
b+ w

d+ w

%
.

For our fixed values of b = 256, d = 13, and (t, w) = (3, 16) and (2, 8)
respectively, we then get

nmax (3, 16) = 17 · 17 · 9 = 2601, and
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nmax (2, 8) = 33 · 12 = 396.
Observe that nmax (2, 8) > 28. This means that a (2, 8) block tree can always
handle the intervals below the two levels of trie nodes described in the pre-
vious section. By definition, a block tree of height 1 occupies one block. A
complete block tree of height 2 requires one block for the node and one for
each possible leaf. For a (2, 16) block tree we get a total of 18 blocks since we
can fit 16 interval endpoints into 256 bits to support up to 17 leafs. Storing
a complete block tree in general requires

S (t, w, b, d) =

³j
b
w

k
+ 1

´t
1³j

b
w

k
+ 1

´
1

blocks. Derivation of the expressions for nmax(t, w, b, d) and S(t, w, b, d) are
straightforward. A more thorough description of block trees and their prop-
erties can be found in Chapter 2.
Constructing a complete (t, 16) block tree from a sorted list of interval

endpoints r1, r2, . . . , rn 1 is achieved by the following recursive procedure.
Interval

Ri = {ri 1, ri 1 + 1, . . . , ri 1}
is associated with next-hop index Di and T represents a pointer to the first
block available for storing the resulting block tree. The procedure is expressed
as a base case (leaf) and an inductive step (node).

build(1,16) (T, r1 . . . r8,D1 . . .D9) =

store r1 . . . r8 and D1 . . .D9 in block T
build(t,16) (T, r1 . . . rn 1,D1 . . . Dn) =

m nmax (t 1, 16)

store rm, r2m, r3m, . . . , r16m in block T
T T + 1

for i 0 . . . 16 do
R rim+1 . . . r(i+1)·m 1

D Dim . . .D(i+1)·m
build(t 1,16) (T,R,D)

T T + S (t 1, 16)

end
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Observe that in each round in the loop the block tree pointer is moved
forward according to the size of the sub-tree constructed recursively. To
construct a partial (t, 16) block tree we use essentially the same procedure
except that we bail out when running out of intervals.
Looking up a query key q in a (3, 16) block tree starting at block T is

achieved by the following simple procedure. (Endpoints between parentheses
are stored implicitly).

lookup(3,16) (T, q) =

find min ri > q in r1, r2, . . . , r16, (r17)
T T + 1 + 18 · (i 1)

find min ri > q in r1, r2, . . . , r16, (r17)
T T + 1 + (i 1)

find min ri > q in r1, r2, . . . , r8, (r9)
return Di

There are corresponding but slightly simpler procedures for construction of
and lookup in (2, 8) block trees.

2.3 Lookup

We have now described the building blocks of the forwarding table — straight-
forward pointer arrays and block trees. Before moving on to discuss con-
struction and incremental updates we describe in more detail how a lookup
is performed and how the forwarding table data structure is used together
with a next-hop table. The way we want to perform lookup will determine
to some extent how to construct, update and maintain the data structure.
An overview of the complete forwarding table data structure, how it is

organized in memory and how a lookup is performed is shown in Fig. 2. The
memory is organized into four major areas: level 1 containing one array of
216 pointers, the next-hop table which contains up to 213 next-hop entries,
level 2 containing an array of arrays of 28 pointers each, and level 2 . . .4 which
contains (3, 16) block trees and (2, 8) block trees of of various sizes. We refer
to the areas as levels since the LPM data structure consists of four levels
where one memory access is spent in each level to compute the next-hop
index into the fifth level — the next-hop table.
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Figure 2: Overview of the complete forwarding table lookup.
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Looking up the next-hop index and retrieving the next-hop information
is described by the procedure below.

lookup (a) = step line
p L1 [a31...16] 1 1
def p.def 2
if p.code = 00bin then return L5 [def ] 2a 3
elsif p.code = 10bin then 2c 4

ix lookup(3,16) (L2 . . . 4 [p.ref ] , a15...0) 2c 5
if ix 6= 0 then def ix end 6
return L5 [def ] 3c 7

end 8
p L2 [p.ref ] [a15...8] 2b 9
if p.def 6= 0 then def p.def end 10
if p.code = 00bin then 3a 11

return L5 [def ] 3a 12
end 13
ix lookup(2,8) (L2 . . . 4 [p.ref ] , a7...0) 3b 14
if ix 6= 0 then def index end 15
return L5 [def ] 4 16

The steps in the lookup procedure refers to the steps in Figure 2. There
are however a number of steps that are not obvious and we will now go
through these. We have reserved next-hop index zero to represent lookup
failure and this is used throughout the data structure. Initially during lookup,
no prefix (range) has yet matched the address. In line 2, we record the default
next-hop index field from the pointer in variable def . If the value is zero, it
means that there is no prefix of length 0 . . . 16 that matches the IP-address.
On the other hand, if the value is non-zero, def will contain the next-hop
index of the longest matching prefix P of a among the prefixes of length
0 . . . 16. Observe that among the prefixes of length 0 . . . 16, P is the longest
matching prefix of any IP-address a0 where a031...16 = a31...16. In fact, def will
contain the default next-hop index for sub-universe a31...16. After performing
the block tree lookup in line 5 (14), we store the index in variable ix and
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in line 6 (15) we check is ix is non-zero update def accordingly if so. If ix
is zero, it means that a does not match any prefix of length 17 . . . 32 and
that the longest matching prefix of a is either P or that a does not have any
matching prefix.
Slightly similar to the unconditional assignment of def in line 2, we update

def in line 10 if and only if the default next-hop index field in the pointer
extracted from level 2 is non-zero, i.e., if and only if a has a matching prefix
of length 17 . . . 24. This technique for storing and managing default next-
hop indices for sub-universes is one of the key components in achieving high
performance incremental updates while simultaneously maintaining a high
compression ratio without a ecting the lookup performance. In e ect, we
create a seal between classes of prefixes of length 0 . . . 16 and prefixes of
length 17 . . . 32 which allows us to insert or delete a prefix from one class
without a ecting the other class. In the high density case, when we use 8-
bit trie nodes and (2, 8) block trees, there is a corresponding seal (locally)
between prefixes of lengths 17 . . . 24 and 25 . . . 32.

2.4 Construction and Updates

To use and maintain the forwarding table, a number of support structures
and mechanisms are required. In the previous section we mentioned the
next-hop table, which is an array where each slot contains a piece of next-
hop information, e.g., outward interface and IP-address of next-hop router.
We will assume that there is a mechanism (for example a hash table) for
managing next-hop information in the next-hop table and associating next-
hop indices such that identical next-hop information have identical next-hop
indices.
The most important support structure is the routing table which contains

all routing entries and interfaces with the routing protocol software. Each
routing entry is defined an address prefix and a piece of associated next-
hop information. The address prefix is typically represented by a 32 bits
network address and a netmask. Almost any kind of dynamic routing table
data structure, for example a BSD Radix Tree, can be used together with
our forwarding table but we will add some extra features to facilitate for fast
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incremental updates. When a new entry is inserted, the operations performed
on the forwarding and next-hop table depends on the length of the prefix and
therefore prefixes are classified according to their prefix length.
There are four di erent classes , , , and containing prefixes of length

0 . . . 8 bits, 9 . . . 16 bits, 17 . . . 24, and 17 . . . 32 bits respectively. Each prefix
class has a custom insertion procedure and we will now go through these in
detail.

Class prefixes.
Insert the prefix P into a separate table T containing only class
prefixes. For each IP-address of the form a.0.0.0 where P is the longest
matching prefix in T , store the next-hop information associated with
P in slot a+ 1 in the next-hop table.

Class prefixes.
Insert the next-hop information in the next-hop table and obtain a
next-hop index index. Insert the prefix P into a separate table T
containing only class prefixes. For each IP-address of the form a.b.0.0
where P is the longest matching prefix in T , store index in the default
next-hop index field of pointer 28 · a+ b in the first level trie node.

Class and prefixes (low density).
Applicable if the the current sub-universe is empty or represented by
a block tree in the forwarding table. Insert the next-hop information
in the next-hop table and obtain a next-hop index index. Let u be
the 16 most significant bits of the prefix P. (u is referred to as the
sub-universe index of P.) Insert P in a table T and [u] containing only
class and prefixes with the same sub-tree index as P. Compute the
density n of sub-universe u, i.e. the number of basic intervals in the
partition of the sub-universe defined by the prefixes in T and [u] . If
n > 22951 the current sub-universe must be handled as a high density
case. Otherwise, we allocate space for constructing a new block tree (or

1We could use nmax (3, 16) = 2601 instead of 2295 if the data structure is static but
we will need four bytes from the first block tree node later on to implement incremental
updates.
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reuse the space for the current one if possible) and then construct a new
block tree from the list of intervals in the partition. Each interval that
does not correspond to a matching class or prefix will be associated
with next-hop index zero.

Class prefixes (high density).
Applicable if a 28-ary trie node that corresponds to the current sub-
universe is in use in the forwarding table or if the density is too high
for a low density case. Insert the next-hop information in the next-hop
table and obtain a next-hop index index. As above, let the u be the
sub-universe index of P. Insert P in a table T [u] containing only class
with the same sub-tree index as P. For each IP-address of the form

a.b.c.0 where P is the longest matching prefix in T [u] , store index
in the next-hop index field of pointer c in the second level trie node
associated with sub-universe u.

Class prefixes (high density).
Insert the next-hop information in the next-hop table and obtain a
next-hop index index. Let u be the 24 most significant bits of the
prefix P. (u is referred to as the sub-universe index of P.) Insert P in
a table T [u] containing only class prefixes with the same sub-tree
index as P. Compute the density n of sub-universe u, i.e. the number
of basic intervals in the partition of the sub-universe defined by the
prefixes in T [u] . The density can not exceed 28 and we can always use
a (2, 8) block tree to represent the partition. Therefore, allocate space
for constructing a new block tree (or reuse the space of the current
one if possible) and then construct a new block tree from the list of
intervals in the partition. As above, uncovered intervals are associated
with next-hop index zero.

For class prefixes we use a technique not mentioned in the previous
lookup section. The reason for treating these short class prefixes specially
instead treating all prefixes of length 0 . . . 16 the same is to avoid updates
of large portions of the first level trie node in the forwarding table. If the
result from the lookup described in the previous section is zero the query

292



IP-address does not match any prefix of length 9 . . . 32 but there is still a
possibility that a class prefix is matched. By reserving slots 1 . . . 256 of the
next-hop table for class prefixes and using this technique, a copy of the
next-hop information associated with the longest such prefix is stored in the
slot with the same index as the 8most significant bits of the query IP-address
plus 1. The corresponding procedures for deleting prefixes of di erent classes
are essentially the inverses of the insert procedures.

What is then the cost for incremental updates of the forwarding table?
Since we consider only memory accesses in the forwarding table and the next-
hop table, inserting or deleting a class prefix may require that the first 256
slots in the next-hop table are accessed. Assuming that each piece of next-hop
information occupies 8 bytes, we then need to access 64 memory blocks. For
class prefixes, the updates takes place in the first level trie node. We only
update pointers that corresponds to the inserted or deleted prefix and since
the prefix is at least 9 bits long, at most 128 pointers needs to be updated.
Since each pointer occupies 4 bytes, the total number of blocks accessed is
for class updates is 16. For class and prefixes, the cost for incremental
updates is directly related to the size of the block trees and second level
trie nodes constructed since they must be filled with information. However,
even more important is the costs for allocating and deallocating space. In
the following subsection, we present a memory management algorithm which
allows us to perform allocation and deallocation at virtually the same cost
as the actual construction cost while maintaining zero fragmentation and
maximum compression ratio. The memory management algorithm is then
configured in section 2.6 to achieve an optimal memory management cost in
relation to the promised compression ratio.

2.5 Stockpiling

Consider the general problem of allocating and deallocating memory areas of
di erent sizes from a heap while maintaining zero fragmentation. In general,
allocating a contiguous memory area of size s blocks is straightforward —
we simply let the heap grow by s blocks. Dellocation is however not so
straightforward. Typically, we end up with a hole somewhere in the middle
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of the heap and a substantial reorganization e ort is required to fill the hole.
An alternative would be to relax the requirement that memory areas need
to be contiguous. It will then be easier to create patches for the holes but it
will be nearly impossible to use the memory areas for storing data structures
etc..

We need a memory management algorithm which is something in between
these two extremes. The key to achieve this is the following observation: In
the block tree lookup, the leftmost block in the block tree is always accessed
first followed by accessing one or two additional blocks beyond the first block.
It follows that a block tree can be stored in two parts where information for
locating the second part and computing the size of the respective parts is
available after accessing the first block.

A stockling is a managed memory area of s blocks (i.e. b bits blocks)
that can be moved and stored in two parts to prevent fragmentation. It is
associated with information about its size s, whether or not the area is divided
in two parts and the location and size of the respective parts. Moreover,
each stockling must be associated with the address to the pointer to the data
structure stored in the stockling so it can be updated when the stockling is
moved, a technique also used in [4]. Finally, it is associated with a (possibly
empty) procedure for encoding the location and size of the second part and
the size of the first part in the first block.

Let ns be the number of stocklings of size s. These stocklings are stored in,
or actually constitute a, stockpile which is a contiguous sns blocks memory
area. A stockpile can be moved one block to the right by moving one block
from the left side of the stockpile to the right side of the stockpile (the
information stored in the block in the leftmost block is moved to a free block
at the right of the rightmost block). Moving a stockpile one block to the left
is achieved by moving the rightmost block to the left side of the stockpile.
The rightmost stockling in a stockpile is possibly stored in two parts while
all other stocklings are contiguous. If it is stored in two parts, the left part
of the stockling is stored in the right end of the stockpile and the right end
of the stockling at the left end of the stockpile. This technique was also used
in [1].

Assume that we have c di erent sizes of stocklings s1, s2, . . . , sc where
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si > si+1. We organize the memory so that the stockpiles are stored in
sorted order by increasing size in the growth direction. Furthermore, assume
without loss of generality that the growth direction is to the right. Allocating
and deallocating a stockling of size si from stockpile i is achieved as follows:

Allocate si.
Repeatedly move each of stockpiles 1, 2, . . . , i 1 one block to the right
until all stockpiles to the right of stockpile i have moved si blocks.
We now have a free area of si blocks at the right of stockpile i. If
the rightmost stockling of stockpile i is stored in one piece, return the
free area. Otherwise, move the left part of the rightmost stockling
to the end of the free area (without changing the order between the
blocks). Then return the contiguous si blocks area beginning where
the rightmost stockling began before its leftmost part was moved.

Deallocate si.
Locate the rightmost stockling that is stored in one piece (it is either
the rightmost stockling itself or the stockling to the left of the rightmost
stockling) and move it to the location of the stockling to be deallocated.
Then reverse the allocation procedure.

In Figure 3, we illustrate the stockpiling technique in the context of in-
sertion and deletion of structures of size 2 and 3 in a managed memory area
with stockling sizes 2, 3 and 5. Each structure consists of a number of blocks
and these are illustrated by squares with a shade of grey and a symbol. The
shade is used to distinguish between blocks within a structure and the sym-
bol is used to distinguish between blocks from di erent structures. We start
with a 5-structure and then in (a) we insert a 2-structure after allocating a
2-stockling. Observe that the 5-structure is stored in two parts with the left
part starting at the 6th block and the right part at the 3rd block. In (b) we
allocate and insert 3 blocks and as a result, the 5-structure is restored into
one piece. A straightforward deletion of the 2-structure is performed in (c)
resulting in that both remaining structures are stored in two parts. Finally,
in (d) a new 3-structure is inserted. This requires that we first move the
5-structure 3 blocks to the right. Then, the left part (only the white block in
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Figure 3: Examples of stockpiling.
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this case) of the old 3-structure is moved next to the 5-structure and finally
the new 3-structure can be inserted.
The cost for allocating an si stockling and inserting a corresponding struc-

ture is computed as follows. First, we have to spend (i 1) · si memory
accesses for moving the other stockpiles to create the free space at the end of
the stockpile. We then have two cases: (i) Insert the data structure directly
into the free area. The cost for this is zero memory accesses since we have
already accessed the free area when moving the stockpiles (insertion can be
done simultaneously while moving the stockpiles). (ii) We need move the
leftmost part of the rightmost stockling. However, it occupies an area which
will be overwritten when inserting the data structure. Therefore, we get an
additional si memory accesses for inserting the data structure. For deallo-
cation, we get an additional cost of si memory accesses since we may need
to overwrite the deleted stockling somewhere in the middle of the stockpile.
We also need to account for the cost for updating pointers to the data struc-
tures that are moved. Since the stockpiles are organized by increasing size,
at most one pointer needs to be updated for each stockpile moved plus two
extra pointer updates in the current stockpile. It follows that

Lemma 1 The cost for inserting an si blocks data structure when using
stockpile memory management is isi + (i 1) + 2 = isi + i + 1 memory ac-
cesses and the cost for deletion is (i+ 1) · si+(i 1)+2 = (i+ 1) · si+ i+1
memory accesses.

Stockpiling can be used also if it is not possible to store data structures
in two parts. In each stockpile, we have a dummy stockling and ensure that
after each reorganization, it is always the dummy stocklings that are stored
in two parts. The extra cost for this is

P
si space and, in the worst case,Pi

j=1 sj memory accesses for swapping the dummy with another stockling
that happened to be split up after a reorganization.

2.6 Amortized Space and Update Costs

In this section we analyze the worst case amortized space and update costs
for the forwarding table data structure. By our design choices, we have
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already fixed the lookup costs to 4 memory accesses for the longest prefix
match operation and one additional memory access for retrieving the next-
hop information.

We begin by computing the space required for the forwarding table. The
cost for the first level is fixed to 216 times the size of a pointer which is
4 bytes. This gives a total of 218 bytes. For each sub-universe of density
2295, a (3, 16) block tree is used. If the density is 2296 or larger, a 28-ary

trie node of size 4 · 28 = 1024 bytes is used and below the node there will
be a number of (2, 8) block trees. The cost for the trie node is amortized
over at least 2296 intervals. Hence, its contribution to the amortized cost
per interval is 1024/2296 bytes. Our goal is to achieve a compression ratio
of 10 bytes per prefix (not counting the first level). This corresponds to 5
bytes per interval in (3, 16) block trees and 5 1024/2296 4. 554 bytes per
interval in (2, 8) block trees.

Now consider a (3, 16) block tree representing 2295 intervals. Storing such
a tree requires d2295/9e = 255 leaves, d255/17e = 15 level 2 nodes, and 1
level 3 node giving a total of 255 + 15 + 1 = 271 blocks. The amortized cost
per interval is 271 ·32/2295 3. 7786 bytes per interval which is considerably
better than the design goal of 5 bytes. In fact, the number of intervals can
be reduced down to 1734 before it becomes too expensive to use 271 blocks
(271 · 32/1734 = 5. 0012). Hence, if the density is 1735 . . . 2295, we can
a ord to allocate 271 blocks for the block tree. Similarly, storing a (3, 16)
tree with 1734 intervals requires d1734/9e = 193 leaves, d193/17e = 12 level
2 nodes and 1 level 3 node. We then get a total of 193 + 12 + 1 = 206

blocks. The amortized cost for representing 1734 intervals in 206 blocks is
206 · 32/1734 3. 8016 bytes per interval and the number of intervals can be
reduced down do 1318 before it becomes too expensive to use 206 blocks. By
continuing the computations along these lines we obtain a mapping between
densities and a minimal set of allocation units or stockling sizes used in our
reference implementation according to Table 1.

To achieve the desired compression ratio for densities of 37 intervals or 18
prefixes or less, the quantization e ects resulting from under utilized blocks
need to be reduced. In the process, we will slightly deviate from the presented
reference stockling sizes but not in a way that a ects the analysis of the
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Table 1: Relation between densities and stockling sizes.

Number of basic intervals Stockling size
1735 . . . 2295 271

1319 . . . 1734 206

1005 . . . 1318 157

768 . . . 1004 120

596 . . . 767 93

461 . . . 595 72

365 . . . 460 57

288 . . . 364 45

224 . . . 287 35

180 . . . 223 28

148 . . . 179 23

135 . . . 147 21

103 . . . 134 16

84 . . . 102 13

71 . . . 83 11

58 . . . 70 9

52 . . . 57 8

45 . . . 51 7

36 . . . 44 6

27 . . . 35 5

18 . . . 26 4

10 . . . 17 3

1 . . . 9 1
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update costs. We use one of the following approaches or a combination of
the two.

Quarter block trees

(3, 16)-block trees containing 10 . . . 37 intervals are represented using one
node and a number of leafs. The maximum number of interval endpoints in
the node is d37/9e 1 = 4 occupying 8 bytes and as long as these lies in
the same block we can search among them in one memory access. We then
have two memory accesses left to spend for the lookup and therefore, it does
not matter if leafs are stored across a block boundary. Hence, for 10 . . . 37
intervals, we can store the block trees in special memory area with 8 byte
blocks instead of 32 byte blocks and this is su cient to achieve the desired
compression ratio. Similarly, for 1 . . . 9 intervals, we use a single leaf stored in
a special memory area with 2 byte blocks. These smaller block sizes requires
that we increase the reference fields in the pointers to 21 bits instead of 17
and this requires that 4 of the 13 bits from the default next-hop index field
are stored in the block tree itself. We use code 11bin to distinguish this from
the three standard cases.

Prefix lists

Each (16 bits) prefix and the corresponding next-hop index requires 16 x

bits for the prefix itself, x+ 1 bits for the prefix length (represented in base
1), and 13 bits for the next-hop index. The total number of bits for storing
up to 18 prefixes and next-hop indices including the number of prefixes is
18 · (16 x+ x+ 1 + 13) + 5 = 545. We can skip block trees and store the
prefixes directly as a list. By storing prefix lists of length 18 in an 8 byte
aligned contiguous memory area and smaller prefix lists in a 4 byte aligned
memory area, we can guarantee that the prefix list does not straddle more
than two block boundaries and can thus be searched in at most three memory
accesses as required. Our storage requirement is 10 bytes per prefix and with
this representation we use only 4 byte per prefix for 1 . . . 18 prefixes.
For (2, 8) block trees, we use similar techniques to map their densities to

stocklings of size 23 and smaller and the same approach to reduce quantiza-
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tion e ects. Recall that the level 3 node is not fully utilized if the density
is 2295 and the reason for this is that we need to use four bytes to encode
stockling information (if the stockling is stored in two parts). The same goes
for level 2 nodes. Therefore we step down to 2 level block trees first when
the density is below 135. This is the reason for the jump from 21 blocks to
16 blocks. Out of the four bytes we use 17 bits to reference to the right part
of the stockling, 5 bits for the size (as there are 23 di erent sizes), and 9 bits
for the size of the left part. At the cost of some additional pointer updates
during incremental updates, we can even skip the encoding of the size of the
left part to save 9 bits. This is achieved as follows: Let i be the index of the
leftmost block of an s-stockling relative the base of the memory. Make sure
that i 0 (mod s) when allocating an s-stockling. For stocklings stored in
two parts, store i plus the size of the left part in the pointer. Computing
the size of the left part during lookup is then achieved by taking the pointer
value modulo s.
Conceptually, we allocate a big chunk of memory for the forwarding table

from the beginning. Since we have a guaranteed compression ratio, we can
guarantee that for a given maximum number of prefixes Nmax we will not
run out of memory. At one end of the chunk, we place the first level trie
node and the next-hop table as in Figure 2. The rest of the chunk is our
dynamic memory. A set of stockpiles is implemented in each end of the
dynamic memory. They are called splo and sphi respectively and grows, in
opposite directions, towards each other. By the worst case amortized space
boundary, we can guarantee that they will not grow into each other as long as
the number of prefixes is less than Nmax. The stockpile sizes in the respective
stockpile set are given by

splo = 206, 157, 93, 72, 5, 4, 3, 1,32, and

sphi = 271, 120, 57, 45, 35, 28, 23,

21, 16, 13, 11, 9, 8, 7, 6.

Observe that we added stocklings of size 32 which will contain 28-ary trie
nodes. Moreover, we have configured the stockpile so that this is the inner-
most size class. This means that the trie nodes will be located beside the
next-hop table, but more importantly, trie nodes will be stored in one part.
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Thus it is no problem to perform direct indexing.
By Lemma 1, we can compute the cost for allocation and deallocation

from each stockpile. To compute the worst case update cost, we only need
to consider transitions that can occur such that deallocating one size and
allocating the next smaller or larger size (assuming that we can perform up-
dates without worrying about simultaneous lookups). By exhaustive search
among the possible transitions, we have found that the worst case transition
is when a we go from 271 blocks, causing a deallocation cost of 544 mem-
ory accesses to 206 blocks at an allocation cost of 208 memory access. The
total worst case transition cost between block trees is then 208 + 544 = 752
memory accesses. Will it be more expensive than this when we go from 2295
intervals, in a block tree, to 2296 intervals which requires a trie node and
possibly some (2, 8) block trees? Handling this in a straightforward fashion
will result in an explosive transition at a considerable expense. To achieve a
smooth transition, we allocate a trie node (32-stockling) and then construct
the initial set of (2, 8) block trees inside the 271-stockling. Moreover, we
keep the 271-stockling during the course of the lifetime of the trie node (i.e.
as long as the density is larger than 2295) and use it as the preferred choice
for storing (2, 8) block trees. In this way, we avoid explosive and implosive
transitions and obtain smooth transitions also on the verge of using block
trees. Hence, the worst case cost for incremental updates is 752 memory
accesses.

3 Performance Evaluation

To evaluate the practical lookup and update speeds, we have written a refer-
ence implementation in C that measures the number of CPU cycles needed
for each operation. In our tests, we have used a standard Pentium 4 PC with
a 3.0 Ghz CPU.

3.1 Lookup Performance

Our test application measures the average lookup times by looking up
10,000,000 random IP addresses. Each address is looked up twice to get
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Table 2: Dataset information and measured lookup performance.

Dataset
London Mae-East Pac-Bell Mae-West

Number of entries
Total 131, 227 38, 470 20, 637 15, 050

Unique prefixes 131, 227 32, 061 17, 431 13, 294

Total Size (bytes) 948, 196 414, 432 344, 156 319, 004

Bytes/routing entry
Total 7.23 10.77 16.68 21.20

Excl. root array 5.23 3.96 3.97 3.78

Uncached lookups
CPU cycles/lookup 107 65 39 36

lookups/second 27,799,411 45,516,566 76,514, 811 82,204, 341

wire speed (Gbit/s) 10.2 16.75 28.1 30.25

Cached lookups
CPU cycles/lookup 44 28 18 16

lookups/second 67,673,468 103,558,663 165,602,475 179,201,603

wire speed (Gbit/s) 24.9 38.1 60.9 65.9

measurements of uncached and cached entries respectively.

The application used to evaluate lookup performance supports forward-
ing tables that are either randomly created or read from a file. In our mea-
surements, we have however not used any random datasets. The routing
information services (RIS) project [9] provides an archive of BGP routing
table snapshots from di erent points in the Internet that are updated three
times a day. We have arbitrarily chosen to use a dataset collected in London
at midnight on January 31:st 2004. The shortest prefix present in the table
is 8 bits long, and 54 out of the 131227 prefixes are 32 bits long. Multicast
and class E addresses are not included in either the datasets or the random
lookups.
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To enable comparison with other proposed algorithms, we have also in-
cluded three popular datasets made available by IPMA in the past. The
details about each dataset are shown in Table 2 together with measured
results.

The measured lookup speeds as presented in Table 2 show the average
number of CPU cycles needed when doing 10,000,000 random lookups on
each dataset. Although these numbers are machine-specific, it hints the
forwarding capacity supported by a software implementation of our data
structure on a standard PC.

From the measured performance, we observe that the compression ratio
increases with the dataset size. This is not surprising as a larger dataset
increases the possibility of aggregating prefixes. Moreover, the cost of the
root array is amortized over a larger number of prefixes. A normal router
implementation using our data structure would most likely reduce the number
of cache misses and try to keep as much of the data structure in the cache,
e.g., by having a dedicated forwarding CPU. This suggests that on a standard
dual-processor Pentium machine, it is possible to perform software-based
IPv4 forwarding at tens of Gigabits per second - at worst.

The bottleneck is not expected to be in the forwarding processing, but
in hardware components as it normally is hard to shu e packets around
in a standard PC at the speeds supported by our data structure. Actual
performance could be increased by implementing the data structure on a line
card, thus eliminating the need to pass packets over the internal data bus.

3.2 Incremental Update Performance

When measuring the incremental update performance, we have done two
experiments. In the first experiment, we use a worst-case scenario including
pathological route flapping on a large fictive routing table. In the second
experiment, we perform random updates on the same data sets used in the
lookup performance measurements.
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Table 3: Measured worst-case update performance.

Dataset
Slo Shi

Size of data structure (Mb) 4.0 2.9

Number of blocks 125919 92580

Avg. allocation (CPU cycles) 4320 4598

Avg. deallocation (CPU cycles) 7083 6642

Worst-case updates per second 233271 236654

Worst-case incremental updates

In this experiment, we use a fictive routing table containing 700,000 en-
tries. The motivation for using a fictive routing table is to be able to create
the worst-case update scenario in every update. This worst-case scenario is
equivalent to pathological route flapping in the border area between di erent
stockling sizes. In this case, an update means that the previous stockling
must be deallocated before allocating a new stockling as is described in sec-
tion 2.6.

Our test application measures the average cost of deallocating and allo-
cating stocklings for two di erent data corresponding to the splo and sphi
stockpile sizes defined in section 2.6. Details of the datasets and measured
performance are presented in Table 3.

Average allocation and deallocation costs are represented in number of
CPU cycles required. The worst-case update scenario is a deallocation of
one stockling, followed by an allocation of another. The amount of updates
that can be carried out per second in the worst-case scenario is calculated
by dividing the CPU speed with the sum of the allocation and deallocation
costs.
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Table 4: Measured performance for random updates.

Dataset
London Mae-East Pac-Bell Mae-West

Excl. support struct. 347, 450 501, 228 518, 412 801, 773

Incl. support struct. 219, 988 300, 384 327, 465 414, 948

Random incremental updates

In this experiment, we use the same three data sets as for the lookup per-
formance measurements. First, all entries in each data set are inserted into
the data structure. We then randomly choose one entry from the data set.
If the entry is already present in the forwarding data structure, it is removed
- otherwise it is inserted. This procedure is repeated 1,000,000 times.

The average cost for the incremental updates for each of the data sets are
presented in Table 4. The results excluding the supporting data structures
measures the performance on the forwarding data structure and gives an
approximation of how many random incremental updates per second our
machine can support for the given data set. We have also measured the total
cost of the updates - including the supporting data structure.
On our test machine, we can perform over 230,000 incremental worst-case

updates per second. As a reference, 20,000 updates/second is suggested as
ideal in [5] and the largest observed update rates in the Internet today is
on the order of 400 updates/second [16]. From these numbers is is tempt-
ing to conclude that 230,000 worst-case updates per second is by far good
enough. However, it is hard to actually achieve these speeds as there are
other components than our data structure involved in every update. The
routing daemon must process incoming route update messages and maintain
a routing table from which the forwarding table is constructed. There are also
supporting mechanisms, acting as an interface between the routing daemon
and the forwarding data structure, generating the update events in our data
structure. In a system-wide perspective, we do consider it feasible to design
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Table 5: Lookup/update ratios for uncached lookups.

Dataset
London Mae-East Pac-Bell Mae-West

Ratio 80 91 147 102

these components e ciently enough to support at least 20,000 updates per
second.
In a single-CPU system, updates and lookups can not occur concurrently.

Assuming that a worst-case update is roughly 100 times slower than a worst-
case lookup, an update speed of 20,000 updates per second would reduce the
amount of lookups per second by approximately 2,000,000 - equivalent to a
supported wire speed of 0.6 Gbit/s using our machine configuration. If these
update rates were present in the Internet today, we believe that the reduction
in lookup performance would be of minor importance as the update rates
would suggest a pathological network problem. When 20,000 updates per
second might be perfectly normal, we can always use multiple-CPU-systems
to eliminate the reduction in lookup performance.
To estimate an average update cost in contrast to the measured worst-

case average, we argue as follows. The writing cost for going from n basic
intervals to n+1 in a subuniverse is n/9. We can sum this over the densities
1 . . . 2295 to obtain a cost of 292740. We will traverse 23 di erent sizes of
stocklings and know that the worst-case cost of each such transition is 752,
which gives a cost of 752 · 23 = 17296. The total cost of 292740 + 17296 =
310036 is amortized over 2295 updates, which gives an estimated average of
135 memory accesses per update.
At a first glance, the update speed achieved might seem surprising. How-

ever, since the average cost for an update is less than 135 memory accesses
and the worst-case cost for a lookup is 4 memory accesses, an average update
could potentially be as fast as 34 times the cost for a lookup. From our ex-
periments we can compute the lookup/update ratio by dividing the number
of uncached lookups per second with the number of incremental updates per
second (excluding the support structure). The results are shown in Table 5.
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As could be expected, the lookup/update ratio is smaller for larger tables
except for Pac-Bell. The reason for this is that the prefixes are less evenly
distributed in Pac-Bell compared to the other tables. In the regions of the
table that contain prefixes of length> 16 bits, many prefixes are present while
other regions contain virtually no prefixes. As a result, a random lookup is
more likely to be completed in a single memory access while updates of
random prefixes are likely to occur where the density of prefixes is high.
Assuming that the average lookup cost in the London data set is around 2
memory accesses, the theoretically expected lookup/update ratio is 67, which
is not far from the results in our experiments.

4 Discussion

In this section, we discuss some of the properties of the proposed algorithm
and possible usage scenarios not covered in detail in this paper due to space
restrictions. We also discuss how the algorithm perform in relation to the
Luleå algorithm [3] by Degermark et. al. and Tree bitmaps [4] introduced
by Eatherton et. al., which we consider to be the two algorithms closest to
our approach.

4.1 Why Guaranteed Compression?

By designing the forwarding table with worst case memory requirements for
a specific Nmax we can guarantee that no more than 10 bytes per prefix are
required for any routing table containing 218 entries - not included the fixed
amount of memory needed for storing the first-level array and the next-hop
table. To our knowledge, there is no other LPM algorithm available which
can guarantee such e cient compression even for pathological sets of routing
entries.
One might argue that it is mildly interesting to provide a guaranteed

compression ratio. However, as is rightfully pointed out in [4], the memory
management is a very important part of an IP lookup engine. Without
a guaranteed compression ratio for a given Nmax, it is hard to bound the
total memory consumption for any given - possibly pathological - routing
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table. We guarantee that for any routing table containing 218 entries,
our forwarding table will never consume more than 2.7 Mb of memory or
use more than 4 memory accesses per lookup. These guarantees significantly
simplifies system design in both software and hardware implementations.

4.2 Implementation in Hardware

It would be rather straightforward to implement our forwarding table in
hardware. Both direct indexing and the block tree search operations can
easily be implemented as single cycle operations. We need to partition the
memory into four memory banks corresponding to the four memory accesses
in a way that guarantees that we will not run out of memory in any of the
banks as long as the number of prefixes is below the design limit.

The size of the first memory bank is 8192 blocks since it only contains
the 16 bit trie node. The second memory bank contains all level 3 block tree
nodes and the 8 bit trie nodes. For a given design limit of Nmax prefixes, the
maximum number of blocks required for these block tree nodes is 2Nmax/135
and the maximum number of blocks for the trie nodes is (2Nmax/2296) · 32.
Hence, the maximum number of blocks required in the second memory bank
is 2Nmaxmax (135 1, 32/2296) . In the third memory bank, we store level 2
block tree nodes from (3, 16) block trees and (2, 8) block trees. The maximum
number of such nodes relative Nmax is obtained from (2, 8) block trees. In
the worst case, we need to have 2Nmax/13 blocks in the third memory bank
but this can be reduced to 2Nmax/52 by using quarter block trees. In the
fourth memory bank we need at most Nmax/9 blocks. For a target Nmax of
218 routing entries, we then can then dimension the memory banks as shown
in Table 6.
This shows that it is feasible to implement the algorithm on chip using

300 MHz SRAM memory and four pipeline stages to obtain a lookup perfor-
mance of 300 million lookups per second corresponding to 100 gigabit per
second wire speed forwarding using a routing table with up to 218 routing
entries. With su cient pin count we can achieve a raw incremental update
performance of 300, 000, 000/752 = 400, 000 updates per second. Consider-
ing what is possible to achieve with the supporting software package, 100,000
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Table 6: Size of the memory banks in a pipelined hardware implementation.

memory bank blocks bytes
1 8192 262144

2 7308 233856

3 10082 322624

4 58254 1864128

total 83836 2682752

worst-case incremental updates per second seems realistic in a real applica-
tion.

4.3 Comparison to Other Algorithms

Ever since Degermark et. al. and Waldvogel et. al. independently of each
other presented the first e cient solutions to the IPv4 longest matching pre-
fix problem in 1997 [3][14], a considerable amount of di erent algorithms and
data structures for the problem have been suggested. It is common to char-
acterize the performance of such algorithms by the complexity of lookups,
updates, and the memory consumption. [10] presents a survey of such algo-
rithms where the performance charactistics are expressed in terms of asymp-
totic behavior using Big-O notation. While asymptotic behavior does not
make sense when having a bounded universe, we adapt to the custom and
present the corresponding characteristics of our algorithm in the same way.
In principle, our algorithm has a guaranteed performance of O

³
w
k

´
time for

lookups, O
³
b
w

w
k

´
time for updates, and O (N) space.

Many of the previous techniques have reasonable lookup performance but
poor compression ratio and/or update performance. In particular, the guar-
anteed compression ratio is typically bad [5]. Some of the previous techniques
are related to ours in the sense that similar constructs are used as building
blocks in their data structures. In the approach of searching among hash
tables [15] and the multicolumn scheme [7] binary search is used in various
contexts. This is also the case in [3] where a special type of branchless binary
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search exploiting pointer arithmetic is used to search sparse chunks. LC-tries
[8] and Expanded tries [12] both use variable-stride multibit tries, as we do.

To our knowledge, however, no previous algorithm combines search tech-
niques as e cient as block trees with multibit tries as carefully as we do to
achieve the combination of guaranteed compression ratio, lookup speed and
update performance. In fact, the first algorithm and data structure with
similar characteristics to ours that we know of is the Tree Bitmap algorithm
by Eatherton et.al. [4]. Both the Luleå algorithm [3] and the Tree Bitmap
algorithm feature guaranteed lookup performance but also guaranteed com-
pression ratio (even though it is not explicitly stated), and a relation between
guaranteed lookup performance and compression is implicit in their results.
In addition, the Tree Bitmap algorithm also supports e cient updates with
guaranteed performance.

Both the Luleå Algorithm and Tree bitmaps combine index arrays and
multibit tries to reduce the memory consumption. As they have similar
performance characteristics to ours, we focus our comparison with other al-
gorithms to these two.

Compression ratio

When compressing publicly available routing tables, both the Luleå algorithm
and tree bitmaps typically achieve a better average compression ratio than
our algorithm, but are more vulnerable to pathological sets of routing entries
as they do not guarantee the same compression ratio. A forwarding table
with comparable performance to ours can be implemented by using an initial
array of size 216 on top of 6-6-4 tree bitmap data structures (which is really
the best we can do with a block size of 256). Such a table may require more
than 18 bytes per prefix (except for the initial array) and hence, considering
guaranteed compression ratio, we outperform the tree bitmap algorithm with
almost a factor of 2. A similar comparison with the Luleå algorithm shows
that we outperform it by more than a factor of 2.
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Incremental updates

If comparing the cost of incremental updates with tree bitmaps (the Luleå
algorithm does not support incremental updates), Eatherton et. al. compute
an upper bound on number of memory accesses for allocating 18 blocks to
1852 memory accesses. With a worst-case scenario of 752 memory accesses,
we can perform incremental updates at least 2.46 times faster. It should be
noted that this comparison is not entirely fair as we use 4 memory accesses
for worst-case lookups while Eatherton’s tree bitmaps use 6. For tree bitmaps
to have a worst-case of 4 memory accesses, a stride of size 6 would be needed.
An update would then require at least 2 · (26)2 = 8192 memory accesses to
rearrange the blocks, followed by a pointer update resulting in a few extra
hundred memory accesses. This gives that with the same amount of worst-
case memory accesses, we outperform tree bitmaps in update speed by at
least an order of magnitude.

Large routing tables

It is also interesting to consider the di erence in performance on large routing
tables. Eatherton et. al. use a randomly generated routing table with
1,000,000 entries in their evaluation, resulting in a 23 Mbyte data structure.
Although we neither know how their random table is generated nor have
run any experiments including such large routing tables, it is possible to
analytically predict the results. 220 random prefixes of length 16 spread
out over 216 buckets in the root array gives an expected number of 24 = 16
entries in each subuniverse. Using prefix lists with 4 bytes/prefix, our data
structure would on average have a total size of 218+220 ·4 = 4, 456, 448 bytes.
In worst-case, it would be 218 + 10 · 220 = 10, 262, 144 bytes large.

4.4 Generalization of the Algorithm

The techniques described in this paper could also be used to obtain an e -
cient IPv6 forwarding table data structure. However, we have to spend some
extra memory accesses to achieve a reasonable compression ratio. By having
more memory accesses to spend, the block tree structures tends to become
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larger thus increasing the costs for incremental updates. Some preliminary
investigations indicate that a possible remedy to this problem is to combine
a fixed stride trie and block trees with the tree bitmap structures.
We have used the algorithm and the data structure to implement longest

prefix matching but it could also be used for other more general matching
problems such as most narrow interval and first matching interval. This
suggests that many of the techniques described here could be used to imple-
ment e cient filtering and packet classification engines. It might be cost-
e cient enough to compete with ternary CAMs when considering lookup
performance, energy consumption and, in particular, update performance.
Stockpiling can be used for memory managements also in other algorithms

and data structures. As an example, we could reduce the cost of incremental
updates in tree bitmaps from 1852 to 263 memory accesses. However, tree
bitmaps would still use more memory accesses per lookup.

5 Conclusion

We have introduced a high-performance data structure for IPv4 forwarding
that provides a guaranteed compression ratio while supporting high-speed
incremental updates keeping the number of memory accesses needed for a
lookup down. In our configuration, any set of routes with 218 entries can
be stored within 2.7 Mb of memory. In worst case, lookups need 4 mem-
ory accesses and incremental updates 752 memory accesses. On a 3.00 Ghz
Pentium machine, this corresponds to supported wire speeds exceeding 10
Gbit/s and more than 230,000 updates/second. The data structure could be
implemented in hardware and extended to support alternative usage scenar-
ios supporting larger routing tables, IPv6 forwarding and interval matching.
Future work includes applying similar techniques as used in this paper to
new usage scenarios.
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Low Power IPv6 Packet Classification with
Guaranteed Lookup Performance and

Minimum Storage Overhead

Mikael Sundström and Lars-Åke Larzon†

Abstract

In todays Internet, high performance packet classification is typi-
cally implemented using Ternary Content Addressable Memory (TCAM)
technology. The main problems with TCAMs are high bit costs and
extremely high power consumption compared to SRAM technologies.
We present a multidimensional classifier that combines an algo-

rithmic approach with extended TCAMs, enabling a hardware imple-
mentation with considerably less power consumption compared to a
pure TCAM design.
Compared to standard TCAM solutions, both bit costs and power

consumption are typically reduced to at least 1/3. When compared
to extended TCAM:s, the reduction is twice as large. The techniques
used scale well with field sizes, making it useful for practical, energy-
e cient IPv6 classification.

1 Introduction

Multifield packet classification is an important support mechanism in the
current and future Internet. Firewalls, tra c monitors, and QoS managers
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are a few examples where this problem must be addressed. Although the
topic has already been extensively studied [1, 5, 6, 7, 9, 10, 11, 12, 13] , there
still are challenges that motivates further research in this area.

• Larger address space
The vast majority of previous work focus on 32-bit IPv4 hierarchical
addresses and scale poorly up to 128-bit IPv6 addresses.

• Pathological rule sets
These can occur due to configuration errors or as part of an attack
by a malicious user. Large di erences between average and worst-case
complexity makes it hard to dimension systems properly to guarantee
operation at all times.

• Network Dynamics
Dynamic behavior in a distributed system such as the Internet can
cause instability problems. To be able to adapt quickly to changes in
large rule sets, incremental updates at high speeds are desirable.

• Power consumption
Supporting e cient classification in hardware at low power costs is
crucial to enable implementation in home devices such as broadband
routers and similar without sacrificing performance.

From an algorithmic point of view, packet classification is inherently hard.
Any data structure supporting lookup with guaranteed performance indepen-
dently of the number of rules n is extremely vulnerable to pathological rule
sets when considering storage costs. In fact, packet classification requires
either

¡
lgD 1 n

¢
time and O (n) storage or O (lgn) time and

¡
nD
¢
stor-

age [7]. Most existing schemes for IPv4 will be a ected if using 128-bit IPv6
addresses. The number of bits to match in each rule will roughly grow by
300% if rules match on two IP addresses and two ports, making it harder
to perform classification at high speeds. For a hardware solution this trans-
lates directly into increased board space and power consumption for a given
number of rules. Dealing with network dynamics also becomes increasingly
complex for most existing IPv4 classifiers when moving to IPv6 addresses.
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In this paper, we present an approach to achieve high-performance multi-
field classification with guaranteed performance to protect against pathologi-
cal rule sets, support for updates at high speeds and a structure that supports
a power-aware hardware implementation. Our architectural approach scale
well with the number of bits to match on, and can work on rule sets where
IPv4 and IPv6 rules are mixed using arbitrary transport protocols as well as
supporting rules of varying depths required to classify tunneled tra c.

Our multidimensional classifier operates in two steps. In the first crunch-
ing step, the address space is compressed to dlg2 (2n+ 1)e bits, where n is
the number of classes or rules in a classifier. The second step, in which
the actual multidimensional classification occurs, is called matchmaking. As
n¿ 231, we can use existing IPv4 classifiers for the actual classification, in-
cluding algorithmic solutions exploiting heuristics as well as Ternary Content
Addressable Memory (TCAM) based classifiers.

To achieve high performance, we implement crunching using a dynamic
1-dimensional IPv6 classifier supporting incremental updates at high speeds
and requiring only 12 memory accesses for the lookup. The classifier also
features low storage cost and, as an example, any set of 64k 128-bit pre-
fixes can be represented using less than 3.28 MB of memory. The cost of
incremental updates is bounded by approximately 650 times the lookup cost,
corresponding to tens of thousands of incremental updates per second on
standard PC hardware. The matchmaker is implemented using Extended
TCAM (E-TCAM) memory, which is a special TCAM with support for in-
terval matching directly in hardware.

This paper is structured as follows. We start in Section 2 by presenting
a computational model featuring scores for space and power for hardware
based classifiers where di erent memory technologies are combined. In the
process, we also describe our hybrid classifier framework and the concepts
of crunching and matchmaking at a high level. Section 3 is a description
of our principal approach in more detail and also a comparison with similar
techniques to position our approach. The complete definition of crunching is
given in Section 4 yielding a precise description of the crunching step both
during setup/construction and operation/lookup of the classification engine.
In Section 5, we describe the hybrid tree data structure for single field classifi-
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cation which is then used to engineer a 128-bit address cruncher and a 16-bit
port cruncher. The hybrid tree can also be extended into a dynamic data
structure with support for high-speed incremental updates, while maintain-
ing the worst-case lookup cost, thus making it suitable also for longest prefix
matching, in particular for IPv6. The pieces are put together in Section 6
where a tunable a hybrid multifield classifier is presented and the cost func-
tions for space and power are developed. In Section 7, we present our overall
approach to implement support for incremental updates followed by devel-
oping a maintenance strategy which is then used to implement incremental
updates in both hybrid trees and hybrid multifield classifiers. A comparison
of space and power scores in our model is performed in Section 8. This clearly
shows that our hybrid multifield classifier is considerable more e cient than
previous techniques, in particular if worst case performance is considered.
The paper is concluded with a section on related work and a conclusion.

2 Computational Model

Due to the combinatorial complexity of D-dimensional classification, any
solution with guaranteed lookup performance - independently of the number
of rules - either requires a huge amount of memory in the worst case or a
certain degree of brute force parallelism during lookup.
Our goal in this paper is to provide an e cient solution with guaranteed

performance both in terms of lookup cost and storage cost. To achieve this,
we partition the problem using a two stage approach where the first stage
is referred to as crunching and the second step as matchmaking. The cor-
responding parts of the classification engine are called cruncher and match-
maker respectively. According to the taxonomy by Taylor [15], the crunching
performed during lookup is essentially a decomposition. However, in our al-
gorithm, the cruncher also has a role to play during construction, or setup,
of the classification engine. Moreover, the partitioning of the algorithm is
also a partitioning of the problem where the first part can be solved e -
ciently using an algorithmic approach (crunching) whereas the second part
requires a brute force approach in the matchmaker. The main purpose of the
matchmaker is to eliminate the impact of the combinatorial complexity of the
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problem whereas the main purpose of the cruncher is to reduce the impact
of large search keys (e.g. IPv6). Furthermore, the partitioning also sepa-
rates the di erent technologies used to implement the classification engine
in hardware. Since crunching is an algorithmic approach all data structures
involved can be stored in SRAM using pipelining and parallelism to achieve
maximum performance. Matchmaking on the other hand is implemented us-
ing Extended TCAM (E- TCAM) memory which performs exhaustive search
in parallel in a list of rules where each rule consists of an interval for each
dimension as opposed to prefixes required by standard TCAMs [11].

For an on-chip implementation, there are mainly three performance met-
rics of interest: space, speed, and power. Traditionally, space is measured
in number of bits or bytes of memory required to represent a rule list of a
certain size. However, since di erent memory technologies are used in the
device we will count the total number of transistors required instead. SRAM
requires 6 transistors per bit, TCAM requires 16 transistors per bit, and E-
TCAM requires 44 transistors per bit [11][15]. Speed and power are closely
related. To achieve maximum speed, we will assume that both pipelining
and parallelism are used to maximum extent. This will increase the num-
ber of bits simultaneously involved in processing which in turn increases the
power consumption. The cost for simply storing a passive bit in SRAM is
20 nanowatts compared to 3 microwatts for storing a bit in a TCAM [15].
Given the power consumption for TCAM bits and the ratio of transistors
per bit compared to E-TCAM we estimate that the power consumption of
an E-TCAM bit is 44/16 · 3 = 8. 25 microwatts. Finally, the algorithmic
parts of the engine running in the cruncher may perform various operations
simultaneously. The total number of active bits simultaneously involved in
processing in the cruncher depends on the algorithms used, the degree of par-
allelism and pipelining, and the configuration of the memories. It is fair to
assume that none of these operations are more costly per bit than the range
matching performed by an E-TCAM and therefore we will assume that the
power consumption in the cruncher is 8.25 microwatts per active bit.

Based on these figures, we will use the “per bit” scores shown in Table 1
when comparing the relative performance of combinations of di erent packet
classification algorithms and technologies.
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Table 1: Cost scores for space and power consumption for TCAM, E-TCAM,
and SRAM.

Technology Space Power
TCAM 8 300

E-TCAM 22 825

SRAM active 22 825

SRAM passive 3 2

To obtain the actual number of transistors and power consumption (in
nanowatts) we simply multiply the space score by 2 and the power score by
10 respectively.

3 Principal Approach

Consider a D-dimensional multifield packet classifier . Clearly, is a map-
ping from U1×U2× . . .×UD onto {1, 2, . . . , n} , where wi is the number of
bits required to represent a value in dimension i andUi = {0, 1, . . . , 2wi 1} .
To achieve an e cient implementation of , i.e. a representation of that
allow us to compute e ciently, we use a functional decomposition =

where is a mapping from U1 ×U2 × . . .×UD onto {0, 1, . . . , 2n}D and
is a mapping from {0, 1, . . . , 2n}D onto {1, 2, . . . , n} .
In order to represent in linear space, both and must be represented

using O (n) space. Before we move on to showing how to achieve this, we will
make an attempt to position our algorithm by briefly discussing the principles
behind two previous solutions: Parallel Bit Vector by Lakshman et. al. [7]
and Cross Producting by Srinivasan et. al. [13]. Similar to our approach,
both of these solutions implement by decomposition into 1-dimensional
lookups. However, their approaches to implement are radically di erent
and neither achieve O (n) space.
The Parallel bit vector approach uses the D-tuple computed by to

retrieve a D-tuple of bit vectors, each of size n bits, where the jth bit in the
ith bit vector is set if and only if header field hi (from the original query key)
matches the interval in dimension i of rule j. The index of the first matching

324



rule is computed by combining all D bit vectors using a simple and operation
and locating the first set bit in the result. For each interval in each dimension
in the mapping represented by , a bit vector of size n is pre-computed and
stored in the representation of giving that O (n2) space is required.
Cross Producting uses a more direct approach where the D-tuple com-

puted by is used to index into a D-dimensional matrix where the element,
stored in the cell, corresponding to each possible D-tuple contains the index
of the first matching rule for that D-tuple. Compared to Parallel Bit Vec-
tor, in which ties between multiple matching rules are resolved by exhaustive
search in the final step, all ties are removed in Cross Producting. Since there
are possibly 2n + 1 intervals for each of the D dimensions, O

¡
nD
¢
space is

required for Cross Producting.
Both of these approaches exclusively use the decomposition function as

a part of the lookup. Our approach is to extend the scope of usage to also
include using during the construction of the classifier. More specifically, we
extend the operation of to support mapping of each rule Ri to a mapped
rule R0i = (Ri) such that (q) matches R0i if and only if q matches Ri, for
any query key q = h1, h2, . . . , hD. By applying this mapping to all rules in
the original rule list R we obtain a crunched rule list R0 where each interval
endpoint in each dimension in each rule can be represented by a number in
the set {0, 1, . . . , 2n} . To obtain a linear space classifier, any linear space
multi-field classifier can be used to implement while taking advantage of
the considerable compression of the universe achieved (in particular if IPv6
addresses are involved).

4 Extended Decomposition

In this section, we show how to use a 1-dimensional classifier (or any other
data structure supporting extended search) to implement a cruncher that
compresses the universe for each dimension to min(2n + 1, 2wi) elements,
where wi is the number of bits of the header field in dimension i. By us-
ing this technique, the total number of bits involved in the D-dimensional
classification is reduced from

P
wi to

P
min (wi, dlg (2n+ 1)e).

Consider one dimension at a time and let [xi, yi] be the interval in the
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current dimension in rule Ri. Construct a pair of sets

X = {x1, x2, . . . , xn} {0} and
Y = {y1 + 1, y2 + 1, . . . , yn + 1} U,

whereU is the universe (e.g. {0, 1, . . . , 2128 1} for IPv6) and let Z = X Y.

The set Z = {z0, z1, . . . , zm} , where zj < zj+1, is the set of smaller endpoints
of all possible intervals

[z0, z1 1] , [z1, z2 1] , . . . , [zm,maxU] ,

and the set of these intervals is a partition of U. Define the mapping as
follows:

(x) = j , if x [zj, zj+1 1] .

Clearly, is a mapping from U onto {0, . . . ,m} . Moreover, m 2n since
at most one endpoint from each rule was added to X and Y respectively.
In Section 5, we will show how to implement in (m + 1) · (w + d) bits
of storage, where d is the number of data bits required to store the result,
by using our techniques for 1 - dimensional classification. However, since
is monotonically increasing, no explicit data needs to be stored in the 1-

dimensional classifier. That is, we can use d = 0 bits of data and compute
the result implicitly by tracing the lookup.
For each rule Ri, we want to map the interval [xi, yi] in the current di-

mension to a corresponding interval [x0i, y
0
i] = ([xi, yi]) in rule R0i. This is

achieved as follows:

([x, y]) =

½
[ (x) ,m] , if y = maxU
[ (x) , (y + 1) 1] , otherwise

.

By performing these steps for each rule in each dimension, we obtain a new
rule list R0, which is an image (R) of the original rule list R under the
multi dimensional mapping = [ 1, 2, . . . , D] , where i is the mapping for
dimension i.
It remains to show that the first matching rule is preserved when com-

pressing the address space . For a list of header fields h1, h2, . . . , hD we define

([h1, h2, . . . , hD]) = [ 1 (h1) , 2 (h1) , . . . , D (hD)] .
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If h [x, y] (h) ([x, y]) , then

[h1, h2, . . . , hD] Ri ([h1, h2, . . . , hD]) (Ri) ,

and we can be sure that the first matching rule is preserved by the mapping.
Hence, we must prove that h [x, y] (h) ([x, y]) . For the lower
bound we have

h x h zj, where zj = x,

and hence (h) j, and for the upper bound

h y h < zj0 , where zj0 = y + 1

which implies that (h) j0 1. By the definition of for intervals we have
that ([x, y]) = [j, j0 1] and hence (h) ([x, y]) .

We have now shown how to construct the cruncher by analyzing the
rule list and constructing a single field classifier for each dimension. By
crunching the original rule list itself, we obtain a crunched rule list where
each rule corresponds to the rule with the same index in the original rule list.
Furthermore, for each dimension in the crunched rule list, the interval end-
points can be represented using a limited number min (wi, dlg (2n+ 1)e) of
bits independently of the number of bits required in the original rule list. To
implement the matchmaker , any heuristic algorithm, or even linear search
if the rule list is small, can be used to implement the multifield classification
in software.
For a high performance hardware classifier based on E-TCAM technology

the compression achieved by storing the crunched rules instead of the original
rules can reduce the number of E-TCAM bits required per rule considerably.
As an example, for n < 216 we can represent rules with two IPv6 address
intervals and two port intervals using only 2·17+2·16 = 66 E-TCAM bits per
rule compared to 2 · 128 + 2 · 16 = 288 bits which is required for the original
rules. In addition to the direct reduction of space and power achieved by
crunching the rule list, our approach also completely eliminates all problems
related to scalability which is considered to be a major issue when increasing
the rule size to support IPv6.
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5 Single Field Classification
In this section we present the hybrid tree, a data structure for single field
classification featuring t (n) = O (min (lg n, w)) worst case lookup cost and
s (n) = (w + d)·n bits worst case storage cost, where n is the number of basic
intervals, w is the number of bits for representing each interval endpoint, and
d is the number of data bits associated with each interval.

5.1 Key Ideas

Consider the general problem of designing a data structure for storing and
looking up keys from a bounded universe. If we completely disregard the
fact that the universe is bounded, we can simply use a comparison-based
data structure such as a binary tree. We can express the e ciency of the
solution in terms of costs for storage and lookups. For a binary tree, the
amount of storage used is proportional to the number of keys whereas the
time for lookup is proportional to lg n.
As an alternative approach we could use a digital data structure such

as a binary trie to exploit the bounded universe. Both trees and tries are
defined recursively and consists of nodes and leaves, where a query key is
compared to a piece of information stored in each node and the outcome
determines in which sub-structure to continue the search. Assume that the
universe consists of the set of w-bit non-negative integers and compare a
tree node with a trie node. The tree node contains a key which e ectively
partitions the universe into the left subuniverse, the right subuniverse, and
the key itself. In contrast, the trie node specifies an index of a certain bit
to be inspected and e ectively partitions the universe into the 0-subuniverse
and the 1-subuniverse consisting of all keys where the inspected bit is 0 and
1 respectively. Since the size of the universe is reduced by a factor of 2 by
each trie node it follows that the maximum height as well as the worst case
cost for lookup in a trie is proportional to w.
Clearly, it is easier to design an e cient data structure for a smaller value

of w. It would make the nodes of a tree smaller, and also result in a faster trie
lookup. We also observe that a comparison-based approach is more e cient
if the number of keys is small whereas a straightforward trie approach is
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insensitive to the number of keys. For a large number of keys, we can use
larger trie nodes and amortize the costs for storage. In particular, we can
use a 2k-ary trie node to partition the universe into 2k subuniverses for some
k > 1. Instead of inspecting only one bit in such a node, we inspect the k
most significant bits of the query key in a k-stride1. The value of these bits
is then used as index to retrieve a pointer to one of 2k sub-data structures
where the w k least significant bits of the query key are used to complete
the lookup.
To achieve a bounded lookup cost, we use a fixed stride trie where the

total height, or number of levels, is bounded by a lookup cost budget. By
using a stride we e ectively partition the universe into subuniverses where
the keys can be represented using fewer bits according to the stride. For each
subuniverse, a data structure is constructed recursively while keeping in mind
that the lookup cost budget is one memory access less than for the parent
universe. When deciding which data structure to build, the current number
of elements in the subuniverse, called the density, is taken into account. If
the subuniverse is dense, a new stride is used recursively. Otherwise, i.e. if
the universe is sparse, a data structure called block tree is used.
A block tree is a static B-tree designed to exploit locality of memory

references by storing the maximum possible number of keys in each memory
block to maximize the degree of the block tree nodes and minimize the depth.
As the keys are further reduced in size, as a result of using strides, the degree
of the block tree nodes increases accordingly. Block trees have a number of
favorable properties:

• Optimal worst-case lookup cost in terms of number of memory blocks
accessed if operations on keys are limited to comparisons.

• Optimal worst-case storage cost in terms of total number of memory
blocks used with respect to the number of keys.

• Lookup costs and storage costs are always predictable and independent
of the distribution of keys. No pathological cases are possible.

1We will not di er between k-strides and trie nodes with stride k
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Table 2: Worst case lookup and storage cost for b = 256 bits memory blocks
and various w.

w (bits) t (memory accesses) c (bits/interval)
8 2 7.992654

16 3 15.996743

32 4 31.995123

64 7 63.999181

128 12 128.440519

256 23 258.062410

• The actual work performed for each memory access is logarithmic in
the number of keys stored in the memory block.

• By sacrificing a small amount of storage, i.e. accepting a small increase
of the storage cost, reasonably e cient incremental updates can be
implemented as well.

• Block trees are straight forward to implement in hardware using pipelin-
ing.

The complete data structure is thus a hybrid between a comparison based
implicit tree structure and a digital fixed stride trie structure. It is a fixed
stride trie where the leafs constitute a forest of block trees. In this way,
we obtain a data structure that reduces the size of the universe and, at the
same time, is comparison based. By carefully choosing the size of strides
and block trees, and a careful an elaborate implementation of block trees,
we can achieve the results presented in Table 2 for a standard computer
with b = 256-bit memory blocks. The first column shows the key size w, the
second column the worst-case lookup cost and the last column the worst-case
storage cost c.
It follows that full 128-bit IPv6 classification can be performed in only

12 memory accesses, returning an index to the data, independently of the
input size n. Our hybrid data structure uses only marginally more than 128
bits/interval of storage in the worst case. If 64- bit matching is su cient,
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the worst case lookup cost is reduced to only 7 memory accesses and the
corresponding storage cost is reduced to less than 64 bits per interval.

5.2 Basic Hybrid Trees

In this section we first develop the basic hybrid tree data structure and then
derive upper bound on worst case lookup cost and storage cost. To simplify
the analysis we develop a number of concepts that will be used later on when
we use the hybrid tree to engineer e cient crunchers for 16-bit and 128-bit
keys.
A basic hybrid tree consist of a t-level k-stride trie where each leaf consists

of a sorted array of up to 2t interval endpoints and corresponding data fields.
Since the trie has t levels and any leaf can be searched in O (t) time using
binary search, the overall data structure clearly supports O (t) time worst
case lookups.
Now consider a hybrid tree with a worst case storage cost of s (n) =

(w + d) · n. We want to show that there exist such a hybrid tree with worst
case lookup cost t (n) = O (min (lg n, w)) . The first step is to separate keys
from data and store the data in a separate array of size nd bits whereas the
rest of the data structure occupies at most nw bits. If n is small, the n
keys are stored in a sorted array and O (lgn) time lookup is performed using
binary search to compute the index of the data field followed by accessing the
data in a single access. It remains to show that the lookup cost is bounded
by O ( w) . Let p (n) be the number of bits required to represent a pointer.
The storage cost for a k-stride is then 2k ·p (n) bits. Since 2t intervals can be
represented by a sorted list with a lookup cost budget of t memory accesses,
the amortized cost for the stride, called the local partitioning cost, is

cloc =
2k · p (n)
2t

bits per interval. To achieve an amortized worst case storage cost of chyb = w
bits per interval, the local partitioning cost must be less than or equal to the
reduction of the key size k. By choosing k = w we finally get

w =
2 w · p (n)

2t
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t = lg
2 w · p (n)

w

= w + lg p (n) lg w.

Since p (n) = O (lgn) , we have that

t = w + lg lgn lg w = O
¡
w
¢
,

as promised.

5.3 Block Trees

Block trees were introduced in [14] to implement an IPv4 forwarding table.
A block tree, or more precisely a (t, w) block tree, is an O (n) space implicit
tree structure for representing a partition consisting of intervals of a set of w-
bit non-negative integers. It supports search operations in at most t memory
accesses for a limited number of intervals

n̂ (t, w) =

μ¹
b

w

º
+ 1

¶t 1

·
¹
b+ w

d+ w

º
,

where d is the size of the data. Block trees are organized into nodes and
leafs stored in b-bit blocks. A node consists of

¥
b
w

¦
interval endpoints and

has
¥
b
w

¦
+1 children whereas a leaf includes

¥
b+w
d+w

¦
1 interval endpoints and¥

b+w
d+w

¦
data fields. Hence, the expression for n̂ (t, w).

In Figure 1, we illustrate a (t, w) block tree where
¥
b
w

¦
= 3 and 2w+3d .

b. To minimize storage overhead the need for using pointers is eliminated
by storing the subtrees of a node immediately after the node. Each subtree,
except possibly the last, is complete and thus we know its size in advance.
Lookup is performed by searching the top node to obtain an index which is
then multiplied by the subtree size to obtain a reference to the next subtree
where the search continues recursively. Storing a complete block tree requires

s (t, w) =

¡¥
b
w

¦
+ 1
¢t

1

b b
w
c

memory blocks resulting in an approximate storage cost of

c(t, w) =
b · s(t, w)
n̂(t, w)

bits per interval.
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Figure 1: Example block tree layout.

5.4 Hybrid Tree Construction

To obtain a t-level hybrid tree structure, trie nodes and block trees are com-
bined in the following way: We start with t memory accesses to spend and
a universe of size 2w partitioned into n basic intervals. If n n̂ (t, w) , the
subuniverse is considered sparse. A (t, w)-block tree can then be used and
no strides are needed. Otherwise, it is considered dense and a trie node
with stride k is used to further partition the universe into 2k subuniverses
of size 2w k. For each subuniverse, a sub-data structure of height t 1 for
storing (w k)-bit keys is constructed recursively while taking into account
the number of basic intervals in that subuniverse.
The lookup cost budget t and the sequence of strides K = [kt, kt 1, . . .]

is called the configuration of the data structure. It completely determines
which kind of block tree to be used at each level and thus also the criteria
for choosing between block tree and trie node and indirectly also the worst
case storage cost for the data structure as a whole.
To enable us to play around with the data structure and further under-

stand its properties we have developed an automatic tool called strider which
computes the configuration which gives the best worst case storage cost per
interval for a given t, w, b, d and p, which is the pointer size. It is beyond the
scope of this paper to explain in detail how strider works. We have merely
used it to compute the configurations for the two crunchers we are about to
engineer.

333



Figure 2: Example of hybrid data structure according to our configuration.
(t, w)-block trees are illustrated as triangles labelled with (t, w) and k -stride
trie nodes are shown as rectangles and labelled with k.

5.5 Engineering a 128-bit Cruncher

For w = 128-bit keys we use t = 12 levels, where each level corresponds to
a pipeline stage, b = 256-bit memory blocks, d = 0-bit data, and p = 32-
bit pointers. Using strider to compute the best configuration yields K =

[11, 10, 8, 14, 15, 13, 13, 12, 11, 9, 7]. In Figure 2, we show an example of a
hybrid data structure, according to this configuration, with one instance of
each stride and block tree present. In practice though, there are several
instances of each stride (except the for the topmost 11 -stride) and block
tree. Figure 3 illustrates a lookup where the topmost 4 strides are traversed,
followed by completing the lookup in a (8, 85)-block tree.

A complete calculation of the worst case storage cost for our configuration
is presented in Table 3. For each row t: wt = wt+1 kt+1, n̂ (t, w) and
c (t, wt) are computed using the formulas from Section 5.3. This is followed
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Figure 3: Lookup in a 128-bit hybrid tree.

by computing the amortized local partitioning cost, i.e. the cost for using a
kt-stride,

cloc (t) =
2kt · p

n̂(t, wt) + 1
,

where p = 32 bits is the size of a pointer, and the accumulated partitioning
cost

cacc (t) = cacc (t 1) + cloc (t 1) .

Finally, the cost for combining a block tree at the current level with the
sequence of strides leading to the current level is computed as

chyb (t) = c (t, wt) + cacc (t) .

By repeating this for each row we obtain Table 3. The worst case storage
cost for the hybrid data structure is obtained from the combination that
yields the maximum chyb (t) . In this case, we see that chyb (11) = 128.44,

which means that we can represent any set of 128-bit intervals using at most
128.44 bits per interval of storage and at most 12× 256-bit memory accesses
for lookup.
In order to use this data structure as a cruncher, we must be able to

compute the index of the matching interval during lookup. A straight forward
way to achieve this would be to use d = dlg (2n+ 1)e bits and store the index
in the data field. However, this results in additional bits of storage. For
example, we can achieve a worst case storage cost of 144 bits per interval
for d = 16 without increasing the lookup cost by using some additional
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Table 3: Computation of storage costs for t = 12 and w = 128 using K =

[11, 10, 8, 14, 15, 13, 13, 12, 11, 9, 7].

t wt bn (t, wt) c (t, wt) kt cloc (t) cacc (t) chyb (t)

12 128 531441 128.00 11 0.12 0.00 128.00

11 117 177147 128.00 10 0.18 0.12 128.12

10 107 59049 128.00 8 0.14 0.31 128.31

9 99 19683 127.99 14 26.64 0.45 128.44

8 85 65536 85.33 15 16.00 27.08 112.41

7 70 16384 85.33 13 16.00 43.08 128.41

6 57 15625 64.00 13 16.78 59.08 123.08

5 44 7776 51.19 12 16.85 75.86 127.05

4 32 6561 32.00 11 9.99 92.71 124.71

3 21 2197 21.32 9 7.45 102.70 124.02

2 12 484 12.17 7 8.45 110.15 122.32

1 5 52 4.92 0.30 118.60 123.52

techniques which are not straight forward. To compute the index during
lookup we store together with each pointer in each stride a base index which
is the index of the first interval in the sub-structure referred to by the pointer.
When we finally arrive at a block tree, the lookup is completed by adding
the base index with the index of the matching interval within the block tree
obtained by using the indices, computed in each node, as digits of a number
in base

¥
b
w

¦
+ 1. By using p = 32 bits, we can store a 16-bit base index and

a 16-bit reference in each pointer. This is su cient to handle n 216. The
impact on storage cost from increasing the pointer size to 40 bits, to support
up to 220 intervals is negligible. To simplify the analysis, we will therefore
assign a storage cost of 128 passive bits per interval in each 128-bit cruncher.
The number of active bits corresponds to the width of each memory access
multiplied by the number of memory accesses. By also taking into account
that the maximum number of memory accesses is logarithmic in base 3 for
small n yields 256min (dlog3 ne , 12) active bits per 128-bit cruncher.
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Table 4: Computation of storage costs for t = 10 and w = 16 using K = [8].

t wt bn (t, wt) c (t, wt) kt cloc (t) cacc (t) chyb (t)

10 16 1024 15.98 8 7.99 0.00 15.98

9 8 19683 8.0 0.00 7.99 15.99

5.6 Engineering a 16-bit Cruncher

For w = 16-bit keys we use t = 10 levels, b = 16-bit memory blocks, d = 0
-bit data, and p = 32-bit pointers. As one could expect, strider computes a
considerably simpler stride sequence K = [8] . Using the same technique as
above, we compute the worst case storage cost in Table 4.
As shown in Table 4, the contribution from each 16-bit cruncher is 16

passive bits per interval. By a similar argument as above, we get an additional
contribution of 16min (lgn, 10) active bits per cruncher.

6 Hybrid Multifield Classifier

In this section we put the pieces together to obtain our low power Hybrid
Multi-Field Classifier (HMFC). To simplify the analysis we customize it for
classification of IPv6 rules with two 128-bit IPv6 intervals and two 16-bit port
intervals. We will show in Section 6.1 how to extend the classifier to support
rule lists where IPv4 and IPv6 rules are mixed. By using some additional
techniques, which are left out due to space restrictions, we can easily support
rules of mixed depths as well.
We define a hybrid classification block for n rules to be a cruncher-

matchmaker pair designed to accommodate for up to n rules.
Depending on n, the cruncher either consists of one cruncher for each of

the four header fields, if n < 215, or merely one cruncher for each IPv6 address
field otherwise. In the latter case, port fields are sent straight through to the
matchmaker (see Figure 4). Using the figures derived in Section 2, we get the
following costs (measured in bits) for the cruncher in a hybrid classification
block.
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Figure 4: A hybrid multifield classifier consisting of a single hybrid classifi-
cation block designed for 64k rules.

spassive (n) =

½
2 · (128 + 16) · (2n+ 1) , n < 215

2 · 128 · (2n+ 1) , n 215

sactive (n) = 2saddr (n) + 2sport (n) ,

where
saddr (n) = 256min (dlog3 (2n+ 1)e , 12)

and

sport (n) =

½
16min (dlg (2n+ 1)e , 10) , n < 215

0 , n 215
.

The matchmaker consists of n E-TCAM cells where the width (measured
in bits) of each cell is

wM (n) = 2 · (dlg (2n+ 1)e+min (16, dlg (2n+ 1)e))

giving a total number of smatch (n) = n ·w match (n) E-TCAM bits for the
matchmaker in each hybrid classification block.
We can now compute the scores for each hybrid classification block. Using

the per bit scores presented in Table 1 we obtain the scores

SHCB (n) = 22 · (smatch (n) + sactive (n)) + 3spassive (n)

and
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PHCB (n) = 825 · (smatch (n) + sactive (n)) + 2spassive (n)

for space and power respectively.
The simplest hybrid classifier is constructed by using a single hybrid clas-

sification block for storing all n rules. However, this means that the degree
of parallelism in the cruncher is minimized while maximizing the size of the
matcher and thus the width of each E-TCAM cell. By simply looking at the
expressions for the space and power scores we can immediately realize that
it could be possible to achieve a lower overall score by balancing the costs
evenly between the cruncher and matchmaker.
This is achieved by dividing the original rule list into sub-lists of equal

size where each sub-list is stored in a separate hybrid classification block.
The complete hybrid multifield classifier thus consists of an array of hybrid
classification blocks executing in parallel. Let be the number of rules
stored in each hybrid classification block and dn/ e the number of blocks.
The overall scores for the complete hybrid multifield classifier are thus given
by

S (n) = dn/ e · SHCB ( )

and
P (n) = dn/ e · PHCB ( )

for space and power respectively. For each n, there is an optimal choice
of depending on whether we optimize for space or power. In the analysis
section we will discuss this in more detail and also do some experimenting
with di erent values of .

6.1 Dealing with Mixed Type Rules

When the query key enters the classification engine it consists of a number
of header fields h1, . . . , hD where h1 is the version field (4 or 6) of the leading
IP header. Each header field has a certain type depending of the structure of
the chain of headers which in turn is determined by the leading version field
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and the protocol fields that follows further into the chain of header fields.
Depending on the context and values of protocol fields, header fields and
corresponding rule intervals may have a number of di erent types. If h1 = 4,
both h2 and h3 are 32-bit IPv4 addresses. Otherwise, if h1 = 6, both h2
and h3 are 128-bit IPv6 addresses. However, depending on the number of
dimensions supported D, and whether or not rules of di erent depths, i.e.
number of active dimensions in the rule, are mixed, fields located deeper in
the list of header fields can be 32-bit IPv4 addresses, 128-bit IPv6 addresses,
16-bit ports, 5-bit ICMP type values, etc. depending on which transport
protocols are being supported.

In the first stage of the classification, the query key is processed by the
cruncher to obtain a crunched query key. The cruncher consists of an array of
crunching modules. Potentially, with one crunching module per dimension.
Each crunching module consists of an array of custom crunchers, one for each
header field type that occurs in that dimension. Before entering the cruncher,
each value hi has a certain type, as described above, which determines exactly
how the cruncher operates. The result from processing the query key in the
cruncher is a new type-less query key h01, . . . , h

0
D. That is, none of the values

has a type — h0i is just a value that can be represented using a certain limited
number of bits w0i.

In the second stage, the crunched query key enters the matchmaker where
it is matched against the rules stored there to locate the first matching rule.
However, as we have explained above, the rules stored in the matchmaker are
not the original rules R1, . . . , Rn. Instead, a list of crunched rules R01, . . . , R

0
n

are stored in the matchmaker. Each crunched rule corresponds to the original
rule with the same index and each interval in a crunched rule corresponds to
the interval with the same index in the original rule. Whereas the intervals
(could be single values or prefixes as well) constituting original rules have
types (as the original query key) intervals constituting crunched rules are
type-less (as the crunched query key).

Consider a dimension which is not a version or a protocol dimension and
let T1, T2, . . . , TF be the di erent types occurring in that dimension. For each
dimension, we need to build a crunching module consisting of the same num-
ber of custom crunchers as the number of types occurring in that dimension.
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Each custom cruncher is either built using the technique described in the
previous section or trivial in the sense that it just adds a number to the in-
put value. Let ni be the number of intervals of type Ti. The custom cruncher
for type i is a mapping from the type Ti universe onto {mi . . .mi + 2ni} ,
where m0 = 0 and mi = mi 1 + 2ni 1 + 1. In this way, the total size of the
union of the images is bounded by 2n+ F, where F is the number of di er-
ent types. The reason for this is that except for the 2n + 1 initial interval
endpoints generated during cruncher construction there needs to be another
F 1 endpoints that serves as separators between the di erent types.
When a list of header fields enter the cruncher, all header fields used to

determine the type (protocol and version fields) are used as selectors to acti-
vate the adequate custom cruncher in each crunching module. The operation
of crunching the rule list during construction of the classifier is analogous.
By using this approach, we can also support the slow path custom crunchers
for low priority tra c and rules. In this case, the header fields subject to slow
path crunching are sent o and processed elsewhere resulting in type-less val-
ues that are considered pre-crunched when entering the classification engine.
Such pre-crunched values are sent straight through to the matchmaker.

7 Incremental Updates

In this section we discuss how to add support for high speed incremental
updates with guaranteed performance both for the complete hybrid multifield
classifier and for the hybrid tree based single field classifiers used as building
blocks.
We assume the presence of a support structure in which preliminary

updates takes place free of charge. A preliminary update that changes the
lookup result for at least one key requires an actual update of the classifier.
The actual update is executed by issuing a series of block write and move
operations that modifies the memory where the classifier is stored. When
measuring update cost, we only count memory accesses resulting from actual
updates. The relationship between the classifier and the support structure is
similar to the relationship between the forwarding table the routing table in
a router.
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In one dimension, a classifier represents a partition of the universe con-
sisting of n intervals. We then consider two atomic update operations: insert
a new interval endpoint and delete an existing interval endpoint. These
atomic operations corresponds to increasing and decreasing the number of
intervals by splitting an interval in two and merging two adjacent intervals
respectively. Our goal is to implement incremental updates with guaranteed
worst-case update cost, i.e. an upper bound on the worst-case number of
memory accesses for an atomic update. For a multifield classifier, an update
consist of either the insertion of a new rule (at a certain index in the rule
list) or the deletion of a rule with a certain index.

Let us focus on the 1-dimensional problem first. It is easy to see that
most updates in a hybrid tree are block tree updates, which means that the
sole e ect of the update is that the size of exactly one block tree structure
is increased or decreased by one interval. Since the size of each block tree is
limited, a sequence of update operations may eventually reach a point when
a block tree becomes full. The next insertion will then cause a hybrid trans-
formation of the block tree into a hybrid data structure consisting of one
or more strides and various block trees. If we minimize the work for each
update, it would be hard to avoid that some updates become very expensive.
One could intuitively expect that a hybrid transformation is such an expen-
sive update. The basic strategy for obtaining a limited worst-case update cost
is to make sure that no update is considerably cheaper than the worst-case.
For each update, we first perform the necessary reconstruction work and then
additional maintenance work until the total cost for the update equals the
worst-case update cost. In Section 7.1, we apply this strategy to implement
e cient block tree updates by partitioning large block trees and developing
an e cient maintenance strategy. By Stockpiling, a memory management
technique introduced in [2] and further refined in [14], incremental updates
in a (12, 128)-block tree can be performed in at most 3349 memory accesses
at the cost of increasing the storage cost by 25%. We have also developed
a (large) suite of techniques, which are left out due to space restrictions,
that allow us to handle hybrid transformations as well. By applying these
techniques to general 128-bit hybrid trees we can implement support for in-
cremental updates in 7895 memory accesses at the cost of increasing the
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storage cost by approximately 40%.
We will now show how to implement incremental updates in block trees.

In the process we will develop a maintenance strategy that can also be used
to implement incremental updates in our hybrid multifield classifier.

7.1 Single Field Classifier Updates

To handle large block trees, we introduce a technique called vertical segmen-
tation, where the tree is segmented into an upper part and a lower part. The
upper part consists of a single block tree containing up to M intervals and
the lower part consists of up toM block trees where each block tree contains
up to N intervals. To keep the overall tree structure reasonably balanced,
while limiting the update cost for large n, we will allow reconstruction of at
most one block in the upper part plus complete reconstruction of two adjacent
block trees in the lower half, for each update.
Let u (M,N) be our update cost budget, i.e., the maximum number of

memory accesses we are allowed to spend on one update. We consider the
data structure to be full when additional reconstruction work would be re-
quired to accommodate for further growth. The main principle behind our
maintenance strategy is to actually spend all these memory accesses on each
update in the hope of postponing the first too expensive update as much as
possible.
First, let us present the problem in a slightly more abstract form. Let

B1, B2, . . . , BM be a number of buckets corresponding to the M block trees
in the lower part. Each bucket can store up to N items corresponding to N
intervals. Let xi be an interval endpoint in the upper tree and

xi,1, . . . , xi,mi
[xi 1, xi 1]

be the interval endpoints in the lower tree corresponding to bucket Bi.
Clearly, xi works as a separator between bucket Bi and bucket Bi+1. Since
we are allowed to reconstruct one block in the upper tree and reconstruct
two adjacent trees in the lower part, we can replace xi in the upper tree by
one of

xi,1, . . . , xi,mi
, xi+1,1, . . . , xi+1,mi+1
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and build two new block trees from scratch from the remaining interval end-
points. This corresponds to moving an arbitrary number of items between
two adjacent buckets. When an item is inserted into a full bucket, it fails
and the system of buckets is considered full. Only insertions needs to be con-
sidered since each delete operation reduces n by 1 while financing the same
amount of reconstruction work as an insert operation. The role of a mainte-
nance strategy is to maximize the number of items that can be inserted by
delaying the event of insertion into a full bucket as much as possible.
We perform insertions in a number of phases, where the current phase

ends either when a bucket becomes full or whenM items have been inserted,
whichever happens first. Consider a phase where m M items have been
inserted. For each item inserted we can move an arbitrary number of items
between two adjacent buckets. This is called a move.

Proposition 1 (a) m 1 moves is su cient to distribute these m items
evenly, i.e. one item per bucket, no matter how they were inserted, (b) these
m 1 moves can be performed after the current phase.

Initially, we have 0 items in each bucket or equivalently space for N0 = N
items. Provided that N M, M items will be inserted in the first phase.
By Proposition 1, these can be evenly distributed among the buckets, by
performing the maintenance after the first phase. When the next phase
begins, there will be 1 item per bucket or equivalently space forN1 = N0 1 =

N 1 additional items. This can be repeated until Ni = N i < M, and
the total number of items inserted up to this point isM · (N M) . In phase
Ni, the smallest number of elements that can be inserted is M 1 if all
items falls in the same bucket and in the remaining phases the number of
insertions is reduced by 1 in each phase until only one item can be inserted.
According to Proposition 1, maintenance can still be performed but only for
a limited number of buckets. If we focus maintenance e orts to the buckets
where insertions occur we can still guarantee that the available space does
not decrease by more than one item for each phase. Hence, an additional

MX
i=1

i =
M · (M + 1)

2
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items can be inserted yielding a total of

MN
M · (M 1)

2

items. For each insertion in the current phase we can perform one move
(of maintenance work) for the previous phase. The di erence in number
of inserted items is at most 1 between the previous and the current phase.
By Proposition 1 (a), the number of insertions in the current phase is thus
su cient to pay for the maintenance for the previous phase and Proposition
1 (b) follows. It remains to prove Proposition 1 (a). To distinguish between
items that have not been maintained from the previous phase and items
being inserted in the current phase we color the items from the previous
phase blue and the inserted items red. First consider the case when m =M.
The maintenance process basically operates on the buckets in a left to right
fashion (with an exception). Let Bi be the number of blue items in bucket i,
and k the index of the rightmost completed bucket — k is initially zero. We
start in rightward mode: Find the leftmost bucket r satisfying

rX
j=k+1

Bj r k.

If r = k + 1, move Br 1 (possibly zero) item from bucket r to bucket
r+1 and increase k by 1 since bucket r is completed. Otherwise (r > k+1),
set l = r and enter leftward mode. In leftward mode the maintenance process
works as follows: If l = k + 1, k is increased to r 1 and we immediately
enter rightward mode. Otherwise,

l (k + 1)
l 1X

j=k+1

Bj

items are moved from bucket l to bucket l 1, and l is decreased by 1.
Figure 5 illustrates how completion of three buckets is achieved in three
steps in rightward mode followed by completing four buckets in leftward
mode in the last four steps. Switching between rightward and leftward mode
is free of charge. For each move performed in rightward mode one bucket is
completed. In leftward mode there are two cases. If there is only one move
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Figure 5: Illustration of the maintenance strategy.

before switching to rightward mode, one bucket is completed. Otherwise, no
bucket is completed in the first move but this is compensated by completing
two buckets in the last. For each move between the first and the last move one
bucket is completed.2 To summarize this, each move completes one bucket
and hence there areM 1 buckets that contain exactly 1 blue item each after
M 1 moves. There are M blue items in total and hence the last bucket
must also contain 1 blue item (and is thus also completed). We have proved
Proposition 1 (a) for m = M. If m < M, we can use a left to right greedy
algorithm to partition the set of buckets into a minimum number of regions
where the number of buckets in each region equals the total number of blue
items in that region. Some buckets will not be part of a region but this
is expected since less than M blue items are available. Within each region
we run the maintenance process in exactly the same way as for m = M.

This concludes the proof of Proposition 1 (a) as well as the description and
analysis of our maintenance strategy.

2This corresponds exactly to slicing a pizza: Two cuts are required for the first slice,
then one slice is produced for each cut until the last cut which produces two slices.
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7.2 Hybrid Multifield Classifier Updates

Using the maintenance strategy developed in the previous section to im-
plement incremental updates in our hybrid multifield classifier is straight
forward. By using the techniques described in Section 6 we partition the rule
list intoM = blocks where each block can hold N rules. We chooseM and
N such that we can a ord to completely reconstruct two adjacent blocks.
The blocks correspond to the buckets described above. To support n rules,
we must choose M and N such that

n MN
M · (M 1)

2
.

If the goal is to achieve a low worst case update cost, it is typically best to
choose M such that N 2M, yielding

n =
3

2
M2 +

1

2
M

and a total number of 2M2 cells. The di erence between 2M2 and n consti-
tutes the overhead in unused cells, and thus storage, we pay to implement
incremental updates.

8 Analysis

In this section, we compare the performance of our multifield classification
algorithm HMFC with standard TCAMs and E-TCAMs. When comparing
di erent algorithms and technologies we will assume that each rule is repre-
sented by two IPv6 prefixes (of length up to 128 bits) and two 16-bit port
intervals. For TCAMs we consider three measurements: best case (TCAM-
B), average case (TCAM), and worst case (TCAM-W) depending on the
expansion factor for port intervals. In the best case, we assume that each
port interval in each rule can be represented by a single prefix whereas in
the average case the TCAM is dimensioned assuming that each rule must be
expanded to 7 rules as a result from conversion of port intervals to prefixes
[15]. The worst case assumes a pathological rule list where conversion of
each port interval results in 30 prefixes giving an expansion factor of 900.
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Table 5: Space and power scores for a small multifield classfier supporting
4k rules.

n = 4000 Space Power
TCAM-B 9. 216× 106 3. 456× 108
TCAM 6. 4512× 107 2. 4192× 109
TCAM-W 8. 2944× 109 3. 1104× 1011
E-TCAM 2. 5344× 107 9. 504× 108
HMFC 1. 1597× 107 1. 8025× 108
HMFC =500 1. 1109× 107 1. 6175× 108

It should be noted though that both E-TCAM and our approach support
rules where both addresses and ports are defined by arbitrary intervals as
opposed to being restricted to prefixes. By allowing such rules we achieve
more flexibility in configuring the classification engine. However, the worst
case expansion factor for TCAMs grows to tens of millions giving that any
TCAM chip existing today and in the near future could be filled by adding
a single rule.
For TCAMs as well as E-TCAMs, the costs in terms of both space and

power are linear in the number rules. This is however not the case for our
hybrid multifield classifier. In order to get a feel for the performance achieved
for each algorithm/technology, we will compute the space and power score for
a small classifier with 4k rules, a relatively large classifier with 64k rules and
a hypothetical huge classifier supporting 1M rules. For our hybrid multifield
classifier (HMFC) we consider two configurations: HMFC is the simple clas-
sifier constructed from a single hybrid classification block and HMFC = opt

is the configuration obtained by choosing to optimize space and power3.
Table 5, shows the scores for n = 4k. As we can see, the space score

for TCAMs in the best case, which is rather unrealistic, is slightly better
than the space score for HMFC. The result is similar for n = 64k (Table
6) and n = 1M (Table 7). By looking at the ratio between TCAM costs
and optimal HMFC costs: 1. 2054, 1.2044, 1.2039 for the respective cases

3For the cases we have tested, space and power optimization yielded the same value of
.
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Table 6: Space and power scores for a large multifield classfier supporting
64k rules.

n = 64000 Space Power
TCAM-B 1. 4746× 108 5. 5296× 109
TCAM 1. 0322× 109 3. 8707× 1010
TCAM-W 1. 3271× 1011 4. 9766× 1012
E-TCAM 4. 055× 108 1. 5206× 1010
HMFC 1. 9136× 108 3. 555× 109
HMFC =508 1. 776× 108 2. 5819× 109

Table 7: Space and power scores for a huge multifield classfier supporting
1M rules.

n = 1000000 Space Power
TCAM-B 2. 304× 109 8. 64× 1010
TCAM 1. 6128× 1010 6. 048× 1011
TCAM-W 2. 0736× 1012 7. 776× 1013
E-TCAM 6. 336× 109 2. 376× 1011
HMFC 3. 1641× 109 6. 2079× 1010
HMFC =511 2. 7737× 109 4. 0302× 1010
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we observe that an expansion factor of approximately 1.2 is su cient to
cause a TCAM solution to require the same number of transistors as HMFC
which supports interval matching directly and is thus completely insensitive
to pathological rule sets. TCAMs dimensioned using an expansion factor of
7 requires a factor of 5.8 more transistors than optimal HMFC.

For power consumption, the di erence in performance is even more dra-
matic. Comparing optimal HMFC with best case TCAMs yield the ratios:
2.1366, 2.1417, and 2.1438 for the respective table sizes. This means that
TCAMs require at least twice the amount of power per bit compared to our
solution in the best case. The ratio grows to a factor of 15 when the TCAM
is dimensioned using an expansion factor of 7. In light of this, a compari-
son between optimal HMFC and worst case TCAM performance would be
ridiculous.

It is more fair to compare HMFC and optimal HMFC to E-TCAM since
both support interval matching directly in hardware. We see that an E-
TCAM requires approximately twice the number of transistors compared to
simple HMFC. The ratio grows to a factor of 2.2816 when comparing with
optimal HMFC. The real advantage however is the reduction in power con-
sumption achieved by using HMFC compared to E-TCAMs which require
a factor of 3.8274 more power. The ratio is increased to 5.8955 when com-
paring with optimal HMFC. This means that our hybrid multifield classifier
reduces the power consumption of E-TCAMs by almost a factor of 6.

Spitznagel et al. [11], use a heuristic cutting algorithm to partition the
rule list into regions and then use a two stage lookup procedure to avoid that
all bits of the E-TCAM are involved in the lookup at the same time. By using
this technique, they are able to reduce power consumption by a factor of ten
and improve the space e ciency by a factor of three. Since their approach
is based on creating a synthetic list of rules and the crunching of the rule
list preserve the first matching rule property, we can use their heuristic to
improve the average performance by reducing space and power consumption
further by a factor of 3 and 10 respectively. For n = 1M, this would mean
that the power score per bit would be reduced to less than 14 which is merely
a factor of 7 times larger than the power score for a passive SRAM bit.

We conclude the analysis by investigating the cost overhead for incremen-
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tal updates. By applying the approach described in Section 7 to implement
support for incremental updates for n = 64k, we get M = 206 and N = 412,

and an overhead of 2 · 2062 64000 = 20872 rules or 20872/64000 = 32.6%.
A straight forward use of the computational model to compute space and
power scores yields 2.3878 × 108 and 3.5458 × 109 which is an increase by
34.4% and 37.3% for space and power respectively. However, none of the ex-
cess rules needs to be involved in the matchmaking. This means that a large
number of E-TCAM cells can be turned o to reduce the power consumption.
In fact, 20872 rules where each rule corresponds to 40 E-TCAM bits means
that roughly 800000 E-TCAM bits can be turned o thus reducing the ac-
tual power score by 6.6× 108 to 2. 8858× 109 which is an increase of about
12% compared to the optimal. This is a cheap price to pay for reducing the
worst case reconstruction to include only 2 HMFCs out of 206, or 10% of the
classification engine, instead of reconstructing the whole classification engine
for each update.

9 Related Work

Taylor gives an excellent survey of packet classification algorithms in [15].
On a high level, there are four di erent approaches to packet classification
problem according to the taxonomy by Taylor:

Exhaustive Search. Essentially linear search which is very slow in soft-
ware if there are many rules. To accelerate the search speed spe-
cial on-chip search engines use Ternary Content Addressable Memories
(TCAMs) which essentially is a brute force solution where one proces-
sor is assigned to each rule and all rules are matched in parallel. The
advantage of this approach is that it is straight forward to achieve O (n)
worst case storage.

Decision Tree. The rule set is analyzed in order to identify cuts, which
are typically D-dimensional rectangles, that can be used to reduce the
rule list in a divide and conquer fashion. During lookup, the resulting
decision tree is traversed to compute the first matching rule. Using
this approach, it is hard to achieve guaranteed non-trivial lookup and
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also, due to rule replication, impossible to achieve guaranteed and low
storage cost.

Decomposition. Key idea is to decompose the rules by performing single
field classification in each dimension followed by combining the results
in some way. The advantages of this approach are that single field clas-
sification is rather simple compared to multifield classification and that
lookups can be done simultaneously in each dimension to exploit par-
allelism in hardware. There are many di erent solutions to combining,
or aggregating, the results from the 1-dimensional lookups and this is
really the main challenge here.

Tuple Space. This approach is based on the assumption that the intervals
constituting the rules are represented by prefixes (or that the rules can
be converted to such rules). For each prefix, there will be a number of
specified bits. The rule list is partitioned according to this number bits
and the partition can then be probed using exact match searches.

Our hybrid multifield classification algorithm combines exhaustive search
and decomposition. In a sense it also employs some decision tree based
techniques in the crunching step. The two most closely related algorithms
are parallel Bit Vector and Cross Producting as described in Section 3.
By using E-TCAMs we can easily achieveO (n) storage cost for the match-

maker. Without crunching, the storage cost is exactly 288n E-TCAM bits
for representing n IPv6 rules (TCP or UDP). By using crunching, we can
reduce the constant in the cost for matchmaking considerably. However, the
key to achieve this is the extremely low worst case storage cost of hybrid
trees, even for a small number basic intervals.
When considering data structures for 1-dimensional interval matching

with reasonable potential to scale for IPv6 addresses we turn to the best
known solutions for longest prefix matching. The Luleå Algorithm [3] is
rather straightforward to generalize to support 128-bit addresses, but this
requires an increase of the number of levels to 15 resulting in a worst-case
lookup cost of 45 60 memory accesses, depending on the implementation.
It can also be forced to perform lookup in at most 12 memory accesses but
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this requires considerably larger building blocks. Since the Luleå algorithm
spends up to 4 memory accesses per level, dense chunks corresponding to 42-
strides (on the average), must be used to reduce the whole 128-bit universe
in three steps. An optimistic estimate of the worst-case storage then yields
a worst-case cost of 230 bits per interval.

Another alternative is the TreeBitmap data structure by Eatherton et al.
[4] which combines various techniques to store prefixes e ciently in a trie-like
structure. With 256-bit memory blocks, each TreeBitmap node corresponds
to a 4- stride. Hence, the worst-case lookup cost is 128/4 = 32 memory
accesses. By forcing the lookup cost of TreeBitmap to be at most 12 memory
accesses, as with the Luleå algorithm, the worst-case storage is increased to
over 216 bits per interval.

LC Tries by Nilsson et al. [8], performs well on average both when con-
sidering lookup and storage but the worst-case storage cost increases dra-
matically way beyond 2000 pointers (i.e. not bits) per interval if we limit
the lookup cost to 12 memory accesses. In [6], a technique called Scalable
Dynamic Pipelining (SDP) is introduced. The idea is to use a simple binary
trie which will potentially consist of 128 levels and thus a corresponding
lookup cost of 128 memory accesses. Their choice of underlying data struc-
ture makes it trivial to limit worst-case storage costs and in their case this
is approximately limited to the size of an address plus data plus the size of a
node containing two pointers. Assuming that 16- bit pointers are used, their
worst-case storage cost becomes at least 192 bits per interval.

The Luleå algorithm and LC-trie does not support incremental updates.
A 32- level TreeBitmap performs updates in 1852 memory accesses but it
su ers from an inferior memory management algorithm which may cause
a worst-case update cost of over 217 memory accesses when the number of
levels is reduced to 12. In Scalable Dynamic Pipelining, the cost for updates
is essentially the same as the cost for lookups. As with storage this is a direct
result from using a binary trie.

The results from the discussion above are summarized in Table 8. Most
of the algorithms we have compared against were not designed with worst-
case storage costs in mind. Therefore, it is not surprising that the worst-case
storage costs of the closest competitor is at least 200 times larger compared
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Table 8: Projected worst case performance figures for 128-bit classification.

Memory accesses Storage
Algorithm Lookups Updates (bits/interval)
Luleå 45-60 - 230+
LC-trie 12 - 32000++
TreeBitmap 32 1852 256+
TreeBitmap 12 217+ 216+
SDP 128 128 192

HybridStatic 12 90000+ 144

HybridDynamic 12 7895 200

to our hybrid structure when forcing the lookup cost down to 12 memory
accesses.

The exception is the SDP which has been designed provide good worst-
case performance both with respect to lookup, update and storage costs. It
is assumed that the lookup cost of 128 memory accesses is improved to 1 by
using 128 pipeline steps. Clearly, this can be achieved with our data structure
as well, but we only need 12 pipeline steps compared to 128. Hasan et. al.
also claim that SDP scales with respect to implementation cost and power
dissipation. We slightly disagree with their claim as it appears hard to scale
table size to support 128-bit matching without using large on-chip memory
and/or large pin-count to connect pipelined o -chip memory.

In fact, we are not aware of any previous work on interval matching of full
IPv6-length addresses with guaranteed lookup of only 12 memory accesses,
su cient update performance as well as guaranteed compression with nearly
no storage overhead. Finally, we should point out that the extremely conser-
vative storage cost achieved by our single field classifier is the key to achieve
e cient multifield classification. We could not have achieved the same result
for multifield classification by using any of the other single field classification
algorithms.
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10 Conclusion

We have introduced an approach to high-performance multifield packet clas-
sification with guaranteed worst-case costs for space and lookups, support for
incremental updates and a structure that supports low-power hardware im-
plementations. The classifier supports rule sets that mix IPv4 and IPv6 rules
with arbitrary transport protocols, tunneling and rules of arbitrary depths.

The designed classifier consists of two steps - a cruncher that compresses
the address space, and a matchmaker that performs the actual classification
on the compressed set of rules. Implementing the cruncher using SRAM
memory and the matchmaker with E-TCAMs gives a hybrid design that
provides guaranteed costs for both lookups and space while reducing the
power consumption to roughly 1/6 compared to a conventional design using
only E-TCAMs.

A key component in our design is a single field classifier supporting 128-
bit IPv6 interval matching in 12 memory accesses, requiring only 128-bit
per interval of memory independently of the number of intervals. Bounding
the lookup and storage costs ensure that the data structures presented are
completely robust against pathological rule sets. Such rule sets could be
caused either by misconfiguration or by a malicious adversary with perfect
knowledge about the data structures and an intent to carry out a denial-of-
service attack.

It is straight forward to use the IPv6 single field classifier also for IPv6 for-
warding. By using 40% more memory per interval, incremental updates with
a guaranteed performance of approximately 650 times the cost for lookup
can be achieved without a ecting the speed of lookups.
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1 Putting the Pieces Together

In this section we will put the work of the thesis into perspective by engi-
neering three routers with di erent levels of performance by combining some
of the algorithms and data structures of the thesis to solve the di erent clas-
sification problems described in Part I. In order to discuss the performance
in general terms we will use a simplified model of a router where the cost
of all operations are expressed in the worst case number of memory accesses
required and the cost for storage is expressed in memory blocks. Throughout
this section, we will assume that the size of a memory block is b = 256 bits.
For some of these sub-problems, the solutions we will choose in this sec-

tion are not the best we have worked with. In particular, this is the case
for Dynamic Packet Classification where hashing, combined with a highly
optimized Patricia tree implementation from 1996, was used to implement
DPC in E net’s FTC 500 series firewall. This algorithm, as well as the Move-
to-root Patricia tree from Chapter 3, works well in practice, especially in a
software based router. However, the worst case lookup performance is not
acceptable and therefore we do not consider these as building blocks in our
engineering examples.

1.1 Engineering a Low-end Router

For a low end router/firewall, such as a device used in a sensor network or a
similar application, it is reasonable to support only a few routing entries and
firewall rules. Furthermore, we assume that only IPv6 tra c is supported.
We will support NFWD = 75 IPv6 prefixes, NDPC = 25 simultaneous

connections, and NSPC = 25 IP version 6 5-field classification (MFC-5) rules.
By using (5, 128)-block trees (see Chapter 2), we can represent up to 81

IPv6 prefixes and support lookups in TFWD = 5 memory accesses. The stor-
age cost is approximately 256 bits per prefix (skipping the 7-bit data) giving
a total cost of SFWD = 76 memory blocks for representing the forwarding
table. Since the table is so small, we can perform updates by complete re-
construction giving UFWD = 76 memory accesses.
The dynamic packet classifier can also be implemented by using block

trees. For IPv6 MFC-5, the total size of an IPv6 flow key is 296 bits (2 ·
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128 + 2 · 16 + 8). To avoid emulating memory blocks larger than 256 bits
we can implement the dynamic packet classifier using two levels of cascaded
block trees. The first level is represented by a (5, 246)-block tree with 5-bit
data fields each representing an o set to a (2, 50)-block tree at the second
level. A pessimistic upper bound on the lookup cost is obtained by adding
the respective lookup cost at each level. In practice though, TDPC = 6, in
the worst case since only one memory access is needed in the (2, 50)-block
tree if the height of the (5, 246)-block tree is 5. The worst case storage cost
occurs when using one entry at each level for each flow giving a total of
1 + 1/6 blocks per flow and a total of SDPC = 30 memory blocks. As with
the forwarding table we implement updates by reconstruction resulting in
UDPC = 30 memory accesses in the worst case.

For the static packet classifier we first use the crunching techniques de-
scribed in Chapter 7 to reduce the size of the key in the address and port
dimensions to 6 bits each. We can then represent each rule using 2 · 6 = 12
bits for each address and port dimension and 8 bits for the protocol giving a
total of 56 bits per rule. This means that all of the 25 compressed rules can
be stored within 6 memory blocks. For each rule and each address and port
dimension two interval endpoints are required for address space compression.
We then get a total of 50 blocks for addresses and 7 blocks for ports resulting
in SSPC = USPC = 6 + 50 + 7 = 63 memory blocks if we implement updates
by reconstruction. The worst case lookup cost is 6 memory accesses for each
address, 2 for each port and 6 for linear search in the list of compressed rules
giving a total of TSPC = 22 memory accesses. This should be compared with
58 memory accesses which is the worst case lookup cost for linear search
without address space compression.

If we assume that the memory is clocked at 10 kHz, i.e. the time for
accessing one 256-bit memory block is 100 s, we obtain the characteristics
summarized in Table 1 for the low end router.

An IPv6 datagram cannot be smaller than 32+32+128+128 = 320 bits.
The worst case throughput of 909 packets per second thus corresponds to at
least 909 · 320 = 290 kbit per second. Given the maximum throughput of
ZigBee and similar wireless communication protocols suitable for embedded
systems, sensor networks, and other systems in the extreme low end, the
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Table 1: Characteristics of the engineered low end router.

Throughput (normal) 11 1 909 packets/second
Establishment (normal) 57 1 175 flows/second
Routing table updates 76 1 131 updates/second
Routing table size 75 75 routes
Classification rules 25 25 rules
Tra c flows 25 25 flows
Physical memory 131 4192 bytes

performance of forwarding and classification is not likely to be a bottleneck.

1.1.1 Engineering a Middle-end Router

For the middle end router we choose to support N IPv4
FWD = 32k IPv4 routing

entries and N IPv6
FWD = 16k IPv6 routing entries, NFC = 1024 simultaneous

fragmented IPv4 packets, NDPC = 512k tra c flows, and NSPC = 1024 clas-
sification rules.
Routing entries for IPv4 and IPv6 are handled in separate forwarding

tables. For IPv4 we use the forwarding table described in Chapter 6 to
achieve T IPv4FWD = 4 memory accesses, U IPv4FWD = 752 memory accesses and
SIPv4FWD = 28672 memory blocks (not counting the next-hop table). The IPv6
forwarding table is represented by a vertically segmented (12, 128)-block tree
as described in Chapter 2 and 7. We then get T IPv6FWD = 12 memory accesses,
U IPv6FWD = 2361 memory accesses, and S

IPv6
FWD = 27648 memory blocks (with a

storage overhead of 50%).
The fragment classifier has the same characteristics as in the FTC 500 FR

firewall described in Chapter 4. This means that the root array consists of
215 16-bit pointers giving a storage cost of 2048 memory blocks. Each packet
entry requires a separate memory block and there are NFC packet entries
yielding an additional 1024 memory blocks. To handle reordering, up to 512
bu ers are stored by the fragment classifier. If we assume that each bu er
corresponds to a 1518 bytes ethernet frame, and some additional information,
we can reserve 48 memory blocks for each bu er. We then get a total storage
cost of SFC = 27648 memory blocks for the fragment classifier. A lookup in
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the fragment classifier either succeeds or fails. In any case, the cost is exactly
TFC = 2 memory accesses. If the lookup fails, an update may or may not
occur depending on the current state of the fragment classifier. There are
two possibilities for such an update. If the failed lookup was completed in
1 memory access, the cost for update is another memory access. Otherwise,
i.e. if the failed lookup required 2 memory accesses, the update comes for
free. In any case, we can say that UFC = 2 memory accesses.
As mentioned in Section 1.1, the size of an IPv6 MFC-5 flow key is 296

bits. The corresponding size of an IPv4 MFC-5 flow key is 104 bits which
is considerably easier to handle. We therefore dimension the router as if all
tra c flows were IPv6 tra c. The data structure is constructed by combining
several techniques to achieve reasonable worst case lookup performance and,
at the same time, high average1 performance. From the discussion in Chapter
2 and 7, we know that the worst case cost for 256-bit keys is 23 memory
accesses when using a hybrid tree. We will therefore use a hybrid tree to
represent the 256 least significant bits. The 24 most significant bits are
represented using a space optimal two level 22-2 fixed stride trie (see Chapter
5) where each level consists of 32-bit pointers. It remains to represent the
”middle” 16 bits. To represent these, we use a (2, 16)-block tree with 20-bit
data fields, which is su cient to reference one out of 219 (23, 256)-block trees.
The total lookup cost is TDPC = 2 + 2 + 23 = 27 memory accesses in the
worst case. However, by carefully choosing which of the 296 bits to consider
as the 40 most significant (simply achieved by rearranging the bits), lookups
will require at most 4 memory accesses with very high probability. In fact,
we can view the fixed stride trie as a hash table with 224 slots to obtain
a load factor = 2 5 giving an average lookup cost of 2 + C memory
accesses, where the constant C is at most 3 since the remaining 272 bits
straddles at most 2 block boundaries, even if collisions were solved using
chaining. The worst case update cost is completely dominated by the cost
for updating the hybrid data structure. We have not investigated in detail
how to perform incremental updates of a hybrid tree containing 256 bit keys.
However, the same techniques as described in Chapter 2 and 7, to implement
incremental updates for 128 bit keys, can be used. With a storage overhead

1Assuming that each key is a uniformly random 296-bit number.
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of 100%, giving a storage cost of 2 memory blocks per key, we estimate that
incremental updates can be achieved in double the cost for 128 bit keys.
This gives a worst case update cost of UDPC 15000 memory accesses. In
practice though, the average update cost matches the average lookup cost
and is thus only a few memory accesses. The storage cost for the dynamic
packet classifier is obtained by adding the worst case fixed stride trie cost of
(222 + 219 · 22) · 32/256 = 786432 memory blocks, the (2, 16)-block tree cost
of less than 219 · 64/256 = 131072 memory blocks, and the (23, 256)-block
tree cost of 2 · 219 memory blocks, giving a total of SDPC = 1966080 memory
blocks.
It remains to engineer the static packet classifier. The first step is to

use crunching to compress each address and port to 12 bits. Let N IPv4
SPC and

N IPv6
SPC be the number of rules containing IPv4 addresses and IPv6 addresses

respectively. We map IPv4 addresses onto 0 . . . 2N IPv4
SPC and IPv6 addresses

onto 2N IPv4
SPC +1 . . . 2 ·

³
N IPv4
SPC +N

IPv6
SPC

´
thereby appending the address spaces.

The maximum cost for address space compression is obtained by considering
all rules to be IPv6 rules. We need two (7, 128)-block trees2, with implicit
data fields as described in Chapter 7, giving a storage cost of 212 memory
blocks for compressing the address spaces. Compression of ports is achieved
by using two (3, 16)-block trees at a storage cost of 256 memory blocks. The
total lookup cost for address space compression (assuming that lookups can
not be executed in parallel) is 7 + 7 + 3 + 3 = 20 memory accesses. After
compression, each rule can be represented by only 104 bits. This means that
two rules can easily be stored in one memory block and that the total size of
the compressed rule list is 512 memory blocks. Considering worst case per-
formance, we can use linear search to achieve TSPC = 532 memory accesses
(including address space compression). Since the dynamic packet classifier
usually needs to be updated, when a lookup in the static packet classifier is
performed, the cost for linear static packet classification is negligible com-
pared to the total cost for establishing a new tra c flow. The total storage
cost for the static packet classifier is SSPC = 4864 memory blocks.
Assuming that the middle end router is based on standard PC, or equiv-

alent hardware, where the memory is clocked at 200MHz, we achieve the

237 = 2187 interval endpoints can be represented by a 128-bit block tree.
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Table 2: Worst case characteristics of the middle end router.

Throughput (normal) 39 1 5. 12 · 106 packets/second
Throughput (fragmented) 41 1 4. 87 · 106 packets/second
Establishment (normal) 15544 1 12867 flows/second
Establishment (fragmented) 15546 1 12865 flows/second
Routing table updates 2361 1 84710 updates/second
Routing table size 32768 32768 IPv4 routes

16384 16384 IPv6 routes
Classification rules 1024 1024 rules
Tra c flows 524288 524288 flows
Fragmented tra c 1024 1024 fragmented packets
Physical memory 2026240 64.84 · 106 bytes

Table 3: Average case characteristics of the middle end router.

Throughput (normal) 15 1 1 3.33 · 106 packets/second
Throughput (fragmented) 17 1 11.76 · 106 packets/second
Establishment (normal) 546 1 0.36 · 106 flows/second
Establishment (fragmented) 548 1 0.36 · 106 flows/second

performance shown in Table 2.

Clearly, the limiting factor both regarding throughput and establishment
of new tra c flows in the inferior worst case performance of the dynamic
packet classifier. If we settle for average performance instead we obtain the
figures shown in Table 3.

The average performance is limited by the cost for static packet classifi-
cation. This is not surprising since linear search is used. However, this does
only e ect the performance of establishing new tra c flows which can still be
performed at a ratio of over 300 thousand new tra c flows per second. Fur-
thermore, the figures shown in Table 3 are based on the assumption that the
static packet classifier always matches the last rule and are therefore overly
pessimistic.
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1.1.2 Engineering a High-end Router

For the high-end router we want to push the performance to the extreme. To
simplify the discussion slightly, we consider only IPv6 tra c. Furthermore,
we skip the dynamic packet classifier which means that the high-end router
does not keep track of tra c flows. It also means that there is no limit
on the number of simultaneous tra c flows. The static packet classifier is
however used to implement some filtering (e.g. access lists) which is typically
supported in a high end-router. The goal is to support NFWD = 1M routing
entries and NSPC = 1M classification rules.
The forwarding engine is implemented by using a 128-bit hybrid tree with

16-bit data fields3 and a storage cost of 202 bits per interval as described
in Chapter 7. We immediately get a worst case lookup cost of TFWD = 12
memory accesses, a worst case update cost of UFWD = 7895 memory accesses,
and a worst case storage cost of SFWD = 1. 65 · 106 memory blocks.
The static packet classifier is implemented using address space compres-

sion to reduce 128-bit addresses to 21 bits using the techniques described
in Chapter 7. We then get a lookup cost of 12 memory accesses for each
address and a storage cost of 2097152 memory blocks for address space com-
pression. The remaining classification after address space compression is
performed using E-TCAMs as described in Chapter 7. The total width for
each E-TCAM cell is 21 + 21 + 16 + 16 + 8 = 82 bits and for the sole pur-
pose of this discussion we model the storage cost of each E-TCAM bit by
10 regular bits. The total storage cost for the static packet classifier is then
SSPC = 2097152 + 2

20 · 10 · 82/256 = 5455872 memory blocks.
Our choice of hardware for the high end router is crucial to achieve the

highest performance. To maximize the throughput we use the fastest possible
memory and combine this with pipelining. The first 12 pipeline stages are
used for address space compression. Compression of source and destination
addresses runs concurrently. We also assume that the E-TCAM is pipelined
and that one result is output each clock cycle4. In the final step, we perform
lookup in the forwarding table using 12 pipeline stages. The overall e ect on
the performance from these assumptions is that one packet is classified and

3We assume that 16 bits is su cient to represent a nexthop index.
4This may be a too optimistic assumption.
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Table 4: Worst case performance of the high end router.

Throughput 1 1 500 · 106 packets/second
Routing table updates 7895 1 63331 updates/second
Routing table size 32768 106 routes
Classification rules 1024 106 rules
Tra c flows flows
Physical memory 7.11 · 106 228 · 106 bytes

forwarded each clock cycle. Assuming that the whole device can be clocked
at 500MHz, we obtain the characteristics shown in Table 4.

Given that it is almost impossible to buy a standard PC today equipped
with less than 2 Gbytes of memory, the total storage cost of 228 Mbytes is
rather low. The throughput of 500 million packets per second corresponds
to a bandwidth of 160 gigabit per second in the worst case.

2 Conclusion

We have developed a suite of algorithms and data structures for solving
some of the decision problems that occur in a router/firewall. From the
discussion in the previous section we have seen that these algorithms can be
used to engineer routers with various performance characteristics targeted
for specific usage scenarios. Our focus have been on achieving high worst
case performance and we believe that this has also been achieved for the low
end router and the high end router which both have high performance in
relation to the resources used. The middle end router performs well on the
average but su ers from an inferior dynamic packet classification algorithm
which limits the worst case throughput and severely limits the worst case
performance of establishing new tra c flows. Furthermore, the static packet
classifier in the middle end router uses linear search and this would definitely
be a bottleneck if the update performance of the dynamic packet classifier is
improved.
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3 Further Research

In this final section we discuss a few challanges that we consider for future
research. Our ambition is not to make a comprehensive list of all challanges
we consider but rather to use the results of the thesis as a baseline and
describe possible ways to move forward from where we are now.
The hybrid tree performs interval matching, or extended search, and it is

therefore straight forward to implement exact matching as required by DPC
as well as longest prefix matching with guaranteed performance. However,
both of these problems are inherently simpler (or at least not harder) than in-
terval matching and we would therefore like to investigate how to exploit this
in order to increase the performance further for the two specific applications.
For longest prefix matching using hybrid trees, each prefix requires 2w

bits of storage where w is the maximum length of the prefix. One possi-
ble improvement could be to customize hybrid trees to handle prefixes and
hopefully reduce the worst case storage cost to w bits per prefix or even
better.
When hybrid trees are used for exact matching, each key adds one interval

endpoint and thus the worst case storage cost for a w-bit key is w bits,
assuming that all keys are of the same length. In this case, it seems hard to
reduce the worst case storage cost further. Therefore it is more interesting to
see if the lookup cost can be reduced either by using new techniques (such as
bit push-pulling etc. described in Chapter 2) to reduce the actual cost for a
specific key size or even better to improve the asymptotic lookup performance
to o ( w) without increasing the storage cost.
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Speeding-up the Traversal of
Pascal’s Triangle
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Appendix A

In this appendix we derive a closed expression for x (k,m) = x, whereμ
x

m

¶
= k.

The first step is to take the logarithm of the two sides of the equation and
then express the binomial coe cient using Eulers Gamma function to obtain

ln
(x+ 1)

(m+ 1) · (x m+ 1)
=

ln (x+ 1) ln (m+ 1) ln (x m+ 1) = ln k

or equivalently

ln k + ln (m+ 1) = ln (x+ 1) ln (x m+ 1) (1)

We will attack this equation by using an approximation of the logarithm of
the gamma function:

ln (z + 1) = G (z + 1) +
ln (2 )
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+O

μ
1

z3
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,

where
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¶
· ln z z +

1

12z
.

Before proceeding, we will derive the ln approximation above from Binet’s
first Log Gamma formula [4][1][5]
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The first part of the formula can be used as it is but we need to get rid of
the infinite integral. More precisely, we must show thatZ

0

μ
1

2

1

t
+

1

et 1

¶
· e

tz

t
dt =

1

12z
+O

μ
1

z3

¶
.

To achieve this, we use a similar approach as in [3] Section 1.3 and 3.12. The
finite Tailor expansion for t/ (et 1) , derived from the Euler formula, is

t

et 1
= 1

t

2

nX
k=1

( 1)k ·Bk
(2k)!

· t2k + t2n+2
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·
Z 1

0
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where Br is the rth Bernoulli number1 and
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(2k )2n+1
(n 0) .

By subtracting 1 t/2 from both sides and dividing both sides by t we obtain
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=
( 1) ·

³
1
6

´
2 · (2 1) · z

( 1)2 · 1
30

2 · 2 · (2 · 2 1) · z3 +O
μ
1

z4

¶
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=
1

12z

1

360z3
+O

μ
1

z4

¶
=

1

12z
+O

μ
1

z3

¶
.

The next step is to rewrite the right hand side of Equation (1) by using the
derived approximation. We have

ln (x+ 1) ln (x m+ 1) =

= G (x+ 1) +
ln (2 )

2
+O

μ
1

x3

¶
Ã
G (x m+ 1) +

ln (2 )

2
+O

Ã
1

(x m)3

!!

= G (x+ 1) G (x m+ 1) +O
μ
1

x3

¶
=

μ
x+

1

2

¶
· lnx x+

1

12xÃμ
(x m) +

1

2

¶
· ln (x m) (x m) +

1

12 (x m)

!

+O
μ
1

x3

¶
=

μ
x+

1

2

¶
· lnx x+

1

12xμ
(x m) +

1

2

¶
· ln (x m) + (x m)

1

12 (x m)
+O

μ
1

x3

¶
= x lnx x ln (x m) +m ln (x m) x+ (x m) +

1

2
lnx

1

2
ln (x m) +

1

12x

1

12 (x m)
+O

μ
1

x3

¶
= lnxx ln (x m)x + ln (x m)m + lnx

1
2 ln (x m)

1
2 m+

1

12
·
Ã

x m

x · (x m)

x

x · (x m)

!
+O

μ
1

x3

¶

= ln
xx · (x m)m · x 12
(x m)x · (x m)

1
2

m
1

12
· m

x · (x m)
+O

μ
1

x3

¶

= ln
xx · (x m)m · x 12
(x m)x · (x m)

1
2

m+O
μ
m

x2

¶
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= ln
³
xx+

1
2 · (x m)m x 1

2

´
m+O

μ
m

x2

¶
= ln

Ã
xx+

1
2 ·
μ
x · x m

x

¶m x 1
2

!
m+O

μ
m

x2

¶

= ln

Ã
xx+

1
2 · xm x 1

2 ·
μ
1

m

x

¶m x 1
2

!
m+O

μ
m

x2

¶

= ln

Ã
xm ·

μ
1

m

x

¶m x 1
2

!
m+O

μ
m

x2

¶
= m lnx

μ
x m+

1

2

¶
· ln

μ
1

m

x

¶
m+O

μ
m

x2

¶
.

Since
0 1

m

x
< 1

and

ln (1 z) = z
z2

2
+O

³
z3
´
,

we can perform the following simplification

m lnx
μ
x m+

1

2

¶
· ln

μ
1

m

x

¶
m+O

μ
m

x2

¶
=

= m lnx
μ
x m+

1

2

¶
· m

x

³
m
x

´2
2

+O

Ãμ
m

x

¶3!

m+O
μ
m

x2

¶
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μ
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1

2

¶
· m

x

³
m
x

´2
2

m+O

Ãμ
x m+

1

2

¶
·
μ
m

x

¶3
+
m

x2

!

= m lnx
μ
x m+

1

2

¶
· m

x

³
m
x

´2
2

m+O

Ã
m3

x2
m4

x3
+
1

2

m3

x3
+
m

x2

!

= m lnx+
μ
x m+

1

2

¶
·
Ã
m

x
+
m2

2x2

!
m+O

Ã
m3

x2

!
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= m lnx+m
1

2

m2

x

1

2

m3

x2
+
1

2

m

x
+
1

4

m2

x2
m+O

Ã
m3

x2

!

= m lnx
1

2

m2

x
+
1

2

m

x
+O

Ã
m3

x2

!

= m lnx+
m

x
·
μ
m+ 1

2

¶
+O

Ã
m3

x2

!

= m lnx
m

x
·
μ
m 1

2

¶
+O

Ã
m3

x2

!

= m ·
μ
lnx

1

x
·
μ
m 1

2

¶¶
+O

Ã
m3

x2

!
.

By also using

ln (x z) = lnx
1

x
· z +O

Ã
z2

x2

!
,

we can simplify this even further

m ·
μ
lnx

1

x
·
μ
m 1

2

¶¶
+O

Ã
m3

x2

!
=

= m · ln
μ
x

m 1

2

¶
+O

³
m 1
2

´2
x2

+O

Ã
m3

x2

!

= m ln
μ
x

m 1

2

¶
+O

Ã
m3

x2

!

to obtain the following (considerably simpler) equation

m ln
μ
x

m 1

2

¶
= ln k + ln (m+ 1) +O

Ã
m3

x2

!
.

It remains to solve this equation for x. We have

ln
μ
x

m 1

2

¶
=

ln k + ln (m+ 1)

m
+O

Ã
m2

x2

!

exp
μ
ln
μ
x

m 1

2

¶¶
= exp

Ã
ln k + ln (m+ 1)

m
+O

Ã
m2

x2

!!

x
m 1

2
= exp

Ã
ln k + ln (m+ 1)

m

!
· exp

Ã
O

Ã
m2

x2

!!
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= exp

Ã
ln k + ln (m+ 1)

m

!
·O

Ã
exp

Ã
m2

x2

!!

= exp

Ã
ln k + ln (m+ 1)

m

!
·
Ã
1 +O

Ã
m2

x2

!!

= exp

Ã
ln k + ln (m+ 1)

m

!

+exp

Ã
ln k + ln (m+ 1)

m

!
·O

Ã
m2

x2

!

= exp

Ã
ln k + ln (m+ 1)

m

!
+O

Ã
m2

x

!

since

exp

Ã
ln k + ln (m+ 1)

m

!
·O

Ã
m2

x2

!

= O

Ã
m2

x2
· exp

Ã
ln k + ln (m+ 1)

m

!!

= O
m2

x2
· exp ln

³
x
m

´
m

= O

Ã
m2

x2
· m

s
exp

μ
ln
μ
x

m

¶¶!

= O

Ã
m2

x2
· m

sμ
x

m

¶!
= O

Ã
m2

x2
· m xm

!
= O

Ã
m2

x2
· x
!
= O

Ã
m2

x

!
.

Finally we have

x = x (k,m) = exp

Ã
ln k + ln (m+ 1)

m

!
+
m 1

2
+O

Ã
m2

x

!

= exp

Ã
ln k + lnm!

m

!
+
m 1

2
+O

Ã
m2

x

!

and the proof is completed.
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Appendix B

Configuration of Space Optimal
Fixed Stride Tries
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Appendix B

In this appendix, we investigate how to configure a fixed stride trie to achieve
optimal compression ratio for a given number of intervals n.
Consider an unknown set of n prefixes where the length each prefix is be-

tween 0 and w bits. Our goal is to determine how to configure a space optimal
t-level fixed stride trie for representing these prefixes. By space optimal, we
mean the configuration that yields the best worst case number of pointers. A
configuration can be presented to an adversary who chooses a pathological
set of n prefixes with the sole purpose of making the resulting data struc-
ture for representing these prefixes as large as possible. The space optimal
configuration is the configuration that makes it hardest for the adversary.
For small n, the space is not that serious of an issue. We can therefore

assume that n À t. Let k1-k2-. . .-kt be the stride sequence of the resulting
fixed stride trie. The only thing we know for sure in advance is that the
cost for the first stride will be amortized over n prefixes. Therefore, it does
not make sense to choose k = k1 such that 2k is smaller than n, and we will
therefore assume that 2k n. The pointers at the first level correspond to 2k

buckets. To simplify the analysis, we assume that we can use fractional bits1.
This means that the resulting strides must be adjusted to integers before the
actual worst case size of the data structure can be computed.

Lemma 1 The worst case set of prefixes: (i) consists exclusively of w-bit
prefixes and (ii) places at most one prefix in each bucket at level 1.

Proof. (i) Consider a prefix P of length u, where

v 1X
i=1

ki < u
vX
i=1

ki.

If

• P is not located at the lowest level (of the current sub-tree) or
1This can actually be used also in practice. For stride k, the operation of extracting

the k most significant bits to use as index simply corresponds to dividing the search key
by 2k and rounding up.
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• P is not the longest prefix at the current (lowest) level or

• P is not shorter than ¡Pv 1
i=1 ki

¢
+ 2,

then decreasing the length of P will not remove a node/level and thus
not reduce the overall size. The remaining possibility is that P is the single
prefix located at the lowest level (of the current sub-tree) and the length
of P is

¡Pv 1
i=1 ki

¢
+ 1. By reducing the length by one, u becomes equal toPv 1

i=1 ki and level v can be removed, thus reducing the size by 2
kv pointers.

Hence, by shortening the length of a prefix we can only reduce the size, not
increase the size. It follows that there is a worst case set of prefixes that
consist exclusively of w-bit prefixes and (i) is proved.
(ii) Let P be a prefix located in a bucket at level 1 containing more than

one prefix. Since n < 2k, there is at least one empty bucket at level 1. Since
P is not the only prefix in the bucket, it shares the node at level 2 with one
or more other prefixes. If we move P to an empty bucket, we must, at the
least, create a new node at level 2 for P, thus increasing the overall size by
at least 2k2 pointers. We can repeatedly increase the size in this way until no
bucket contains more than one prefix. Hence, each bucket contains at most
one prefix in the worst case and (ii) is proved. ¤
We must now determine how to configure level 2 to t.

Lemma 2 The optimal configuration for level 2 to t is to use the same stride
at each level.

Proof. We have that
tX
i=2

ki = w k

or equivalently
tY
i=2

2ki = 2w k.

The goal is to minimize
tX
i=2

2ki .
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Assume without loss of generality that k2 k3 . . . kt and let k2 kt = 2 .

We want to show that sum above is reduced by decreasing k2 by and
increasing kt by .Ã

tX
i=2

2ki

! Ã
2k2 + 2kt+ +

t 1X
i=3

2ki

!
=

Ã
2kt+2 + 2kt +

t 1X
i=3

2ki

!
Ã
2 · 2kt+ +

t 1X
i=3

2ki

!
= 2kt+2 + 2kt 2 · 2kt+
= 2kt · ¡22 + 1 2 · 2 ¢
> 0 for any > 0.

Hence, if the di erence between the largest and the smallest stride is 2 , the
total cost for level 2 to t is reduced by decreasing the largest stride by and
increasing the smallest stride by . This can be repeated arbitrarily many
times until all strides are equal and the size can not be reduced further. The
optimal configuration thus has equal strides at level 2 to t and the lemma is
proved. ¤
By Lemma 2, the stride sequence of a space optimal t-level fixed stride

trie is k-l-l-. . .-l, where l = (w k) / (t 1) . It remains to compute k and
prove our main theorem.

Theorem 1 The size of a space optimal t-level fixed stride for representing
n w-bit prefixes is t t nt 12w pointers.

Proof. The size of level 1 is 2k. By Lemma 2, level 2 to t are represented by
(w k) / (t 1)-strides and the size of each level is thus 2

w k
t 1 pointers. By

combining this with Lemma 1 we can express the total size as follows.

s (n,w, t) = 2k + n · 2
w k
t 1 + 2

w k
t 1 + . . .+ 2

w k
t 1| {z }

t 1 times

= 2k + n · (t 1) · 2w k
t 1

The optimal value is given by the local minimum. This is computed by first
di erentiating s with respect to k
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s0 (n,w, t) =
k

³
2k + n · (t 1) · 2w k

t 1

´
= 2k ln 2 n2

w k
t 1 ln 2,

and then solving the equation s0 (n,w, t) = 0 for k. We then get

k =
w ln 2 + t lnn lnn

t ln 2

=
w ln 2 + (t 1) lnn

t ln 2

=
w + (t 1) lg n

t

=
w

t
+ lgn

lg n

t
,

which is substituted into the original expression. Some calculations finally
results in

s (n,w, t) = 2
w ln 2+(t 1) lnn

t ln 2 + n · (t 1) · 2
w

w·ln 2+(t 1)·lnn
t·ln 2
t 1

= 2
w ln 2+t lnn lnn

t ln 2 + n · (t 1) · 2w ln 2 lnn
t ln 2

= 2
w
t
+ lnn
ln 2

lnn
t ln 2 + n · (t 1) · 2wt lnn

t ln 2

= 2
w
t
2
lnn
ln 2

2
lnn
t ln 2

+ n
2
w
t

2
lnn
t ln 2

t n
2
w
t

2
lnn
t ln 2

= 2
w
t
n

n
1
t

+ n
2
w
t

n
1
t

t n
2
w
t

n
1
t

= 2
w
t n

t 1
t + n

t 1
t 2

w
t t n

t 1
t 2

w
t

= tn
t 1
t 2

w
t

= t
t
nt 12w,

and the theorem is proved. ¤
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