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Abstract

This dissertation presents work on designing multimedia conferencing systems that better
support informal communication among groups. In this case the term “informal” refers to
the ability of the system to support unplanned communication and side conversations be-
tween members of the group. This contrasts from the classical goal of video-conferencing
systems, which was to support room-to-room meetings between participants at scheduled in-
tervals. The work in the dissertation includes problems related to computer communication
and human computer interaction in order to achieve this goal.

More specifically, work in the field of computer communication is presented on how to
design multimedia systems that use available network resources more efficiently so that a
larger number of end users can be supported. This problem of scalability is important when
trying to support informal communication because the room-to-room model of deployment
is viewed as the primary reason why classical conferencing systems could not support side
conversations between participants. Thus, while it may be an option to pack a large number
of participants into a few conferencing rooms for a formal meeting, informal communication
is better achieved when each participant can join from their own conferencing client.

Other work in the field of human computer interaction deals with various usability is-
sues related to improving the flow of unplanned communication. This includes work on the
visualization of file systems in order to make it easier for users to locate shared files when
coordination and planning on the structure of the file system has not taken place. It also
includes user studies that focus on identifying new requirements and new design goals for
supporting spontaneous communication. In addition, some interdisciplinary work is also in-
cluded that seeks to make it easier to unify research in computer communication and human
computer interaction so that network resources may be allocated to the various functions in
these applications while giving the user the most benefit.

A variety of methods are used to investigate the problems including the design and testing
of prototypes and algorithms and studies of users in laboratory and naturalistic settings.
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1.1 Introduction

This doctoral dissertation presents work on designing multimedia conferencing systems that
better support informal communication among groups. In this case the term “informal” refers
to the ability of the system to support unplanned communication and side conversations be-
tween members of the group. This contrasts from the classical goal of video-conferencing
systems, which was to support room-to-room meetings between participants at scheduled in-
tervals. In general the dissertation focuses on problems related to computer communication
and human computer interaction in order to achieve this goal.

More specifically, the problems in the field of computer communication deal with how
to design multimedia systems that use available network resources more efficiently so that a
larger number of end users can be supported. This problem of scalability is important when
trying to support informal communication because the room-to-room model of deployment
is viewed as the primary reason why classical conferencing systems could not support side
conversations between participants. Thus, while it may be an option to pack a large number
of participants into a few conferencing rooms for a formal meeting, informal communication
is better achieved when each participant can join from their own conferencing client.

The problems in the field human computer interaction deal with usability issues related to
improving the flow of of unplanned communication. This includes work on the visualization
of file systems in order to make it easier for users to locate shared files when coordination
and planning on the structure of the file system has not taken place. It also includes various
user studies that focus on identifying new requirements and new design goals for supporting
spontaneous communication.

Finally, interdisciplinary work is included that seeks to unify research in computer com-
munication and human computer interaction so that network resources may be allocated to
various functions in the way that is most beneficial to users.

A variety of methods are used to investigate the problems including the design and test-
ing of prototypes and algorithms and the study of users in both laboratory and naturalistic
settings.

1.2 Organization

The dissertation is organized in the following way. This chapter is an introduction and sum-
mary. The next section of this chapter gives an overview of the research methodology used
in the work. This is followed by section 1.4, which provides a description of background
material in order to motivate the specific issues addressed. The specific research questions
addressed in the dissertation follow in section 1.5. In section 1.6 the included papers are dis-
cussed. Section 1.7 gives a summary of the dissertation and this is followed by future work.
Finally, the included papers are presented in chapters 2 to 7, followed by the bibliography.
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1.3 Methodology

Throughout the dissertation a methodology is used that focuses on analyzing specific sce-
narios and use cases, and on building new technology in order to serve those use cases.
The scenarios and use-cases targeted are identified through empirical studies, interviews, and
case-studies in a naturalistic setting and new technology is explored through development
and experimentation with prototype systems.

Because the appropriate scenarios and use-cases can vary widely between each appli-
cation the work focuses whenever possible on a single commercially available multimedia
conferencing application, called Marratech Pro. This was made possible because of a part-
nership between the Marratech corporation [51] and Luleå University of Technology. The
focus on a single application is intended to help give the work a more concrete basis and
thus improve its ecological validity. Marratech is thus used in order to identify real-world
usage of multimedia conferencing as closely as possible, as is revealed through interviews of
Marratech employees and studies of users with commercial and experimental versions of the
software. A short description of Marratech Pro is given in subsection 1.4.2.

1.4 Background and motivation

The primary motivation for this work is the failure of traditional video conferencing to live
up to the expectation as a revolutionary piece of technology that has the potential to remake
society. For decades video conferencing has been hyped as a solution for reducing business
travel, saving energy and helping modern workers avoid problems like crime and disease by
allowing them to move away from over crowded urban areas and tele-commute from home.
Despite these grand projections, classical video conferencing systems have generally left
users with a poor impression [22]. The end result of this was numerous commercial fiascos
and a generally bad reputation for the technology.

There are a variety of reasons cited for the failure of classical video conferencing, with
one of the largest criticisms being that systems can not effectively support informal commu-
nication [22]. This was a result of the high cost and limited availability of bandwidth that
made it impossible to support more than a few locations simultaneously. Organizations were
thus generally forced into packing numerous participants into a few dedicated video confer-
encing rooms. The problem with this room-to-room deployment model is that side conver-
sations and unplanned communication between remote participants could not be effectively
supported. This is viewed as a critical drawback because up to 90% of short conversations in
the work place are unplanned, and these conversations have shown to be a critical component
part of overall work productivity [97].

1.4.1 The Internet and Collaborative Work

Despite its failures conferencing and collaboration technology have persisted as hot topics for
research and commercial endeavors. Over the past few decades this has been accompanied by
an entirely new communication infrastructure, the Internet, which has grown to what is now
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a dominate technological and social force. One of the primary benefits of the Internet since
its introduction has been how it enables interpersonal communication over distance. Most
often this has been provided through some form of text messages, with applications such as
email, chat and instant messaging. However, increases in available bandwidth and computing
power have led to an interest in providing richer forms of communicating and collaborating,
with special attention being given to developing Voice-over-IP, live video streaming and new
media such as shared white-boards and shared web-browsers.

Applications that enable audio and video conferencing on desktop computers have been
around since the early 90’s and early on were referred to as “desktop conferencing” applica-
tions. Over the years a variety of additional names have been used within the research com-
munity in order to describe desktop applications that offer audio and video as communication
media, and also deliver new media. A few example names are “e-meetings”, “multimedia
conferencing” (commonly used in human computer interaction circles) and “collaborative
workspace”, (commonly used in the multimedia and computer supported collaborative work
(CSCW) research communities).

The papers included in this dissertation use various terms, depending on which research
community they target. However, the term “multimedia conferencing” is used in the title of
this dissertation and for the rest of this introduction simply because it is a more widely known
term than collaborative workspace and more clearly emphasizes the possibility of using new
media than the term “desktop conferencing”. Since its introduction multimedia conferencing
has shown promise and has steadily grown in popularity. Early research reported that it does
seem to be a more effective tool than traditional video conferencing for facilitating informal
communication, with users noting that one of the primary benefits it provides is that it allows
them to communicate freely without needing to book dedicated conferencing rooms [85].

1.4.2 Marratech Pro

One example of a commercially available multimedia conferencing application is Marratech
Pro. It is described here in order to give the reader a concrete example of the types of appli-
cations targeted by the work and also because it is utilized for research in many of the papers
in the dissertation. This work includes prototypes that have been integrated into Marratech
software, and user studies conducted with participants using experimental and commercial
versions of the software.

A screen shot of Marratech is shown in figure 1.1. Marratech provides users with a variety
of communication media, including audio, video, chat, a shared white-board and a shared
web-browser. All of these media can be used in order to communicate with the entire group.
In addition, audio and chat have functionality that also allows them to be used to conduct 1-1
side conversations.

Marratech fully supports IP-Multicast in order to improve scalability (more information
about scalability and multicast is given in the next subsection) and the Marratech Pro client
is supplemented by a portal that is used as a connectivity point for each “e-meeting room”.
During a meeting the portal is used as a license server, and also as a media gateway in order
to reflect traffic to clients that are not directly reachable over IP-multicast. Users can enter



6

Figure 1.1: A screen shot of the multimedia conferencing tool Marratech Pro.

a Marratech e-meeting room by navigating to the portal using a web browser, and then by
simply clicking on a hyper-link associated with room.

The ease with which users can join a conferencing session using Marratech Pro and other
multimedia conferencing systems opens up a variety of interesting possibilities that were not
possible with traditional video conferencing. One such possibility is the ability to create a
virtual shared office [26], where users keep their video cameras on through out their work
day in order to create a consistent feeling of shared presence. A virtual shared office is an in-
teresting use-case for investigating support for informal communication because it implicitly
creates an atmosphere where users can contact each other in a spontaneous way.

1.4.3 Scalability

However, one problem that must be overcome when setting up a virtual shared office is that
from a resource standpoint it can be fairly difficult to support each member of a work team
with their own conferencing client. This is because the bandwidth and computing power
required for each user can be quite large, particularly for supporting video. One option for
avoiding this problem is to use a similar tactic that was employed in traditional video con-
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ferencing and set up the virtual shared office in a few common rooms at various locations
instead of at individual work stations. This can provide for a certain degree of informal com-
munication by allowing co-workers to communicate in a fairly casual way by for example
sharing a cup of coffee together from various remote locations.

The problem with this strategy however is that it limits communication to the set of peo-
ple that are physically located in one of the supported rooms. This tends to lower use of the
technology since it makes it difficult for people to contact each other in many of the situations
they would normally like to communicate [17]. So, just as with formal conferencing meet-
ings, the ability to communicate directly from their desktop seems to be an attractive option
for users [17].

The term ‘scalability is often used to refer to how well a computer system can adapt to
increased demands. Since the room-to-room model is viewed as a barrier to the adoption of
conferencing in both formal [22] and informal [17] settings it can be argued that scalability
in terms of supporting a larger number of end users is a critical component to the adoption
and overall usability of a multimedia conferencing application.

a: Unicast b: Multicast

Figure 1.2: IP-Multicast.

Since bandwidth is generally a limited resource one proposed solution for improving the
scalability of networked applications is to take advantage of the multicast delivery model,
which allows a sender to reach multiple receivers by sending a single data packet. The origi-
nal strategy for accomplishing multicast delivery was to use IP-Multicast, which supports data
replication in routers. However, global deployment of IP-Multicast over the public Internet
has shown to be unachievable so today researchers have switched their focus to supporting
multicast by using a peer-to-peer structure, where clients are responsible for replicating data
and forwarding it to other group members.

In order to support more scalable multimedia conferencing applications several chap-
ters of this dissertation deal with issues related to multicast data transport. The protocols
described have in common that they assume the existence of the multicast delivery model,
and also that they are of an end-to-end nature. This insures that they are compatible with
IP-Multicast or any other multicast delivery model that may be present.
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Reliable Multicast

One of the inherent features of the Internet is that it provides best-effort service instead of
guaranteeing the delivery of every data packet sent. This may be acceptable for some media
since they may still perform well when the occasional packet is lost. In other situations de-
livery guarantees may be necessary however. For example, a file transfered over the network
may be unusable if even a single packet is lost during transmission whereas this may create
much smaller problems for a voice conversation. Therefore, best-effort delivery is not gen-
erally viewed as a design flaw of the Internet, but rather as a feature that avoids unnecessary
data recovery by allowing reliability to be added to each application in a custom way when
necessary.

Adding reliable data transport on top of the multicast delivery model is referred to as
reliable multicast. This has proven to be a complex problem with many different schemes
being created for various applications and deployment scenarios. A staggering number of
reliable multicast protocols have therefor been created over the years with the vast majority
falling into one of the following three categories.

Tree-based ACK protocols The most strait forward approach for reliable multicast is to de-
sign a protocol that is similar to almost universally deployed protocol for unicast re-
liability, TCP. However, TCP requires that a receiver send a positive acknowledgment
(ACK) in order to notify the sender that a data packet has been successfully received.
This can create problems for multicast sessions as the receiver set grows, because the
number of ACKs, if left unchecked, will overwhelm the sender. This "ACK implosion"
problem can be avoided by building a logical tree-structure and performing feedback
aggregation, with parents being responsible for reporting that all of their children have
successfully received a packet. While this strategy scales very well, it introduces a new
problem in that the tree-structure must be maintained when hosts join or leave the ses-
sion. Since the users of multimedia conferencing tools tend to come and go at will this
is not a problem that can be overlooked, and is further complicated because each host
in the session is a potential data sender, which will require the maintenance of multiple
trees.

Forward Error Correction protocols (FEC) Another approach that can completely avoid
problems related to recovery feedback is to take a pro-active stance towards packet loss
by sending multiple copies of the data, so that it becomes likely that at least one copy
will reach each receiver for a particular loss event. However, this pro-active approach
comes at a cost since it also increases the size of the original data stream. Therefore,
FEC viewed as inefficient for small to medium sized sessions. This is particularly
problematic for multi-sender applications like multimedia conferencing because the
size of each data stream can directly reduce the number of effective senders that can
participate in the session.

Nack-oriented protocols The third approach is to use a Negative-Acknowledgment (Nack)
scheme where receivers send feedback when they realize that they have lost a packet,
rather than when they receive one. The rational behind Nack-oriented protocols is that
they generally reduce the number of feedback messages required because a lost packet
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occurs much less frequently than the successful reception of a packet. There are also
a variety of techniques available in order to further reduce the amount of feedback
needed. This is most commonly achieved by having each receiver set a random-timer
before sending a Nack, in order to suppress their own Nack if one arrives from another
host before their timer expires [29]. Nack-oriented protocols do not suffer from either
of the drawbacks mentioned above, in that they do not require a formal structure to
be maintained and are more efficient than FEC-based protocols for small to medium
size sessions. For this reason, multicast based collaborative tools, like the white-board
included in Marratech Pro, most often utilize Nack-oriented reliability. This is also
why Nack-oriented reliability is featured more heavily than other forms of reliability
in this dissertation.

1.4.4 Usability

In addition to work on scalable data delivery the dissertation also addresses usability issues
related to supporting unplanned communication. Support for spontaneous communication is
viewed as an important feature of a conferencing system because its use in organizations has
been widely documented [20], [26], [97]. Desktop and multimedia conferencing and the stand
alone use of other new media from the desktop such as Instant Messaging, Chat and Media
Spaces have all been reported to be useful for stimulating the flow of such communication in
the workplace [26], [58], [33].

Video-mediated chat

Despite its popularity chat is commonly viewed as a “media-poor” [82] form of communica-
tion and as the “low-bandwidth” condition when studies are conducted into various commu-
nication media. This creates a general impression that chat is an inferior form of communica-
tion to audio and will thus only be used when technical barriers make audio communication
difficult.

This view is supported implicitly by the goal that has existed among telecommunication
workers for over a century of emulating face-to-face communication as closely as possible. It
is also supported by the “bandwidth hypothesis”, which claims that closer semblance between
the set of modes that is offered by a technology to those of face-to-face communication the
better efficiency is achieved by the use of that technology [95]. Chapanis et al. however
have shown that there are some situations where low-bandwidth media perform as well as
high-bandwidth media [13], [14]. This suggests that alternative forms of communication
may be worth investigating, even if they do not move closer towards the goal of emulating
face-to-face communication.

One possibility is that the alternative goal set by Hollan and Stornetta [35] may apply to
chat technology even though it does not emulate face-to-face interaction as closely as audio.
They argued that emulating face-to-face interaction may not always be the best way to serve
users and that instead designers should approach the problem by “identifying needs which are
not ideally met” in face-to-face interaction and create applications that “leverage the strengths
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of the new medium” and go “beyond being there” in order to offer advantages that do not exist
in co-located environments.

One question surrounding the usage of chat in the workplace is whether it does seem
to fit this vision and offer its own unique advantages as a communication medium, or if
the bandwidth hypothesis holds in this case, and it has only gained popularity because it is
easier to install and set-up than audio communication (i.e. low bandwidth, no microphones.).
Chapter 7 tackles this issue.

Visualization of Shared File Systems

The dissertation also includes work on the visualization of file systems that is intended to
make it possible to reduce the amount of planning necessary when users wish to share files
with each other. Shared file systems in one form or another are a common feature of modern
multimedia conferencing tools and are included in order to allow the group to communicate
asynchronously by storing and retrieving various types of files. In the Marratech Pro the
shared white-board can serve as a fairly basic example of such a system, since each user has
permission to create white-board pages and edit, view and store pages created by other users.

Figure 1.3: A screen shot of Microsoft Explorer, which uses the node and indentation tech-
nique for depicting directory structures.

File systems are often structured hierarchically so that files can be semantically grouped
together and thus easier to locate. The common strategy today for visualizing file system hi-
erarchies is the node and indentation technique used by browsers such as Microsoft Explorer
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and Nautilus for Linux. One disadvantage of visualizing files in this way is that it is difficult
for users to get an overview of the hierarchy since a large amount of content information is
hidden within nodes that must be navigated manually [93].

This may create difficulties for users when, for example, they wish to view a file without
having prior knowledge of its exact location. For shared file systems this creates a potential
problem since inevitably users will want to locate files that were placed in the structure by
someone else. Formal planning by group members on the structure of the file system may be
one way reducing this problem. However, this does not directly lend itself to the informal,
unplanned approach to communication targeted in this dissertation.

Figure 1.4: An example of a Treemap visualization

One alternative, which is explored in chapter 5, is to create visualizations that make it
easier for users to obtain an overview of the file system with an unplanned directory structure.
Treemaps [81], are perhaps the most well known visualization technique created in part to
deal with the problem of providing users with a better overview of hierarchies. Treemaps
are basically nested Venn diagrams where the size of each node is proportional to the size of
the file or directory it represents. An example Treemap is shown in figure 1.4. In Treemaps
hierarchies are displayed through enclosure instead of through connections, unlike the node
and indentation technique. The space-filling approach is a clever and simple way of allowing
users to obtain an overview of the entire contents of the structure (or a great deal of it) since it
can allow all files and directories to be viewed at once. StepTree builds heavily on Treemap,
and was created in part to improve upon the ability of users to interpret structural relationships
within the directory structure.
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1.5 Research Questions

The most natural research question that covers the work in this dissertation is How can mul-
timedia conferencing systems be designed so that they better support informal communica-
tion?. As stated in the introduction to this chapter the specific research questions addressed
are related to scalability, so that a larger groups can be supported while avoiding the room-
to-room deployment model and usability issues related to reducing the amount of planning
needed for communication. 5 specific research questions addressed in the dissertation are
given below to more clearly place the papers in the context of the two issues mentioned
above.

1.5.1 Research questions related to scalability

Work on scalability in the dissertation focuses primarily on multicast data transport. This
includes work on multicast transport protocols, and also work on how and when to use trans-
port protocols in the way that gives users the maximum benefit. The idea behind this second
issue is to ultimately make it possible for users to have a satisfactory experience while using
less network resources, thus allowing more total users to be supported on a given link. These
are both complex problems due to the best-effort delivery model prevalent on the Internet
and because of numerous application specific issues that must be considered. Ultimately the
effect of protocols and strategies on the network and on users must be considered.

Research questions 1 - 3 deal with the efficient design and effective use of data transport
protocols so that ultimately more end users can be supported.

1. Which protocols should be used for reliability and congestion control?
Conflicting application requirements have led to the general view that there is no “one-
size-fits all” strategy for multicast data transport. This has led to the creation of a
variety of schemes in order to serve different deployment scenarios and classes of ap-
plications. These protocols are typically designed for “general use” and while the
techniques employed by a specific protocol may be useful, further refinement may be
required in order to provide maximum benefit to a given application. Chapter 2 con-
tains work on this research question and gives an assessment of the impact that existing
protocols would have on multimedia conferencing tools when deployed under an um-
brella of appropriate real-world requirements, and offers a novel protocol designed to
meet those requirements.

2. When should reliable transport be used?
Even if the first research question has been answered and an appropriate reliability
mechanism is available it is still not always clear when it should be applied in order
to give users the most benefit. Providing too much reliability is a waste of valuable
resources but allowing too much data to be lost can dramatically degrade the perfor-
mance of an application. Chapter 3 deals with this question and gives an analysis of
common media used in multimedia conferencing applications in context of specific
usage scenarios, and the potential impact of loss on users.
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3. What is the best way to use available resources in order to enhance the group experi-
ence?
This question must be approached in a similar way to question 2 in that it requires a
designer to “go beyond the bits” and consider aspects of group dynamics and human
communication patterns in relation to the respective media. For example, is it best
to divide bandwidth equally between all clients or would the group experience be en-
hanced if certain hosts were given a greater portion of the session bandwidth? Chapter
4 and chapter 6 deal with this research question.

1.5.2 Research questions on supporting unplanned communication

In addition to scalability the dissertation also contains research related to improving
support for unplanned communication. This includes work on file system visualization
and on alternative modes of communication. Research questions 4 and 5 are related to
this work.

4. How can file system overviews be improved?

As explained above in section 1.4, one way of freeing users from the need to plan
the structure of a shared file system is to provide an effective file system overview.
Research question 4, which is examined in chapter 5 deals with this issue.

5. What advantages if any can chat provide over audio in media rich environments?

Audio and chat are two of the most popular communication media used in multimedia
conferencing. Chat has proven to be a popular media for supporting informal com-
munication on its own but it is not clear what advantages, if any, it offers over audio
communication in media-rich environments. Research question 5 deals with this issue
and is examined in chapter 7 and has important implications for designers because,
if chat does show to be useful in media rich environments, then research into video-
mediated chat seems prudent.

1.6 Summary of included publications

This section presents a short description of the papers in the order they were published. The
actual papers appear in separate chapters beginning after this introduction. All figures, tables
and sections have been renumbered in order to provide common numbering throughout the
dissertation. In addition, bibliography references have been renumbered with a common
bibliography provided in the last section of the thesis. Finally, a common format has been
applied to all of the papers, with some cosmetic changes occurring to tables and figures in
order to fit the format.
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1.6.1 Low-Weight Congestion Control for Multi-sender Applications

This paper focuses on research question 1 from section 1.5, “Which protocols should be used
for reliability and congestion control?”.

The paper focuses on design requirements for reliable multicast and congestion control
protocols for multimedia conferencing. It also introduces a novel protocol that was designed
using these requirements. The requirements were formulated by conducting meetings at Mar-
ratech in order to gain insight from employees there that had extensive real world experience
deploying multimedia conferencing tools and then used in order to help create the main ideas
behind the protocol, which is described in section 2.4. A brief list of these requirements is
listed below.

1. The scheme must not harm the ability of the group to communicate.

2. Special consideration is necessary for keeping the scheme as low-weight as possible
both in the amount of bandwidth consumed and in the number of multicast addresses
used.

3. In order to be deployable in today’s multicast networks the scheme must be end-to-end
in nature.

4. The scheme must be compatible with the use of reflectors, Network Address Transla-
tors (NATs) and firewalls.

A more detailed description of the motivation behind these requirements, as well as many
of their implications on protocol design are given in section 2.2.

The protocol introduced in the paper has an advantage over previous schemes in that it
operates with less overhead in environments where it difficult for unicast connections to be
established between clients, such as those where NATs, firewalls and reflectors are present.
The key feature of the scheme that makes this possible is the seamless combination of con-
gestion control and recovery feedback. This is a somewhat different strategy than adopted by
previous work, where data recovery and congestion control have generally been looked at as
orthogonal problems and researched separately so that the respective recovery and congestion
control schemes to be combined in a variety of ways in different applications. While this does
allow for a certain amount of flexibility, it also creates a certain amount of overhead, which
the paper argues can be significant in this case. The protocol is offered as a solution to reduce
this overhead.

1.6.2 Efficient Workspaces through Semantic Reliability

The second paper in the dissertation also deals with reliable multicast but shifts focus from
how reliability should be achieved to the second question in section 1.5, ”When should reli-
able transport be used?”.

Traditionally this question has been approached by giving each media or function in-
cluded in an application a static designation corresponding to either “best-effort”, where no
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Figure 1.5: The white-board contained in the Marratech Work Environment. The position of
the red pointer arrow show is normally sent via “best-effort” transport, while objects, such as
the circle shown, are normally sent via “reliable” transport.

attempts are made to recover lost packets, or “reliable”, where attempts are made to recover
all lost data. Examples of media that are normally thought of as requiring reliable trans-
port include shared web-browsers and chat tools, while audio and video are more commonly
viewed as being served properly by best-effort transport. Some media can also be viewed as
providing a combination of best-effort and reliable functionality. An example of this is given
by the Marratech white-board, which is shown in figure 1.5. The white-board was originally
created with information regarding the current position of the context-pointer arrow sent via
best-effort, and all other information, such as the text, shapes, pictures and other objects, sent
using reliable transport.

The problem with giving each media or functionality a static designation is that it may not
always be appropriate when the current application scenario changes. When sending video at
a low frame-rate for example it has been shown to be desirable to use reliable delivery [15].
However, this is not always the case at higher frame rates because the time between frames
may be short enough to make such repairs obsolete by the time they reach the receiver(s).
Thus, the static designation of video as either a reliable or best-effort medium will be sub-
optimal when streaming at variable frame-rates. The technique of applying “obsolescence”
and other data semantics so that packet recovery can be applied in an ad-hoc way is known
as “semantic reliability”.
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The paper focuses on how semantic reliability can be applied in multimedia conferencing
tools. It provides an analysis of each media contained within Marratech Pro, and examines
how how semantic reliability can be used to refine the use of reliable multicast in the appli-
cation. The work builds on a previously created framework for enabling semantic reliability
[24] and describes how the framework can be applied to the various media in order to serve
users in a variety of common use cases.

The use cases are used in order to isolate situations where packet losses may be acceptable
from a users standpoint in a traditionally reliable media, and also scenarios where increased
reliability may benefit traditionally best-effort media. For a detailed description of each sce-
nario the reader is referred to section 3.3.

1.6.3 User-interest Driven Video Adaptation for Collaborative Workspace
Applications

Figure 1.6: Sometimes during e-meetings participants to leave their office while keeping
their application running. This may be especially true when running a virtual shared office
since video is used for such extended periods of time. When this happens it would be best to
automatically give a larger share of the bandwidth to the remaining participants, in this case
Mikael and Jeremiah.

The paper explores research question 3 in section 1.5 in the context of real-time video and
investigates how best to divide video bandwidth between the different members participating
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in a multimedia conference. Common strategies for dividing bandwidth include using floor
control to guide allocation, dividing it equally between the members of the session, or having
each receiver act independently in some fashion.

Amir et al. [3] introduced an alternate approach with the SCUBA protocol. SCUBA is
based on the idea that bandwidth can be used more effectively by attempting to give a larger
share of session bandwidth to those senders deemed to be more “important” to the group. An
example of what might be considered “important” video senders is given in figure 1.6. In
this case the video streams from the two members that are actually in front of their comput-
ers could be viewed as more important than the streams from other hosts. The advantage of
SCUBA and similar schemes is that they seek to maximize the amount of semantically im-
portant information that is passed on the network while keeping a certain degree of flexibility,
in that they will operate in a way similar to floor control if there is only one member leading
the group, but also have the ability to divide bandwidth between a larger number of users in
more informal settings when the focus of group members may be more spread out.

The scheme described in the paper has the same three architectural components as SCUBA,
which are the implicit detection of user interest, message passing in order to inform senders
of the interests of the group, and bandwidth adjustment algorithms based on the information
gathered. It offers improvements and new ideas in each of these areas.

The primary contribution of the paper in the area of detecting user-interest is that it
presents new ways to reduce the number of false positives when identifying an “important”
sender. In the area of bandwidth adjustment algorithms, the paper presents a new strategy that
uses aspects of known psychology about how users interpret video to help senders determine
the correct parameters in the tradeoff between frame rate and image resolution. It also dis-
cusses bandwidth allocation in terms of semantically important chunks. This is a significant
shift from the strategy taken by SCUBA, which is based purely on bit rate calculations. In
the area of message generation the paper discusses several mechanisms designed to reduce
the number messages created, and includes an empirical study of message overhead that was
conducted using a prototype deployed among daily users of Marratech. The study concluded
that that the number of messages generated should be negligible due to the low frequency of
message generating interactions by users.

1.6.4 Extending Tree-Maps to Three Dimensions: A comparative Study

This paper deals with research question 4 in section 1.5, “How can file system overviews be
improved?”.

It presents StepTree, an information visualization tool for depicting hierarchies, and de-
scribes an initial user study of the tool. StepTree is similar to the hierarchy-visualization
tool, Treemap, in that it uses a rectangular, space-filling methodology. StepTree differs from
Treemap however in that it utilizes 3 dimensional space and stacks levels of the tree on top
of each other in order to more clearly convey the structural relationships of the hierarchy.
The paper introduces StepTree and provides a user study comparing it to Treemap. A more
detailed description of StepTree is given in section .
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The study was conducted on 20 participants by having them complete a variety of tasks
using Treemap and StepTree. Two distinct, but structurally similar, data sets of about a
thousand nodes were used and during each test each participant used the first data set with
one visualization followed by the second with the other. The order of the visualizations and
the mapping between data set and visualization tool were counterbalanced. The tasks were
chosen as a representative sampling of the types of perceptual and navigational problems a
user might run up against when browsing a file system. They are listed below:

1. Locate the largest file.

2. Locate the largest file of a certain type.

3. Locate the directory furthest down in the hierarchy structure.

4. Locate a file with a certain path.

5. Determine which of two given directories contains the most files including subdirecto-
ries?

6. Determine which of two given directories is the largest?

7. Name the most common file type?

8. Determine in which directory the file I’m pointing at is located?

9.

(a) Locate the largest file in a certain directory.

(b) Locate the largest file of the same type in the whole hierarchy.

The results of the study showed that StepTree outperformed Treemap on question 3. This
suggests that employing a 3rd dimension is an effective strategy for making it easier for
users to interpret some structural relationships within directory structures. In addition, the
study did not reveal a statistically significant difference for the other tasks completed by the
participants, which suggests that these benefits may be obtained without reducing a large
reduction in performance on other types of tasks.

1.6.5 Managing Bandwidth in Multimedia Applications using a Market-
based Middleware

Multimedia conferencing tools serve users with a variety of inherently dynamic media and
each of these media have bandwidth requirements that can rapidly change over time. Ul-
timately, the goal is to serve users with these media in the best way possible given certain
network characteristics. Accomplishing this goal requires two separate but related problems
to be solved.

The first problem is proper network management. Applications must be able to detect
changing network conditions and react accordingly. This problem is becoming increasingly
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complex as designers try to serve users in the new mobile landscape and requires solutions to
problems such as IP mobility, congestion control to be integrated into each application and
thus requires designers to obtain a deep understanding of the network infrastructure.

The second problem is how to best use the bandwidth that is provided by the network
management scheme. This lends itself to research question 3 from section 1.5: What is
the best way to use available resources in order to enhance the group experience? Solving
it requires that designers obtain understanding about user needs, and also how the various
media can serve these needs, so that bandwidth can be used by the application in the way that
gives the user the most benefit.

This creates a challenge in that a large amount of interdisciplinary knowledge is required
in order to solve these two problems.

The paper deals with this issue and presents a middleware framework that allows var-
ious solutions related to network management and processing user needs to be researched
separately and integrated effectively into an application. The framework is based on the
micro-economic principal of supply and demand with the key component being a virtual
marketplace where bandwidth is bought and sold as a commodity inside the application.

Contextual information about user needs can then processed, in order to affect demand,
and information about the network can be processed in order to effect supply. The advantage
this provides to designers is that it allows experts that specialize in different areas, such
as human computer interaction and computer communications, to work independently and
combine their knowledge in order to ultimately make applications use the network in a more
effective way. This in turn will serve users of multimedia conferencing tools by reducing the
amount of bandwidth necessary for each client, thus allowing more users to be supported.

1.6.6 A Comparison of Chat and Audio in Media Rich Environments

This paper presents two case-studies of user populations communicating with Marratech Pro
in order to learn more about the comparative advantages and disadvantages offered by audio
and chat. Over the past several years chat and Instant Messaging (IM) have grown in popular-
ity, and have have advocates that view them as under appreciated and under used media in part
because they have shown to be effective at supporting spontaneous communication [58], [33].
However, they still have critics that often view them simply as a low-quality “media-poor”
[82] form of communication.

One question surrounding the usage of chat in the workplace is whether it offers its own
unique advantages as a communication medium or if it has indeed gained popularity simply
because it is easier to install and set-up than audio communication (i.e. low bandwidth, no
microphones.). If this is true then it is expected that chat usage will be sparse in media-rich
environments, such as Marratech Pro, where there are no technical barriers to audio commu-
nication, since users will switch over to it as their primary communication tool. However, if
chat does offer some unique advantages over audio then it is likely that it will continue to be
popular even when technical barriers for audio communication are not present.

The paper deals with this issue. Qualitative and quantitative data from the groups is pre-
sented that supports the conclusion that chat is a useful medium for spontaneous communica-
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tion and that, contrary to conventional wisdom, it does offer users advantages in media-rich
environments. This implies that video mediated chat is a medium that will see growing use in
the future. It also has important implications for designers because it suggests that research
into video-mediated chat systems seems prudent in order to improve support for informal
communication in media-rich environments.

1.7 Summary

The major contribution of the work in this dissertation includes new data transport mech-
anisms, bandwidth sharing schemes, file system visualizations and comparative analysis of
communication media. Ultimately the work presented is intended to help users in two ways.
The first is that it should help conferencing clients use the network more efficiently so that
groups can more easily communicate while avoiding the room-to-room model of deploy-
ment used in traditional video conferencing. The second is that should help users reduce the
amount of planning necessary when communicating.

This is done by using a methodology that focuses on identifying user needs and behavior
and on creating new technology to support those needs. The following research questions are
addressed, which are related to the two issues mentioned above.

1. Which protocols should be used for reliability and congestion control?

2. When should reliable transport be used?

3. What is the best way to use available resources in order to enhance the group experi-
ence?

4. How can file system overviews be improved?

5. What advantages if any can chat provide over audio in media rich environments?

In relation to the first question, a novel scheme for reliable multicast congestion control is
presented. The key feature of the scheme is a novel feedback algorithm that reduces control
traffic compared to previous schemes when operating in situations where clients cannot reach
each other directly and thus must send feedback via multicast.

In relation to the second question, an discussion of how reliability can be dynamically
applied to common media in multimedia conferencing applications is given. The contribution
of this work is to concretely demonstrate the usefulness of a previously existing framework
for semantic reliability, and also to help use reliability in a more effective way so that clients
can be more bandwidth efficient.

In relation to the third question, a novel scheme for bandwidth sharing in video con-
ferencing is presented that implicitly detects the interests of group members and uses this
knowledge to deliver a greater portion of the session bandwidth to the senders deemed more
important to the group experience. New ideas and improvements in the three architectural
areas for protocols of this type are presented. These include new ways to reduce the number
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of false positives when detecting important senders, a new strategy for bandwidth allocation
that uses information about how users process video in order to help each sender determine
the correct parameters in the tradeoff between frame rate and image resolution and also an
empirical study of how many messages will be created by such a system in order to get a
clearer idea of its scalability during real use. In addition, a middleware framework based
on microeconomics is presented that will help make it easier for designers to integrate solu-
tions to various problems in network management with issues related to user needs so that
bandwidth can be used in the way that gives the user the most benefit.

In relation to the fourth question, an information visualization tool called “StepTree”
is discussed. A user-study of participants completing tasks with Treemaps and StepTree is
presented in order to show how StepTree can help improve the ability of users to interpret the
structural relationships within the directory structure.

In relation to the fifth question two case studies are presented of users communicating
with both audio and chat in a naturalistic setting. The studies show that chat does offer
users several advantages over audio, and that users prefer it in some settings. This suggests
that video-chat is an effective medium for supporting impromptu communication and that
improved support video-chat may be an interesting and useful direction for future research.

The aggregate contribution of the papers included in this dissertation seeks to improve
support for informal communication in multimedia conferencing applications by making it
easier for larger user groups to avoid the room-to-room deployment model, and also by lever-
aging new media (other than just audio and video) in order to improve the way in which these
applications support unplanned communication. Currently there are still many areas in which
conferencing technology can further improve in order to win broader acceptability.

While the ability to support informal communication has long been is listed as one key
component, others such as mobility, memory (i.e. history recording) and application integra-
tion have more recently also gained attention [41]. Today it is still unclear, even if all these
problems are solved, whether or not conferencing technology will one day reach the level of
acceptability among users and organizations necessary to make many of the original grand vi-
sions surrounding the technology come true. However, even if it ultimately falls short in this
respect, it has still shown to be a valuable technology that improves communication between
distributed groups, and its use is expected to grow in the future. The work in this dissertation
is intended to in part contribute to this growth by ultimately making it possible for users to
get more out of the technology they use.

1.8 Future work

There are many interesting directions to take in future work but only a brief discussion will
be given here.

The studies showing the usefulness of video-chat in chapter 7 are perhaps the most inter-
esting result in the dissertation and have the most potential for lasting impact on the research
community when one considers the large number of studies that have been done on video
conferencing users in comparison to very little work done on video-chat. Currently a paper
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is being prepared that follows up on this work and discusses some initial user studies with
video-chat in order to improve support for the technology. The paper includes experiments
into minimum bandwidth requirements for video-chat users and also an experiment of user
perceptions on uneven bandwidth sharing like that described in chapter 4.

Another interesting study would be to combine the work from chapters 3 and 4 in order
to see the effect of adding semantic reliability on the bandwidth adjustment scheme given.
In this case, each sender would turn on reliability when they become unimportant, as repairs
tend to be more useful at low-frame rates. In general further evaluations on the benefits
of semantic reliability would be worthwhile since the evaluation in chapter 3 is far from
extensive. This could be accomplished by implementing many of the ideas and measuring
bandwidth savings, round-trip-time savings, and/or perceptions of video quality, during user
studies.
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Abstract

This paper presents a prototype for single-rate reliable multicast congestion control, which
has been built into an existing commercial whiteboard. The prototype was developed using
a novel scheme that was engineered around conflicting industry provided requirements for
collaborative workspaces. This required the scheme to be both low-weight when used with
many senders and compatible with NAT, firewalls and reflectors. The key to overcome this
conflict was to combine congestion control and recovery feedback. This differs from many
current solutions in that they are often designed for use with a wide variety of protocols and
thus operate independent of the recovery mechanism. This paper does not go into the detail
required to specify a protocol but instead discusses a few important design requirements
for multi-sender applications, which are generally not considered by current research, and
describes an approach towards meeting these requirements.

2.1 Introduction

Over the past several years there has been an increase in the demand for scaleable real-time
media applications. This demand combined with the popularity of IP-networks has lead to
an increase in the number of applications that take advantage of IP-multicast. Currently, for
many reasons, there remain reservations about the wide deployment of the current genera-
tion of these applications. One such reason is that they lack effective mechanisms for fair
bandwidth sharing with TCP, which could lead to massive congestion problems if they are
deployed on a large scale.

For many to many applications the traditional congestion control approach has been to
keep the aggregate bandwidth for the session below a static level [29]. This method can
provide good performance if network conditions are constant and the administrator of the
session selects the correct bandwidth limit. However, the amount of bandwidth available
in IP-networks is dynamic by nature causing this static approach to perform very unreli-
ably in practice. As the network becomes congested this becomes a serious issue because
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the applications will use bandwidth in an over aggressive manner and can severely impact
the performance of other multicast applications as well as traditional TCP applications (for
instance email and the web) running over the same network.

It has been generally recognized that in order for multicast applications to become popu-
lar, effective congestion control schemes must be implemented that allow them to adjust their
bandwidth to current network conditions. Because these applications must coexist with TCP,
a large number of researchers now share the conservative viewpoint that a flow is acceptable
only if it has a long or medium term throughput to any receiver that does not exceed the rate
that would be achieved by TCP between the multicast sender and that receiver [27], [71], [36],
a state often referred to as TCP-friendly. This viewpoint is especially strong regarding reli-
able multicast because there is a general view that reliable multicast transport protocols are
more likely to cause severe congestion problems than best-effort protocols [50]. So, achiev-
ing TCP-friendliness has become the target of the majority of reliable multicast congestion
control research.

Up to this point there has been a lot of theoretical research in congestion control but
much of this research is not applicable to many current applications. The primary reason for
this is that many of these applications have requirements that have not been considered by
the designers of existing schemes. For example, much research has focused specifically on
single-sender applications based on the assumption that as long as each sender can act in-
dependently these schemes could be used effectively by multi-sender applications. However
this is not always the case as multi-sender applications must scale in terms of the number of
senders as well as the number of receivers. The reality is that multicast protocols are complex
and much of this complexity is extended to the design of congestion control schemes. So, the
fact that existing schemes are not appropriate for some applications in no way suggests design
flaws in these schemes but rather shows that just like there is no ”one-size-fits-all” reliable
multicast protocol there will also not be a ”one-size-fits-all” reliable multicast congestion
control scheme.

Therefore, as part of the SIRAM project [83] at Luleå University of Technology we are
exploring congestion control for specific use with multimedia collaborative workspaces with
an emphasis on creating real world solutions and a highly deployable implementation. In
the long term this demands the creation of dynamic schemes for all common media used
by collaborative workspaces (whiteboard, audio, video and other) as well as effective band-
width sharing mechanisms that allow the media to interact in a way that provides the best
user experience. Because congestion control for reliable multicast is seen as a priority by
standardizing bodies [50], we view the first step to be the implementation of a reliable multi-
cast congestion control scheme for whiteboard traffic and similar reliable media. This paper
describes both the requirements for such a scheme as well as an implementation based on
those requirements.

Using a real-world approach has encouraged the utilization of a close existing partnership
between the University and Marratech AB [51]; a Swedish software company that creates
multicast based e-meetings products. The main benefit of this partnership is that it has en-
abled the design requirements and the general assumptions for the scheme to be based on
Marratech’s experience deploying IP-multicast-based applications in the general market. In
addition, in order to demonstrate compatibility with existing applications the prototype dis-
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cussed in this paper has been added to the whiteboard that is part of Marratech’s e-meetings
product suite.

Although the scheme has been designed specifically to intertwine with Marratech’s exist-
ing reliable multicast implementation this paper should still be of value to many developers of
other interactive, time-critical applications that require delivery guarantees. This is because
Marratech has implemented well-known and widely used protocols, (SRM and RTP) thus
making the methods described applicable to applications of a similar structure.

The next section of the paper gives a discussion of the requirements, which were the result
of placing real-world demands on the scheme. In section 2.3 we go on to discuss existing
schemes in the context of these requirements and in section 2.4 we describe the prototype. A
summary and future work then conclude the paper.

2.2 Requirements and general assumptions

In order to create a scheme that is useful for today’s applications it is critical to keep a real-
world perspective. For example, while the definition for TCP-friendliness given in the intro-
duction is gaining general acceptance, the reality is that collaborative workspaces are some-
times run over private networks where the old static approach is attractive because it can give
the session priority bandwidth usage over other traffic. In the near future this scenario is
likely to be common as the availability of intra-domain multicast (i.e. between the customers
of an Internet Service Provider (ISP)) increases while the availability of inter-domain multi-
cast (i.e. from one ISP to another) is expected to remain scarce. Therefore, in order to handle
both ”friendly” and ”non-friendly” deployments the scheme was designed with the intent of
providing TCP-friendliness but also to allow for some non-friendly configuration of band-
width usage. The following requirements and assumptions were used throughout the design
process and were developed during meetings with Marratech in order to ensure the practical
view necessary for use with real applications.

1. The scheme must not harm the ability of the group to communicate. This means that
the scheme cannot destroy interactivity among users nor the reliability of data delivery.

2. All hosts are potential senders and many sessions may run within the same multicast
domain. Therefore, special consideration is necessary for keeping the scheme as low-
weight as possible both in the amount of bandwidth consumed and in the number of
multicast addresses used.

3. The scheme must be end-to-end in nature because router assistance is not currently
available.

4. The scheme must be compatible with the use of reflectors, Network Address Transla-
tors (NATs) and firewalls. This implies that unicast connections between all hosts in
the session will not always be available.
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2.2.1 Sender-Based or Receiver-Based

Because the scheme must preserve interactivity and remain low-weight a single-rate rather
than a multi-rate scheme seems to be appropriate. Multi-rate congestion control can be attrac-
tive because it allows receivers to be more independent, and does not penalize faster receivers
for operating in a session with a few slow receivers. This receiver independence is achieved
by having the sender layer the data across several channels making each receiver responsi-
ble for subscribing to the channel(s) that have an aggregate send rate within its acceptable
reception range [55].

However, when used in conjuncture with reliable media, layered congestion control schemes
have high overhead and can make it difficult for receivers with dissimilar reception rates to
communicate. The problem is that unlike in a best effort setting, reliable media cannot be
layered in a way that allows increasing quality of reception with each layer. Each receiver
must receive the entire data set, so redundant data must be passed in the layers [29]. This re-
sults in a different reception rate for each receiver rather than a different quality of reception
for each receiver. The overhead created by this redundant data can be large and the different
reception rates between receivers can create severe interactivity problems over the long term.
For these reasons we have focused specifically on a single-rate rather than multi-rate scheme.

2.2.2 A potential conflict

The fourth requirement (pure multicast) is not intuitive and can be seen as inconsistent with
keeping the scheme low-weight because unicast traffic is sometimes used to reduce overhead
by keeping packets from reaching uninterested receivers [71]. However, pure multicast often
becomes the only solution for multi-sender distributed applications due to the lack of a single
access point (server) which can be opened up for all clients. The difficulty that pure multicast
imposes on designers is that in order to keep the scheme low-weight control traffic must be
kept to an absolute minimum.

One could make attempts to avoid this entirely because a unicast connection can be emu-
lated perfectly by creating a multicast session with two members. However, this has its own
drawbacks in that, depending on the type of unicast traffic desired it could potentially require
one multicast address to be reserved for each sender-receiver pair, leading to the reservation
of an unacceptable number of multicast addresses for each session. For n hosts the number
of addresses needed would be:

n(n−1)/2 (2.1)

It should be possible to reduce the number of addresses needed for many situations by
creating some sort of address sharing mechanism. But the number of addresses needed should
still be least n. This has the potential to significantly reduce the number of concurrent sessions
that can run within a multicast domain as it might require each session to reserve addresses
for the maximum allowable session size in order to guarantee available address space for
each new host. In any case, as shown in section 2.4, by maximizing cooperation between the
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congestion control scheme and the underlying delivery mechanism it is possible to create a
pure multicast scheme that is lightweight enough to make such address hogging unnecessary.

2.3 Related Work

The available TCP send rate of a host is directly related to the way that TCP varies the
number of packets sent per round trip time (rtt) based on loss-events [28]. This behavior can
be summarized as incrementing the send-rate for each rtt where a loss-event does not occur,
and cutting the send rate in half when a loss-event does occur.

In order to calculate the proper TCP-friendly send-rate for a multicast session, the sender
must identify the slowest receiver, which can change over time, and obtain rtt and loss-event
information about this receiver. Therefore, the primary design issues for single-rate schemes
revolve around obtaining and processing feedback to make this possible. This must be done
in a scalable way and must be robust when facing feedback suppression. In general, modern
single-rate congestion control schemes follow the same basic architecture in that they identify
the worst receiver in the session, and then calculate the send rate based on loss events by this
receiver. Three schemes that follow this model are LE-SBCC [87], PGMCC [71] and TFMCC
[36].

LE-SBCC is an extreme attempt at low-weight congestion control in that it attempts to
provide TCP friendliness without creating any additional feedback and instead relies entirely
on feedback provided by the recovery mechanism. The only assumption made by LE-SBCC
regarding the nature of recovery feedback used is that time stamps are included in loss-
indications (NACKs or ACKs) giving the sender the ability to calculate each receiver’s rtt.
The sender uses this rtt information along with the arrival times of loss-indications in order
to identify loss-events by each receiver. It then adjusts its send rate in a similar way to TCP
for each loss-event by the receiver with the highest loss-event rate.

The advantage of LE-SBCC is that it can be deployed with existing single-sender ap-
plications rather easily because it is completely source based, requiring only the multicast
sender to be updated. Thus, it can be quite useful if updating the receivers presents logistical
problems. However, the fact that it does not take measures to handle feedback suppression
causes it to perform unreliably. It has clearly shown to act aggressively when NACKs from
the worst-receiver are suppressed causing the sender to misidentify the worst-receiver and/or
calculate its available data rate as too high. For this reason it is considered unpractical for
general use.

A more complete single-rate reliable multicast congestion control scheme is PGMCC,
which has demonstrated the robustness that LE-SBCC lacks. It includes two mechanisms
for overcoming feedback suppression, one to help the sender correctly identify the worst-
receiver and one to make sure it can identify loss-events by this receiver when facing feedback
suppression.

The process of selecting the worst-receiver is aided by having each receiver include loss-
rate as well as time stamp information in NACKs. The sender can then compare the available
send rate of the receivers using the formula,
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1/(RTT ·√r) (2.2)

where r is a receiver’s loss rate and RTT is its round trip time. The formula serves
as a simple model of the additive increase and multiplicative decrease aspect of TCP and
is adequate for comparative purposes. The advantage of have receivers include loss-rate
information in NACKs is that feedback suppression can cause a delay in identifying the worst-
receiver, but not long term problems, because only one NACK by the worst-receiver needs to
reach the sender in order for it to be identified.

Once the worst-receiver (referred to as ”the acker”) is selected it is required to unicast
acknowledgments of each packet received back to the sender. As only one receiver at a time
can be the worst-receiver, this provides very robust TCP-like feedback without impacting the
scalability of the application. However, if unicast connections are not available between the
worst-receiver and sender then ACKs must be multicasted and the overhead incurred by the
congestion control scheme becomes considerable. With n senders sending m packets each
the number of unwanted acknowledgments received by each host is:

m(n−1) (2.3)

Due to its effectiveness and simplicity PGMCC has been well received by the research
community for use with one to many applications. However, in the context of the require-
ments discussed in section 2.2, giving such generous feedback to the sender can be viewed as
undesirable for multi-sender applications.

TFMCC is a complex and well-designed scheme intended for best-effort media. One
primary difference in creating a single-rate scheme for best-effort traffic is that the underlying
recovery mechanisms used by reliable multicast protocols create feedback that congestion
control schemes can take advantage of. Since this feedback is not available with best-effort
traffic much of the design work in TFMCC focused on creating scaleable ”extreme feedback”
mechanisms for identifying the slowest receiver where only important receivers are required
to pass feedback to the sender. This has shown to be effective while scaling to potentially
thousands of receivers. TFMCC also introduced a scaleable way for ”important” receivers to
calculate their round-trip-times from the sender allowing receivers to report loss-event rates
back to the sender. This allows the sender to select the worst-receiver based on more precise
loss-event information than the estimations given with formula 2.2.

The feedback methods employed by TFMCC are clearly effective but could be considered
overkill when used with reliable multicast if sufficient information for congestion control can
be obtained from the underlying protocols. PGMCC demonstrates in part how to accomplish
this by relying on information added to NACKs, which are used by many reliable multicast
protocols, for selecting the worst-receiver. If this idea is extended so that adequate loss-
event feedback is also available from the recovery mechanism then very low-weight schemes
should be possible.
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2.4 Description of the Prototype

In this section we describe a scheme that was designed using a different approach than the
schemes above in that it was specifically designed around the requirements given in section
2.2, and for use with SRM or similar protocols that use random-timer based NACK sup-
pression. Previous schemes do not make assumptions about how the underlying recovery
mechanism operates and can be used with protocols of an entirely different nature, for exam-
ple those based on router aggregation. The advantage in taking a streamlined approach is that
by merging congestion control and other control data it is possible to reduce the overheard
required for calculating the proper send-rate. This idea by itself is not new, but the closeness
by which the scheme works with SRM-like suppression timers is a novel idea and allows the
scheme to avoid expensive loss-event feedback.

2.4.1 Quick NACK Feedback from the Worst Receiver

SRM [29] provides a framework based on random timers, which has become the most widely
used method for providing scalability in NACK-oriented protocols. Random timer feedback
suppression provides scalability by effectively choosing at random the host to send a NACK
when many hosts loose the same packet. This NACK suppression can make it difficult for the
sender to identify loss-events by the worst receiver, as it must compete against all other hosts
for the right to NACK.

This competition can be removed if the timer mechanism for the worst receiver is altered
so that it acts like a ”quick nacker”, sending a NACK as soon as it realizes it has lost a packet.
This will result in a behavior identical to that as if the worst case receiver is always given
a value of 0 for its random timer and will preserve scalability of the recovery mechanism
because just like there is only one acker in PGMCC, there should also only be one quick
nacker. This feedback method is advantageous because it will incur no overhead beyond that
of SRM unless the NACK created by the worst-case receiver results in a redundancy that
would not have occurred otherwise. This will occur on a per-packet basis if the following
three conditions are met.

1. There is at least one receiver that looses the same packet as the worst receiver.

2. The random timer for one of these receivers expires before it receives the quick NACK
from the worst receiver.

3. This NACK reaches the worst receiver before its ”normal” random timer would have
expired.

In practice this should be uncommon for two reasons. The first is that this situation be-
comes more likely when there are receivers behind the same bottleneck as the quick nacker
that are much closer to the sender than the worst-receiver, which will not happen in every
topology. The second is that even if there are such receivers, the use of exponentially dis-
tributed timers [60] causes each of these receivers to likely have long rather than short random
timer values, so the quick NACK will most often reach them in time to suppress their NACKs.
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Further more, the exponential distribution of random timers is now the norm because it has
been shown that NACK suppression is improved when there are a few "early NACKers" to
fulfill the repair needs of the remainder of the group. The quick nacker helps to fulfill this
principle and in some situations will reduce NACK redundancies from receivers farther away
from the sender than the worst receiver.

We leave the investigation of the ”true” overhead of this feedback mechanism up to future
work. For now we only mention that inevitably this will depend on the topology used, so we
plan on resolving this by performing tests of our prototype deployed in practice over real
networks.

2.4.2 Selection of the Worst-Receiver

The Marratech whiteboard runs in an RTP-based multimedia environment, which supplies
the sender with rtt and loss-rate information about all receivers from RTP receiver reports.
This information can be used with formula 2.2 in order for a sender to identify its worst re-
ceiver. The information provided by RTP receiver reports is used by the prototype because
it does not require additional overhead in terms of bandwidth in order to identify the slowest
receiver. The periodic nature of receiver reports will inevitably cause some delay in identi-
fying a necessary switch in the worst receiver. However, we take the pragmatic stance that
over the long term this will not affect the ability of the scheme to clear up congestion. In fact,
in some situations this is beneficial because constant switching between receivers can cause
single-rate schemes to perform unreliably and is something that needs to be avoided [71].

When a report arrives the sender identifies the current worst-receiver in the following
way.

a The first receiver sending a report becomes the initial worst-receiver and this receiver’s
throughput is stored. Each time a report comes in from the worst receiver its throughput
is updated.

b If a receiver other than the current worst-receiver reports a throughput that is worse
than this stored value it becomes the new worst receiver.

Because these receiver reports are multicasted to the group all hosts should be aware
of the current worst-receiver. However, there could be a problem if some hosts loose these
reports. This can be avoided by having the sender include the location of the current worst
receiver in each data packet. A receiver then sends out quick loss-event feedback only if the
last data packet it received identified it as the worst receiver.

An Alternative to Receiver Reports

Receiver reports are not used by every application and the above method of selecting the
worst receiver will not be available in this case. In this situation it is possible to have receivers
add rtt and loss-rate information to NACKS for use with formula 2.2, in similar fashion to
PGMCC. This slightly increases the size of a NACK but has the advantage that it facilitates
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switches in the worst receiver as soon as NACKs arrive, rather than requiring the sender to
wait for the next report that comes in.

Quick NACK feedback will cause any NACK-based selection process to naturally favor
the current worst receiver over receivers behind the same bottleneck because it will suppress
NACKs from other receivers that have a similar loss pattern. However, it will not interfere
with the ability of the congestion control scheme to identify a new worst-receiver that is not
behind the same bottleneck because in order to have a higher loss rate than the worst case
receiver, this receiver will have to loose some packets that were not lost by the worst receiver,
and these packets are unaffected by the quick NACK mechanism.

2.4.3 Configurablity

The main drawback of using single-rate congestion control is that single-rate schemes in-
evitably suffer from the ”crying baby” problem where one receiver drastically reduces per-
formance for the entire group. A commonly suggested solution is to set a bandwidth floor and
force a host to leave the session if its reception rate falls below this limit [36]. This allows
the session to remain TCP-friendly for the entire group without dropping bandwidth usage to
unusable levels.

However, for group communication applications it can be necessary to take a softer stance
where these receivers can stay in the session even though they will sometimes operate in a
congested state. Congested receivers will have difficulty communicating with the rest of the
group but this may be considered ”the lesser of two evils” as they will still be able to partic-
ipate in some aspects of the session. In order to keep one receiver from pushing bandwidth
usage to unacceptable levels for the rest of the group we have included a mechanism to allow
the owner of the session to configure bandwidth usage so that there is a floor and ceiling on
the send rate. When this is enabled the mechanism will calculate the rate in normal fashion
but the actual send thread will not respond to requests for a rate beyond these limits.

This is realistically just a compromise between the old static approach, which some users
of collaborative workspaces prefer, and the new dynamic approach, and will obviously cause
problems if configured incorrectly. However, this will allow at least some reaction by the
application to congestion, which will be an improvement. We admit at this point that we
have taken the simplest solution possible to deal with this problem and in the future more
sophisticated and statistical methods of dealing with the crying baby may become a new
research topic.

2.4.4 Initial Testing

Initial testing of the prototype has focused on demonstrating effective bandwidth sharing with
TCP on a congested link as well as some simple tests to determine if the application could
correctly identify the worst receiver. We have also conducted some preliminary tests with
multiple senders in a session in order to demonstrate that effective congestion control for
multi-sender applications can be obtained by having each sender react independently.
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TCP flows were created using a common windows application (the simple cut and paste
of a file onto a remote host) and Dummynet [70] was used as a bandwidth limiter along with
EtherPeek [25] as a packet sniffer in order to monitor actual use of network bandwidth by the
applications under precisely controlled conditions. Figures 2.1 - 2.3 each contain two graphs
representing bandwidth usage by two competing flows with a 400 Kb/s bottleneck with a
50-slot buffer as well as 50ms delay time placed on the outgoing link.

Figure 2.1: Bandwidth usage by two competing TCP flows. Each bar represents the mean
bandwidth usage of a flow over a 5 second time period

Figure 2.1 is included as a reference point and shows two TCP flows in competition. Each
”bar” shows the average bandwidth consumption of a flow and as expected both of the flows
were able to transfer data without being denied a portion of the bandwidth.

Figure 2.2: A TCP transfer (left graph) being interrupted by an overaggressive whiteboard
transfer (right graph). Each bar represents the mean bandwidth usage of a flow over a 1
second time period.

However, this is not the case with Figure 2.2 which shows a severe example of a TCP
flow being ”dropped to zero” by an overaggressive whiteboard transfer using UDP with a
static bandwidth limit that is higher than the available bandwidth. The graphs demonstrate
that once the whiteboard transfer starts, the TCP flow is forced to delay all transfer of data
until the whiteboard transfer is finished.

Figure 2.3 shows how with congestion control enabled, the whiteboard and a TCP appli-
cation can coexist while neither of the flows is dropped to zero. As long as each sender uses
effective end-to-end congestion control then this idea can be extended for use with multi-
sender applications.

A brief demonstration of this behavior is given in figure 2.4, which shows three members
of a congestion control enabled whiteboard session transferring an identical file. While con-
trolling their send-rates’ independently, the difference between their bandwidth usages was
less than 5% for the life of the transfer (app. 180 seconds).
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Figure 2.3: The graphs show the concurrent transfer of an identical file by TCP (right graph)
and the whiteboard with congestion control (left graph). Each bar represents the mean band-
width usage of a flow over a 5 second interval.

Figure 2.4: A plot of bandwidth usage between 3 senders in a whiteboard session. Each host
transferred an identical 1.05 MB file and a 200 Kb/s, 50-slot bottleneck with 100 ms of delay
was placed between the senders. The first sender (dashed line) averaged a throughput of 7301
bytes/second. The second sender (solid line) started its transfer 96 ms after the first sender
and had an average bandwidth consumption of 7619 bytes/second. The third sender (dotted
line) started its transfer 1.07 seconds after the second sender and had an average bandwidth
consumption of 7485 bytes/second.
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2.4.5 Quality of Feedback

While initial tests have shown a flow using the scheme to compete fairly with a TCP flow
they also demonstrate one drawback of using NACK rather than ACK based feedback in
congestion control. Schemes using NACK based feedback react slower to congestion and
cannot take advantage of many of the sophisticated congestion avoidance mechanisms used
by TCP. A glimpse into the effects of this is given by figures 2.1 and 2.3. Due to the use
of congestion avoidance the two TCP flows in figure 2.1 seem to ”level out” after a certain
period of time and have very similar send rates over the 5 second time scale thereafter and this
behavior in not observed by the flows in figure 2.3. However, because effective TCP-friendly
congestion control can be achieved without using ACK feedback and while reacting much
slower to congestion than TCP [28] this does not keep the scheme from achieving its goal of
TCP-friendliness.

2.5 Summary and Future Work

We have discussed why current single-rate congestion control schemes have trouble fulfilling
industry provided requirements for multiple sender applications. In particular, these schemes
either do not handle feedback suppression well, or take such a liberal approach towards pro-
viding feedback that they can reduce the number of effective senders that can participate in
a session. We have explored a possible solution for reducing this feedback that alters timer-
based NACK suppression used by SRM-like protocols so that the slowest receiver sends
immediate NACKs. We have implemented a prototype based on this idea into an existing
commercial whiteboard that runs in an RTP and SRM environment and have conducted ini-
tial testing of this prototype.

In the future we will continue our work towards creating a complete rate control scheme
for collaborative workspaces but will shift our focus towards best effort media. In particular,
layered schemes for audio/video need to be implemented and effective methods for band-
width management need to be developed that can delegate available resources to the separate
media in the optimal way. We will also conduct further analysis of the ”true” overhead of
quick NACK feedback over real networks, as this was the essential feature that enabled for
low-weight feedback. This could lead to an attempt at standardizing a quick NACK based
feedback mechanism with the IETF, as this is the only part of existing schemes that conflicts
with our design requirements.
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Abstract

Transport level protocols typically provide "best-effort" data delivery where no attempts are
made to recover lost packets, or "reliable" data delivery where techniques are used to ensure
that all data sent out eventually reaches the receiver(s). However, it has been suggested that
some applications will perform better when using dynamically configurable reliability based
on application level semantics. A general framework has been created with the intent of
delivering this type of semantic reliability to a wide variety of applications, but to date little
research has been done to demonstrate how any applications can benefit from the use of such
a framework. This paper addresses this problem in that it discusses semantic reliability in
the context of collaborative workspaces.

3.1 Introduction

IP-Multicast provides efficient one to many best-effort delivery. However, a wide variety of
reliable multicast protocols have been introduced over the last several years because some
applications perform poorly when they suffer from packet loss. While designed around sep-
arate application requirements and network constraints these protocols have in common that
they are engineered to guarantee that each packet transported eventually reaches its desig-
nated receiver. A comprehensive study of multicast transport protocols including the reliable
transport protocols mentioned above is given by Obraczka [61].

Alternatively, it has been suggested that some applications could benefit from more re-
laxed reliability rules where only a subset of packets lost during transmission would be re-
covered. Ideally this would save bandwidth by reducing the amount of repairs sent on the
network that recover data, which is no longer useful to the receiver. This idea has not been
explored as extensively as "absolute" reliability but several ideas have been presented for
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solving specific application scenarios by using the technique. In addition, a general frame-
work has recently been described which aims to make relaxed reliability based on application
semantics available to a wide variety of applications (see section 3.2).

Little work has been done to date in order to demonstrate how this type of framework can
enhance specific applications. This is in practice a potentially time consuming process be-
cause the semantic rules that determine when to send repairs must be worked out separately
for each application. Despite this drawback, the potential benefits in terms of efficient use
of bandwidth and stability when facing packet losses are compelling. In particular this tech-
nique could be very useful when deploying distributed multimedia applications on wireless
telecommunication networks, as these links tend to be lossy and have limited bandwidth.

This paper addresses this issue by examining semantic reliability in the context of IP-
Multicast collaborative workspaces, which are complex applications for enabling group com-
munication. Focus on a specific implementation is required before the necessary Application
Level Framing (ALF) [16] can be performed due to the fact that collaborative workspaces
are inherently different from one another. In order to obtain this focus while maintaining a
real-world view, an existing partnership between Luleå University of Technology and Mar-
ratech AB has been utilized. Thus, the analysis in this paper focuses on features contained
in Marratech’s commercially available collaborative workspace implementation, Marratech
Pro [51]. This will help this paper serve developers of similar applications who are interested
in an analysis based on a highly deployable solution because Marratech Pro is based on the
well known and the widely used protocols RTP [80] and SRM [29] as well the standardized
video codec H.261 [32].

3.2 Related Work

Several approaches exist for using application or data semantics in order to classify or han-
dle information. Mauve and Hilt [53] have presented an Application Programming Interface
(API) for reliable multicast that allows the sender to control the use of forward error cor-
rection (FEC) in a subscription-oriented interface, which allows a receiver to proclaim its
interest, or lack thereof, in lost packets. Several other authors have also explored having
the sender include application level semantic information in packets. For example, Pereira
et al.. [66] describe a method where a buffer occupancy monitor is combined with an ob-
soleteness marker in packet headers in order to purge redundant messages from buffers or
to immediately drop incoming packets. This allows a buffer to make space for useful, non-
obsolete packets but has also the drawback that the sender must mark all packets accordingly.

Approaches based on buffering and FEC can however be viewed as problematic when
implementing them in collaborative workspaces. This is because buffering introduces de-
lay, which can harm interactivity between users, and the abundant use of FEC introduces
overhead into the data stream, which harms scalability by reducing the number of effective
senders that can participate in a session. The solutions described in this paper thus focus
on using application semantics along with recovery-based reliability, as this is low-weight
compared to FEC without introducing the interactivity problems associated with buffering.
Other approaches for semantic reliability include different packet header markers for scenar-
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ios other than obsoleteness. These include message deadline as in Rodrigues et al. [72] and
the similar lifetime semantic in Baldoni et al. [6].

Elf and Parnes [24] have presented a robust framework based on several semantics, which
suits our needs for classifying and deploying semantic information to recovery based feed-
back. The approach described focuses specifically on how to classify data based on different
application scenarios, which are "tunneled" down to the underlying reliable multicast proto-
col in use by the application. This enables the framework to be used with a wide variety of
protocols and applications.

The framework is also flexible in that the sender can distribute configuration information
in data packets (the semantic would alter the behavior of all receivers) and each receiver can
independently configure their own behavior based on specific local application properties or
network conditions. Therefore, the semantics used are associated with application behav-
ior rather than QoS levels. Because each host can be configured independently of all other
hosts it offers the advantage that a complex application with several media (for example a
collaborative workspace) can be dynamically configured to perform in an optimal way.

The framework describes several semantics in which the traditional view of reliable de-
livery is considered a special semantic case, referred to as "absolute". Similarly the opposing
view in which no attempts are made to retransmit lost packets is labeled as "best-effort". In
addition, several other semantics are available, which can be used to benefit an application in
situations where neither the "absolute" nor "best-effort" semantic seems to provide optimal
performance. Table 3.1 provides a list of possible semantics, which may be useful in differ-
ent scenarios. The semantics listed in the table are those that were identified in the reference
publication. However, the framework was intended to be expandable so other semantics may
be utilized when necessary.

Table 3.1: Example semantics and properties (from[11]).

Semantic Meaning Property Configured by

ABSOLUTE All packets received None Sender/receiver
OBSOLESCENCE Packets made obsolete Seq.no. Sender
REDUNDANCY Redundant packet seq.no. Sender
LIFETIME Packet life time Time Sender
EXPENDABLE No crucial information Boolean Sender
DEADLINE Latest arrival time Time(stamp) Receiver
CATCH-UP Disregard packets Seq.no. Receiver
BEST-EFFORT Fully relaxed None Receiver

Each semantic is intended to relate to one of several parameters that together describe the
desired behavior of the transport protocols, with respect to each packet. Certain semantics
may exclude others, such as "absolute" obviously is mutually exclusive to "best-effort". Some
semantics relate to the sender, such as "lifetime", while others relate to the receiver, the
example being "deadline". The next section discusses Marratech Pro in the context of this
framework. Several ideas are presented, which attempt to save bandwidth, reduce latency
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or provide stability through the use of semantics other than the traditional "absolute" and
"best-effort". This is intended both to provide a view of how more efficient collaborative
workspaces can be implemented in the future and help the reader obtain a clearer picture of
how relaxed reliability can be utilized to create more efficient applications in general.

3.3 Semantic Reliability in Collaborative Workspace Tools

Marratech Pro is a commercially available collaborative workspace, which offers common
and intuitive tools for enabling group communication. These tools are interactive audio,
video, chat, whiteboard, and a shared web-browser. Currently, with only one exception,
Marratech Pro classifies data in the traditional manner treating audio and video as "best-
effort" while the browser, chat, and whiteboard are viewed as needing "absolute" reliability,
which they obtain from the use of an SRM-like [29] mechanism.

The one example of relaxed reliability based on application semantics that has already
been implemented into the application occurs when one or more receivers require information
about whiteboard pages after reestablishing contact or joining a session for the first time. In
some situations these updates end up being sent to the entire group because collaborative
workspaces need to run in environments with Network Address Translators, firewalls and
reflectors, which will result in all traffic being sent via multicast [79]. Thus, this will cause
some participants in the session to inevitably receive packets describing whiteboard pages for
which they have already obtained an up-to-date copy.

When this happens, hosts that are not interested in the update ignore losses and do not
generate NAKs for missing packets related to the update. It is important to note that this
feature has existed in Marratech Pro for several years, which illustrates that the idea of using
relaxed reliability is not new by any means. However, it is equally important to note that
this behavior can be obtained by utilizing the "redundancy" semantic associated with the
framework. This demonstrates that the framework is flexible enough to incorporate old as
well as new ideas, which can be valuable when adding it to existing applications.

The remainder of this section examines additional ideas for how to provide optimized reli-
ability based on application semantics. More specifically, several features of the white-board,
shared web-browser and interactive video streams provided by Marratech Pro are discussed
and concrete examples of how the framework can be applied to enhance these tools are given.

3.3.1 Minimizing transmission of Obsolete Data from Shared Web-Browsers
and Whiteboards

One common tool provided by collaborative workspaces is a shared web-browser, which
is used in order to provide an effective method of distributing presentation slides. This is
accomplished by allowing a user to control the shared browser so that each page it loads is
automatically multicast out to the group. The presenter can then load a slide into each user’s
browser by simply clicking on a hyperlink or typing a URL.
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At times congestion or other factors may result in the presenter moving on to a new slide
before all the participants have finished receiving the current page. For example, this will
occur if the presenter follows several hyperlinks in order to reach the page that she intends
to discuss with the group. In this situation continuing to repair packets for the old pages
may be unnecessary as this data can be viewed as obsolete from a presentation standpoint.
By applying the "obsolescence" semantic from the framework these useless repairs can be
avoided, which will free up bandwidth and allow the current slide to more quickly reach the
group. Table 3.2 describes two semantic rules that apply this idea.

Both of these rules can be used at different times in order to benefit the application in
different scenarios. For example, use of the first rule will limit all data recovery to packets for
the current slide only. This will keep bad receivers from clogging the network with increasing
amounts of control data as each new slide is loaded.

On the other hand, during some deployments the users may prefer to allow each receiver
to act independently and would then employ the second rule only. This would allow a par-
ticular host to free up bandwidth for the current slide without affecting other hosts. This
situation would also allow a host to have the option of replaying the presentation later on by
attempting to recover the previous slide if for example a reference to this slide was made by
the user clicking the back button in her browser.

Table 3.2: Semantics for reducing the retransmission of obsolete data in a shared web-
browser.

Semantic Use

OBSOLESCENCE The sender will stop repairing packets for old pages as
soon as it begins to send a new page.

CATCH-UP When a new page begins to arrive a receiver will stop
sending nack’s for packets representing old pages.

A similar optimization can be made to whiteboards, which are included in collaborative
workspaces in order to give the participants the ability to create and dynamically manipulate
shared slides. Whiteboards are generally object-based, allowing the users to create and delete
pages that can contain many objects. The objects themselves can be created, modified, or
deleted at any time, and can consist of several different forms which may include hand drawn
curves, simple geometric shapes, text, and images.

Because pages and objects can be deleted at any time it is possible for recovery packets
to be sent out, which describe modifications for an object or page that no longer exists. For
example, this can occur if a page is deleted while packets describing modifications to objects
on the page are still en route to members of the session. A host could then avoid resending
data referring to objects or pages that it identifies as deleted by using the "obsolescence"
semantic in a similar way to that described for shared web-browsers.

However, unlike with a shared browser it may not be obvious to every host that the in-
formation being requested is in fact obsolete. Therefore, a host should send out an "obsoles-
cence" message to the group when it would normally send a repair. This will keep hosts from
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continuing to send NAKs when their SRM back off timer has expired. In addition, this will
be more efficient than sending a repair because these messages can be quite small compared
to data packets and one message will be able to declare a large number of packets as obsolete.

3.3.2 Whiteboard text-node semantic reliability using local dictionary

Another idea for applying semantic reliability to a white-board application occurs when text
is written into a page. Often whiteboards (including Marratech Pro) implement this feature by
multicasting each letter individually to the users while the user is typing the text. While this
does introduce a fair amount of overhead in terms of packet headers it allows the participants
in the session to see each word as it is being added to the whiteboard. Because letters are sent
individually an interesting possibility for packet recovery based on application semantics
becomes available, which would not be available if each sentence were sent individually
as is usually the case with chat tools. This becomes apparent because at times it may be
possible to accurately guess a word that has been only partially received by using a local
dictionary as well as the semantics of the adjacent words. In this situation it will not be
necessary for missing letters to be repaired because enough information has already been
received to reconstruct the complete word at the receiver. By avoiding repairs, in addition
to saving bandwidth, another benefit is that the amount of time it takes for a receiver to gain
a view of the word transmitted will be decreased. This could be especially useful when
using a whiteboard on a wireless link where a fair amount of uncorrelated losses are often
experienced.

Of course a word that has been guessed by a local dictionary may or may not be correct.
This fact must be appropriately displayed for the user for example by changing some display
attribute. In addition, the local host must not use a guessed word when sending repairs to
other hosts until the exact word has been confirmed.

Two separate scenarios for avoiding the retransmission of lost letters are illustrated in
Figure 3.1.

In the without NAK scenario the receiving host does not send NAKs for missing letters
after a guess. This will be quite effective when the word guess is correct. However, even if
the dictionary cannot give a correct guess it will still be effective if enough information was
made available from the received letters for the human user to deduce the correct the word,
in which case a NAK would still be unnecessary.

In the with NAK scenario, a NAK is sent in order to verify that the dictionary guess is
correct. The current guess for the word is included in the NAK in order to accomplish this.
Then, after receiving a NAK with a guess a host can then simply respond whether the guess
is correct or not. When the guess is correct then the receiver can choose not to NAK any
additional losses for the word as it already has enough information to display the correct
word to the user. When the guess is not correct, the entire word can be resent in one packet
to the receiver.
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Figure 3.1: The principle for text-node semantics using a local dictionary.

3.3.3 Efficient Reduction of Error-Propagation in Multicast Interactive
Video

While the ideas presented above deal with the more natural idea of using application seman-
tics in order to make traditionally "reliable" media perform more efficiently it is also interest-
ing to discuss semantics in the context of media that are normally treated as "best-effort" by
developers. Rather than making these media run more efficiently, semantics instead open up
the possibility to introduce error control techniques that are normally thought of as grossly
inefficient. Such is the case with real-time video streams, which are commonly provided by
collaborative workspaces in order to give the participants a visual presence of each other and
their surroundings.

One of the most challenging aspects in obtaining high quality interactive video is that
many commonly used error control techniques for non-interactive video are unavailable be-
cause they introduce latency in frame playout times. For example, without the benefit of
buffers, repairs typically arrive too late to be displayed in the intended frame. An alterna-
tive is to use FEC, but as stated in section 3.2 this can consume a considerable amount of
bandwidth, reducing the number of effective senders that can participate in a multi-sender
session.

However, repairs can be used with interactive video in order to reduce error propagation
even if they do not arrive in time to be displayed with the current frame. This technique
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has been implemented for unicast MPEG traffic and has shown to be low-weight and effec-
tive [68]. With a bit of additional design work this concept can be used in order to reduce
error propagation for multicast H.261 traffic as modeled in Figure 3.1.

Figure 3.2: Reducing error propagation in video.

However, unlike with unicast traffic, NAK suppression will need to be utilized in order
to keep the necessary loss-feedback for repairs from impacting scalability. This introduces
a problem because today’s most deployable NAK-suppression technique is based on random
timers [29], which introduce delay in reporting losses back to the sender. The delay could
result in repairs and/or NAKs sent out, corresponding to blocks that have since been updated
due to new movement or a periodic conditional replenishment sweep. However, the number
of unnecessary repairs can be kept to a minimum if instead of resending every lost packet,
additional semantic rules are used as discussed in Table 3.3.

Table 3.3: Semantics for enabling efficient error recovery in interactive H.261 video.

Semantic Use

OBSOLESCENCE Before sending a repair the sender will check
to see if the block described in the repair has been
updated after the original packet was sent. If so, the
repair is "obsolete" and should not be sent.

DEADLINE In some situations a receiver can detect which
block has been lost. A receiver will then avoid sending this
NAK if it receives a new packet describing the block before
its random timer expires.
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These semantic rules will reduce the number of repairs sent which contain obsolete data
to a rather small number, opening up an error-control technique that would otherwise be too
inefficient to be generally useful.

3.4 Evaluation

Table 3.4 represents the bandwidth savings in bytes, not including control data, and improved
latency in seconds when several of the tasks from section 3.3 are performed. Column 1:
The task being performed; 2: The number of bytes saved not including control data; 3: The
improved latency in reception by the user when considering the bandwidth savings from
column 3.

Table 3.4: Savings in bandwidth (bytes) and delay (seconds) experienced by a receiver with
a 256 Kb/s link experiencing 10% loss. See text.

Task Bandwidth Delay

Slide distribution 200000 6.5
Dictionary (without NAK) 2800 70
Dictionary (with NAK) 1700 40
H.261 repair -1040 10-15

Slide Distribution. A presenter follows several links in order to load the desired presenta-
tion page. Bandwidth savings S, is defined by S = nbr, where n is the number of intermediate
pages, b is the average bandwidth per page, and r is the loss rate incurred by the receiver.
The decrease in latency in receiving the presentation page will be equal to S/D where D is
the speed of the client link.

The numbers in the table reflect the savings incurred when 4 intermediate slides with an
average size of 500 KB are loaded.

Dictionary. Lexical and semantic properties of words are used to guess the missing
letters from a word. Two scenarios are examined, these being the without NAK and with NAK
(see section 3.3.2). Assuming no feedback redundancies the first scenario will result in one
packet per loss being saved on the incoming link. The second scenario adds the cost of the
NAK carrying the guessed word, and one reply, possibly containing the correct word. This
process will save bandwidth over traditional repairing methods because one repair packet can
repair several lost letters.

The delay required for the user to view the completed word is calculated based on the
assumption that it takes one half round trip time for a packet to reach the receiver. For the
without NAK scenario the gain in delay is given by:

t = t1 +(1 + p)(t1 + tbk)+ (1 + p)2(t1 + t1)− t1 where t1 is half the round trip time, p is
the probability for a loss occurrence, and tbk represents the SRM back-off time.
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The figures in Table 3.4 are based on the savings when 100 words of typically 5 characters
are written into the white-board as text, with the typical values p = 0.10, t1 = 0.3, tbk = 0.35.

The with NAK scenario adds very little traffic since complete words are transported rather
than characters. The table shows figures based on the assumption that 50% of the guesses are
correct. There will be an additional delay for transporting the nack to the sender and for
receiving the sender’s NAK/ACK regarding the guessed word.

H.261 Repair. A packet containing H.261 data is retransmitted in order to correct future
frames. Packet size for H.261 data is dependant on the number of blocks replenished and will
vary, as several blocks may be included in one packet. The bandwidth "savings" in the table
are negative and represent the additional bandwidth consumed for the worst-case scenario of
a repair transmit equal to the maximum transmission unit for Marratech Pro.

Additionally, improvements in latency will depend on the content of the video stream be-
cause movement reduces the amount of time that an effective repair can be delivered. There-
fore, the latency value represents a scenario with no moment occurring in affected areas
before the next background sweep. The time between sweeps varies greatly depending on
many factors so the values shown are representative of typical values observed while running
sessions at Luleå University of Technology.

3.5 Conclusions and future work

In this paper we have described how semantic reliability can be applied to a real-world collab-
orative workspace application. We show, using appropriate examples, that dynamic behavior
based on semantics can be useful in various aspects of the workspace. In interactive video,
which is normally not handled with reliability, we introduce reliability based on application
semantics in order to strengthen the transport to a degree at which the application can benefit
from it. For the whiteboard and shared web-browser tools ideas have been presented for re-
laxing reliability based on application semantics, which will allow the applications to handle
errors in a manner tolerable by the user. It is important to note that the default behavior of the
framework is always the standard behavior for the application or the protocol in question.

Future work includes implementation of these and possibility other modifications into
Marratech Pro and since there is a user base, we intend to perform real-life testing and mea-
suring. This is intended in order to give more concrete conclusions about how the ideas
presented will enhance the user experience. While this paper has used more of a "big picture"
view, in the future each idea will be explored into more minute detail. For example, improve-
ments in video quality, which is the main goal of adding recovery based reliability, cannot be
measured without testing the implementation on a user base.
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Abstract

This paper presents a bandwidth sharing scheme for group video conferencing. The key
features of the scheme are the monitoring of implicit user-hints and message passing, which
are used by each client in order to identify and report their interest in other group members.
Information about user interest is then used by each video sender in order to adjust their
frame-rate, resolution, and ultimately bandwidth consumption in an attempt to satisfy the
current interests of the receivers. A general framework and initial prototype are presented
together with experimental results.

4.1 Introduction

Collaborative workspace applications based on IP-multicast offer a scalable solution for com-
puter supported human-to-human communication. Even though Internet-wide multicast ac-
cess is not a reality, these applications are making their way into work and educational en-
vironments due to the growing use of multicast in subnets, such as corporate and campus
networks. While workspaces come in many flavors, the main function of these applications
is to provide participating members with shared tools and a sense of presence. Video streams
from the participating members are a key component of presence and multiple video streams
can be resource intensive, making bandwidth sharing schemes for group video conferencing
a key design component in applications of this type.

While many straight forward solutions can be applied, the human aspect and variety of
contexts in which workspaces are used make designing a robust bandwidth-sharing scheme
difficult. For example, the simplest solution is to allocate an equal portion of the session
bandwidth to all users, but this will be inefficient when some participants in the group are of
greater importance than others and could enhance the group’s experience by using a larger
share of available resources. An alternative approach that is suitable in some situations would
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be to allocate bandwidth based on floor control, but this is also inflexible as it can only be
applied to settings where one participant should be the focus the group at any given time.

At Luleå University of Technology collaborative workspaces are used daily in a wide
variety of situations. Example uses include allowing students to view classroom lectures
from home, enabling members of discussion groups to interact from distance, and providing
members of projects and research divisions with increased presence of each other throughout
their work day. The last mentioned case, referred to as the ”e-corridor”, can be viewed with
particular interest in terms of bandwidth sharing due to the large variety of use-cases that it
must serve. In the e-corridor members of the session can be active or passive and possible
uses of the workspace range from giving or listening in on a formal presentation to passive
monitoring of video. It may also include the occasional idle participant (i.e. out of the office).
Thus, the number of "important" video streams in the session can vary widely over time.

This paper presents a bandwidth sharing scheme for group video conferencing aimed
at a general use collaborative workspace environment, such as the e-corridor. The scheme
operates by first identifying session participants that are of high importance to other group
members and then allocating them a larger share of the session bandwidth. This is achieved
primarily through the implicit detection of user-hints, such as the configuration of a user’s
desktop, and utilizes message passing so that receivers can reflect their interests back to the
senders in question.

4.1.1 Related Work

The use of implicit user-hints in resource control has been applied to a wide range of multime-
dia applications, with each scheme being limited in scope to a specific domain. For example,
Kulju et al. [44] investigated user hints in the context of video streaming, while Ott et al. [63]
focused on its use within their own 3D landscape. In addition, recent work in collaborative
workspaces has investigated how hints may be used in order to dynamically control the use of
reliable multicast [77]. The work most similar to that presented in this paper is the SCUBA
protocol [3], which also uses the detection of user interest in order to allocate bandwidth in
video conferencing. SCUBA described the basic architectural components for schemes of
this type, but little research has been done in this area since its introduction and new ideas as
well as refinement on several points are still possible.

4.2 Design of a User-Interest Driven Video Adaptation Scheme

The bandwidth sharing scheme described in this section follows the same architecture as
SCUBA, but also differs from it in several ways. The first is that a novel approach for band-
width sharing is used that seeks to first fulfill the minimal needs of all senders before dividing
the remaining bandwidth among important group members. In addition, information about
user interest is used to help each sender select the correct parameters in the tradeoff between
image resolution and frame rate, which is something that SCUBA does not take into con-
sideration. Another key difference is that optimizations for message passing are presented
in the context of empirical observations made about how humans interact with collaborative
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Figure 4.1: Video windows included in the Marratech Work Environment

Table 4.1: Video windows in Marratech client.
Window Purpose of Panel Pixel Resolution Min. Frame Rate

Focus high level of presence 702 x 576, 352 x 288, 176 x 144 5 fps
Private Chat response clues 176 x 144, 88 x 72 1 fps
Participants overview of activity 88 x 72 .2 fps

workspaces, whereas SCUBA presented an alternative method based on statistical sampling.
Finally, greater flexibility is shown in the number and types of user-hints explored.

In order to determine the video streams that are of interest to a particular receiver one
must answer the question, ”Who is this user currently viewing, and in what context?”

In regards to viewing context, the range of possible answers is defined by the video win-
dows provided inside the application user interface. The Marratech Work Environment [51],
which we have used for prototyping, is shown in Fig. 4.1 and includes video panels in several
different windows. These windows are designed to compliment each other and allow each
participant to view other members in a variety of ways. Similar to the well known research
application vic [54], Marratech provides users with a ”Participants” window, which gives a
thumbnail overview of the video streams currently received from the group, and a ”Focus”
window that displays the video obtained from a single group member at higher resolution. In
addition to these windows, Marratech also contains a small video panel in each private chat
display, which allows two participants to easily obtain response clues such as posturing and
facial gestures (smiling etc.) while chatting in private.
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Table 4.1 lists each of these windows specific role in presence delivery along with their
individual resource requirements including resolution and minimum "acceptable" frame rate,
which was obtained from a variety of sources. In regards to the Focus window, the minimum
acceptable rate is derived from the various work summarized by Chen [15]. This includes
work by Tang et al. [85], who noted that users consider 5 fps to be tolerable, and Watson et al.
[94], who found that users do not perceive audio and video to be synchronized at frame rates
lower than 5 fps. Other studies have also shown little difference in communication behavior
or task outcome between 5 fps and 25 fps [37], [52], [30]. Together this work suggests that 5
fps will provide users with an adequate experience in a variety of situations requiring a high
amount of attention. The values provided for the Focus window and private chat windows
were obtained through a survey conducted of expert Marratech users, and reflect the values
most typically reported as "tolerable" for the each of the respective windows.

4.2.1 Identifying Important Video-Streams

The primary method for detecting user interest is to monitor user interface parameters that
will reveal the video senders currently loaded in each of the video panels described above. In
our case, this leads to a host giving one of four possible classifications to each sender, one for
each of the separate video window configurations and one classification for members that are
currently not viewed in any available panel. For some applications it may also be desirable to
create classifications that describe senders contained in multiple panels simultaneously, but
with the Marratech environment this is not necessary because the frame rate and resolution
required for panels delivering a high level of presence will also be sufficient for each lower
level. Thus, a video stream that is delivered for the Focus window will also be sufficient for
the Participants window and so on.

Cross-media clues can also be used to detect an important video stream [3] with the
most useful example being the monitoring of audio. The current audio sender is usually a
leading presenter or an otherwise important participant in group discussions so the Marratech
application gives users the option of selecting "video follows audio", which will automatically
move the current speaker into the Focus window. Monitoring the content of the Focus window
will still be sufficient to detect an important stream in this case, but the audio clue can be
useful to reduce the latency it takes for a sender to realize its importance and to further
prioritize audio senders over other "focused" participants as described in the next subsection.

The whiteboard and chat can also provide useful clues, but of a somewhat different nature
than audio and video. While drawing with the whiteboard pen or sending a chat message may
be a sign that a user has become interesting to other users, this will likely only be for a short
period of time while they "check out" the user’s activity. Therefore, when a sender has a low
frame rate (under 1 fps) an event from either of these media can be used in order to have him
send an extra frame or two.

Downgrading a Sender:

At times user interface monitoring and cross-media clues can be misleading and may cause
a client to identify senders as important when in fact their video feeds are expendable. E-
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corridor participants can for example typically leave their office for an extended period of
time, which may result in a client that continues to act on the behalf of its user even though
no one is in the room to view the video streams received. One strategy that can be adopted in
order to minimize the impact from this type of misidentification is to obtain hints regarding
events external to the application before making decisions on behalf of the client. Hints of
this type work to downgrade a sender that would otherwise be identified as important, and can
further refine the process of detecting user importance. Several example hints in this category
are listed below.

Detecting Idle Receivers It is pointless for a receiver to continue requesting video from
senders when no one is actively using the computer. One primary method for detecting
an idle receiver is to monitor the user’s screen saver. This can be complemented by
other techniques, such as the monitoring of peripheral input devices like the keyboard
and mouse, and/or the detection of a lack of movement in front of the user’s camera.

Window placement When windows from other applications cover up a video panel, it is a
solid indication that the user is not interested in the incoming video stream [44]. This
should also be true if the video window in question is minimized.

Limited Resources Even if a user can benefit from receiving additional data it does not
guarantee that he has enough resources to do so. This can be especially true when
using a mobile client as they are often more limited by CPU and memory resources
than available bandwidth.

4.2.2 Video Adjustment Algorithm

The video adjustment algorithm we have designed works first to provide each sender with
the minimum acceptable frame rate and proper image resolution for its most interested re-
ceiver, with unused bandwidth beyond that point distributed evenly among the highest prior-
ity senders in the group. The rationale for using this "minimum requirements first" strategy is
that it allows important senders to deliver the richest experience possible while keeping them
from punishing less important senders. The main drawback of this method is that it may
not be appropriate for use with sessions that have very limited bandwidth, for example those
which intend to support modem users, because the aggregate requirements of even the least
demanding senders may be hard to meet. However, sessions of this type are today generally
viewed as a special case and most likely need a scheme that is optimized specifically for use
with low bandwidth sessions [15], rather then a scheme that is designed for general use like
the scheme that is described in this paper.

Obviously it is not realistic to assume that the minimum acceptable requirements will
be the same in every situation. In practice the administrator of the session should have the
option of setting these values. However, in order to make the creation of sessions more user
friendly it is important to have a workable set of default values that can be used when the
administrator does not exercise this option. With this in mind we have done an analysis of
expected bandwidth usage when sending at several of the appropriate frame rates and image
resolutions discussed in Table 4.1.
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Table 4.2: Estimated bandwidth usage for each sender

Window Frame Rate Resolution Bandwidth Usage

Focus 5 fps 352 x 288 55 kb/s - 160 kb/s
Private Chat 1 fps 88 x 72 8 kb/s - 20 kb/s
Participants .2 fps 88 x 72 less than 1 kb/s - 4 kb/s

Table 4.2 includes this information and can be used as a reference when trying to deter-
mine how well a minimum requirements approach will scale in the real world. The bandwidth
measurements included were taken from a Marratech e-meeting client while sending video
data at various frame rates and resolutions included in Table 4.1. The fourth column in Table
4.2 shows bandwidth measurements taken during "typical" use, with the low value represen-
tative of users that are fairly still in front of their computer, and the high value taken during
moments of high activity, such as the user moving about or interacting with another person
in the office. It should be mentioned that although the private chat and Focus windows have
variable resolutions our measurements were taken with the default settings applied.

The numbers in Table 4.2 should only be treated as estimates, as variations in bandwidth
consumption can be expected due to real-world factors, such as the camera type in use and
the amount of motion between frames. They do however show that for a typical session
(less than 50 users) it is not difficult to meet the minimum requirements for the Participants
window due to the low bandwidth required by each sender. In practice this is also true for
private-chat users because the concurrent number of chats is usually equal to a small fraction
of the number of session participants. However, the requirements of each "more important"
sender, defined as those currently sending audio or being viewed in the Focus window, may
be difficult to meet if the attention of the group is too "spread out" or if the session has low
to medium available bandwidth (256 Kb/s - 500 Kb/s).

Each sender operates within the scheme by classifying itself on a scale from 0 to 4 based
on how it is viewed by other group members and whether or not it is currently sending audio.
These classifications are: 4 - audio sender; 3 - Focus-window sender; 2 private-chat sender; 1
Participants-window sender; and 0 - no interested receivers. A host uses information about its
class in order to determine its frame rate and resolution as given in Table 4.1, and measures
the incoming bandwidth consumption of other members in order to determine the amount of
bandwidth available to it. This information is then used by the sender in order to adapt its
video using the priority scheme described below.

Step 1: Bandwidth is divided evenly between all the senders until each sender can send at the
minimum frame rate and resolution for the Participants window.
Step 2: If there is still session bandwidth available after step 1, it is allocated between the
senders of class 2 or higher until they are sending at the minimal frame rate and resolution
for the private chat window.
Step 3: If there is still available bandwidth after step 2, it is divided between senders of class
3 or or higher until they can send at the necessary frame rate and resolution for the Focus
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Table 4.3: User interactions logged during empirical study and influence on sender class

Event Bandwidth Up- or Down-
class grading

Un-muting audio 4 Up
Muting audio 4 Down
Viewing or maximizing main video 3 Up
Minimizing or closing main video 3 Down
Opening private media 2 Up
Closing private media 2 Down
Un-muting participant video 1 Up
Muting participant video 1 Down

window. This is done first for class 4 senders, and then for class 3 senders.
Step 4: All remaining bandwidth is divided evenly between each class 3 and 4 sender.

4.2.3 Receiver Feedback

In order for a sender to be aware of how it is viewed by other group members a mechanism
needs to be in place that allows each receiving host to communicate their interests via mes-
sages. The simplest way to do this is to have each receiver automatically send a message
each time an event occurs that causes it to reclassify a sender. This approach may of course
end up in unnecessary messages being passed but it is not clear if this will consume enough
bandwidth to significantly reduce the performance of the application.

Several techniques can be applied in order to reduce the number of unnecessary messages
with the most obvious example occurring when someone starts to send audio, which will
cause them to be moved into the Focus window by several participants simultaneously. In
this situation a more efficient approach then having each receiver send a message is to instead
have each receiver inform the group when they change the "video follows audio" option,
which will enable the accurate use of the audio clue mentioned in sect. 4.2.1.

An unnecessary message may also be created when a receiver views a sender in a new
context while already receiving enough video. For example, if a sender has a frame rate of
5 fps due to the actions of other receivers, it is pointless to send it a message when opening
up a private chat window, as this requires a refresh rate of only 1 fps. Messages of this type
can be reduced by having each receiver monitor the frame rate and resolution of incoming
streams and pass messages only when they are deemed to be inadequate. The drawback
of this technique is that it will make it difficult for senders to know exactly whom every
receiver is watching, and will thus require an additional mechanism so that each sender can
find out when they should reduce their bandwidth after receivers have lost interest in them.
A simple way to handle this is to include information about how each sender is viewed in
RTCP receiver reports, which will solve the problem but will also introduce latency in the
bandwidth reduction process. SCUBA takes a different approach towards feedback and uses
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Figure 4.2: Graphs showing the total number of interactions within a 9 user research group
over a three day period. (Note the scale difference in (d).)

statistical sampling rather than obtaining messages from the entire group. The advantage
of this method is that it improves overall scalability because the number of messages grows
logarithmically rather than linearly as the session size increases.

Because messages should only be created based on specific user interactions it is not
clear if any of the above message reduction strategies are necessary, or if these interactions
will typically be infrequent enough to make the number of messages passed in the session
negligible. In order to gain further understanding of the potential amount of bandwidth that
messages may consume, we conducted an empirical study of a research group consisting of
nine daily Marratech users. This was done by creating a prototype version of Marratech,
which generates messages based on specific user interactions as summarized in Table 4.3,
and distributing it among these users. The messages were logged over a three day period
under normal working conditions, which included a formal research discussion on the last
day, as well as periods of more "common" use.

Figure 4.2 shows four graphs of activity during the logging period, in which a total of
1046 interactions were detected, corresponding to 119244 bytes worth of data. The average
message length was 114 bytes, which included a sender id, timestamp and an indication of
the interaction in question. It should be noted that these messages were not optimized in any
way, so in practice it should be possible to reduce this size. Graphs a, b and c show activity
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during "common use" periods and are highlighted by a fairly low amount of activity, with
some short bursts occurring that correspond to increased interaction between the users.

As expected the most intensive period of message creation by far occurred during the
research discussion on the last day, which is shown in graph d. This included the hour of
highest activity during the three days, in which 380 messages were sent. The peak minute of
usage during the research discussion resulted in a total of 27 interactions, which corresponds
to an average bandwidth consumption of less than .05 KB/s and a total bandwidth consump-
tion of 3068 bytes. This shows that even if all the messages during the most active minute of
the discussion were created simultaneously that the amount of bandwidth consumed would
be negligible.

Thus, a conclusion can be drawn from this study that during normal use the total number
of messages expected should consume a tiny portion of the session bandwidth, even if no
optimizations are in place.

4.3 Summary and Conclusions

We have introduced a framework for bandwidth sharing in video conferencing that uses the
implicit detection of user interest as a metric for resource allocation. Schemes of this type
contain three architectural components, which are the detection of user interest, message
passing, and bandwidth adjustment algorithms. In the area of user-interest detection we have
described several methods for identifying users’ interests and have introduced new ways to
reduce the number of false positives in this process. In addition, we have expanded the area of
bandwidth adjustment in order to help senders correctly identify their optimal frame rate and
image resolution in each situation and have done so by adopting a "minimum requirements
first" strategy. This strategy attempts to provide each sender with the minimum frame rate
and image resolution for its most interested receiver before assigning the remaining session
bandwidth to the senders deemed to be most important.

We have also discussed several different mechanisms designed to reduce the number mes-
sages created, and have conducted an empirical study in order to determine how necessary
they are during real use. This study was conducted by deploying a prototype we created
among a research group at our university that allowed us to monitor the messages they gen-
erated. We concluded from this study that, given the interactions from Table 4.3, messages
will occur infrequently enough during normal use that such message reduction mechanisms
are of little use in practice, even though they may be academically interesting.

4.3.1 Future Work

Our first priority in the future is to make a complete, user friendly prototype that can be
distributed among the Marratech test users. This will require us to look into several issues
including user-interface options so that users can "opt out" of the dynamic bandwidth process.
In the real world this will be necessary because there are some situations when it is most
beneficial to allow certain users in the session to set their bandwidth consumption manually.
We also plan to study the performance of our scheme in this type of mixed environment.
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In addition, robust user studies are needed in order to find further ways of refining the
scheme. In particular, it is not clear at this time if it is best to divide all the extra bandwidth
between only the important senders in the group as stated in sec. 4.2.2, or if there is a more
optimal strategy. In some situations for example it may be better for a portion of the extra
bandwidth to be used in order to increase the frame rate of clients in the Participants window.
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Abstract

This paper presents StepTree, an information visualization tool designed for depicting hier-
archies, such as directory structures. StepTree is similar to the hierarchy-visualization tool,
Treemap, in that it uses a rectangular, space-filling methodology, but differs from Treemap
in that it employs three-dimensional space, which is used to more clearly convey the struc-
tural relationships of the hierarchy. The paper includes an empirical study comparing typical
search and analysis tasks using StepTree and Treemap. The study shows that users perform
significantly better on tasks related to interpreting structural relationships when using Step-
Tree. In addition, users achieved the same performance with StepTree and Treemap when
doing a range of other common interpretative and navigational tasks.

5.1 Introduction

The most common visualization method used for file system hierarchies is the node-and-
indentation style used by the Microsoft Explorer and Nautilus (Linux/Gnome) browsers.
Tools of this type are well known and recognized by the vast majority of desktop computer
users. But, they have well-known disadvantages. In particular, they do not give an effective
overview of large hierarchies because only those areas that are manually expanded are visible
at any one time. Also, because nodes are expanded vertically, they require a great deal of
scrolling to view the entire hierarchy.

An alternative approach for visualizing file systems is the space-filling approach. This ap-
proach is employed in a variety of visualization types including tree-maps [81] and SunBurst
[84]. The space-filling approach is more efficient at utilizing screen space than node-and-
indentation style visualizations, which leave a large amount of white space unused. The
space-filling approach is characterized by subdividing a window into parts representing the
branches (directories) and leaves (files) of the tree. The area of these parts is often related to
some attribute such as size, which can be aggregated. This approach gives a better overview
of the entire hierarchy, especially for the attribute that is mapped to area.
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This paper presents StepTree, a tool for displaying hierarchies that relies on the space-
filling method and compares it to Treemap version 4.05 - an implementation of tree-maps
available from the Human-Computer Interaction Laboratory (HCIL) at the University of
Maryland. StepTree is similar to Treemap in that it constructs space-filling displays using
a rectangular technique, but differs from Treemap in that it employs three dimensions by
stacking each subdirectory on top of its parent directory. The use of three-dimensional space
is intended to more clearly convey to users the structural relationships of the hierarchy and
gives StepTree an appearance similar to boxes laid out on a warehouse floor, as opposed to
the two-dimensional map of rectangles commonly associated with tree-maps.

The rest of this paper is organized as follows: In the next section we discuss related work.
This is followed by a more detailed description of StepTree in Section 5.3. In Section 5.4 we
describe an empirical study of 20 users performing tasks with StepTree and Treemap. Finally,
we summarize and discuss possible future work in Section 5.5.

5.2 Related Work

Shneiderman [81] describes a theoretical foundation for space-filling visualization of hier-
archies, including some initial algorithms. Tree-maps are basically nested Venn diagrams
where the size of each node (in relation to the whole) is proportional to the size of the file
or directory it represents. Tree-maps display hierarchies through enclosure, unlike node-link
diagrams, which display hierarchies through connections. Using the two-dimensional, space-
filling approach is a clever and simple way of displaying a hierarchy as it allows the contents
of an entire structure (or a great deal of it) to be viewed at once. Johnson and Shneiderman
[12] offered a more user-centered view of tree-maps that introduced them as an alternative
method for viewing large file systems. Their work also introduced basic usability issues re-
quiring additional research. These included the general categories of aesthetics, interactivity,
comprehension, and efficient space utilization, which cover topics such as: layout, filtering,
zooming (including traversing the hierarchy), coloring and labeling of files. Turo and John-
son [90] presented an empirical study demonstrating the advantages of tree-maps. Their paper
included an experiment analyzing 12 users performing tasks with tree-maps in comparison
to the Unix tcsh shell, and also an experiment with employees at General Electric Network
for Information Exchange using tree-maps on a product hierarchy as compared to using tra-
ditional financial reports. Tree-maps outperformed the alternative in both cases. Since their
introduction, tree-maps have been used to visualize a wide range of hierarchical structures
such as stock portfolios [40], tennis matches [9], and photo collections [7].

After the initial research, two problems remained to be solved. First, the original “slice-
and-dice” layout method often presented files of the same size in vastly different shapes
having the same area. This made comparisons of size problematic. Second, the flat layout
often made it difficult to truly perceive the hierarchy.

A number of improved layout algorithms have been developed to present equal areas
in nearly identical shapes. Bruls et al. [12] presents the ”squarification” algorithm which
packs each directory’s rectangle as nearly as possible with rectangles of the same aspect ratio.
Squarification uses a greedy approach beginning with the largest children. Figures 5.1 and 5.2
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Figure 5.1: Tree-map using slice-and-dice layout

Figure 5.2: Tree-map using squarified layout
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show the same data set using the slice-and-dice and squarification methods. Bedersen, et. al.
[8] present “ordered” tree-maps, which use a family of algorithms based on recursive division
of the rectangle into four parts where one is a “pivot” element. Pivots are chosen based on
various criteria. Bedersen’s paper also summarizes and compares other layout algorithms
including quantum tree-maps that are designed to lay out image thumbnails of a standard
size.

In order to overcome problems perceiving the hierarchy, van Wijk & van de Wetering
propose a shading technique called ”cushioning” [91]. Cushioning presents tree-map rectan-
gles as pillows and shades them to enhance edge visibility. This makes the hierarchy more
apparent. The SunBurst visualization [84] constructs a radial, space-filling display (Figure
5.3). It offers users an advantage over tree-maps by more clearly displaying the structure of
the hierarchy. SunBurst layers the levels of the hierarchy successively so that the innermost
layer corresponds to the tree root and the outermost layer corresponds to the lowest level in
the hierarchy. A comparative study showed that SunBurst outperformed tree-maps in tasks
related to structural interpretation (e.g., locating the deepest directory). Finally, utilizing the
third dimension has been suggested as another approach to help users perceive hierarchal
relationships. Two early, 3-dimensional, tree-map-like implementations are FSV [69] and
VisFS [76], but neither has been experimentally tested for usability. StepTree was developed
to act as a test bed for performing experimental evaluations on the benefits of 3D in tree-
map-like graphs. Thus, StepTree follows the design of the Treemap application more closely
than FSV and VisFS in order to reduce the number of variables that may alter experimental
results.

5.3 The StepTree Application

StepTree is essentially a tree-map extended into three dimensions by the simple expedient
of stacking levels of the tree on top of each other in 3D space. It utilizes the OpenGL API
and was developed specifically for the display of file system hierarchies. It currently displays
visual mappings of file system metrics such as file size; file and directory changes, and file
type. StepTree is intended for use on traditional windows desktops and does not require any
special hardware.

Figure 5.4 shows a screen from StepTree. In addition to size, the display depicts change
history and file type. In the figure, files that have been modified within the last three years
are solid. Directories that have not been modified are represented with wire frames while
unchanged files are simply omitted. Directories containing modified files are also solid. File
type is associated with color, a mapping that was fixed for the study and set as close as
possible to that of the Treemap application.

StepTree was in part developed to investigate ways of enriching space-filling visualization
so that size is less dominant. Often relationships depicted by mapping size to area come at
the expense of all other mappings. As the areas of nodes tend to be linked directly to this
relationship, some nodes may dominate the view while others may be completely drowned
out. If one wants to display change, changes to small files are as important as to large files. A
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Figure 5.3: SunBurst (courtesy of John Stasko)
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Figure 5.4: StepTree
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solution to this problem is the optional use of gradual equalization of sibling nodes provided
by the layout algorithm (Section 5.3.1).

StepTree uses a “ghosting” technique to display modified files. If a file has been modified
within a specified range, then the node is drawn as a solid. If it has not, it is either drawn
as a wire frame (ghosted) or hidden. Ghosting unchanged nodes can be extremely effective,
and hiding even more so when trying to spot changes to the file system. Modified files are
effectively singled out. Changes are also propagated up in the hierarchy so that a directory
is considered modified at the same date as it’s most recently modified descendant. This
is necessary as StepTree sometimes does not display nodes that are deep in the hierarchy
in order to maintain good interactive response. Consequently, undisplayed files that have
changed are represented by solid parent directories.

In adapting StepTree for the user study, we devised a new and more restrictive method of
interaction with the 3D scene (Section 5.3.2), added a sidebar with a file type legend tab, a
tab for dynamic-query filters, a tab for a traditional file system browser (coupled to the 3D
tree-map), and a tab for settings. In addition labels were made translucent.

5.3.1 Layout and Labeling

The graph is laid out by a recursive function where the initial call specifies the root node of
the file system subset and the coordinates and dimensions of the box for layout. This function
then calls itself once for every child, placing child nodes as dictated by the squarification lay-
out algorithm detailed in [12]. If equalization (redistribution of area), is enabled, it is applied
before the node is actually laid out. The equalization step is followed by an “atrophication”
step (size reduction of successive levels), in which the child nodes are shrunk to enhance level
visibility.

Equalization is implemented in StepTree as a method of redistributing area from large
nodes to smaller ones within a group of siblings. Equalization does not change the total area
of the group. The equalization function is applied to all members in a sibling group, adjusting
their size depending on the global equalization constant, ε.

νeq = (1− ε)ν+ εα (0 ≤ ε ≤ 1) Equalization function

Where: ν is the initial area of the child as a fraction of the area of the parent, α is the
mean child area fraction for the sibling group, and νeq is the equalized area fraction. Setting
equalization to 1 results in a group where all nodes have the same fraction of the parent’s
area. Setting equalization to 0 results in no change in area distribution.

Small files and empty directories would not be visible without equalization or a similar
redistribution function. Equalization, however, distorts the visualization. Two files of equal
size might appear to have different sizes if they have different parent directories. Note that
in our implementation, the equalization step is followed by an atrophication step where the
area used by children is shrunk by a set fraction in relation to the parent in order to expose
underlying structure. Both steps can be disabled. Equalization is but one of the many types
of distortions that could be applied to a space filling visualization. Previous uses of distor-
tion include, for example, the application of exponential weight functions to exaggerate size
differences [89].
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The final layout issue is to ensure adequate performance when rotating and moving in real
time. While StepTree readily handles about 5,000 nodes on most machines, file systems are
often considerably larger. Therefore, we were forced to introduce node pruning. However, we
did not want to display partial levels. So, the depth of the displayed portion of the hierarchy
is limited by processing time and an upper limit on the number of visible nodes. If the node
limit or time limit is reached, StepTree displays a partial 3D tree-map that is limited to levels
that can be fully rendered within the limits.

Labels in StepTree are implemented as text flags that always face the observer and al-
ways have the same size and orientation. This helps to ensure a minimum level of legibility
regardless of how the visualization has been rotated. Labels affixed directly to the surface of
the nodes are often arbitrarily truncated and distorted by perspective projection. In order to
avoid a forest of labels where few labels are legible, permanent flags are only assigned to the
root and its immediate children. All flags are translucent. Translucency also seems to make
more labels legible when they overlap.

5.3.2 Navigation and Interaction

A common problem with 3D visualization is ending up with an unusable view, or as it is
termed by Jul and Furnas [39], ending up lost in the “desert fog”. This was a problem in
StepTree’s early versions where view navigation allowed unconstrained flight. The user
would frequently navigate into an unfavorable position, be pointed in the wrong direction,
and see nothing but a blank screen. From such a view it is difficult if not impossible to draw
conclusions as to where to navigate next. To correct this, we elected to use object-centric ma-
nipulation of the 3D scene, treating the graph as an object to be manipulated and inspected.
Furthermore, we limited the user’s freedom to position the graph. It can be rotated around
two axes, x and z, but limited to a maximum rotation of 160 degrees. Rotation is also con-
strained so that some part of the graph is always at the center of the display. The viewpoint’s
position on the (x, z) plane can be panned. Panning is also constrained so that some part of the
graph is always centered. Zooming is accomplished by moving closer to or farther away from
the graph along the y-axis and is limited by a set of distance bounds. This combination of
constraints on rotating, panning, and zooming seems to have solved the desert-fog problem,
but a user study would be required to make sure.

5.4 User Study

The primary motivation for our study was the relative lack of experiments comparing two- and
three-dimensional visualization tools. In order to determine directions for further research on
three-dimensional extensions to the tree-map concept, it is important to find out exactly what
is the difference in user performance between two-dimensional and three-dimensional tree-
maps.



Extending Tree-Maps to Three Dimensions: A Comparative Study 71

5.4.1 Experiment Procedure

Twenty students in a Human-Computer Interaction class at Luleå University of Technology
volunteered to participate in the experiment. Of these twenty students, one participant was
later excluded because he is color-blind. A predetermined color palette was used with both
tools, and we felt color-blindness might bias the results. The color-blind student was replaced
by a member of the university’s computer support group who is of comparable age, education,
and computer experience. The participants were between 21 and 35 years old with an average
age of 23.3. Most were in their third or fourth year at the university. They had used computers
for an average of 10.5 years and currently used computers on average of 30 hours per week.
All but one of the participants had 3D game experience averaging slightly less than one hour
per week. All participants were right-handed; three were female and 17 were male.

The tests were conducted on a 1.7 GHz Pentium 4 workstation with 256 Megabytes of
RAM and running the Windows 2000 operating system. Both Treemap and Step-Tree were
run at a resolution of 1024 by 768 pixels on a 21-inch CRT. For the test, equalization was
disabled as it is not available in Treemap, and atrophication was set to 10 % . Participants
used only the mouse.

The test leader conducted a tutorial session for each tool just before each participant per-
formed the related tasks. Each tutorial session took approximately ten minutes to complete
and was followed by a five minute, free-form exploration period during which each partici-
pant could try the tool and ask any questions. The actual test began after the five minutes had
passed, or earlier if the participant indicated readiness. Before the test the timing procedure
was explained to the participant.

Each task was first read out loud followed by the phrase “and you may start now” to
indicate the start of timing. At this time the task in question was provided on paper, which
was especially important when the task description contained complicated path information.
Answers to questions could be given by pointing with the mouse and using a phrase such as
“this one”, or the answer could be given verbally by naming a file or directory. In addition, a
challenge-response procedure was used when an answer was indicated. All verbal interaction
and written material was in Swedish, the native language of all test participants and the test
leader.

Each participant performed a set of nine tasks with both Treemap and StepTree. Two
distinct, but structurally similar, data sets of about a thousand nodes were used. During each
test the participant used the first data set with one visualization followed by the second with
the other. The order of the visualizations and the mapping between data set and visualization
tool were counterbalanced. The tasks were:

1. Locate the largest file.

2. Locate the largest file of a certain type.

3. Locate the directory furthest down in the hierarchy structure.

4. Locate a file with a certain path.
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5. Determine which of two given directories contains the most files including subdirecto-
ries?

6. Determine which of two given directories is the largest?

7. Name the most common file type?

8. Determine in which directory the file I’m pointing at is located?

9.

(a) Locate the largest file in a certain directory.

(b) Locate the largest file of the same type in the whole hierarchy.

The tasks were chosen as a representative sampling of the types of perceptual and navi-
gational problems a user might run up against when browsing a file system. Tasks were also
classified and distributed evenly between the two broad categories of topological tasks and
content-related tasks. Tasks 1, 2, and 6 are clearly content-related tasks while tasks 3, 4, and
8 are clearly topological - task 3 strongly so. The remaining tasks 5, 7, and 9 belong in both
categories. Exact classification of tasks can be fuzzy. As the number of files grows, and they
become more densely packed, one tends to perceive the pattern rather than the exact struc-
tural placement of each entity. Topology becomes content. Therefore for tasks 5, 7, and 9,
we can argue for both interpretations.

5.4.2 Hypotheses

Our first hypothesis for the experiment was that Treemap, the two-dimensional tool, would be
faster overall and result in fewer errors. This is mainly based on the assumption that the added
complication of three-dimensional navigation would have significant adverse effects. In slight
contradiction to this overall hypothesis, we hypothesized that the task with a pronounced
topological component (Task 3) would benefit from the three-dimensional view, resulting in
shorter task times and fewer errors when StepTree is used on this specific task.

5.4.3 Results and Discussion

Contrary to what we expected, we found no statistical significance in favor of Tree-map for all
tasks combined. An ANOVA on the effect of tool, tool order, data set, and data set order for
total task times, showed p > 0.05 by a significant margin in all cases. We did, however, find
a statistical significance for the effect of tool type on time (p = 0.0091), when we performed
an ANOVA looking at the effect of the same factors for just Task 3. Users were in this case
significantly faster when they used StepTree. The same test also found a significant effect for
data sets (p = 0.0153), on task times for Task 3. This effect can be explained by the fact that
the deepest directory in data set 2 is less isolated, and thus harder to pick out, than the one
in data set 1. Error rates on task 3 also differed significantly (?2 = 14.54, df = 1, p < 0.001),
with the fewest errors being made when StepTree was used. Seventeen participants got this
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Figure 5.5: Mean completion time (seconds) by task
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Figure 5.6: Error rate by task

question wrong with Treemap, while only five participants were unable to complete this task
correctly with StepTree.

Except for performance with Task 3, the performance on the tools was very similar (Fig-
ures 5 and 6.) It would seem that mapping depth in the hierarchy to height in the visualization
is an effective method for visualizing the topological component of file systems. Users were
both faster and less error prone using StepTree when looking for the deepest subdirectory.

We also noticed a much higher error rate for Task 7 on data set 1 than on data set 2. In
data set 1 the most common file type (gif) consists primarily of small files. As the participants
were inexperienced with space-filling visualizations, many picked the predominate color and
answered the question, “Which file type uses the most space?” This illustrates that both visu-
alizations can be misleading and that a greater understanding of the visualization is required
to correctly answer some questions.

5.5 Conclusions and Future Work

The equivalence of StepTree and Treemap on most tasks was unexpected, since 3D interfaces
often result in longer task times. However, we may find an explanation for these results
in that the interface used in StepTree was designed to be more restricting than traditional
3D interfaces. The limits imposed on zoom, pan, and rotation seem to have been effective
in preventing users from getting lost. In addition, the fact that 19 out of the 20 users had
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previous experience playing 3D games may have helped equalize performance. The gap in
usability between 2D and 3D interfaces may close as the average computer user becomes
more experienced with 3D. While a clear conclusion as to whether this is true or not cannot
be drawn from our experiment, it is an interesting topic for future study.

The explicit display of hierarchical depth by StepTree resulted in a clear advantage over
Treemap on the question regarding depth in the hierarchy. This illustrates an area where
3D may have an advantage over 2D. However, SunBurst also explicitly displays depth by
mapping it to radius. It would thus be worthwhile to compare SunBurst and StepTree.

The study group offered several interesting comments about StepTree that may be useful
in improving future versions of the tool. One frequent complaint participants made during the
tests was the lack of rotation around the y-axis (vertical axis). Their preconception seemed
to be that dragging sideways should rotate the object around the y-axis much like a potter’s
wheel. This was indicated by the participant’s actions - an ineffective, sideways dragging
motion - just prior to voicing the complaint. Manipulation of this sort should be added in
future versions of the StepTree software.

Another annoyance perceived by the participants was the lack of tight coupling. If a filter
had been applied so that the visualization only showed “.gif” files, then many participants
assumed that the reported number of nodes in the visualized directory had been updated as
well. This is not the case in either application and should be included in both StepTree and
Treemap.

After completing both tests, one participant complained about the tool-tip flag in Treemap.
This flag was in his words, “always obscuring something”. The same person remarked that
in StepTree the corresponding flag did not appear immediately and was translucent, which
reduced occlusion. On the other hand, a source of complaints was that StepTree’s tool-tip
often spilled over the edge of the screen and was unreadable. Future versions should take
into account the physical dimensions of the view port and not arbitrarily place labels.
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Abstract

This paper presents an application-layer middleware that applies a microeconomic model to
help multimedia applications utilize available bandwidth in a way that maximizes the user’s
net benefit. The key components are a bandwidth broker that puts the supply of available
bandwidth on a virtual market residing inside the application, and utility functions for each
media, which are used to calculate their relative gain to the user at each bandwidth level. Ba-
sic supply and demand principles are used where the broker raises a virtual price if the total
demand from all media exceeds the available supply, or lowers the price if demand is lower
than the available supply. The advantage of the middleware is that it allows problems re-
lated to network management (usually affecting the supply) and human computer interaction
(usually affecting demand) to be researched and integrated separately into an application and
combined to leverage bandwidth in the best possible way. As a proof of concept, a prototype
has been built by integrating the middleware into Marratech Pro, a commercially available
e-meeting application. The paper presents experimental results using this prototype.

6.1 Introduction

Distributed multimedia applications provide users with a variety of inherently dynamic me-
dia, each having bandwidth requirements that can rapidly change over time. While a signif-
icant amount of research has targeted the creation of specific media that can adapt to band-
width fluctuations (e.g. layered video coding), a still relatively unsolved problem is how to
obtain bandwidth from various networks during a multimedia session, and then share the
bandwidth efficiently between the different media inside an application in order to provide
the user with the optimal aggregated experience.

Solving this problem requires a large amount of interdisciplinary knowledge. First of all,
in order to obtain bandwidth in the best way designers must be able to deal with an increas-
ingly complex network infrastructure. For example, applications must be able to handle IP
mobility and QoS requirements and also consider financial aspects when switching between
different wireless networks. Secondly, since user-perceived performance depends critically
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on the way bandwidth is shared between various media, designers must also deal with human
factors in order to calculate the relative worth of each media stream to the user. For example,
it might be useful to allocate more bandwidth to “important” users in a multimedia confer-
encing session [3], [78], or to allocate less bandwidth to a video stream to make room for an
audio stream.

This paper presents a middleware framework based on microeconomic principles of sup-
ply and demand to deal with bandwidth related issues in multimedia applications. The mid-
dleware consists of a virtual marketplace that functions as a management layer for deciding
how to best obtain bandwidth and how to best consume bandwidth. The advantage of the
middleware is that it allows the various solutions related to network management (usually
affecting the supply) and the various solutions related to usability (usually affecting demand)
to be researched and integrated separately into an application. Ultimately, this will allow var-
ious experts from fields such as human computer interaction and computer communications
to combine their knowledge so that bandwidth can be obtained and divided between several
media streams in the way that provides users with the most benefit.

The rest of the paper is organized as follows. Section 6.2 covers previous work done in
the area. Section 6.3 gives a brief introduction to microeconomics in relation to the problem.
Section 6.4 gives an overview the middleware, and in section 6.5 the middleware is evaluated
using a prototype implemented into a commercially available e-meeting application called
Marratech Pro. In section 6.6, a summary and conclusions are given followed by future
work.

6.2 Related work

A considerable amount of research has been carried out to provide QoS support in distributed
multimedia systems [46, 57, 67]. In [57] K. Nahrstedt et al. give an overview of existing
middleware systems that have been proposed to support applications in heterogeneous and
ubiquitous computing environments. To name just a few efforts, Agilos (Agile QoS) [46] is
designed to serve as a coordinator to control the adaptation behavior of all concurrent ap-
plications in an end system so that the overall system performance is maximized. Similarly,
Q-RAM [67] proposes a method to allocate resources between applications so that the sys-
tem utility is maximized under the constraint that each application can meet its minimum
QoS requirement. In contrast to the middleware proposed in this paper, these middlewares
are not based on the concept of a virtual marketplace and generally focus on sharing resources
between applications running on the same machine, or in the same network, rather than uti-
lizing available bandwidth in the best possible way between several media within the same
application.

A variety of papers have been published that use microeconomics as resource manage-
ment method for bandwidth in conjunction with real economies [11, 48, 49]. However, the
mechanisms described are generally dependent on support from nodes within the network
and/or on variable rate pricing schemes for bandwidth. Both of these requirements have
drawbacks in that dependency on router support can make systems much more difficult to de-
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Figure 6.1: Interaction between agents in the middleware.

ploy and because there is a strong evidence that users find dynamic pricing to be unacceptable
[11].

The work presented in this paper differs from previous work in that the middleware uses
microeconomic theory in a novel way by applying it inside multimedia applications without
assuming the existence of non flat-rate pricing schemes for bandwidth or additional support
from nodes within the network. Instead, microeconomics is used in order to run a virtual
economy inside the application in order to make it easy to combine various network services,
such as IP-mobility and congestion control while maintaining the efficient use of resources
and maximizing the benefit to the user.

The idea of a market-based middleware was briefly mentioned in a poster paper [43] pre-
viously published by the authors. However, this paper contains a more extensive description
of the middleware as well as a proof of concept implementation used in several experiments
presented in the paper.

6.3 Market-based bandwidth management

Microeconomic theory deals with production, purchase and sales of commodities that are
in limited supply [18]. In this context, the commodity on the market is bandwidth, and is
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traded by two key players: consumers and suppliers. Consumers attempt to optimize their
gain by purchasing commodities (i.e. bandwidth) that give them the maximum gain at the
lowest price, and suppliers try to sell commodities at the highest price they can get in order
to maximize their own profit. This leads to a variable pricing system that works like an
“invisible hand” in order to distribute and allocate resources efficiently despite the selfish
actions of each player. Eventually, this price fluctuation will reach a state where the demand
for goods at the going price equals the supply for goods at that price. When this state is
reached, all resources are fully utilized and the market is said to be in equilibrium [18].

In practice, equilibrium prices can be difficult to calculate because demand and supply
vary over time. The supply will for example vary depending on the type of connection in
use, congestion, financial constraints set by the user, or because of wireless interference. The
demand may vary due to a wide variety of factors unique to every application. For example,
in an e-meeting application the demand for the video stream of a particular user may vary
depending on communication patters such as who is the current speaker [78].

One way of solving this problem is to use a tâtonnement process [18] to adjust the price
iteratively until an equilibrium price is obtained. In this way, producers decrease the price if
their production is not sold and increase the price if demand exceeds the supply.

pn+1 = pn ·
d
s

(6.1)

Equation (6.1) shows how the price is iteratively calculated based on supply and demand
using the tâtonnement process, with pn representing the current price, pn+1 next price, d the
aggregate demand of all media, and s the current supply. As pn+1 is recalculated at discrete
intervals of time, equation (6.1) will adjust the price towards a new equilibrium when either
the demand or the supply changes. However, if the price is not recalculated fast enough,
there is a risk that demand will not adjust to match the supply in time, which can either
cause over-demand (over-utilization), or under-demand (under-utilization). In section 6.5 it
is investigated how this affects the performance and the stability of the market.

6.4 Overview of the middleware

Middlewares are designed to manage complexity and heterogeneity in distributed systems and
are defined as a layer above the operating system but below the application. Figure 6.1, shows
an overview of the proposed middleware, which operates on the market principles previously
described. The key player in the virtual marketplace is the Bandwidth Broker Agent (BBA),
which acts as a go between connecting all the buyers and sellers. Thus, the BBA sells band-
width to all the different media streams used in the application, while obtaining bandwidth
from various networks. Note that the middleware is implemented in the application-layer and
does not require support from the network infrastructure or other clients/servers.

Each media has its own Bandwidth Consumer Agent (BCA) acting as its representative
on the market for purchasing bandwidth. By using an optimization method described in
subsection 6.4.2, the BCA calculates the total amount of bandwidth that should be purchased
in order to maximize the benefit to the user. The BCA also communicates information to
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the media it represents regarding bandwidth it has purchased so that the media can adapt
accordingly. For example, based on this information a video encoder will be able to change
the video quality, or the interval at which it encodes frames.

The Network Agent (NA) contributes to the market by obtaining the actual supply of band-
width that will be sold by the BBA. The purpose of the NA is not to actually provide the
bandwidth (e.g. requiring packets to be sent/received through the NA) but rather to make
sure that the application is connected to the best available networks without explicitly requir-
ing the user to manually configure the application or the operating system. Depending on
services available to the application, the NA can be responsible for managing policy based
routing, configuring mobility protocols, logging in to wireless networks, dealing with con-
gestion control and so on.

In addition, the NA periodically receives information about current demand levels from
the BBA, which can be used to make decisions on how to best obtain future supply of band-
width. For example, if the current network round-trip-time is too high to be useful for a
particular media, the BCA will reject sales offers from the BBA on the grounds that the prod-
uct (bandwidth) is of too low quality. The BBA will then forward this information to the NA
allowing it to take appropriate action (such as looking for a new network provider) if possi-
ble. Once the operating system has been correctly set up, the NA passes information about
the available bandwidth to the BBA so that it can be sold to the various BCA. How the supply
is calculated is described more closely below.

6.4.1 Calculating the supply

The total supply that the BBA can put onto the market is directly related to the amount of
bandwidth available to the application and can be bounded by a variety of factors. Most often
the supply will be equal to the bottleneck bandwidth to the other end-point, but for non-flat-
rate connections it may also be bounded by budget controls set by the user. For example,
if the user specifies a maximum burn-rate in $/s it would set an upper-bound on bandwidth
supply.

K. Lai et al. [45] summarizes several techniques such as the Pathchar and the Packet
Pair algorithm that can be used to accurately measure bandwidth. As the main usage of these
algorithms is congestion control, it can be possible to let the NA obtain information about
available bandwidth directly from the congestion control scheme instead of implementing an
independent method for calculating the available network bandwidth.

However, due to the varying requirements for individual applications and media, there
is no one-size-fits-all congestion control scheme that can be used by the NA. For multicast
traffic the problem is a bit more complex than for unicast and has resulted in the creation of
a wide variety of protocols. In general, these protocols follow one of two strategies, either
relying on the sender to adapt its send rate in a way that serves the needs of the entire receiver
set (sender-based congestion control), or relying on the sender to make many quality levels
available concurrently through separate channels, allowing each receiver to "sign up" for
the appropriate channel(s) independently (receiver-based congestion control). This means
that for multicast traffic the type of bandwidth being supplied on the market will change
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somewhat depending on the underlying congestion control scheme in use. When using purely
sender-based congestion control the BBA supplies bandwidth for the media that wish to send
out packets on the network, whereas the BBA supplies bandwidth for packets to be received
when a receiver-based congestion control scheme is in use. However, independently of which
congestion control scheme that is being used by the application, the supplied bandwidth is
always affected by the bottleneck bandwidth to the other end-point (or to the multicast group),
assuming that the user has not set a budget control. Consequently, the BBA will have to host
two separate markets if the client is communicating with two different end-points or using
both multicast and unicast.

An analysis of the exact congestion control scheme that should be used by each individual
application in order to calculate bandwidth is outside the scope of this paper. Instead, the
proposed middleware is intended to help solve the orthogonal problem of how to leverage the
available bandwidth in the way that gives the user the most benefit.

6.4.2 Calculating the demand

In order for the BCA to decide how much bandwidth to buy given the price p per unit of
bandwidth, it must calculate the relative gain the media can offer the user if allocated the
amount of bandwidth x. This is done by creating utility functions for each media, m, where
each utility function um(x) maps the gain with different bandwidth levels. Since each media
wants to provide the user with the maximum net benefit (also known as the consumer surplus,
CS) at a given price level, it can calculate the amount of bandwidth xcs to purchase by solving
the problem, CS = max[um(xcs)− pxcs] as stated in [18]. The aggregate demand, d, is used
to calculate the new price during each iteration in equation (6.1), and is calculated as the
summation of the xcs of each individual media.

Figure 6.2 shows the relationship between a utility function, u(x), and the total price, px
it will cost the media m to obtain x. If the utility function is differentiable, strictly increasing
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and strictly concave for all m, C. Courcoubetis et al. [18] show that the maximize CS for
media m can be found by calculating the xcs, where

u′m(xcs) = p (6.2)

Increasing concave utility functions are useful in this context since they give a fairly
accurate model of media that are less sensitive to bandwidth changes when allocation reaches
some maximum requirement [47]. Video is a good example of a media that falls into this
category since human beings can only notice a difference in the frame rate up until about
25 frames-per-second and tend to be more sensitive to changes below 15 frames per second.
They tend to gain much more for example when raising the frame rate from 1 to 6 frames per
second than from 20 to 25 frames per second.

Allowing utility curves to dynamically change based on contextual information available
to the application is also possible. This allows for a high degree of customization to serve
users more optimally under changing conditions. For example, for multimedia conferencing
it has been proposed that video streams of certain “important” users should be prioritized
by passing messages between clients in order to find out who is getting “attention” from the
group [3, 78]. This type of scheme can be integrated into the market-based system by having
each client use the information contained in these messages in order to change the utility
curve for its video stream when appropriate.

Creating accurate utility curves for real world use may be a fair challenge, and therefore it
is not expected that in most situations the user will be given this responsibility in any explicit
way. However, application designers with a fair amount of expertise about the operation
and use of their application should be able to create fairly robust utility curves that serve the
general needs of users. Nevertheless, one of the advantages of our middleware is that it allows
this work to be done by usability specialists, without requiring them to tackle complex issues
related to network management, as those can be contained completely within the NA.

6.5 Evaluation and implementation

A proof of concept implementation has been built by incorporating the middleware into Mar-
ratech Pro [51], a commercially available e-meeting application that provides tools for syn-
chronous interaction including audio, video, chat and a shared white-board. Marratech Pro
supports data distribution using IP-multicast or distribution through a media gateway called
the Marratech E-Meeting Portal, which can be used when IP-multicast is not available.

The prototype was tested by using two Marratech Pro clients. The first client (client
A) used the prototype and was responsible for collecting data during the experiments. The
second client (client B) did not adapt bandwidth usage based on the middleware, and was
only used in order to change the level of incoming traffic on the link, as this directly affected
the available supply as described in the next subsection. Both clients sent video traffic at
all times during the experiments, with audio being used by client A at various intervals in
order to investigate the effects it had on the system. In the two first experiments, a 100 Mbit
local Ethernet network was used to evaluate how the middleware shared bandwidth between
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media. Client B sent approximately 25 kB/s video traffic in these experiments. In the third
experiment, a commercial GPRS network was added to evaluate the BBA. In this case, Client
B was configures to only send 3 kB/s video traffic.

Three computers were used during the experiments. The E-Meeting Portal was run on
a Pentium III 1.2 GHz machine running Windows XP. Client A was an Intel P4 2.4 GHz
machine running Windows XP and Client B was an AMD Athlon 1.2 GHz machine running
Windows XP.

6.5.1 Implementation

The prototype was implemented in Java JDK 1.4 in order to make it easy to integrate into
the Marratech source code. It followed the middleware as described in section 6.4 with the
agents contained in figure 6.1 having the following characteristics.

The Bandwidth Broker Agent

The BBA used the tâtonnement process as described in section 6.3. In the current implemen-
tation it provides an API where different BCAs can register and receive call-backs when the
price is updated. The total supply and demand are calculated by using an API provided by
the NA, which will be discussed later in this subsection.

The Bandwidth Consumer Agent

When the price is recalculated each instance of the BCA receives a price update through a
call-back. Current demand is calculated based on the price set by the BBA and is used to
decide how much bandwidth the BCA should try to purchase. The following utility functions
were used for calculating the demand during the experiments. For audio the utility function
was

uaudio(x) =

{
0 x < xmin

audio
∞ x ≥ xmin

audio

,where xmin
audio represents the minimum amount of bandwidth needed by the audio codec. This

utility function was used in order to describe the audio media as something very unadaptive,
which is the case with many codecs used today, for example GSM. In the experiments, a
commercial audio codec called EG711 (GIPS) [1] was used, and xmin

audio was set to 12.2 kB/s.

The utility function for the video was modeled using the logarithmic function, uvideo(x) =
ln(1 + x), which was used in order to create a basic concave function. In reality a more
complex and accurate function will be more appropriate, but as the purpose of the experi-
ments was to study the marketplace, an optimal utility function was not necessary. Thus,
using equation 6.2, the demand function for bandwidth by the video media is calculated as
xvideo(p)cs = 1

p −1.

During each price iteration, the BCA informed a bandwidth manager in Marratech Pro
about the purchased bandwidth in order to adjust the video encoder to the bits-per-second
corresponding to the purchased bandwidth.
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Figure 6.3: Results from experiment one. The figures show the effect of introducing a new
media into the market. The price was recalculated every 100 ms, and the supply every 1200
ms.

The Network Agent

During the experiments the NA was responsible for calculating the supply. This was done by
setting an upper-bound supply limit slimit for each type of network, and then by calculating
the supply s by subtracting the amount of incoming bandwidth obtained from the operating
system from the slimit (i.e. s = slimit −bwreceived). For the 100Mbit Ethernet network the slimit

was set to 100 kB/s and for the GPRS network it was set to 6 kB/s. Note that this allowed for
large fluctuations in available supply by altering the amount of traffic sent out by the other
end-point.

Mobility support was provided by using an UDP-socket extension called the Resilient
Mobile Socket (RMS) [42]. In practice, it would be possible to use other protocols such as
Mobile IP, but RMS was mainly chosen because we already had a working prototype based
on RMS.
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6.5.2 Experiment one: Bandwidth sharing between multiple media

Three experiments using the prototype were conducted. The first experiment was conducted
to demonstrate that the prototype could effectively divide the available bandwidth between
multiple media. This was done by utilizing all available bandwidth and varying the use of
audio at client A in order to show that video would effectively back-off due to price increases
in the market.

Figure 6.3 shows results from this experiment. As shown in figure 6.3(a), the price goes
up almost immediately when audio is sent. This results in a reduction of the demand for
bandwidth by the video media, as shown in figure 6.3(b). This creates the ultimate effect of a
reduction in the video bit-rate used by the video encoder, allowing bandwidth to be consumed
by the audio encoder.

6.5.3 Experiment two: Investigation into the price and supply recalcu-
lation rates

In order to investigate how the price and the supply recalculation rates affected the market,
data was collected multiple times while sending video from each client during a period of 10
minutes. The price recalculation rate was studied by locking the supply recalculation rate to
500 ms and decrementing the price recalculation rate from a high value of 1000 ms to a low
value of 20 ms. The supply recalculation rate was studied in a similar way with the price
recalculation rate locked to 50 ms, instead of by locking the supply recalculation rate.

Table 6.1 shows the benefits of a higher price recalculation rate, in that it leads to a more
efficient allocation of bandwidth, as determined by calculating the average over and under-
demand. An explanation is that a higher price recalculation rate improved the response time,
allowing the demand to more closely match variations in supply. A high supply recalculation
rate on the other hand did not improve the performance as it resulted in more fluctuation
in terms of over and under-demand, which can be seen in table 6.2. This problem can be
explained by the fact that a high supply recalculation rate in combination with variable bit-
rate video codecs (H.261) causes supply to vary rapidly, making it harder for the market to
reach an equilibrium.

6.5.4 Experiment three: Obtaining and selling bandwidth from multi-
ple networks

The third experiment was conducted to demonstrate that the BBA could sell bandwidth ob-
tained from more than one network. Another purpose was to investigate how the market
reacted when there were large variations in supply caused by mobility. In the experiment,
NA was configured to trigger a handover as soon as the LAN interface became available
in Windows, and similarly trigger a handover to the GPRS interface if the LAN interface
became disconnected. This was done by calling a handover function provided by RMS.

Figure 6.4 shows the result from the experiments. As can be seen in the figure, the
supply dramatically decreases from 100 kB/s to only 6 kB/s after switching to the GPRS
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Table 6.1: The table shows the effects of varying the price recalculation rate. The supply
recalculation was recalculated every 500 ms.

Price recalculation rate Avg. over-demand Avg. under-demand

20 ms 0.25 kB/s 0.25 kB/s
50 ms 1.14 kB/s 0.87 kB/s
100 ms 2.66 kB/s 2.59 kB/s
200 ms 4.09 kB/s 3.98 kB/s
400 ms 7.18 kB/s 7.10 kB/s
500 ms 7.86 kB/s 7.79 kB/s
800 ms 10.63 kB/s 10.53 kB/s
1000 ms 11.20 kB/s 11.07 kB/s

Table 6.2: The table shows the effects of varying the supply recalculation rate. The price
recalculation was recalculated every 50 ms.

Supply recalculation rate Avg. demand Avg. supply Avg. over-demand Avg. under-demand

200 ms 97.57 kB/s 86.30 kB/s 11.63 kB/s 4.45 kB/s
400 ms 88.77 kB/s 80.20 kB/s 7.26 kB/s 3.64 kB/s
500 ms 76.51 kB/s 75.20 kB/s 6.87 kB/s 2.10 kB/s
600 ms 74.82 kB/s 74.80 kB/s 1.20 kB/s 1.17 kB/s
800 ms 74.97 kB/s 74.95 kB/s 1.06 kB/s 1.04 kB/s
1000 ms 73.57 kB/s 73.56 kB/s 0.96 kB/s 0.94 kB/s

network, which consequently caused the price to immediately rise and the video BCA to
decrease its demand. Note that the price is less stable on the GPRS network compared with
the Ethernet network, which can be explained by the fact that the incoming traffic (3 kB/s
video data) relatively caused more variations in supply on the GPRS network than on the
Ethernet network.

6.6 Discussion

This paper has presented a middleware framework based on microeconomic principles of
supply and demand that deals with bandwidth issues inside a multimedia application. The key
design principle that has been proposed is to view bandwidth as a universal commodity that
can be consumed and produced by different components in the application. The advantage of
this approach is that the system becomes more modular as each component can contribute to
the equilibrium separately in the market. This makes it is possible to replace and upgrade each
component in the middleware in a “plug and play” style without needing to redesign the whole
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Figure 6.4: Results from experiment three. The figures show the effect on the market when
switching between networks with different bandwidth capacity. The price is recalculated
every 100 ms and the supply every 600 ms.

application. For example, if a new component for mobility management is developed that can
take advantage of several wireless base-stations simultaneously [42] it could be integrated
into the middleware simply by upgrading the NA. Similarly, if a new method is developed
that can better utilize bandwidth in video group communication softwares [78], it can be
integrated simply by defining new utility functions in the BCA.

Ultimately, this makes it possible for usability researchers to develop more advanced ap-
plications that consume bandwidth in the best possible way without having to care about het-
erogeneity and complexity in the networks while networking researchers can develop more
advanced networking components for obtaining bandwidth without having to consider spe-
cific application related issues. Although this is not a new idea in general, we believe that
a middleware layer is needed to hide heterogeneity as both applications and networks are
becoming more complex to manage.

Moreover, the paper has presented a proof of concept prototype based on the commer-
cially available e-meeting application Marratech Pro. This prototype has been used in several
exploratory experiments, which has shown that the middleware can be used in order to share
bandwidth effectively between multiple media using the BBA as a single centralized supply
point for managing bandwidth.

The experiments have shown that it is possible to allocate bandwidth close to an equi-
librium allocation by using a high price recalculation rate and a low supply recalculation
rate. However, as a high supply recalculation rate negatively affected the market, studying
how a real congestion control scheme affects the performance is something that requires fur-
ther investigations. Hence, for future work we plan to use a real congestion control scheme
and study its implications on the market. In addition, we plan to investigate more effective
utility functions for the various media contained in Marratech Pro, and integrate some other
related prototypes developed by our research group into the system in order to make more
sophisticated experiments.
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Abstract

This paper presents two case studies of group communication, using a conferencing tool that
supports various media including video, audio and chat. The studies provide a compari-
son of audio and chat as communication medium and present data on usage patterns, user
preferences and attitudes. The quantitative and qualitative data collected present a strong
argument that chat is a powerful tool in informal settings when used in combination with
video, and that many users will use it instead of audio when given a choice between the two
media. To build on these findings the paper also includes a short discussion of design issues
related to video mediated chat (video-chat), as this data suggests that video-chat deserves
attention from designers and the research community.

7.1 Introduction

For decades video conferencing has been heralded as a revolutionary technology that would
save companies money, reduce energy consumption and relieve overcrowding in urban areas
by reducing the need for work related travel [22]. Despite this grand view, it has consistently
failed to live up to expectations, leading to numerous commercial fiascos and a generally poor
reputation [22].

A primary reason cited for this failure is the high costs for the technology, which limits its
use to a few dedicated conferencing rooms. This results in rigidly scheduled meetings with
multiple participants joining from the same location, cutting out the possibility for impromptu
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communication and side conversations between remote participants. These drawbacks proved
fatal because the end result was that video conferencing could not be used to support informal
communication [22]. Support for Informal communication in group systems is viewed as
critical since it has been reported to account for over 30% of total work time, with over 90%
of this time being spent on unplanned conversations [97]. Technological advances however
now make it possible to deliver video conferencing directly to users’ desktops [85]. Early
studies of desktop video conferencing systems showed them to be much more effective at
supporting informal communication [26] with users reporting that one primary benefit they
provide over traditional video conferencing systems is that it frees them from having to book
dedicated conferencing rooms [85].

The creation of new media has also made it possible to deliver multimedia conferencing
applications that provide a variety of communication tools on top of audio and video in-
cluding chat, shared whiteboards, and advanced information visualization. Synchronous text
based communication in the form of chat and Instant Messaging (IM) is one such new media
that is seeing widespread standalone use in the workplace [33], [34], [62]. Despite generally
being viewed as a "media-poor" [82] form of communication chat and IM have been shown
effective at supporting spontaneous communication [58], [33], and have advocates that view
them as underappreciated and underused media [58].

One question surrounding the usage of chat in the workplace is whether it offers its own
unique advantages as a communication medium, or whether it has gained popularity sim-
ply because it is easier to install and setup than audio communication (i.e. low bandwidth,
no microphones.). If the latter is the case then it is expected that chat usage will be sparse
in media-rich environments where there are no technical barriers to audio communication,
since users will switch over to it as their primary communication tool. However, if the for-
mer is the case then chat will continue to be popular even when technical barriers for audio
communication are not present.

This paper examines chat and audio usage within multimedia conferencing systems and
presents two case studies of user groups communicating in a naturalistic setting. In each
study, users had a variety of communication media readily available to them, including video,
audio and chat. Qualitative and quantitative data from the groups is presented that supports
the conclusion that, contrary to conventional wisdom, chat is a useful medium for communi-
cation that offers its own unique advantages when used in media-rich environments. There-
fore, video mediated chat (or video-chat as it is referred to in the rest of the paper) is a medium
that will see growing use in the future.

The rest of this paper is organized as follows. Background studies are presented in section
7.2. This is followed by the two case studies in section 7.3. The first case study is of work-
place users participating in a "virtual shared office" [26] and the second case focuses on an
educational setting where students are provided with tutoring via a multimedia conferencing
tool instead of having an instructor physically available. Conclusions are presented in section
7.4 and a discussion of design implications from these conclusions is presented in section
7.5.
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7.2 Background

For nearly a century a goal of telecommunication research has been to build a technological
infrastructure that enables "face-to-face" interaction in distributed settings, to give users a
sense of "being there" [35], [96] as exemplified by the following quote.

"If as it is said to be not unlikely in the near future, the principle of sight is applied to the
telephone as well as that of sound, earth will be in truth a paradise, and distance will lose its
enchantment by being abolished altogether." [56]

Originally the "bandwidth hypothesis" claimed that closer semblance between the set
of modes that is offered by a technology to those of face-to-face communication the better
efficiency is achieved by the use of that technology [95]. Previous research however, has
established that there are situations in which low bandwidth media is just as effective as high
bandwidth media [13], [14].

Hollan and Stornetta [35] set an alternative goal, "identifying needs which are not ideally
met" in real face-to-face interaction. The argument is that telecommunication can offer more
than face-to-face by evolving mechanisms to meet those needs which "leverage the strengths
of the new medium" [35] to go "beyond being there". One such documented need for the
modern worker is to manage the multitasking nature of the modern workplace, characterized
by involvement in multiple initiatives, teams and projects [31], [73]. The role of spontaneous
communication in such organizations has been documented elsewhere [20], [26], [97]. Stud-
ies have shown that desktop conferencing (with audio and video only) [26] and technologies
such as Instant Messaging, Chat and Media Spaces are very useful for stimulating the flow
of such communication in the workplace [58], [33]. [58] argued strongly for the use of text-
based messaging in distributed organizations, which according to them has been neglected in
most media spaces, with some exceptions [86], [98].

Another need is to manage the increase in interruptions that flourish in the modern work-
place due to its communication intensity [64], [20]. Unfortunately, spontaneous communi-
cation causes interruptions for the attention-limited worker [20], which may have disruptive
effects [5], [19], [2]. [59] compared the effects of audible and visual interruptions on users
via a head mounted display and reported that although visual interruptions were reported to
be more "distracting", and resulting in a larger reduction in task performance, they were also
reported by users to be less "stressful" than audio interruptions, which suggests that users
may prefer visual interruptions in some settings.

An important regulator of unwanted interruptions is feedback of on the state of the person
to be contacted. This can be communicated implicitly, through a video channel that shows
the persons activity (e.g. working, talking, relaxing, on the phone, etc.) or explicitly, when
specified by the user (e.g. I’m away from my desk, I’m busy, etc.). Explicit feedback on state
is now a ubiquitous feature of instant messaging (IM) applications

Various studies have been published that compare the effects of audio, video and chat
[10], [75], [92], with chat often reported as an inferior form of communication to audio and
video. Bos et al showed that chat is not as effective for building trust as audio or video and
Schliemann et al argue that media preferences follow a general media richness trend for a
wide range of tasks, with users preferring video, audio and chat in that order.
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However, none of these studies looked at chat when used in combination with video.
This is likely because chat is simply viewed as a low-bandwidth communication mode [92],
and thus something that would not be used in situations where there is enough bandwidth
to support video. If chat communication does offer users some unique benefits then this
assumption may prove to be false since video by itself has been shown to be an effective
medium for providing presence [21]. One recent study has also shown that video-chat does
have positive benefits over chat in a collaborative learning setting, and that these benefits can
may be attributed to the positive effects of video on trust building [88].

The case studies presented in the next section look at chat and audio usage in a naturalistic
setting where video is readily available. They show that chat does offer users a variety of
benefits that can lead to it being the preferred medium in some situations.

7.3 Case Studies

The most likely explanation for the fast growth of chat in comparison to richer forms of desk-
top communication is that it is technically much easier to deliver. Although there have been
wide gains in computing power, bandwidth and camera technology over the past few decades
it is still fairly challenging to deliver real-time audio and video to a large number of concur-
rent users. Despite these barriers some organizations have begun to adopt the technology.

One of these organizations is Luleå University of Technology (LTU). For our studies we
looked at two user groups within LTU that communicate using the commercially available
conferencing tool Marratech Pro (Marratech 2005). Marratech provides users with a variety
of communication options including video, audio, chat, and a shared whiteboard. It also gives
users the option of sending chat and audio messages publicly to the entire group or privately
to one other user. The first group studied uses Marratech in a research setting and the second
group uses it in an educational setting.

The goal of these studies was to collect data on the relative usage of audio and chat in
a media rich environment. A key question was whether chat is still a useful communication
medium when audio is readily available as an alternative. Thus, we focused specifically on
usage patterns and user preferences for chat and audio in our studies and do not report any
data in this paper regarding other media, such as the Marratech whiteboard.

7.3.1 Case Study 1: The CDT e-corridor

Desktop conferencing creates the opportunity for a "virtual shared office" [26], where users
provide video of each other throughout their work day to give a sense of presence and facil-
itate spontaneous communication. The Centre for Distance Spanning Technology (CDT) at
LTU has been continuously running a virtual shared office, which they call their "e-corridor",
for approximately 10 years. The CDT e-corridor is visited daily by CDT employees and
various project partners including university researchers and administrative staff. Figure 7.1
shows a screen shot of a typical day inside the e-corridor and consists of 15 users sending
video with only 4 of these users actually being in front of their computer.
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Figure 7.1: A typical day inside the CDT e-corridor
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The commercially available version of Marratech Pro is the primary technology used in
their e-corridor but in order to facilitate research into next generation desktop conferencing
tools it is also enhanced by a variety of locally produced prototypes that include a history
collection tool [65].

This history collection tool provided an opportunity to gain insight into media usage in
the e-corridor over an extended period of time since, in addition to other information; it stores
events for each instance of group media usage. Data on private communication is not stored
in order to maintain the privacy of e-corridor participants. An analysis of chat and audio
usage over an entire academic term reveals some interesting patterns.

As an initial analysis we counted whether people used each medium at least once during
the entire term. These results are summarized in Table 7.1. The results illustrate that around
a third of the people in the e-corridor (21) did not use either medium (chat or audio) for
communication during the entire term. A further 9 people used audio but never used chat and
10 people used audio but no chat. The remaining 26 used both communication media at least
once.

Table 7.1: number of users to use each media
Used Chat Never Used Chat

Used Audio 26 9
Never Used Audio 10 21

This result suggests that audio and chat are used equally often. However, over the term
there were 82 days in which at least one of the two media were used and a very different story
is revealed by examining the relative frequency of use over the 82 days. Figure 7.2 shows the
data from the 46 users who used at least one medium for communication.

For the vast majority of users chat communication is used on many more days than au-
dio communication. That chat was used more often than audio was also confirmed with a
paired sample Wilcoxon test, Z = -3.95, P < 0001. Of the 26 users who used both media for
communication 22 used chat more than audio.

The dominance of chat over audio is also illustrated in Figure 7.3, which shows the num-
ber of chat messages and audio minutes on a daily basis. The graph illustrated that chat
messages are sent almost every day between people in the e-corridor whereas audio usage is
much more punctuated.

The fact that some users use both media suggests that there are different contexts in which
each media is viewed to be useful. In order to learn more about the preferred usage we
examined media usage by time of day, averaged across the 82 days of use. As shown in
Figure 7.4 chat messages are more frequent in the morning with the peak rate at around 11:00
a.m. By contrast audio communication is more frequent in the afternoon with a peak usage
at around 17:00 hours.

Further investigation of these peaks in usage indicates that the audio peak at 17.00 is
an anomaly caused by two very long audio conferences at 17:00 on two days in November.
However, the peak at 11:00 for chat sessions appears to be a consistent feature. Significant
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Figure 7.2: Frequency of chat and audio usage in the e-corridor

Figure 7.3: Daily usage of chat and audio in the e-corridor
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Figure 7.4: Hourly usage of chat and audio in the e-corridor

chat traffic is observed at this time on 44 of the 82 days. These observations are reinforced by
interviews with e-corridor users presented later in the paper on how and why they use video
chat. The peak at 11:00 can partly be explained by people using the chat function to invite
each other to lunch.

As an additional study of the context of use for each medium we analyzed data from
interviews taken of e-corridor users during a preexisting study. For this study ten subjects
from different work categories, such as PhD students and faculty members, were selected for
interviews. Each interview lasted between 45 and 90 minutes and were taped or recorded.
Two of the interviews were conducted in a distributed fashion with the Marratech system and
the others were conducted in the facilities at LTU. Quotes have been translated from Swedish
to English.

THE USE OF THE AUDIO/VIDEO

According to the respondents, the audio feature is used almost exclusively within the e-
corridor for formal meetings and for extended dyadic conversations. One reason for this lim-
ited use of audio/video might be that several of the users are collocated in the same building
on the campus and as a consequence may meet face-to-face when desirable. One participant
commented on this issue:

"I find using audio in the e-corridor a little bit uncomfortable as often, most of the people
that you see in the e-corridor are also present physically..."

And he continues by saying that:
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"If there are many people involved and you feel that you need a more intense discussion
that it continues a couple of meters out, that it continues in the corridor, that happens more
often. The cost is so smallĚ and the quality is so much better than if everyone sits in their
room with their mike and headset."

The quality aspect that he refers to includes both visual and audio aspects but mostly
social cues such as turn taking and floor control. Another user commented like this on his
usage of audio/video:

"The only times when I use audio is in those meetings (formal meetings), otherwise we
always write."

The formal meetings that do take place in the e-corridor often involve remote participants
and are therefore held in the e-corridor with support of video/audio as well as other media.

One respondent commented that his usage of the audio/video function outside formal
meetings was very limited.

"It is not that often that I put on my headset and start talking to people. If what I have to
say is a little longer, that is faster said, than written, I could imagine doing it. I write pretty
fast, so usually it works to write."

However, there are situations where audio/video are used for conversation even with co-
located colleagues, often for an extended discussion. When interactions do take place via the
audio/video channels, the conversation is almost exclusively initiated through a request in the
chat channel. The request may consist of a short phrase such as "I am sending audio", or just
"audio" or "ping" (waiting for the reply "pong"). This is because users don’t always wear
their headsets and as a consequence will not hear the invitation to the conversation.

Extended dyadic conversations

Those who use audio/video outside of formal meetings often do it because they need a more
focused discussion with someone that is often located in a distant setting i.e. at home or in
another city, for example when PhD students have their supervisors located in a remote site.
One user described his use of the audio/video like this:

"My supervisor lives in Stockholm and I sometimes need to contact him. Instead of con-
tacting him on the phone I contact him through the e-corridor."

THE USE OF VIDEO-CHAT

The main benefits experienced in the use of the chat within the e-corridor as expressed by
the respondents are; social reasons, increased awareness, less obtrusion and allowance of
intermittent communication.

Social reasons

As stated earlier in the paper, the largest part of the communication that takes place in a work
environment is spontaneous/informal communication. According to our interviews the main
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function of chat is to be a medium for informal communication among the staff. This may
explain why chat is used more frequently than audio, since informal communication generally
occurs more often than focused meetings. Informal messages are posted in the chat window
throughout the day, for example, when inviting others to join for lunch or for discussing last
night’s movie. One user commented on this issue:

"We have a constant flow or chatting during the day as you see something you may send
something and lunch, if you want to go to lunch you write lunch in the public chat and a
question mark and then those who wants to go to lunch will respond."

A large part of the conversation that takes place in chat is of a social character such as ex-
emplified in the quote above. Several respondents also commented on the circulation of jokes
and the pleasure of being able to see the reaction on people’s faces when they read a posted
comic message. This illustrates one way in which the users of the e-corridor compliment chat
usage with the video channel. One respondent said concerning this issue:

"It is fun to send something funny to people, then you can see them laugh as they read it."

More work-oriented discussions do also take place on a daily basis and the drifting of
such discussions may accelerate as more and more participants decide to join. One user said
during the interview that a posted question might generate in several answers.

Increased awareness

Another experienced benefit of video-chat is that it serves a function of an awareness tool.
By keeping an eye on the video and chat windows, it is possible to maintain an understanding
of what others are doing in the work place. Since it is possible to backtrack the discussion
that goes on in chat, it is also used as a tool for recovering after a temporarily absence i.e.
achieving awareness based upon asynchronous information, what people have done or said.
One user commented on the awareness function of the chat:

"If you follow the discussions that take place there, regardless if you are the sender or the
receiver, you still take part of it and achieve an improved picture of what people are doing."

This is an experience that is shared by all our respondents even those that consider them-
selves as less active in the e-corridor.

Less obtrusion

A general opinion among the respondents is that the chat is experienced as less obtrusive than
other medium including audio, not only for the intended recipient but also for other users as
well, since a textual message displayed in the graphical user interface is considered a lot less
disturbing than an audio message. Thus, a user might approach another user with a chat
message even though this person is considered as busy. One user commented like this on the
question how he would approach a colleague that he estimates as being busy:

"... someone that seems busier, but busy by the computer, I think I would use the public
chat. In the public chat everyone is expecting things to happen and won’t be very disturbed
if it (the chat message, our comment) lies on top."
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Another user said:

"It is a less disruptive interruption to ask a question via an asynchronous medium , they
can choose to ignore it while it is much more difficult to ignore someone that is standing in
the door way , then I force them to make a mental switch from what they were doing for 10-12
seconds, even if they say no in a short manner I have still interrupted them in a very apparent
way."

It also means that a discussion concerning a certain issue could be dealt with in the chat
even though it only concerns some participants in the e-corridor and not all. One user com-
mented like this:

"If I do want to talk to a couple of people then I do it in the public chat and they join,
those who are not interested will have to ignore it."

This behaviour was not considered as negative among the respondents that participated in
our study.

Allows asynchronous communication

As presented above, chat is used for both synchronous and asynchronous communication in
the e-corridor, ranging from communicating status such as "gone for lunch" to fast, short
and time dependent questions such as "sound?" The use of the chat has a tendency to vary
from one situation to another, from almost synchronous turn-taking to asynchronous. One
characteristic of video-chat is that it enables intermittent communication.

"Communication that can take place with a lot of stop and go"

This means that it is possible to send a message to someone even though they are consid-
ered as busy and as soon as they are idle a response could be expected. A user commented
on this issue:

"You just ignore it if you do not want to answer it directly and then it (the message: my
comment) stays there as a reminder. I think it is okay if I am in a meeting and then I notice
that I have received something, but you do not have to respond until after the meeting, if you
have time."

This might be a beneficial characteristic for a medium in an interaction intensive organi-
zation.

7.3.2 Case Study 2: Remote Tutoring for Course Assignments

The motivation for this second study was twofold. First, we wanted to explore media usage
in an alternative context to see if this had effects on usage and perceptions of the commu-
nication media. Second, we wanted to gain insight from an alternative user set since the
CDT corridor is populated by a somewhat unusual set of expert users. These include a large
number of people with many years of experience using multimedia conferencing, several of
which conduct research on multimedia conferencing tools, and also several founders of the
Marratech company.
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For the educational setting a group of students, enrolled in the course Introduction to
Media Technology at LTU, was studied. The course required students to complete several
assignments on a computer, such as creating a course homepage and doing a small amount
of programming. Throughout the duration of the course the students were given assistance
on these assignments by a remote instructor via Marratech Pro instead of by having someone
physically available in the computer lab. The one exception to this was a short introductory
period at the beginning of the course where an instructor appeared at the lab in order to help
out any students that might have had trouble logging into the computer system, or figuring
out how to enter the Marratech session that would be used for tutoring during duration of the
course.

Remote tutoring of this type is a common and growing occurrence within the computer
science department at LTU and is preferred by many instructors for a variety of reasons
including the ability to interact more easily with students while traveling and also to work
more easily from home. Many instructors also feel that they can be more productive when
tutoring remotely since they can continue with their regular work practice more easily than
in a computer lab and only need to interact with students when assistance is requested.

The computer science department has taken steps to accommodate this process by mak-
ing webcams and headsets available on 35 computers in student computer labs. These labs
were reserved for Introduction to Media Technology students for approximately 6 hours each
week. However, access to the e-corridor was not limited to the computers in these labs, since
Marratech software allows people to access "e-meeting rooms" (using Marratech company
language) from anywhere on the Internet.

Participation in the e-corridor was not mandatory but students were encouraged to do so.
The instructors pointed out that one advantage of the system was that it allowed students to
help each other with questions about assignments, since they could contact each other as well
as the instructor, even when working from home. The instructors informed the students that
they would be available within the "course e-corridor" for at least 3 hours each week during
reserved lab times and that they would try to "hang out" in the e-corridor as much as possible
during other times they were at their computer. In general the instructors tried to create a
casual and relaxed atmosphere inside the e-corridor.

At then end of the course a questionnaire was handed out to students during a scheduled
lecture and although the lecture was mandatory, the students were informed that filling out
the questionnaire was optional. A primary purpose of the questionnaire was to get feedback
from students on the remote tutoring process, as it is now becoming the de facto standard
in many courses. In order to further investigations into the relative use of audio and chat,
questions were added regarding perceptions on how "useful" users found the media to be.
The students were asked to rate their agreement on a 7 point Likert scale (strongly agree -
strongly disagree) to the series to statements listed below.

1. E-meetings were a useful tool for gaining information and help during the course.

2. I found group audio to be a useful tool for communication.

3. I found group chat to be a useful tool for communication.

4. I found private chat (instant messaging) to be a useful tool for communication.
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5. I found private audio to be a useful tool for communication.

In addition, the following question was included in order to gain qualitative comments
about why users might prefer one medium or the other.

If only one of the following media was provided in combination with video which one
would you prefer?

(CHAT) (AUDIO)

Why?

Of the 105 students enrolled in the course, 84 responded to the questionnaire. Demo-
graphic information was collected regarding the students’ age, sex and previous experience
with related technologies including Chat and IM, VoIP, webcams and Marratech. The average
age of the respondents was 21.4 years old, 69 (82%) were male, 81 (96%) had previous ex-
perience with chat or IM, 50 (60%) had previously used VoIP, 24 (29%) had used a webcam,
and only 5 (6%) had used Marratech.

Results of the survey

Overall the students rated chat as more useful than audio for both public and private (1:1)
communication [Z= -6.4, p < 0.001; Z= -5.6, p < 0.001]. These results are illustrated in
Figure 7.5. A rating of 7 indicates that students strongly agree that the media is useful. A
rating of 4 indicates that the students have no opinion on media utility. The rating for public
audio use is not significantly different from 4 (t < 1, p = 0.939).

There was also a moderate correlation between the ratings of the usefulness of e-meetings
as a whole and the usefulness of chat (r = 0.231, p < 0.05) and private chat (r = 0.233, p <
0.05). There was no such correlation with usefulness of audio communication.

When given a forced choice between the two media types more students said that they
preferred video + chat over video + audio: 48 (60%) vs. 32 (40%). There is only a 7%
chance that this bias occurred by chance (χ2(1) = 3.2; p = 0.074).

The qualitative comments collected on why users prefer a particular media revealed a
variety of reasons why someone might prefer one mode of communication over the other.
Sometimes the students gave reasons that were similar to the reflections of e-corridor partic-
ipants but a number of new and interesting explanations were also given.

Reasons for preferring audio

As expected users that preferred audio generally gave responses relating audio as a medium
that was easier to use, and that allows for more natural or real communication than chat.

Easier to use A few responses related to ease of use were ...

“You don’t have to spell words!”

“It’s easier to communicate this way”

“much faster, hands free”

“it’s quicker”
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Figure 7.5: Ratings of chat vs. audio.
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“less effort”

“well, if you have visual contact in real time it would be just as easy to add audio. That
would be more efficient than chat.”

“I speak faster than I write”

“its faster”

“because I am lazy”

“it takes less time to say something than to type it”

Ease of expression

Comments related to ease of expression included...

“easier to communicate feelings than writing smiley’s”

“I really think that only a few feelings are expressed by chat”

“Because with audio and video you can communicate freely and people would understand
you better”

“its much easier describing things with audio and when chatting, webcam seems unim-
portant”

“you get faster feedback”

That natural feeling

Finally, many users responded that audio simply feels more natural and is better at emulating
a real experience.

“it feels more like a face to face meeting”

“it becomes more real then”

“more fun, gives more of a ’real’ feeling”

“better, you get a feeling of the other one feels”

“the both combine naturally”

“I like personal contact and audio is better”

“Because it seems more like talking to a person and you get a direct response”

“its more personal”

“its more “real””

“more like a face to face meeting”

Reasons for preferring chat

Respondents that preferred chat cited a variety of reasons. One common theme that appeared
was that, similar to many e-corridor participants, the students liked the asynchronous aspect
of chat communication.
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Supports Asynchronous Communication

The asynchronous advantage of chat was stated explicitly in a few responses, and indirectly
affected a variety of other responses. Some explicit responses are given below.

“The text stays”

“Asychronized messaging is the best”

“Easier to keep track of messages”

“Its easier to save the text and look back at it than saving the audio”

One benefit of asynchronous communication is that gives someone the opportunity to
think out an answer before responding. Several participants commented that they preferred
chat for this reason.

“I like the way I can think for a second before answering”

“(You can) take your time to think on the answer”

“You can choose when you want to answer and you can think for a while about the
answer”

“You are more free to think before you write something”

“Because you can correct what you have written”

Ease of expression

As discussed earlier some students felt that it was easier to express themselves over the audio
channel. Interestingly, many users had similar feelings about chat. One reason for this may
be that text based communication has become increasingly common among young people,
with technologies such as chat, IM and mobile text messaging leading the way. This is
reflected by the demographic data that showed 81 (96%) of the respondents to have had
previous experience with either chat or IM. 66 (79%) respondents marked that they use this
technology on a daily basis, with an additional 10 (12%) noting that they use the technology
more than once a week.

Some comments related to ease of expression were ...

“I’m more familiar with that”

“It comes more natural to me since I chat more than I use audio (like telephones)”

“I guess I am more used to chat with text messages”

“I express myself easier with keyboard”

“I do this daily at home and are used to it”

“more used to chat really (besides phones that is)”

“Its easier to write than speak in a e-meeting and easier to use”

“Its easier to type in what you feel than actually say it”

This last comment about "feelings" is interesting and reflects a cultural factor that may
have impacted both groups in our study. Swedes, and northern Swedes in particular (LTU is
about 50 km from the arctic circle) are known for being particularly reserved when it comes
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to verbal communication. This may have resulted in audio being viewed more negatively
than it might with user populations from other cultures. Another issue that impacted several
students was that the primary language used in the course was English, which was not their
first language. English language courses are common at LTU due to the large amount of
international students and faculty at the university.

“Its easier to type than speak, in english”

“Audio can be harder to understand, different dialect.”

“You don’t have to listen to the numbingly bad english”

Easier to communicate with a large groups

One well known problem in video conferencing is that it becomes increasingly difficult to
coordinate an audio channel as the number of participants in the session increases. This has
lead to research into floor control and other turn taking mechanisms. Formal turn taking may
be appropriate in some settings but it has the drawback that it hinders informal and impromptu
communication, since users must wait their turn before making comments.

Marratech does not provide floor control and several participants commented that it was
easier to deal with large groups in chat than with audio. The ease of coordinating a chat
channel may lend itself to its asynchronous aspect, since users can look back at what others
have written in order to pay attention to several people at the same time. [62]

“easier to chat with more people at the same time”

“Because one has the opportunity to chat with more people simultaneously”

“If you talk to more than one or two person then audio will be confusing”

“audio gets really messy if you are many”

Difficulty with audio quality in public places

Several respondents commented that they prefer chat, not necessarily because of its own
merits, but rather because of issues related to audio quality. Several students suggested that
audio was “messy” but it is not clear if this was due to difficulty coordinating the audio
channel, or because of technical problems.

A few general problems with audio were mentioned, which most likely were a result of
the set up in the computer lab. A few of these comments were...

“because some times the audio can be screwed up”

“the audio did not work out too well”

“because the sound quality is so bad it is hard to hear what people are saying”

“the audio sound was really crappy in the lab”

Poor audio quality in the computer labs is noticed from time to time by course instructors.
Often the problem occurs because of difficulties supporting audio from several individual
computers at the same location. The student computer labs can be a noisy place, with a lot
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of people typing, socializing and just passing through. This creates ambient noise that can
affect audio usability.

During the beginning of the course it was noticed by the instructors that audio feedback
was being created due to some students joining the session from adjacent computers, with
their microphone input turned to high levels. This problem was corrected, but audio quality
in general seemed to be questionable at times when several students attempted to use audio
at the same time while the lab was busier than normal.

Several students also responded that they felt audio was “laggy” or “delayed”. It is un-
likely that this delay was due to network issues, since participants were generally located
within the campus network and the instructors did not notice any problems with network de-
lay while tutoring. A more likely explanation is that even small amounts of delay, that are not
noticeable from a remote location, can be quite noticeable when an individual can hear both
the live and network transmitted voice of someone speaking at the same time. An additional
factor that might have created a perception of delay is related to coordination of the audio
channel between group members, since individuals can respond slowly when they are unsure
it is their turn to speak.

Many of these specific problems related to audio quality are avoidable in a typical office
setting, like the e-corridor, but should occur more frequently in educational settings when
many students join the session from the same computer lab. This suggests that chat may also
be useful in other public environments where ambient noise is a factor (i.e. a noisy production
floor in a factory setting).

A final comment made by one user that preferred chat was “You get more ’privacy”’,
which is also an advantage that is specific to public settings. Chat does not allow co-located
individuals that are not participating in the conference to listen in on what you are saying
(without peering over your shoulder).’

7.4 Conclusions

The assumption that users would use a richer mode of communication if it were readily
available was not supported. In a media rich environment supporting both audio and chat
alongside a video channel a statistically significant number of users preferred chat to audio.
Thus when given a free choice of communication medium, chat alongside video was widely
used.

Qualitative comments collected from users in both groups provide insight into why users
may prefer chat in some situations and suggest that chat does indeed have some advantages
over audio. Some of the advantages of chat that were mentioned by participants in the case
studies are.

• It can enable asynchronous communication.

• It can lower the “cost” of interrupting others.

• It can help overcome audio problems, such as those that occur in public places.
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• It can make it easier to communicate with larger groups.

• It can make it easier to communicate in a second language.

• It can make it easier to communicate for someone that is shy or has difficulties express-
ing themselves verbally.

Some of these points have been noted in previous studies of text-based communication -
but there have been no previous studies of chat use alongside a video channel. The addition
of video can augment chat in a number of respects, including:

• An rich indication of presence.

• Rich feedback on state or activity.

• Indication of involvement in the chat, e.g. reading.

• Feedback on people’s emotional reactions.

These factors along with the observation that chat is widely viewed as a useful medium
in our case studies when used alongside video present a compelling argument that chat will
not become an obsolete form of communication in media rich environments.

7.5 Discussion

One conclusion from these studies is that video-chat usage will likely increase in the future as
more and more organizations adopt multimedia conferencing as a tool for supporting informal
communication. This is already reflected by the growing use of video and IM with home
users.

Studies of chat have shown that on its own it is effective at supporting spontaneous com-
munication [33], but that it seems to be less effective than other media at providing users with
presence of each other. This may explain why chat alone is not as effective for building trust
as either audio or video [10] and also why users have been reported to prefer video and audio
over chat [75].

Data collected from this study and others however give a strong indication that video-
chat should improve the chat experience. Video has been widely reported as a medium that
is effective a providing presence [85], [21], [99] and there is no rational why this benefit
should not carry over in video-chat sessions. This is supported by a study reporting increased
presence as a likely explanation for why video-chat is a more effective tool for supporting
distributed learning than chat [88]. One e-corridor participant also commented on a potential
benefit of video-chat by saying "It is fun to send something funny to people, then you can see
them laugh as they read it." This implies that the results of previous studies showing video as
useful for facilitating emotional expression [23], [74] will hold for video-chat sessions.

The fact that video-chat is a useful medium presents some interesting directions for future
research. In particular research into how to more effectively support video-chat in multimedia
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applications seems prudent. Up to this point a fair amount of work has been done to identify
design requirements for video-conferencing, with video-chat getting much less attention.

For example, a variety of papers have been published reporting the effects of variations
in frame rate on video conferencing participants. The Portholes project for example, showed
frame rates as low as 1 frame every 5 minutes to be adequate for providing distributed teams
with a sense of group presence [21]. Other studies have shown that a much higher frame rate
may be necessary when users are engaged in audio communication.

Various studies seem to suggest 5 frames-per-second (fps) as the minimum acceptable
frame rate for video conferencing [15]. Tang & Isaacs [85] reported that people rate 5 fps as
tolerable, and Watson & Sasse [4] found that audio and video are not perceived as synchro-
nized at less than 5 fps. Studies of user behavior in video conferencing report no difference in
task outcome and only slight differences in communication behavior when the frame rate is
alternated between 5 fps and 25 fps while users design a tourist poster [38] or solve a jigsaw
puzzle [52].

When chat users are engaged in synchronous communication with each other, video-
chat may have similar frame rate requirements to video conferencing. However, there are
several important differences between video-chat and video conferencing that may change
user requirements. With video conferencing, users watch the video while listening to the
audio at the same time. This is not the case with video chat. Both text chat and video are
a visual medium, and will compete for the users’ attention on the screen. This implies that
users will focus less on the video when chatting than during video conferencing, since they
will be occupied reading chat messages and looking at the keyboard (unless they are a touch
typist). Also, because people are typing rather than speaking, the synchronization of facial
movements with an audio stream is no longer an issue. Therefore, the 5 fps limit may not
apply.

If the frame-rate requirements for video-chat are lower than for video-conferencing, then
this further suggests that it will easier to "effectively" support large groups with video-chat
than with video conferencing, since each user will require less bandwidth in order to feel that
video is being provided at "acceptable" quality.

Other possible areas of research include the investigation of alternative layouts for the
placement of chat messages in relation to video windows and also methods for automatic
view navigation in video-chat, similar to the "voice-switch" concept in video conferencing.
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[36] J. and M. Handley. Extending Equation-Based congestion control to multicast applica-
tions. In SIGCOMM, 2001.

[37] M. Jackson, A. H. Anderson, R. McEwan, and J. Mullin. Impact of video frame rate
on communicative behaviour in two and four party groups. In ACM Conference on
Computer Supported Cooperative Work (CSCW), pages 11 – 20, 2000.

[38] M. Jackson, A.H. Anderson, R. McEwan, and J. Mullin. Impact of video frame rate
on communicative behaviour in two and four party groups. In ACM Conference on
Computer Supported Cooperative Work (CSCW), page 11 Ű 20, 2000.
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