
LICENTIATE T H E S I S

Luleå University of  Technology
Department of Computer Science and Electrical Engineering

Division of Systems and Interaction

2006:28|: 02-757|: -c  -- 06 ⁄28 -- 

2006:28

Towards an Understanding of Dynamics 
in Information Visualization

Thomas Bladh



Towards an Understanding of Dynamics 
in Information Visualization 

Thomas Bladh 

Department of Computer Science and Electrical Engineering 
Luleå University of Technology 

SE-971 87 Luleå 
Sweden

June 2006 

Advisor
Professor Håkan Alm, Luleå University of Technology 

(Sept. 2003 - Jan. 2006, Dr. David A. Carr, Luleå University of Technology)





To Elena





v

Abstract
This work is about interaction. Research in the field of information visualization 
has traditionally been slanted more towards presentation; this even though humans 
are interactive creatures. We observe our surroundings, make decisions based on 
what we see and react back into the world. It may all have had its modest 
beginnings on the primordial Xerox Parc desktop but user interfaces of today are 
becoming more and more faithful representations of our everyday environments. 
Between the promise of augmented reality and ubiquitous computing, who knows 
where we are headed. One thing is certain however; whatever world we end up in, 
we will continue to interact with visual devices. Three papers make up this thesis: 

Three-dimensional user interfaces are often considered worse than two 
dimensional from a usability standpoint due to the difficulties imposed by the 
need to navigate in three dimensions. The first paper of this thesis compares two 
user interfaces for the visualization of hierarchies, one two-dimensional and one 
three-dimensional. As we expected the three-dimensional tool excelled at tasks 
related to hierarchical depth while, surprisingly, the two tools perform comparably 
on most other tasks. A possible explanation for this is that we restrict 
manipulation in such a way that the user simply cannot get lost while navigating. 

Abrupt transitions cause confusion. This is a well known fact and in our second 
user study we set out to investigate what effect animated transitions would have 
on navigation in a 3D file system visualizer. The study we conducted failed to 
show an effect on user performance but did find an effect on navigation patterns. 
Participants were tasked to navigate stepwise into a directory and then, starting at 
the root, try to return to it (whichever way they chose). Participants in the 
animated treatment group were nearly four times as likely to take a shortcut back 
while participants in the non-animated group overwhelmingly favored a stepwise 
return strategy. The stepwise approach appears safer in that a percentage of 
shortcut attempts fail; failures which it seems difficult to recover from. 

The third and last paper is a survey and taxonomy of interactive animation in 
user interfaces. User interface animations are becoming more and more prevalent 
and advanced. Yet there is little in the way of research showing when you should 
animate and why. In the model underlying the taxonomy a number of aspects of 
animation are identified. Animation generally has a purpose; animation may catch 
attention, explain, smooth out abrupt transitions as well as reveal the progress of 
otherwise hidden processes. There is also a difference between transitional 
animations that preserve context and those that do not; a fact which is often 
overlooked. Of the user studies surveyed many show some benefit of animation 
but a significant number also show distinctly negative effects. Animation has been 
found to lead to superficial learning and poor retention when applied to teaching, 
as well as when it is used to smooth out abrupt transitions. 
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1.1 Introduction
The underlying theme for this licentiate thesis is the interaction dynamics of 
information visualization as well as that of human-computer interaction in 
general. In human-computer interaction, the interaction aspect is an obvious 
component while in information visualization it is sometimes marginalized or 
overlooked altogether. More energy seems to be spent on how to get the 
information onto the screen rather than on how to manipulate it. Involving 
computers in the visualization process virtually implies that it is, if not interactive, 
then at the very least dynamic. If it were not, we might as well just print our 
creations immediately to paper. Graph drawing is of course a field where 
computers have been, and continue to be immensely helpful but it is not the be all 
and end all of information visualization. Visualization may be dynamic without 
being interactive; a wall display visualizing network traffic in real time does not 
require interaction (at least not from its users) but it is dynamic. Quite simply, the 
nature of the dynamics as well as the interaction component of a visualization 
may make-or-break it in terms of usability.  

A case in point is the 3D hierarchy visualization tool StepTree that we 
developed. In this case the use of restricted manipulation seems to have nullified 
the often reported complexity of navigation in three-dimensions. Users are simply 
not allowed to loose themselves in the information space. The first paper of this 
thesis describes a study where the three-dimensional StepTree and the two-
dimensional Treemap (a tool that StepTree was modeled after) were compared on 
a number of common browsing tasks. No overall differences were found in favor 
of either tool but StepTree was found to excel at tasks related to the depth of the 
hierarchy, something which is poorly visualized in two-dimensional Tree-Maps.  

Another rather poorly understood aspect of visualization is what happens when 
various elements of interaction are animated. In the second paper we investigate 
the effect of animated transitions between directories (or branches of a hierarchy); 
transitions which in our first experiment had been instantaneous. The idea is that 
the animated transition will show where in the overall structure the new directory 
belongs, much as an icon expansion animation shows which icon just launched a 
window. Our study showed that the introduction of animated transitions caused 
changes in navigation behavior. Participants given the animated treatment were 
more prone to take shortcuts when tasked with getting back to a previously visited 
directory but they were also more prone to mistakes in navigation. This might be 
part of the reason why no statistically significant effects were found for task times 
or error rates. 

The third paper is an in-depth survey and taxonomy of user interface 
animation, related concepts as well as research on animation, mainly in the field 
of human-computer interaction. User interface animations are actually quite 
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simple, like most things they have a beginning middle and an end, someone or 
something interacts with them, they fill a function and they produce various visual 
effects of a given quality for a certain amount of time. Despite this, descriptions of 
animation in research are often lacking in information about these vital aspects 
making them difficult to interpret and put into context. The use of animations may 
also have unintended consequences, lead to unexpected navigational behavior, 
superficial learning and the misapplication of knowledge. There is no such thing 
as a trivial animation. Animations affect people and, as we have come to suspect, 
not always for the better. 

1.2 Structure
The thesis is organized into four chapters. The thesis introduction is in chapter 1 
(this chapter). The first paper “Extending Tree-Maps to Three Dimensions: a 
Comparative Study” is in section 2, the second “The Effect of Animated 
Transitions on User Navigation in 3D Tree-Maps” makes up chapter 3 while 
section 4 holds the last paper “A Taxonomy and Survey of User Interface 
Animation”. 

This chapter, chapter 1 consists of an introduction (section 1.1), followed by  
an outline of the thesis structure (this section, section 1.2), next a summary of the 
included papers will be provided (section 1.3) This section will be brought to a 
close with my conclusions and plans for the future (sections 1.4 and 1.5 
respectively). 

1.3 Summary of publications 
This section will introduce the three papers making up this thesis and will attempt 
to show their relevance as well as how they all fit together. The empirical research 
portion of this thesis (papers A and B) was conducted with the visualization tool 
StepTree acting as a test bed, looking at specific questions such as 2D versus 3D, 
and graceful versus abrupt transitions. The last paper is primarily a survey of other 
research, providing a history of animation in general as well as a generalized 
taxonomy and model of user interface animation. 

1.3.1 Extending Tree-Maps to Three Dimensions: A Comparative Study 
The first paper making up this licentiate thesis compares a two dimensional and 
relatively static tool for the visualization of hierarchies to a conceptually similar 
dynamic three-dimensional tool. It is commonly held that three-dimensional 
visualizations are inherently worse than their two dimensional counterparts from a 
usability standpoint which is an assumption we set out to investigate.

The two-dimensional tool Treemap from HCIL at the University of Maryland 
has a simple flat map view. Nvigation of the hierarchy is logical rather than to 
spatial. You click on a sub-branch and that branch will instantly replace the 
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current root. Outlining the design of the three-dimensional tool StepTree we felt 
that in order to truly appreciate the three dimensional quality of the visualization 
users should be able to rotate and view the graph from many directions. 
Generating anything but a birds-eye view of a three-dimensional Tree-Map will 
cause some nodes to occlude others. Being able to rotate the graph overcomes this 
problem while the added bonus of motion parallax gives observers a better sense 
of the visualized hierarchy as a three-dimensional object. 

Having come to this realization the only problem remaining was that of 
deciding exactly how interaction should take place. Should the user fly through as 
if he was piloting an aircraft or should the graph be treated as an object to be 
manipulated? Sometimes in this situation researchers have simply relied on 
predefined navigational packages (for example those that come with VRML 
viewers). The problem with these navigational solutions is that they are not 
tailored to a specific task. It is likely that users will at times get disoriented, or as 
Jul & Furnas [23] put it, to get lost in the “desert fog” which they describe as “a
condition wherein a view of an information world contains no information on 
which to base navigational decisions.” In early prototypes of StepTree this was a 
common occurance. You could easily navigate yourself into a position where all 
you could see was the unused underside of the graph or even the unicolored void 
of virtual space. An early decision was therefore to make navigation as simple and 
as relevant to the actual task as possible. We decided on an object centric 
approach where the visualization could be tilted along the two axes in the plane on 
which the graph rested, moved closer to the observer or panned. Further these 
operations were restricted so that no view would be devoid of information on 

Figure 1.1. View of a directory in Treemap. Note the cluster 
of deep directories in lower right corner.



6

which to base navigational decisions. It is not possible to rotate the graph so that 
the underside is visible. The camera is not allowed to collide with the graph when 
it is brought closer. And the graph may not be panned off-screen. Users who 
choose to navigate the 3D space are thus ensured not to get lost. They are 
subsequently less likely to spend unecessary time finding their way back to a 
useful view and can instead get on with the task at hand. In short, if navigation is 
potentially complex then allow only such actions which are meaningful and 
disallow those that may lead the user astray.  

We conducted a within-subjects user study with 20 participants where we 
found no statistically significant differences between the two and three 
dimensional tools on all but one of the experimental tasks; the task of locating the 
deepest directory. The results of the study showed, not surprisingly, that extruding 
levels of the hierarchy into three-dimensions and allowing a modicum of 3D 
navigation will result in reduced task times and error rates on tasks strongly 
related to hierarchical depth. Somewhat surprisingly, and in contradiction to our 
initial hypothesis, 3D navigation did not result in reduced performance overall. 
Even though our study did not empirically test the assumption we have made here, 
that restricted manipulation really made the difference, the argument we have 
made should still be compelling enough to motivate further research on the 
subject.

1.3.2 The Effect of Animated Transitions on User Navigation in 3D Tree-
Maps

The second paper of the thesis goes on to investigate, how the task of returning to 
a previously visited branch of a hierarchy is affected by making the transition 
between levels of the hierarchy smooth. Abrupt transitions were a source of 

Figure 1.2. View of a directory in StepTree. Note the deep 
directories in the background.
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annoyance to participants in the previous study and we felt that animating 
transitions may be the solution. We were also curious as to what effect this would 
have on users navigating a hierarchy. Our hypotheses were that animated 
transitions would affect navigation strategy as well as reduce task times by 
helping users to more easily take shortcuts.  

To illustrate the problem with abrupt transitions between regions of the same 
space we might employ a film-making analogy. Lets say an action movie is set on 
a cruise ship and we need to move from one locale, and the efforts of the hero, to 
another; a meeting on the bridge where the villains of the story are discussing how 
to best  dispatch him. We may think of any such focus shift as falling on a point 
between abrupt and graceful transitions. One extreme would be an immediate cut 
from one locale to the other, one moment we are at the prow with our hero and the 
next we are on the bridge. The other extreme would be having the camera 
gradually withdraw from our hero until most of the ship is visible, at which point 
it begins to draw in towards the bridge, through a porthole and onto the bridge 
with the villains. It is easy to see how the former will leave the observer with little 
understanding as to where the hero is in relation to the entire ship and in relation 
to the villains, while the latter will provide just this kind of context preserving 
information. Of course there are transitions that fall somewhere in between these 
two extremes. An abrupt cut can be softened without maintaining context by 
fading out from one locale and fading into the other. This is an approach 
commonly used by filmmakers to indicate that time has passed and will also serve 
to prepare the audience for the shift to come. There are also a number of other 
ways in which context can be maintained. An often used method in film-making is 
to have an establishing shot, showing the locale and sometimes the actors in a 
larger context before switching to a close up shot. Overview maps can also be 
provided where the current locale is highlighted (a device often used in video 
games). Finally, common anchors or landmarks, common to two or more views, 
could be used to tie the current locale to another (or to an establishing shot). For 
example, flickering in an in-car scene will easily put the locale in context if there 
was a solitary blinking streetlight in the establishing shot. 

In navigating the StepTree visualization we wanted the ability to drill down 
into the structure, leaving irrelevant overview behind as we focus on an ever 
narrowing region of interest. As we have outlined above, the problem with drill 
down operations employing immediate view replacement is that they tend to leave 
the user confused as to his current location in relation to the whole. As a solution 
to this problem we chose to limit our attention to context preserving animated 
transitions. StepTree was augmented so that all but the selected directory fades 
out when a drill-down operation is initiated, after which the selected directory 
expands to fill the space occupied by its predecessor (when navigating up in the 
hierarchy this animation is just run in reverse). The task we chose to focus on was 
that of returning to a previously visited location. Participants were instructed to 
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navigate stepwise into the structure until a certain directory as reached. They were 
then instructed to click on a home button which returned them to the root and then 
try to get back to the target as fast as possible. In two of the tasks they were given 
the stepwise path back while in the third they were instructed to find their way 
back to the target directory from the previous task. In the animated condition all 
directory transitions including the home transition were animated and in the non-
animated they were not.  

It was hypothesized that a participant who has just seen the target directory in 
context would be more likely to click on it directly rather than navigate back in a 
stepwise fashion. It was further hypothesized that this would lead to significant 
reductions in task time and error rate favoring the animated condition. A between-
subjects user study involving 16 participants was conducted, the results of which 
upheld the first but not the second hypothesis. There were no significant effects on 
task times or error rates although a significant difference in navigational 
behaviour was found. Participants in the group given the animated treatment were 
nearly four times as likely as participants in the non-animated to take a shortcut 
while participants in the non-animated were overwhelmingly likely to follow the 
path back (as they had little information impelling them to try a shortcut). An 
interesting although anecdotal observation was that a few participants on the third 
return task of the animated condiction had severe problems getting back to the 
target directory after having tried a shortcut and failed. They seemed to feel that 
there should be a simple way back and repeatedly tried to take a shortcut even 
though a return to a stepwise approach probably would have saved them time. 
Perhaps their memory of the stepwise path was overruled by the more powerful, 
although obviously flawed, visio-spatial impression provided by the animation. 

1.3.3 A Taxonomy and Survey of User Interface Animation 
The last paper of this thesis endevours to give researchers a more detailed idea of 
what user interface animation is, as well as what questions should be considered 
when empirical studies are designed and their results reported. The paper consists 
of a model-based taxonomy of user interface animation as well as a selective 
survey of previous work in the area. A problem with research on animation in the 
human computer interaction field to date is a certain lack of rigor. Studies are 
conducted but it is sometimes unclear on exactly what; this is not necessarily a 
problem with the study itself but with the way it is described in scientific 
publication. Part of the aim of the taxonomy was to provide a model of animation 
which can be used as a checklist for future studies in the field. Questions it might 
help answer include: Have we thought of all the relevant aspects of the animation 
we are testing? What should be included in our description of the animation or 
animations we tested? Besides defining what animation is, our paper also contains 
a literature study. By fitting the existing research into our taxonomy we gain a 
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better insight into what it all means, what aspects of animation have been covered 
to date, which require further research and which are just plain interesting. 

With the rise of the graphical user interface and multimedia, a concept now so 
ubiquitous as to have almost made the term obsolete, it became increasingly 
popular to animate various aspects of the computing environment. Examples 
include animated figures in encyclopedias, animated tutorials, partially animated 
help systems (e.g. Clippy) as well as numerous animation effects employed in the 
general user interface environment (icon expansion effects, drag-and-drop 
operations etc.). Animation effects have been added to make transitions smoother, 
to catch users attention, to reveal the progress of hidden processes as well as to 
explain user interface functionality.

Animation seems pretty straightforward and simple but appearances can be 
deceiving. What is lacking in many studies is a real understanding of what is 
going on in terms of animation. Are all transitional animations the same? Does it 
matter if the user or system controls the animation? What about the relationship 
between the manipulation and what is being manipulated (i.e. what is the level of 
directness or stimulus-response compatibility?) What is the nature of the 
animation content (i.e. its duration, quality, level of realism and constituent 
effects)? Forgetting to ask these and similar questions while designing an 
experiment may very well confound results and undermine the entire study. If you 
are lucky enough to avoid any serious inconsistencies in the design of the study 
you may instead make it impossible for others to interpret your results if you do 
not properly describe what you have done. Whether descriptions are drawn up 
along the lines of my model or along the lines of some other framework should 
not matter as long as they are comprehensive.  

Actor ContentFunction

Initiate Control Terminate

S-R Compatibility

1. User
2. System

1. Attention
2. Plain Transition
3. Reveal
4. Contextive Transition
5. Explanation

Figure 1.3. Model of user interface animation. 
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A potential pitfall is that animations seem like safe features to add to an 
application. This is a dangerous assumption to make. It is rather straightforward 
for a programmer to convert an abrupt transition into a smooth one, especially 
with the level of superfluous computing power available today. What we have 
found both in our own research as well as in that of others is that the addition of 
animations tend to change the way users relate to a user interface; how they 
remember, how they navigate and how they learn. This is especially true for 
context preserving transitional animations [7] as well as the explanative 
animations used in education [35, 40]. To put it simply, animation seems to lead 
to superficial thinking. The allure of graceful motion is such that logical thinking 
may be temporarily supressed or otherwise hampered. One of the surveyed studies 
[35] even found a statistically significant negative long term effect on memory 
when animated instruction was used.  

1.4 Conclusions
It is far from proven that three-dimensional user interfaces should be inherently 
worse from a usability standpoint than the more traditional two dimensional [8], 
even though this position has some rather vocal adherents. This is a central 
observation from our first user study (Paper A). The problems that have 
traditionally been seen with three-dimensional interfaces stem from a lack of 
understanding, both of the complexities of navigation in three-dimensions, but 
also of the task for which the user interface was designed. Freely exploring a 
three-dimensional space is all well and good as long as it does not impinge on 
what the user is actually trying to do. A good strategy for solving the problems of 
navigation in three dimensions is to impose restrictions [8, 61]; the user should 
not be allowed to stray to far from a view conducive to further navigation [23]. 
Other approaches include the use of overview maps as well as facilitating a quick 
return to a useful view (i.e. a home button). 

In the second user study (Paper B) we found that providing context preserving 
animated transitions of otherwise abrupt shifts is a good way to give the user a 
deeper understanding of the spatial layout of an information space [5, 7]. However 
it might be less conducive to understanding of a more structural or logical nature 
and may lead to unexpected problems. In our experiment [7] we found an effect 
on navigational patterns but none on task times or error rates. Participants in the 
animated condition took shortcuts but a few also got seriously lost while chasing 
shortcuts that seemed to elude them. It seems, at least anecdotaly, that the 
perceived promise of a shortcut, and their subsequent failure to find it, prevented 
these participants from applying a more reasoned and sequential approach to 
reach their goal. This does not mean that animated transitions should be avoided, 
it may simply be that more training and experience is required before these 
negative side effects subside. 
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The subject of user interface animation is more complex than it may seem at 
first glance and has a number of facets. It is especially useful to categorize 
animations by function. Attention grabbing, simple transitions, progress 
indication, context preserving transitions and explanative animation are all aspects 
of animation functionality. Furthermore, any user interface animation is acted 
upon by an actor (either the user or the system). Animations also have a beginning 
a middle and an end, and may be acted upon by different actors at these stages. 
Thus the user may initiate an animation which is then carried to its conclusion by 
the system (e.g. maximizing a window) or he may be responsible for its entire 
lifecycle (e.g. drag-and-drop). For any animation with an interactive component 
there is a relationship between the control and the animated feedback. This 
relationship may be direct as in a drag-and-drop operation or it may be indirect as 
in dynamic query operations where changes to a slider translate into more or less 
arbitrary changes somewhere else on the screen. Finally animations have content; 
which may divided into the various effects making up the animation, their quality, 
duration as well as their overall realism. 

1.5 Future Work 
Dynamic query tools are often implicitly animated in that apparent motion occurs 
as a result of continuous filtering. Dynamic query user interfaces are especially 
interesting in that they exhibit low S-R compatibility. The controls are far 
removed from the view being manipulated and there is little motion compatibility 
with the resulting essentially random on-screen motions. Research should be 
conducted looking at the effect of low S-R compatibility as well as what, if 
anything, can be done to solve the problem. 

An interesting question is the optimal duration for transitional animation. 
Recent research has shown [41]. what was before only conjectured [5, 7, 13], that 
a transitional animation should be beetween half and one second long. If they are 
shorter object constancy may be lost while users are liable to become impatient if 
they are longer. This guideline as well as the empirical research relates to user 
intitiated and system controlled animation. All animated transitions are not of this 
type however. Some transitions are system initiated and system controlled (e.g. a 
slide show) and in this case they may need to be longer so that users do not miss 
them altogether. Other interesting factors which might affect optimal duration are 
S-R compatibility as well as the specific animation effects employed (i.e. are 
rotations, translations, fades and scaling operations all equal?).

Furthermore a concerted effort should be made to conduct cross disciplinary 
research explaining how users react in animated environments. This research 
would then form the basis for the construction of a theoretical framework aimed at 
explaining why users react the way they do. Once this is in place we may start 
predicting how users react in certain situations. A process which may even be 
automated so that early screening of a user interface in action may be performed 
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without the big investment in time and money that a full blown user study 
represents. This is not to say of course that user studies should not be conducted; 
no theory is perfect and some problems will always require individual attention. 
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Paper A 

Extending Tree-Maps to Three Dimensions: 
A Comparative Study 
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Extending Tree-Maps to Three Dimensions: 
A Comparative Study 

Thomas Bladh, David A. Carr, and Jeremiah Scholl 
Department of Computer Science  

and Electrical Engineering 
Luleå University of Technology, 

SE-971 87 Luleå, Sweden 

Abstract
This paper presents StepTree, an information visualization tool designed for 
depicting hierarchies, such as directory structures. StepTree is similar to the 
hierarchy-visualization tool, Treemap, in that it uses a rectangular, space-filling 
methodology, but differs from Treemap in that it employs three-dimensional 
space, which is used to more clearly convey the structural relationships of the 
hierarchy. The paper includes an empirical study comparing typical search and 
analysis tasks using StepTree and Treemap. The study shows that users perform 
significantly better on tasks related to interpreting structural relationships when 
using StepTree. In addition, users achieved the same performance with StepTree 
and Treemap when doing a range of other common interpretative and 
navigational tasks. 

2.1 Introduction
The most common visualization method used for file system hierarchies is the 
node-and-indentation style used by the Microsoft Explorer and Nautilus 
(Linux/Gnome) browsers. Tools of this type are well known and recognized by 
the vast majority of desktop computer users. But, they have well-known 
disadvantages. In particular, they do not give an effective overview of large 
hierarchies because only those areas that are manually expanded are visible at any 
one time. Also, because nodes are expanded vertically, they require a great deal of 
scrolling to view the entire hierarchy. 

An alternative approach for visualizing file systems is the space-filling 
approach. This approach is employed in a variety of visualization types including 
tree-maps [44] and SunBurst [47]. The space-filling approach is more efficient at 
utilizing screen space than node-and-indentation style visualizations, which leave 
a large amount of white space unused. The space-filling approach is characterized 
by subdividing a window into parts representing the branches (directories) and 
leaves (files) of the tree. The area of these parts is often related to some attribute 
such as size, which can be aggregated. This approach gives a better overview of 
the entire hierarchy, especially for the attribute that is mapped to area. 
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This paper presents StepTree, a tool for displaying hierarchies that relies on the 
space-filling method and compares it to Treemap version 4.05 – an 
implementation of tree-maps available from the Human-Computer Interaction 
Laboratory (HCIL) at the University of Maryland. StepTree is similar to Treemap 
in that it constructs space-filling displays using a rectangular technique, but differs 
from Treemap in that it employs three dimensions by stacking each subdirectory 
on top of its parent directory. The use of three-dimensional space is intended to 
more clearly convey to users the structural relationships of the hierarchy and gives 
StepTree an appearance similar to boxes laid out on a warehouse floor, as opposed 
to the two-dimensional map of rectangles commonly associated with tree-maps.  

The rest of this paper is organized as follows: In the next section we discuss 
related work. This is followed by a more detailed description of StepTree in 
Section 2.3. In Section 2.4 we describe an empirical study of 20 users performing 
tasks with StepTree and Treemap. Finally, we summarize and discuss possible 
future work in Section 2.5. 

2.2 Related Work 
Shneiderman [44] describes a theoretical foundation for space-filling visualization 
of hierarchies, including some initial algorithms. Tree-maps are basically nested 
Venn diagrams where the size of each node (in relation to the whole) is 
proportional to the size of the file or directory it represents. Tree-maps display 
hierarchies through enclosure, unlike node-link diagrams, which display 
hierarchies through connections. Using the two-dimensional, space-filling 
approach is a clever and simple way of displaying a hierarchy as it allows the 
contents of an entire structure (or a great deal of it) to be viewed at once. Johnson 
and Shneiderman [22] offered a more user-centered view of tree-maps that 
introduced them as an alternative method for viewing large file systems. Their 
work also introduced basic usability issues requiring additional research. These 
included the general categories of aesthetics, interactivity, comprehension, and 
efficient space utilization, which cover topics such as: layout, filtering, zooming 
(including traversing the hierarchy), coloring and labeling of files. Turo and 
Johnson [55] presented an empirical study demonstrating the advantages of tree-
maps. Their paper included an experiment analyzing 12 users performing tasks 
with tree-maps in comparison to the Unix tcsh shell, and also an experiment with 
employees at General Electric Network for Information Exchange using tree-maps 
on a product hierarchy as compared to using traditional financial reports. Tree-
maps outperformed the alternative in both cases. Since their introduction, tree-
maps have been used to visualize a wide range of hierarchical structures such as 
stock portfolios [24], tennis matches [21], and photo collections [1]. 

After the initial research, two problems remained to be solved. First, the 
original “slice-and-dice” layout method often presented files of the same size in 
vastly different shapes having the same area. This made comparisons of size 
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problematic. Second, the flat layout often made it difficult to truly perceive the 
hierarchy.

A number of improved layout algorithms have been developed to present equal 
areas in nearly identical shapes. Bruls et al. [10] presents the “squarification” 
algorithm which packs each directory’s rectangle as nearly as possible with 
rectangles of the same aspect ratio. Squarification uses a greedy approach 
beginning with the largest children. Figures 2.1 and 2.2 show the same data set 
using the slice-and-dice and squarification methods. Bedersen, et. al. [6] present 
“ordered” tree-maps, which use a family of algorithms based on recursive division 
of the rectangle into four parts where one is a “pivot” element. Pivots are chosen 
based on various criteria. Bedersen’s paper also summarizes and compares other 
layout algorithms including quantum tree-maps that are designed to lay out image 
thumbnails of a standard size. 

In order to overcome problems 
perceiving the hierarchy, van Wijk & van 
de Wetering propose a shading technique 
called “cushioning” [57]. Cushioning 
presents tree-map rectangles as pillows 
and shades them to enhance edge 
visibility. This makes the hierarchy more 
apparent. The SunBurst visualization [47] 
constructs a radial, space-filling display 
(Figure 2.3). It offers users an advantage 
over tree-maps by more clearly displaying 
the structure of the hierarchy. SunBurst 
layers the levels of the hierarchy 
successively so that the innermost layer 
corresponds to the tree root and the 
outermost layer corresponds to the lowest level in the hierarchy. A comparative 
study showed that SunBurst outperformed tree-maps in tasks related to structural 
interpretation (e.g., locating the deepest directory). Finally, utilizing the third 
dimension has been suggested as another approach to help users perceive 

Figure 2.1. Tree-map using slice-
and-dice layout. 

Figure 2.2. Tree-map using 
squarified layout. 

Figure 2.3. SunBurst (courtesy of 
John Stasko) 
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hierarchal relationships. Two early, 3-dimensional, tree-map-like implementations 
are FSV [39] and VisFS [42], but neither has been experimentally tested for 
usability. StepTree was developed to act as a test bed for performing experimental 
evaluations on the benefits of 3D in tree-map-like graphs. Thus, StepTree follows 
the design of the Treemap application more closely than FSV and VisFS in order 
to reduce the number of variables that may alter experimental results. 

2.3 The StepTree Application 
StepTree is essentially a tree-map extended into three dimensions by the simple 
expedient of stacking levels of the tree on top of each other in 3D space. It utilizes 
the OpenGL API and was developed specifically for the display of file system 
hierarchies. It currently displays visual mappings of file system metrics such as 
file size; file and directory changes, and file type. StepTree is intended for use on 
traditional windows desktops and does not require any special hardware.  

Figure 2.4 shows a screen from StepTree. In addition to size, the display 
depicts change history and file type. In the figure, files that have been modified 
within the last three years are solid. Directories that have not been modified are 
represented with wire frames while unchanged files are simply omitted. 
Directories containing modified files are also solid. File type is associated with 
color, a mapping that was fixed for the study and set as close as possible to that of 
the Treemap application. 

Figure 2.4. The file system visualization tool StepTree. 
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StepTree was in part developed to investigate ways of enriching space-filling 
visualization so that size is less dominant. Often relationships depicted by 
mapping size to area come at the expense of all other mappings. As the areas of 
nodes tend to be linked directly to this relationship, some nodes may dominate the 
view while others may be completely drowned out. If one wants to display 
change, changes to small files are as important as to large files. A solution to this 
problem is the optional use of gradual equalization of sibling nodes provided by 
the layout algorithm (Section 2.3.1).

StepTree uses a “ghosting” technique to display modified files. If a file has 
been modified within a specified range, then the node is drawn as a solid. If it has 
not, it is either drawn as a wire frame (ghosted) or hidden. Ghosting unchanged 
nodes can be extremely effective, and hiding even more so when trying to spot 
changes to the file system. Modified files are effectively singled out. Changes are 
also propagated up in the hierarchy so that a directory is considered modified at 
the same date as it’s most recently modified descendant. This is necessary as 
StepTree sometimes does not display nodes that are deep in the hierarchy in order 
to maintain good interactive response. Consequently, undisplayed files that have 
changed are represented by solid parent directories. 

In adapting StepTree for the user study, we devised a new and more restrictive 
method of interaction with the 3D scene (Section 2.3.2), added a sidebar with a 
file type legend tab, a tab for dynamic-query filters, a tab for a traditional file 
system browser (coupled to the 3D tree-map), and a tab for settings. In addition 
labels were made translucent. 

2.3.1 Layout and Labeling 
The graph is laid out by a recursive function where the initial call specifies the 

root node of the file system subset and the coordinates and dimensions of the box 
for layout. This function then calls itself once for every child, placing child nodes 
as dictated by the squarification layout algorithm detailed in [10]. If equalization 
(redistribution of area), is enabled, it is applied before the node is actually laid 
out. The equalization step is followed by an “atrophication” step (size reduction of 
successive levels), in which the child nodes are shrunk to enhance level visibility.  

Equalization is implemented in StepTree as a method of redistributing area 
from large nodes to smaller ones within a group of siblings. Equalization does not 
change the total area of the group. The equalization function is applied to all 
members in a sibling group, adjusting their size depending on the global 
equalization constant, .

eq   (Equalization function) 

Where:  is the initial area of the child as a fraction of the area of the parent, 
is the mean child area fraction for the sibling group, and eq is the equalized area 
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fraction. Setting equalization to 1 results in a group where all nodes have the same 
fraction of the parent’s area. Setting equalization to 0 results in no change in area 
distribution.

Small files and empty directories would not be visible without equalization or a 
similar redistribution function. Equalization, however, distorts the visualization. 
Two files of equal size might appear to have different sizes if they have different 
parent directories. Note that in our implementation, the equalization step is 
followed by an atrophication step where the area used by children is shrunk by a 
set fraction in relation to the parent in order to expose underlying structure. Both 
steps can be disabled. Equalization is but one of the many types of distortions that 
could be applied to a space filling visualization. Previous uses of distortion 
include, for example, the application of exponential weight functions to 
exaggerate size differences [56]. 

The final layout issue is to ensure adequate performance when rotating and 
moving in real time. While StepTree readily handles about 5,000 nodes on most 
machines, file systems are often considerably larger. Therefore, we were forced to 
introduce node pruning. However, we did not want to display partial levels. So, 
the depth of the displayed portion of the hierarchy is limited by processing time 
and an upper limit on the number of visible nodes. If the node limit or time limit is 
reached, StepTree displays a partial 3D tree-map that is limited to levels that can 
be fully rendered within the limits. 

Labels in StepTree are implemented as text flags that always face the observer 
and always have the same size and orientation. This helps to ensure a minimum 
level of legibility regardless of how the visualization has been rotated. Labels 
affixed directly to the surface of the nodes are often arbitrarily truncated and 
distorted by perspective projection. In order to avoid a forest of labels where few 
labels are legible, permanent flags are only assigned to the root and its immediate 
children. All flags are translucent. Translucency also seems to make more labels 
legible when they overlap. 

2.3.2 Navigation and Interaction 
A common problem with 3D visualization is ending up with an unusable view, or 
as it is termed by Jul and Furnas [23], ending up lost in the “desert fog”. This was 
a problem in StepTree’s early versions where view navigation allowed 
unconstrained flight. The user would frequently navigate into an unfavorable 
position, be pointed in the wrong direction, and see nothing but a blank screen. 
From such a view it is difficult if not impossible to draw conclusions as to where 
to navigate next. To correct this, we elected to use object-centric manipulation of 
the 3D scene, treating the graph as an object to be manipulated and inspected. 
Furthermore, we limited the user’s freedom to position the graph. It can be rotated 
around two axes, x and z, but limited to a maximum rotation of 160 degrees. 
Rotation is also constrained so that some part of the graph is always at the center 
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of the display. The viewpoint’s position on the (x, z) plane can be panned. 
Panning is also constrained so that some part of the graph is always centered. 
Zooming is accomplished by moving closer to or farther away from the graph 
along the y-axis and is limited by a set of distance bounds. This combination of 
constraints on rotating, panning, and zooming seems to have solved the desert-fog 
problem, but a user study would be required to make sure. 

2.4 User Study 
The primary motivation for our study was the relative lack of experiments 
comparing two- and three-dimensional visualization tools. In order to determine 
directions for further research on three-dimensional extensions to the tree-map 
concept, it is important to find out exactly what is the difference in user 
performance between two-dimensional and three-dimensional tree-maps. 

2.4.1 Experiment Procedure 
Twenty students in a Human-Computer Interaction class at Luleå University of 
Technology volunteered to participate in the experiment. Of these twenty 
students, one participant was later excluded because he is color-blind. A 
predetermined color palette was used with both tools, and we felt color-blindness 
might bias the results. The color-blind student was replaced by a member of the 
university’s computer support group who is of comparable age, education, and 
computer experience. The participants were between 21 and 35 years old with an 
average age of 23.3. Most were in their third or fourth year at the university. They 
had used computers for an average of 10.5 years and currently used computers on 
average of 30 hours per week. All but one of the participants had 3D game 
experience averaging slightly less than one hour per week. All participants were 
right-handed; three were female and 17 were male. 

The tests were conducted on a 1.7 GHz Pentium 4 workstation with 256 
Megabytes of RAM and running the Windows 2000 operating system. Both 
Treemap and StepTree were run at a resolution of 1024 by 768 pixels on a 21-inch 
CRT. For the test, equalization was disabled as it is not available in Treemap, and 
atrophication was set to 10%. Participants used only the mouse. 

The test leader conducted a tutorial session for each tool just before each 
participant performed the related tasks. Each tutorial session took approximately 
ten minutes to complete and was followed by a five minute, free-form exploration 
period during which each participant could try the tool and ask any questions. The 
actual test began after the five minutes had passed, or earlier if the participant 
indicated readiness. Before the test the timing procedure was explained to the 
participant.  

Each task was first read out loud followed by the phrase “and you may start 
now” to indicate the start of timing. At this time the task in question was provided 
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on paper, which was especially important when the task description contained 
complicated path information. Answers to questions could be given by pointing 
with the mouse and using a phrase such as “this one”, or the answer could be 
given verbally by naming a file or directory. In addition, a challenge-response 
procedure was used when an answer was indicated. All verbal interaction and 
written material was in Swedish, the native language of all test participants and 
the test leader. Each participant performed a set of nine tasks with both Treemap 
and StepTree. Two distinct, but structurally similar, data sets of about a thousand 
nodes were used. During each test the participant used the first data set with one 
visualization followed by the second with the other. The order of the 
visualizations and the mapping between data set and visualization tool were 
counterbalanced. The tasks were: 

1. Locate the largest file. 
2. Locate the largest file of a certain type. 
3. Locate the directory furthest down in the hierarchy structure. 
4. Locate a file with a certain path. 
5. Determine which of two given directories contains the  

most files including subdirectories? 
6. Determine which of two given directories is the largest? 
7. Name the most common file type? 
8. Determine in which directory the file I’m pointing at is located? 

a) Locate the largest file in a certain directory 
b) Locate the largest file of the same type in the whole hierarchy. 

The tasks were chosen as a representative sampling of the types of perceptual and 
navigational problems a user might run up against when browsing a file system. 
Tasks were also classified and distributed evenly between the two broad 
categories of topological tasks and content-related tasks. Tasks 1, 2, and 6 are 
clearly content-related tasks while tasks 3, 4, and 8 are clearly topological – task 3 
strongly so. The remaining tasks 5, 7, and 9 belong in both categories. Exact 
classification of tasks can be fuzzy. As the number of files grows, and they 
become more densely packed, one tends to perceive the pattern rather than the 
exact structural placement of each entity. Topology becomes content. Therefore 
for tasks 5, 7, and 9, we can argue for both interpretations. 

2.4.2 Hypotheses 
Our first hypothesis for the experiment was that Treemap, the two-dimensional 
tool, would be faster overall and result in fewer errors. This is mainly based on the 
assumption that the added complication of three-dimensional navigation would 
have significant adverse effects. In slight contradiction to this overall hypothesis, 
we hypothesized that the task with a pronounced topological component (Task 3) 
would benefit from the three-dimensional view, resulting in shorter task times and 
fewer errors when StepTree is used on this specific task. 
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2.4.3 Results and Discussion 
Contrary to what we expected, we found no statistical significance in favor of 
Treemap for all tasks combined. An ANOVA on the effect of tool, tool order, data 
set, and data set order for total task times, showed p > 0.05 by a significant margin 
in all cases. We did, however, find a statistical significance for the effect of tool 
type on time (p = 0.0091), when we performed an ANOVA looking at the effect 
of the same factors for just Task 3. Users were in this case significantly faster 
when they used StepTree. The same test also found a significant effect for data 
sets (p = 0.0153), on task times for Task 3. This effect can be explained by the 
fact that the deepest directory in data set 2 is less isolated, and thus harder to pick 
out, than the one in data set 1. Error rates on task 3 also differed significantly ( 2

= 14.54, df = 1, p < 0.001), with the fewest errors being made when StepTree was 
used. Seventeen participants got this question wrong with Treemap, while only 
five participants were unable to complete this task correctly with StepTree. 
Except for performance with 
Task 3, the performance on the 
tools was very similar (Figures 
2.5 and 2.6.) It would seem that 
mapping depth in the hierarchy to 
height in the visualization is an 
effective method for visualizing 
the topological component of file 
systems. Users were both faster 
and less error prone using 
StepTree when looking for the 
deepest subdirectory. We also 
noticed a much higher error rate 
for Task 7 on data set 1 than on 
data set 2. In data set 1 the most 
common file type (gif) consists 
primarily of small files. As the 
participants were inexperienced 
with space-filling visualizations, 
many picked the predominate 
color and answered the question, 
“Which file type uses the most 
space?” This illustrates that both 
visualizations can be misleading 
and that a greater understanding 
of the visualization is required to 
correctly answer some questions. 
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2.5 Conclusions and Future Work
The equivalence of StepTree and Treemap on most tasks was unexpected, since 
3D interfaces often result in longer task times. However, we may find an 
explanation for these results in that the interface used in StepTree was designed to 
be more restricting than traditional 3D interfaces. The limits imposed on zoom, 
pan, and rotation seem to have been effective in preventing users from getting 
lost. In addition, the fact that 19 out of the 20 users had previous experience 
playing 3D games may have helped equalize performance. The gap in usability 
between 2D and 3D interfaces may close as the average computer user becomes 
more experienced with 3D. While a clear conclusion as to whether this is true or 
not cannot be drawn from our experiment, it is an interesting topic for future 
study.

The explicit display of hierarchical depth by StepTree resulted in a clear 
advantage over Treemap on the question regarding depth in the hierarchy. This 
illustrates an area where 3D may have an advantage over 2D. However, SunBurst 
also explicitly displays depth by mapping it to radius. It would thus be worthwhile 
to compare SunBurst and StepTree. 

The study group offered several interesting comments about StepTree that may 
be useful in improving future versions of the tool. One frequent complaint 
participants made during the tests was the lack of rotation around the y-axis 
(vertical axis). Their preconception seemed to be that dragging sideways should 
rotate the object around the y-axis much like a potter’s wheel. This was indicated 
by the participant’s actions – an ineffective, sideways dragging motion – just prior 
to voicing the complaint. Manipulation of this sort should be added in future 
versions of the StepTree software. 

Another annoyance perceived by the participants was the lack of tight 
coupling. If a filter had been applied so that the visualization only showed “.gif” 
files, then many participants assumed that the reported number of nodes in the 
visualized directory had been updated as well. This is not the case in either 
application and should be included in both StepTree and Treemap. 

After completing both tests, one participant complained about the tool-tip flag 
in Treemap. This flag was in his words, “always obscuring something”. The same 
person remarked that in StepTree the corresponding flag did not appear 
immediately and was translucent, which reduced occlusion. On the other hand, a 
source of complaints was that StepTree’s tool-tip often spilled over the edge of 
the screen and was unreadable. Future versions should take into account the 
physical dimensions of the view port and not arbitrarily place labels. 
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Abstract
This paper describes a user study conducted to evaluate the use of smooth 
animated transitions between directories in a three-dimensional, tree-map 
visualization. We looked specifically at the task of returning to a previously 
visited directory after either an animated or instantaneous return to the root 
location. The results of the study show that animation is a double-edged sword. 
Even though users take more shortcuts, they also make more severe navigational 
errors. It seems as though the promise of a more direct route to the target 
directory, which animation provides, somehow precludes users who navigate 
incorrectly from applying a successful recovery strategy. 

3.1 Introduction
Animation is a curiously neglected area of academic study, even though its history 
is quite long and its use widespread. When the desktop metaphor started to 
emerge as the primary user interface concept, animation evolved along with it. 
Animation is now used for expanding icons into windows, moving windows, 
scrolling their contents, and in displaying menus. Many of these animations are so 
commonplace that we hardly notice them. Even more sophisticated animation 
behaviors such as fading and morphing are becoming increasingly common as 
memory and processing power becomes less of a limiting factor.  

StepTree is a 3D file-system visualization tool based on the tree-map concept. 
When run on the current generation of workstations, it is capable of rendering tens 
of thousands of files and directories simultaneously. In an earlier user study [8], 
we compared StepTree to its 2D counterpart, Treemap 4.05 from the Human 
Computer Interaction Lab (HCIL) at the University of Maryland [18]. StepTree 
performed comparably to Treemap, and it even excelled in a task were 
participants were asked to find the deepest directory. However, while working 
with both tools, we observed that something was causing confusion. 
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Navigating with either tool consisted of a number of abrupt transitions as users 
browsed among directories. When navigating tree-maps there is usually some 
overlap between views. Either some part of the original view becomes the new 
view (expand), or the original view becomes a smaller part of the new (collapse). 
During these operations participants sometimes had difficulty reconciling the two 
views. We believe that this is in part due to the properties of the “squarified” tree-
map layout algorithm [10]. That algorithm tries to lay out all files in an 
arrangement as close to a square as possible. Expanding and collapsing directories 
can result in changes in aspect ratio for a directory. This, in turn, can result in 
changes in the location and aspect ratio of its descendants. Therefore, after 
selection, the new view of a directory often differs in more than size. 

Neither Treemap nor StepTree animates transitions on selection. It became 
apparent that participants often became confused after entering a particular 
directory, especially if the new directory was several levels from the current one 
or had an aspect ratio different from the current directory. This form of 
transitional confusion is not a new problem and has been the subject of study in 
cognitive psychology [19, 62], visualization [13], and virtual reality [9, 36]. 

After adding smooth (at 25 frames per second) animated transitions to 
StepTree, we felt that the users did gain a deeper understanding of the structures 
explored during navigation. Lacking anything but anecdotal evidence, we decided 
that a small user study might serve to bring clarity. The purpose behind the study 
presented in this paper is to clarify and if possible, quantify exactly, the effect of 
animated transitions. 

The rest of the paper is organized as follows: Section 3.2 describes previous 
work in the area. Section 3.3 provides an overview of StepTree with an emphasis 
on our implementation of animated transitions. Section 3.4 summarizes the user 
study that we conducted to measure the effect animation has on navigational 
performance and behavior. In section 3.5 we put the findings of the user study in 
context and finally, section 3.6 we wrap up with conclusions and our plans for the 
future. 

3.2 Previous Work 
This section gives a general overview of previous work on space-filling 
visualizations as well as a more comprehensive overview of research on 
animation. The different types of space-filling visualizations discussed include 
tree-maps, radial space-filling visualizations, and information cubes. The section 
on animation includes work on animated transitions in virtual reality, information 
visualization, and cognitive psychology, as well as on animation in traditional 
user interfaces. 
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3.2.1 Space-Filling Visualization 
Tree-maps belong to the group of visualizations called “space filling”. 
Traditionally, node-link diagrams are used to represent trees and hierarchies. As 
an alternative, space-filling visualizations use enclosure or adjacency to express 
both set and hierarchical relationships. In a tree-map each node is a rectangle with 
an area proportional to one of its attributes such as size or value. Nodes can be 
nested to form parent and child relationships. Tree-maps are, therefore, a form of 
nested Venn diagram where all internal space is used. 

Shneiderman, in his seminal paper [44], outlines the theoretical foundation for 
tree-maps. Elaborating on the original concept, Johnson and Shneiderman [22] 
provide a more user-centered view of tree-maps and introduce them as an 
alternative method for viewing large file systems. They also introduce some basic 
usability issues that require additional research. Among these are: aesthetics, 
interactivity, comprehension, and efficient space utilization. Space utilization 
includes topics such as: layout, filtering, zooming (including traversing the 
hierarchy), coloring, and labeling of files. Turo and Johnson [55] present an 
empirical study, consisting of two experiments that demonstrate the advantages of 
tree-maps when compared to traditional command line interfaces and financial 
reports on paper. Since their introduction, tree-maps have been used to visualize a 
wide range of hierarchical structures such as stock portfolios [24], tennis matches 
[21], and photo collections [4]. 

StepTree is a variation of the tree-map concept that extends the rectangular, 
space-filling methodology to three dimensions by stacking levels of the hierarchy 
one on top of the other. Similar tools such as FSV [39] and VisFS [42] have 
existed for some time, but they have not had their usability tested. Our 
comparison [8] of StepTree to its 2D counterpart Treemap 4.05 [18] showed the 
3D layout to have the advantage when determining depth in the hierarchy without 
sacrificing performance on other tasks.  

The problem of clearly delimiting the structure of the hierarchy in a tree-map 
has been the subject of several other investigations. In their study [57], van Wijk 
and van de Wetering propose a shading technique called “cushioning” as a 
solution. Wattenberg and Fisher [59] describe an algorithmic method for 
automatically analyzing the visual organization of arbitrary grayscale images. 
Using this method to analyze tree-maps, they find that the use of thick outlines 
might help to convey the underlying structure of the graph better than the current 
faint outlines. 

Another member of the class of space-filling visualizations is the Information 
Cube [38], which is a true 3D analog of the tree-map. However, Wiss and Carr 
[61] found that the Information Cube was difficult to use even with relatively 
small data sets.  
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The radial SunBurst [47] is also a space-filling visualization and can be likened 
to a hierarchical pie chart. It is based on an angular subdivision of concentric 
circles rather than, as is the case with both tree-maps and information cubes, a 
hierarchical subdivision of space.  

3.2.2 Animation
Since the birth of the graphical user interface, animation has been used to 
illustrate the changes between interface states. For example, the Macintosh used 
expanding rectangles to illustrate the opening of an icon into a window. The 
general idea behind animation is to help users relate two states of a system. But 
does animation really help? If so, how? Does it improve navigational 
performance, and if so, how? 

Stasko and Zhang [48] describe three interesting focus+context navigational 
techniques applied to the radial, space-filling visualization, SunBurst. What the 
three techniques have in common is that, through an animated expansion, they 
give users details regarding a selected branch or node of the tree while still 
keeping the original data in view. Our expansion animation is conceptually similar 
even though our animation technique does not use focus+context.

Gonzales [17] performed one of the first user studies looking at how animation 
helps users to make decisions. Her empirical study showed that the effect of 
animation is closely related to its properties. This includes image realism, 
transition smoothness, and interaction style. The task domain and the user's 
experience also affect performance. Smooth animation was shown to have a 
greater positive effect on task accuracy than more abrupt animations. The use of 
realistic images was also shown to have a greater positive effect on task 
performance than more abstract imagery.  

A study by Donskoy and Kaptelinin [16] compared three different navigational 
techniques (scrollbars, zooming, and fish eye), with and without animation. 
Animation was accomplished by inserting a single additional frame between the 
initial and final display states. The results did not show any significant 
improvement in favor of animated transitions. The authors concede that only one 
intermediary frame might have been inadequate. To achieve smoothness of 
movement, 10 frames per second are generally considered the minimum required 
frame rate [13]. 

Bederson and Boltman [5] conducted a user study where they evaluated the 
effect of viewpoint animation in a 2D panning interface on the ability of users to 
build mental maps of spatial information. They hypothesized that animation 
would help users navigate and later reconstruct the information space by 
facilitating recall of previously seen information. Their results indicate that 
animated transitions do help users learn relationships such as the spatial location 
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of a picture in a family tree. But, animation was found not to help users to learn 
more complex logical relationships such as the actual family relationships. 

The use of animation for moving the viewpoint in 3D virtual-reality 
environments is similar to the corresponding use of movement in 2D 
environments. When this movement has infinite speed, the effect produced is 
often called “teleportation”. Problems related to teleportation and their solutions 
are  explored in a study conducted by Bowman et al. [9]. It showed that instantly 
changing location without giving users a clue as to how they moved increases 
disorientation – most likely because there is no analog for this type of motion in 
the real world. 

When describing their “Information Visualizer” Card et al. [13] discuss issues 
such as the loss of object constancy due to  transitions becoming too abrupt. 
Conversely, transitions that take too long run the risk of becoming tedious, and in 
the end, annoying to users. One solution to the problem of abrupt transitions is to 
make the transition gradual by either introducing a brief but smooth animated 
transition of the viewpoint, or if the visualization is object centric, an animated 
transformation of the object or objects. 

Animations, some argue, have their own problems. Pausch, et al. [36], for 
example, mention the problems of compressing long distances into short 
animations and of avoiding obstacles during viewpoint motion. 

“Visual momentum” is a term originally coined by Hochberg and Brooks [19] 
and later expanded by Woods [62]. In their seminal study on visual momentum 
Hochberg and Brooks [19] show a relationship between the complexity and length 
of successive film shots to “glance rate”. They described the term visual 
momentum as, “an impetus to gather visual information”. After a scene change, 
the glance rate increases and then starts to drop off as we familiarize ourselves 
with the scene. Thus, skillful editing of a motion picture serves to continually 
pique the viewers’ interests while not confusing them too much. The definition of 
visual momentum given by Woods  [62] is more abstract. He defines visual 
momentum as being inversely proportional to the mental effort required to 
integrate a succession of views. Thus, the use of smooth animated transitions 
between views would be indicative of a user interface supporting higher visual 
momentum. 

Animation obviously has great aesthetic appeal; otherwise, it would not have 
been widely adopted. But even though the case for its positive impact on usability 
may seem clear cut, it arguably lacks strong empirical backing.  

3.3 StepTree and View Transitions 
StepTree’s user interface design is similar to that of Treemap from HCIL at the 
University of Maryland. It is a 3D (more accurately 2½D), space-filling 
visualization of file-system hierarchies where nodes are visualized as boxes, and 
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relationships between them are determined by properties of enclosure and 
adjacency. Boxes are assigned an area proportional to the size of the file or 
directory that they represent. Colors are determined by file type. Nodes can also 
be filtered and subsequently hidden based on modification date.  

Figure 3.1 shows a screen shot of StepTree. The tabbed panel on the left 
provides controls for dynamic-query filters and configuration. The icons at the 
top-right are for navigation. Navigational controls are also assigned to mouse 
motion with depressed buttons. The tree-map itself is displayed in the center. 
Translucent labels appear on flags for the current directory and its immediate 
children. Details are provided for items on mouse-over. StepTree is intended to 
act as a test bed for design ideas and has thus been redesigned several times. 
Incremental improvements such as: dynamic queries, animated transitions, 
adaptive on-screen controls, and navigational restrictions have all been 
incorporated. Our description of StepTree will focus on navigation among various 
views of the file hierarchy. We can divide these roughly into structural-view 
navigation (navigating the hierarchy), and spatial-view navigation (navigating the 
3D space). It is on the structural-view navigation that we focused in our study. 

Navigating into the hierarchy structure using StepTree entails clicking on a 
directory (or its label). This causes a view of the selected directory to completely 

Figure 3.1. The file system visualization tool StepTree 
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replace the view of the current directory. Depending on whether or not animation 
is enabled, this transition is either gradual or instantaneous. 

Animation during transitions is used to demonstrate the relationship between 
directories, particularly ancestors and subdirectories. We believe that this helps 
users learn the relationships between different levels of the hierarchy. The exact 
animation behavior depends on whether you are traversing down the hierarchy or 
up. When traversing down you select a subdirectory of the current root by clicking 
it. Next, everything but that directory starts to fade away (Figure 3.2:a). The 
selected subdirectory is now left alone on-screen (Figure 3.2:b), in the same 
position and size as it had before its 
surroundings started to fade. Next (Figure 
3.2:c), the directory is gradually enlarged 
and moved until its base is in the same 
location and of the same size as the 
previous directory (Figure 3.2:d). When 
traversing up in the hierarchy the above 
procedure is reversed. The current 
directory is shrunk and moved into the 
position it will occupy on the new tree-
map image. Then, the remainder of the 
new current directory fades into view 
around the previous directory. We will for 
the remainder of this paper refer to these 
methods as “transformations”. 

In our first design, the animation was 
timed so that the whole sequence always 
took the same amount of time regardless 
of the magnitude of the transformation 
required. In accordance with what seems 
to be an accepted upper limit on 
animation time [13], the animation was 
set to last exactly 1 second. After some 
use, this method seemed unnatural. 
Entering a small (in terms of the surface 
area assigned to it), subdirectory of the 
current directory should take longer than 
entering a large subdirectory. We 
therefore decided to divide the animation 
into a fixed fade in/out step of 400 ms, an 
intermediary 50 ms pause, and a variable 
transformation sequence of at most, 550 
ms. The length of the transformation 

Figure 3.2. The animation for entering 
a directory begins with a fade-out (a) 
followed by a short pause (b) after 
which the new current directory is 
expanded to fill the space formerly 
occupied by its ancestor (c, d).
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sequence depends on the magnitude of the transformation. What we did, in short, 
is to make transformations constant speed rather than constant time. 

Animating transitions between directories may have two possible benefits. 
First, users can see the directory enlarging and moving from its previous location 
into the new location. If the user were to click on and enter the wrong directory, it 
should be easier to realize the error with animation. If, on the other hand, the 
transition had been abrupt the user might easily continue working in the wrong 
directory. Second, the animation emphasizes the relation between the subdirectory 
and its parent. This may simplify learning the directory structure. 

Both of these advantages should lead to shorter interaction times, especially on 
tasks where the user returns to a previous location. These “return” tasks are 
frequent. Users tend to begin navigational activities at some root location (e. g., 
“C:\”, “/”, “My Documents”, etc.), and it is likely that they will return there from 
time to time to begin searching for something else. Examples of this type of task 
include: finding a file (documents, multimedia, etc.), moving or copying a file 
(managing your files), and relating files in different locations to each other 
(comparing two directories). 

3.4 User Study 
As we describe in Section 3.3, animations were introduced to make the transitions 
between directories less abrupt and more informative.  Naturally, we felt that the 
possible presence and magnitude of such effects needed study.  We therefore 
decided to conduct a small between-subjects experiment. 

3.4.1 Tasks
The task set used consists of two types of tasks: Tasks in the first set (tasks 1, 2, 4, 
5 and 7), all involve returning to a previously visited directory either immediately 
after pressing the home button or after completing an unrelated intermediate task. 
We will refer to this type of task as a “return” task. The second set is a small 
collection of three tasks (tasks 3, 6 and 8), taken from our previous study [8]. 
These tasks were chosen to diversify the task set and because we felt that there 
was no reason that they should benefit from animation. A point  sometimes made 
is that “animation takes time” [5]. Thus, if there is no benefit, the net effect should 
be longer task times. We will refer to tasks from this second set as “general” 
tasks.  The tasks were: 

1 Tutorial Task
 a) Locate a directory given a path and select the 

 largest file in it.  
 b) Click on the home button (returning to the root). 
 c) Return to and select the directory in a). 
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2 Practice Task
 a) Locate a directory given a path and select a  

 file with a given size (theme: “fruit”). 
 b) Click on the home button (returning to the root). 
 c) Return to the “fruit” directory in a) and select a 

 file with a given name. 
3 Locate and select the smallest file of the type "PDF". 
4 Same as 2 but with a different target directory. (theme: “architecture”) 
5 Same as 2 but with a different target directory. (theme: “animals”) 
6 Locate and select a file given a path. 
7 Return to the directory from task 5 with the animal theme. 
8 Select the directory containing the only file of a certain type. 

All return tasks except for task 1 are based on the themes “fruit” (task 2), 
“architecture” (task 4), and “animals” (tasks 5 and 7). The use of themes means 
that directories along the path to the target directory, and the files in the target 
directory had names based on a particular concept. This is a way of providing a 
non-visual memory cue for task 7. When the participant is located at the root, 
these theme-based file and directory names are not visible. To complete tasks 4 
and 5, participants had to bring up detailed information (by way of a mouse over), 
on files in the target directory to determine which of them was of a certain size. 
While doing this they are also exposed to the theme related filenames 
(“chicken.html”, “cow. html”, etc.), which should reinforce their memory of the 
themed directory. This pattern gave participants a way to solve task 7 without 
providing a visual description that would have been directly observable on the 
display. (For example, “Return to the directory with the checkerboard pattern.”) 
The experiment relied on navigational decisions being based on participants 
remembering either the path to or the spatial location of the target directory. 

3.4.2 Procedure
Sixteen students (all save one recruited from a Human Computer Interaction class 
at Luleå University of Technology), volunteered to participate in our study. 
Participants ranged in age from 21 to 24 years, with an average age of 22.4 years. 
Participants used computers on an average of 35.6 hours a week, and all but two 
participants had experience with 3D games. Those with 3D game experience spent 
an average of 8 hours per week playing. Five participants were female, and 11 
were male. The two participants without 3D game experience were both female. 
All tests were conducted on a 1.7 GHz Pentium 4 workstation at a resolution of 
1024x768 pixels on a 21-inch monitor. The primary input device was a mouse. A 
keyboard was present, but participants were not instructed to use it. 

Participants were given movie tickets as an incentive to participate, and these 
tickets were handed out at the start of the test sessions. Participants were then 
asked to read and sign a consent form followed by a pre-test questionnaire with 
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questions about gender, age, and experience with computers and 3D games, as 
well as time spent per week on computers and 3D games. The test began with a 
tutorial session centered on a tutorial task (task 1). A detailed checklist was used 
to make sure that the participants received the same training. After an introduction 
to the tool, the participant was encouraged to explore it freely until he or she felt 
ready to finish the task. During pilot testing we had observed that it took a while 
for participants to notice and base decisions on the animation effect. For this 
reason, we decided to consider task 2 a practice task and not analyze it. The 
tutorial and practice tasks were followed by the actual test (tasks 3 through 8). 

Treatments (non-animated or animated) were randomly assigned to time slots 
and participants in pairs. (A pair was two successive slots in the experiments 
schedule.) The test was automated, and all action by the test conductor ceased 
once the tutorial and practice tasks were over. Participants could start the next task 
at their own leisure by clicking on a button. Tasks were shown at the bottom of 
the screen. Participants ended the tasks themselves by clicking on a “Done” 
button when they felt that they had completed the task. There was no time limit, 
but participants were told that they could elect to end the task without completion 
if they had seriously tried but failed to solve it (this was classified as an error). 
Timing was performed by logging all relevant events (task start, mouse clicks, 
clicking done, etc.), to a file. A post-test questionnaire was used to capture 
subjective impressions through a series of 12 statements to which participants 
could indicate either agreement or disagreement. 

3.4.3 Hypotheses 
Our primary hypothesis was that animation would result in more shortcuts on the 
return tasks (4, 5, and 7). There should thus be a statistically significant increase 
in the number of shortcuts taken, with the animated treatment. If shortcuts are 
taken there should also be gains in time spent on the task, and consequently, we 
believed that there should be a statistically significant difference in task times for 
tasks 4, 5, and 7 favoring animation. There should be no statistically significant 
difference in task times for tasks 3, 6, and 8. These more general tasks should, in 
terms of completion time, neither benefit nor suffer from the introduction of 
animated transitions.  

3.4.4 Results
The primary hypothesis was upheld. Participants using animation were more 
likely to take shortcuts. Navigational behavior was categorized as to whether 
participants completed a task in fewer steps than the length of the path (Shortcut), 
as many steps as the length of the path (Path), or either took more steps than the 
path or made an error (Miss). We calculated frequencies for these types of 
navigational behaviors for all return tasks combined. (see Table 3.1.) These show 
a statistically significant effect of animation on navigational behavior ( 2= 9.14, 
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df=2, p < 0.025) for return tasks. Participants were nearly four times as likely to 
take a shortcut when using animation. If we investigate this further and look at the 
raw step data for return tasks (Figure 3.3), an interesting picture emerges. In the 
non-animated group, performance tends strongly towards the path length. In 
contrast, the number of steps taken by participants in the animated group is more 
varied. When animation is used, a greater number of scores fall both above and 
below the path length.

This variation evident in the animated group is most pronounced on task 7 
where participants were required to remember the path. Here, four participants 
managed a shortcut, three got lost, and one made an error. One participant went 
on a journey exceeding the path length by 540% (the truncated bar in the bottom 
chart of Figure 3.3). 

ANOVA’s on the effect of treatment on task times for tasks 4, 5, and 7 both 
separately and combined however, show no significant effects for treatment. For 
task 7, this result can be readily explained by the great variation in the number of 
steps taken by participants in the animation group. Any gains from shortcuts are 
swamped by time spent recovering from navigational mistakes. Overall, for return 
tasks, variation within the treatments seems to have swamped any variation 
between them. In short, the experiment was probably not sensitive enough to 
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detect any differences. The return tasks may not have been comprehensive enough 
for any significant differences to be detected, and paths to the target directories (at 
four and five steps respectively), may have been too short. It might also have been 
useful to repeat navigating into and later returning to, different target directories 
several times. 

There was no significant 
effect of treatment on task times 
for the general tasks (3, 6, and 
8), either separately or 
combined. This would suggest 
that time spent on transitional 
animations does not cause a 
significant negative effect on 
tasks in general. Furthermore, the overall error rate for tasks 3 through 8 was 
seven on a total of 96 completed tasks, which can be considered low. Of those, 
four were committed by participants in the non-animated group, and three by 
participants in the animated group.  

Looking at the post-test questionnaire data (Figure 3.4), two statements 
resulted in responses different enough between participants who used the two 
versions of StepTree to be worthy of note. The first is the statement: “I never felt 
lost.” Participants in the animated group seemed to more strongly agree with this 
statement. The second is the statement: “Transitions between directories were 
smooth.” It was included in the questionnaire to determine whether participants 
really noticed the animated transitions. Participants in the animated group seem to 
agree more strongly with this statement than those in the non-animated group. 

3.5 Discussion
That we failed to find an effect of animation on task times for the return tasks was 
a bit unexpected but seems to jibe with the findings of others [5, 16]. Our analysis 
of participants’ navigational behaviors showed significantly more shortcuts being 
taken by participants in the animated treatment. Thus, we suspect that an effect on 
task time does exist even though we failed to find one in this study. The effect, if 
it exists, is likely to be weak and might require more comprehensive navigational 
tasks and more training for participants for it to be noticeable. 

That participants in the animation group who got lost on task 7 seemed to get 
so thoroughly lost is very intriguing. A majority of participants in the non-
animated group did remember and successfully followed the five-step path on task 
7 (6 out of 8). In the animated group no one followed the path. Instead, all tried 
their luck at a taking a shortcut. Those who remembered correctly completed the 
task in fewer steps than the stepwise path, whereas those who failed paid a high 
price in the number of steps it took for them to recover from their mistake. 

Table 3.1. Frequencies of navigation behaviors 
for tasks 4, 5 and 7 combined. 

Categories
Non-

Animated Animated
Shortcut 3 11
Path 17 7
Miss 4 6
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What we seem to see in the 
results on task 7 (and less 
strongly on tasks 4 and 5), is a 
contrast between orderly 
navigational behavior in the non-
animated group and a more 
chaotic behavior in the animated 
group. In the animated group 
about half seem to succeed in 
taking a shortcut, putting them in 
a distinct group, performance 
wise, from those who do not. 
From this it would appear that 
animation is a double-edged 
sword. Participants using 
animation appear to have 
difficulty applying an effective 
recovery strategy when their shortcut goes wrong. Within the limits of our study, 
participants do not always have adequate spatial memory of previously visited 
directories. However, they are apparently slow to realize this, and they delay 
before returning to the root and tracing the path. In contrast, participants without 
animation almost uniformly retrace the path on revisits. This strategy is quite 
successful. It would appear that there are sufficient cues to trigger participants’ 
long-term memory if they retrace the path. 

3.6 Conclusions and Future Work 
Our study shows how navigational behavior in an object-centered, 3D 
environment is affected by the introduction of transitional animations. Users learn 
spatial relationships through animation, but the supposed benefits seem to come at 
a high price. Participants who try to return by memory alone and who misjudge 
the spatial location of the target directory seem unable or unwilling to revert to a 
more reasonable stepwise navigational strategy. Instead they continue 
ineffectually trying to locate the target directory through a series of failed shortcut 
attempts. 

Some alternate designs have been suggested that might improve animated 
transitions. One suggestion was to fade the surrounding visualization while 
keeping it in view, continuously changing its size and layout in step with the 
expansion of the target directory. Another was to give collapsed directories a 
gradually diminishing glow, further reinforcing the connection established 
through animation. 

Humans are well adapted to recognizing landmarks in the environment. We 
learn how to get from place to place not by memorizing the length of every stretch 
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of road and the degrees of every turn. Instead we move from landmark to 
landmark. To minimize the cognitive effort, we divide the problem of navigation 
into manageable chunks. When we introduce animated transitions (showing us 
“artificially” how one place relates to another), it might be that this short-circuits 
our landmark navigational mechanism. We become predisposed to apply a 
different navigational strategy. Instead of relying on waypoints for navigation, we 
put our faith in our fading memory of the transition and the information that we 
can derive from it. 

We would very much like to see a more comprehensive study on the impact of 
animation. Our study has been exploratory in nature but has given us a great deal 
to think about. Even though we have been able to show that certain differences 
exist in navigational behavior, we would like to more thoroughly explore how 
animation affects navigation and how to best exploit it in design.
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Abstract
This survey and taxonomy looks at the subject of user interface animation in 
general and interactive user interface animation in particular. Sophisticated 
animations are becoming increasingly common features of operating systems and 
applications alike and this is a trend not likely to change. What is lacking 
however is a deeper understanding as to what effect even the most seemingly 
innocuous animations have on usability. A problem with previous research on 
animation in the human computer interaction field however is that animation 
tends to be treated as an atomic and indivisible concept when in actuality it serves 
many different functions, is made up of many different visual effects and is subject 
to many different forms of interaction. Descriptions of experiments in the field 
have a tendency to be lacking in detail and it is often unclear exactly what type of 
animation it deals with. This is not necessarily a problem with the research but 
with the way in which it is described. It is all the more surprising since many of 
the forms and aspects of animation identified in this paper seem, at least 
individually, self evident. Underlying the taxonomy is a simple model of animation 
which can be used as a checklist for research as well as for development. Besides 
defining what user interface animation is, this paper also contains a selective 
literature survey focusing mainly on empirical research. By fitting existing 
research into our taxonomy we gain a better insight into what it all means, what 
aspects of animation have been covered to date, which require further research, 
and which avenues of research are just plain interesting.

4.1 Introduction
The addition of animated behaviors to user interaction with user interfaces goes 
back to the early days of the graphical user interface. With direct manipulation 
[43] came the potential for truly useful user interface animation. Early examples 
include the use of an expanding rectangle animation (or outline zoom) on the 
Apple Macintosh, which signifies the transition from icon to active window, and 
the outline that follows the cursor as a window is moved. In the user interfaces of 
today, animations are even more prevalent and advanced. The outline is now 

mailto:tbladh@ltu.se
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replaced with a fully rendered window, popup menus fade into view, and window 
content scrolling is now smooth. In the current generation of Macintosh 
computers, windows flow out of icons (the so called Genie effect); desktop 
windows move into a tiled configuration at the press of a button (the Exposé 
effect), and an entire desktop is rotated out of view in response to a user switch. 
Just as Walt Disney struggled to improve animated cartoons in the early nineteen 
thirties a research trend in human-computer interaction during the last decade has 
been to investigate lifelike animation. If the research in the area is any indication 
we will soon see even more advanced animation effects. Windows, icons and 
other objects will respond to interaction as if they have material properties and are 
subject to physical laws. A window being dragged could behave as if it was a 
rubber sheet exhibiting distortion due to inertia or an icon colliding with the edge 
of the desktop may throw of sparks while moving it across a crowded desktop will 
cause objects in its path to be pushed aside. The possibilities are limited only by 
the imagination. 

The Latin word “animus” is roughly synonymous with life, intellect or spirit, 
while the derived English word “animation” is generally taken to mean the 
property of liveliness (i.e. “He gave an animated speech.”). With the advent of 
moving pictures it was quite natural that it should became synonymous with hand 
painted movie sequences where static images are transformed into characters full 
of life. In the context of graphical user interfaces the word usually describes 
relatively short, either hand made or algorithmically generated, sequences used to 
transition (i.e. from icon to window), draw attention, reveal a hidden process (e.g. 
a progress bar) or explain (an animated tutorial). In light of the above, animation 
is in this paper defined as visual feedback, changing over time, which also 
exhibits a degree of liveliness or “spirit”. It follows from this definition that 
animations need not be smooth; all that is needed is the spark of action and life. 
Furthermore, interactive animation may be defined as those animations over 
which human intervention or control is possible.

In this paper it is assumed that virtually anything going on in a graphical user 
interface can be described in terms of interaction and animated feedback. The 
focus will be on animation sequences between 500 milliseconds and 10 seconds in 
length; examples of which include drag-and-drop operations and icon expansion 
effects. When you consider the complexity of the visual effects employed in user 
interfaces today treating it all universally as animation may at first glance seem a 
bit extreme. To understand how animation relates to user interfaces, visualization 
and to theories of interaction it is useful to realize that even the most complex 
visual effects in the user interface are made up of simpler parts; parts which may 
be termed animations.  

Despite the increased use of and research on user interface animation there is 
still a rather vague and fragmented understanding of the effect of animated 
sequences on the human perceptual and cognitive systems. To gain such an 
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understanding it is important that we can differentiate between different types of 
user interface animation. This is of course also the primary motivation behind the 
model and taxonomy put forward in this paper. 

4.2 Animation Related Topics 
In this section we will cover a number of concepts related to animation, namely 
cartoon style animation, visual momentum, object constancy, stimulus-response 
(S-R) compatibility and direct manipulation. Cartoon style animation [54] 
constitutes a take on animation which has attracted a great deal of research 
interest within the human-computer interaction field [14, 28, 46, 52, 53]. Visual 
momentum [19] was first introduced in the context of abrupt transitions and refers 
to the ease with which different views can be taken in by a human observer. This 
concept has attracted interest from experimental psychologists [19, 60] as well as 
from the field of human-computer interaction [62]. Object constancy refers to the 
human ability to recognize objects despite differences in for example orientation 
and distance. S-R compatibility describes the closeness in location and movement 
of a control and that which is controlled (i.e. and which gives feedback). Direct 
manipulation, first introduced by Shneiderman [43] is a fundamental interaction 
concept which underlies most modern graphical user interfaces. 

4.2.1 Cartoon Style Animation 
In surveying the field of user interface animation we need to start outside the user 
interface. Just as the fledgling animation industry with the Disney company at the 
fore was trying to find its feet in the late nineteen-twenties we are now in the 
human computer interaction field just beginning to find out how best to employ 
animation in user interfaces.  

Many attempts at animation had been made during the 19th century using 
devices such as the phenakistoscope (i.e. a rotating drum with mirrors at the 
center and pictures along the rim), zoetrope, kineograph (i.e. a paper flip book) 
and the praxinoscope [29]. However, these were never to become more than 
curiosities and real progress had to wait until the early 20th century. Traditional 
animation as we know it (or so called cel animation) was invented in the early 
1910’s. Cel is short for celluloid and refers to the use of transparent plastic sheets 
in the animation process. This technique was patented in 1914 by Earl Hurd [29] 
and animation companies were forced to license the technology during the 
industry’s early years until the patent expired in the 1930’s. The invention of cel 
animation was important in that it saved a great deal of time. Backgrounds, 
objects and characters could be combined sheet by sheet to form an animation 
frame. The sheets could be reused time and time again, greatly reducing the time 
and effort required to create animated sequences. This is essentially what made 
the birth of the animation industry possible. 
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In the early days of animation, the most important thing was simply to get the 
“gag” across. Getting the characters from one scene to the next was just 
considered transport and not given much thought. Knowledge of or interest in 
anatomy was limited and the laws of physics were also largely disregarded. A 
common way of achieving a sense of weight for a character was to simply draw it 
large. Implying weight by carefully timing the motion of parts of the body, in 
relation to the body as a whole was an approach not discovered until later. In 
response to this lack of realism a number of animation principles were, over the 
years, identified and adopted at Disney Studios:

1.  Squash and Stretch 
2.  Anticipation 
3.  Staging 
4.  Straight Ahead Action and Pose to Pose 
5.  Follow Through and Overlapping Action. 
6.  Slow In and Slow Out 
7.  Arcs 
8.  Secondary Action 
9.  Timing 
10.  Exaggeration 
11.  Solid Drawing 
12.  Appeal 

The principle of squash-and-stretch refers to how objects deform when affected 
in some way, be it by acceleration, deceleration, tension or pressure. 
Characteristic of the world we live in is that objects and actors have material 
properties. A ball hitting the ground will deform as it absorbs the shock only to 
regain its shape as soon as it is again airborne. Anticipation is preparation for 
movement; someone just about to run will draw back somewhat in preparation. 
Anticipation can also be created by having an actor look of-screen, suggesting that 
some event is imminent from a certain direction. The principle of staging involves 
putting the primary action into sharp focus. If we want users to attend to the 
movement of a particular object or actor then we should avoid moving or 
highlighting anything else. The continuous nature of real life motion is 
encapsulated in the principle of “Follow Through and Overlapping Action”. In the 
real world things don’t suddenly come to a complete stop. If we observe a running 
dog suddenly trying to stop we will see how the jowls, ears, and tail continue in 
the direction of travel even though the animal proper has come to a standstill. 
Going from pose to pose with initial acceleration and final deceleration is referred 
to as slow-in-and-slow-out. For example, someone reaching out for a teacup will 
start from rest, accelerate the arm to a suitable speed and, when close to the cup, 
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slow down to more precisely be able to grasp the handle. Very few, if any, 
movements in nature follow straight lines, a branch swaying in the wind, the flight 
of a bat, or a cheetah chasing a gazelle. All of these actions and their constituent 
elements (e.g. the movement of twig, leg or wing) will describe arcs.  

The various events that while not central to the story, nevertheless make it 
seem alive constitute secondary-action. Secondary actions are added to make the 
primary action seem more realistic. For example, a moving object often affect 
others as it passes, just as blades of meadow grass are bent out of the way by 
someone passing by. Performing secondary actions is part of being human. Even 
when we are in the middle of conversation we tend to do a great deal not directly 
related to this primary activity. Examples include biting the shaft of our glasses, 
shifting our posture, wiping our brow or checking our wristwatch. In computer 
games it is now common practice to have the character perform secondary actions 
when there is no command input. If this is not done the character risks turning into 
a statue, effectively ruining the illusion of life.

Timing refers to the varying ways in which objects with different properties 
behave when they are acted upon as well as how different actions affect the same 
object. For example, an object or actor with great mass will take longer to gain 
momentum than a lighter one while changing the timing of an animated head 
movement can transform an apparently voluntary nod into a sharp blow to the 
head [54]. Exaggeration has to do with breaking the rules of strict realism; going 
beyond what is strictly real to make the action stand out. This entails making 
movements extravagant, making sad characters sadder, angry characters angrier 
and so on.

These principles eventually became the fundamental principles of animation, 
applied throughout the industry to this day [54] and most of them have been at 
least experimentally applied to the user interface in some form or another [14, 20, 
52, 53]. Some seem less applicable in this context however. Secondary action for 
example will often be undesirable in the user interface as peripheral activity will 
tend to distract from the task at hand. The principles of straight-ahead-action, 
pose-to-pose and solid-drawing are aspects of the traditional animation craft and 
not of the final product; making them largely irrelevant in the user interface. 
Appeal is certainly relevant to the user interface, indeed most of the principles 
described here do in some way increase appeal. However, aside from improved 
realism, questions of pure aesthetics are too subject to trends and fashions to be 
truly fruitful subjects of scientific study. 

The human perceptual system perceives falling raindrops as streaks rather than 
series of distinct drops. An animation failing to uphold this level of realism will 
be perceived as not quite natural. This leads us to an important solution not part of 
the twelve original principles. Temporal antialiasing or motion blur as it is also 
called is a natural side effect of human perception (as well as of live-filmmaking) 
which is frequently employed by animators and which eventually found its way 
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into computer generated animation [26, 37]. The continuous nature of the world 
can be hard to capture on a medium with a limited frame rate as an object may 
move further than its own width from one frame to the next; a phenomenon 
termed “temporal aliasing”. In live film the shutter will stay open for a certain 
interval which means that any object moving a significant distance during this 
time will cause some natural blurring in the frame. For this effect to be faithfully 
replicated in animation (hand made or otherwise) it has to either be rendered at a 
sufficiently high frame rate (i.e. keeping the separation between moving objects in 
successive frames low) or be treated with motion blur (i.e. temporal antialiasing) 
where the object is either replicated several times on the same frame or blurred 
across it.

Even though work on realistic animation techniques began in the early nineteen 
thirties, the introduction of these principles into the world of computers had to 
wait some fifty-odd years. In a seminal paper on cartoon animation techniques 
presented at SIGGRAPH ’87, John Lasseter [28], a former Disney animator 
reminded the computer graphics world of these ideas and emphasized their 
importance to computer-based, 3D animation. It then took less than a decade for 
researchers in the field of human-computer interaction [14, 20] to also realize 
their importance. They describe the application of animation principles such as 
slow-in-and-slow-out, motion blur, arcs and secondary-action to the user interface. 
The point being made by Lasseter was aimed at the then fledgling computer 
animation industry; reminding those active in the field of the rich heritage that 
traditional animation represents. Other research on cartoon style animation 
includes [49, 52 and 53] and will be covered in the survey section (4.4). 

4.2.2 Visual Momentum 
There are three principal sources for the theory (or as may be argued, multiple 
theories) of VM. Hochberg and Brooks [19], Woods [62] and Wickens [60]. In the 
seminal paper on Visual Momentum (henceforth VM), Hochberg & Brooks [19], 
while not exclusively focusing on animation did investigate the effects on human 
perception of abrupt transitions as introduced by film cuts. Animation techniques 
such as cross-fades or wipes are often used for bridging this kind of abrupt 
transition. The term VM was introduced to better describe the impact that abrupt 
transitions have on the human perceptual and cognitive systems. It is described as 
a “motivating factor” and as the “impetus to obtain sensory information”. An 
abrupt cut can be very disruptive as it forces the observer to take in a very 
different scene. Comparing a cut for a complete scene-change to a cut for a simple 
change of viewpoint (on the same set) it is apparent that the latter will be less 
disrupting as the two views would have something in common (i.e. the same 
actors, the same furniture etc.).  

A serious problem with the VM term is that different researchers define its 
directionality differently. One finds that in Hochberg & Brooks’ definition VM 
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would be roughly synonymous with confusion while in Woods’ as well as in 
Wickens’ it would instead be synonymous with low mental effort. In this paper 
the term visual momentum will refer to the definition proposed by Woods [62] 
unless otherwise stated. His definition reads: 

“The amount of visual momentum supported by a display system is inversely 
proportional to the mental effort required to place a new display into the context 
of the total data base and the user’s information needs.”

To exemplify: A smooth and graceful transition of two similar states would 
give rise to high VM while an abrupt transition between dissimilar states would 
result in low VM. Even though abrupt transitions have distinctly negative 
connotations, the perceptual effect they represent may sometimes be useful. An 
example is the common ploy employed by horror movie directors of having an 
actor stare terrified into the camera followed up by an abrupt and unexpected cut 
to some special effects monstrosity. A case could also be made against the use of 
smooth animated transitions in presentation software as these might make slide 
transitions less markable. In both these cases abrupt transitions are employed in an 
attention grabbing capacity. Care should of course be taken to ensure that mental 
workload does not reach uncomfortable levels when abrupt transitions are present. 

Some reasonable assumptions could be made as to the relationship between 
high VM and task performance. One could say that high VM should lead to 
improved task performance and shorter task times. One could also make the 
reasonable assumption that high VM as reflected by low glance rate should lead to 
less time spent getting acquainted with each new display, which should lead to 
increased performance. The problem is of course that real life tasks are more 
complex than the abstracted experiments of cognitive and perceptual psychology 
and proving any effect statistically is of course harder still. One could even 
propose a scenario where the use of a user interface exhibiting high VM actually 
causes more confusion than one in which the transitions are more abrupt. An 
abrupt change shows you that something has happened which is sometimes 
necessary especially if a particular display or display state is important. 

Woods [62] and Wickens [60] propose a number of approaches in dealing with 
low visual momentum. What these solutions have in common is that they attempt 
to increase the level of commonality between views. Examples include the use of 
landmarks common to all views as well as overview maps showing you were you 
are in the information space. Wickens also proposes the use of graceful transitions 
to alleviate the confusion that inevitably occurs when shifts are too abrupt. These 
approaches and others will be outlined in the survey section (section 4.4). 

The interpretations of VM proposed by Woods [62] and Wickens [60] are 
scientifically problematic in that they constitute a seemingly arbitrary collection 
of “good practices” and not a single or closely related set of perceptual or 
cognitive phenomena. The somewhat approach of using visual momentum or a 
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similarly fragmented concept as an independent variable in an empirical study 
without separating out its constituent elements makes it very difficult to interpret 
and generalize from results. This approach can be seen in some studies [33, 34]. 
Studies conducted on visual momentum will be outlined in more detail in the 
survey section (4.4.2). 

4.2.3 Object Constancy 

Object constancy, or perceptual constancy as it is also called, refers to the animal 
and human ability to recognize objects even though their orientation, position and 
lighting conditions are drastically changed. A steam iron or a cat shown from 
almost any conceivable angle and under any lighting condition is still likely to be 
accurately identified as a steam iron or a cat respectively. On the other hand, 
object constancy often leads us to see what we want to see, or what fits in a 
particular situation. Thus Felix sleeping in the lounger may find himself standing 
in for a seat cushion while his owner sits down to answer the phone. 

4.2.4 Stimulus-Response Compatibility 

Stimulus-response (S-R) compatibility refers to the static and dynamic 
compatibility between the actions and responses of a human operator, and the 
resulting visual feedback [60]. The static and dynamic elements of S-R 
compatibility are referred to as location and movement compatibility respectively. 
Location compatibility refers to the spatial relation between the control and what 
is being controlled while movement compatibility refers to the dynamic 
relationship between a moving control and a display element moving in response 
to the former. Most touch screen based systems exhibit high location 
compatibility; as the relevant part of the control surface is collocated with the 
controlled element. Household appliances on the other hand tend to exhibit low 
location compatibility (i.e. stove controls which are neither collocated nor 
congruent with the arrangement of the stove burners). Taking S-R compatibility 
into account is important when designing and describing interactive animations. 
Whether compatibility is low or high tells us something about the expected error 
rate as low compatibility is liable to increase the risk for mistakes. The reason for 
this is that the user is more likely to be surprised by the stimuli he receives. 
Research on choice reaction time has shown that visual effects produced in non-
compatible locations causes increases in choice reaction time (RT) even if the 
effect is not relevant to the task [27]. Meaning that even the anticipation of 
feedback in a low compatibility location may cause reduced performance. 

4.2.5 Direct and Indirect Manipulation 

A way of looking at interactive animation is in terms of direct and indirect 
manipulation, as Thomas & Demczuk [51, 53] puts it: 



53

“The visual changes caused by direct manipulation are easy for users to 
understand because the user focuses directly on the affected object and tracks the 
change as it occurs. But for changes caused by indirect manipulation, where the 
user’s attention is focused elsewhere and the change is instantaneous, the effect 
can be confusing.” 
 A majority of the animation effects currently employed in graphical user 
interfaces would sort under the umbrella term “direct manipulation”. Examples 
include the well known drag-and-drop, various icon to window expansion effects, 
window minimization, window resizes, menu expansions, 3D model rotation and 
translation, tool-tip flag popups and many more. Direct manipulation operations 
initiated by the user can be roughly categorized into two groups, namely user 
controlled and system controlled. Drag-and-drop, window resize as well as 3D 
model rotation and translation are all generally user controlled (although 
exceptions exist). Icon expansion effects (see Figure 4.1), window minimizations, 
menu expansions, as well as animated popups are all system controlled once they 
have been initiated.

One of the oldest and most prevalent animation effects is the icon to window 
expansion effect. In its simplest form (the outline zoom) an outline will grow from 
the position and size of the icon until it is more or less equal in extent to the full 
size window; the window then replaces the outline. More contemporary flavors of 

Figure 4.1. Stylized rendering of the Mac OS X Genie effect for the 
maximization and minimization of windows. 
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this effect shows the window growing fully rendered. The Mac OS X Genie effect 
is just such an effect where the window literally flows into view (see Figure 4.1). 

The terms direct manipulation [43] as well as the sometimes encountered 
“indirect manipulation” [51, 53] have to do with the directness of the 
manipulation. This means that they are related both to S-R compatibility (see 
section 4.3.3) and, perhaps to a lesser extent, to the question of who controls the 
animation during the different stages of the animation lifecycle. Thomas & 
Demczuk [51, 53] describe indirect manipulation in the following way:  
“We call this style of interaction indirect manipulation, since an action on one 
object (a button, for instance) causes a change to another object.” 

In their experiment [53] indirect manipulation is in the form of graphical object 
alignment operations initiated by the user through menu selection. The system 
then controls the alignment animation until its conclusion. The position put 
forward in this paper is that manipulation of an animation could be labeled, to 
some degree, indirect when control is out of the user’s hands or when S-R 
compatibility is low. 

The term direct manipulation is more difficult to translate into detailed 
interaction terms. There is nothing in Shneiderman's original four point “portrait” 
of direct manipulation [43] that precludes what other researchers [51, 53] term 
indirect manipulation from being classified as direct manipulation. To put it 
simply, there are no gradations of directness based on who is in control or the 
level of S-R compatibility [60] in Shneiderman’s original definition of the term. 
The most direct of direct manipulation would be using the mouse or a finger to 
drag an icon across the screen, while examples of less direct manipulation include 
those operations where a user initiated animation (such as clicking an icon) has an 
effect that grows out of relation, in space and time, with the triggering action (e.g. 
as an expanding application window or a smooth Exposé style tiling of the 
desktop). According to the classic definition these scenarios would both be 
labeled direct manipulation.  

It is my contention that broad generalizations like (in)direct manipulation are 
less useful as descriptions than is specific information about various aspects of the 
animation. In this paper we will describe what animation is, who initiates, controls 
and terminates the animation, as well as the level of S-R compatibility inherent in 
the interaction (see section 4.3). Dragging an icon across the screen is an example 
of user initiated and controlled animation while the aforementioned tiling 
operation (i.e. Exposé) is user initiated but not user controlled. Furthermore, S-R 
compatibility is higher in the former example than in the latter. In dragging an 
icon users have little reason to expect surprises, all visual feedback tends to be as 
they expect it to be and where they expect it to be. The Mac OS X Exposé effect, 
where all active windows, many of which overlap, are scaled and tiled into a new 
overview configuration is a much more stochastic process where visual stimuli 
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will have little relation to the originating mouse click or key press (compare [27]) 
and will require more time to absorb. In trying to explain direct and indirect 
manipulation in terms of what is really going on in the user interface it fast 
becomes clear that they can be rather confusing and blunt terms if used 
incorrectly. The model of user interface animation put forward in this paper (see 
section 4.3) is despite its relative simplicity a much better template for specific 
descriptions of animated user interface behavior than terms like direct and indirect 
manipulation. 

4.3 Taxonomy of User Interface Animation 
To taxonomize animations we need to know their constituent parts, understand 
their function, who controls them, as well as their lifecycle and contents. 
Animation may function as feedback, as an attention grabber, to smooth out 
otherwise abrupt transitions, to preserve context in the switch between separate 
views or to illustrate some interaction principle (i.e. how do I…?). There are two 
principal actors who may control an animation, the first is the user and the second 
is the system. This control can take place during the three phases of the 
animation’s lifecycle. The same or different actors may be responsible for 
initiation, control and termination (or the beginning, middle and end) of an 
animation sequence. The content of the animation is the feedback related back to 
the user. This includes the effects making up the animation, their quality, realism 
as well as duration. The model of animation underlying our taxonomy (see Figure 
4.2) is outlined in this section. 

Actor ContentFunction

Initiate Control Terminate

S-R Compatibility

1. User
2. System

1. Attention
2. Plain Transition
3. Reveal
4. Contextive Transition
5. Explanation

Figure 4.2. Model of user interface animation. 
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4.3.1 Function
In classifying animation it is essential to be aware of the different uses to which 
animations can be put. This aspect is thus given special emphasis in the outline of 
our model of animation. Baecker and Small [3] identifies eight different uses for 
animation (see Table 4.1). The classification of uses given in the table describes 
the function of the animation rather than what it looks like or how it is 
constructed. This kind of information is essential when we are trying to classify 
animation as it says something about the perceptual and cognitive impact a given 
animation sequence may have.  

The classification of use put forward by Baecker & Small [3] was found not to 
be optimal for inclusion in the model of user interface animation outlined here for 
a number of reasons. Some virtually identical concepts are treated as if they were 
distinct while an important concept is altogether missing. One goal of this article 
is to provide a more general and concise taxonomy of animation and to this end 
we simplified and amended the above classification. Demonstration in Baecker & 
Small’s classification can be said to be a weaker form of Explanation while 
Guidance is just an unsolicited form of the same. Animation for History as it is 
described in [3] is just a recapitulation of past events, useful for remembering 
what was done and how it was done and as such is also essentially explanatory in 
nature. Animation for Choice seems to be just another aspect of animation for 
Transition. Much like animated scrolling of a document helps you to maintain 
your contextual awareness, animated navigation and expansion of menu 
alternatives helps you relate what was before to what is now. The most 
problematic animation use given in [3] is animation for Identification. The authors 

Table 4.1. Classification of animation uses proposed by Baecker & 
Small [3]. 
Use Example / Description 

Identification Provide an animated presentation identifying an application and its 
developer (e.g. an animated splash screen). 

Transition Zoom from icon to running application or vice versa showing how 
one state relates to another. 

Choice Hierarchical as well as animated menus (à la Macintosh Finder 
and the Information Visualizer). 

Demonstration Suggest the function of an icon (e.g. pouring paint from a paint 
can).

Explanation Demonstrate how a certain task can be performed. Showing what 
can be done. 

Feedback Give animated feedback as to the status of a process (e.g. 
progress bars and other indicators). 

History Similar to explain but showing what has been done, rather than 
what can be. 

Guidance Guide the user in handling a particular situation (e.g. truly helpful 
animated error messages). 
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describe it as being both for identifying the application and its developers, and for 
introducing the functionality of the application to its users. The latter is obviously 
Explanation while the former has little apparent functionality (i.e. little which 
cannot be done equally well with static graphics). One thing that this function 
does however remind us of is that animation is an excellent attention grabber. 
Even if static graphics can identify an application perfectly well, an animated 
graphic will catch the user’s attention much more strongly. The fact that the now 
famous (and in many quarters reviled) Clippy is so annoying is just because he, by 
virtue of his animated nature, effectively catches users attention (whether they like 
it or not). In our list of animation functions Identification is therefore replaced 
with a new function, namely Attention. Giving the term Feedback the status of a 
unique animation function may seem odd as all animations give some kind of 
feedback, at least in some sense of the word. To avoid this confusion we instead 
call this Reveal as that is what this kind of animation does, it reveals the status of 
otherwise hidden functions. Lastly, a transitional animation can be one of two 
very different things. It is either an animation effect relating one system state to 
another, and which in so doing helps to maintain contextual awareness, (we term 
this Contextive Transition) or it can be an effect which simply smoothes an 
otherwise abrupt transition (which we refer to as Plain Transition). The term 
“Contextive Transition” was chosen over “Context Transition” as the latter 
suggests a transition between contexts rather than a transition maintaining context.  

Examples of contextive transition include the Mac OS X Genie effect (see 
section 4.2.5) as well as the transition effect we investigated in a previous study 
[7] while examples of the latter include the screen wipes and fade effects 
sometimes employed to smooth film cuts. It also follows from this description that 
contextive transitions are information carrying while plain transitions are not. 
There are of course other functions for animation not listed here. An example is 
animation for entertainment, such as motion pictures or animated cartoons which 

Table 4.2. Classification of animation function derived from the 
classification of use found in [3]. 
Function Example / Description 

Attention Use animation effects to draw attention. 

Plain Transition Simple interpolation between different states (e.g. fade 
effects and screen-wipes). 

Reveal Reveal the status of an otherwise hidden process (e.g. 
through progress bars and other indicators). 

Contextive Transition Showing how one state relates to another (e.g. outline zoom 
from icon to running application and vice versa) 

Explanation Show how a certain task can be performed, has been 
performed or suggest the function of a certain widget. 
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we are not going to cover here, except to the extent that they apply to more useful 
user interface animation.  

4.3.2 Actors and The Animation Lifecycle 
An animation may be acted upon by one of two actors; either the user or the 
system. Sometimes a third party will be involved but in these cases the system 
may be considered a proxy. As with most everything animation has a beginning, 
middle and an end. These stages may be referred to as initiation, control and 
termination respectively. The initiation and termination phases are more or less 
instant in nature (at least in relation to the length of the control phase) and there is 
usually no special content associated with them. 

Who interacts with the animation may vary between the different stages in the 
animation lifecycle. Whether an animation is initiated by the user or the system 
determines to a great degree how a user will react to it. An animation may be 
termed interactive if a user controls it at any time during its lifecycle. If the 
system initiates an animation then the user is more likely to be caught of guard, 
and it is a good idea to give more advance warning before important visuals are 
shown. On the other hand if the user initiates the animation, then he or she is not 
as likely to be so affected. Long and complex animations such as those used for 
entertainment or instruction might be considered system initiated even if the user 
“pressed play”. The rationale behind this is that these animation sequences are 
made up of a large number of simple constituent animations and that the 
classification should be applied to these rather than to the entire sequence. 

Whether the user or the system interacts with the animation during the control 
phase is likely to have an effect on reaction time as it determines to what degree 
the user is relegated to the role of passive observer. It is important as it tells us to 

Figure 4.3. Generalized interactive animation lifecycle. 
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what degree the user will be able to anticipate the visual feedback he receives. A 
user who initiates, controls and terminates an animation (e.g. a user dragging a 
document to the trash-can) is less likely to be surprised by the feedback than one 
who is essentially a passive observer (e.g. a user watching a pre-recorded tutorial).

4.3.3 Stimulus-Response Compatibility 
The previously introduced term “Stimulus-
Response Compatibility” is the name of a well 
known concept in cognitive psychology; the two 
principal facets of which are location compatibility 
and movement compatibility [60]. As we outlined 
before (see section 4.2.4), location compatibility 
refers to the spatial relation between the control and 
what is being controlled while movement 
compatibility refers to how control movement 
relates to feedback motion. The act of dragging an 
object across a touch screen with your index finger 
exhibits high movement compatibility (i.e. the 
movement of the finger is strongly congruent with 
the movement of the object both in location and 
movement) while using a common slider control to 
perform a dynamic query [1] on a visualized dataset 
usually results in a low agreement between control 
movement and display events, and consequently 
low movement compatibility (see Figure 4.4). The 
level of location and movement incompatibility 
inherent in the use of a mouse can, for all intents 
and purposes, be disregarded  as it is more or less 
equal in all WIMP user interfaces. The level of 
location and movement compatibility has a definite 
impact on usability. How many of us haven’t turned on the wrong stove burner? 
Compatibility also affects to what degree a user will be able to anticipate the 
effect that his or her actions have on what is being manipulated. If knobs are 
directly adjacent to the stove burners they control and proper visual feedback is 
given (e.g. an adjacent light is turned on) then it is unlikely that the wrong burner 
will be turned on. The more indirect the interaction the higher the risk that a 
mistake will be made. The same argument can be made for interaction in user 
interfaces. Compare examples b and c of Figure 4.4 to example a. In example a 
there is basically no incompatibility and the user will be able to place the star at a 
given target without much difficulty. When there is more indirection as in b and c 
then the user has to rely more on monitoring the progress of the star (i.e. the 
feedback is less direct). When interaction is indirected the user will react 

Figure 4.4. S-R compatibility 
(diminishing from a to d). 
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somewhat like a passive observer even though he is ostensibly “in control”. 
Compare this to the increasing level of indirection when we go from zero to 
second order systems of control [60]

4.3.4 Animation Content 
As we have outlined above, the question of who controls an animation at its 
various stages is important if we want to understand how the user will react to the 
animation. However, in research, development and entertainment it is generally 
the more tangible animation content which gets the attention. This includes the 
various animation effects, their quality, realism as well as duration (see Table 
4.3). To describe the content of an animation we need to know about its 
constituent effects. These include basic transformations such as translation, 
scaling and rotation as well as more complex and hard to define behaviors as 
shape distortions, surface effects (i.e. changes in color and texture), fades as well 
as outright appearances and disappearances (we call this “dichotomy”). Finally we 

define “complex” as a separate effect type to cover the complex compound effects 
found in instructional animations, animated cartoons and movies. It is worth 
pointing out that the presence of effects does not necessarily imply feedback; an 
effect may be present but carry no meaning. The rising interest in cartoon style 
animation (see section 4.2.1) shows us that the overall realism of user interface 
animation warrants special attention. What is the effect of interacting with objects, 
do they react as if they have mass and material properties. Are they affected by 
collisions? Can the interface convey a sense of anticipation? Are there secondary 

Table 4.3. Aspects of animation content. 
Animation Content 

Aspect Description Example 
Duration Time "300 ms" 
Spatial Quality Description "1024x768, antialiased" 
Temporal Quality Description "25 fps, motion blur" 

Overall Realism Description ”Simulates inertia & 
material properties” 

Effect(s)* Type "Rotation & Translation" 
*Effects 

Name Example 
Translate A window is dragged. 
Scale The same window is resized. 
Rotate 3D rotation in a CAD tool. 
Distort Animation of files flying through the air. 
Surface Status sign fading from green to red. 
Fade A popup menu fades into view. 
Dichotomy A popup menu pops into view. 
Complex A cartoon or an instructional video. 
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effects associated with moving an object? Considering quality as a part of our 
taxonomy was deemed necessary because the quality of animation will have an 
influence on usability. In a study on the effect of quantization and frame rate on 
the acceptability of videos of soccer matches to soccer fans McCarthy, Sasse & 
Miras [30] found that reductions in frame rate has a much less dramatic effect on 
acceptability than increased quantization and consequently reduced quality (at 
least to soccer aficionados). There is also a large variation in the quality of user 
interface animations used in empirical studies, something which has to be taken 
into account when these are evaluated and compared. The first quality dimension, 
spatial quality, refers to the subjective quality of the frames making up an 
animation. Spatial quality is primarily affected by resolution but also by other 
enhancements such as antialiasing. Perfect spatial quality would be roughly 
equivalent to a 4000 by 4000 desktop display [58]. The second quality dimension 
is temporal quality which refers primarily to frame rate but also to enhancement 
methods such as motion blur (also called temporal antialiasing [58]). A frame rate 
of 10 frames per second or above is generally considered to be adequate [13] to 
achieve a convincing illusion of motion. Some may think that this is too low 
considering that motion pictures are generally shown at 24 frames per second. 
However, the higher requirement for movies is related to the movement of the 
shutter which causes a distinct flicker effect at less than 16 frames per second. 
The majority of user interfaces have no such flicker which means that we can get 
by with a somewhat lower frame rate. This does not however mean that a frame 
rate of 10 frames per second is anywhere near ideal. When there is a great deal of 
fast motion and too much space is traversed between frames, temporal aliasing 
occurs and the illusion of continuous motion is broken. One solution to this 
problem is to render moving objects several times on the same frame or have them 
leave fading trails.

4.3.5 Example Classification 
To show how a user interface employing animation may be classified along the 
lines of our taxonomy a hypothetical zoom and pan interface scenario is presented 
and classified along the lines of our model. The purpose of this section is to show 
how such an interface may be classified and how overlooking certain aspects of 
the animation in preparing research or reporting results may lead to serious 
consequences. Figure 4.5 (next page) taxonomizes the surveyed research in terms 
of the animation functionality investigated as well as the actors involved. For the 
purpose of classifying this example the model of animation we have presented 
may be condensed into a small number of useful questions: 
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Questions:
1. What is the function of the animation? 
2. Who initiates, who controls and who terminates the animation? 
3. What about the animation content? 

• i.e. its duration, quality, realism and effects (see Table 4.3).  
2. What is the level of S-R compatibility? 

Imagine a high resolution (1024 by 768) zoom and pan interface offering smooth 
continuous zooming and panning (at 25 frames per second) over a large set of 
objects (documents, images etc). Interaction is world-centric (i.e. the viewpoint is 
moved while the world is fixed). It is controlled using arrow keys for panning and 
the plus and minus keys are used for zooming in and out. The user presses a 
button to move the viewpoint and while the button is depressed the viewpoint 
change is continuously and smoothly animated. 

The first question is answered by noting that this is an interface employing 
contextively transitional animation (see section 4.3.1). The transition shows how 
two views in the zoom and pan space relate to each other. Further, the transition 
effects employed in this kind of system are initiated, controlled and terminated by 

Explanation

Plain
Transition

AttentionReveal

Contextive 
Transition

Icon-to-window-
zoom

Progress-bars

Hochberg & Brooks (WM)

Animated help
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User Initiated, User Controlled

User Initiated, System Controlled

System Initiated, System Controlled

Unknown or Not Applicable

Figure 4.5. Taxonomy of surveyed literature (see section 4.4) 
and specific animation effects (in italics). 
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the user (in answer to question 2). Meaning that all animation is initiated (from an 
idle state) by the user, that further user action is directly translated into animation 
action (i.e. zooming and panning) and that animation ceases when the user stops 
interacting (i.e. all buttons are released). The interface is also classified as to the 
kinds of animation effects it incorporates (i.e. zooming, panning and 
appearance/disappearance of objects at the edge). The interface described would 
also score relatively high in terms of spatial and temporal quality. Finally, as the 
animation is terminated by the user its duration is impossible to determine in 
advance. This answers question 3 (further described in Table 4.3). S-R 
compatibility (i.e. question 2) is relatively low as the controlling keyboard arrow 
keys are far removed from what is being controlled (i.e. low location 
compatibility). Movement compatibility is also rather low for panning and 
zooming as horizontally placed keyboard buttons have to be mapped to vertical 
on-screen motion while the arbitrarily located plus and minus buttons have to be 
mapped to zoom-in and zoom-out respectively.  

What would be the effect of failing to take one of the model derived questions 
into consideration either in laying the theoretical foundations for your research or, 
not less seriously, in its presentation? The more serious lapses include failing to: 

1. Distinguish between contextive and plain transition. 
2. Make clear who is in control of the animation. 
3. Take animation duration into account.  
4. Consider S-R compatibility. 
5. Consider spatial and temporal quality (e.g. resolution and frame rate). 

The first lapse will make it difficult to judge whether the animation described 
carries any information and whether it supports object constancy or not. Simply 
performing a plain fade between two different views will not help maintain object 
constancy as there is nothing to show how a visual element in one relates to one in 
the other. A contextive transition animation will show how one view relates to 
another (e.g. the current view is located to the right of the previous in the 
information space). The second lapse will cause confusion as to whether the user 
is in control or whether he is just a passive observer. If the user initiates and 
controls the animation he is not likely to be surprised by whatever is going on. 
Who is in control should also guide the timing of animations. Failing to report the 
duration of an animation sequence will make it exceedingly difficult for people to 
judge the validity of your results. If it is reported that transitional animation 
caused statistically significant negative reactions on an exit survey then whether 
the transitional animation was half a second or five seconds long makes a big 
difference in the interpretation of results. Finally, forgetting to report on 
resolution and frame rate may seem innocent but will make it hard to compare 
your work to that of others (i.e. is the quality comparable).
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4.4 Survey
This section summarizes and discusses previous work on user interface animation 
and is split into the three sections: cartoon style animation (section 4.4.1), 
transitional animation (section 4.4.3) as well as animation used for learning 
(section 4.4.4). The focus of this selective survey is primarily on empirical 
research in the field of human-computer interaction but research from other fields 
such as virtual reality [9, 36] and experimental psychology [15, 40, 32, 35] will 
also be covered.

4.4.1 Cartoon Style Animation 
A number of research groupings have implemented and performed studies on 
cartoon style animation which is transitional in nature (drag-and-drop, alignment 
etc.). Hudson & Stasko [20] for example describe the extension of a user interface 
toolkit to handle cartoon style animation. Effects they describe include arcs, 
squash-and-stretch, anticipation, follow-through and slow-in-and-slow-out.

Chang & Ungar [14] draw on the Disney animation principles [54] and the 
later work of Lasseter [28]; arguing that objects in the user interface should be 
considered solid and should behave as if they have mass and are affected by 
inertia. To help achieve solidity a number of further measures are proposed. The 
problem of jerky and unrealistic movement due to limited frame rate can be 
solved with the introduction of motion blur, a technique often applied in animated 
cartoons while the often reported feeling of confusion that arises from objects 
abruptly materializing and disappearing can be solved by making these transitions 
gradual (e.g. a popup menu or dialog growing from a point). An important 
difference between user interface animation and character animation is of course 
that mainstream user interfaces tend to lack characters (Clippy and his kin being 
notable exceptions).

Bruce H. Thomas and colleagues implemented [49] as well as performed a 
number of studies on cartoon style animation [50, 51, 52, 53]. In the paper [50] 
(and later in expanded form in [52]) Thomas, Calder & Demczuk describe a 17 
participant, within-subjects experiment, in which they evaluated the use of cartoon 
style animation in a rearrangement task. Participants were instructed to rearrange 
a number of squares from one configuration to another. The squares reacted as if 
they were under the influence of gravity in relation to a grid (snap to grid). The 
experiment looked at task performance of four treatments. These were “no 
feedback”, “handles”, “animation” and “animation and handles”. When the task 
was animated objects exhibited reluctance to move (evident by a visible distortion 
effect) until moved beyond a certain point at which time they snapped to a new 
grid square. In the “no feedback” and “handles” cases the same reluctance was 
present but without the animated feedback. The use of handles simply meant that 
the corners of selected objects were emphasized using small squares. No 
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significant treatment effects on task time were found in this study. Participants 
showed a significantly higher liking for the three feedback conditions than for the 
“no feedback” condition. A second experiment, with 13 participants, aimed to 
measure preference naturalistically. Instructed to construct a set of three drawings 
while being free to adjust the level of animation participants gravitated towards a 
mean setting of 3 on a scale from 0 to 7.5 (standard deviation=2.1). 

In [51, 53] Thomas & Demczuk outline an experiment on the effect of cartoon 
style animation and animated preview on graphical alignment operations (which 
they categorize as indirect manipulation). The experiment consisted of four 
treatments where participants were instructed to try to remember the original 
positions of objects prior to alignment. The treatments were color coding (“color”) 
of the original position before alignment, a corner smoothly distended 10% 
towards the original position (“new telltale”), animated movement in the direction 
of the original position (“wiggle”) and one reference treatment without effect (“no 
effect”). Results for new telltale, color and wiggle were all better than for no 
effect to a statistically significant degree. No difference was found between new 
telltale and color. But wiggle was significantly worse than new telltale and color. 
A possible explanation for this is that the wiggle is a transient visual effect 
whereas the telltale (after its formation) and the color coding are both static 
features indicating the original position. The experiment exit survey showed a 
user preference for the feedback conditions but no specific preference for 
animation. 

4.4.2 Visual Momentum 
The seminal paper on visual momentum was the 1978 paper by Hochberg and 
Brooks [19] entitled “Film Cutting and Visual Momentum”. In a series of five 
experiments Hochberg and Brooks investigate the effects of view complexity, 
cutting rate, view realism, looking preferences (e.g. do complex images draw 
attention more strongly) and foci displacement on glance rate.  

“If visual momentum is the impetus to obtain sensory information, and to 
formulate and test schema, it should be reflected by the frequency with which 
glances are made,[…]” 

The appearance of stimuli (an image or scene) has an effect on glance rate 
which can be divided into two parts. At first glance rate is high (while the overall 
features are taken in) and then it declines. If the human observer is exposed to 
repeated images or scenes (each transition being the equivalent of a film cut) high 
glance rate is sustained. Hochberg and Brooks found that more complex images as 
well as higher cutting rates resulted in higher glance rates. Both experiments with 
realistic and abstract imagery yielded similar results. Experiments 4 and 5 focused 
specifically on looking preferences. A display was divided into two channels 
(upper and lower) and participants were told to expect a particular stimulus on one 
channel. This task was not the true purpose of the experiment however. Between 
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these “dummy” tasks participants were exposed to varying stimuli on the non-
attended channel. The idea behind the experiment was to see what types of stimuli 
attracted participants attention the most (when they were free to look anywhere). 
Results showed that complex images and higher cutting rates attract attention 
more strongly. The relevance of the VM concept to animation researchers needs 
to be emphasized as one of the primary uses of animation is to bridge different 
states of a system, much as a film cut bridges different scenes.  

The practical relevance of this research is, in short, to show that the abruptness 
of a transition, the complexity of the view and the frequency of transitions are all 
compounding factors directly proportional to glance rate and consequently to VM. 
It would probably not be out of place to equate low VM to both heightened 
perceptual and cognitive activity and ultimately to confusion. If a series of 
complex and dichotomous scenes replace each other in rapid succession your 
interest may very well be roused but the experience is also likely to leave you, in 
equal measure, confounded.

The take on visual momentum proposed by Woods [62] is related to the one 
proposed by Hochberg and Brooks but differs on a number of points. As woods 
explains:

“[…], Hochberg’s visual momentum refers, in an esthetic sense, to visual 
interest; while visual momentum in a display system context refers to the user’s 
ability to effectively extract information across displays”

According to Woods VM is high when little effort is required to “…cognitively 
integrate a succession of views”. Woods thus effectively inverts the VM concept 
as it is described by Hochberg & Brooks, turning low VM in their definition into 
high in his and vice versa. Woods repeatedly emphasizes the value of continuity 
across multiple displays. Motion picture sequences where new scenes are 
unexpected and have little relation to each other are thus said to exhibit low VM. 
An extreme example would be a period movie (e.g. 17th century) where a cut is 
suddenly made to a narrated wild life documentary. Woods identifies a number of 
points in the VM dimension. On the way from low to high, total replacement is 
followed by long-shot (i.e. overview), landmarks, overlap, spatial representation 
and finally spatial cognition. Spatial representation and cognition both refer 
loosely to the practice of scrolling or stepping around in some form of spatially 
organized information space. Woods goes on to describe something akin to 
fisheye views in that a focus region should be shown at high resolution and a 
peripheral area can be rendered at a lower resolution (e.g. an overview).

Wickens [60] draws on earlier work and condenses VM into four practical user 
interface design guidelines. These are: “Use consistent representations”, “Use 
graceful transitions”, “Highlight anchors” and “Display continuous world maps”. 
The advice to use consistent representations is a clarified form of Woods’ advice 
about continuity across multiple displays. The use of graceful transitions between 
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views is a good way of avoiding the abrupt changes related to low VM. The use of 
highlighted anchors is related to the use of consistent representations and has to 
do with keeping certain features common to all views highlighted. The advice to 
display continuous world maps refers to the use of an overview map which is 
always on, showing where you are in the information space.  

In a study [33] on the effect of field of view, task difficulty and VM (i.e. the 
presence or absence of an overview map and landmarks) on spatial judgments in a 
virtual reality world Neale found that the inclusion of VM techniques significantly 
reduced the negative impact of low field of view. Low field of view was defined 
as 30ºx27º and 60ºx50º (azimuth and elevation respectively) while 90ºx80º was 
considered high. Participants were asked to navigate a simulated office building 
with 8 rooms. In the first experiment they were asked to make judgments about 
the area of rooms they explored as well as the distance to the entrance and objects 
in a previous room. Area judgments were reported (although not shown) to be 
significantly better for high VM than for low VM. Distance judgments were also 
found to be significantly better with high VM when task difficulty was high. One 
problem with this study is that, due to its design, it is impossible to say anything 
about the individual contributions of the included VM components (overview map 
and landmarks). The effects reported could be entirely due to one or the other. 

4.4.3 Transitional Animation 
In user interfaces the by far most common animation effect is the transitional 
animation used to bridge separate views. Examples include drag-and-drop 
operations, the icon to window zoom effect or more advanced zoom-and-pan 
interaction methods. This kind of animation serves two basic purposes; it can be 
used for aesthetic effect alone or it may be used to preserve user’s contextual 
awareness between views.  

In a study on the effect of transition smoothness, image realism and interaction 
styles on decision making Gonzales [17] looks at the effect of animated transitions 
on a home finder utility as well as on a simple physics simulator. The study 
employed a mixed four factor within-subjects design with 89 participants.  The 
effects employed were: fading (“dissolve bits fast”), piecewise appearance of 
objects (home finder) as well as positional changes (physics simulation). The 
animations described in the study are all user initiated and system controlled.  The 
home finder task entails selecting an ideal home based on specific target 
parameters. In the abrupt version of this task the current selection is immediately 
reflected on the screen (as a number of homes meeting the current criteria). In the 
animated version, dissolve effects, and the piecewise appearance (or 
disappearance) of items serves to smooth out the selection process. The physics 
problem consisted of selecting one scenario out of five, of a bolt being sunk into a 
boat, which is most realistic in terms of water displacement. In the former task the 
animated transitions carries virtually no information (i.e. they are essentially plain 
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transitions) whereas in the latter the movement of the bolt and the resulting 
movement of the water level relates the resting state to the final state, making this 
transition information carrying (i.e. it is contextive). In seeing the animation you 
gain more insight than by seeing just the end-states. This doesn’t seem to hold 
strictly true for the home finder task. Thus one possible problem with the internal 
validity of this study is the confounding of plain and contextive transition in the 
experiment. Among other findings the study reports statistically significant effects 
on accuracy favoring gradual transitions, however no significant effect was found 
for task times. 

In a within-subjects experiment with 12 participants Donskoy & Kaptelinin 
[16] find no significant effect of animation on a task of finding and dragging icons 
between windows. The windows did not display all icons contained within but 
instead relied on scrollbar, zooming and fisheye techniques for navigation. The 
respective techniques were either animated or non-animated as dictated by the 
current experimental treatment. An explanation for the lack of significant results 
in favor of the animation treatment given by the authors was that only one 
intermediary phase was added to transitions. If the animation had been smoother 
the results may have been different. 

Bederson & Boltman [5] investigate the use of animation in the zoom-and-pan 
interface Pad++. This kind of interface is animated by definition, but in this case 
the investigation was into the effect of animating following a hyperlink within 
Pad++. This action can of course be either instantaneous or animated. The 
experiment was constructed around the activity of navigating a family tree where 
only part of the tree was visible at any one time, and where a sufficiently large 
jump resulted in a complete replacement of screen content. The experiment proper 
consisted of a number of tasks such as navigating the tree, recalling family 
relationships as well as reconstructing the tree (a purely spatial task). Another 
aspect of the experiment was subjective satisfaction. The only significant effect 
found in favor of animation was in the accuracy of the reconstruction task. There 
was no reduction in time overall and no reduction in errors on either the 
navigation or recall task as a result of animation. The subjective satisfaction 
questionnaire also yielded no statistically significant results in favor of animation. 

In a study on the use of animation for pivoting between the separate hierarchies 
making up a polyarchy Robertson, Cameron & Czerwinski [41] investigate among 
other things the optimal duration of transitional animations both in terms of 
performance and in terms of subjective satisfaction. In one experiment users were 
told to rank animation sequences that differed in length (among other things). 
Animations in this study were 0.8, 1.8 or 3.0 seconds in length. The 0.8 second 
alternative was the winner by “a large margin”. In another study where 
animations were either absent, 0.5, 1.0 or 3.0 seconds in duration, the slowest 
alternative (3.0 s) resulted in significantly longer task completion times. A strong 
user preference for the fast (0.5 s) animation speed was also reported. This study 
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is important in that it provides empirical support for the often reported [5, 13] and 
applied [7] one half to one second optimal time for transitional animation. 

Bladh, Carr and Kljun looked at the effect of animated directory transitions on 
navigation performance in a three dimensional tree-map like file system 
visualization tool (StepTree). In this between-subjects study [7], sixteen 
participants, 5 female and 11 male, performed a number of navigation tasks using 
either the animated or the non-animated version of the tool. Central to the 
experiment was a series of “return” tasks where participants were instructed to 
stepwise navigate into a given directory and return to it after an animated 
transition to the root (i.e. by clicking on a home button). The hypothesis was that 
animation, by relating two states of the system (before and after clicking on the 
home button), would greatly simplify the return part of the task. Results from the 
experiment show that although navigation strategies in the return part of the task 
changed radically with treatment this had no significant effect on task times. 
Shortcuts were significantly more likely in the animated group while participants 
in the non-animated group tended to follow the stepwise path back slavishly. 
Those participants in the animated treatment group who got lost on the return task 
were reluctant to return to a stepwise navigation strategy (even when guiding text 
was available). 

Card, Robertson & Mackinlay [13] in describing their information visualizer 
and cognitive coprocessor concept discusses the importance of retaining object 
constancy in animating transitions (such as rotating a branch of a cone tree). 
Transitions should not be too short as this may force the user to reorient himself 
while transitions which are too long are likely to cause boredom. In an early paper 
on interacting with virtual worlds using the world in miniature (WIM) metaphor 
Pauch et al. [36] also mention the problems posed by abrupt transitions in virtual 
world navigation. This is also the subject of a study conducted by Bowman et al. 
[9] on navigation in virtual reality. In this study it was shown that participants 
were significantly slower on the task of locating a target in virtual reality after a 
transition to a different location and vantage point if that transition was 
instantaneous. The smooth techniques involved were: slow, fast (only specified as 
“ten times faster than slow”) as well as “slow in and out” but these techniques 
were not shown to be different from each other to a statistically significant degree. 
While this study concerns 3D navigation it is similar, both in its execution and in 
its results, to the work of Bederson & Boltman [5] on taking shortcuts in a zoom 
and pan interface. Both studies show an effect on spatial awareness. In [5] this 
was manifested through increased accuracy on a hierarchy reconstruction task. 

In a study on the animation of stepwise scrolling operations in documents of 
unformatted and unformatted text as well as abstract symbols, Klein & Bederson 
[25] found that animated scrolling (300 ms in duration) significantly improved 
performance on text reading by 5.3% while readings errors were reduced by, as 
the authors put it, “up to 54.5%”. On symbol counting tasks performance 
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improved to a degree approaching significance (p = 0.069) while no significant 
effects were found for counting errors. In these experiments scrolling was 
controlled by the arrow keys and was not continuous (i.e. one key press equals 
one 0, 300 or 500 ms long scrolling animation) which leads us to conclude that 
this type of animation is user initiated but system controlled. 

4.4.4 Animation for Learning 
One of the earliest examples of educational computer generated animation is the 
short film “Sorting Out Sorting” [2] shown at SIGGRAPH’81. The film animates 
the operation of nine different sorting algorithms, with illustrations of 
computational complexity as well as “races” where the algorithms are pitted 
against each other. It all culminates in a grand race between all nine algorithms, 
the result of which shows just how ineffective order n2 sorting algorithms are. The 
film has inspired a number of algorithm animation tools (e.g. Balsa [12], Zeus[11] 
and Tango [45]) and in essence an entire field of research. 

Stasko, Badre & Lewis [46] tried to validate a decade of interesting work on 
algorithm animation by conducting a between-subjects user study (ten subjects per 
group) explaining the function of a pairing heap data structure with or without the 
help of interactive algorithm animation (in both treatments text material was 
present). Participants were given animated feedback as to the effect of various 
operations, showing the relationship between states. Although participants given 
the animated treatment performed better on average, this difference was not 
statistically significant. One possible explanation given for the somewhat 
disappointing results was the passive nature of the instruction. They argue that the 
most striking reactions to algorithm animation, although anecdotal, seem to come 
from those already familiar with particular algorithms or algorithms in general. In 
short, animation seems to deepen and clarify already existing knowledge. They 
therefore suggest that students should be allowed to construct their own 
interactive algorithm animations rather than just use those created by others. 

In an experiment conducted with 135 students from the sciences and social 
sciences as participants (classified as experienced and novice learners 
respectively) ChanLin [15] found that for inexperienced learners both still 
graphics and animation facilitated learning of descriptive facts (over purely 
textual representation) while for experienced learners animation was superior to 
static graphics. When learning procedural facts animation was only effective for 
experienced learners however. These results are similar to those of Stasko et al. 
[46] above, stating that prior knowledge and experience of the subject area makes 
animated visuals more useful. 

Rieber [40] found that instruction augmented with animation resulted in 
improved incidental learning in basic physics lessons. However animation was 
also found to lead to an increase in misconceptions, such as objects of different 
mass falling at different rates under the influence of gravity. All the lessons 
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assumed the absence of gravity and friction and showed the effects of forces 
applied to objects in this environment. Rieber posits that these misconceptions 
arise because animation leads to superficial learning.  

A study involving 144 university students conducted by Morrison & Tversky 
[32] compared the effect of three different presentation media on learning. Tasks 
used in the study consisted of learning a number of rules of movement. To this 
end three types of presentation media were used; these were: text, text and static 
graphics as well as text and animation. The results of the study show a significant 
improvement of static graphics over text only but no further improvement for 
animation over static graphics. 

Palmiter & Elkerton [35] conducted a between-subjects (48 participants) study 
comparing the efficacy of text-only, demonstration-only and a combination of 
spoken text and demonstration for use in a simulated HyperCard help system. The 
reason for using spoken text instead of written in the text plus demonstration 
treatment above was that the demonstration was thought to steal cognitive 
resources from text comprehension. The experiment consisted of a training 
session as well as an immediate and a delayed (after seven days) test of learning. 
Text-only was significantly worse than the demonstration groups on the 
immediate test. At the delayed test the tables turned completely for 
demonstration-only where it performed significantly worse than text-only. The 
same complete reversal was not seen for the combination of demonstration and 
spoken text. One of the conclusions of this study is, as the authors put it: “the 
seeming simplicity of watching a demonstration may be such as strong influence 
that any text will go unheeded.” This is similar to sentiments reported by others 
[7, 40], that animations have a tendency to take precedence over other media and 
even over common sense. 

4.5 Discussion
It is clear from research we have covered in this article that virtually all abrupt 
transitions cause confusion [9, 19] and it therefore also stands to reason that 
employing animation to smooth out these transitions is a good idea. Abrupt 
transitions are characterized by sudden changes from one scene or view to 
another. Objects are subject to changes in position, orientation and illumination. 
New objects may abruptly appear and those previously visible suddenly vanish. 
When transitions are more graceful, confusion is limited as objects can be more 
easily tracked when they move in relation to the changing viewpoint (it is easier to 
maintain object constancy and context awareness). If they should happen to 
disappear the event is made more predictable as they gradually move towards an 
edge or start to fade away. More graceful transitions would also seem to spread 
perceptual activity, activity which would otherwise have been concentrated at the 
moment of transition, over a greater time span, perhaps rendering the experience 
less jarring. We have also argued that in a few cases abrupt transitions may be 
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preferable especially when there is a need to keep users alert. An example would 
be during slide presentations. If slide transitions become too smooth they might be 
missed altogether. 

The VM concept in its current state [19, 33, 34, 60 and 62] seems too vague 
and limited to be considered a theory; a theory should allow for testable 
predictions to be made and it seems unclear how the current definition of VM, 
fragmented and vague as it is, can allow for this. Predictions are basically 
statements of cause and effect, meaning that both cause and effect must be 
specified to a high degree of accuracy. Hochberg and Brooks found a relationship 
between view complexity and glance rate but how does this relate to other 
possible effects such as memory and task performance? In short, what kinds of 
effects are we predicting? Glance rate is a measure that may be useful to a 
researcher in the field of perceptual psychology but may be less so to researchers 
in other fields.

In the process of surveying the subject of user interface animation as a whole it 
was clear that while a great deal of interesting research has already been 
conducted, it does not add up to any sort of cohesive framework or theory of user 
interface animation. Studies conducted in the human-computer interaction field 
tend to be a bit blunt while studies originating in the psychology sphere tend to be 
so incisive as to be difficult to put into any sort of useful context. What is needed 
is more cross disciplinary research conducted in the furtherance of an overall goal 
(see section 4.6). 

There is evidence that animation does, in the context of learning, have a 
detrimental effect on our higher cognitive reasoning. Some research suggests that 
animation is more useful for strengthening and deepening the understanding of 
concepts which are already conceptually familiar [40, 46]. The effect of animated 
transitions seems to be mainly visio-spatial in nature [5, 7] and it does not seem to 
lend itself to understanding and long term retention of purely logical relationships. 
This is similar to the idea that animation leads to superficial or sloppy learning 
[35, 40, 46]. Perhaps impressions drawn from animated effects get stuck in visual 
short-term memory, whereas other types of teaching media that require us to 
reason about, mentally visualize, or verbalize information leads to more lasting 
knowledge. To those unfamiliar with the subject area (e.g. algorithms, physics, 
etc.) the effects of animation will be fleeting, leading to poor retention and a 
greater incidence of misconceptions. It may be that animated visuals lull observers 
into a false sense of having understood what they actually did not, rendering them 
less likely to challenge assumptions. 

One of our previous studies [7] does suggest that the mere introduction of 
contextively transitional animation lead users to adopt quite different navigational 
strategies. Participants took more shortcuts (becoming more effective) but also 
sometimes made severe mistakes which they then had trouble recovering from. It 
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shows that sometimes when you introduce animation unexpected things will 
happen and that even if all you want is eye candy, you still have to be careful. 

There is a lack of research on the use of cartoon style animation in user 
interfaces. The existing research has been plagued by inconclusive and sometimes 
ambiguous results [52, 53]. A focused effort in this area would answer some very 
interesting questions. What effect does the more realistic cartoon style animation 
have on user’s navigational patterns? Is there a measurable effect on task 
performance, error rates as well as subjective satisfaction (short as well as long 
term)? Arguments for cartoon style animation can be found in the success of 
companies such as Disney and their pioneering work on lifelike animation 
techniques (showing that the great majority prefer these to cruder techniques [54]) 
as well as in the naturalistic choice experiment conducted by Thomas & Calder 
[52] where animation was clearly preferred by users even though no significant 
effect were found on experiment task times. When users were allowed to control 
the level of animation a significant majority choose to include some animation 
even though they could easily disable it. The exit survey for this experiment also 
showed a clear positive attitude towards animation.  

What makes user interfaces different from animated cartoons is interactivity 
and utility. A user interface has to be useful and for that it generally has to be 
interactive. It therefore seems reasonable that a user interface making use of 
aesthetically pleasing animation techniques will be preferred over the competition 
only if the visual effects don’t interfere to a significant degree with its 
interactivity and consequently with its utility. Under some circumstances 
however, a less efficient user interface will win out over a more efficient one if it 
appeals more to users. The inclusion of animation has the added bonus (aside 
from purely aesthetic considerations) of making tedious tasks seem less so. For 
example, merely including a simple animated progress bar will help keep users 
minds occupied while a lengthy operation is performed. Less time will be spent 
wondering when the operation will be finished and for shorter operations the 
movement of the bar itself may make the passage of time seem swifter. 

We lack an understanding of what exactly happens as we go from abrupt to 
smooth transitions perceptually and cognitively, as well as ultimately in terms of 
performance. Perhaps an abrupt transition is merely unpleasant and has no 
appreciably negative effect on either task efficiency or accuracy. But even if this 
is the case it is obvious that users will prefer an interface which is pleasant to 
them over one that is not. This should be true even if it does not result in a 
performance increase and even, in some cases, if it performs worse. Of course 
some transitional animations carry information that their abrupt counterparts do 
not (as is the case in our own tool StepTree [7]) making the animation more than a 
“surface” effect. In this case the animation may not only help reduce users’ mental 
workload but may also help them connect different system states. 
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Even where efficiency is highly valued (e.g. in companies or the public sector) 
it may be an error to focus too much on performance, especially if the projected 
gains are small. It is dangerous to assume that the conditions under which formal 
usability testing is conducted will coincide with conditions found in the working 
environment. Even if a certain user interface leads to better task performance 
when used for an hour it doesn’t mean that it will not come to drive employees 
insane after a few weeks or months. There is therefore a huge need for long term 
studies conducted in the wild. Questions we would like to answer include: Is it 
possible that aesthetics and appeal in the sense of the pleasantness of the interface 
becomes more important the longer an operating system or tool is used? Will the 
traditional issues of short term efficiency and accuracy be supplanted by questions 
of long term use such as, “visual” ergonomics and work environment? Will for 
example smooth and more realistic animation effects contribute to a better 
working environment?  

As far as researchers are concerned they should take the utmost care to define 
the problem they are trying to solve with animation, asking questions such as: 
"What is the animation supposed to be used for?” and “What effect is a given 
animation likely to have on users?”. From an experimental researchers point of 
view one of the most important considerations is the accuracy and veracity of 
research descriptions. A piece of advice which simply cannot be emphasized 
strongly enough is to make sure methods and materials used in experiments are 
accurately described, both in their preparation and in their presentation. The 
accuracy of the experiment description determines whether it will be possible to 
interpret, replicate and ultimately to validate the results. Refer to section 4.3.5 for 
a list of questions that the experiment description should be able to answer. A 
conscientious researcher aims to add something useful to our collective 
understanding of the world (this is after all what scientists are supposed to do) and 
will to the best of his or her ability accurately and exhaustively describe his or her 
work. Another potential waste of research effort, depending on its aim, is 
conducting experiments on concepts made up of many distinct parts without 
separating these in the experiment (see [33, 34] for an example of this). This 
might very well validate the overall concept but will make it very difficult to tease 
out what the individual parts contribute to the results. 

Designers might be better helped by using scientific results as a guide as to 
what not to do rather than what should be done. Design is more an art than a 
science and as such designers more often base decisions on intuition and hunches, 
taking greater risks in the hope of reaping even greater rewards.

First and most importantly, don’t assume that animation will make your system 
more usable. In some application areas a little abruptness may even be preferable 
to smooth transitions (e.g. presentation software). The positive effects of 
animation if they exist may in many cases be exceedingly small, even in settings 
where animation seems likely to be of benefit. Numerous studies [7, 16, 32, 46, 
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52, 53] have failed to find an unequivocally positive effect of animation on task 
times and error rates. It can be argued that this is because the effects were simply 
too small.  

One should also separate the objective and subjective effects of animation. 
Participants in a number of studies [52, 53] were positive towards animation even 
when objective results turned out to be statistically insignificant. If subjective 
ratings are positive it may not matter that short term productivity is unchanged or 
even worse. This is especially true of software used outside of professional 
settings. In short, use your best judgment; provide graceful transitions, attention 
grabbing animation and animated explanations when and if necessary. When 
animating it is important to keep quality in mind; a frame rate of 10 frames per 
second is generally considered the minimum to achieve apparent motion [13]. 
Keep the duration of transitional animations short. Common praxis and an often 
reported guideline [5, 7, 13] is to keep transitional animations between 0.5 and 1 
second in length. This is also supported by empirical research [41].  

An often reported guideline relating to cartoon animation which seems 
reasonable is that objects in the user interface should behave in a realistic fashion 
[14, 52, 53]. They should for example seem to have mass and be subject to inertia. 
Objects may even distort when touched or moved to reinforce their tangibility. 
They should move in arcs instead of in unnaturally straight lines. Anticipation 
techniques may be employed to warn about pending events. When the system 
moves objects in the user interface such as windows or icons (i.e. for indirect 
manipulation alignments, deletes, copy or move operations) these might draw 
back slightly before they start to move. This may simplify canceling or undoing 
erroneous operations as well as make the interface seem less rigid. For a more in-
depth description of these techniques and their implementation we refer you to the 
papers surveyed [14, 46, 49, 50, 51, 52, 53] and for a historical perspective on 
cartoon style animation refer to [28, 29, 54]. One cautionary note about cartoon 
style animation techniques is that they are, with a few notable, although somewhat 
inconclusive, exceptions [52, 53], largely untested. 

4.6 Conclusions
A number of observations were made in this taxonomy and survey which are 

worth highlighting. Animation is not an atomic concept and pretending that it is 
will result in a great deal of wasted effort. Experimenting with animation as a 
nebulous whole will not bring us much closer to an understanding of the subject. 
What we need instead is an understanding of what very specific interaction 
patterns and types of visual stimuli actually do to a human operator. That 
animated transitions are useful for connecting separate system states is well 
known [5, 7, 9] but what is sometimes overlooked is that there are two distinct 
transition types. Transitions may be either plain or contextive. A plain transition 
merely softens the shift by gradually fading or morphing from one view to another 
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and carries no additional information. A contextive animation on the other hand 
serves to weave two views or system states together, showing the user how they 
relate to each other and the information space as a whole. A contextive transition 
thus conveys information to the human observer that is not found in either end-
state (e.g. view A is left of view B). Even though plain and contextive transitions 
may seem similar on the surface they are different and should be treated as such.

Despite their inherent problems abrupt transitions should not be considered a 
nuisance to be avoided at all cost. If you are giving a slide presentation and your 
audience is on the verge of falling asleep then soothingly animated transitions 
between slides is not likely to be of much help. If your aim is to catch attention 
then the more jarring the transition the better (within reason of course). Finally, it 
is clear from the surveyed literature that animation is a mixed blessing. When it is 
used for instruction or for contextive transition it seems to have a few limitations. 
Instruction mediated by animation seems prone to shallow understanding and poor 
retention while contextive transitional animation used in information spaces seem 
to provide a visio-spatial sense of the environment (i.e. where things are located 
spatially) but not a deeper understanding of the underlying information (i.e. how 
things are related logically). 

Advanced and increasingly realistic animations will in time undoubtedly 
become standard in most graphical user interfaces. The question whether this is a 
good development or not is both an objective and a subjective one. This review of 
animation research in the human computer interaction field has failed to find 
strong empirical evidence for the efficacy of animation in terms of user 
performance. Individual findings have been positive but for every positive study 
there seems to be one negative and it is often hard to see what makes the 
difference. As usual some studies may have been under-dimensioned, but is 
repeating it with another 50 or 100 participants the solution? And what does this 
say about the practical relevance of the findings? It is therefore, at present, 
exceedingly difficult to argue for animation on performance grounds alone. More 
research is necessary but it is entirely possible that this question will be decided 
more by measures such as aesthetics and user opinion than by dry performance 
measures.  

4.7 Future Work 
It would be interesting to see whether realistic cartoon style animation has a 

measurably positive effect on user performance and opinion. Some research has 
been conducted [52, 53] with tentatively positive results (at least in terms of 
opinion), but there is a need for both replication of these results as well as new 
studies of greater scope. It would be interesting to see long term as well as natural 
choice studies. Naturalistic choice studies should be conducted investigating user 
opinion towards animation in general as well as towards specific effects. There is, 
with the notable exception of the study by Thomas & Calder [52], a complete lack 
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of this kind of research. Knowing what users actually prefer can serve to validate 
or raise serious concerns about results of a more objective nature. Of what use is 
an efficient user interface if it is universally hated?  

An interesting area for future study is the optimal duration of transitional 
animations. An often reported guideline is that a transitional animation should be 
no less than 500 and no more than 1000 ms in duration [5, 7, 13]. Some research 
has been conducted [41] validating this guideline, but it does not answer all 
questions. Is the 0.5 to 1.0 second limit (which [41] seems to validate) unique to 
user initiated transitional animation? Does it transfer to situations where the user 
cannot fully anticipate animation onset?  

It would be interesting to expand our earlier experiment [7] and add a third 
plain transition treatment condition to see what effect this will have on 
navigational patterns and performance. A plain transition carries no information, 
and as such should result in the same lack of shortcuts taken as in the abrupt 
transition condition.

Dynamic query interfaces employ sliders and other controls to rapidly filter or 
emphasize items meeting a certain search criteria. A common guideline for 
dynamic query interfaces states that changes to a control should be reflected on-
screen within tenths of a second [1]. This means that apparent motion is very 
likely to occur. The random nature of the data distribution also makes it unlikely 
that movement compatibility will be high (the slider will cause arbitrarily oriented 
movement on screen) while the separation of data and controls commonly seen in 
these interfaces will ensure low location compatibility. Thus S-R compatibility 
will be low. Research should be conducted on how these problems affect dynamic 
query interfaces as well as how they may be resolved. Low S-R compatibility has 
an effect on reaction time [27] which effectively gives the user a lesser degree of 
control even when he seems to be firmly in charge (compare to arguments in 
sections 4.2.4 and 4.3.2).

As previously mentioned we lack an understanding of what is going on as users 
interact with animated user interfaces in terms of interaction patterns, perceptual 
activity (eye movements etc.) as well as more traditional performance indicators 
(i.e. task time and errors). Some research has been conducted on the optimal 
visual organization of static views (see for example [59]). Examples of such views 
include web pages, pages of text (i.e. paragraph organization) as well as flat tree-
maps and other graphs. What if we were to extend these kinds of theories to also 
include the effects of changes over time? These can then form the basis for 
automated user interface screening, weeding out those designs likely to fail. 
Obviously the difficulty of such a task is formidable but the potential benefits, in 
time and money saved, would be far greater.  
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