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Abstract 

An important class of problems in robotics deals with the planning of 
paths. In this thesis, we study this class of problems from an algorithmic 
point of view by considering cases where we have complete knowledge of 
the environment and each solution must ensure that a point-sized robot 
capable of moving continuously and turning arbitrarily accomplishes the 
following: (1) visits a given set of objects attached to an impenetrable 
simple polygon in the plane, and (2) travels along a path of minimum 
length over all the possible paths that visit the objects without crossing the 
polygon. In its general form, this is The (Euclidean) Traveling Salesman 
Problem with Neighborhoods and a Connecting Fence. 

We make several contributions. One is an algorithm that computes 
a shortest watchman path in a rectilinear polygon in time polynomial in 
the size of the polygon. Each point in the polygon is visible from some 
point along the computed path, which is a shortest visiting path for a set 
of convex polygons, each of which is bounded by a chord in the interior 
of the polygon. For the special case of computing a shortest watchman 
route, where the end points of the resulting path must coincide, we give 
a polynomial-time algorithm for general simple polygons. We also give 
substantially faster and more practical algorithms for computing provably 
short approximations, that is watchman paths/routes with lengths guar
anteed to be at most a constant times longer than the length of a shortest 
watchman path/route only. To achieve one of these approximations, we 
develop a linear-time algorithm for computing a constant factor approxi
mation in the case where the convex polygons are impenetrable. For this 
problem, which is called the Zookeeper's Problem, we show how an ex
act solution can be computed in linear time when the number of convex 
polygons is constant. We also present an application of our results to the 
computation of both exact and approximate solutions to the problem of 
computing a shortest visiting route for a set of lines in the plane. 



- [But there are] No more notes than necessary, Your Majesty! 

Wolfgang A. Mozart1 

Alleged response to a suggestion by Emperor Joseph I I to improve Die Entfiih 
aus dem Serail by removing some of the notes. 
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Chapter 1 

Introduction 

This thesis is devoted to research on shortest visiting path problems in 
computational geometry. In this first chapter, we discuss how the various 
problems studied are related to each other and provide an explanation for 
why the problems are studied at all. 

1.1 Computational geometry and shortest path 
problems 

Ever since the study of computer algorithms developed into a research area 
of its own in the late fifties, new subfields within computer science have 
been constantly emerging. One such field is computational geometry. The 
objective of computational geometry is to find computationally efficient 
solutions for geometric problems [34,73,87,90]. 

In particular, i t includes the study of algorithms and data structures 
that can be used to solve problems involving geometric objects [29,107]. 
This field is considered to have started with the publications by Shamos 
around 1975 and his PhD thesis a couple of years later [95], although its 
roots goes all the way back to the ancient Greeks [105]. 

Computational geometry finds applications not only in classical en
gineering disciplines, but also in recently invented information technol
ogy, such as computer graphics, solid modeling, geographic information 
systems (GIS), computer aided design/manufacturing ( C A D / C A M ) , and 
robotics [35,39,40]. Of special interest to us are the so-called path planning 
problems in robotics, where the overall goal is to find obstacle avoiding 
paths for mobile robots [47]. There are many important and practical 
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aspects of these problems that have been studied. However, since our 
study is performed from an algorithmic point of view, it is not within the 
scope of this thesis to treat the practical issues of making a real robot 
move around in a real environment. Nor do we address the theoretical 
underpinnings of sensor/actuator technology and techniques to cope with 
erroneous/noisy measurements [30]. Rather, we focus on the core prob
lems of computing paths given an exact and complete description of the 
environment. 

In these path problems, the environment is modeled by polygons in 
the plane and the movement of a point-sized robot is considered. This 
might seem unrealistic at first sight since real robots do occupy space. 
It is, however, possible due to a standard method which geometrically 
transforms a robot and an environment (in which the robot is to move) 
into a new environment in which the robot is represented by a single 
point. After having computed a path for the (point-sized) robot in the 
transformed environment, the actual path can be reconstructed by an 
inverse-transformation [69]. 

In the specific problems that we study, the shortest paths that are 
required to intersect a number of given geometric objects are sought [48, 
74]. Maybe the most famous example of such a so-called shortest visiting 
path is the solution to the Euclidean Traveling Salesman Problem (TSP), 
in which the shortest closed path (or route) that intersects a given set 
of points in the plane is sought [48,66]. It is known that this geometric 
optimization problem is NP-complete [89]. Moreover, i f the points are 
substituted for (possibly intersecting) polygons, and a shortest path that 
intersects at least one point in each polygon is sought, we obtain the 
TSP with Neighborhoods (TSPN), which is NP-hard [5,6,11,70]. We 
consider variants of the following restricted version of the TSP that we 
now introduce (see Figure 1.1 for an illustration): 

The T S P with Neighborhoods and a Connecting Fence 
Given a simple polygon (the fence) in the plane and a set of possibly in

tersecting polygons (objects) which are attached1 to the fence, compute a 
shortest path that intersects all the objects without crossing 2 the fence. 

1 An object is attacked to the fence if the intersection between the fence and the 
object is a connected subpath on the boundary of the object. 

2 A path X crosses another path V at a point p if p is a point of intersection between 
X and V and if, in any neighborhood of p, X has points on both sides of V and Y has 
points on both sides of X. 
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Figure 1.1: An instance of the TSP with Neighborhoods and a Connecting 

Fence. 

We refer to this problem as the TSPNCF. Note that the only difference 
between the TSPN and the TSPNCF is the presence of the fence. Below, 
we present an overview of previous work related to the TSPNCF and in 
Section 2.3 our contributions concerning special cases of the TSPNCF are 
listed. In Section 3, we discuss the hardness of the TSPNCF and some of 
its variants. 

1.2 Previous work 

Quite a few papers on problems that are special cases of the TSPNCF 
have been published. Many of the problems have been studied separately 
and often in isolation from each other. A taxonomy of the problems can 
be based on the following questions: 

• Are there restrictions on the orientation of the edges of the fence? 

• Are the shapes of the objects restricted? 

• Are the objects disjoint? 

• May the computed path intersect the interior of the objects or not? 

• Should the solution be a closed path, a route, or an open path? 

• Is there a point, called a door or a chair, in the fence through which 
the computed path must pass? 
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An algorithm that solves a variant of the TSPNCF implicitly deter
mines an order in which the objects are visited. Moreover, the specific 
points of reflection on the objects, where they are intersected by the short
est path, are explicitly computed since they define the path. In the most 
simple case, the objects are points. We then obtain the following problem: 

The Postman's Problem 
Given a simple polygon and a set of points on the boundary, compute a 
shortest path in the polygon that intersects all the points. 

Consider the graph (a clique) formed by taking each given point as a 
node and connecting every pair of nodes with an edge with a weight equal 
to the length of the shortest path in the simple polygon between the points 
that correspond to the two nodes. Then a shortest Hamiltonian path in 
this graph is a solution to the Postman's Problem. Note that in arbitrary 
graphs, the problem of computing a Hamiltonian path (or cycle) is known 
to be NP-complete [43]. However, in 1996, Alsuwaiyel [2] showed that the 
Postman's Problem can be solved in 0 ( n 4 ) time, where n is the number of 
given points and vertices of the polygon. Actually, at the time of writing, 
two faster algorithms had already been developed independently of each 
other; the algorithm by Deng et al. [37,38] and the algorithm in Part I I 
of this thesis3 both compute a shortest postman path in 0(n3) time. 

In general, the objects are not points, but rather polygons. I f these 
objects are convex, which is the case when the shortest path between any 
pair of points in an object that does not cross the fence is contained in the 
object, and the objects are "solid", so that the path is required to reflect 
on all the objects without entering their interiors, we obtain the following 
problem: 

The Zookeeper's Problem [25] 
Given a simple polygon (the zoo) containing a set of disjoint convex poly
gons (the cages), such that each cage is attached to the boundary of the 
zoo, find a shortest path in the interior of the zoo that touches all the cages 

without entering their interiors. 

The solution to this problem is the shortest path that the zookeeper 
should follow to feed animals present in the cages. The route-version 

3 The algorithm in Part I I was devised at the end of 1993 but was not accepted for 
publication until 1995 [18,60]. 
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of the Zookeeper's Problem is the most studied version in the literature 4. 
Chin and Ntafos showed how the route-version of the problem with a chair 
present can be solved in 0(n2) time [25], a result which was subsequently 
improved to 0 ( n l o g 2 n ) time by Hershberger and Snoeyink [53], and re
cently to O(nlogrc) by Bespamyatnikh [12]. For the general Zookeeper's 
Problem without a chair, Tan and Hirata have shown how a solution can 
be computed in 0(n2) time [100]5. 

The special case when the set of objects is exactly the set of edges of 
the polygon is called the Aquarium Keeper's Problem. Czyzowicz et 

al. [31]. as well as Burkard et al. [15], show how to solve the route-version 
of this problem (both with and without a chair) in 0(n) time. For convex 
polygons, this is the classic problem, already studied over a century ago, of 
computing a smallest perimeter inscribed polygon that has one vertex on 
each edge of the convex polygon [94,98]. The path-version of the Aquarium 
Keeper's Problem has been studied in rectilinear polygons and in the L\-

metric by Deng et al. [38] 6. In another variant of the TSPNCF the sought 
paths/routes might intersect points in the interior of the objects. This 
implies that such a solution either reflects on a convex object or passes 
straight through it as if i t did not exist. If the convex objects are disjoint, 
we obtain the following problem: 

The Safari Problem [83] 
Given a simple polygon containing a set of disjoint convex objects attached 
to the boundary of the polygon, find a shortest path in the polygon that 
intersects all the objects. 

Ntafos [83] solves the route-version of the problem in 0(mn2) time, 
where m is the number of convex objects. This result was subsequently 
improved to 0(n2) by Tan and Hirata [100]. Note that a solution to the 
Safari Problem is a shortest zookeeper path for the subset of objects that 
the solution reflects on [83]. 

If, on the other hand, the convex objects are allowed to intersect, we 
obtain a problem that has only been studied in the special case when 

4 I n Section 3, however, we discuss how the ideas in Part I I of this thesis can be used 
to solve the path-version of the Zookeeper's Problem. 

5 I n this thesis, it is shown how the Zookeeper's Problem can be solved optimally in 
linear time when the number of cages is constant (Part VI) . Moreover, a linear-time 
algorithm for computing a constant factor approximation to a shortest zookeeper path 
is presented (Part IV). 

6 I n Part I I , it is shown how this problem can be solved in simple polygons. 
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each convex object is bounded by a single line segment in the interior of 
a simple polygon, and each such line segment is the extension of an edge 
of the polygon from a reflex vertex. This specific problem is - perhaps a 
little surprisingly ii exactly as follows: 

The Watchman's Problem [27] 
Compute a shortest path in a simple polygon such that each point in the 
polygon is visible from some point on the path, where two points are mu
tually visible if the line segment bounded by the points does not intersect 
the exterior of the polygon. 

This problem has its origin in the so-called Art Gallery Problems, 
which have been studied extensively [96]. The original Art Gallery Prob
lems concerned bounds on the number of points needed in a simple polygon 
in order that each point in the polygon could be visible from at least one 
of the points [28,41]. When later the concept of weak visibility from line 
segments was introduced, where a polygon is weakly visible from a set of 
points if each point in the polygon is visible from at least one point in the 
set, the idea of mobile guards moving along line segments in the polygon 
was conceived [1,9,13,85,88]. 

This yielded a number of results regarding how many such mobile 
guards were needed in order that a polygon could be weakly visible from 
the set of points covered by the mobile guards [86]. 

If the requirement that the guards must move along dedicated edges, 
diagonals, or line segments in the polygon is removed, one mobile guard 
always suffices. I t is then natural to seek instead a path which the mobile 
guard should move along while optimizing some criteria of the path over 
all the possible paths from which the polygon is weakly visible; indeed, 
when the length of the path is minimized, this is the Watchman's Problem 
and its solution is the shortest weakly visible path in the polygon. 

For arbitrary simple polygons, Chin and Ntafos claimed that the route-
version of the Watchman's Problem with a door could be solved in poly
nomial time [27]. Using variants of the original algorithm, the running 
times were subsequently improved by Tan et al. [99,102,103]. An error 
that in some special instances leads to exponential running times in all 
the previously presented algorithms was discovered by Hammar and Nils-
son [49-51,101] and a possible solution was suggested. However, their pro
posed solution only reduces the types of instances that have exponential 
behavior. Recently, Tan et al. [104] presented a correct algorithm based on 
the original techniques in conjunction with dynamic programming, thus 
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removing the exponential behavior in all instances. This algorithm runs 
in the worst case for 0(n4) t ime 7 . 

There are a number of results concerning special cases of the Watch
man's Problem in which there are additional restrictions on either the 
fence or the shortest path. If the path is restricted to lying on an edge 
on the boundary of the polygon, it can be computed in 0(n) time, if i t 
exists [24,92,97]. Computing the shortest part of the boundary (possibly 
including more than one edge) from which the polygon is weakly visible 
can be accomplished in O(nlogn) time [17,23]. Should the polygon con
tain line segments from which the polygon is weakly visible, the shortest 
of these is the solution to the Watchman's Problem and can be computed 

in 0{n) time [32,33,61]. 
Determining whether or not there is a single point in the polygon from 

which the polygon is visible and computing such a point-sized shortest 
watchman path when it exists can be accomplished in 0{n) time [67]. In 
a rectilinear polygon, i . e. a polygon in which the edges of the boundary 
are parallel to either the x- or the y-axis, a shortest watchman route can 
be computed in O(n) time [26] 8. In addition to this, the Watchman's 
Problem has been studied in weak visibility polygons [65], in which there 
exists an edge from which the polygon is weakly visible, and in spiral 
polygons [81], in which the boundaries contain one convex subpath only. 

The Watchman's Problem has also been studied with other objectives9. 
In the Robber Route Problem [82], the objective is to compute a shortest 
path from which one given set of edges of the polygon, but not another 
given set of points on the boundary, are seen. Other variants include the 
cases when the visibility range is limited [83], when the exterior instead of 
the interior must be seen [44-46,84], when more than one path is sought 
(multiple watchmen) [21,77,80,81], and when the number of edges in the 
computed path rather than its length should be minimized [3,4]. 

Table 1.1 gives a pictorial description of how the above-mentioned 
main problems are related to each other. Some of the results mentioned 
here are discussed in Section 3. 

7 I n Part I I I , an algorithm for solving the Watchman's Problem without a door in 
0 (n 6 ) time is given. 

8 In Part I I of this thesis, it is shown how a shortest watchman path in a rectilinear 
polygon can be computed in 0(n4) time. 

9 In Part V, an algorithm that computes a constant factor approximation to a shortest 
watchman route in a simple polygon is given. 
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Kind of objects 
Polygons Points 

Convex Simple 

V 
Æ Aquarium Keeper's 
O Problem, Safari 
S Problem, Zookeeper's 
c Problem 

5 
c Postman's 

Watchman's 
Problem 

Watchman's 

o Problem 
bo 
C T S P N C F 

'*4 
SJ 

a 

V T S P N T S P 

0 Z 

Table 1.1: Relations between problems. 



Chapter 2 

Summary of Thesis 

To describe problems and their solutions, we use set theory and geometry. 
We assume that the reader is familiar with basic set- and graph-theoretical 
terminology [29,48]. Wi th a few clearly stated exceptions, we consider 
geometric problems stated in the Euclidean (2-dimensional) plane only. 

2.1 Model of computation 

To state solutions and be able to prove their properties, we employ the 
real RAM model [90], which enables a program to perform the following 
operations in unit time: (1) indirect addressing of an unbounded memory 
(integer addresses only) storing arbitrary real numbers, (2) compare, add, 
subtract, multiply and divide two real numbers, and (3) standard analytic 
functions on a real number (such as k root, trigonometric functions 
and logarithms). In addition to this, there are conditional jumps in the 
programs for repeating parts of programs depending on the outcome of 
comparisons between real numbers. 

For clarity and conciseness we will, however, use a more informal high-
level language to express our algorithms. This language, which resembles 
modern imperative programming languages like C[62] and Modula-2 [108], 
will be rigorous in its control structures, i . e. our use of control key-words 
such as if, for and while will be strict. The format of other statements 
will , on the other hand, be loose, where considered adequate, to enable 
us to mix the ordinary statements of the high-level language with mathe
matical formulae and natural language descriptions of complex composed 
operations. In practice, we will often not explicitly state our algorithms 
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but rather outline them in the text. 

2.2 Measure of performance 

An algorithm is essentially evaluated in terms of the number of primi
tive operations that it performs ("computation time") and the amount of 
memory that i t needs to solve an instance of a problem. The performance 
is given as a function of the number of symbols and real numbers (the 
size) used to specify the problem instance. 

We analyze the performance of our algorithms by giving bounds on 
their asymptotic worst-case behavior only. Such upper and lower bounds 
are expressed using the O-, 0-, and f2-notations, as is the custom in 
algorithms [90]. Notice that our programs are not explicitly given as real-
RAM programs but rather expressed in a high-level language. 

2.3 List of results 

The results are presented in six parts. In addition to this, some results 
can be found in Section 3 in this part 1 . Let n denote the size of the input. 

Part I I : Computing a Shortest Watchman Path in a Rectilinear 
Polygon in Polynomial Time 

• An algorithm for computing a shortest path in a simple polygon 
that visits a givet set of k points on the boundary of the polygon (a 
shortest postman path) in 0(k3 + kn) time. This result, which was 
independently obtained by Deng et al. in the form of an 0(n3) time 
algorithm [38], is an improvement of an algorithm by Alsuwaiyel [2] 
that solves the problem in 0(n4) time when the set is the set of all 
the vertices. 

With the notable exception of Part I I I , I am the main contributor to all the work 
presented in this thesis, responsible for writing the material, and prepared to defend 
it all. Bengt Nilsson is the main contributor to the work in Part I I I . He has also 
written this paper, which supersedes a conference publication published in 1993 [19] 
and appears in his Ph.D. thesis [79]. I took active part in the discussions that led to 
the initial results and commented on drafts. The paper in Part V is a continuation of 
work between Svante Carlsson, Bengt Nilsson, and myself [20]. Joe Mitchell improved 
the paper through a series of insightful and valuable comments. All my work has been 
carried out under the supervision of Svante Carlsson with whom I have had many 
fruitful discussions over the years. 



2.3 List of results 13 

• An 0(k3n) time algorithm for computing a shortest path in a sim
ple polygon that visits a set of k edges of the polygon (a shortest 
aquarium keeper path). Previous to this result, i t was known how 
to compute a shortest path that visits a set of edges in rectilinear 
polygons and in the Li-metric only [38]. 

• An 0(n4) time algorithm for finding a shortest watchman path in 
a simple rectilinear polygon. This is the first polynomial-time algo
rithm reported for this problem. 

Part I I I : Finding a Shortest Watchman Route in a Simple Poly
gon 

• An 0(n6) time algorithm for finding the shortest watchman route 
in a simple polygon. This is the first polynomial-time algorithm 
reported for this problem. 

Part I V : A Linear-Time Approximation to the Zookeeper's 
Problem 

• A simple 0(n) time algorithm for computing an approximate solu
tion to the Zookeeper's Problem. The approximation is a zookeeper 
route at most 6 times longer than the shortest route in an exact solu
tion (which currently takes at least 0(nlog n) time to compute). We 
are not aware of any previously published algorithms for computing 
approximations for this problem. 

Part V : Computing an Approximative Shortest Watchman 
Route in a Simple Polygon 

• Two algorithms for computing watchman routes in simple polygons 
with lengths at most a constant factor larger than the length of a 
shortest watchman route. It is known that the shortest watchman 
routes are the shortest routes that intersect a set of directed chords 
in simple polygons. Given this set, which the route must intersect 
in order along the boundary of the simple polygon, i t is shown how 
to achieve 
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— a factor of approximation of 12y/2 « 16.97 in 0(n) time, or 

- a factor of approximation of 2V2 ~ 2.828 using 0 ( n 2 ) time. 

The best factor of approximation reported earlier is 99.98, which is 
obtained by an algorithm with the same time complexity [20]. 

• Computing the set of directed chords takes 0 ( n 2 ) time, and results 
in 0(n) different sets of directed cuts in the worst case. Since each 
of these might be the set of chords that a shortest watchman route 
intersects, in the worst case, this increases the running times of our 
algorithms by a factor of 0(n). 

Part V I : The Zookeeper's Problem in Restricted Zoos 

• An algorithm for solving the Zookeeper's Problem optimally in time 
linear in the size of the zoo when the number of cages is constant. I t 
should be noted that all the previously given algorithms that solve 
the Zookeeper's Problem take super-linear time in this case. 

Part V I I : The Traveling Salesman Problem for Lines in the 
Plane 

• An 0 ( n 6 ) time algorithm that computes a shortest route that inter
sects n lines in the plane. This is the first algorithm that solves this 
problem in polynomial time. 

• Two algorithms for obtaining constant factor approximations, i . e. 
routes which intersect all the lines and which have a length at most 
some constant times longer than a shortest route that intersects the 
lines. The best of these algorithms runs in 0(n) time and produces 
a solution at most a factor \/2 times as long as a shortest visiting 
route. No such approximations for intersecting lines were known 
previously. 
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Abstract 

In this paper, we present the first polynomial-time algorithm for 
finding the shortest polygonal chain in a simple rectilinear polygon 
such that each point of the polygon is visible from some point on the 
chain. This chain is called the shortest watchman path, or equiv-
alently, the shortest weakly visible curve of the polygon. In prov
ing this result, we also give polynomial-time algorithms for finding 
the shortest aquarium keeper path that visits a set of edges on the 
boundary of a simple (non-rectilinear) polygon, and for finding the 
shortest postman path that visits a set of points (for instance, all 
the vertices) on the boundary of such a polygon. 

1 Introduction 

It has been known for a long time that the so-called Ar t Gallery Problem is 
NP-hard [1,20,25]. This is the problem of finding the smallest set of guards 
within a simple polygon such that each point of the polygon is visible from 
at least one guard. Here two points are mutually visible if the line segment 
between them is contained in the polygon. At the same time there are 
many examples of optimization problems and, in particular, shortest route 
problems (for instance the Traveling Salesperson Problem) that are NP-
hard. The combined problem, finding the shortest closed curve (watchman 

•Corresponding author's e-mail: Hakan.Jonssonesm.luth.se. 
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route) inside a simple polygon, such that each point of the polygon is 
visible to at least one point from the curve, seems to be at least as hard 
as the two above. Therefore, it was quite surprising when results were 
published that showed that i t was possible to find a shortest watchman 
route that is forced to pass a given point (a door) on the boundary of the 
polygon in time polynomial in the size n of the polygon [10,30-32] 1. Also, 
Carlsson et al. were able to show that the general problem of finding 
an overall shortest watchman route without a given door can be solved 
in polynomial time as well (requiring an extra quadratic factor of time 
compared with the case when a door is present) [5,23]. Some of the 
techniques used to solve these problems have also been used to find efficient 
solutions to some restricted versions of the watchman route problem, such 
as the Zookeeper's and the Aquarium Keeper's Problem [4,8,9,12,18]. 

Al l the above-mentioned problems make use of the fact that the com
puted curve is a route (i . e. a closed path) that intersects some given 
objects connected to the boundary of the polygon. This fact implies that 
the order in which this curve reflects on the objects is the same as the 
order in which the objects appear along the boundary. For the corre
sponding and more general path problems, where the start and end points 
do not necessarily coincide (at a given door, for instance), this order is not 
given. Therefore, it has been conjectured that the path-version of several 
of these problems is NP-hard [15,29]. 

In this paper, we present the first polynomial-time algorithm for find
ing the shortest polygonal chain in a rectilinear simple polygon such that 
each point in the polygon is visible from some point on the chain. This 
chain is called the shortest watchman path, or equivalently, the shortest 
weakly visible curve of the polygon. The algorithm runs in 0{n4) time, 
where n is the size of the input polygon. To show how to compute a 
shortest watchman path, we start by designing an algorithm that com
putes a shortest postman path in a (not necessarily rectilinear) simple 
polygon (that is a shortest path that visits a given set of k points on the 
boundary of the polygon) in 0(k3 + kn) time. In the case when the set 
of points is the set of vertices, this result was also independently obtained 
by Deng et al. [15], and improves a result by Alsuwaiyel [2] (who gave 
an 0(n4) algorithm). We then extend this algorithm to solve the path-
version of the somewhat harder Aquarium Keeper's Problem, where the 
shortest path visits k edges of a simple polygon, in 0(kzn) time. This 

^ h e currently fastest algorithm runs in 0 (n 4 ) time [32]. 
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algorithm is more general than an independently developed algorithm by 
Deng et al. [15] in which the shortest path in the L\ metric that visits all 
the edges of a rectilinear polygon is computed. 

Our motivation for solving this problem originates in a desire to solve 
a problem in applied robotics, where one wants to design a rescuing robot 
that will search a burning building for persons or objects [16,19]. The 
results presented in this paper also generalize some illumination problems 
concerning weak visibility [3,13,14,28]. 

2 The shortest postman path 

As we will discuss more thoroughly in Section 4, a shortest watchman 
path is a shortest path that intersects a specific set of line segments. This 
path and all the other paths that we consider in this paper are polygonal 
chains in a simple polygon P that is a closed subset of the plane bounded 
by a closed and simple polygonal chain called the boundary. For technical 
reasons we assume that the boundary is oriented counterclockwise in such 
a way that the interior of the polygon is locally to the left. Recall that 
a polygonal chain is the concatenation of a finite number of line segments 
(edges) which are joined at their end points (vertices), that a chain is 
simple i f its edges intersect at the end points of adjacent segments only, 
and that a chain is closed if the outermost vertices coincide2. 

To be able to find a shortest watchman path, one has to solve the 
subproblem of determining the order in which the line segments should 
be visited by the path in order to minimize the length of the path. Our 
solution to this problem uses dynamic programming in a way that can 
also be used to solve the problem of computing a shortest postman path, 
i . e. a shortest path in a simple polygon that visits all the vertices. This 
is the Postman's Problem. 

To illustrate the general idea, we first show how to compute a shortest 
postman path Suv forced to have one end point at a given vertex u and the 
other end point at another given vertex v. Let 1Z denote the right chain 
u = r 0 , n , . . . , r r m a x = v of vertices counterclockwise from u to v, and 
let C denote the left chain u = lo, l\,...., hmax = v of vertices clockwise 
from u to v (an example is given in Figure 1). In general, there are 0(n\) 
different paths between u and v that visit each vertex of 7Z and C at least 

2For further details, we refer to the text books by Preparata and Shamos [27], 
O'Rourke [26], and Cormen et al. [11]. 
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1Z 

v = r 9 = l7 

lo = r0 = u 

h 

Figure 1: An example of a simple polygon and the notation used to com
pute the shortest postman path between u and v. 

once. The following property shows that only 0(2n) of these need to be 
considered. 

Lemma 1 There is a shortest postman path Suv between u and v that 
visits the vertices in £ and 1Z in order. 

Proof: We first show that there is a shortest postman path Suv that does 
not cross itself. Suppose that Suv does cross itself. Then Suv contains a 
loop. Such a loop can be eliminated by disconnecting Suv at the inter
section, inverting the orientation of the loop, and re-connecting Suv once 
again. This yields a postman path with a length no different from the 
length of the postman path containing the loop. By eliminating all the 
loops, we obtain a shortest postman path that does not cross itself. In the 
following we therefore let Suv denote a shortest postman path that does 
not cross itself. 

We now claim that the path Suv also visits the vertices of C and 1Z 
in order. Assume, in order to obtain a contradiction, that Suv does not 
visit the vertices in 1Z in order (the argument below can also be applied 
with respect to £ ) . Then there are three vertices r,-, r,, and (0 < i < 
j < k < rmax) in R such that Suv intersects r; and before reaching rj. 
Note that the part of Suv between r; and partitions the polygon into 
two parts. One of these parts contains rj, while the other part contains at 
least one of u and v. Since Suv visits rj and has its end points at u and v, 
by the Jordan Curve theorem, Suv has to intersect the boundary between 
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the two parts. But this boundary is a subpath of S u v , i . e. Suv crosses 
itself in contradiction to our assumption, and so the lemma follows. • 

Suv is the shortest postman path between u and v for all the vertices 
of the polygon. Its parts must therefore be local shortest postman paths 
with respect to the subset of vertices that they visit. In particular, for 
each vertex w, disconnecting Suv at w results in two subpaths, each of 
which are shortest postman paths for parts of the polygon. 

Suppose that we are not given S u v , but the initial subpath from u to w 
only, and that we want to determine the next vertex visited by S u v . Then 
by Lemma 1, we can determine which vertex is the next one by computing 
the shortest (euclidean) distance inside the polygon to the next vertex on 
the right chain plus the length of the shortest postman path between that 
vertex and v for the remaining vertices, and similarly for the left chain, 
and then by taking the minimum of the two. I f the lengths of the shortest 
postman paths for the remaining vertices and the distances to the next 
two possible vertices are known, this can be performed in constant time. 
Below, we formalize this idea into an algorithm for computing S u v . 

Let denote the partial shortest postman path which has its end 
points at lj and u, and which visits all the vertices from r,- to v and from 
lj+i to v. Also, let S j j denote the corresponding path that has an end 
point at r-j instead of lj. Then, if we disconnect SUv at w = lj-i when 
f j _ i is the last vertex in 1Z visited by Suv before it reaches w, the subpath 
of Suv from w that ends at v is either the edge [lj-i,lj] followed by S f j 
or the shortest path from to r,- followed by Sj^. By Lemma 1, the 

lengths of the involved paths S j j and S f j are recursively related by the 

where d(p, q) denotes the (euclidean) length of the shortest path between 
the two points p and q inside the polygon. Given a vertex, the lengths of 
the shortest paths from the vertex to all the other vertices of the simple 
polygon can be computed in 0(n) time by computing a shortest path tree 
rooted at the vertex, and performing a depth-first traversal of that tree 
during which the lengths of the paths from the root to the nodes (the 
vertices of the polygon) are computed in constant time per path [17]. 
We accomplish this from each vertex in the polygon, something which 
gives us all the distances needed in 0(n2) time. By the use of dynamic 

formula 

= min(d(r f , r < + 1 ) + |S* J , d ( n , l3) + | S f + 1 J | ) 

S g | = m i n ( d ( i i l Z i + 1 ) - r | S i c

J - + 1 | , r f ( / i ) r i ) + | S S + 1 | ) 
(1) 
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programming, all the lengths \Sjj\ and \S^\ are computed in 0 ( n 2 ) time 
using equation Eq. 1 and stored for later reference. Since the right and left 
chains contain Q(n) vertices each, the dynamic program requires Q(n 2 ) 
space. Once the lengths have been computed, we compute Suv one vertex 
at a time by repeatedly computing the next vertices using Eq. 1. We 
summarize this in the following lemma. 

L e m m a 2 The shortest postman path between two given vertices on the 
boundary of a simple polygon containing n vertices can be computed in 
0(n2) time and space. 

Using the result in Lemma 2, the shortest postman path that visits all 
the vertices of a simple polygon from a given vertex on the boundary can 
be found in 0(n3) time by computing the shortest postman paths that 
have their end points at this vertex and each of the other vertices of the 
polygon. This complexity can be decreased, however, by observing that 
there are great similarities between the partial shortest postman paths 
used to compute the shortest postman paths Suv and Su'v to the vertex v 
from the adjacent vertices u and u'. We then have the following lemma: 

L e m m a 3 The partial shortest postman paths used to compute Suiv can 
be computed in linear time given the partial shortest postman paths used 
to compute Suv. 

Proof: Let S g and S f j for 1 < i < rmax and 1 < j < lmax be the partial 
shortest postman paths used to compute S u v , and assume without loss of 
generality that u' is the vertex r j of the right chain R (Figure 1). Then all 
Sg- and S f j with i > 2 and j > 1 are the same regardless of whether we 
start in u ov u', since none of these partial paths pass u or a'. Therefore, 
we only have to re-compute the lengths \Sjj\ and \ S f j \ for j = 0 and i > 2, 
which can be accomplished in linear time using Eq. 1. • 

By Lemma 3, we can compute the shortest postman path between two 
vertices u' and v in 0(n) time given the partial shortest postman paths 
(and the distances between pairs of vertices) used to compute the shortest 
postman path from an adjacent vertex u to v. Since there are n vertices 
at which the shortest postman path that has one end point at v could 
have its other end point, we need a total of Q(n2) time to find the overall 
shortest path from a given vertex. We state this as the following theorem: 
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Theorem 4 The shortest path from a given vertex on the boundary of a 

simple polygon that visits all n — 1 other vertices can be found in 0(n2) 

time and space. 

Since there are n possible vertices from which a shortest postman 
path might start, we also immediately conclude that the overall shortest 
path in a simple polygon that visits all n vertices can be computed in 
0(n3) time. I t seems that this bound cannot be improved by applying 
the observation that led to Lemma 3. However, all the ideas above can 
also be used to compute a shortest path that visits not only the vertices 
but an arbitrary set of points on the boundary. In particular, we have the 
following theorem: 

Theorem 5 The shortest path in a simple n-sided polygon that connects 
k given points on its boundary can be computed in 0(k3 + kn) time. 

Proof: We use the same dynamic program as described above. This means 
that the time complexity is at least 0(k3), since this number of steps are 
executed when k points are to be visited. Of course, this requires that the 
0(k2) distances in the polygon between all the pairs of given points are 
available. 

To compute these distances from a given point p to all other given 
points, we use a shortest path map which partitions the polygon into re
gions such that the shortest paths from p to any pair of points in a region 
bends at the same vertices [17]. The boundaries of the regions are exten
sions of the edges of the shortest path tree in the polygon; and, as a matter 
of fact, the map contains the shortest path tree and can be computed from 
the tree in O(n) time. 

The last vertex which a shortest path from p to a point in a region 
bends at is the apex of the region. The length of such a shortest path is 
the sum of the length from p to the apex, which is the same for all the 
points in the region, and the length of the line segment between the apex 
and the end point in the region. Hence, given the length of the shortest 
path from p to the apex, the length from p to a point in a region can be 
computed in constant time. 

To start with, we sort the given points counterclockwise along the 
boundary in O (A; log A:) t ime 3 . We then simultaneously go through the re-

3 A point on the boundary is uniquely identified by the length of the counterclockwise 
subpath of the boundary from some reference point and to the point. 
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gions of the map, in the order in which these regions occur during a coun
terclockwise traversal of the boundary (each region intersects the bound
ary of the polygon), and the sorted list of given points while computing 
distances. As long as the sorted points considered lie in the current region, 
the shortest distance to them is computed in constant time per point. As 
soon as the next point is not contained in the current region, we continue 
to traverse the regions until the region containing the point is found. This 
takes 0{n + k) time. 

Since the apices are vertices of the polygon, the lengths from p to each 
apex can be computed in a total of 0(n) time by traversing the shortest 
path tree (as in the case when only vertices are visited). Hence, since there 
are k given points, all the lengths needed in the dynamic programming 
can be computed in O (ft 2 log k + n) time, from which the theorem follows. 
• 

3 The shortest aquarium keeper path 

As a second step towards the solution to the shortest watchman path 
problem we show a polynomial-time solution to the path-version of the 
Aquarium Keeper's Problem, i . e. the problem of computing a shortest 
path in a simple polygon that visits all the edges of the polygon. This 
problem is similar to the Postman's Problem in that the computed path -
the so-called shortest aquarium keeper path - visits objects on the bound
ary (the edges) and in that the order in which these objects are visited 
must be computed. It is, however, also different since the actual points 
where the path should intersect the edges are not given. 

Our approach to solving the Aquarium Keeper's Problem is, for all the 
points p on the boundary, to compute the shortest aquarium keeper path 
restricted to starting at p. Since the shortest aquarium keeper path starts 
at a point on the boundary, one of the restricted paths is the solution. 

This was basically the approach taken to compute a shortest postman 
path. Then a linear number of start points (the vertices of the polygon) 
were considered. A major problem with this approach here is, however, 
that there is an infinite number of start points on the boundary and there
fore an infinite number of restricted paths to compute. A related difficulty 
is that, even if the start point is given, it is not immediately clear in which 
order and where the edges should be visited by the shortest aquarium 
keeper path. 
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To overcome these problems, we first establish certain properties of 
the path, which enables us to rule out a vast number of paths and then 
show that the remaining, still infinitely many, restricted shortest aquarium 
keeper paths can be described using a description of size polynomial in 
the size of the polygon. This description is a partitioning of the boundary 
into parts such that all the restricted shortest aquarium keeper paths 
from the points in a part visit the edges of the polygon in the same order. 
In our solution, this description is computed in time polynomial in its 
size. Moreover, since the shortest of all the paths from the parts can 
be computed in polynomial time as well, we obtain a polynomial-time 
solution to the Aquarium Keeper's Problem. 

When we later on in this section describe the entire solution more 
closely, we mimic the order of presentation of the previous section. First 
we show how to find a shortest aquarium keeper path from a given edge 
on the boundary of a simple polygon that is forced to end at some other 
given edge of the polygon. Then we present an algorithm for computing 
a shortest aquarium keeper path from a given start edge without any 
restriction on where the path should end, an algorithm which is afterwards 
used to compute an overall shortest aquarium keeper path. However, 
before all this, we give some background material. 

3.1 T h e reflection principle 

The solution to an instance of the Aquarium Keeper's Problem contains 
1) the point on the boundary of the polygon from which the shortest 
aquarium keeper path starts, 2) the point where the path ends, and 3) 
the order in which the edges are visited by the path. Given these pieces 
ofinformation, the shortest aquarium keeper path can be computed using 
the polygon folding technique by Chin and Ntafos [9,10]. Their technique 
makes use of the reflection principle, which was conceived by Heron of 
Alexandria in 100 A D and which reveals the very nature of shortest visiting 
paths. The word "reflection" is here used for an intersection between a 
line (or a line segment) and a shortest visiting path when the path is 
totally contained in one of the half-planes with respect to the line. The 
principle states that, when reflecting in the interior of a line segment, a 
shortest path makes a perfect reflection, i . e. the angles formed by the 
incoming and the outgoing parts of the path with the line segment are 
equal (Figure 2a). The reflection principle not only provides a necessary 
criterion which a shortest visiting path must comply with. It can also 
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P 4 P •' 

a) b) 

Figure 2: Heron's principle of reflection. 

be used to compute the optimal point of reflection. Suppose that we are 
given two points p and q on the same side of a line, and are asked to 
compute the shortest path between the points that touches the line. Then 
the point r where the shortest path intersects the line can be found by 
reflecting q across the line to the point q', using the line as a mirror, and 
computing the intersection between the line and the line segment [p, q1]. 
This is illustrated in Figure 2b. The reflection principle is also valid for 
shortest visiting paths for edges in simple polygons. However, since the 
boundary obstructs paths, the line segments in the construction above are 
substituted for shortest paths. 

For a shortest visiting path that reflects on many lines, the reflection 
principle applies to each point of reflection. Also, the shortest visiting 
path for a number of lines can be computed by applying the reflection 
principle once for each line and in the order in which they are reflected 
on. When this is carried out in a polygon, and for computing a path 
that is to visit a set of chords or edges in a certain order, the polygon is 
unfolded into a 2-manifold (a polygonal region) in which simple-polygon 
algorithms can be used. The unfolding is performed by using the edges as 
mirrors and reflecting copies of the polygon over the edges in order. This 
yields a concatenation in which the copies i and i+1 of the polygon, where 
the polygon itself is regarded as the first copy, are aligned so that their i t h 

edges (in the sequence) coincide. In the final concatenation, the interiors 
of the copies are connected to each other by erasing the interiors of the 
coinciding edges. Since each copy is the mirror image of its predecessor 
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Figure 3: An hourglass. 

in the concatenation, every second copy will be mirror-reversed. The 
concatenation can be computed in a time linear in its size and is referred 
to as an hourglass. 

In an hourglass, the shortest path from the start point to the mir
ror image of the end point corresponds directly to the shortest visiting 
path in the polygon. The seemingly hard problem of finding a shortest 
visiting path between two points that is forced to reflect on the edges of 
the polygon in a given order can thus be transformed into the problem 
of computing a shortest path in an hourglass, a problem which can be 
solved in a time linear in the size of the hourglass [17]. Once the shortest 
path has been computed, it can be folded back into the original polygon 
to form the requested shortest visiting path. 

An example of an hourglass is shown in Figure 3, where the simple 
polygon is a regular hexagon and we want to compute the shortest vis
iting path between the points p and q on an edge that visits the first, 
third, and f i f th edges E\, E2, and E3 after the edge containing p and q in 
counterclockwise order along the boundary. In this hourglass, the second 
and third copies of the polygon are joined by their mirror images of E2 
(i . e. E'2 in the figure), while the third and last (the rightmost) are aligned 
along their .Eß-edge (E'3). Figure 4 shows the shortest path between p and 
q', the mirror point of the end point q, in the hourglass in Figure 3 folded 
back into the polygon. 

The procedure described above explains how a shortest aquarium keep
er path can be computed once the order in which the edges should be 
visited has been determined. Since an hourglass consists of as many copies 
of the polygon as there are edges in the given sequence, and an aquarium 
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Figure 4: The shortest visiting path between p and q that visits Ei,E%, 
and £ 3 in counterclockwise order along the boundary. 

keeper path visits all the edges of the polygon, the size of the hourglass is 
quadratic in the size of the polygon when computing a shortest aquarium 
keeper path 4 . In general, however, if k edges are visited, the size is 0(kn). 
We state this as a lemma for future reference. 

Lemma 6 The shortest visiting path in an n-sided polygon that visits a 

subset of the edges of size k in a given order can be computed in 0(kn) 

time. 

3.2 Shortest v is i t ing paths 

We have not yet touched on the subject of how the order in which a 
shortest aquarium keeper path visits the edges of the polygon is computed. 
This was already a non-trivial matter when we showed how to compute 
a shortest postman path. Our problem at hand might even seem harder 
since there are more than a finite number of discrete points that the path 

could visit. 
To compute the order of visiting, we use a dynamic programming 

scheme. In each step of this scheme, which will be described in detail 
later on, the shortest visiting paths from all the points on an edge that 
visit a given set of edges are computed. Here, we show some characteristics 

of such paths. 
We will subsequenly use the following definition. Given a subset £ of 

the edges on the boundary of a simple polygon P, and two distinct edges 

4 NB! If the edges are visited in order along the boundary, a more space-efficient 
variant of the hourglass can be constructed in time linear in the size of the polygon [9]. 
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E and Et that do not lie in £, let Sp denote the shortest visiting path that 
starts at a given point pon E, reflects on all the edges in £, and ends on Et. 
Note that neither the end point on Et nor the order in which the edges in 
£ are visited by Sp is given. Since the path Sp is a shortest postman path 
for the set of reflection points, we have the following analogy to Lemma 1: 

Lemma 7 There is a path Sp that visits the edges clockwise (counterclock

wise) between E and Et in order along the boundary. 

We also immediately conclude as follows: 

Corollary 8 The first edge in £ visited by Sp is the first one encountered 
between E and Et in either the clockwise or the counterclockwise direction 
along the boundary from E. 

As we will see in the next section, the correctness of the dynamic 
programming scheme relies on Lemma 7 and 8. Paths from points close 
to each other on an edge are related in ways that we also make use of. 
The following lemma is fundamental. 

L e m m a 9 The first edges of two shortest visiting paths SPl and SP2 in a 
simple polygon for the same set of edges, where p\ ^ P2, do not intersect 
in their interior. 

Proof: The basic idea of the proof is that, i f the first edges of the shortest 
paths intersect in their interiors, at least one of the shortest paths can be 
shortened by instead visiting the first reflection point of the other path. 
Let SPl and SP7 be two shortest paths in a simple polygon that both 
reflect on a set of edges, and assume that the interior of the first edge of 
SPl intersects a point in the interior of the first edge of SP2. Let p\ and p2 

be the points from which SPl and SP2 start. Let x\ be the point where SPl 

makes its first reflection and let x2 be the point where SP2 makes its first 
reflection (Figure 5). Furthermore, let Si,2 be the shortest path between 
Pi and X2, and let 52,i be the shortest path between p2 and x\. Then 
we denote the differences in length between Si ,2 and [pi,a;i], as well as 
between S24 and [^2,22], by 

(2) 

and 

A 2 |[P2,*a]| 5*2,1 (3) 
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Figure 5: Illustration used in the proof of Lemma 9. 

By the triangle inequality, we obtain 

151,21 + 15241 < \\pi,x1]\ + \\p2,x2]\ (4) 

from which we conclude that 

A : + A 2 = |Si,2| + | [ p 2 , x 2 ] | ~ | S 2 , i | 

= | [P l ,S l ] | + | [ P 2 , S 2 ] | - ( | S l , 2 ! + | S 2 , i | ) 

> 0 (5) 

Let S[ be what is left of the shortest path Si when the first edge [p 1 ? x\] 

is removed, and let S2 be 5 2 when [p 2, x2] is removed. Then, by Eq. 2 and 
since SPl is a shortest path, 

\\Pnxi]\ + \S[\ < \\pux2]\ + \S'2\ 

\S[\ < |S 2 | + | [ p i , x 2 ] | - | [ p 1 ) 2 ; i ] | 

\S'2\ < \S[\ + A i 

By Eq. 6 and Eq. 3, 

\SP2\ = | [P2,»2] | + |S2,l| 

> \\P2,x1}\ + \S'1\ + A1 + A2 

(6) 

(7) 
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But then, by Eq. 5, Eq. 7 becomes 

| 5 P 2 | > | [ P 2 , 3 i ] | + |S( | 

i.e. the length of the shortest path SP2 is less than the length of the path 
[P2, xi] U S[. Then, since [p 2 ) # i ] U S[ reflects on the same edges as SPl, 
which is exactly the set of edges that SP2 reflects on, SP2 cannot be the 
shortest path from p2, which contradicts the assumed optimality of S2. • 

I t is clear, from Lemma 7, that the edges in £ clockwise and counter
clockwise between E and Et are reflected on in order along the boundary 
by the path Sp. However, i f we consider two arbitrary edges in £, one 
clockwise between E and Et and one counterclockwise, it is not as obvi
ous in which relative order they are reflected on. Each of the infinitely 
many points on Es is the start point of a restricted shortest aquarium 
keeper path, but there are only |£ | ! ways for these shortest visiting paths 
to reflect on the edges in £ (a shortest visiting path for a set of edges does 
not reflect twice on an edge). Therefore, the order of reflection n p , defined 
as the ordered set of integers wi, n2,.:.. such that E n , En2,... is the order 
in which Sp reflects on the edges in £, is identical for many points p on E. 

Let T denote the set of all the maximal subsets Fi of E, such that for 
all the pairs of points p\ and p2 in each of the sets Fi there exist shortest 
visiting paths SPl and SP2 for which n p i = Ü P 2 . Since the number of 
different orders n p in which shortest visiting paths may reflect is finite, T 
is finite. More importantly, we have the following lemma: 

L e m m a 10 The sets Fi are connected. 

Proof: We prove the lemma by showing that, i f two points p\ and p2 are 
contained in Fi, then each point is in [p i , p 2 ] . This follows from Lemma 9 
and induction over the size of the set £. 
Base: If there is only one edge in £, the lemma is trivial, since all the 
shortest paths Sp will first visit the single edge in £ before they end on 
Et, i . e. there is just one set F j and this set is equal to E. 
Inductive step: Assume that the lemma holds for sets of k edges, and 
let denote a set containing k + l edges. Since p\ and p2 are contained 
in the set Fi, the paths SPl and SP2 make their first reflections at points, 
call them p[ and p'2 respectively, on the same edge E' G Ck+i- Let p be 
a point in [p i ,p 2 ] . Then, by Lemma 9, the first edge of the path Sp does 
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Figure 6: Two folding intervals joined by g. 

not cross the first edge of either SPl or SP2 since they visit the same set 

of edges. Hence, Sp must have its first reflection at a point p' in [p i ,p 2 ] -
Then, by our induction hypothesis, the parts of all three paths SPl,SP2, 
and Sp reflect on the k remaining edges in the same order. From this, the 
lemma follows. • 

Lemma 10 implies that the edge E is partitioned into subpaths in 
such a way that all the paths Sp that reflect on the edges in £ in the same 
order before they reach Et start from the same subpath. We will refer to 
these subpaths as folding intervals. Since a specific order of reflection n p 

corresponds directly to a unique hourglass, the paths Sp from the points 
of a folding interval share the same hourglass. From this, and the fact 
that the two paths from an end point of a folding interval are of equal 
length, we obtain the following lemma: 

Lemma 11 The length of Sp is a continuous function in p along E. 

Another implication is that the paths Sp are unique (since the shortest 
paths in simple polygons are unique) unless p coincides with an end point 
of a folding interval, in which case there are two equally long shortest 
visiting paths from p, each of which reflects on the edges in a different 
order. In Figure 6, where Es is the lower horizontal edge of the rectangular 
polygon, Et is the upper horizontal edge, and £ consists of the two vertical 
edges, an example of such a point (the mid-point g on E$) is shown. 
Note that the paths Sp from the points to the right of g, like SPl, which 
starts from the point pi, first reflect on the right vertical edge, while the 
corresponding paths from the points to the left of g start by reflecting on 
the left edge. From the point g i t is equally far, whichever order the edges 
in £ are visited in. Last, but not least, we have the following lemma: 
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Lemma 12 The shortest of all the paths Sp starts at a point which is 
either an end point of a folding interval or a point such that the first edge 
of Sp is perpendicular to E. 

Proof: I f a point j > o p t on E, such that Sp is of minimum length for all the 
points p on E when p — p0pt, is n ° t an end point of a folding interval, in 
which case the lemma would otherwise directly follow, i t must lie in the 
interior of a folding interval. Then 5 P o p t is a shortest path between the 
edges E and Et in the hourglass common to all the points in the folding 
interval. The lemma then follows from the fact that the first edge of a 
shortest path to a line (in our case E) cannot be of minimum length unless 
it is perpendicular to the line. • 

3.3 A n a lgori thm 

In this section, we present an algorithm for computing a shortest aquarium 
keeper path from a given edge Es of the polygon. Given such an algorithm, 
the overall shortest aquarium keeper path can be computed by applying 
the algorithm to each edge of the polygon and choosing the shortest of 
the computed paths. 

We begin by discussing an algorithm for the restricted case when the 
path is forced to end on a given edge Et. This algorithm computes the set 
of folding intervals on the edge E = Es from which the shortest aquarium 
keeper path between Es and Et is then computed. The computation of 
folding intervals is based on a dynamic programming scheme that, from 
a high-level perspective, is very similar to the one used to compute a 
shortest postman path. The main difference lies in the fact that here the 
dynamic program is executed over the edges of the polygon rather than 
the vertices, and the fact that the computations performed in each step are 
more extensive, in that they result in folding intervals on an edge rather 
than a length of a shortest visiting path from a vertex. Section 3.3.1 is 
devoted to the details of these steps. In that section, we prove that a 
shortest aquarium keeper path can be computed in 0(n4) time. 

Let £ denote the chain of edges L\, L2, • • •, Limax that occurs clockwise 
between Et and Es, and let TZ denote the counterclockwise chain of edges 
Ri, R2, • • •, firmax between Et and Es. Note the difference between £ 
and 7Z as they are defined here and £ and TZ as defined in Section 2, 
where they contain vertices. Also note that we let the indices indicate the 
relative order in which the edges are encountered along the boundary of 
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Figure 7: Notation used to compute a shortest aquarium keeper path. 

the polygon during a traversal from Et (Figure 7). This numbering might 
seem counter-intuitive since, by Lemma 7, this means that the shortest 
visiting paths described by the computed folding intervals on Es will visit 
the edges of C and TZ in reversed order along the boundary. However, the 
primary purpose of the numbering is to present the computation of the 
folding intervals, which starts from Et and makes progress by considering 
edges of C and TZ further and further away from Et along the boundary. 
The folding intervals on Ri are, for instance, computed using the folding 
intervals on Ri-\. 

The folding intervals are computed incrementally one part at a time. 
We call these parts base intervals according to the following definition: 

Definition 13 A base interval is a maximal connected subset of a fold
ing interval such that, for any pair of points pi and p2 in the base interval, 
the shortest paths from p\ and p2 either have their first bend in the hour
glass at the same vertex or do not bend at all in the hourglass. 

In Figure 8, the points g0, gi,..., gs are end points of base intervals in the 
folding interval [50,5s]- Shown with dotted lines are the shortest paths in 
the hourglass from the end points of the base intervals to Et. 

For each pair of edges Ri and Lj, a set Xj^ of base intervals on Ri 

and a set X f j of base intervals on Lj are computed. Each base interval 

in X j j contains a description of the (partial) shortest visiting paths that 
start on Ri, visit the edges . . . , i?i and Lj,...,L\, and end on Et. 

Moreover, each point on Ri is contained in one of the base intervals in 
Xf-j ( X f j is defined as analogous). The sets Xf^ and X j j can be seen as 

generalizations of the lengths of the partial shortest postman paths S f j 

and S j j computed in Section 2. 
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9o gi 93 96 97 98 

Figure 8: End points go,9i, - • - ,9s of base intervals in a folding interval. 

The sets of base intervals are computed in an order such that the lower 
indexed sets are computed before the higher indexed sets. In particular, 
X j j is computed using X j i 1 j and X f _ x j , and X f j is computed using Xjj_x 

and X f j _ L . There are many different orders in which the edges of C and 
TZ could be considered by an algorithm to compute the sets in the above 
order. In our algorithm, the edges of TZ are considered in increasing order 
from For each such edge, the edges of C are considered in order (from 
L i ) . This can be achieved by two nested loops in an implementation. 
Note that lmax sets of base intervals are computed on Ri, one for each 
edge in L, and rmax sets are computed on Cj. We conclude that a total 
of 0(n2) sets of base intervals are computed by the algorithm. 

What we will show in the following is how the set of base intervals on an 
edge is computed given the sets of base intervals on the two possible next 
edges, one of which the shortest visiting paths from the edge must visit 
first. After that we use this algorithm to compute the overall shortest 
aquarium keeper path, and prove that both algorithms are correct and 
work in polynomial time and space. 

3.3.1 Computing a set of base intervals 

In this section, we describe how one of the 0(n2) sets of base intervals is 
computed. Specifically, we show how a set of base intervals on an edge 
E' is computed when the paths from E' must visit all the edges on the 
right chain from Ri down to Ri and all the edges on the left chain from Lj 
down to L\ before they end on Et. The algorithm that achieves this first 
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computes the base intervals on the edge E' as if the paths were forced to 
first visit Lj. Then the base intervals on E' are computed as if the paths 
were forced to visit Ri first. Finally, the two sets of base intervals are 
merged into the final set of base intervals. 

In the following, we will present an algorithm for computing the set 
of base intervals on E' when the shortest visiting paths are forced to 
start by visiting Lj. This algorithm, which we will refer to as the CBI-
algorithm (Compute-Sase-Jntervals), also works for computing the set of 
base intervals on E' when the shortest visiting paths are forced to start 
by visiting Ri. 

In addition to Es and Et, the Cftf-algorithm takes as input the set 
X f j of base intervals on the edge Lj (in the case where the paths first 

visit Ri, Z - j is used). The idea behind the algorithm is that, since the 

base intervals in X f j describe the shortest visiting paths from Lj, they 
also describe the paths from E' which are described by the base intervals 
which the algorithm is to compute, except for the parts of these paths that 

lie between E' and Lj. The GBJ-algorithm provides the missing parts of 
the paths between E' and Lj in terms of base intervals on E'. 

The set X f j , as well as all the other sets of base intervals, is represented 
by a list of end points (of base intervals) given in sorted order along the 
edge on which they lie. Every end point is represented by its coordinates 
in the plane and pointers to the two base intervals that it delimits. The 
end points are of three kinds exactly. There are two kinds that lie in the 
interior of folding intervals (see Definition 13 above). At a perpendicular 
end point, the first edge of the shortest path from the point is perpendic
ular to Es. The remaining end points, at which the shortest paths from 
the two joined base intervals differ concerning where they first bend, are 
called coinciding end points. The points that join folding intervals to each 
other constitute the third kind of end point. Such points are referred to as 
order changing end points. In Figure 8, g2 is a perpendicular end point, 
go and g$ are order changing end points, and the remaining end points are 
coinciding end points. 

The shortest visiting paths from points in a folding interval share the 
same hourglass. Therefore, the union of the first edges of the shortest 
visiting paths from the points in a base interval forms either the base of 
a triangle, whose apex is the vertex where all the paths first bend, or 
the side of a quadrilateral (see Figure 8 for examples). A base interval 
is represented by pointers to its end points and a pointer to the base 
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interval on the next edge which the shortest visiting paths first visit. To 

distinguish the case when the first edges form a triangle from the other 
(quadrilateral) case, a flag is used. In the triangle case, we add a pointer 

to the particular vertex of the polygon that is the apex of the triangle and 

the length of the shortest path in the hourglass defined by the points in 
the base interval from the apex to Et. In the quadrilateral case, only a 
pointer to Et needs to be added; however, since the identity of the edge 
Et is given as part of the input to the CBI-algorithm, the pointer can be 

omitted. We summarize as follows: 

Lemma 14 The base intervals and their end points are represented in 

constant space apiece. 

Note that the representation allows a shortest visiting path from a given 
point in a base interval to be reconstructed by following the chain of 

pointers between the base intervals that the path visits edge by edge. 
Since each edge of the polygon is visited once, this takes time linear in the 

size of the polygon. Moreover, the length of the path can be computed in 
constant time. In the triangular case, the distance from the given point 

to the apex is added to the stored length of the path from the apex to 
Ef In the quadrilateral case, the length is the shortest (and therefore 

perpendicular) distance from the given point to Et. 
The C5/-algorithm is based on a number of relations between the 

shortest visiting paths from E' and from Lj. As before, we will use Sp to 

denote a shortest visiting path from the point p. If p lies on E', Sp is the 
shortest visiting path that first visits Lj, then the edges . . . , Ri and 
L\,..., Lj-i (in some order), and then ends on Et. Should p lie on Lj, Sp 

is the shortest visiting path from p represented in T f j . 
Let p' denote a point on E', and let q be a point on Lj such that the 

path Spi intersects Lj at q. Note that, since all the paths Sp from the 

points on E' first visit Lj, the hourglasses defined by the paths Sp are 

identical between E' and Lj. Let <7oi <7i»ff2) • - • denote the end points of 
the base intervals in Z£-. To simplify our presentation, we assume that Lj 
is oriented so that gi lie to the left of gj for all i < j. I f q lies in a base 
interval [gi, gi+i], the reflection principle states that the angle of reflection 
between Sp> and Lj has to be perfect or Sp> would not be the shortest 
possible path. Hence, Spi passes straight through Lj at q in the hourglass 
defined by Sp>. Suppose instead that q is given and that a point p' on E' 
such that Spi intersects Lj at q is sought. Again, the reflection principle 
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Figure 9: The a) triangular and the b) quadrilateral case. 

can be applied to compute p', by extending the first edge of Sq (which can 
be computed from the information stored with the base interval in X-j 

that contains q) until i t hits E' (Figure 9). 

Each point on E' is contained in or bounds a folding interval on E'. 
The paths Sp from points p in one of these folding intervals all intersect 
Lj in a unique folding interval contained in X f j . Otherwise, the order in 
which the edges are visited would not be the same for all p. This means 
that, in addition to the order changing end points that bound the folding 
interval on E' in question, there are coinciding end points of base intervals 
on E' at each point from which the shortest visiting path intersects a 
coinciding end point of a base interval in XQ on Lj. These end points can 
be computed as explained above. An example is depicted in Figure 10. 

The CBI-algorithm starts with a set-up phase followed by an iteration 
over two steps and ends with a finish-up phase which is very similar to 
the set-up phase. During the set-up phase, the base intervals on E' are 
computed under the restriction that all the paths must pass through the 
leftmost end point go on Lj. 

For these computations, the shortest paths in P between all the pairs 
of vertices are needed. These are computed once and for all in a pre
processing step. Let v denote the leftmost end point on E'. If Sv does not 
intersect go, nor will the shortest path from any other point on E' intersect 
go and the computation is completed. Otherwise, during the set-up phase, 
the edges of Sv that lie between v and go are traversed while the edges 
are extended until they intersect E'. In practice, starting with the path 
Sv, the shortest path from each end point is computed from the previous 
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Figure 10: A folding interval [g'0lg'7] on E' and its base intervals. g'A is a 
perpendicular end point. 

ones in constant time. In each step, the shortest path is maintained. The 
shortest path from the other vertex that delimits E' is used to stop the 
computation. Each point of intersection becomes the end points of two 
base intervals on E'. The last end point computed is the leftmost point 
from which the shortest path makes a perfect reflection at go-

The CBI-algorithm now enters an iteration in which the end points 
of the base intervals in X f j are considered one at a time in increasing 
order (from left to right) along Lj. While this is performed, the following 
invariant is maintained: 

When the base intervals of X f j bounded by the end points 

90i 9li • • • i 9m 

have been considered, a set g'0, g[,..., g'k of (ten
tative) end points of base intervals on E' has been computed 
that represents all the shortest visiting paths from E' that are 
required to first reflect on Lj between go and gm. 

Assume that the algorithm has processed the end point gm and that the 
invariant holds (Figure 11). Then the algorithm performs two steps to 
advance to gm+i and to restore the invariant accordingly. 

Step 1 

The first step removes tentative base intervals on E' that contain points 
p such that Sp would be shortened if allowed to pass through [gm, gm+i]. 
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Figure 11: Illustrates the invariant after the end points go,g\,..., gm have 

been considered. 

The result of the actions performed during the step is that the rightmost 

point g'x on E', left of which all the previously computed tentative end 

points are still valid, is computed. A l l the tentative end points to the 

right of g'x are also deleted. 

This step is needed only if gm is an order changing end point. I f i t is 

not, [gm, <7m+i] is a base interval in the same folding interval as [gm-i, 9m] 
and, by the reflection principle and Lemma 9, all the points p' on E' 

from which the paths intersect points in [gm,9m+i] lie to the right of g'k. 

Therefore, all the previously computed base intervals on E' are correct. 
Should gm be a coinciding end point, g'x = g'k. I f gm is a perpendicular end 
point, i t is skipped and the next end point on Lj is considered instead. The 
perpendicular end points on E' are computed in Step 2. In the following, 
gm therefore stands for an order changing end point. 

Starting from the rightmost tentative end point g'k, the tentative end 

points on E' (possibly including those computed during the set-up phase) 
are considered from right to left. For each tentative end point considered, 

the length of the shortest visiting path from the end point via [gm, gm+i] is 
compared with the length of the shortest visiting path from the end point 

and via [go,gm]- Note that the lengths compared during the iteration can 
be computed in constant time using the information stored together with 

the base intervals. This continues as long as the path via [gm,9m+i] is 
shorter or the end point g'0, the last point on E' to the left, is reached. 

Let p' be a point on E' denned in one of two possible ways. I f g'Q is 

reached during the iteration, and Sg> is shorter via [gm,9m+i] than via 

[go, gm], we let p' = g'0. Otherwise, let A;' be the largest index such that 

Sgi; is shorter via [go,gm] than via [gm,gm+i] while Sgi/ is shorter via 
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[9m,9m+i]; i - e. g'k, is where the iteration stops. In this case, we let p' 

denote a point in [g'y, 9 k1+\] fr°m which Sp> is equally long via [go,gm] 

and [gm,gm+i]. Note that such a point exists since, by Definition 13, the 
length of a path Sp from a point in a base interval is a monotone function 
of p. We then have the following lemma: 

Lemma 15 The point p' is identical to the point gl and can be computed 
in constant time. 

Proof: To prove the first part of the lemma, let p'+ be a point on E' to 

the right of p', and assume that the shortest path Sp'+ goes via [go,gm]-

Then the first edge of Sp'+ will intersect the first edge of the path from p' 

that goes via [gm,9m+i]', however, this is impossible, by Lemma 9, since 

they visit the same set of edges. Hence, Spi intersects Lj in [gm, gm+i]. 

An analogous argument can be applied for points to the left of p', showing 

that paths from points on E' to the left of p' intersect Lj in [go,gm]. We 

conclude that p' has the same properties as g'x. 

To show that p' can be computed in constant time, note that [g'k,, gki+1] 

is a tentative base interval. Therefore, all the paths S p» from points p" in 

[s'k'iS'k'+il a n < ^ v * a [90,9m] must lie between the paths Sg> t and Sg>t via 

[90,9m]- This implies that the first edge of the path Sp> via [g0, gm] either 

lies in a triangle or a quadrangle (depending on what kind of end point g'k, 

and g'ki+l are). Moreover, the paths Sg^ and 5 f f ^ ^ via [gm,gm+i] pass 

straight through Lj, or otherwise they would (by the reflection principle) 

not be optimal. Hence, all the paths S p» from the points p" in [g'kh9k>+i] 

and via [gm,gm+i] also lie between S„> and Sai via [gm, gm+i] and pass 

straight through Lj in [gm,gm+i]- Since [gm,gm+i] is a base interval, the 
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Figure 13: Computing p'. 

first edge of Sp> also lies in a triangle or a quadrangle, depending on what 
kind of end point gm and gm+i are. 

Let len(x) denote the length of the path Sp> when x is the distance 
from g'k, to p', i . e. 0 < x < IWk'id'k'+iW- * n t n e triangular case, the length 

len(x) = D + \^A2 + [X + B)2\, 

where A is the perpendicular distance from E' to the apex of the triangle, 
B is the distance between g'k, and the orthogonal projection of the apex 
on E', and D is the length of the shortest path from the apex stored in 
the base interval (Figure 13a). In the quadrilateral case, 

len(x) = C + x sin a, 

where C is the perpendicular distance from Et to g'k, and a is the angle 
between E' and Et (Figure 13b). The difference in length between the 
two paths Sp (restricted through [go,gm] and [gm,9m+i] respectively) is 
therefore a polynomial equation in x of degree at most 4. Moreover, 
the constants A,B,C,D, and a can be computed in constant time with 
the information stored in the base intervals. Hence, the point p' that 
minimizes the difference can be expressed in closed form and computed in 
constant time. • 

Having computed the point g[ we know that the base intervals to its 
left are accurate. However, since all the tentative end points to the right 
of g'x are not accurate, we discard all these and instead add g'x as a (new) 
end point of a base interval. In practice, this is performed during the 
iteration. 
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Step 2 

The purpose of step 2 is to partition the points on E' to the right of gl 
into tentative base intervals. Moreover, possible perpendicular end points 
to the right of gl are also computed. Since Sg't intersects Lj at a point 
q somewhere between gm and gm+i, and all the paths from the points to 
the right of gl must intersect Lj in [q, gm+i], there are but two such inter
vals. From the left one, which starts at gl, the paths intersect [q, gm+i] in 
the interior. The paths from the right one bend at gm+\. The end point 
between these two tentative base intervals can be computed by applying 
the reflection principle and extending the first edge of the shortest visiting 
path from gm+i- The computed end point is then added as a tentative end 
point on E'. In addition, there might be one perpendicular end point be
tween gl and the computed end point. This point, which can be computed 
in constant time using the information in the base intervals involved, is 
also added, if i t exists. Note that there is at most one perpendicular end 
point since there is only one folding interval to the right of gl- This ends 
our description of the second step. 

The final finish-up phase first mimics the set-up phase in that the base 
intervals to the right of the last end point computed in the iteration are 
computed. Note that the shortest paths from these all go through the 
rightmost end point in i f j . The computed base intervals form a set I\ 
of tentative base intervals thus formed. The base intervals in Z; describe 
paths that are forced to intersect Lj first. We also perform a symmetrical 
computation along R{ (using i j j ) to obtain another set of tentative end 
points Zr on E' that describes the paths from E' when they are forced 
to first intersect Ri. We then scan the end points of the base intervals in 
the two tentative sets l\ and Z r from left to right on E' to see which base 
intervals give the overall shortest visiting paths. We also check if there 
is a perpendicular end point in the considered intervals, in which case 
that point splits a base interval in two and is added. Note that, due to 
Lemma 9, this last sweep may introduce at most one new order changing 
end point on E' where i t is equally far to the start by going to Lj or Ä» 
first. The base intervals that remain after this scan form the resulting set 
Z of base intervals on E'. Since at most a constant number of end points 
of base intervals is computed in each step, and since deleted points are 
never considered again, we have the following lemma: 

Lemma 16 The CBI-algorithm runs in 0(m) time, where m is the num-
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ber of end points in the input. 

The algorithm that computes a shortest aquarium keeper path between 
Es and Et computes 0(n2) sets of base intervals. The time complexity 
of the algorithm depends essentially on the number of end points of base 
intervals considered. We present a bound on the total number of end 
points in all sets of base intervals. 

Lemma 17 There are 0(nk2) end points in all sets of base intervals when 
computing a shortest aquarium keeper path for k < n edges between two 
given edges in a simple n-sided polygon. 

Proof: We assume without loss of generality that the (end points of the) 
base intervals in Zj+ij and X f j + 1 are given in counterclockwise order and 

that the base intervals in XQ and 2 y are given in clockwise order along 
the boundary of P. This gives each base interval a first and a last point 
called the start and the target point respectively. 

The base intervals that are computed by the CBI-algorithm are of two 
kinds. Those computed during the set-up and finish-up phases, including 
the vertices of P that bound the edges containing the base intervals, are 
referred to as new base intervals/end points. A new end point is cre
ated wherever the extension of an edge of a shortest path intersects an 

edge. Note that for instance in the computation of Z ^ + i j and Z £ , + 1 these 
extensions are prolongations of the edges of the shortest paths between 
the vertices of edges of P that contains Xj+Xj, Zfj+i, and X-jj only. 
Therefore, there is at most a total of 0(n) such end points. Moreover, 
each extension hits the boundary of P at a unique point. Hence, since 
there are k sets of base intervals on each edge of P, there is 0(nk) new 
end points in total (i . e. in all sets of base intervals on all k edges of P ) . 

Apart from new base intervals there are also intervals computed during 
the iteration of Steps 1 and 2 and the final merge-step. These are referred 
to as inherited. The inherited base intervals in and X f j + 1 have the 
characteristic that the shortest visiting paths from points in one of them 
go straight through a base interval in Zg or X f j , i . e. the paths make 
perfect reflections on the first edge they visit. 

Consider the computation of the inherited base intervals in Z5., • and 

• We will then show that for each end point in XJj and X f j at most 

one inherited end point is computed in and X f j + 1 . To do this we say 

that a start (target) point of an inherited base interval in Xj^x j or Z f , + 1 , 
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as the name suggests, inherits the start (target) point of the base interval 
in Xf-; or X f j through which the shortest paths from the base interval go; 
the latter point is directly inherited by the former. 

We now claim that each start and target point in X]*j and X f j is directly 
inherited by at most one end point in X\\x j and X f j + 1 . Assume, in order to 
reach a contradiction, that there are more than one end point that directly 
inherit a start point, for example. Then there are two base intervals such 
that the shortest visiting paths from both of them pass straight through 
a single base interval in X j j or X f j . I f they were to lie next to each other 
in either Xj+^j or X f j + l , the CBI-algorithm would have made one base 
interval out of them. Hence, that cannot be the case. Also, if there is 
a base interval between them, the shortest visiting paths from that base 
interval will cross the shortest visiting paths from at least one of the two 
base intervals in conflict with Lemma 10. The only case left is when one 
of the two base intervals is the last in X^ j and the other is the first 
in X Q + I - But then both of these base intervals contain a new end point 
each; i . e. only one of the start points of these base intervals is a directly 
inherited end point. Again a contradiction from which the claim follows. 

By the fact that each inherited end point in Xj+l j and X f j + 1 inherits 
an end point in X f j or Xf j and by our claim, it follows that the number of 

inherited end points in J ^ x j and X f j + 1 does not exceed the number of end 

points in X j j and X f j . More importantly, each end point is inherited by an 

end point in either Xj+^j or Z f , - + 1 . So the end points which are directly 
inherited (there might be some which are not) are all either inherited by 
end points in X^.ltj or end points in X f j + 1 . This means that an end point 
is inherited from one set of base intervals to another at most k times. 
Then since each inherited end point has its origin in a new end point 
introduced earlier in the computation, we conclude that the total number 
of end points and base intervals is 0(nk2). • 

We can now state the two main results of this section: 

Theorem 18 A shortest visiting path for k of the edges in an n-sided 
simple polygon can be computed in 0(nk3) time and 0(nk2) space. 

Proof: By Lemma 12, the shortest aquarium keeper path from Es to Et 

starts at an end point of a base interval. Hence, since the length of the 
shortest paths Sp from a point p in a base interval can be computed in 
constant time using the information stored with the base interval, the 
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start point and the base interval on Es that contains the start point can 
be computed in 0(nk2) time by scanning through the list of end points 
(by Lemma 16 and 17). For this to work, we need to compute the 0(k2) 
shortest paths between the end points of the A; edges that are visited. This 
can be performed in 0(n) time per path [7,17,21]. 

Moreover, by using a similar technique to that used when computing 
a shortest postman path, we can also compute the length of the shortest 
aquarium keeper path from a given edge to any other edge in the polygon 
within the same bounds. This is because there are similarities between 
the sets of base intervals used to compute a shortest aquarium keeper 
path between two given edges Es and Et and the corresponding sets used 
to compute a shortest aquarium keeper path between Es> and Et, when 
Es and Es> are neighbors; all but a linear number of them are identical. 
Once the base interval containing the start point of the overall shortest 
aquarium keeper path from Es has been computed, by Lemma 6, the 
path itself can be computed in 0{nk) time. By computing the shortest 
aquarium keeper path from all possible start edges we obtain the claimed 
time and space bound. • 

Corollary 19 A shortest aquarium keeper path of a simple polygon can 

be computed in 0(n4) time and 0(n3) space. 

4 Computing a shortest watchman path 

In this section we present the main contribution of this paper, a polynom
ial- time algorithm that solves the problem of finding a shortest watchman 
path in a rectilinear simple polygon. This is a shortest path such that each 
point of the polygon is visible from some point on the path. Recall that 
a polygon is rectilinear if the angles at the vertices are all either 90 or 
270 degrees in the interior of the polygon. We assume that the polygon is 
oriented in such a way that each edge is either horizontal or vertical. 

In the light of what we have presented in the preceding sections, the 
algorithm might seem surprisingly simple. It consists of two steps only. 
In the first, the input polygon is preprocessed by chopping off the parts 
that are of no interest. The second step is the computation of the shortest 
visiting path for a subset of edges in the preprocessed polygon. I t turns 
out that this path is a shortest watchman path in the input polygon. 

The preprocessing was originally used by Chin and Ntafos for solving 
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the related problem of computing a shortest watchman route in a rectilin
ear simple polygon [9]. Its purpose is to identify a distinct set of horizontal 
and vertical extensions of edges inside the polygon (chords) such that i t 
is necessary and sufficient for any watchman route to intersect them all. 
Chin and Ntafos show that such a set exists, and call each extension an 
essential segment. We have the following lemma: 

Lemma 20 It is necessary and sufficient for any watchman path to in
tersect the set of essential segments. 

Proof: To prove the lemma, we let W be a path, and let D denote the 
route that we obtain if W is traversed from one of its end points to the 
other and back again. 

Assume that the path is a watchman path although it does not 
intersect all the essential segments. Then the route D cannot be a watch
man route, since, as Chin and Ntafos observe, such routes intersect all 
the essential segments. Therefore, there are points in the polygon that 
are not visible from D. These points cannot be visible from W either 
since D and W have the same visibility properties. But then W is not a 
watchman path, which is a contradiction. Hence, i t is necessary for a path 
to intersect all the essential segments in order to be a watchman path. 

Assume instead that W does intersect all the essential segments but 
that it is not a watchman path. Then the route D also intersects all the 
essential segments, so D is a watchman route. This implies that each 
point in the polygon is visible from some point on D. But then W is a 
watchman path, which is again a contradiction. We conclude that i t is 
not only necessary but also sufficient for a path to intersect the essential 
segments in order to be a watchman path. • 

An essential segment partitions the polygon into two subpolygons. 
Note that, since an essential segment is collinear with the edge which i t is 
the extension of, one of the subpolygons only contains points from which 
the extended edge is not visible. We call this subpolygon the inner part 
of the essential segment, while the other subpolygon is referred to as the 
outer part of the essential segment. We have the following lemma: 

Lemma 21 There is a shortest watchman path that does not enter the 
outer part of any essential segment. 

Proof: The key property of horizontal (vertical) essential segments that we 
will use to prove the lemma, as Chin and Ntafos define them, is that their 
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outer parts do not totally contain any other horizontal (vertical) essential 
segment. Let C denote a horizontal essential segment. Then, since there 
are horizontal and vertical essential segments only, C is intersected by at 
most two essential segments C and C", each of which has to be vertical. 
Moreover, if the polygon permits at least four essential segments, there is 
at least one essential segment in the interior of the inner part of C. Hence, 
by Lemma 20, any shortest watchman path has to intersect points in the 
interior of the inner part of C. 

Assume, in order to later on reach a contradiction, that each shortest 
watchman path intersects the interior of at least one outer part. Let W 
denote a shortest watchman path, and let without loss of generality C 
be an essential segment such that W intersects the interior of its outer 
part. Then, by the Jordan Curve theorem, W intersects C, i . e. there is 
a subpath ui of W that lies in the outer part of C. Substitute u> in W for 
its vertical projection on C, and let W denote the path thus constructed. 
If C or C" is intersected by u, the vertical projection of w on C will also 
intersect them; the points of intersection are projected onto the intersec
tions C n C and C D C" respectively. Hence, W intersects C and C". 
Moreover, since the substitution is a local change within the outer part 
of C, where there are no other essential segments, W intersects all the 
essential segments, i . e. by Lemma 20 W is a watchman path. Then, 
since the length of the vertical projection of w on C is shorter than w, 
W is shorter than W. But then W is not a shortest watchman path in 
contradiction to our assumption. We conclude that there is no shortest 
watchman path that enters the interior of an outer part of a horizontal 
essential segment. By an analogous argument, we can show that this is 
also the case for vertical essential segments C. Hence, the lemma follows. 
• 

We are finally ready to state the main theorem of the paper: 

Theorem 22 A shortest watchman path can be computed in 0(n4) time 
in a rectilinear simple polygon. 

Proof: By Lemma 21, there exists a shortest watchman path that is totally 
contained in the union of all the inner parts. This union can be computed 
in 0(nloglogn) t ime 5 and results in the removal of all the outer parts of 
essential segments from the input polygon. Note that, since no essential 

5 Chin and Ntafos only claimed O(rcloglogn), and not 0(n), but this is because at 
the time of writing that was the best upper bound for triangulating a simple polygon. 
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segment is totally contained in the outer part of another essential segment, 
at least some part of each essential segment will show up in the boundary 
of the union. In fact, since the essential segments are either horizontal 
or vertical only, the union is a rectilinear simple polygon with at most n 
edges. Then, by Lemma 18, a shortest visiting path for the edges of the 
boundary that are contained in essential segments can be computed in 
0(n4) time. By Lemma 20, this path is a shortest watchman path in the 
input polygon. • 

5 Conclusions and discussion 

We have presented the first polynomial-time algorithm for finding the 
shortest path in a rectilinear simple polygon such that each point of the 
polygon is visible from some point on the chain (also called the shortest 
watchman path, or the shortest weakly visible chain). In doing so, we have 
also given polynomial-time algorithms for computing a shortest postman 
path, i.e. the shortest path that visits all the vertices of a (non-rectilinear) 
simple polygon (or a given set of points on its boundary), and for solving 
the path-version of the Aquarium Keeper's Problem, where the shortest 
path visits all (or a subset of) the edges of a (non-rectilinear) simple 
polygon. 

In our algorithm for finding a shortest watchman path, we use a pre
processing of the polygon previously used to compute a shortest watch
man route. Note that the shortest watchman route is different from the 
shortest watchman path in that its start and end points are required to 
coincide. This additional restriction on the solution is enough to make 
the problem considerably easier. When computing a shortest watchman 
route, one knows a priore that it intersects the essential segments in the 
order in which these occur along the boundary of the polygon; this is not 
necessarily the case for the shortest watchman path. Hence, in computing 
the shortest watchman path, the particular order in which the essential 
edges are intersected is also determined. We use dynamic programming 
to compute this order. The actual points where the edges are intersected 
by the computed path are given by Heron's principle of reflection. 

There are several open problems. The high complexity of the algo
rithm, for example, makes i t rather impractical for use in the kind of 
application which originally motivated our study, i.e. planning the motion 
of autonomously guided vehicles. In practice, an approximation algorithm 
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that provides a path with a competitive length at most some small con
stant longer than the optimal one might be sufficient. I t should be stressed 
that, despite the efforts spent on the study of the construction of shortest 
watchman routes and paths, no non-trivial lower bounds are known. 

We have considered the computation of the shortest watchman path 
for a single watchman. There are not many results known concerning co
operating watchmen [6,22-24]. I t would be interesting to generalize the 
route and path problems mentioned in the introduction to solve coordi
nation problems among several watchmen. One specific open problem is 
that of computing shortest watchman routes/paths for two watchmen in 
a simple polygon such that the sum of the lengths of the routes/paths 
computed is minimized. 

Finally, the most intriguing open problem is whether the problem of 
computing a shortest watchman path in a simple polygon can be solved 
in polynomial time or not. A shortest aquarium keeper path differs from 
a shortest watchman path in that, while the former is required to visit 
the edges of the simple polygon only, the latter must visit a set of chords 
in the polygon. In general simple polygons, but not rectilinear polygons 
(by Lemma 21), shortest watchman paths may cross essential segments, 
which is why the proof of Lemma 17 no longer holds. In fact, new end 
points might be inherited by more than one end point. However, we still 
conjecture that a polynomial-time solution based on the ideas in this paper 
exists. 
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Abstract. We present the first polynomial time algorithm that finds the shortest route in 

a simple polygon such that all points of the polygon are visible from the route. T h i s route 

is c a l l e d the shortest watchman route, and we do not assume any restrictions on the route 

or on the simple polygon. Our algorithm runs in worst case 0(n6) time, but it i s adaptive, 

making it run faster on polygons with a simple structure. 

1. Introduction 

It has been known for a long time [1], [11] that the so-called art gallery problem is NP-
hard. This is the problem of finding the smallest set of guards within a simple polygon 
such that each point of the polygon is visible from at least one guard. At the same time 
there are many examples of optimization problems and in particular shortest route prob
lems (for instance, the Traveling Salesperson Problem) that are NP-hard. The combined 
problem, to find the shortest closed curve (watchman route) inside a simple polygon such 
that each point of the polygon is visible to at least one point on the curve, seems to be at 
least as hard as the two above. Therefore, it was quite surprising when Chin and Ntafos 
claimed that it was possible to find the shortest watchman route that is forced to pass a 
given point on the boundary of the polygon in polynomial time [6]. Using variants of the 
original algorithm the running times were subsequently improved by Tan et al. [17], [18]. 
An error that in some special instances lead to exponential running times in all previously 
presented algorithms was discovered by Hammar and Nilsson [8] and a possible solution 
was suggested. However, their proposed solution only reduces the types of instances that 
have exponential behavior. Recently, Tan et al. [19] presented a correct algorithm based 
on the original techniques in conjunction with dynamic programming, thus removing 
the exponential behavior in all instances. This algorithm runs in worst case 0(n4) time. 
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In some practical applications, for instance, if we would like to patrol a building with a 
robot that has to enter the building through a door, this restriction is of minor importance. 
In other cases, as, for instance, in illumination problems, the restriction of forcing the 
route through a specific point can be devastating since the route can be arbitrarily longer 
than the shortest watchman route without any restrictions. Despite the importance of the 
problem and a number of attempts to solve it the problem has stayed open until now. 

In this paper we make some important observations to solve the general problem of 
finding the shortest watchman route in a simple polygon. We reduce the problem to a 
polynomial number of shortest watchman route problems with a fixed boundary point, 
and solve these using an existing algorithm. This, together with a sweep technique that 
we call "sliding," enables us to construct the shortest watchman route in worst case O (n6) 
time. In many polygons though, the algorithm will run faster. The presented algorithm 
is a modified and corrected version of a result presented at ISAAC '93 [2]. 

2. Definitions and Preliminary Results 

Let P be a simple polygon having n edges. We assume a representation of P as a list of 
the coordinates of the vertices as they are encountered during a counterclockwise scan 
of the boundary of P. This representation implies an orientation on the edges of P and, 
hence, we can say that the interior of the polygon is (locally) to the left of an edge. 

A point p in P is said to see a point q in P if the line segment between the two points 
is contained in P. We also say that the two points are visible to/from each other. A guard 

set for P is a set of points in P such that for each point p in P there is a point q in the 
guard set that sees p. 

A watchman route is a closed curve Win P such that Wis a guard set for P. If we 
specify a point d on the boundary of P and force the watchman route to pass through 
this point, we talk about a fixed watchman route with the point d being the door of the 
route. If no such point is specified, the route is called a floating watchman route. In the 
following, when we talk about a watchman route we mean a floating watchman route 
unless otherwise specified. 

Since our aim is to compute the shortest watchman route, we need to be able to 
measure length. Our measure of distance is the standard Euclidean distance function and 
the distance between two points p and q is denoted \\p,q\\. The length of a segment is 
the distance between the two end points of the segment. A chain is a curve consisting of 
consecutive segments that are not collinear. The length of a chain C, denoted length(C), 

is the sum of the lengths of the segments of C. 
The shortest watchman route, whether floating or fixed, consists of line segments such 

that no two consecutive segments are collinear, i.e., it is a closed chain. Similarly as for 
polygons, we represent a watchman route by a list of the vertices as they are encountered 
during a counterclockwise scan of the route. 

Consider the example polygon in Fig. 1. The shortest watchman route is a tour with 
(some) tuming points on (some of) the extensions of the polygon edges that are adjacent 
to reflex vertices. The reason for this is that the tour needs to see everything behind each 
polygon edge. Hence, the extensions of polygon edges are important to know and this 
leads us to the following definitions. 



Finding the Shortest Watchman Route in a Simple Polygon 59 

Fig. 1. An example polygon with its shortest watchman route. 

We define a cut to be a directed line segment in P with the following properties. The 
end points of a cut must coincide with the boundary of P and part of the cut's interior 
must lie in the interior of the polygon. Hence a polygon edge is not a cut. A cut separates 
P into two subpolygons. If a cut is represented by the segment [p, q] we say that the cut 
is directed from p to q and we call p the start point of the cut. We say that a point lies to 
the right/left of a cut if the point lies locally to the right/left in the subpolygon separated 
by the cut. 

Consider a reflex vertex of a polygon. The two edges connecting at the vertex can 
each be extended inside P until the extensions reach a boundary point. These extended 
segments are given the same direction as the edge they are collinear to. We call the cuts 
thus constructed extension cuts. Now, it is easy to see that all guard sets must have a 
point to the left of (or on) each extension cut, since otherwise the edge collinear to the 
cut will not be seen by the guard set; see Fig. 1. 

To illustrate the next concept, we assume that one point of a shortest watchman route 
is known to us. Let this point be denoted p. It turns out that not all extension cuts are 
interesting to maintain, but only the ones that have the point p, and thus, the main part 
of the watchman route, to the right, since those are the ones where visibility is blocked 
by the associated polygon edges; see Fig. 1. We therefore make the following further 
separation between types of extension cuts. 

Given a point p of a polygon, we say that an extension cut c is forward with respect to 

p if p lies to the left of the cut c. Otherwise c is backward with respect to p; see Fig. 2(a). 
An extension cut c dominates another extension cut c' if all points in P to the left of 

c are also to the left of c'; see Fig. 2(b). 
We say that an extension cut is an essential cut if it is not dominated by any other 

extension cut; see Fig. 2(b). We state the following lemma without proof. 

Lemma 2.1. A closed curve is a watchman route if and only if the curve has at least 

one point to the left of {or on) each essential cut. 

We can view the essential cuts as having a cyclic ordering specified by the start 
points of the cuts as they are encountered during a counterclockwise scan of the polygon 
boundary. In this way each cut has a predecessor and a successor. The set of essential 
cuts of the polygon P will henceforth be denoted C. 
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backward extension cut 
with respect to p 

The extension cuts c dominates c' 
c is essential 

(a) (b) 

Fig. 2. Illustrating the definitions of extension cut, domination, and essential cut. 

Consider an essential cut. The cut is intersected by at most k — 1 other essential 
cuts, k being the total number of essential cuts in C, and hence, each essential cut is 
subdivided into at most k segments spanning between the cut intersection points. We 
call these segments the fragments of a cut. As before we can define the dominance 
relation between a fragment / and a cut c. We say that / dominates c if / lies to the left 
of (or on) c. Hence, a fragment of a cut dominates its cut. 

We can now formulate the shortest watchman route problem as: "Compute the shortest 
closed curve that intersects all essential cuts." The rest of this presentation is devoted to 
showing how to obtain such a curve. 

3. Overview of the Fixed Case 

All suggested algorithms for the fixed shortest watchman route problem start by con
structing an initial watchman route through the door d, i.e., a closed curve that intersects 
all backward essential cuts with respect to d. This follows from Lemma 2.1 since d is, 
by definition, to the left of the forward essential cuts with respect to d, and, hence, these 
cuts do not have to be considered. 

The algorithms then progress by applying a sequence of adjustments to the initial 
route. In order to explain these adjustments, it is important to know what kind of inter
sections a watchman route can make with the backward essential cuts with respect to d. 
A watchman route makes a reflection contact with a cut c if the intersection of the route 
and c is one point and all other points of the route lie to the right of c; see Fig. 3(a). 
A reflection contact is perfect if the incoming angle equals the outgoing angle of the 
reflection. A watchman route makes a crossing contact with c, if each intersection is one 
point and the contact is not a reflection contact; see Fig. 3(b). Finally, the route makes a 
tangential contact with c if the intersection is a line segment and all other points of the 
route lie to the right of c; see Fig. 3(c). 

Consider the essential cuts where a watchman route makes reflection contact. We call 
these cuts the active cuts and the fragments that contain the intersection points are the 
active fragments. Two conditions are imposed on the set of active fragments in order to 
ensure the correctness of the algorithms and for ease of computation. 
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(a> (b) ( c ) 

Fig. 3. The three different types of possible contacts made by a shortest watchman route. 

Completeness. The set of active fragments dominate all essential cuts of P. 

Independence. An essential cut is dominated by exactly one active fragment. 

Now the following lemma can be shown. 

Lemma 3.1. The completeness condition must holdfor the active fragments of a short

est watchman route. 

Proof. If there is some essential cut not dominated by an active fragment, the edge of 
P corresponding to the essential cut is not seen by the watchman route. • 

Furthermore, the following two lemmas provide a way to construct the shortest fixed 
watchman route given an initial watchman route. 

Lemma 3.2 [6]. There is a shortest watchman route that visits the active cuts in the 

order that they appear as the boundary of the polygon is traversed. 

Lemma 3.3 [6]. A shortest watchman route either makes perfect reflections on the 

active cuts or it reflects at fragment end points of the active cuts. 

Both lemmas also hold for the shortest floating watchman route. Thus, a shortest route 
that visits all the essential cuts and obeys the properties of the two lemmas will be a 
shortest route overall. 

The problem thus becomes that of adjusting the initial route so that all the reflection 
contacts are perfect, or no more reflection contacts can be made perfect. 

Given a set of active cuts, how is the shortest fixed watchman route with reflection 
contacts at these cuts computed? The approach taken is by unfolding the polygon P, 
which is a process that produces a polygonal shape that we call an hourglass, such that 
the shortest path from d to its image in the hourglass corresponds to the shortest fixed 
watchman route through d that reflects on the active cuts. The process is carefully ex
plained by Chin and Ntafos [6]. The hourglass is constructed from P by cutting off the 
parts of P that lie to the left of the active cuts. To do this, we assume that the active 
cuts are given in the order as their start points are traversed in counterclockwise order 
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Fig. 4. Illustrating the unfolding procedure. 

along the boundary of P. Now we take each active cut in the ordering and remove the 
part of P to the left of the cut. This involves computing the intersection point with the 
previous active cut in the ordering and, if it exists, introduce a new vertex at this in
tersection point. The process takes constant time for each active cut and, hence, linear 
time in total. In this way we get a new polygon F with the active cuts on the boundary. 
The polygon P' is triangulated using Chazelle's algorithm [4] and unfolded using the 
active cuts as mirrors (see Fig. 4) in the following way: from the point d follow the 
boundary in clockwise fashion until the first active cut is reached. Construct a poly
gon from the triangles of the triangulation that are adjacent to the traversed part of the 
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boundary. Now follow the polygon boundary from the first active cut to the second ac
tive cut and construct a polygon consisting of the triangles adjacent to this section of the 
boundary. Attach this polygon to the previously constructed polygon using the active cut 
as a mirror. Continue the process as in Fig. 4 until the starting point d is reached. The 
constructed polygon is the hourglass of P. The shortest path in the hourglass from d to 
its image point is computed [7], [13]. Finally, the route is folded back to give the shortest 
fixed watchman route in P. The time complexity is linear, since P' can be triangulated in 
linear time and the shortest path can be computed in linear time in a triangulated polygon 
[7]. [13]. 

Recently, it has been shown how to compute the shortest fixed watchman route in 
0(n\C\F) time and 0(n\C\) storage, where |C] is the number of essential cuts and F is 
the number of fragments, using an incremental algorithm in conjunction with dynamic 
programming. 

Since we will use this result, we claim it as a theorem. 

Theorem 1 [19]. There is an algorithm that, given a boundary point d in a simple 

polygon of n edges, the backward essential cuts with respect to d, and their subdivision 

into fragments, computes the shortest fixed watchman route through d in O (n\C\F) time 

and 0(n\C\) storage, where \C\ is the number of essential cuts and F is the number of 

fragments. 

In Section 4.2 we show that the time to compute the set of essential cuts is 0(n log«), 
and that the fragments can be computed in time 0(n logn + F). This, together with 
Theorem 1, implies that the shortest fixed watchman route through a given boundary 
point can be computed in 0(nA) time, since F = 0(n2). 

We denote the time and storage complexities to compute a shortest fixed watchman 
route by T(n, \C\, F) andS(n, \C\, F) repectively. Hence, by Theorem 1, T(n, \C\, F) = 
0(n\C\F) and S(n, \C\, F) = 0(n\C\). 

The adjusting technique that we have described in this section is used extensively in 
the following, where we show how to eliminate the door restriction. 

4. The Algorithm 

4.1. Presentation 

We present a polynomial time algorithm to compute a shortest floating watchman route 
in a simple polygon. The idea of the algorithm is to precompute the shortest fixed 
watchman routes making reflections at the fragment end points. Thus, we are left with 
only a restricted case to handle, the case when the shortest watchman routes makes 
only perfect reflections in the interior of fragments. To solve the problem in this case, 
we apply a process we call sliding that makes a discrete simulation of the continuous 
motion performed by a reflection point of a watchman route as the reflection point moves 
between the two end points of an active fragment. 

To simplify our presentation, we assume that the input polygon is not star-shaped. 
In a star-shaped polygon, the problem of computing the shortest watchman route has a 
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linear time solution—compute the kernel of the polygon [12], and select any point of 
the kernel as the resulting route. 

The pseudocode of the algorithm that computes a shortest floating watchman route 
is presented above. The rest of this presentation is devoted to proving the correctness of 
the algorithm, and analyzing its complexity. In Step 1 of the pseudocode, we compute 
the set C of essential cuts. This part of the algorithm is described in Section 4.2. The 
description of how to perform Step 2.1 is presented in Section 4.3, and we show how to 
do the sliding process of Step 3.1 in Section 4.4. In Section 4.5 we prove the correctness 
and analyze the running time of the algorithm. 

Algorithm Shortest-Floating- Watchman-Route 

Input: A simple polygon P of n edges 
Output: A shortest floating watchman route W 

1 Compute the set C of essential cuts and the subdivision into 
fragments 

2 for each fragment end point d do 
2.1 Compute the shortest watchman route Wd forced to 

reflect on d 
endfor 

3 for each fragment / and each end point d of / do 
3.1 Apply a sliding process on / from d to the other end point, 

and compute the shortest watchman routes forced to reflect 
on an interior point of / 

endfor 
4 Return the shortest of the computed watchman routes 
End Shortest-Floating- Watchman-Route 

4.2. Computing the Essential Cuts 

To compute the set C of essential cuts, we begin by computing all the extension cuts of the 
polygon. To do this, we use a ray shooting data structure as presented by Guibas et al. [7] 
or Hershberger and Suri [10]. The ray shooting operations can be performed in O (log n) 
time each, with the initial preprocessing step taking linear time. At every reflex ver
tex of the polygon, we perform two ray shooting operations, one in the direction of 
each of the two adjacent edges toward the interior of the polygon. In this way we 
specify the two extension cuts associated to every reflex vertex. The total time used 
is 0(n logn). 

Next we determine one essential cut. Let £ denote the set of extension cuts. Between 
two cuts it is easy to check in constant time whether one cut dominates another, if 
we maintain information on where the cut end points lie on the boundary of P. Since 
the dominance property is transitive, we can, in linear time, find one essential cut by 
performing pairwise comparisons, always keeping the cut that is not dominated. Let c\ 
be the essential cut we get through this process. 
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Now we sort the set £ so that the extension cuts appear in the same order as their start 
points occur in a counterclockwise traversal of the boundary, beginning at the start point 
of C\. 

To compute the essential cuts, we traverse the ordered set £ and perform the following 
steps: 

Lemma 4.1. The set C contains the essential cuts once the loop has terminated. 

Proof. To see that all the essential cuts are in C, when the loop terminates, note that an 
extension cut c is inserted in C unless we can determine some essential cut that dominates 
c. Hence, it only remains to prove that the set C contains only the essential cuts. 

First, note that if a cut cj e £ dominates a cut c, e £, according to the index ordering 
of £ determined previously, then j < i. If this is not the case, there are points to the left 
of Cj that are not to the left of c, , e.g., the boundary points between the start points of c, 
and Cj. 

Now, assume that there is a nonessential cut c, in C, where i is the index of the sorted 
order in £. The cut c, is dominated by some essential cut cj e C C £, with j < i. 
Consider the subsequence cj,..., c,- of cuts in £. When the dominance test is applied to 
the cut c,-, the variable current = q , with j < k < i — 1. We claim that, in this case, 
the cut Ci is also dominated by c&. To see this, observe that, since c, is dominated by Cj, 
the cut Ck must intersect cj, otherwise c* is dominated by cs. However, this means that 
Ck dominates c,, and, in turn, it means that when the loop considers c,, the cut c, will not 
be included in C; see Fig. 5. • 

We conclude that the total time consumption for the computation of the essential cuts 
is 0(n log«). In addition, our shortest watchman route algorithm also requires the sub
division of the essential cuts into fragments, i.e., the line segments between consecutive 
intersection points of pairs of essential cuts. These can be computed, and ordered along 
each essential cut, in time 0(n log« + F), where F denotes the number of fragments, 
using an intricate plane sweep algorithm developed by Chazelle and Edelsbrunner [5]. 

Let current := c\ and set C := {ci} 

for; := 2 to \£\ do 
if current does not dominate c, then 

C:=CU{a) 

current:— c;-
endif 

endfor 

Fig. 5. Dominated cuts are removed from the set C. 
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4.3. Shortest Watchman Routes for the Fragment End Points 

Consider a shortest watchman route in the polygon P. The route will make at least one 
reflection contact with some essential cut c, since we assume that P is not starshaped. 
Furthermore, the reflection contact can be one of two types. The first case is that the 
route reflects at a fragment end point of c, i.e., the intersection point of c with some other 
essential cut, or an end point of the cut c. The second case arises when the route reflects 
in the interior of a fragment, in which case the reflection will be perfect by Lemma 3.3. 

In this section we determine how to compute the shortest watchman routes forced to 
have reflection contacts at the fragment end points. The case when the shortest watchman 
route only has perfect reflections in the interior of active fragments will be taken care of 
in the next section. 

Let C = {a, • • •, Ck) be the essential cuts ordered on their start point cyclically 
around the boundary of P. We assume that d, the fragment end point through which we 
are computing the shortest watchman route, is the intersection between c,- and c;-, with 
I <i < j < k. 

Let Cd be the backward essential cuts with respect to d, i.e., the cuts of C having d to 
the right according to their associated direction. The set Cd can be established in O (\C\) 
time by testing each cut in C against the point d. Let 1PC denote the part of P lying to the 
left, or on, the cut c. 

Since we assume that a reflection is made at d, at least one of c/ and Cj must be active. 
Consider the case when c, is active. In this case the shortest watchman route through d 
cannot make reflection contact with the parts of other cuts in Cd that lie to the left of c,, 
since this would imply that the shortest watchman route crosses c,. Hence, we only need 
to concern ourselves with the part of P lying to the right of c;. Similar arguments can be 
applied if cy is active or both cy and cy are active. 

We construct three new polygons P̂  = P\lPc,,Pj = P\1PC., and Pj J = P\(1PC.U1PC.), 
and three sets of backward essential cuts in V'd, Pj, and Pj' ;, denoted C'd,Cd, and C'd, 
respectively. We have 

Cd = {cnPj |ceC r f \{c/}}, 

CJ

d = {cDPj \ ceCd\{Ci}}, and 

Cd

J = { c n ^ \c€Cd\{ci,cj}}; 

see Fig. 6. 
Constructing the polygons P ,̂ ¥ d , and P'd

,j takes 0(n) time and constructing the sets 
C'd, C

J

d, and C'd takes 0(\C\) time using straightforward techniques. The point d lies on 
the boundary of each of the three polygons, and the sets C'd, Cd, and Cd

J can be viewed 
as the sets of backward essential cuts with respect to d in the polygons. Thus, we can 
use Theorem 1 of Section 3 and compute the shortest fixed watchman route through 
d, inside each of Vd, Pj, and P^';. The only problem here is that some c in Cd may be 
such that c fl P^; = 0, in which case the shortest fixed watchman route in P '̂; does 
not correspond to a watchman route in P, since c is not visited. However, this can be 
detected when the set C'd is constructed and, hence, we do not have to compute the route 
inP;y-
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Fig. 6. Illustrating the polygons I * , P j , and , and the sets C'd, C
J

d, and C'jJ. 

Selecting the shortest of the valid routes gives us the shortest watchman route reflect
ing at d in 0(T(n, \C\, F)) time. Repeating for each fragment end point, we have the 
following lemma. 

Lemma 4.2. The set of shortest fixed watchman routes, each forced to reflect at an end 

point of a fragment, can be computed in O (F • T(n, \C\, F)) time, where F is the number 

of fragments of the essential cuts. 

4.4. The Sliding Process 

The sliding process we apply in Step 3.1 of the pseudocode is the main step of our algo
rithm. The technique we use is similar to the one used by Melissaratos and Souvaine [14]. 
However, since our problem is more complicated we present the technique in detail. This 
section is divided into three parts. In the first part we introduce some notation and show 
some initial results on the key points at which structural changes occur in the sliding 
process. In the second part we discuss the necessary adjustments that have to be made 
as the sliding reaches a key point and we describe how to compute the key points in the 
third part. 

The Event Points 

We begin by reviewing some of the notation introduced in Section 3. Let / be the 
fragment of some essential cut on which we perform the sliding process, i.e., a fragment 
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adjacent to c?. We denote by Wp, the shortest watchman route passing through the pointp 
of / . The route Wp corresponds to a shortest path Sp in some hourglass that we denote by 
Hrf. An hourglass is a two-manifold with the same properties as a triangulated polygon, 
and is obtained by the unfolding procedure described in Section 3. Denote the unfolded 
image of / in by / and correspondingly the image of a point p on / by p on / . 
Hence, Sp is the shortest path from p to p in H^. An hourglass is completely specified 
by the set of active cuts, and, hence, there is a direct correspondence between and 
the current set of active cuts. Note also that there is a direct correspondence between Wp 

in P and Sp in Hd, and, therefore, we refer to Wp and Sp interchangeably. Initially, we 
have the route Wd passing through an end point d of / and it corresponds to the shortest 
path Sd in H^. 

Let p = d, and suppose we move the point p slightly toward the other end point d' of 
/ . We are interested in the structural changes that occur to Wp as the sliding proceeds in 
Hrf. At certain key points, called the event points, we have to update the route because 
its structure changes. Since the sliding point p is not fixed, we have to be able to look 
ahead along / to compute the next event point. Therefore, we have to ensure that the 
fragment / is part of the boundary of H^, but this follows, since we assume that the 
route Wp reflects on / , and, hence, that / is active and part of the boundary of H,;. 

The next lemma describes the structure of the watchman routes that we compute. 

Lemma 4.3. The shortest path Sp in Hd makes turns at vertices that correspond to 

active fragment end points in P or to vertices of P. 

Proof. Follows directly from Lemma 3.3, since perfect reflections of Wp in P translate 
to straight line segments of Sp in H^. • 

We define the event points formally. 

Definition 4.1. An event point is a point p on / such that one of the following properties 
holds: 

1. The interior of either the first or last segment of Sp intersects a vertex of H^. 
2. The first and the last segments of Sp have the same angle to / . This corresponds 

to perfect reflection in the interior of / . 

Refer to Fig. 7 for an illustration of the different types of event points. We refer to the 
event point types by their corresponding number as above. 

The shortest watchman route either reflects on a fragment end point or at an event 
point in the interior of an active fragment. This is shown in the next lemma. 

Lemma 4.4. Between two consecutive event points on a fragment f , the path Sp makes 

turns at the same vertices of Hd, and the length of Sp either increases or decreases 

monotonically. 

Proof. Let q and r be two consecutive event points on / . We first prove that, for every 
point p between q and r, the shortest path Sp makes turns at the same points. Assume 
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intersecting 
vertex 

<5> 
P 

d end point 
active fragment 

Type 1 Type 1 Type 2 

Fig. 7. The event points of the sliding process. 

the contrary, that the turning points are not the same. Let p and p' be two points lying 
between q and r such that p is reached before p' as the sliding proceeds from q tor. Since 
subpaths of shortest paths are also shortest paths, the two paths Sp and Sp- either do not 
intersect or they have one common subpath, the common subpath possibly degenerating 
to a single point of intersection. Now, if the two paths have a different turning point, 
then, evidently, this point cannot lie on the common subpath. Hence, it lies either before 
or after the common subpath. These cases are symmetric, so we assume that a different 
turning point lies before the common subpath. 

To simplify the argument, we assume that p and p' have been selected close enough 
so that Sp and Sp> only have one different turning point. 

If Sp makes a tum at some point v, but Sp> does not, then extend the second link of 
Sp until it hits / at the point p"; see Fig. 8(a). The path Sp> cannot intersect the segment 
[p", v], because that would imply that v lies after the common subpath. This in turn 
means that p" lies between p and p', but this is a contradiction, since, by Definition 4.1, 
p" is a Type 1 event point. 

If SP' makes a turn at some point v, but Sp does not, then extend the second link of 
Sp> until it hits / at the point p"; see Fig. 8(b). The path Sp cannot intersect the segment 
Ip", v], by the argument stated above. Again, p" must lie betweenp andp', and this leads 
to a contradiction, since p" is a Type 1 event point. 

Thus, we have proved that Sp and Sp- differ only by their first and last segments, and 
since p and p' were chosen arbitrarily between q and r, this also holds for Sq and Sr. 

f 

Fig. 8. Illustrating Lemma 4.4. 
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To prove that the length of Sp changes monotonically as p slides from q to r, we 
define the function 

£g(p) = length(Sp) - length(Sq), 

where we view Cq(p) as a one parameter function, with p between q and r on / . If 
we denote the shortest path between any two points u and u' in by SP(w, «')» we 
have that length(Sq) = \\q, v\\ + length(SP(v, v')) + \\v', q\\ and length(Sp) = \\p, v\\ + 

length(SP(v, v')) + \\v', p\\, where SP(v, v') is the common subpath of Sq and Sp, and 
the two points q and p are the images of q and p on the image / of / in Hd ; see Fig. 9. 
Hence, 

£q(p) = lb, v]\ + \\v', p\\ - \\q, v\\ - Hi;', q]\. 

If we define the two angle functions a(p) and ß(p) as the angle between [p, v] and / , 
and the angle between [p, v'] and / ' , it is easy to show that 

\\q,v\\sma(q) \\v',q\\sinß(q) 
Cq(p) = : — + —-- \\q, v\\ - \\v',q\\. 

sma(p) smßip) 

We differentiate with respect to a(p) and set to zero to obtain the local optimum, yielding 

a(p) = n - ß(p). 

Since the sum of a(p) and ß(p) is J T , the local optimum occurs when the segments [p, v] 
and [v', p] in Rd correspond to segments in P making a perfect reflection on / . However, 
these points are defined as the Type 2 event points, and, hence, the function Cq(p) is 
monotone between two consecutive event points. • 

We can actually make the following stronger statement 

Corollary 4.5. Between any pair of consecutive Type 1 event points there is at most 

one event point of Type 2. 

Proof. A careful examination of the function Cq (p) defined for p in the interval between 
two consecutive Type 1 event points shows that it can have at most one local optimum, 
thus proving the result. • 
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Fig. 10. The fragments adjacent to d are f £ , f?~, fc., and f C j . 

Adjusting the Route 

Now, the question is what type of changes are to be made when p reaches an event point 
on / . 

Consider the intersection point d between two essential cuts c, and cy. The point d is 
either the end point of four fragments of c, and cy or the end point of one fragment c, lying 
on the boundary of P. In the previous section we showed how to compute the shortest 
watchman route reflecting at each fragment end point, so we assume that this route and 
the corresponding hourglass Ha together with the current set of active fragments are 
given. 

We perform the sliding process at most four times starting at d, once for each active 
fragment adjacent to d, and in the direction of the opposite fragment end point. We 
denote the four fragments of c, and cy by /+, /+ , f~, and f~; see Fig. 10. From the 
previous section we know that there are three different cases to handle: if both c, and cy 
are active, then we slide once along each fragment /+ , /+, and f~; see Fig. 11(a). 
If only c, is active, then we slide along f+ and f~; see Fig. 11(b). The third case occurs 
when only cy is active, and we slide along / c

+ and f~. 

(b) 

Fig. 11. The different cases of sliding depending on the initial route Wj. 
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As the sliding of a point p proceeds along one of the fragments / we encounter event 
points in sequence. Each event point requires some update of the path Sp. For the Type 1 
event points, there are two possible updates. Either the first or the last segment of Sp is 
leaving a vertex or fragment end point v at the event point, in which case the two edges 
of Sp adjacent to v are collinear and can be merged into one first or last segment of Sp. 
The other case occurs when the path reaches a vertex or fragment end point v at the event 
point. In this case the edge [p, u] of Sp intersecting v is split into one first or last edge 
[p, v] and one second or penultimate edge [v, u] of Sp. 

The Type 2 event points do not induce any change in the path, and, hence, no updates 
are necessary. These points give local optima of the route length and are therefore 
interesting to maintain. 

Computing the Event Points 

To be able to perform the adjustments correctly, we need to compute the set of event 
points on a fragment / efficiently. This is done by first computing an ordered list of the 
Type 1 event points and then as the sliding process moves through the points in the list 
compute a potential Type 2 event point. The actual next event point is always the one 
closest to the sliding point p. As soon as one of the event point is reached by p, the proper 
changes and updates are performed and we compute a new potential next event point of 
Type 2. 

Type 1 Event Points. Before the sliding on / starts, we do some preprocessing to obtain 
the list of Type 1 event points. Let d be the end point of / where the sliding process 
starts. Let d be the image of d on / in Hd. Furthermore, let d' be the other end point of 
/ and let d' be the image of d' on / . We compute the shortest path trees rooted at d, d', 
d, and d' in Hd [7]. Denote these by SVTd, SVTd>, SVTh and SVT-f, respectively. 

In each of the trees we compute the nearest common ancestor [9] with respect to the 
opposite fragment end points in Hd. For SVTd and SVTd> these are the image points d 

and d', whereas for SVTd and SVTd, they are the fragment end points d and d'. Consider 
for example the shortest path tree SVTd. Here we compute the nearest common ancestor 
v to d and d'\ see Fig. 12(a). Thus, we have a path in the tree from d to v and a path from 
d' to v. Extend each link of these two paths and compute the intersection points with 
/ ; see Fig. 12(b). These intersection points are given in order along / and are inserted 
in a list. We perform the same construction with respect to the other shortest path trees, 
except that for SVTd and SVTd>, we get intersection points on / . These have image 
points on / that can be easily computed and inserted in corresponding lists. Now we 
have four ordered lists of points on / that can be merged together into one ordered list 
L\ of points. Note that the points d and d' belong to C\. 

We assume from now on that for each pointp in L\ we have the following information 
stored in association to p, imageip) is the image point p on / , a flag flagip) that tells 
which shortest path tree generated the pointp, the two points u ip) and u'ip) corresponding 
to the end points of the shortest path tree edge that generated p if flagip) is SVTd or 
SVTd,, or p if flagip) is SVTd or SVTd>, the ordering is such that u(p) is the middle 
point of the three; see Fig. 12(b). Furthermore, we assume that nextip) and previp) give 
the next and previous point in L\ according to the order from dtod'. In addition, we have 



a status field associated to every vertex of Hd- For a vertex v in Hd, the field status(v) 

can either have the value T or U depending on whether v is touched or untouched by 
the current shortest path Sp. 

In most cases the list C\ will contain the complete set of Type 1 event points, however, 
in a few cases we might have missed some of them. Our next objective is therefore 
twofold: find a compact representation of the route Sp, for each point p in C\, and 
identify when we have missed Type 1 event points and compute these. 

The compact representation of the routes consists of the complete shortest path Sd and 
Sd' and, for every other point p in C\, the second and penultimate points of Sp, denoted 

first(p) and last{p), so that [p,first(p)] and [lastip), p] are the first and last links of Sp. 

We also maintain the length of Sp, lengthip) = length{Sp). 

Consider the case when Sd and Sd- in H<f have a nondegenerate subpath in common, 
by which we mean a common subpath that starts and ends at vertices of H^. In this case 
this subpath is going to be a part of each path Sp, for every point p on / . Let v and v' 
denote the end points of this subpath, with v lying before v' as Sp is traversed from p 
on / to the image point p on / . This means that an event point is an intersection point 
between an extension of an edge of the shortest path from v to d or from v to d' with the 
segment / , or the image on / of an intersection point between an extension of an edge 
of the shortest path from v' to d or from v' to d' with the segment / . However, these 
points are all included in the list L\ as can be seen from the construction of C\, since v 
and v' will be the nearest common ancestors of d and d' in SVTj anc* S^T^, and d and 
d' in SVTd and SVTd' respectively. 

The compact representation of Sp can now be easily computed for the points in C\ in 
sequence from d to d', if we assume that all the vertices of have their status fields 
set to U except for the vertices along Sd which have their status fields set to T : if flagip) 

equals SVTj or SVT#, then if status{uip)) = T, we have that Sp is leaving the vertex 
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u{p) md set firstip) '•= u'ip), lastip) := lastiprevip)), status{u{p)) := U, and 

lengthip) := length{previp))-\\u{p),u'{p)\\-\\prev{p),firstiprev{p))\\ 

- \\imageiprevip)), lastiprevip)) || + \\p, firstip)\\ + \\imageip), lastip) II • 

On the other hand, if status{u{p)) = U, we have that Sp is hitting the vertex u(p) and 
therefore we setfirstip) := u{p), lastip) '•= lastiprevip)), status{u{p)) := T, and 

lengthip) := lengthiprevip)) - \\previp),firstiprevip))\\ 

- \\imageiprevip)), last{prev{p))\\ + \\p,firstip)\\ + \\u(p), u'{p)\\ 

+ \\imageip), lastip)||. 

The case when flagip) equals SVTd or SVTd< is handled in the same way with respect 
to the image of p. The following lemma shows that we have considered all cases. 

Lemma 4.6. IfSd and Sd' have a nondegenerate subpath in common, then the list C\ 

contains all the Type 1 event points. 

Proof. Let r be a Type 1 event point. By definition, the path Sr has either a first or last 
link that intersects a vertex of Hd- Assume first that it holds for the first link and let the 
vertex be u. The common subpath of Sd and Sa must also be a subpath of Sr, and, hence, 
the end vertex v closest to r of this subpath also belongs to Sr. Since v is the nearest 
common ancestor of d and d' in both SVT-d and SVT-d,, the two trees also contain the 
path from v to u. Hence, r is the intersection between / and the extension of the last 
shortest path tree edge on the path from v to u. Since C\ contains all these intersection 
points, the point r belongs to C\. 

If it is the last link of Sr that intersects a vertex of H^, then we argue in a similar 
manner to show that the image point r of r on / is the intersection point of / and an 
extension of a shortest path edge in SVTd and SVTd', thus r belongs to C\. • 

When Sd and Sd' do not have a nondegenerate subpath in common, there may exist 
points p on / such that Sp are straight line segments in Hd, and, hence, the paths Sp do 
not touch any of the vertices of H</. 

We can check for this possibility by comparing the nearest common ancestor of d and 
d' in SVTd and the nearest common ancestor of d and d' in SVTd,. If they are equal, 
then Sd and Sd' have a common nondegenerate subpath and, by Lemma 4.6, the list L\ 
contains all the Type 1 event points. 

If Sd and Sd' do not have a common subpath, then we have to differentiate between 
two subcases. 

(i) Even number of active fragments. If Wd in P corresponding to Sd in Hd has an even 
number of reflection points on active fragments, i.e., there is an even number of active 
fragments, the two points p and p will slide in the same general direction; see Fig. 13. In 
this case we traverse the current list C\ while maintaining the compact representation of 
the shortest path Sp for each event point p in C\ in the same way as was shown previously. 
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Furthermore, we maintain a counter turnsip) on the number of turns that Sp makes. The 
counter turnsip) is either increased by one or decreased by one depending on whether 
Sp hits a vertex or leaves a vertex at p. 

In this case we may run into the following problems: consider a point p in C\ with 
flagip) equaling SVTd or SVTd,. It may be that neither uip) nor u'ip) is equal to 
firstiprevip)) or that uip) does equal firstiprevip)) but the segment [p, u'ip)] is not part 
of Sp; see Fig. 13 (a) for an example. The problem here is that Sp consists of links generated 
by say SVTj whereas the point p is an intersection point generated by the extension of 
a link from SVTj,, that is the other shortest path tree. This has to be recognized and 
handled by our algorithm, and it is solved in the following way. 

Assume that flagip) equals SVTd or SVTd,, then if status{u'{p)) = T, we can 
establish the compact representation of Sp as previously shown. On the other hand, if 
status{u'ip)) = U, then Sp does not pass through the vertex u'ip), and, hence, the point 
p cannot be a proper event point. In this case we compute the compact representation for 
Sp by settingjzrsrO) :=f irst iprevip)) , lastip) := lastiprevip)), and compute the length 
of Sp accordingly. If flagip) equals SVTd or SVTd>, we have the same situation with 
respect to the image p and we can handle this case in a similar way. 

When Sp makes only one turn, i.e., turnsip) = 1, for somep in A , then the two links 
of the path may merge into one and our aim is to find the point on / where this happens. 
It is a point p + s, for some value of e, where the path is a straight line segment. Let 
v = u ip) denote the turning point in the path Sp and let a be the angle pvp. Similarly we 
denote the image of p + s on / by p + s. Thus, we can express the angle ip + e)v{p + s) 
as a one parameter function ajs) of s; see Fig. 13(b). Furthermore, we have that the 
scalar product of the two vectors vip + s) and v{p + s) equals 

vip + s) x v{p +s) = cosa(£)||v,p + s\\ • ||K, p + s\\ 

and we are interested in the value of £ when a{e) = n. To get this value we simply solve 
the equation 

vip + s) x v{p + s) + \\v,p + e\\-\\v,p + e\\=0. 
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Set p' := p + s and check if p' lies between p and q on / , where <? is the point in 
A after p as A is traversed from d to <f such that fiag(q) = SVTd\ see Fig. 13(c). 
If p' lies between p and q on f , then /?' is inserted as a Type 1 event point in its 
proper place between p and q in A> the possible points in A between p and p' are 
updated with the compact representation of their corresponding paths (each of them 
pass through the single vertex v), first(p') := p' and length(p') := \\p',p'\\. Oth
erwise p' is discarded since the line segment [p', p'] crosses the exterior of H<*; see 
Fig. 13(d). 

If p' does not lie between p and q, then there is some point p" between p' and q on 
/ where Sp» hits some vertex and goes from being a straight line segment to having an 
increasing number of turns. To get p" we simply start with the path Sp = Sd>, traverse 
C\ backward from d' to d, maintain a counter on the number of turns that Sp makes, and 
perform similar operations as previously shown. 

(ii) Odd number of active fragments. If there is an odd number of active fragments that 
Wd corresponding to Sd in Hd reflect on, then the points p and p will slide in opposite 
directions. This means that Sd and Sd> will always intersect in Hd, i.e., they have a 
common subpath. However, the subpath may be degenerate in the sense that it is an 
intersection point in the interior of Hd that does not correspond to a vertex of Hd; see 
Fig. 14(a). In this case we scan for missing Type 1 event points and construct the compact 
representations of the shortest paths in essentially the same way as when we have an 
even number of active fragments. 

We traverse the list A from d to d' maintaining a compact representation of the 
shortest path Sp, for each event point p in £j , and a counter on the number of turns that 
Sp makes as A is traversed. The compact representation of the paths is computed as 
before. 

Fig. 14. Illustrating the computation of the compact representation of the shortest paths with an odd number 

of active fragments. 
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When Sp makes exactly one turn, for some p in A . then we might, once again, 
have the case that for one point p + j the path Sp+£ becomes a straight line segment 
from p + s to its image point on / . Such a point can be computed by solving the 
equation 

v(p +7) x v(p - e) + \\v,p + s\\ • \\v, p - s\\ = 0 , 

for s, where v is the single turning point of Sp and p — s should be considered as the 
image point of p + s since sliding on the two fragments / and / is done in opposite 
directions. 

Set p' := p + £ and check if p' lies between p and q on / , where q is the point in A 
after p as A is traversed from diod'; see Fig. 14(b). If p' lies between p and q on / , then 
p' is inserted as a Type 1 event point between p and c/ in A , otherwise p' is discarded 
and the sliding process is continued. 

If p' does not lie between p and q, then there is some point p" between p' and q on 
/ where Sp» hits some vertex and goes from being a straight line segment to having an 
increasing number of turns. To get p" we simply start with the path Sp = Sd>, traverse 
A backward from d' tod, maintain a counter on the number of turns that Sp makes, and 
perform the same operations as previously shown. We have the following lemma. 

Lemma 4.7. IfSd and Sd' do not have a nondegenerate subpath in common, then the 

list A including the end points of the interval on f where Sp is a straight line segment 

contains all the Type 1 event points. 

Proof. Let r be a Type 1 event point. If r is an intersection between / and the extension 
of some shortest path tree edge of SVT-d or SVTd,, or the image of an intersection 
between / and the extension of some shortest path tree edge of SVTd or SVT&, then r 

belongs to A by the proof of Lemma 4.6. Our objective is now to show that if this is not 
the case, then r is one of the end points of the interval on / where Sp is a straight line 
segment. By definition, the path Sr has either a first or last link that intersects a vertex 
of Hd. Assume first that this holds for the first link and let the vertex be u. Since r is 
not an intersection point between / and the extension of some shortest path tree edge of 
SVTj or SVT-f, this means that Sr cannot pass through any other vertex of Hd except 
u and therefore Sr must be a straight line segment, proving our claim. 

If it is the last link of Sr that intersects a vertex of Hd, then the situation is exactly the 
same as before, whereby the result follows. • 

Type 2 Event Points. The list A of Type 2 event points is computed in the following 
way. The hourglass Hd is a triangulated two-manifold embedded in the plane. Hence, 
Hd can be copied with / as the image by taking each triangle in Hd on the way from 
f to f and placing it before / ; see Fig. 15. This process gives us a new two-manifold 
Hd consisting of two versions of Hd, the original one and a new one denoted H'd. Each 
vertex v of Hd corresponds to an image vertex in H'd denoted below(v). 

Now we run through the list A from d to d' and for each point p in A we com
pute the intersection between the segment [first(p), below(lastip))] and / to get a point 
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Fig. 15. Illustrating the computation of the Type 2 event points. 

r. If r lies between p and next(p), then r is inserted in C2 and the length of Sr is 
computed by 

lengthtr) := lengthip) - \\p,first(p) \\ -\\imageip), lastip) II + \\first{p), below (lastip)) ||, 

otherwise, the point r is discarded. 

Lemma 4.8. The list C2 contains all the Type 2 event points. 

Proof. By definition, the Type 2 event points are the points r on f where the first and 
last links have the same angle to / and / . By Corollary 4.5 there can be at most one 
event point of Type 2 between any pair of consecutive Type 1 event points. Since the 
described process checks for intersection points on / having the same angles for all pairs 
of consecutive Type 1 event points, the claim follows. • 

Finally, we run through the two lists L\ and C2 and establish the point p for which 
length(p) is smallest, compute the path Sp, and return it as the result of the sliding 
process. 

Complexity of the Sliding Process. Next, we prove that the sliding process on a fragment 
/ can be performed in linear time. 

Lemma 4.9. The number of event points on a fragment f is O (n) and they can be 

computed in linear time. 
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Proof. We count the number of event points for each type separately. 

1. The number of Type 1 event points is 0{n), since the number of points where 
Sp intersects vertices of Hd is at most linear. That they can be computed in linear 
time follows from the discussion above, since the set C\ can be computed from 
the shortest path trees in linear time and each of the four shortest path trees can be 
constructed in linear time. Updating the firstip) and lastip) fields takes constant 
time per event point. 

2. The number of Type 2 event points is at most as large as the number of Type 1 
event points. This is because between two consecutive event points of Type 1, there 
can be at most one Type 2 event point by Corollary 4.5, i.e., there is at most one 
local optimum in that interval. Thus, the Type 2 event points contribute at most 
a factor 2 to the total number of event points. Computing the set £ 2 of Type 2 
event points is done by first computing the two-manifold Hd, which can be done 
in linear time, and then testing for Type 2 event points in each interval between 
consecutive Type 1 event points, which takes constant time per interval. 

Thus, the sum over all the event point types and the computation time is as stated, which 
concludes the proof. • 

4.5. Correctness and Analysis 

During the sliding process on a fragment / , we maintain the shortest path Sp in H^, and 
Sp corresponds to the shortest watchman route Wp in P reflecting on the same active cuts 
as Wd. 

To prove the correctness of our algorithm we use the following lemma. 

Lemma 4.10. There is a fragment end point d such that the shortest watchman route 

W reflects on the same active cuts as Wd. 

Proof. The proof divides into two cases. The first case arises when W intersects a 
fragment end point, in which case the lemma obviously holds. 

The second case occurs when W does not intersect any fragment end point. This 
means, by Lemma 3.3, that W makes perfect reflections at all its active cuts. Let p be 
one of the reflection points of Wand let / be the active fragment containing p. Let Hp 

be the hourglass obtained by unfolding the polygon with respect to the active cuts of W 
and let Sp be the shortest path in Hp corresponding to W. Now, imagine that the point p 
moves in one direction along / and that the shortest path changes accordingly until the 
path touches a fragment end point. Let p' be the point on / where this occurs, i.e., Sp-
intersects some fragment end point but for any point q in the interval between p and p' 
the path Sq does not intersect any fragment end point. Let d be the fragment end point 
intersected by Sp-. Our objective is to prove that Wand Wd, the shortest watchman route 
through d, have the same set of active cuts. 

Let H+ be the two-manifold obtained by placing a second copy of Hp, denoted 
H'p, below Hp and, for each boundary point q in H p , let below{q) denote the image 
of q in H'p; see Fig. 16. Let SP(d, below{d)) be the shortest path from d to below{d) 
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Fig. 16. Illustrating the proof of Lemma 4.10. 

in H+. Let SP(p, belowip)) be the shortest path from p to below(p), i.e., Sp in H p 

together with its copy in H'. Since SP{p, belowip)) does not have a turning point at p 

on / , the path SP(d, below{d)) must cross / at a point between p and p' on / , and, 

hence, SP{d, below(d)) does not intersect any fragment end point in HjJ", i.e., the path 

SP{d, below(d)) corresponds to some watchman route that passes through d and makes 

perfect reflections on all its active cuts; see Fig. 16 for an illustration. Denote this route 

by % . 

Now, Chin and Ntafos [6] prove that if a fixed watchman route is nonadjustable, 

i.e., the route cannot be locally shortened, then the route is the shortest fixed watchman 

route. Since W'd is nonadjustable it therefore follows that W'd = Wd, and, hence, Wand 

Wd reflect on the same active cuts. • 

To get the shortest watchman route we perform sliding along all fragments allowing 

reflection contact, and maintain the shortest route obtained at the event points. It follows 

from Lemma 4.4 that the shortest route will pass through one of the event points since the 

length of a route is either monotonically increasing or decreasing as the sliding process 

proceeds between event points. 

We prove the following theorem. 

Theorem 2. The Shortest-Floating-Watchman-Route algorithm computes a shortest 

floating watchman route in a simple polygon P ofn edges in 0(F(n + T(n, \C\, F)) + 

n\o°n) time using 0{S{n, \C\, F) + Fn) storage, where T(n, \C\, F) is the time and 

S(n, \C\, F) is the storage used to compute the shortest fixed watchman route in a polygon 

having at mostn edges, \C\ essential cuts, and F fragments of the essential cuts. 



Finding the Shortest Watchman Route in a Simple Polygon 81 

Proof. The correctness of the algorithm follows from Lemmas 4.6-4.8, 4.10, and the 
discussion above. Hence, it remains to analyze the complexity of the algorithm. 

Step 1 can be performed in 0{n logn + F) time and 0(n + F) storage. Step 2.1 takes 
0(r(n, \C\, F)) time and 0(S(n, \C\, F)) storage by definition. The loop at Step 2 is 
performed at most 3F times, and, hence, this step uses 0(F • T(n, \C\, F)) time and 
0(S(n, \C\, F) + Fn) storage. 

To show the complexity of Step 3.1, we have from Lemma 4.9 that the number of 
event points is 0(n) and they can be computed in linear time and storage. Thus, the time 
and storage complexities for Step 3 are both O(Fn). 

The total time for our algorithm becomes 0(F(n + T(n, \C\, F)) + n logn) and the 
storage becomes 0(S(n, \C\, F) + Fn). • 

Since n « . \C\. F) = 0(n\C\F) andS(n, \C\, F) = 0 (n|C|) by Theorem 1, \C\ = 0(n), 
and|C| < F < |C|2,theworstcaserunningtimeandstoragerequirementofouralgorithm 
is 0(nb) and 0(n3), respectively. 

As a final remark, the bottleneck of our algorithm is the computation of the shortest 
watchman routes reflecting at every fragment end point. It may be possible to exploit 
the fact that between two fragment end points on an essential cut, the shortest route does 
not change much, and, therefore, all the routes could be computed faster. However, this 
approach remains to be investigated. 

5. Conclusion 

We have presented a polynomial time solution to the problem of computing the shortest 
floating watchman route in a simple polygon. The fact that there is a polynomial time 
solution for this problem settles an open question in computational geometry. 

The algorithm is adaptive in the sense that the complexity depends not only of the size 
of the polygon but also of the number of essential cuts and the number of fragments. The 
number of fragments can be quadratic but often it will be much smaller, thus reducing 
the complexity of the algorithm. 

Related problems are, for instance, those of computing several watchman routes in a 
polygon using different optimization criteria. Most versions of these problems turn out 
to be NP-hard but there exist polynomial time algorithms for some of these problems in 
certain restricted classes of polygons [3], [15], [16]. 

One important open question in this area is whether the problem of computing the 
two watchman routes in a polygon such that the sum of the lengths of the two routes is 
minimized has a polynomial time solution or not. 
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Abstract 

All algorithms that compute exact solutions to the Zookeeper's 
Problem run in super-linear time. In this paper, we present a simple 
linear time algorithm for computing an approximate solution to the 
Zookeeper's Problem. Such an approximation route is at most a 
factor of 6 times longer than the shortest route in the exact solution. 

1 Introduction 

Path planning is one of the central problem areas in computational geom
etry and robotics [4,5]. The solutions to these problems are paths along 
which mobile robots should move in order to accomplish their tasks. Such 
a path is subject to constraints caused by the particular circumstances 
that characterize the problem. Usually, on the most basic level, it is de
sired that the path is collision-free and "short", so that the robot does 
not waste unnecessary amounts of resources like time and energy. Also, 
kinematic limitations in terms of how the robot is actually capable of mov
ing and safety concerns impose constraints on the path. Paths which are 
subject to more than one constraint are known as multi-criteria paths [10]. 

Yet more challenging path planning problems arise if the actual task 
the robot is to complete is directly taken into consideration in planning 
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the path. The plethora of important tasks has motivated research on 
these kinds of problems in many different directions. We concentrate on 
path planning problems where the robot is required to touch a given set 
of objects [6, Ch. 24]. Perhaps the most famous of these problems is the 
Traveling Salesperson Problem (TSP), which is known to be NP-Hard, 
and in which the shortest route (closed path) that intersects a given set 
of points in the plane is asked for. This problem remains NP-Hard if the 
points are convex polygons. However, if the convex polygons are attached 
to the boundary of a simple polygon, we get the Zookeeper's Problem [3] 
and the Safari Problem [12] for which exact solutions can be computed in 
polynomial time. In the latter problem, but not the former, the route is 
allowed to enter into the convex polygons. 

In this paper, we mainly study the Zookeeper's Problem, which is stated 
as follows: 

Given a simple polygon (the zoo) with a set of k disjoint convex 
polygons (the cages) inside i t , such that each cage shares an 
edge (an attachment1) with the zoo, find a shortest route in 
the interior of the zoo that touches each cage without entering 
into their interiors. 

The route asked for in this problem is the shortest zookeeper route and 
the one the zookeeper should follow to feed all the animals while walking 
as short a distance as possible [3]. 

The Zookeeper's Problem comes in two flavors. Apart from the general 
problem formulated above, there is a version of the problem in which a 
point on the boundary of the zoo (the zookeeper's chair) is given as part 
of the input and the zookeeper route starts and ends at this point. 

For the Zookeeper's Problem with a chair present, Chin and Ntafos 
showed how an exact solution could be computed in 0(n2) time, where 
n is the sum of the total number of edges of all cages and the number of 
edges of the zoo that are not shared with a cage [3]. Through a clever 
speed-up of the inner loop of the algorithm by Chin and Ntafos, based 
on an efficient data structure for handling convex chains [7], this time 
complexity was decreased to 0(n log 2 n) by Hershberger and Snoeyink [8]. 
Recently, Bespamyatnikh reported an algorithm that solves the problem 
in O(nlogra) time [1]. 

1ln reference [3], a cage might share any number of consecutive edges with the zoo. 
W.l.o.g., we make the assumption that the attachment is a single edge, as is done in [8]. 
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An exact solution to the Zookeeper's Problem without a chair can be 
computed in 0(n2) time as shown by Tan and Hirata [13]. Note that 
a solution to the version with a chair can be arbitrarily longer than the 
solution to the version without a chair. Also, no non-trivial lower bounds 
are known for any version of the problem. Hence, whether the two versions 
of the Zookeeper's Problem can be solved in 0(n) time or not is an open 
question. 

In this paper, we shed more light on the Zookeeper's Problem by pre
senting a simple 0(n) time algorithm for computing an approximate solu
tion to the Zookeeper's Problem. Our solution is a zookeeper route guar
anteed to be at most 6 times longer than the shortest zookeeper route. 
The algorithm is described in Section 3 and produces a route that is a 
concatenation of shortest paths between points on the cages. The points 
in question are closest points to intersections between supporting chains 
for the cages (shortest paths between pairs of cages). The bulk of that 
section, however, concerns how to bound the length of the approximation 
compared to the optimal solution. In Section 4, we discuss our result 
and show how the approximation algorithm for the version of the problem 
without a chair can be used to also compute an approximate solution to 
the version with a chair. But before all this, we will go through some 
preliminaries about zookeeper routes. 

2 Zookeeper routes 

Let the polygon P be the parts of the zoo and the cages which are reachable 
from any point in the zoo not within or on the boundary of a cage. Here 
"reachable" implies the existence of a path between the points that can 
reach each other, i.e. contained in the zoo, and that does not enter into the 
interior of the attachment of any cage. Note that our previous definition 
of n makes i t equal to the number of edges of P . 

Among all possible shortest zookeeper routes in P there is always one 
that touches the cages in the order their attachments appear along the 
boundary of the zoo [3, Lemma 2]. We will use Z o p t to denote this route. 
Let { P o , . . . , Pfc- i} be the set of cages where the indices - we use k to 
denote the total number of cages in P - indicate the order in which the 
cages are encountered during a clockwise scan of the boundary of the zoo 
(it does not matter which cage is the first). Figure 1 shows a zoo in which 
k = 6. 
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Figure 1: A zoo with 6 cages. Attachments are shown with thick dashed 

lines. 

All edges of a cage except the attachment are called inner edges and 

form the inner boundary. A shortest zookeeper route touches a cage at at 

least one point in its inner boundary. The part of an inner boundary that 
a shortest zookeeper route intersects can be (1) a vertex, (2) a point in 
the interior of an inner edge, or (3) a chain of consecutive inner edges. In 

the first two cases, we say that the route reflects on the cage; in the third 
case the route is said to wrap around the cage. Throughout this paper 

the route Z o p t is supposed to be oriented in a clockwise direction so that 
reflections correspond to right turns for the zookeeper, and wrap-arounds 

left turns. Since a globally shortest route must also be locally shortest, 
a shortest zookeeper route touches a cage in only one of the three ways 

mentioned. A cage might be touched twice only if Z o p t wraps around it . 

The supporting chain of a pair of consecutive cages determine where 

a shortest zookeeper route might touch the cages. Let Vio, vn,..., Vi(ki-i) 
be the vertices of the inner boundary of cage P; indexed in clockwise order 
along P , where k{ denotes the number of vertices in the inner boundary 
of P;. Note that locally, this is counter-clockwise along the boundary of 

the cage. We call u;o the start vertex and v ^ - i ) the end vertex of the 
cage. 

The supporting chain S; is the shortest path in P from the start vertex 

of P ( i - i ) mod k t o the end vertex of P^. The indices of the vertices where 

the supporting chain S; leaves the boundary of P ( ; - i ) mod k a " d enters 
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the boundary of P; are denoted modfc) a n d a-i respectively (Fig. 2). 
Consider the two vertices u,-a; and on P , . 

V((i-1) mod k)0 

Figure 2: The supporting chain S{. 

Lemma 2.1 (Chin and Ntafos, Lemma 3 [3]) If ai > hi, then any 
shortest zookeeper route either reflects on a point between u , a i and Vib{, or 
it wraps around Pi and has at least one point of contact between Viai and 

Vibi- V) o n the other hand, ai < bi, all points between u j a ; and v t-0i are in 
the shortest zookeeper route. 

As Chin and Ntafos point out in their Lemma above, any shortest 
zookeeper route will wrap around cages P; for which ai < bi. We conclude 
that these cages can be treated as obstacles on the route rather than 
cages, since the shortest zookeeper route will touch them nevertheless, 
and consider their inner boundaries as parts of the boundary of P. In 
the following we assume that ai > bi for all i. In Figure 1, os- > bi for 
i = 0,1,2,3, and 5, but for cage P 4 , a, < bf, as a result, when computing 
an approximation route for the zoo in Figure 1, we disregard P 4 (see also 
Figure 3). 

The supporting chain Si partitions the interior of the zoo into two 
regions. We say that the region containing the two cages P ( i - i ) mod k a n d 
Pi is paved. Those points in P which do not lie in a paved region form 
the lawn. 

Lemma 2.2 The shortest zookeeper route Z o p t does not enter the interior 
of the lawn. 
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Proof: A paved region is a relative convex polygon [14]; that is, for all 
pairs of points x and y in the paved region, the shortest path sp(x, y) 
between x and y is contained in the region. This claim follows from the 
fact that the supporting chains bounding the paved regions are shortest 
paths; no shortest path between points which both lie on the same side 
of the supporting chain can cross over it and still be shortest. Moreover, 
by the definition of a supporting chain, all pairs of consecutive cages lie 
in a paved region. Then, the lemma follows since Zopt touches the cages 
in order and at points in the inner boundaries all of which lie in paved 

regions. • 

3 An approximate solution 

The algorithms for computing shortest zookeeper routes when a chair is 
present first compute an initial zookeeper route which touches the cages on 
aset ofinner edges adjacent to the start and end points. Then, this route is 
repeatedly made shorter by making local optimizations of the route at the 
reflection points, a process which ends only when no more optimizations 
can be performed [3,8,13]. The resulting shortest zookeeper route is a 
concatenation of shortest paths in P between points on consecutive cages. 

To describe our approximative solution to the Zookeeper's Problem we 
present some definitions. The boundary of the lawn is called the fence. 
Note that the fence contains at least as many vertices as there are cages 

in P since each intersection point Si H Su+i] m o d k l s P a r ^ of i t . For each 
i , the first point on S(i+i) m o d k from the start point on P; that is also 
in Si is a vertex of the fence called a signpost. We say that the cage 
is associated with the signpost (we could imagine that the sign on the 
signpost tells which kind of animal is contained in the associated cage). 
For each signpost, the closest point (in a geodesic sense inside P ) on the 
associated cage is the touch point on that cage. Then, the shortest route 
in P that intersects all touch points is our approximate solution Z a p p to 
the Zookeeper's Problem. Note that Z a p p is a zookeeper route since it 
touches all cages. 

3.1 T h e length of Z a p p 

We bound the length of Z a p p with respect to Zopt in a series of steps where 
we introduce other routes and relate their lengths to each other. To do 
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Figure 3: The zoo in Figure 1 together with Z o p t (straight lines), Z a p p 

(dotted lines), and supporting chains/detours (dashed lines). Refer to 
Figure 4 and Section 3.2 for more details. 

so we need some notation. First, let Z{ denote the point common to Zopt 

and P{ that is closest to the start point of P, along its inner boundary. 
Then, the shortest zookeeper route can be described as the concatenation 

Jt—i 

Zopi. = ( J Sp(Zi, Z(i+l) mod k) 

i=0 

of shortest paths. Furthermore, let fi be the signpost to which P; is 
associated, and let p; denote the point on P, which is closest to /,• in P. 
Then, the shortest route from fi to p,- and back is called a detour. Note 
that fi lie in the interior of P and not in the inner boundary of P; (since 
a, > bi). In Figure 3, the zoo depicted in Figure 1 is shown together 
with supporting chains, detours, and the routes Z o p t and Z a p p ; Figure 4 
illustrates the notation used for points close to the cage P 3 of the zoo. 

Although the signposts will prove useful for computing the touch 
points, we do not use them in our analysis. To prove a bound on the 
length of Z a p p we will instead use extended signposts which are points 
on the detours. The first point on the detour between and pi, for 
some i, from fi that lie in the polygonal region (a relative triangle) 
bounded by the three shortest paths sp(z( £_ 1 ) m o d k , z { ) , s p f ø , z ( l + 1 ) m o d k ) , 

and s p ( 2 ( i + 1 ) m o d k , m o d k ) is the extended signpost There always 
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Figure 4: The cage P 3 of the zoo in Figure 1 together with the signpost 
/ 3 , the touch point P3 (the closest point on P 3 to /,•) and the point 23 

where the shortest zookeeper route intersects P 3 . 

exist extended signposts since, by Lemma 2.2, the fence is contained in 

Z o p t . Of course, if fi lie in the relative triangle, gi = / j . As was the 

case for fi, we associate the cage P, with the extended signpost (?,-. The 
shortest route in P that connects all extended signposts is the extended 

fence. The extended signposts and the extended fence are introduced for 
the analysis of the length of our approximate solution only. 

We will use Zext to denote the route in P which consists of a single 

traversal of the extended fence and twice (back and forth) from each ex

tended signpost gi to the touch point pi along the detours in order as 

the extended signposts are encountered. More precisely, the route Z e x t 

goes from the extended signpost <7(;_i) mod k to gi, follows the detour from 

gi to the touch point pi on the associated cage P 2 and back to gi again, 

heads on to gu+i) rwdki then continues along the detour from <?(;+!) m o d k 
t o P(i+i) mod k and back to m o d k etc. The length of this route is 

Since Z&pp and Z e x t intersect the touch points, and Z a p p is the shortest 
route that does so, it follows that 

k-i 

l^extl = X^( 2 M^'^ ' ) I+ l s P ( ^ . 5 ( i + l)modfc ) D - (1) 
i-0 

z, appl < \z ext I • (2) 

Hence, a bound on the length of Z e x t in terms of Z o p t is also a bound on 
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Z a p p . To bound the length of Z e x t , we use the sum 

k-1 

A = S ( 2 l S P f ø ' ' 2 » ' ) l + l s P ( ^ > 5(i - r l)modfc ) l + M f t i mod *)l).(3) 
t'=0 

in which the terms are lengths of shortest paths between extended sign

posts and points where Zopt intersects the cages. Our first claim about A 

is that it is greater than the length of Z e x t . To prove this claim, we first 

observe the following that we will use to bound some of the terms in A: 

Lemma 3.1 For any i, 

\sp(Si>g(i+l)madk)\ 

< |sp(zi ,0( i+i)modifc ) l + \sP(9i,z(i+l)modk)\-

Proof: Let S be the sub-polygon of P bounded by the two chords of P 
through the end points of the shortest path sp(gi,9(i+i)modk) that are 

perpendicular to the first and last edge of the path. Let S; (S(; + 1 \ m o d k) 
be the region containing those points in P that can be reached from gi 

id(i+i) mod fc) without intersecting the interior of S. 

9(i+l) mod k 9(i+l) mod k 9{i+l) mod k 

z(i+l) mod fc z(i+l) mod fc 

a) b) c) 

Figure 5: Illustration of items used in Lemma 3.1. 

I f Zi and m o d k lie in S, s p f ø , 9(i+i) mod fc) and s p f ø , z r i + 1 ) m o d fc) 
intersect (since cages are disjoint), and the lemma follows from the trian
gle inequality (Figure 5a). Otherwise, at least one of the points z,- and 

z<i+i) m o d fc hes outside S. Assume w.l.o.g. that Z{ does so. Then, if 
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Z{ lie in S;, the distance from zj to m o d fc is already greater than 

|sp(^i»ff(»+i)mod*)l s i n c e t n e shortest path from z,- to y ( ; + i ) m o d f c has to 
intersect the perpendicular chord through gi (Figure 5b). So, this can not 
be the case. If, on the other hand, Zi lie in S(,- + 1 ) m o d f., so does Z ( , + 1 ) m o d k, 

since the order between them in the boundary of P is fixed (Figure 5c). 
Hence, in this last case, the distance from z^^.^ m od fc to gi is greater than 
|sp(5nff(i+i)modfc)l since the shortest path from z ( i + 1 ) m o d A . to & has to 
intersect the perpendicular chord through g^+i) m o d fc- We conclude that 

must lie in S in contradiction to our assumption. From this the lemma 
follows. • 

Furthermore, since the extended signposts lie in the detours, p; is the 
closest point on P; not only from fi along the detour but also from gi. 
Therefore, since the touch points p,- and the vertices Zi of Z o p t are all 
points on the cages, 

k-1 k-1 

\MSi,Pi)\ < \sP(9iiZi)\- ( 4 ) 
2=0 4=0 

Lemma 3.1 together with Eqations 1, 3, and 4 then confirms our claim, 
which we state: 

I Zext I < A. (5) 

We have now bounded A from below. To bound A from above and in 
terms of Z o p t we will use the following geometric Lemma: 

Lemma 3.2 Let x, y, and z be three unique points in P , and let u be 

a point in the region bounded by the shortest paths sp(x, y), sp(y, z), and 

sp(z,x). Then, 

2|sp(n,y)| + |sp(g,u)| + lsp(tt,z)[ < 

|sp(x,y)| + |sp(y,z)| 

Proof: The region bounded by sp(x, y), sp(y, z), and sp(z, x) is a relative 

triangle in P (Fig. 6). Therefore, since u is contained in this region, 

\sp(x,u)\+ |sp(u,y)| < | sp(x ,z) |+ |sp(z,y)|, 

and 

|sp(z,u)| + |sp(u,y)| < |sp(z,x)| + |sp(x,y)|. 

Also, 

|sp(x,z)| < \sp(x,y)\ + |sp(y,z)| . 
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Figure 6: Illustration used in Lemma 3.2. 

Adding these inequalities together gives us 

2|sp(tt ,y) |+ | sp(z ,«) | + \sp{u,z)\ < 3(|sp(x,y)| + |sp(y,z)|), 

which is the claim in the lemma. • 

Consider the three points Z ( ;_ i ) m o d ki zi, a n d z(i+i) mod k- Since the ex
tended signpost gi is contained in the region bounded by the shortest 
paths between z ^ . ^ m o d k , z{, and Z ( i + 1 ) m o d f e , by Lemma 3.2, 

2|sp(y;,z;)| + |sp(y;, z ( i _ i ) m o d k)\ + |sptøi,*( i+l) mod k)\ 
< 

3( | sp ( z t - , z ( i _ 1 ) m o d ) t ) | + |sp(z t-,Z( i+l) mod fc)l) (6) 

61 Z o p t I 

Since A can also be written 

k-i 
A = H ( 2 | S P f ø ; > ^ ) l + |Sp(2t- JP(f+l)mod*)l + \sP(9i,z(i+l)modk)\) 

i=0 
k-1 

= J2^S^Si,zi)\ + |spføi, «(,•_!) m odife)l + |ap(fti*(*+i)mpd*)l)» 
1=0 

by rearranging terms, we indeed have, by Eqation 6, that 

A < 6\Zopt\ (7) 

Combining Eqations 2, 5, and 7, then finally gives us: 

Lemma 3.3 Z a p p is at most a factor of 6 times longer than Z o p t . 
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3.2 Computing an approximate solution 

Our approximate solution Zapp to the Zookeeper's problem is constructed 
in two steps. During the first, the touch points p,- are computed. The 
touch points are end points on shortest paths from the signposts to the 
cages. To compute the touch points, we first compute the signposts, and 
for doing this, we need the supporting chains. In the second, the shortest 
route in P that intersects the touch points is computed, and reported as 
the solution Z a n n . 

3.2.1 Computing the signposts 

A signpost fi is the intersection between one edge of the supporting chain 
S{ and one edge of the supporting chain S(i+i) m o t j k- Computing the 
supporting chains can be done in 0(n) time by first triangulating P [2] 
and then solving k related shortest path problems in P [3]. For computing 
fi, let P^ denote the region in P which is the intersection of the paved 
regions bounded by Si and 5 ( a + i ) m o d k - This region is a relative triangle 
bounded by three chains (shortest paths). One of the chains is the part 
of the inner boundary of P; between u4-0i and vn>i. The other two are the 
part of Si from u; a . to /,• and the part of S ^ + 1 ^ m o d k between v^. and 
fi (Fig. 7). 

Figure 7: Computing a signpost. 

The signpost fi can be computed in 0(n2) time by checking for inter-
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sections between all pairs of edges in S; and S(i+i) m o dfc- However, this 
computation can be done faster since these chains contain, apart from 
their start and end points, reflex vertices only; these are vertices where 
the angle inside P ' between the edges joined is greater than it. 

Let r(p, q) denote the half-line which starts at the point p and intersects 
the point q ^ p. Furthermore, let Uj and Wj denote the jth vertex of S; and 
S(i+i) mod it respectively, counting from P j , where u0 = Uj a ; and w0 = v^. 
Also, let j + > 0 and j+ > 0 denote the smallest indices such that u-+ and 
w-+ do not lie on the boundary of P' . We then have the following two 
lemmas which are derived from the observation that the vertices of Si and 

S(i+i)modk in P'- are reflex: 

L e m m a 3.4 For any pair of consecutive vertices Uj and uj+i (wj and 

Wj+i) in the boundary ofP'^ the half-line r(uj,Uj+\) (r(wj,Wj+i)) inter

sects 5( i +i)modJc (Si)-

L e m m a 3.5 For any three consecutive vertices Uj, U j + i , and Uj+2 (or 
wj, Wj+x, and Wj+2) in the boundary of P\, the half-line r(uj,Uj+i) 
(r(wj,Wj+i)) intersects 5 ( i + 1 ) m o d f c closer to w0 along S(i+1)modk than 
the half-line r(uj+x,Uj+2) (r(wj+i,wj+2)). 

Lemmas 3.4 and 3.5 express the fact that as we consider edges of the 
chains Si and 5 ( j + 1 ) m o d k closer and closer to fi, the points where the 
lines containing the edges intersect the chain gradually gets closer to fi as 
well. We use this monotonicity to construct an algorithm for computing 
the signpost 

The algorithm traverses the edges of Si and S(,- +i)modfc from uo and 
Wo, one edge at a time, until the two intersecting edges are found and 
fi can be computed. The edges are traversed one at a time in an order 
determined as follows. Assume that vertices uju and wjw represent how 
far Si and 5 ( J + 1 ) m o c j f. have been traversed at some step during the com
putation. In other words, we are just about to process edge [uju, in 
Si and [wjw,Wjw+i] in S ( i + i ) m o { j f c - I f these two edges intersect, fi is the 
intersection point, and we are done. If not, we check if the intersection 
point r{wjw,Wjw+\) f l Si is closer to Viai than Uju+i along Si, in which 
case we increase jw by 1 (that is, we traverse S(;+i) mod otherwise, we 
increase ju by 1 (in other words, we traverse Si). Only one of these cases 
can occur, unless the edges intersect. The correctness of this algorithm 
follows from Lemmas 3.4 and 3.5. In either case, we traverse exactly one 
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of the chains, and then continue the process with this new pair of edges. 
Since we consider the edges in order, we will eventually find the inter
secting pair and therefore / j . The supporting chains can be computed in 
0(n) time [3]. Moreover, since the supporting chains are traversed from 
their end points, their edges are part of the computation of the signposts 
at most once each. We summarize the discussion in the text as a lemma: 

Lemma 3.6 The signposts can be computed in 0(n) time. 

3.2.2 Computing touch points 

Once the signposts have been computed, the touch points are computed. 
Recall that the touch point pt- is the point in the inner boundary of P j for 
which the length of the shortest path to the signpost / j is minimized. We 
compute pi at the same time as we compute a linear-sized representation of 
the infinite number of shortest paths from all points in the inner boundary 
of P, to fi. 

The representation of the paths is computed by simulating the contin
uous movement of a point p along the inner boundary between and Uj a i 

while the shortest path sp(p,/j) from p to the signpost / j is maintained. 
This is similar to the sliding technique used to find a shortest watchman 
route [11], but in our case the problem is simplified by the fact that the 
path is not allowed to intersect the interior of the objects i t is required 
to touch (the cages). Since P j is convex, the length of the maintained 
shortest path sp(p, / j ) has at most one minimum, and this is for p = p j . 
Also, all shortest paths sp(p, / j ) are contained in P^ during the simulation, 
since P; is a relative triangle. 

a) b) c) 

Figure 8: The three kinds of event points. 
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The simulated movement is discretized and performed by computing 
shortest paths from a linear number of event points on the inner bound
ary. There are three kinds of event points, each of which is illustrated in 
Figure 8. The first category consists of the vertices in the inner boundary 
of Pi (as the point p in Figure 8a). The second category are points from 
which the first and second edges of the shortest path to / ; are collinear 
(Figure 8b), and the third category those points from which the first edge 
of the shortest path from is perpendicular to the inner edge containing 

p (Figure 8c). 

Lemma 3.7 There are 0(n) event points. 

Proof: First, by definition there are at most n vertices of inner bound
aries. Also, there is at most one event point on the inner boundary where 
the first edge of the shortest path is perpendicular, since as p is moved, 
the angle between the first edge and the inner boundary changes mono-
tonically. 

A shortest path only turns around reflex vertices; a path from the 
signpost which intersects vertices in both supporting chains before reach
ing the inner boundary can therefore not be shortest. This means that 
sp(p, fi) only intersects vertices of one of the supporting chains, and that 
there is an event point where the extension of an edge of P[ (except the 
inner edges) hits the inner boundary. As p intersects this point, the first 
and second edges of the shortest path become collinear. Hence, the total 
number of such event points is 0(n) since there are at most this many 
edges in the supporting chains. • 

Between two event points, only the first edge of the shortest path 
changes as p is moved. Since p is moved along a line segment, we have: 

Lemma 3.8 The length of the shortest path from p to fi between two 

event points changes monotonically as a function of p. 

Corollary 3.1 The touch point pi is one of the event points. 

The continuous movement is discretized into considering the event 
points in order. The event points exhibit the following property: 

Lemma 3.9 Given an event point p and the shortest path sp(p, /,•), the 
next event point can be computed in constant time. 
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Proof: The next vertex in the inner boundary is available in constant 
time from any reasonable data structure we might use to store polygons. 
Note that the shortest path from p to fi starts at p, crosses over P^ until 
it hits either Si or 5 ( i + 1 ) m o d fc> after which i t follows the supporting chain 
to fi. By keeping track of where in the boundary of P • the first turn of the 
shortest path from p is, finding out whether the point on the inner bound
ary of P j where the last and the penultimate edges of sp(p, fi) become 
collinear lies on the same edge as p can be done in constant time. Also, 
deciding whether the event point where the shortest path is perpendicular 
to the cage lies on the same edge as p can be done in constant time by 
projecting the point where the first turn of the shortest path occurs onto 
the line containing the edge in which p lies. • 

As the next event point is computed, we also adjust the shortest path. 
Either the first edge is substituted by a new one (categories 1 and 3), or 
it is split in two or merged with the penultimate edge into one (category 
2). Hence, we have: 

Lemma 3.10 Given the shortest path from an event point to fi, the short
est path from the next event point can be computed in constant time. 

The simulation starts at p = Then, the shortest path to /,• is con
tained in m o c j k- By Lemmas 3.7 and 3.9, we can compute all event 
points in order in 0(n) time. While doing this, we can, by Lemma 3.10, 
maintain the shortest path through the event points without increasing 
the linear time complexity. Finally, by Corollary 3.1, one of the shortest 
paths which starts at an event point is the overall shortest. By keeping 
track of the point on the inner boundary from which the shortest path is 
shortest, we get p4-. Since all regions P' are disjoint, and by Lemma 3.6, 
we have: 

Lemma 3.11 The touch points can be computed in 0(n) time. 

3.2.3 Computing Z a p p 

The route Z a p p is the shortest route in P that intersects the touch points 
Pi for 0 < i < k - 1 in order. Hence, this route is the concatenation of the 
shortest paths sp(p;, P(j+i) m o d k) for Q < i < k ~ 1, 

A triangulation of a simple polygon is a partition of the polygon into 
triangles without introducing any new vertices [2]. A sequence of triangles 
of a triangulation, such that consecutive triangles share sides, is called a 
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sleeve. Our interest in sleeves is due to that fact that the shortest path 

between a point in the first triangle and a point in the last triangle is 
totally contained in the sleeve and can be computed in time linear to the 

number of triangles [9]. The dual of a triangulation of a simple polygon is a 
tree with maximum out-degree of three in which each node corresponds to 
a triangle and an edge between two nodes implies that the corresponding 

triangles share sides. Hence, a sleeve dualizes to a unique path in the dual 
tree. 

To compute Z a p p , we first locate the triangle containing the point p; 
by searching through the entire triangulation one triangle at a time. This 

triangle is the first one in the sleeve containing the shortest path sp(pi, p 2 ) . 

Once the first triangle has been found, we find the remaining parts of the 
sleeve by considering (in order) the triangles which touch the boundary 

of P in a clockwise direction until a triangle containing the point p 2 is 
reached. This is done by performing a depth-first search in the dual tree 
from the node corresponding to the first triangle. During the search, the 
sleeve from the start node to the current node is maintained using a stack. 

Whenever a node is considered for the first time, i t is pushed on top of the 

stack, and while back-tracking in the dual tree, nodes are popped. At any 

given stage of the search, the stack consist of the sleeve through which 
the shortest path between the start point p i and an arbitrary point in the 

triangle corresponding to the last pushed node pass. Therefore, as soon 

as the triangle containing p 2 is encountered, sp(pi,p2) can immediately 
be computed in time linear to the length of the sleeve as pointed out in 
the previous paragraph. 

The other shortest paths sp(p t-,p( i + 1) m o c j ^ ) are also computed in this 
way with the notable difference that since the end point of the last com

puted path is the start point of the next path, there is no need to search 

for the triangle containing the start point. The next search starts where 
the last search ended and is performed by continuing the last depth-first 
search in the dual tree. Therefore, each node will be traversed at most a 

constant number of times. Since the points pt- are given in order along the 
boundary of P , this gives an overall 0(n) time performance for computing 

the shortest paths between all pairs of points p; and P(i+i) m o d k-

Once the k shortest paths have been computed, their concatenation 

is reported. This route consists of at most 0(n) edges, since i t only 
turns around reflex vertices of P or reflects on cages. This, together with 
Lemmas 3.3 and 3.11, finally gives us: 
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Theorem 3.1 A route in the interior of a zoo that touches a point on all 
cages without entering their interiors with a length at most a factor 6 times 
longer than the shortest route (in the exact solution of the Zookeeper's 
Problem without a chair) can be computed in 0(n) time. 

4 Conclusion and discussion 

We have presented a simple 0(n) time algorithm for computing an ap
proximate solution for the Zookeeper's Problem without a chair, namely 
a route in the zoo that touches a point on all cages without entering their 
interiors with a length of at most a factor of 6 times longer than the short
est route in the exact solution. Our result can also be used to compute an 
approximation to the optimal solution to the version of the problem with 
a chair. This is done by placing a point-sized cage where the zookeeper's 
chair is located. Of course, such a cage is somewhat degenerate. However, 
all the arguments we have used in the text are still essentially true (with 
some minor modifications to reflect the absence of an interior of the cage). 
We summarize this separately: 

Theorem 4.1 A route in the interior of a zoo that starts and ends at a 
given point on the boundary of the zoo, and that touches a point on all 
cages without entering their interiors with a length of at most a factor of 
6 times longer than the shortest route can be computed in 0(n) time. 

The time complexity of our approximation algorithm depends on the 
linear-time triangulation algorithm by Chazelle [2]. In practice, a sim
pler algorithm would be chosen, which would result in a slightly higher 
time complexity. I t is an important open problem, and an outstanding 
challenge, to come up with a simple and practical 0(n) time algorithm 
for triangulating a simple polygon. We are also not even certain that a 
triangulation is needed to compute our approximation route. We believe 
that our approximation algorithm is more practical than the algorithm 
presented that computes an exact solution. Apart from being relatively 
simple to implement and asymptotically better, as pointed out by Her
shberger and Snoeyink, the exact Zookeeper-algorithms are based on the 
reflection principle and may therefore be far from practical because of 
problems with numerical inaccuracy resulting from multiplications of lin
ear numbers of transformation matrices [8]. Our approximation algorithm 
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does not make the same explicit use of reflection points of reflections, and 
does not suffer from these problems. 

A natural question is whether the factor of approximation can be im
proved or not. We conjecture that the ratio between the length of Z a p p 

and the optimal solution is considerably lower than 6 in practice. We have 
not been able to construct instances in which Z a p p is even y/2 times longer 
than Z 0pt. 
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Abstract 

A watchman route is a closed path in a simple polygon such that 
for each point in the polygon there is a line segment between the 
point and some point on the path that is contained in the polygon. 
It is known that a shortest watchman route can be computed in 
0(n6) time, where n is the number of edges of the polygon. Such 
routes are the shortest routes that intersect a set of directed chords 
in simple polygons. 

We present two algorithms for computing watchman routes with 
lengths at most a constant factor longer than the length of a shortest 
watchman route. Given the set of directed chords that the route 
must intersect in order along the boundary of the simple polygon, 
we show how to achieve a factor of approximation of 12\/2 « 16.97 
in 0(n) time, or a factor of 2-\/2 ~ 2.828 using 0(n2) time. 

Computing the set of directed chords takes 0(n2) time, and re
sults in 0(n) different sets of directed cuts in the worst case. Since 
each of these might be the set of chords that a shortest watchman 
route intersects, this increases the running times of our algorithms 
by a factor of O(n). 

1 Introduction 

The problems involved in computing shortest paths in simple polygons 
have been the subject of many research efforts [10,15,16,22]. In this 
paper, we study the shortest-path problem in which a shortest closed 
path is sought in a simple polygon from which each point in the polygon 
is seen. This is the problem of computing a shortest watchman route, a 
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problem that has been studied extensively in recent years [2-5,8,9,11-14, 
18,23,25-29,32,34-36]. 

A watchman route is a closed path (a route) in a simple polygon such 
that for each point in the polygon there is a line segment between the 
point and some point on the path that is contained in the polygon. I t is 
known that a shortest watchman route can be computed in 0(n6) time, 
where n is the number of edges of the polygon [3]. We study the prob
lem of computing approximations to shortest watchman routes in simple 
polygons, that is watchman routes with lengths that are at most some 
constant times larger than the length of a shortest watchman route. 

In this paper we present algorithms for computing two such approx
imations. Watchman routes are shortest routes that intersect a set of 
directed chords. Given the set of directed chords that the route must in
tersect in order along the boundary of the simple polygon, we show how 
to achieve a factor of approximation of 12y/2 16.97 in 0(n) time, or a 
factor of 2y/2 » 2.828 using 0{n2) time. 

Computing the set of directed chords takes 0(n2) time, and results in 
0(n) different sets of directed cuts, in the worst case. Since each of these 
might be the set of chords that a shortest watchman route intersects, this 
increases the running times of our algorithms by a factor of 0(n) to 0(n2) 
and 0 ( n 3 ) respectively. 

The paper is organized as follows. After giving some basic definitions 
and results in Section 2, the entire Section 3 is devoted to the description 
of an algorithm that, given a set of directed chords, computes an approx
imation to the shortest route that intersects the chords. This algorithm 
is used as a subroutine in Section 4, where it is shown how an approxi
mate shortest watchman route can be computed. However, the main bulk 
of that section deals with the problem of computing the set of chords. 
Finally, in Section 5, we discuss our results. 

2 Preliminaries 

The problems involved in seeking watchman routes deal with a geometric 
concept called visibility. To enter vision into a geometric context, we define 
the closed line segment between two points as the line of sight between 
the points. Of course, for vision to be of any significance, there must 
be obstacles present which obscure i t . We treat the exterior of a simple 
polygon, which we will use the symbol P to denote, as the only obstacle 
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that blocks visibility. More precisely, two points are said to be mutually 
visible i f the line of sight between them does not intersect the exterior of 
P. 

The exterior of P also acts as an obstacle into which paths are not 
allowed. The interior and the boundary of P constitute the free space in 
which the paths that we consider are contained. We do not consider the 
case when P is star-shaped, in which case P contains a non-empty subset 
of points from which all the points of P are visible. Determining i f this is 
the case can be achieved in O(n) time by computing the subset (called the 
kernel) [21]; any point in the subset is then a shortest watchman route. 

We make some basic definitions. A chord is a line segment contained 
in P which has its end points on the boundary of P . A cut denotes a 
directed chord. The end points of a cut are referred to as the start point 
and the target point. A cut is directed from its designated start point 
towards its target point. The direction enables us to refer to points of 
P with respect to a cut in terms of the two subpolygons of P that are 
separated by the cut. A point is said to lie to the right of a cut, i f the 
point lies in the right sub-polygon of P separated by the cut. Otherwise, 
the point lies to the left. 

The boundary of P is assumed to contain n edges joined by an equal 
number of vertices and to be oriented counterclockwise. Vertices at which 
the angle between the joined edges inside P is greater than tt are reflex, 
while non-reflex vertices are referred to as being convex. Cuts which have 
one end point at a reflex vertex and which are collinear with one of the 
edges joined at the reflex vertex are essential and said to be associated 
with the edge in question [24]. An essential cut is directed as the associated 
polygon edge. 

A set of points that lies to the left of a cut dominates the cut. The 
dominating polygon D (C) of a cut C denotes the set of all the points that 
dominate C. From this i t follows that, if D(C) C D ' (C) , C dominates 
C. An essential cut that is not dominated by any other essential cut is 
proper. Given a point in P that lies to the right of a proper essential cut, 
the cut is crucial with respect to the point. Note that because of the 
counterclockwise orientation of the boundary of P , we have the following 
property: 

Property 2.1 No point in the interior of the edge associated with a cru
cial cut is visible from the point with respect to which the cut is crucial. 

Figure 1 illustrates some of the definitions given above. The cuts C i , 
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Figure 1: An example of a simple polygon in which there are infinitely 
many shortest watchman routes. One shortest watchman route is shown 
as a dotted line segment. 

C2, C3, C4, C5, and CQ in the figure are essential, since they are the 
extensions of the polygon edges E\, E7, E6, E2, E7, and E8 respectively. 
Among the essential cuts, CQ dominates C\ and C2, and both C3 and 
C4 dominate C 5 . Hence, C3, C4 , and C& are proper essential cuts since 
they are not dominated by any other cuts. Moreover, visual inspection 
gives convincing evidence that the three cuts must also be intersected by 
any watchman route, since otherwise some of the associated edges are not 
seen. This is actually also the case in general: 

L e m m a 2.1 A watchman route intersects every pair of proper essential 
cuts that are mutually disjoint and lie to the right of each other. 

Proof: Let C and C be a pair of disjoint proper essential cuts in a simple 
polygon P such that C and C" lie to the right of each other. Assume 
without loss of generality that a watchman route W does not intersect C. 
Then, W lies totally on one side of C. 

If W lies to the right of C, C is by definition a crucial cut with respect 
to any point on W. By Property 2.1, W therefore has to intersect C in 
contradiction to our assumption. 

On the other hand, if W lies to the left of C, i t also lies to the right 
of C Again, by Property 2.1, W has to intersect C Furthermore, since 
C' lies to the right of C, we conclude that W intersects C; once again a 
contradiction. From this the lemma follows. • 
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Let a visiting path for a set be a path that intersects (visits) all the el
ements in the set. Then Lemma 2.1 means that in Figure 1 any watchman 
route is indeed a visiting route for Cz,C4, and Ce

lt is obvious that there are infinitely many watchman routes in a simple 
polygon. But can there be more than one shortest watchman route? I t has 
been shown that, given a simple polygon and a point d on its boundary, 
the shortest watchman route that is forced to intersect d is unique [9]. 
However, an overall shortest watchman route (not required to intersect a 
given point) does not need to be unique. An example of this is shown in 
Figure 1, where E2 and E$ are parallel. For each point on C4 to the left 
of C3, there is a shortest watchman route, in the form of a vertical line 
segment that ends on Cg, that intersects (starts at) the point. We are not 
interested in a particular shortest watchman route, but rather use W o p t 

to denote one arbitrary shortest watchman route of the potentially many 
in P . 

As observed by Chin and Ntafos [8,9], a route that intersects all the 
essential cuts of a simple polygon is a watchman route. However, such 
a visiting route need not be a shortest. In general, a shortest watchman 
route intersects only a subset of the essential cuts that we describe by 
using the notion of crucial cuts: 

L e m m a 2.2 A route is a watchman route if and only if it intersects each 
proper essential cut that is crucial with respect to at least one point on the 
route. 

Proof: Consider a watchman route W and assume that there is a proper 
essential cut C that is not intersected by W, although C is crucial with 
respect to some point on W. Since C is crucial, the point of W lies to 
the right of C. But then, by Property 2.1 and in contradiction to our 
assumption, W is not a watchman route. We conclude that there can be 
no cut C and that it is necessary for a watchman route to intersect each 
proper essential cut that is crucial with respect to at least one point on 
the route. 

Let S denote a route that intersects each proper essential cut that is 
crucial with respect to at least one point on the route. Assume that S is 
not a watchman route, i . e. that there is a point p in P that is not visible 
from S. Then S is contained in a pocket with respect to p which is a 
maximal and connected subset of P with points that are not visible from 
p. The pocket is delimited in the interior of P by a chord [p, q] between 



112 2 Preliminaries 

p and a point q on the boundary of P. Moreover, the chord intersects a 
reflex vertex r. Since [p, q] is a line of sight from p, none of the essential 
cuts that are associated with the two edges of P that share r as an end 
point lie in the pocket. 

Out of the two essential cuts, one is directed towards r and one is 
directed away from r. Therefore, the pocket (as well as S) lies to the 
right of one of the essential cuts; let C denote this cut (Figure 2). I f this 

Figure 2: A pocket (shaded) with respect to a point p always lies to the 
right of one of the essential cuts (C in the figures) that is not contained 
in the pocket. 

cut is dominated by a proper essential cut, the dominating cut lies to the 
left of C and is therefore also not in the pocket. Then either C OT the 
dominating cut is crucial with respect to all the points on 5, which is 
why 5 intersects the cut in question. But then, in contradiction to our 
assumption, S cannot be contained in the pocket. We conclude that there 
can be no point p, and that S therefore is a watchman route. • 

The relative position of each point on the boundary of P is given as the 
length of the boundary of P from the point to the lowest leftmost point 
in the counterclockwise direction. This representation makes i t possible 
to determine i f a point on the boundary of P or on a cut lies in the 
dominating polygon of another cut in constant time, a problem that for 
arbitrary points in P and with no additional knowledge transforms into a 
polygon-inclusion query which requires fil (log n) time [31]. 
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3 A basic approximation 

Our final approximations to the shortest watchman route are routes that 
intersect a number of convex polygons in P that are called certificates and 
are bounded by proper essential cuts. An algorithm for computing these 
approximations is given in Section 4. Here we present an algorithm which 
will be used as a subroutine in that section and which computes another 
approximate visiting route V a p p . This algorithm is referred to as APPVR 
and takes as input a set C of proper essential cuts that is ordered (we 
view proper essential cuts as having a cyclic ordering specified by their 
start points as they are encountered during a counterclockwise scan of the 
boundary of P ) . In our presentation, we use the symbol d to denote the 
i t h cut in C. 

The route V a p p is a visiting route for the set of certificates defined by 

C. A certificate is the intersection of the dominating polygons of a number 
of consecutive proper essential cuts. The cut with the lowest index is the 
foundation of the certificate. As will be described, each cut is part of 
exactly one intersection. Therefore, C\ is the foundation of a certificate 
which we wil l refer to as the first and which will be denoted by Gi» In 
general, there are more certificates G 2 , G 3 , e a c h with a foundation 

C^2,C^Z,..., where 7r; is the index of the proper essential cut that is the 
foundation of G t . Each certificate is the intersection of the dominating 
polygons of the proper essential cuts ranging from the foundation of the 
certificate to either the cut preceding the foundation of the next certificate 
or the last cut of C, whichever occurs first; should the last cut of C be a 
foundation, its dominating polygon constitutes a certificate in itself. For 
all the certificates G; but the last one, 

The intersection that forms the last certificate is identical with Eq. 1, with 
the exception of the upper limit, which is substituted for the index of the 
last cut in C. 

Whether a given cut Cj, for j > 1, is a foundation or not is determined 
by its position relative to the closest preceding foundation in C. Let the 
relative angle of a pair of intersecting cuts be the (positive) angle that lies 
in the subpolygon induced by the two cuts that have the start points of the 
cuts on its boundary (Figure 3). We then have the following definition: 

(1) 
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Figure 3: The relative angle a of C; and Cj. 

Definition 3.1 A proper essential cut Cj is a foundation if j is the 
smallest index larger than the index 7T; of the closest foundation CWi prior 

to Cj in C, such that either CVi and Cj are disjoint or the difference in 
relative angle between the two is larger than \ . 

Let the relative convex hull of a set of points in a simple polygon be the 
union of the shortest paths between all the pairs of points in the set [39]. 
Then, from a high-level perspective, the algorithm APPVR performs the 
following two steps: 

1. As a preprocessing step, the set G{C) of certificates G i , G2, G3,. . . 
defined by the input C is computed. 

2. Then the route V a p p is computed in one of two ways: 

(a) I f the number of certificates in Q{C] is less than 8, V a p p is com
puted as the shortest visiting route for Q(C). 

(b) Otherwise i t is computed as the relative convex hull of the union 
of the shortest visiting routes for the odd-numbered and for the 
even-numbered certificates respectively. 

Below, we first provide detailed descriptions of each of the steps accom
panied by bounds on their time complexities. This is accomplished in 
Sections 3.1 and 3.2. The main results of these sections, Lemmas 3.5 and 
3.9, immediately give us the main result of the section: 

Theorem 3.1 V a p p can be computed in 0(n2) time. 

In Section 3.3, we then prove that V a p p is a visiting route for Q(C) with 
a length at most 2\/2 times longer than the length of a shortest visiting 
route for C. 
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3.1 Step 1: Preprocess ing 

The computation of certificates is performed as a single traversal of the 
input and consists of step-wise refinements of intersections of dominating 
polygons into certificates. To describe the computation, assume that we 
have reached the foundation CVi of the certificate Gi during the traversal. 
We then assign = D(C X i ) and compute intersections 

BTT.+i = B ^ n D f C ^ i ) , 

B f f l + 2 = B » , + 1 n D ( C I i + 2 ) , 

BTT.+J = Bir,-+j-l I"1 D(C, r i + j ) , 

until we reach a cut Cn+j such that there are no more cuts in C or the next 
cut is a foundation. The last computed intersection B ^ + j is then reported 
as the certificate G; and we continue the computation of intersections 
with B ^ + j + i = D(CV,+j+i), the dominating polygon of the foundation 
Cnj+j+i of the next certificate, unless Cj was the last cut in C, in which 
case the computation stops. By starting with Ci, the foundation of Gi , 
the computation above yields all the certificates since we perform the 
computation in accordance with how the certificates are defined (Eq. 1). 

The time that the above procedure takes is essentially the sum of 
the time that i t takes to compute the individual intersections. Consider 
the computation of BVi+k, where 0 < k < j. Note that the intersection is 
convex since it is the intersection of half-planes (within P ) . Therefore, the 
target point of CVi+k is contained in Bn+k-i a n d the point of intersection 
between the boundary of B^+fc- i and C^+fc is unique. To locate the point 
of intersection, we traverse the subpath on the boundary of B ^ + f c - i , which 
lies entirely in the interior of P, from the end point that is not contained 
in ~D(CVi+k) one edge at a time until the edge which CTi+k intersects is 
found (the edges are kept in a stack during the traversal and between the 
computations of subsequent intersections). Then the boundary of B^+jt is 
the concatenation of the part of CVi+k from its target point (in BVi+k-i) 
to the point of intersection and the part of the boundary of B f f i + ^ _ i that 
has not been traversed. While this causes the cost of locating a single 
point of intersection to be 0(n), the overall cost of computing all the 
intersections is still not higher. Let m be the number of proper essential 
cuts. We then have the following lemma: 
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d) e) f ) 

Figure 4: An example of the computation of certificates which results in 
the certificates G i = B 3 , G 2 = B5, and G 3 = BÖ-

Lemma 3.1 All the certificates can be computed in O(m) time. 

Proof: Consider the computation of the certificate G; above in the text. 
We claim that this takes 0 ( j ) time. In computing BVi+k, the boundary of 
B^+fc-x is traversed until an edge E that CVi+k intersects is found. Since 

Bm+k-i is convex and the traversal starts outside D(CV i +fc), this means 
that all the traversed edges before E lie outside D(CVi+k), while the edges 
that follow after E lie inside D(CV i + fc) . It takes 0(1) time to perform one 
step during the traversal. Once the point of intersection has been found, 

substituting the traversed edges for a part of Cn+k also takes 0(1) time. 
Then our claim follows from the fact that since BTi C B T i + i C . . . C 
B ^ + j . i c Biti+j, the edges that fall outside D(Cn+k) will not be part of 
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any subsequent computations. From the claim the lemma follows. • 

3.2 Step 2: C o m p u t i n g Va P P 

The initial description of APPVR made it clear that Vapp is computed 
differently depending on the number of certificates in P. Below, we present 
the parts of the algorithm that solve each of the two cases separately. 

3.2.1 The number of certificates is less than 8 

To obtain the shortest visiting route for the set Q{C) we compute shortest 
zookeeper routes for the certificates. A shortest zookeeper route is in 
general a shortest visiting route for a set of convex polygons that visits 
the polygons without entering their interiors. The reason why such routes 
are computed is as follows: 

Lemma 3.2 (Chin and Ntafos [28]) A shortest visiting route for a set 
of convex polygons in a simple polygon is a zookeeper's route for a subset 

of the convex polygons. 

For each set Q' in the powerset of Q(C) the algorithm APPVR accomplishes 
the following: 

First, the certificates in Q' are made disjoint. Observe that a certificate 
is intersected by a shortest zookeeper route either in the exterior of all the 
other certificates or in the interior of its predecessor or successor only. 
A notable exception to this is the first (last) certificate that can also 
intersect the second (penultimate) certificate. Let G; and G j denote two 
intersecting certificates in Q'. We then replace the part of their boundaries 
that lies in G, f l G j by the shortest path from the point where their 
boundaries intersect to the closest point in the boundary of P that lies in 
Gi n G j . This not only preserves the convexity of G, and Gj but also 
makes them disjoint. We refer to the certificates in Q' as active and those 
in ö(C) \ Q' as inactive. 

Then a shortest zookeeper route Zopt for the active certificates is com
puted, and it is checked whether Z o p t intersects the inactive certificates or 
not. A route Zopt can be computed in 0(n) time [20]. This route reflects 
on at least one edge of each certificate. These edges, as well as the order in 
which they are reflected upon by Z o p t , define a 2-manifold (an hourglass) 
in which Z o p t corresponds to a shortest path between the two edges that 
we call the top and the bottom. I t would be superfluous to go into all the 
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details about zookeeper routes here. A ful l treatment can be found in the 
references. In our presentation, we assume that the bottom is horizontal. 

A complicating issue when it comes to checking if Zopt also intersects 
the inactive certificates is that there might be an infinite number of short
est zookeeper routes. These are, however, related: 

Lemma 3.3 All the shortest zookeeper routes reflect on the same set of 
edges. 

Proof: We base our proof on a proof by Chin and Ntafos [9] in which 
they prove that the shortest watchman route forced through a given point 
on the boundary of a simple polygon is unique. However, their proof is 
also valid for the case of shortest zookeeper routes. They consider the case 
when the route is forced through a given point only. However, their ideas 
can also be used to prove the more general case when such a point is not 
given. We give an overview of the proof and refer to the original proof by 
Chin and Ntafos for details. 

Let Z\ and Z2 be two shortest zookeeper routes for a set of certificates 
such that Z\ and Z2 do not reflect on the same edges. Let the angle of 

divergence Qi between Z% and Z2 be the angle formed by the extensions 
of the out-going edges of the routes as they leave the certificate G, . Then, 
in essence, what Chin and Ntafos prove is that the angle of divergence 
cannot decrease between reflections on certificates. 

It follows from basic geometry that perfect reflections, that is reflec
tions where the angles formed by the incoming and the outgoing parts of 
a visiting path with an edge of a certificate are equal, preserve angles of 
divergence. However, if Z\ and Z2 reflect on different edges of a certificate, 
the convexity of the certificate causes the angle of divergence to increase. 
If one of the routes, but not the other, bends around a vertex, the angle 
of divergence also increases, since shortest zookeeper routes are relative 
convex in P. 

We now argue that all the angles of divergence are equal, f rom which i t 
then follows that all the reflections are perfect and that Z\ and Z2 reflect 
on the same edges. Let / be the number of certificates and consider the 
sequence 9 i , 02, • • •, ©/• Since the angles of divergence do not decrease, 
we conclude that ©i < ©2 < . . . < ©;. Note that 0 , and denote the 
same angle for all i. I t follows that 61 = 62 = . . . = ©/. However, note 
that we have not yet treated the case when both routes bend around the 
same vertex. Then, since Z\ and Z2 are different, the angle of divergence 



3.2 Step 2: Computing V a 
119 

must be greater than zero at some of the certificates which the routes 
visit or the routes would coincide. But then, as soon as the angle becomes 
greater than zero, the routes cannot both intersect the vertex again. • 

To check whether one of the potentially many shortest zookeeper 
routes intersects all the certificates in G(C), we first compute the interval 

[a^min- a;max], for Zmin < x m a x , in the bottom of the hourglass of Z o p t , where 
all the shortest zookeeper routes visit the first certificate (Figure 5). 

If there is but one shortest zookeeper route, it intersects the first cer
tificate at a single point and z m m = z m a x . This happens if the computed 
route Z o p t bends in the hourglass, i f the top cut is not parallel to the 
bottom, or if the number of certificates is odd. 

Otherwise, there are infinitely many shortest routes, in which case 
the top and bottom are parallel and the routes are line segments in the 
hourglass that are perpendicular to the bottom. In this case, x m m and 
Zmax are computed by projecting vertices of the hourglass, including those 
of active certificates, but not those of inactive certificates, orthogonally 
down onto the bottom. Then, by definition, z m m is the rightmost point of 
the projections of vertices in the clockwise (left) boundary chain between 
the bottom and the top cut. Likewise, i m a x is the leftmost point of the 
projections of the vertices of the counterclockwise (right) boundary chain. 

Having computed the interval [xm\n, xma.x], we compute the extent to 
which the inactive certificates protrude into the hourglass. Once again 
orthogonal projections are computed on the bottom, but this time only the 
vertices belonging to inactive certificates are projected. For each inactive 
certificate along the clockwise boundary chain, the rightmost projection 
is computed. Among all the resulting points, let c m ; n be the leftmost. 
For each inactive certificate along the right boundary chain, on the other 
hand, the leftmost projection is computed, and we let c m a x denote the 
rightmost of these points. 

Lemma 3.4 If x m i n < cmin, c m a x < c m i n ) and c m a x < x m a x , there is a 
shortest zookeeper route for Q' that also intersects Q(C)\G'. 

Proof: Since all the shortest zookeeper routes start in æ m m , £ m a x ]> i t is 
imperative for the vertical projections of the inactive certificates that pro
trude the least into the interior of the hourglass from the left and the right 
to overlap and to reach into [xm-m, xmax]. From this the inequalities follow. 
The shortest zookeeper route from any point in [ c m ax, c m i n ] intersects all 
the certificates. • 
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Figure 5: Schematic illustration of xm\n, x m a x , c m m , and cmax. 

I f a shortest zookeeper route does intersect all the certificates, the 
length of Zopt is compared with the shortest visiting route Z for Q(C) 

encountered so far; should Z o p t be shorter, i t is swapped for Z. After all 
the subsets have been considered, Z is reported as the route V a p p, and the 
algorithm terminates. 

Since the size of the hourglass is O(n), the computations above take 
0(n) time. Finding the intersection between the boundaries of two convex 
polygons can be completed in time linear in the size of the polygons [30]. 

Moreover, the shortest path can be computed in time linear in the size 
of Gi f l G j . The preparation of the certificates can therefore be performed 
in 0(n) time. In conclusion we have the following lemma: 

Lemma 3.5 If there are less than 8 certificates, V a p p can be computed in 
O(n) time. 

3.2.2 There are at least 8 certificates 

By definition, consecutive foundations are either disjoint or intersect and 
have a relative angle of less than | . This implies that alternate certificates 
in Q(C) are disjoint from each other, possibly with the exception of the 
first and the last among these. To study visiting routes for certificates, 
we will use the following theorem: 

Lemma 3.6 Consider three disjoint foundations. Then the shortest path 
between two of them does not enter the interior of the dominating polygon 
of the third. 
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Proof: Let 5 denote a shortest path between two disjoint foundations, 

and assume, to obtain a contradiction, that there is another foundation 
F such that, although F is disjoint from the two disjoint foundations, 5 
intersects a point in the interior of the dominating polygon of F. Then 

5, like any other shortest path in a simple polygon, contains the shortest 

path between any pair of its points. Moreover, the end points of 5 do not 

lie in the dominating polygon of F, since foundations are not contained 

in dominating polygons. Hence, S intersects F twice. But then, as S 

does not contain the shortest path between the two points of intersection 

between 5 and F, S is not a shortest path. • 

Lemma 3.6 immediately leads us to conclude, if we for a moment 

disregard the first and the last certificates, that the shortest visiting route 
for a set containing every other certificate of Q(C) does not enter the 

interior of the certificates. In fact, such a shortest visiting route is a 

shortest zookeeper route, which can be computed in 0(n2) time [7,33]. 

Let Codd and C e Ven denote the sets of crucial cuts that define the odd-
numbered and the even-numbered certificates of Q(C) respectively. Also, 

let V(X) denote the shortest visiting route for X. 

To compute V{Q{Coa\d)) a n d ^(^(Ceven)) as zookeeper routes we must, 
however, have certificates that do not intersect. Note that, since our sets 
contain every other certificate only, the second and the penultimate cer
tificates are disjoint from the first and the last certificates and V(Q(Coa\d)) 

and V(<7(CeVen)) either reflect on both the first and the last certificates 
or only on one of them, but in such a way that the other certificate is 
intersected. Hence, we obtain three cases in which the (possibly) inter
secting certificates need to be prepared as in Section 3.2.1. In each case, 
the shortest visiting route is found as in that section (projecting vertices 
and using Lemma 3.4). Since the size of the hourglasses used are 0(n), 

we have the following lemma: 

L e m m a 3.7 V(G(C00\d)) and V(Q(Ceven)) can be computed inO(n2) time. 

The union of two convex polygons in the plane can be computed in 
time linear in the number of vertices in the polygons [30, 37, 38]. The 

algorithms actually compute the intersection but could easily be changed 
to produce the union instead. The algorithm by O'Rourke traverses the 

convex chains bounding the polygons while keeping the edges that are 
outmost and discarding the others. By a slight modification, we can make 
it work also for computing the union of two relative convex polygons in 
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P . A l l the vertices of a relative convex polygon are convex unless they 
coincide with reflex vertices of P . Hence, in between reflex vertices, the 
two relative convex polygons can be merged as in the original algorithm. 
The side of an edge on which the interior of a relative convex polygon 
lies is uniquely determined by the orientation of the edge. Since shortest 
zookeeper routes are relative convex polygons, we conclude as follows: 

Lemma 3.8 The union ofV(G{C0dd)) and V(Q(Ceven)) can be computed 
in 0(n) time. 

Also, by definition, V a p p is the relative convex hull of V(G(Ceven)) and 
V(G{Codd))- As shown by Toussaint, the relative convex hull of 0(n) arbi
trary points in a simple polygon can be computed in O(nlogn) time [39]. 

However, since V(G(C0dd)) and V(G{Ceven)) are relative convex hulls and 
intersect (as shown in the proof of Lemma 3.13), the relative convex hull 
can be computed in 0(n) time as follows. Observe that the convex hull 
is the shortest route in P that contains the union, and that this shortest 
path is contained in the part of P that does not lie in the union. Let 

P' denote this region that contains V(G(Codd)) u V ( £ ( C e v e n ) ) as a hole. 
For any set, the leftmost point is a point on the (relative) convex hull of 
the set. Let p be the leftmost point of V{G(Codd)) U V{G(Ceven)). Then a 
vertex q of P that is visible from p (where the hole blocks visibility) can 
be found in 0(n) time [39]. Moreover, since q and p are visible to each 
other, the convex hull of V(G{C0dd)) U V(G{Ceven)) does not intersect the 
interior of [p, q}. 

To compute the hull, we open up the boundaries of P ' at p and q 
and paste in two copies of the line segment [p, q] as new edges. This 
not only causes the points q and p to be duplicated, but also makes P' 
simple, except for degenerate parts that have collapsed into paths where 
the boundaries of the hole and P coincide. Despite the degeneracies, the 
resulting simple polygon can then be triangulated and the shortest path 
between the two points p in the simple polygon can be computed in 0(n) 
time since it contains 0(n) vertices [6,17]. Since p lies on the relative 
convex hull, we conclude that, given V(G{Ceven)) and V ( £ ( C 0 d d ) ) , their 
relative convex hull can be computed in 0(n) time. Since this is our route 
Vapp, we summarize as follows: 

Lemma 3.9 If there are at least 8 certificates in G{C), W a p p can be com
puted in 0(n2) time. 
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3.3 T h e propert ies of VapP 

Each cut in C is part of some intersection defining a certificate. Also, V a p p 

intersects each certificate from points outside the dominating polygons of 
all the cuts that define the certificate. Then, Lemma 3.10 follows: 

L e m m a 3.10 VapP intersects all the cuts in C. 

In the rest of this section, we show a bound on the length of V(Q(C)) 
compared with the length of V(C). A rectilinear path only contains edges 

that are horizontal and vertical. We will use the following relation between 
a set of proper essential cuts and the certificates defined by the cuts: 

Lemma 3.11 Among all the shortest rectilinear visiting routes for a set 
of proper essential cuts, there is at least one route that intersects the cer
tificates defined by the cuts. 

Proof: Let C be a set of proper essential cuts, and assume that there is 

no shortest rectilinear route that visits all the certificates defined by C. 
Let Vrect(C) be a shortest rectilinear visiting route for C, and let G be a 
certificate defined by the cuts of C that Vrect(C) does not intersect. We 

assume without loss of generality that all the cuts that are part of the 
boundary of G have a positive slope and that G lies below these cuts. 

K-ect(C) intersects all the cuts in the boundary of G , or otherwise it 

would not be a visiting route for C. Also, since i t does not intersect G , 
i t intersects each cut either above or below their intersection with the 
boundary of G . The cut with the smallest slope lacks points above its 

intersection with G , since the intersection contains one end point of the 

cut. Also, by the same argument, the cut with the largest slope has no 
points below its intersection with G . From this i t follows that VTect(C) 

intersects at least one cut below its intersection with G and one cut above 
its intersection with G . Furthermore, since all the cuts are intersected by 

Kect(C) either above or below their intersections with G , there are two 
consecutive edges in the boundary of G contained in two cuts C and C 
such that Vrect(C) intersects one of these above the intersection and the 
other below its intersection. This is depicted in Figure 6. 

Consider the axis-parallel rectangle which has two of its opposite ver

tices at s and s', where VYect(C) intersects C and C respectively. Since 

C and C" both bound G , the relative angle between them is at most ^ , 
and the rectangle contains the intersection point C D C. Since all the 
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Figure 6: Four of the bounding cuts of the certificate G . The dashed path 
between the points s and s' on the cuts C and C respectively is a shortest 
rectilinear path between s and s' that intersects the intersection C D C. 

monotone rectilinear paths between s and s' and in the rectangle have the 
same length, this implies that there is a shortest rectilinear path between 
s and s' that intersects G while not being longer than the part of V r ect(C) 
that lies between s and s'. The route that we obtain by substituting this 
shortest rectilinear path for the subpath between s and s' in VreCt(C) is 
a rectilinear route which intersects G and which has the same length as 
V r ect(£)- Since the argument above concerning G can be applied to all the 
certificates that are not intersected by V r e c t (C) , we conclude that, in con
tradiction to our assumption, there is a shortest rectilinear visiting route 
that intersects all the certificates defined by C, and the lemma follows. • 

We use this lemma to bound the length of V{Q{C)) with respect to the 
length of V(C). 

Lemma 3.12 A shortest visiting route for a set of certificates is at most 
\/2 times longer than the shortest visiting route for the proper essential 
cuts defining the certificates. 

Proof: Let C be a set of crucial cuts. By Lemma 3.11, there is a shortest 
rectilinear visiting route V T e c t ( C ) for the certificates defined by C; and, 
since a shortest rectilinear route is a shortest route in the L\ metric, and 
V(Q(C)) is a shortest path in the L2 metric 1, \V(Q(C))\ < \VTect(C)\. Con
sider a shortest visiting route V(C) for C, and let V be the route that 
results when substituting each subpath between consecutive vertices of 
V(C) for a shortest rectilinear path. Then V is a rectilinear route. I t is 

lWe use \X\ to denote the length of the route X, i . e. the sum of the euclidean 
lengths of the edges of X 
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also a visiting route for C, since every proper essential cut that intersects 
an edge between two vertices in V(C) is intersected by a shortest recti
linear path between the same vertices in V . Since V reCt(C) is a shortest 
rectilinear visiting route, | V r e c t ( C ) | < \V'\, and from the relationship be
tween the L\ and L2 metrics, it follows that \V'\ < y/2\V(C)\. • 

Lemma 3.13 If there are at least 8 certificates in P , 

I K P P | < \v(g(codd))\ + \v(g(ceven))\. 

Proof: We prove the lemma by showing that V(Q(Codd))
 a n d V(Q{Ceven)) 

intersect. The lemma then follows from the fact that the boundary of 
the relative convex hull of a polygon in P (in our case the union of the 

polygons bounded by V(Q{Codd)) and V(£(C e ven))) is a t most as long as 
the boundary of the polygon, and the fact that the length of the boundary 
of the union of the two intersecting polygons is at most as long as the sum 
of the lengths of the boundaries of the intersecting polygons. 

By definition, alternate foundations in C, possibly with the exception 
of the first two and the last two, are disjoint. Therefore, by Lemma 3.6, 

neither V ( £ ( C 0 d d ) ) n o r V(£(Ceven)) intersect the interior of the dominating 
polygons of the foundations of the certificates that they visit. Rather, they 
reflect on the certificates in order, or they would self-intersect and not be 
of optimal length. 

Assume that V{Q(Ceven)) is disjoint from V{Q{Codd)). Then, between 
consecutive certificates, V(Q(CeVen)) must intersect the interiors of the 
certificates that lie in between. However, if, for all the certificates in 
G(Ceven), V(Q(CeVen)) were to go from this certificate to the next by passing 
through the intermediate certificate of Q(Codd), V (Q (Ceven)) would encircle 
V(G(Codd)). Since this, by assumption, is not the case, at least one of 
the shortest paths between consecutive certificates in V(Q(Ceven)) must 
instead intersect the interior of all the other certificates in Q ( C o d d ) in order 
to reach the next certificate in Q(Ceven) without intersecting V(Q(Codd)). 

But then, since there are at least 8 certificates in C o p t , by Lemma 3.6, 
this is not possible either. We conclude that V(Q(Codd))

 a n d V(Q(Ceven)) 

intersect, a contradiction from which the lemma follows. • 

We now prove the following theorem: 

Theorem 3.2 The route F a p p is no longer than 2y/2 times the length of 
a shortest visiting route V(C). 
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Proof : There are two cases. If there are less than 8 certificates, V^p 

is a shortest visiting route for C, and the lemma follows by Lemma 3.12. 
Otherwise, by Lemma 3.13, 

\vapp\ < \v(g(codd))\ + \v(g(ceven))\, 

and by Lemma 3.12, 

\v(g(codd))\<V2\v(c oddJI 

and 

\V(G(Ceven))\ < v ^ | V < C e v e n ) | . 

Moreover, since C o d d £ C and C0dd Q C, 

\V(Codd)\<\V(C)\ 

and 

|V(C e v en) | < \V(C)\. 

4 An algorithm 

In this section, we give algorithms for computing an approximate short

est watchman route in P. These algorithms first compute sets of proper 

essential cuts and then rely on the algorithm APPVR for constructing the 

actual approximation. The computation of cuts turns out to be cumber
some in that we sometimes fail to isolate a unique set of cuts. Instead 
we obtain 0(n) sets of cuts. Our presentation below is focused on how to 
compute the sets of cuts. 

To start with, the set of proper essential cuts is computed. Such a 

computation can be completed in O(nlogn) time by using a ray shooting 
data structure as presented by Guibas et al. [17] and Hershberger and 

Suri [19]. The set of essential cuts is computed by performing ray-shots 
from all the reflex vertices in P. Then the non-proper cuts are removed. 

Details on how to perform this can be found in [3,24]. However, the results 
that we obtain are the start and target points of the proper essential cuts 
in counterclockwise order along the boundary of P. 

Lemma 2.1 provides a simple criterion for singling out the proper es
sential cuts that any watchman route must intersect. In practice, the 
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representation of points on the boundary of P allows us to test whether 
two proper essential cuts are mutually disjoint and lie to the right of each 
other in constant time. Testing all the proper essential cuts with respect 
to each other can therefore be performed naively in 0(n2) time. However, 
i t can also be carried out in 0(n) time by a single scan through the set of 
proper essential cuts in order along the boundary as follows. 

Let Ccurr denote the cut that is being considered in each step during 

the scan. Let Pre(CC Urr) = [s p r e>W] and Succ(C c u rr) = [ssucc* W c ] denote 
the closest preceding and succeeding cut respectively that does not have 
its start (target) point in the dominating polygon of CC Urr- We then have 
the following lemma: 

Lemma 4.1 If CCUTT intersects Pre(CC Urr) and Succ(Ccurr), there is no 
proper essential cut which is disjoint from Ccurr and lies to the right of it. 

Proof : Assume that there is a proper essential cut C = [s', t'] which is 
disjoint from and lies to the right of C c u r r , although C c u r r intersects C c u r r 

and Succ(Ccurr)- Then, since Pre(CC Urr) and Succ(C c u rr) a r e the closest 
cuts to Ccum the start point s' has to lie either counterclockwise between 
the target point f c u r r and the start point s c u r r , or counterclockwise between 
the start points s s u c c and s p r e . 

Since s' lies to the right of C C Urn s' lies between t c u r r and sCurr- How
ever, neither s1 nor t' can lie counterclockwise between t c u r T and s p r e or 
between t s u c c and s c u r r , since this would mean that C = Pre(CC Urr) o r  

C = Succ(C c u r r ) . Hence, s' and t' lie counterclockwise between s p r e and 
ŝucc- But then C is dominated by either Pre(CC Urr) o r Succ(CCUrr) in 

contradiction to our assumption and the lemma follows. • 

The representation of points allows us to determine, in constant time, 

whether CC Urr is disjoint from Pre(C c u rr) and Succ(CCUrr) or not. As 
the scan proceeds, the preceding and succeeding cuts to CC Urr can be 
maintained in constant amortized time each per step. I f Pre(CC Urr) and 
Succ(C c u r r ) intersect CC Urr! by Lemma 4.1, there is no other proper es
sential cut to the right of and disjoint from C c u n - Otherwise there is (for 
instance that of Pre(C c u r r ) and Succ(C c u r r) which CC Urr does not intersect). 
Hence, the scan takes 0{n) time to perform. 

Lemma 4.2 All the proper essential cuts such that there is another proper 
essential cut to the right which is disjoint can be computed in 0{n\ogn) 
time. 
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Lemma 4.2 implies that we can determine whether all the proper essen
tial cuts must be intersected by any shortest watchman route in O(nlogn) 
time. I f so, we can immediately apply Theorem 3.1: 

Theorem 4.1 If all the proper essential cuts are intersected by any short
est watchman route, a watchman route in P at most 2\/2 times longer than 
the shortest watchman route can be computed in 0(n2) time. 

Unfortunately, i t might be the case that not all the proper essential 
cuts are disjoint and lie to the right of some other proper essential cut. 
I f this is the case, we start by finding a proper essential cut which any 
shortest watchman route intersects. To do so, we take the linear-time 
algorithm of Lee and Preparata [21] that constructs the intersection of 
half-planes in simple polygons and apply it to all the dominating polygons 
of the proper essential cuts. Such an intersection is known as a kernel. 
Using this algorithm, we compute a set TZ containing a constant number of 
proper essential cuts, out of which one has to be intersected by a shortest 
watchman route. 

The algorithm, at each step, takes the previously computed potential 
kernel and intersects i t with the dominating polygon of a proper essential 
cut, yielding a new potential kernel. Al l the potential kernels lie to the left 
of the proper essential cuts which have been used to compute them. As 
soon as the algorithm produces an empty potential kernel, we remember 
C, the proper essential cut associated with the last dominating polygon 
of the intersection. Note that the previous potential kernels all lie to the 
right of C. Now we first scan backwards through the proper essential cuts, 
whose dominating polygons have already been used, and check i f there is 
a cut C that does not intersect C. In this case, TZ = {C,C}. I f all 
the previous proper essential cuts intersect C, we follow the boundary of 
the last non-empty potential kernel in counterclockwise order to find two 
consecutive cuts C and C", such that C is directed towards the left of C 
and C" is directed towards the right of C, and let TZ = {C, C, C"}. 

Lemma 4.3 Any shortest watchman route intersects at least one of the 
cuts in TZ. 

Proof: If TZ consists of two cuts only, they are by construction disjoint 
and to the right of each other, and the lemma follows by Lemma 2.1. 
Otherwise, the intersection of the dominating polygons with respect to 
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any two of the cuts in TZ, for example C and C, lies to the right of the 
third, for example C". I f a shortest watchman route lies to the right of 
C", C" is a crucial cut with respect to any point on the route, so it has 
to be intersected by the route. If the shortest watchman route lies to the 
left of C", the parts of C and C which lie to the left of C" are disjoint 
and to the right of each other, i . e. have to be intersected by the route, 
again by Lemma 2.1. • 

Let a fragment be a maximal subset of a proper essential cut that does 
not contain a point of intersection between proper essential cuts. Since 
there are no proper essential cuts separating points on a fragment, we 
have the following lemma: 

Lemma 4.4 For any two points in a fragment, the sets of crucial cuts 

are the same. 

Since there are 0(n) proper essential cuts in P, the cuts in TZ contain 
0(n) fragments each. Then Lemma 4.4 implies that there are 0(n) sets of 
crucial cuts with respect to the points on the cuts in TZ. Let us express this 
the other way around. Under the assumption that a shortest watchman 
route intersects a point in one of the fragments, there is a unique set 
of proper essential cuts on which we can apply the algorithm APPVR. 
More precisely, for each fragment, we compute the set of crucial cuts with 
respect to the fragment and then call APPVR to compute an approximate 
visiting route for the set. The shortest of the routes computed is then 
reported as the approximate watchman route. 

The fragments can be computed in O(nlogn) time by computing the 
intersections between cuts and sorting the points of intersection along the 
cuts. Computing the set of crucial cuts with respect to an end point of 
a cut in TZ takes 0(n) time (using the representation of points). I f we 
compare the set of crucial cuts with respect to the points of one fragment 
with the corresponding set of crucial cuts with respect to an adjacent frag
ment, they differ by one cut only. Instead of storing each set, which would 
require a total of 0(n2) space, we store the whole set of the first fragment, 
but only the difference between the others and their immediate predeces
sors. This implicit representation consumes 0(n) space only. We obtain 
all the sets of crucial cuts by considering the fragments in order from the 
first fragment while incrementally changing the initial set of crucial cuts. 
To store the crucial cuts while maintaining their order along the boundary, 
we use a standard priority queue which supports the operations, extracts, 
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deletes, and adds in O(logra) time for each cut. The total number of cuts 
is at any given step 0(n). We conclude as follows: 

Lemma 4.5 There are 0(n) sets of proper essential cuts, each of which 
might be the set of proper essential cuts in P that any shortest watch
man route must intersect. An implicit representation of the sets can be 
computed in O (n log n) time. 

We summarize as follows: 

Theorem 4.2 If there is a proper essential cut such that no other proper 
essential cuts lie to the right of it while being disjoint, a watchman route 
in P at most 2\/2 times longer than the shortest watchman route can be 

computed in O(n3) time. 

Some concluding remarks. We can also compute an approximation by 
approximating the shortest zookeeper routes used to compute W a p p . A 
zookeeper route at most 6 times longer than the shortest zookeeper route 
can be computed in 0(n) time [1]. As described above, this route can be 
made relative convex in 0(n) time by computing its relative convex hull in 
P, which is shorter than the route, after which the hull is used instead of 
the shortest zookeeper route. This increases the factor of approximation 
by 6, but decreases the time that it takes to compute the approximation. 
We state this as alternative versions of Theorems 4.1 and 4.2: 

Theorem 4.3 If all the proper essential cuts are intersected by any short
est watchman route, a watchman route in P at most 12y/2 times longer 
than the shortest watchman route can be computed in O(nlogn) time. 

Theorem 4.4 If there is a proper essential cut such that no other proper 
essential cuts lie to the right of it while being disjoint, a watchman route 
in P at most 12\/2 times longer than the shortest watchman route can be 
computed in 0(n2) time. 

5 Conclusions and discussion 

We have given algorithms that, given the set of chords that a shortest 
watchman route must intersect in order along the boundary of a sim
ple polygon, compute watchman routes that are approximations within a 
constant factor in length from the length of a shortest watchman route. 
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In doing so, we have shown how to achieve a factor of approximation of 
12V2 at 16.97 in 0{n) time, and a factor of 2v /2 ss 2.828 using 0 ( n 2 ) time. 
However, i f the set of chords needs to be computed, the time complexity 
increases by a factor of 0(n) in the worst case. 

What can be achieved? Can a factor A/2 approximation be computed 
in 0(n) time? No lower bounds (greater than Q(n)) are known. To the 
best of our knowledge, computing the set of 0{n) essential cuts takes 
0(n log n) [19]. This is accomplished by performing a linear number of 
ray-shots, and the fact that the final chords are extensions of polygon edges 
is not used. This highlights another important question. Is i t possible to 
compute the set of essential cuts faster than O(nlogn)? 

One should observe that the algorithms which we give can be used 
to compute approximations to the shortest routes that visit any set of 
directed chords in a simple polygon, as long as they do not dominate each 
other. A final observation is that the shortest watchman path (non-closed) 
can also be approximated using the ideas developed in this paper. 
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Abstract 

A zoo is a simple polygon whose boundary intersects a number 
of convex polygons, all of which lie in the interior of the simple 
polygon. Given a zoo, the Zookeeper's Problem asks for the shortest 
route in the zoo that touches each convex polygon at least once. 
We show how to solve this problem optimally in time linear in the 
size of the zoo when the number of convex polygons is constant. It 
should be noted that all the previously given algorithms that solve 
the Zookeeper's Problem stay super-linear in this case. 

1 Introduction 

The Zookeeper's Problem is a shortest path problem stated as follows: 

Given a simple polygon (the zoo) with a set of k disjoint convex 
polygons (the cages) inside i t , such that each cage intersects 
a connected subpath on the boundary of the zoo (an attach
ment), find a shortest route in the interior of the zoo that 
touches each cage without entering their interiors. 

The solution to the Zookeeper's Problem is called the shortest zookeeper 
route. This route is the one that the zookeeper should follow to reach each 
cage while walking as short a distance as possible [6]. 

'Supported in part by NUTEK under contract No. P10552-1. Author's e-mail: 
Hakan. JonssonSsm. lu th . se. 
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a) b) 

Figure 1: a) A zoo with three cages (the cages are colored gray and 
attachments are shown with dashed lines) and the shortest zookeeper route 
through the point on the boundary to the left, b) A triangulation of the 
interior of the zoo in a) that will be used in some subsequent figures. 

The Zookeeper's Problem comes in two variants. Apart from the ver
sion stated above, there is a version in which a point on the boundary of 
the zoo (the zookeeper's chair), where the zookeeper route is required to 
start and end, is given as part of the input. Note that a solution to the 
version of the problem with a chair can be arbitrarily longer than the solu
tion to the version without a chair. An algorithm for the former problem 
can also be used to solve an instance of the latter problem by introducing 
the chair as a (point sized) cage. In Figure la , an example of a zoo with 
three cages is shown. In this zoo, the shortest zookeeper route through 
the point on the boundary to the left is depicted. 

Chin and Ntafos showed how an exact solution to the version of the 
problem with a chair could be computed in 0(n2) time, where n is the sum 
of the total number of edges in P [6]. Through a clever speed-up of the 
inner loop of this algorithm from 0(n) to O (log 2 n), based on an efficient 
data structure for handling convex chains [11], this time complexity was 
decreased to 0 ( n l o g 2 n) by Hershberger and Snoeyink [12]. Recently, Be-
spamyatnikh reported an O(nlogn) time algorithm that solves the prob
lem [1]. For the Zookeeper's Problem without a chair, Tan and Hirata 
have shown how an exact solution can be computed in 0(n2) time [15]. 
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In this paper, we show how to solve the Zookeeper's Problem optimally 
in time linear in the size of the zoo when the number of cages is constant. 
Such a restriction on a shortest path problem in which objects must be 
visited might seem artificial but is actually realistic. There are numerous 
real-life examples of problems in which a shortest path that is supposed 
to visit a number of objects is sought, but where the number of objects 
is substantially less (constant) than the number of pieces that the map 
of the environment contains. Apart from being faster than the previously 
given algorithms, which stay super-linear in this case, our algorithms can 
also be used as a sub-routine in computing an approximation to a shortest 

watchman route in a simple polygon [3]. 

2 Preliminaries 

We assume that the boundary of P is oriented counterclockwise, in such 
a way that the interior of P is locally to the right during a traversal of its 
boundary. We also let the indices of cages indicate the relative order in 
which they lie along the boundary in the counterclockwise direction. This 
ordering is not only natural, having the orientation of the boundary of P 
in mind, but also reflects the fact that there is always a shortest zookeeper 
route that touches the cages in the order in which they appear along the 
boundary of the zoo [6, Lemma 2]. This route, which will be denoted by 
Z o p t in the version of the problem without a chair and Zd in the version 
where a chair d is present, visits the cages in the order specified by their 
indices. 

Not only Zd but any zookeeper route touches at least one edge of each 
cage. Given a sequence of edges Ei, E2, • • •, Ek of P such that Ei is an edge 
of Ci, how can the shortest zookeeper route that visits these edges then be 
computed? The algorithm that solves this kind of problem is based on the 
reflection principle. Suppose that we are given two points on the same side 
of a line, and asked to compute the shortest path between the points that 
touches the line. The reflection principle then states that the incoming and 
the outgoing angles between the line and the shortest path are equal. The 
point where the shortest path intersects the line can be found by reflecting 
one of the points across the line. Then the point is the intersection between 
the line and the line segment (the shortest path) bounded by the reflected 
point and the point that was not reflected (Figure 2a). 

To compute the shortest path between two points that visits a line 
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segment rather than a line, when the points lie on the same side of the 
line containing the line segment, we instead compute the shortest path 
from one of the points that passes through the line segment and ends at 
the reflection of the other point (Figure 2b). This is the base for how the 

a) b) 

Figure 2: The reflection principle. 

reflection principle can be used for computing shortest paths that visit 
not only single line segments on the boundary of a simple polygon, but 
arbitrarily many. 

The shortest route in P that intersects E\, Ei, •.., Ek in order can 
be computed as follows. Take k + l copies of P and join them together 
so that the edge E{ in the i t h copy coincides with itself in copy i + l . 
For this to work, the copies must be translated and rotated into position. 
Every other copy must also be mir ror-re versed, so that the points of the 
edge Ei in copy i coincide with their images in copy i + l . Then, if the 
interiors of the coinciding edges are erased so that the interiors of the 
copies become connected, the concatenation of polygons thus formed is 
a simply connected 2-manifold, which we call an unrolled polygon and in 
which simple-polygon algorithms can be applied [12]. 

By the reflection principle, the shortest of all the shortest paths in 
the 2-manifold from a point in E\ in the first copy to the same point in 
the last copy is the shortest route in the simple polygon that visits the 
edges E\, E2,... , Ek in order. I f we restrict the route to passing through a 
given point on the boundary of P, we instead use the shortest path in the 
unrolled polygon between the given point in the first and the last copy. 

We say that n = [E\, E2, • • •, Ek) is the combinatorial type of the 
shortest path and the unrolled polygon. Given a combinatorial type, the 
unrolled polygon and shortest path with that combinatorial type can be 
computed in time linear in the size of the unrolled polygon [7]. Hence, 
solving the Zookeeper's Problem can be seen as a quest for the unrolled 
polygon that contains the shortest zookeeper route. 
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Figure 3: The initial unrolled polygon based on the zoo in Figure 1 (inte
riors of cages are omitted). 

2.1 T h e Zookeeper's P r o b l e m wi th a chair 

The two earliest published algorithms that compute a solution to the 
Zookeeper's Problem with a chair start with an unrolled polygon Pn based 
on a combinatorial type IT defined by choosing an edge in each cage from 
positions determined a priori. Then the shortest path Zd(ir) in the interior 
of P^ between the chair d in the first copy of P f f and the image d' of d in 
the last copy of P^ is computed. In general, x is not the combinatorial 
type of the shortest zookeeper route Zd forced to intersect d, something 
which is indicated by the fact that Zd(ir) bends in at an end point of 
an edge in K. I f such an edge has a succeeding edge, and Zd{n) can be 
made shorter by allowing i t to intersect the succeeding edge instead of the 
present, Zd{n) is adjustable. 

The first algorithm for solving the restricted Zookeeper's Problem was 
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created by Chin and Ntafos, who introduced an incremental construction 
of Zi in which the initial unrolled polygon P„ is incrementally modi
fied along with Zd(n) into the unrolled polygon of the optimal zookeeper 
route [6]. The following is a high-level description of their algorithm: 

1. Orient the boundaries of odd-numbered cages clockwise and the 
boundaries of even-numbered cages counterclockwise. This gives 
the part of each cage that is accessible from within the zoo a first 
and a last point where the attachment ends and starts. 

2. Initialize the combinatorial path type ir to be the one that includes 
the first edge of each cage (the one with no predecessors). 

3. Compute the unrolled polygon P T and the shortest path Zd(7r) inside 

4. While Zd(ir) is adjustable at some edge in jr that is not a last edge 
do the following 

(a) Replace the edge in n by its successor. 

(b) Compute P^ and the shortest path Zd(ir). 

Chin and Ntafos show that the iteration in Step 4 is performed 0(n) 
times, during which the edges of the cages are inserted and deleted from 
7T at most once each. Once the route Zd(n) is no longer adjustable, Zd — 
Zd(n), an optimal solution that is unique [6]. They also show that the 
edges are inserted and deleted in order along the cages, and that the 
points of intersection between Zd{^) and the cages move closer and closer 
to those of the shortest zookeeper route during the iteration. This is a 
crucial fact, which we state as a lemma for future reference: 

Lemma 2.1 (Chin and Ntafos [6]) The points of intersection between 
Zd{x) and the cages move monotonically during the iteration in Step 4-

To compute each of the shortest paths Zd(n), they use an algorithm 
by Lee and Preparata which runs in time linear in the size of P^ [13]. 
However, they also make an observation that enables them to decrease 
the space and time complexity of the shortest path computation from 
0(n2) down to 0(n) by reducing the size of the unrolled polygon used. 

Zd(7r) is a concatenation of the shortest paths between the edges of 
adjacent cages. Chin and Ntafos observe that each such shortest path 



2.1 T h e Zookeeper's Problem with a chair 143 

intersects only those triangles of a triangulation of P that intersect the 
boundary of P between the end points of the path. As a result, in total, 
at most 3 copies of any given triangle in P are intersected by Zd(n) in P-n--
If each copy of P used in forming Pn is stripped of all its triangles except 
for those through which the shortest path Zd{n) can pass, the total size 
of P„ becomes 0(n) [6]. After having triangulated P in 0{n) time [5], 
they show how P T can be computed in 0(ri) time. Hence, their algorithm 
computes the optimal zookeeper route in 0 ( n 2 ) time. In Figure 4, an 
example of Chin's and Ntafos's shrunken version of the unrolled polygon 
in Figure 3 based on the triangulation in Figure 1 is shown. 

Figure 4: The 0(n)-sized unrolled polygon P T based on the zoo in Fig
ure la . Compare this with Figure 3. The unrolled polygon only contains 
triangles of the triangulation of the zoo in Figure lb) through which the 
shortest path might pass. 

Hershberger and Snoeyink later showed that each shortest path could 
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be updated in 0 ( log 2 n) time by maintaining a set of convex chains in 
P [12]. Each shortest path is computed by merging O(logra) shortest 
paths between cages and each shortest path between cages is computed in 
O(logn) time. In total, the paths Zd(n) are computed in 0 ( l o g 2 n ) time 
each, which yields an 0 ( n l o g 2 n) time algorithm for solving the restricted 
Zookeeper's Problem. 

In their concluding remarks, Chin and Ntafos discuss how to compute 
the shortest zookeeper route in the case when the number of cages, k, is 
"much smaller" than n. For this case, they present an alternative algo
rithm that runs in 0(n\ogk n) time. Note that, i f k is a constant, the 
number of iterations in their original O (re2) time algorithm is still O(n). 
Hence, since the size of P^ would be 0(n), their original algorithm runs 
in 0(n2) time as soon as k > 2. 

The algorithm by Hershberger and Snoeyink is more adaptive in that, 
if the number of cages k were constant, the algorithm would execute 
only O(logfc) merge-steps. Their algorithm would in this case consume 
O(nlogn) time. We conclude that the algorithm by Hershberger and 
Snoeyink is faster than both the algorithms by Chin and Ntafos. 

2.2 T h e Zookeeper's P r o b l e m without a chair 

There is one algorithm in the literature that claims to solve the version 
of the Zookeeper's Problem in which a chair is present [15]. The main 
ideas and intuition behind the algorithm are correct. However, one proof 
turns out to be incomplete and another, unfortunately, incorrect. Also, 
a technique from a paper [4] in which a flaw was later discovered is used 
without any further explanation as to why the technique should work in 
this case. This flaw was pointed out by Nilsson and Hammar [10], and has 
its origin in an article by Chin and Ntafos [8]. We provide a correction of 
the proofs, showing how the problem can be solved along the original line 
of thought by providing the missing details, and an explanation as to why 
the technique can be used. 

In the absence of a chair, the shortest zookeeper route sought in the 
Zookeeper's Problem is no longer unique. Consider the (symmetric) zoo 
shown in Figure 5, which contains 4 cages. In this zoo, there are infinitely 
many shortest zookeeper routes, each of which touches the horizontal and 
the vertical edge of the cages. Two of the routes are depicted: the routes 
Zd{ and Zdi+1, which touch the lowest cage at the points dj and di+i 
respectively. 
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Figure 5: Zopt does not need to be unique. 

The Zookeeper's Problem without a chair is solved i f we can find the 
shortest zookeeper route forced through each point in one of the cages. It 
is then only a matter of identifying the shortest of all the routes to obtain 
Z o p t - Although there exists an infinite number of such routes, it can be 
shown that Z o p t is one of only O(n) of them. To compute these shortest 
zookeeper routes, and the points on the cage through which they pass, a 
technique called sliding is applied. Let d be a point on the cage C\. Then 
the sliding simulates the continuous movement of d along C\ in a number 
of discrete steps while the shortest zookeeper route Zd forced through d is 
maintained. Z o p t intersects C\ at the point d for which the length of Zd 
is minimized; and the purpose of the sliding is to compute this point and 
Zd in an efficient way. 

Sliding works because of the following property, which is derivable 
from the convexity of the cages: 

Property 2.1 (The e-principle) Let d be a point on the cage C\, and 
let di denote the (unique) point where the shortest zookeeper route forced 
through d reflects on the cage Ci. Then, for any e > 0, there is a point d" 
on Ci in the neighborhood of d such that 

1. \[d, d*]\ < e, and 

2. for any i, \[di, d*]\ < e, where d* is the point of reflection between 
the shortest zookeeper route through d* £ Ci and Ci. 

Imagine that the point d is being moved continuously along C\. Then 
the e-principle implies that the reflection points of Zd also move contin-
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uously along the other cages present in the zoo. Note, however, that 

the e-principle does not cover the case when the cages are non-convex. 

Another property used regards the combinatorial types of the points in 

Cx: 

L e m m a 2.2 All the points on C\ that are of an equal combinatorial type 

form a connected subset of the cage. 

Proof: Follows from Lemma 9 and 10 in Reference [2]. • 

The sliding starts with the computation of Zd from the first point in 
C i , where d is initially positioned. This is an instance of the Zookeeper's 
Problem with a chair that is solved as described in the previous section. 
The computed route reflects on a set of edges of cages that form an initial 
combinatorial type from which an unrolled polygon is computed. Then 
the continuous movement of d is simulated by moving i t to event points 
on Ci (to be defined below) closer and closer to the last point of the cage. 
This involves repeating the following two steps: 

1. compute the next event point, and 

2. move d to the computed event point, update Zd accordingly, and 
re-compute the unrolled polygon to reflect a possible change in the 
combinatorial type (if necessary), 

until either a point on Ci where Zd makes a perfect reflection is found or 
the last point of C\ is reached. The reason why the sliding stops as soon 
as a perfect reflection on Ci is obtained is because we have then computed 
a shortest zookeeper route. The route Zd is the shortest zookeeper route 
forced through d during the sliding. I t is therefore locally optimal at 
each point of reflection and globally the shortest, except possibly for the 
reflection at d. Hence, as soon as the reflection at d becomes perfect, by 
the reflection principle, Zd must be the shortest possible and there is no 
point in continuing the sliding. 

The event points are points d in C\ where one of the following four 
properties holds: 

Type 0 d is a vertex in C\. 

Type 1 The first and the second, or the last and the penultimate, edges 
of Zd become collinear in the unrolled polygon. 
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Type 2 The first and the last edges of Zi have the same angle to the 
edge of C\ that contains d. 

Type 3 The first or last edge of Zi in the unrolled polygon intersects a 
vertex in some other cage than C\. 

This numbering is consistent with the numbering of event points used 
by Nilsson [14], except for the presence of the Type 0 event point. Our 
choice of properties for the event points is based on the following: 

Lemma 2.3 All the points between two event points have the same com
binatorial type. 

Proof: For a change in the combinatorial type to occur during the sliding, 
a point of reflection (including d) between Zi and a cage must pass a 
vertex. This happens for points that fulfi l l one of the properties of the 
event points and only for such points. • 

By Lemma 2.2 and 2.3, the shortest zookeeper routes from points 
between two event points lie in the same unrolled polygon. Hence, while d 
is moved between event points, Zd is the shortest path between the point d 
and its image d' in the unrolled polygon. A non-perfect reflection between 
Zd and a cage corresponds to a bend in the shortest path in the unrolled 
polygon around a vertex belonging to a cage. 

The combinatorial type changes, and the route is adjusted, at Type 1 
and 3 event points when further movement of d causes the reflection point 
to leave the vertex so that the route reflects on the next edge in the cage 
instead of the current. As this happens, the unrolled polygon is tilted 
by rotating it locally around the vertex that joins the edges. In fact, the 
sliding can be seen as an incremental computation of unrolled polygons, 
one after another. 

Event points of Type 0 or Type 2 are the only points where Zd can be 
locally shortest during the sliding. At event points of Type 2, Zd makes 
a perfect reflection on C\. At Type 0 event points, d moves over a vertex 
in Ci. Since the maintained route Zd is at all times globally optimal, i t 
follows that the length of Zd either increases or decreases monotonically 
between event points of Type 0 or Type 2. Hence, the shortest of all 
computed Zd is Z o p t . 

Corollary 2.1 One of the event points is a point on Z o p t . 
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The time complexity of the sliding depends essentially on the number 
of event points since Zd, and the unrolled polygons are updated for each 
such point. As observed already by Chin and Ntafos in their papers on 
shortest watchman routes [7,8], where adjustments were introduced, the 
points of reflection oscillate back and forth along the cages. Since each 
vertex that is passed by a point of reflection is the cause of an event point, 
i t is crucial to bound the number of times such passages occur in order to 
bound the time complexity. 

A schematic example in which the points of reflection do oscillate is 
shown in Figure 6. It is, however, unclear whether Tan and Hirata [15] 
have taken the presence of oscillations into consideration. We prove a 
bound on the number of event points in our modified version of their 
algorithm, which takes the oscillations into account: 

L e m m a 2.4 There are 0(n) event points. 

Proof: Since there are 0(n) vertices in C\ and the sliding stops as soon as 
a perfect reflection is obtained on C\, i t follows directly that the number of 
Type 0 and Type 2 event points is 0(n). To bound the number of Type 1 
and Type 3 event points we claim that the direction along one of the cages 
in which a point of reflection between Zd and the cage moves changes at 
most once throughout the sliding. Since a Type 1 and/or Type 3 event 
point can occur when some edges of Zd coincide with a vertex of a cage 
(or a vertex in P) only, this means that the total number of Type 1 and 
Type 3 event points is also 0(n). We first rule out two situations during 
the sliding in which the direction cannot change. 

The first is when Zd bends somewhere in P*, in which case the only 
parts of Zd that change are the first and the last edges. Since d is moved 
monotonously, each point of reflection between Zd and a cage that corre
sponds to a point in the changing edges in P f f also moves monotonously. 
Therefore, a change in direction can occur when Zg is a line segment in 
PTT only. 

The other situation is when the number of cages, k, is even, so that 
the general direction along C\ in which d and its image d' are moved is 
the same. Then, for each d, Zd = [d, of| partitions P* into two parts such 
that any subsequent d and its image both lie in one of the parts. Hence, 
since a shortest path between two points on the same side of a chord of 
P^r does not intersect a point on the other side of the chord, the direction 
cannot change in this situation either. 
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I f the above-mentioned situations are disregarded, there remain pas
sages during the sliding when Zd is a line segment in the unrolled polygon 
while the number of cages in the zoo is odd. This case is the subject of 
the rest of the proof. Here, as opposed to when the number of cages is 
even, d and its image move in opposite directions. 

dz d2 d\ 

Figure 6: A zoo in which the points of reflection on the right side oscillate 
during the sliding. 

In Figure 6, an example of a zoo, a triangle in which each side is a 
cage, with k = 3 cages is shown, together with three positions d\, d2, and 
dz for d during the sliding and the corresponding routes Zd through the 
three points. The interesting observation to make regards the right side 
of the zoo, where the point of reflection first moves upwards and then 
downwards. Note that, in this example, the sliding makes progress past 
the point on C\ where the angle of reflection is perfect (between d\ and 
e^) and that there would be no oscillation on the right side of the zoo if, as 
is the case in our algorithm, the sliding were instead to stop at that point. 
The unrolled polygon based on the zoo in Figure 6 is shown in Figure 7 
together with the shortest paths Zd from 11 equally separated points on 
C i , to illustrate more clearly how both points of reflection move during 
the sliding. 

Consider a zoo with an odd number of cages and let fi(d) denote the 
(position of the) point of reflection made by Zd on the cage C;. Let E 
denote the edge of C\ that contains d and assume without loss of generality 
that E and the image E' of E that contains the image d' of d are sloped 
as in Figure 8, where E is horizontal. Let a(d) and ß(d) denote the angles 
of reflection of Zd with respect to E and E' respectively. Then, since 
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d! 

^ d 

Figure 7: The unrolled polygon based on the zoo in Figure 6 and the 
shortest paths Zd from 11 points on C\. The straight arrows show the 
sliding direction and the other two arrows show how the points of reflection 
move during the sliding. 

the sliding shortens Zd at each step, d is moved leftwards until either the 
end point of C\ is reached or a Type 2 event point where a(d) = ß(d) is 
encountered; recall that at the latter point, a perfect reflection is obtained 
on C\. 

Since /,• (d) is the point of intersection between C; and the line through 
d and d', by basic geometry, the derivative of fi(d) is a second-degree 
polynomial in d (with coefficients depending on the relative slopes and 
positions of E, E', and the edge of C; at which Zd reflects) which has one 
valid zero where the movement of the point of reflection reverses along C i. 
We refer to the corresponding extreme point of fi(d) as the turning point 
below. Moreover, since E' is sloped downwards to its right, the turning 
point lies to the left of or on fi(d) at each step during the sliding. Should 
the edge E' be sloped in the other direction, by symmetry, the turning 
point would instead lie to the right of /,•(«£). We conclude that our claim 
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\ fi(d) 

Figure 8: Illustration used in Lemma 2.4. 

holds as long as no part of Zd passes over a vertex. 
As long as a vertex is not encountered, a(d) increases and ß(d) de

creases continuously. When a vertex on C\ is passed, however, the two 
angles change discontinuously. I f ip denotes the angle between two edges 
joined by a vertex in C\ that d is slided over, a(d) and ß(d) are increased 
and decreased by ib respectively. Since a vertex is slided over, the identity 
of E and E' also changes. Note that despite this change the relative an
gle between E and E' stays invariant, so that the net effect is that fi(d) 
changes, although the turning point is still located on the same side of the 
point of reflection. 

However, if Zd is adjusted, at a vertex on a cage different from C i , the 
upper part of Pv is rotated with respect to the lower part and the angle 
between the edges changes. In this case, the angles a(d) and ß(d) stay 
invariant. I f E' is still sloped downwards to its right, the turning point 
stays to the left of the point of reflection and another change in direction 
is not possible. Left is the case when the adjustment causes the edge E' 
to be sloped in the other direction. 

Assume that the direction in which the point of reflection on C; moves 
has changed once and that i t moves over a vertex where Zd is adjusted so 
that E ends up being sloped downwards to its left. Then fi(d) changes 
so that its turning point becomes located to the right of the current point 
of reflection. Since an adjustment was made, the length of Zd decreases 
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Figure 9: Illustration used in Lemma 2.4. 

and the point of reflection moves on further to the right as the sliding 
continues. This situation is depicted in Figure 9, where dm\n denotes the 
closest Type 2 event point to d. Since the sliding makes progress, dm-m 

has not yet been reached. Moreover, since the turning point is an extreme 
point, i t must lie to the right of / i ( d m m ) . But then, since a(d) < ß(d) 
and fi(d) is moved rightwards, d must slide past dm-m in order to reach 
the turning point. We conclude that the turning point cannot be reached 
a second time and that the point of reflection therefore changes direction 
along Ci at most once. From this the lemma follows. • 

The time consumption of the sliding is also affected by the time that 
it takes to compute the next event point. The proof of Lemma 5 by Tan 
and Hirata [15] contains a flaw in that it is claimed that the next Type 1 
or 3 event point is found by rotating Zd around its mid-point when Zd is a 
single line segment. This claim is true only if the edge of C\ that contains 
d and its image in Pv are parallel. As a matter of fact, if the edges were 
parallel, there would be no oscillation. However, in general, the edges are 
sloped with respect to each other. We here give a proof that also covers 
the general case: 

Lemma 2.5 Given an event point d, the unrolled polygon Pn, and the 

shortest path in Pjr that corresponds to Zd, the next event point can be 
computed in 0(n) time. 

Proof: The tricky event points to compute are those of Type 1 and 3 in 
the case where the shortest path Zd in P^ does not bend. In this case, C\ 



153 

and its image in P T are connected by two boundary chains separated from 
each other by Zd. The event points are computed by first computing one 
shortest path in P,,. between the end points of each of the two boundary 
chains. This takes 0(n) time since the size of Pv is 0(n) [13]. Since Zd 
is a line segment, the next Type 1 and 3 event point occurs for the first 
point d on C\, in such a way that Zd intersects a vertex in one of the 
two computed shortest paths. For a vertex v in the paths, let l v be a line 
through v that is sloped in a direction somewhere between the edges that 
contain d and its image d'. Then C\ and its image are separated by l v and 
Zd must intersect l v . The position of the point of intersection on i v can 
be expressed as a second degree polynomial in d. Hence, for any vertex v, 
we can compute the first d for which v is intersected by Zd(n) in constant 
time. Since there are 0(n) vertices in P T , we conclude that 0(n) time is 
sufficient to find the next Type 1 and 3 event point. • 

By Lemma 2.4 and 2.5, i t follows that Z o p t can be computed in 0{n2) 
time given the shortest zookeeper route through one of the end points of 
the cage C%. Note that, even i f the number of cages is small, the number 
of vertices of P w is O(n). Hence, in the algorithm that we have given 
above, the number of cages does not affect the time complexity. 

3 Solutions for k cages 

In this section, we give algorithms that solve the Zookeeper's Problem in 
0(n) time given that the number of cages is constant. Our algorithms 
are modifications of the previously given algorithms in which we maintain 
0(k2) supporting chains, which are the shortest paths in unrolled polygons 
between the end points of cages, to hasten the update of the shortest 
zookeeper routes. 

There are two main obstacles to overcome in order to achieve the 
result that we claim to achieve. The first concerns the update of the 
unrolled polygon, which is conceptually a very easy operation. As we will 
see below, i t involves the rotation of an 0(n)-sized part of the unrolled 
polygon around a point on another <3(n)-sized part only. Note, however, 
that the update of the absolute positions of the vertices of the part of 
the unrolled polygon that is rotated has to be performed implicitly, or 
our claimed 0(n) bound would break down. Instead of updating the 
position of all 0(n) vertices of P^ explicitly, we use a lazy approach in 
which merely the absolute position of 0(k) reference points, to which all 
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the other points have fixed relative positions, is updated. Whenever a 
point in PT is referred to, the pointfs absolute position is computed in 
constant time using the absolute position of the reference points to which 
the position of the point is related. 

The second obstacle is the challenge of updating the shortest zookeeper 
routes in constant time. Note that, even if the number of cages is constant, 
the size of an unrolled polygon is 0(n). Also, both the number of steps 
in the iterative scheme in the restricted case and the number of event 
points in the sliding is 0(n). Moreover, as we have discussed, previous 
algorithms run in super-linear time in this case. 

In our solutions, an initial shortest zookeeper route is adjusted (re
computed) 0(n) times in order to either turn it into the optimal solution 
or maintain it during a sliding process. A key factor for achieving efficient 
(fast) updates lies in the way in which the computations of the short
est zookeeper routes and support chains are linked together; to update a 
path, we start the computation where the computation of two previously 
computed paths stopped. Although the cost of updating a single path 
can be as much as 9 (n ) , our reuse of already computed paths in the com
putations of new paths makes the total time complexity 0(n) per path. 
Hence, in an amortized sense, each shortest path is updated in constant 
time. 

3.1 T h e version with a chair 

To solve the Zookeeper's Problem with a chair, we improve further the 
time that it takes to perform Step 4 of the iterative scheme given on 
page 1 from <9(log2 n) to a constant per iteration, given that the number 
of cages is a constant k. Since we still have 0(n) iterations in Step 4, the 
total time to compute the result is therefore 0(n). In the following, we 
look closer into the details of how Step 4 is performed. 

3.1.1 Updating P T in constant time 

The unrolled polygon P^ is a concatenation of k copies of P . Since k 
is a constant, there is no need to shrink the copies like Chin and Ntafos 
do in order to obtain unrolled polygons of size 0(n). Let E\ be the edge 
in the cage I that joins copy / - 1 to copy ! in P , . We will refer to the 
copies j > I as the upper part of Pw, and the remaining copies as the lower 
part. To update Pn at cage I, we disconnect copy / - 1 from copy /, and 
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reconnect them so that the images of the edge succeeding E\ in copy / — 1 
and copy / are brought together and coincide. Since the images already 
share one end point, the end point of Ei, which is also an end point of 
the succeeding edge, before the update, the update amounts to a rotation 

of the upper part around the shared vertex (we choose to hold the lower 

part fixed). By Lemma 2.1, we have the following lemma: 

Lemma 3.1 An adjustment causes the upper part ofP^ to turn counter

clockwise around the center of rotation relative to the lower part o f P n . 

Since the copies in the lower (upper) part stay fixed with respect to 

each other during the rotation, the rotation does not affect the relative 
distances and relative positions within each of the parts or the absolute 
positions of points in the lower part. However, the absolute positions of 

the points in the upper part change. 
The absolute positions of the vertices of PT are needed in order to 

compute the shortest paths in Pn. Given 0(n) time during each iteration, 

we can afford to update the absolute position of each individual vertex in 

the upper part. Since we cannot spend so much time, we postpone the 
updating of the positions of individual vertices until they are needed in a 

computation, and instead, for all i, only update the location of the first 
edge in cage i of copy i. This can be accomplished in 0(k) time using O(k) 
memory for storing one (constant sized) transformation matrix per copy. 
As Pv is updated due to an adjustment at cage I, all the transformation 
matrices of copies in the upper part are immediately recomputed to reflect 

the change in their absolute position. 
In addition to the transformation matrix, we store in each copy the 

relative position of each vertex in the copy with respect to its first edge. 
Whenever a vertex is referred to, the absolute location of the vertex in Pn 

can therefore be computed in constant time by using the transformation 
matrix of the copy in which the vertex lies. The initial computation and 

setting-up of the arrays with relative locations is performed when P T is 
constructed (and in 0(n) time). We summarize as follows: 

Lemma 3.2 Step l±a can be performed in a total of 0{n) time. 

3.1.2 Adjusting the shortest route 

Suppose that the path Zd{Tt) is adjustable at an end point r of the edge 
of cage / that is currently in TT. Then T is changed into the combinatorial 
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type ir' by deleting the edge in cage / from ir and inserting its successor. 
As explained in the previous section, the unrolled polygon P f f is then sub
sequently updated into another unrolled polygon, which will be denoted 
by P„i. With a slight misuse of notation, we consider the chair in the first 
copy as a point-sized cage C\ and the image of the chair in the last copy 
as a point-sized cage Ck+i-

To update the route Zd{ir) efficiently we maintain supporting chains, 
which are the shortest paths between the pairs of end points of the cages 
in the unrolled polygons. More precisely, for a combinatorial type TT, the 
supporting chain erf Ait) is the shortest path in ~Pr from the last point of Ci 
in copy i to the last point of cage Q + i in copy j, where 1 < i < k, 1 < j < 
k. The supporting chain crf^iir) spans over the cages i, i + 1 , . . . , j, j + 1. 
Later on in the paper, we will also introduce supporting chains between 
other pairs of end points of cages. All the kinds of supporting chains used 
are exemplified in Figure 13. Note that, if it is the combinatorial type of 
a shortest zookeeper route in P„, Zd = Zd{ir) — o~xk(ir). 

In the following, we show that the total time spent on adjusting one 
of the supporting chains is 0(n). We introduce some notation to help 
discuss this. For any pair of supporting chains that share an end point, 
the last point from the common end point that lies in both chains is their 
support point. A supporting chain is a support path to another supporting 
chain if both chains have one end point in common and the former chain 
spans over fewer cages than the latter chain while having its other end 
point somewhere between the end points of the latter chain. 

Figure 10: Support points and support paths when performing an adjust
ment at the cage C/. The unrolled polygon is not shown. 
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Note that all the supporting chains (except o~fk(7r)) have their end 
points on the same side of Zd{n) in Pv. The 0{k2) supporting chains 
that pass between copy (/ — 1) and copy I are therefore adjustable at r. 
When adjusting Zd(ft) at r, all these supporting chains are also adjusted 
in an arbitrary order. Between iterations we keep the invariant that all 
the supporting chains through the current unrolled polygon have been 
computed. 

Consider an arbitrary supporting chain o-f-(ir) that is adjustable at 

the point r mentioned above. Starting from one of its end points, cf^ir) 

initially follows the support path ^ . ^ ( i " ) until their support point a i O W e r 

in the lower part of is reached, after which it follows the shortest path 
to r. I t then continues on the shortest path from r to the other support 
point a u p p e r in the upper part of P^, after which i t follows the other 
support path crf-{iT) to their common end point (Figure 10). Note that, 
since the relative positions within the upper and lower parts of P^ are 
not affected by the update of Pv around r, a i 0 W e r and a u p p e r are still 
the support points of crf^n) immediately after the update. Moreover, 

o - ^ _ 1 ^ ( 7 r ' ) = o-f^_^(n) and ^ { T T ' ) = c r j (TT) . What then follows after the 

update of P^ is a process that transforms af-{ir), which is now merely a 
shortest path in P^i forced through r, into its corresponding supporting 
chain CT^(TT') in P„>. To simplify the presentation of this process, we let 

CT^(7T) denote the intermediate chain in P„> that is changed into crfj{n'), 

although this is again a slight misuse of notation. 
Let r' be the end point of the successor edge in C\ that is different 

from r. The rotation around r to update Pv then causes the image of the 
edge [r, r '] in copy (I - 1) to coincide with its image in copy Since the 
supporting chain cr^ir) is adjustable at r, its adjusted version crf^Tr') will 
intersect the edge [r, r 7] at a point r" possibly different from r. 

Any shortest path from a point in [r, r'] to one of the end points of 
c r i y ( 7 r ) crosses neither C ^ { T T ) nor the support paths of cr^(n), since both 

the chain cj(7r) forced through r and its supporting paths are shortest 
paths. Rather, a shortest path from a point in [r, r 7] to an end point 
of O~^(TT) consists of an edge from the point in [r, r1] to a vertex either 

in o~fj(Tt) or one of its support paths, where i t has a first bend. We 
refer to the vertex in question as the apex of the shortest path. If the 
start points of all these shortest paths from [r, r 7] are partitioned by their 
apices, the sets of start points form connected subpaths. Such a partition 
is known as a shortest path map in the region between c^(7r) and its 
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Figure 11: A part of a shortest path map in the lower part of P T / . The 
vertices Vj and v j + i are the apices of paths from points in [c;,c,-+i) and 

[c ; + i , c ;+ 2 ) respectively. 

There is one shortest path map in the lower part of P T / and one in the 
upper part. By merging the two shortest path maps, we obtain a single 
shortest path map of [r, r*]. For any pair of points in a subpath in this 
partition, the apex in the lower part of P T / and the apex in the upper 
part for the shortest paths between the end points of crf-(n) forced to pass 
through the two points in the subpath are the same. To locate r", we 
only need to examine the subpaths and look for the one that permits a 
straight line segment between the two apices around which the shortest 
path through the subpath bends. Note that cf^ir') must pass through r 
or r', or straight through this subpath at r", or otherwise it would not be 
the locally shortest possible. 

The merged shortest path map is constructed incrementally from r 
until the subpath containing r" is found. This is performed by observing 
that the shortest paths from adjacent subpaths in the shortest path map 
have their apices at adjacent vertices. 

Each subpath is delimited by a point of intersection between [r, r'] and 
the extension of one of the edges that have the apex of the subpath as 
an end point. This is illustrated in Figure 11, where the intersection Cj+i 
between [r, r 7] and the extension of the edge [vj, is such an end point 
of a subpath. Since we compute the subpaths in order from r to r ' , the 
apices of the subpaths will follow each other in order from r to a support 
point along crf^it), and from the support point to r' along one of the 

'The shortest path map in Reference [9] partitions all the points in a simple polygon 
and not just the points on a Hne segment. 
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Figure 12: Computing r". 

support paths. We compute the subpaths through an iterative traversal 
of the paths containing the apices in which the end points of the subpaths 
are computed (in order). During this iteration, we keep track of the pair 
of currently used apices, one in each part of P ^ , and the latest computed 
end point of a subpath. Each step results in the computation of the next 
end point of a subpath and the traversal of a path in one of the parts of 
~Pvi from the current vertex to the next vertex only; this next vertex then 
becomes the new apex. To determine the path along which the traversal 
should be performed, we compute the point of intersection between [r, r1) 

and the extensions of the two edges (one in each part of P w ' ) that have 
the current apices as end points. Of these, the one closest to the latest 
computed end point of a subpath is chosen. 

For each subpath, we compute in constant time the line segment that 
connects the apices of the subpath. If this line segment intersects the 
subpath, r" is the point of intersection and our task is completed (since 
< 7 f j ( 7 r ' ) I S unique, so is r"). If the line segment does not intersect the 
subpath, we continue by considering the next subpath as described above. 
Should there be no next subpath, since r' is reached, r" = r' and the 
apices of o f j { i r ' ) are those of the last subpath. 

We use 0(k3) support points, i . e. 0{k) support points for each sup
porting chain, which are stored between iterations and updated in each 
adjustment. This gives us the initial support points in constant time at 
the start of an adjustment, which enables us to start a computation where 
a previous computation stopped without recomputing the initial support 
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points. 
Note that the support points might change if the apices of the subpath 

containing r" lie in the support paths of <7t+(7r). In Figure 12, for example, 

the support point a u p p e r of c f j (TT') is different from the support point a u p p e r 

of o-fj{ir). For the time complexity, we have the following theorem: 

Theorem 3.1 Given a zoo of size n with k cages and a chair, the shortest 
zookeeper route in the zoo that visits the chair can be computed in 0(k3n) 
time. 

Proof: We refer to the steps of the algorithm as presented on page 142. 
Since P^ contains k concatenated copies, and a total of 0{kn) = 0(n) 
vertices are involved in the computations, steps 1-3 therefore take 0(n) 
time [6,12]. Setting-up the 0(k2) supporting chains can be accomplished 
in 0(n) time each [13]. Finding a vertex of the current Zd{n) where the 
path is adjustable can be completed in 0[k) time, since there are merely 
k cages at which it can be adjustable. Since the combinatorial type IT 
contains k edges, O(k) time suffices to change i t into x'. 

During the iteration, 0(k3) support points are maintained. There are 
0(k) supporting chains that have an end point on a particular cage in 
the unrolled polygon. For each pair of them, the initial support point is 
found by simultaneously traversing both chains from their common end 
point until the vertex where they become separate is reached. Hence, all 
the support points can be computed in 0(k3n) time. 

In each iteration, 0(k2) supporting chains are adjusted. Hence, by 
Lemma 2.1, each vertex is passed over at most once by each supporting 
chain that is ever adjusted. Moreover, only the vertices that have not yet 
been passed might be part of a supporting chain. Note that, when adjust
ing a path, the support points between the chains being adjusted and the 
two support paths move monotonously along the support paths (if they 
move at all). Hence, the support points of an adjusted supporting chain 
lie (not necessarily strictly) between the support points of the supporting 
chain before the adjustment and the end points of the cage C\. Therefore, 
the total time spent on updating a particular path of the 0{k2) paths is 
O(n) time. 

The correctness of our algorithm relies on the correctness of the previ
ous algorithms, given that our computation of shortest paths works. We 
conclude that the total cost is 0{k3n). • 
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3.2 The version without a chair 

In this section, we show how the event points in our modified version 
of the Tan-Hirata algorithm, which solves the version of the Zookeeper's 

Problem without a chair for k € 0(n), can be computed using supporting 
chains. As we will show, the use of supporting chains makes i t possible to 

reduce the time complexity to 0(n). In addition to the supporting chains 

used earlier that spanned between the last points of cages only, we here 

also dehne and use supporting chains that also have end points at the first 
points in cages. These chains are accompanied by four shortest paths from 
d to the end points of C\, called transition paths; these are introduced in 

Section 3.2.1. Also, since d is no longer a single (stationary) point in the 
zoo, we treat d as a point on C\, rather than assuming that d = C%, as 

was the case in the previous section. 
The supporting chains are defined as follows. For each pair of cages 

d and Cj, there are four supporting chains o-~j(w), o-^(n), T~j(ir), and 

T£(TT) that start at Ci, end at Cj, and visit the cages between d and Cj 

in counterclockwise order. The chain o-^j(ir) {o~fj(ir)) denotes the shortest 
path in P from the first (last) point of d to the first (last) point of cage 

Cj+i that visits all the cages counterclockwise between Ci and Cj at their 
edges which are contained in n. The chain T^(TT) (T£(TT)), on the other 
hand, denotes the shortest path in P from the last (first) point of d to the 
first (last) point of the cage C j+ i that visits all the cages counterclockwise 
between d and Cj at their edges which are contained in K. I f one of these 

supporting chains visits C\, it does so by intersecting the point d. The 

supporting chains are illustrated in Figure 13. 
Since there are supporting chains that pass C\, a single unrolled poly

gon is a poor choice for harnessing the shortest paths corresponding to the 
supporting chains; these shortest paths are not contained in the unrolled 

polygon. Instead, we connect two unrolled polygons to each other, thus 
forming a double unrolled polygon with ample space for all the support

ing chains. Let P~ and P+ be two copies of P„, and let P* denote the 
2-manifold resulting when joining the last copy of P~ to the first copy of 
P + so that the edges containing d coincide. 

Then the shortest paths corresponding to the supporting chains ujj (w), 
< T i j ( 7 r ) ' r i 7 ( 7 r ) ' a n a - Tij ( n ) a ^ s t a r t fr°m c o P y * m r*7r - They also end in P~ 
(in copy j ) , unless j < i, in which case they end in copy j in P+ (and pass 
through the edge joining P~ to P+) . We order the copies within P* from 
the first copy in P~ to the last copy in P+. Note that by representing 
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the supporting chains with vertices in P*, we need an overhead of space 

of 0(n) only, apart from the space needed to store the actual chains. 

There is a tight correspondence between P„ and P* during the sliding. 

An adjustment of Zd results in a t i l t of P^, and therefore a t i l t of each 

of P~ and P+ in P* . Moreover, P* is changed when d is moved over a 

vertex in C\, so that P~ and P+ are still joined at the edge that currently 

contains d. 

Figure 13: Supporting chains in P* . 

Adjustments are performed as in the previous section, with some minor 

changes which we will explain below. The supporting chains c^(7r) and 

o~i~j(n) are used to adjust Zd and to compute the event points efficiently. 

The chain o^(7r) is used when Zd slides over a vertex in the direction 

towards the last point in a cage, while o~^(ir) is used for adjustments in 

the other direction. The chains T~-{it) and T$(K) have another purpose; 

they are only used to adjust er~(7r) and o-f-{w) when the combinatorial 

type 7T is changed. The need for the extraneous supporting chains (r^(n) 

and T£(TC), and <J~j(ir)) stems from the fact that the direction in which 

the points of reflection between Zd and the cages move can reverse (see 

the proof of Lemma 2.4). 

The different uses of the supporting chains affect the particular order 
in which they are adjusted with respect to each other. Consider the four 
supporting chains o-~j(n), afj(ir), T^(TT), and T£(TT), and suppose that they 
visit the cage C\ at a point where Zd is adjustable in the direction towards 
the last point of the cage. Then the following sequence is performed to 
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adjust Zd and the supporting chains: 

1. o~fj{ir) is computed using ^ ^ ^ ( T T ) and af-{i:). 

2. T^(ir) is computed using ^ ^ ( i r ) and 0"^(?r). 

3. 7~ij(ft) is computed using and T f - { r ) . 

4. orij(7r) is computed using ^ „ ^ ( T T ) and T^ (W). 

Each computation is performed as described in Section 3.1 and uses 

already computed supporting chains/paths only. The case when Zd is 
adjustable in the other direction is analogous. Even though the technical 

details differ, since we now adjust other kinds of supporting chains and 
perform adjustments in not only one but both directions along the cages, 

the adjustments are performed as described in our solution to the version 
of the problem with a chair. Note that, by Lemma 2.4, the involved chains 

are traversed at most twice over all the adjustments. 

3.2.1 Computing event points 

Event points of Type 0, 1, and 2 are computed as before since they can be 

computed in constant time even when k 6 0(n). What is done differently 
is the computation of Type 3 event points. To reduce the time complexity, 
these are computed using support chains. 

Suppose that d is at an event point, and let E denote the edge in C\ 

in which d lies. Then the next event point is not further away from d 

than the end point of E towards which d is being moved, since this end 

point by definition is a Type 0 event point. Therefore, an event point of 

a particular type does not need to be explicitly computed unless i t lies 
in E. Testing if this is the case amounts to determining whether a line 

intersects E or not, which can be accomplished in constant time. 

Should Zd bend at least once, observe that wherever Zd bends, at 
least one of cr^Tt) and erxk{n) also bends. This means that the next 
vertex which Zd will hit during the sliding is a vertex v of either C ^ T T ) 
or o~ik(n) that is adjacent to the first or last bend in Zd which the two 
paths have in common. This bend and v bound an edge of either o~xk(w) 

or o~ik(n). Moreover, since d is moved in one direction along C\ only, v 

can be one of only two vertices in the supporting chains. Hence, the Type 
3 event point where v is hit can be found by extending the two edges 
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in the supporting chains that are bounded by these two vertices and the 
first/last bend of Zd into a line and computing its intersection with E. 

In the case where Zd does not bend, i t is a line segment in the unrolled 
polygon and we enter a transition phase until Zd once again touches a 
vertex of the unrolled polygon. This is a slide-like monotone movement of 
d along C\ during which Zd sweeps over the interior of P^. Whenever d is 
moved, the supporting chains that visit C\, and hence d, are also adjusted. 
A transition phase is not governed by event points in the ordinary sense, 
since Zd and the supporting chains have no vertices of P in common. 
Instead, we use four shortest paths from d in the junction between the 
two concatenated unrolled polygons of P* to obtain the points on C\ to 
which d is repeatedly moved. These paths, which are maintained along 
with the supporting chains during the sliding and referred to as transition 

paths, are: 

• the shortest path in P* from d in the junction between P ~ and P+ 
to the first (last) point of C\ in the last copy of P*, denoted by 

(A+0)),and 

• the shortest path in P* from d in the junction between P~ and P+ 
to the first (last) point of C\ in the first copy of P* denoted by 

W (#(*))• 

We consider d to be the first point on each transition path. The 
transition paths are illustrated in Figure 14. 

Figure 14: Transition paths in a double unrolled polygon. 

Suppose that Zd enters a transition phase by leaving a vertex in cr^w), 
and assume without loss of generality that the next vertex which Zd hits, 
if d is moved further along C\, is a vertex v in the supporting chain o-^k(n) 
(it must lie in either o-xk(7r) or o-fk(ir)). Since Zd does not bend during 
the transition phase, i t has no points in common with the transition paths 
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but with d. It is not until Zd hits v that this changes. As this happens, 
observe that 6 f ( 7 t ) and S ^ T T ) both have their first bends at v, while their 
first edges are collinear and form Zd- The transition phase then consists 
of the following repeated step-wise movement of d to find the vertex v and 
the first point dv further away along C\ such that Z&v intersects v: 

1. Compute the shortest distance x along E that d needs to be moved 
in order to be collinear with one of the second edges of the transition 
paths. Since there is a constant number of edges, this can be per
formed in 0(1) time. Let S denote the transition path in question. 

2. If the first vertex of 5 is also the first vertex in the other transition 
path that ends at the same end point of C\ as 6, this vertex is, by 
the observation above, the vertex v. However, i t might be the case 
that d was moved too far in this last movement, so that Zd does 
not just touch but bends at v. Therefore, d is moved back to the 
first point dv where Zd no longer bends, the net effect being that d 
is not moved the full distance x. Since the identity of v is known, 
dv can be computed in constant time. The transition phase then 
terminates. 

3. Otherwise, move d the distance x and update each of the transition 
paths accordingly. In this update, the first vertex of 5 is either 
removed, so that the second vertex becomes the first, or is changed 
into the second vertex while the next vertex in the supporting chain 
that starts and ends at the same vertex of C\ as 5 is inserted as the 
new first vertex of 8. 

Since d is moved in one direction along C\ only, Zd will eventually hit 
a vertex, and the actual sliding continues. Each movement of d is treated 
(and performed) as an adjustment of Zd-, the supporting chains (through 
d), and the transition paths. Note also that the translation phase stops 
as soon as Zd makes a perfect reflection on Ci and that d is only moved 
if i t makes Zd shorter. 

3.2.2 Time complexity 

Our algorithm is different from the algorithm by Tan and Hirata in several 
respects. The most fundamental difference is our use of supporting chains 
and transition phases. The sliding is performed by moving d between 
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event points, when Zd bends, or taking Zd through transition phases when 
it does not bend. By arguments similar to those used in the section 
about the version with a chair, one can show that the total number of 
operations needed to adjust Zd, a transition path, or a single supporting 
chain throughout the sliding is 0(n). This relies heavily on the fact that 
the direction in which the points of reflection between Zd and a cage moves 
changes at most once during the sliding (see the proof of Lemma 2.4). 
Also, from this fact it follows that the number of event points and steps 
in the transition phase is 0(n). 

Theorem 3.2 The Zookeeper's Problem can be solved in 0(n) time if the 
number of cages is constant. 

4 Conclusions and discussion 

In this paper, we have shown how to solve the Zookeeper's Problem in time 
linear in the size n of the zoo when the number k of cages is constant. 

Based on a previous algorithm by Chin and Ntafos, we were able to 
solve the version of the problem with a chair by using a monotonicity prop
erty regarding how the points of reflection of a special initial zookeeper 
route move, while the route is changed into the shortest zookeeper route. 
The step-wise refinement could be made efficient since we used and main
tained 0(k2) supporting chains between the end points of cages. 

It is interesting to note that the best previous solution made extensive 
use of binary searches along paths. Instead, we walk sequentially along 
the paths from their end points. This might seem inefficient compared 
with the binary search approach since i t takes O(n) time. However, by 
exploiting the monotonicity property, which says that the next point which 
we are searching for is always to be found further away along the path 
compared with where the most recent search brought us, there is no back
tracking along the paths as the overall computation proceeds. Hence, 
although our cost for individual searches for points may be much higher 
than they would have been if we had used binary searches, the total cost 
becomes lower, since the searches are linked to each other and the length 
of a single path is 0(n). 

Our algorithm for solving the version of the problem without a chair 
makes use of the sliding technique introduced by Carlsson et al, in which a 
point is moved along one cage while the shortest zookeeper route through 
the moving point is maintained. By using supporting chains to compute 
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the event points in the sliding, and observing that the direction in which 
the points of reflection move along the cages changes at most once on each 
cage, we manage to solve the problem in 0(n) time. 

A natural question to ask is if the case with an arbitrary number of 
cages can be also solved in 0(n) time. No lower bound higher than the 
trivial input-bound of Q[n) has been shown. If iterative schemes are used 
in which a locally optimal route is gradually changed into the optimal 
one, like that introduced by Chin and Ntafos or the sliding mentioned 
above, there is the problem of normalizing the coordinates of the unrolled 
polygons after they have been tilted so that the absolute positions of points 
may be correct. A related problem is to compute a shortest zookeeper 
route in the case when the number of cages is 0(n) but each cage has at 
most a constant number of edges only. 
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Abstract 

We present an algorithm that computes the shortest route that 

intersects n lines in the plane in 0(n6) time. We also present two 

different algorithms for obtaining constant factor approximations, 

i. e. routes which intersect all the lines and which have a length 

at most some constant times longer than the shortest route that 

intersects the lines. T h e best of these algorithms runs in 0(n) time, 

and produces a solution at most a factor \/2 times as long as the 

shortest route. 

1 Introduction 

Path planning is one of the central problem areas in computational geom
etry and robotics [7,8]. The solutions to these problems are paths along 
which mobile robots are to move in order to accomplish their assigned 
tasks. Such a path is subject to constraints caused by the particular cir
cumstances that characterize the problem. Usually, on the most basic 
level, i t is desired that the path should be collision-free and "short", so 
that the robot should not waste unnecessary amounts of resources like 
time and energy. Also, kinematic limitations in terms of how the robot 

'Supported in part by NUTEK under contract No. P10552-1. Author's e-mail: 
Hakan. Jonssonßsm. l u t h . se. 
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actually is capable of moving and safety concerns impose constraints on 
the path. These paths, which are subject to more than one constraint, 
are known as multi-criteria paths [18]. 

Yet more challenging path planning problems arise if the actual task 
that the robot is to complete is directly taken into consideration in plan
ning the path. The plethora of important tasks has motivated research on 
these kinds of problems in many different directions. We concentrate on 
path planning problems where the robot is required to touch a given set 
of objects [9]. In their most general form, we call the solutions to these 
problems visiting paths. 

Maybe the most classical example of a shortest visiting path is the 
route - i . e. the closed path - asked for in the Traveling Salesman Prob
lem (TSP) [13]. Although this famous problem, in which the solution 
is the shortest visiting route for a given set of points in the plane, is 
NP-complete [19], recent studies have revealed that, given any e > 1 an 
approximation at most a factor e longer than the exact solution can be 
computed in polynomial time [1,2,16,17]. The interest in the TSP has 
also spawned a rich variety of variants of the problem [9, Ch. 24], some of 
which are solvable in polynomial time. 

Figure 1: A shortest visiting route. 

In this paper we introduce and study the Traveling Salesman Problem 
for lines, a problem in which the shortest visiting route for a set of n lines 
in the plane is sought. In Figure 1, an example of a shortest visiting route 
for 8 lines is shown. 

First we show in Section 3 how the exact solution can be computed 
in 0 ( n 6 ) time by reducing the problem to the problem of computing a 
shortest watchman route in a simple polygon [6]. The reduction is based 
on the construction of a special simple polygon of size 0(n) defined by 
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the lines and built in O(nlogre) time. 

In Sections 5 and 6 we then present two different algorithms for com
puting approximations to the exact solution in a time substantially less 
than O (re6). These approximations are visiting routes for the lines that 
are at most some constant factor longer than the length of the route in 
the exact solution. Many algorithms, like that for computing a shortest 
watchman route, are based on the reflection principle and may therefore 
be far from practical due to the numerical inaccuracy inherent in the 
computations [12]. Hence, the algorithm for computing a shortest visiting 
route for lines that we present will probably not work well in practice. 
Our approximation algorithms do not suffer from these problems. 

The first approximation algorithm uses a variant of the plane-sweep 

technique [4], in which a vertical sweep-line is moved from left to right 
over the re lines while a smallest rectangle that intersects all the lines is 
maintained. The plane-sweep technique is applied in order to compute 
the overall smallest perimeter axis-parallel rectangle that intersects the n 
lines. Since this rectangle is at most \ /2 times longer than the shortest 
visiting route for the lines, this gives us a factor y/2 approximation. The 
total time spent is O(nlogre). 

The second of the algorithms computes the rectangle using linear pro
gramming. Since the problem is formulated in the plane, the solution to 
the linear program can be found optimally in O (re) time [15]. Figure 2 
shows the smallest perimeter axis-parallel rectangle that intersects the 
lines in Figure 1. 

Figure 2: The smallest perimeter axis-parallel rectangle that intersects all 
8 lines in Figure 1. 
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2 Preliminaries 

In the first part of the paper, we study the following problem: 

Problem 1 Given a (finite) set of lines in the plane, compute the shortest 
route that visits them. 

The word, "visits" is synonymous to "intersects", but its use is reserved 
for intersections between paths and the given lines above only, in order 
to avoid confusing these intersections with other intersections. To more 
easily make a distinction between the lines in the problem formulation and 
the other lines in the text, the former lines are called target lines. Hence, 
the sought solution to our problem is the shortest visiting route for a set 
of target lines. This route visits the target lines while the target lines 
intersect each other. Throughout this paper, C will be used to denote the 
set of target lines that constitutes the input to the algorithms that we 
present. The number of target lines in £ is denoted by n. The input is 
kept in a data structure such as an array that admits constant time access 
to the target lines. 

Since the special simple polygon which is constructed in our algorithm 
is defined in terms of intersections between target lines, i t is assumed that 
not all target lines are parallel. Should this nevertheless be the case, the 
shortest visiting route is the line segment that connects the outmost target 
lines while being perpendicular to them. Finding the outmost target lines 
can be accomplished in 0(n) time by scanning through £ ; the line segment 
can be computed in constant time as a normal. 

In a linear-time pre-processing step, we also make sure that no target 
line is vertical to avoid potential numerical problems when computing 
event points in the plane-sweep used in Section 4. I f the input contains 
vertical target lines, we first find the smallest slope a\ and the second 
smallest slope a2 among the slopes of the target lines. Then, since any 
slope a in-between a\ and a2 is different from the slope of any target 
line, rotating the axis so that a becomes the vertical slope ensures that 
no target line is vertical. 

Of course, in practice, the procedure above yields huge slopes i f \ai — 
a2\ is very small. Finding a k such that |a& — ajfe+ij > e, for a given s > 0, 
is a problem that can be reduced to the problem of deciding whether two 
elements in a set are within distance e > 0 from each other, a problem 
with a lower bound of ü(n\ogn) [20, e-closness]. 
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3 Computing an exact solution 

There is a close relationship, which we will utilize, between the problem 
of computing a shortest visiting route for target lines and the problem 
of computing a shortest watchman route in a simple polygon. In the 
latter problem, a closed path in a simple polygon such that each point in 
the polygon is visible from some point on the path is sought. Here, two 
points in a simple polygon are visible to each other if the line segment 
between the points does not intersect the exterior of the polygon. This 
problem can be solved in linear time if the polygon is star-shaped, that is 
if it contains a point from which all the other points in the polygon are 
visible. Determining whether a simple polygon is star-shaped or not and 
computing a point from which the entire polygon is visible, if such a point 
exists, can be performed in 0(n) time altogether [14]. The problem seems 
to be harder to solve in polygons which are not star-shaped. Although it 
is known that each such polygon contains a set of line segments which it 
is necessary and sufficient for a route to visit in order to be a watchman 
route [6], computing the set is a non-trivial matter. The observation 
that we will use is that the shortest watchman route is a shortest visiting 
route for these line segments in the polygon. Suppose that the shortest 
watchman route does not touch the boundary of the polygon. Then i t is 
in fact a shortest visiting route, not only for the line segments themselves 
(disregarding the polygon) but also for the lines in the plane that contain 
the line segments. 

In the remainder of this section, we first define a simple polygon P in 
terms of the target lines in £ such that a shortest watchman route in P 
is a shortest visiting route for the target lines. We then show how P and, 
consequently, a shortest visiting route for the target lines upon which P 
is defined can be computed in time polynomial in n. For our algorithm 
to work i t is necessary that the computed shortest watchman route does 
not intersect the boundary of P . To ensure this, we first derive some 
properties of shortest visiting routes for target lines that we will use to 
define P . 

3.1 Shortest visiting routes for target lines 

There might exist more than one shortest visiting route for a set of target 
lines. This happens, for instance, when £ contains four target lines only 
and the region bounded by them is a square (Fig. 3). We are not interested 
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Figure 3: An example with four target lines for which there are infinitely 
many optimal shortest visiting routes (one is shown with dotted lines). 

in one particular route of the potentially many shortest visiting routes. 
Rather, we will use the symbol V o p t to denote an arbitrary shortest visiting 
route for the set C. 

The fact that V o p t is a shortest possible route has several implications. 
As for its general shape, the parts between consecutive points of visit 
(vertices) on target lines are line segments (edges), since they are shortest 
paths in the plane. Hence, V o p t is a closed polygonal path with vertices on 
target lines only. Since a non-convex route in the plane is strictly longer 
than the boundary of its convex hull, and the convex hull intersects the 
target lines which the route intersects, we have the following lemma: 

Lemma 3.1 Vopt is convex. 

a) b) c) 

Figure 4: The three possible kinds of contacts between V o p t and a target 
line i. a) A crossing contact, b) A tangential contact. Note that V o p t 

reflects where I intersects the target lines I' and £". c) A reflection on £. 

Lemma 3.1 means that V o p t visits each target line in one out of three ways. 
It crosses, or makes a crossing contact with, a target line I if it not only 
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shares at least one point with £ but also intersects points in each of the 
two half-planes separated by I (Figure 4a). Observe that Vopt crosses a 
target line £ only if i t visits other target lines on both sides of £. I f V o p t 

does not cross £, there is, by Lemma 3.1, exactly one connected subset 
of £ where Vo p t visits £. If the subset is a single point, this point is a 
point of reflection and the contact is a reflection (Figure 4c). I f i t is a line 
segment, we have a tangential contact (Figure 4b). A tangential contact 
occurs when the edge between two points of visit happens to overlap with 
a target line and can be thought of as a degenerate reflection. 

The fact that V o p t I s convex also means that V0pt reflects at most once 
on each target line. Such a reflection occurs at a crossing, i . e. a point 
where two target lines intersect, or in a fragment, which is a maximal 
subset of a target line that does not contain a crossing. Let the angle of 
reflection be the angle formed at a point of reflection by either the incom
ing or the outgoing edge of V o p t and the target line. Then, for reflections in 
fragments, the local optimality of V o p t is given by Snell's law of reflection, 
also known from ancient times as Heron's reflection principle1: 

Lemma 3.2 (The reflection principle) 
The angles of reflection are equal at a point of reflection that lies in a 
fragment. 

A reflection where the two angles of reflection are equal is perfect. For 
each vertex of V o p t we have: 

Lemma 3.3 Let I be the line in the plane that contains the vertex V{ of 

V o p t such that V o p t makes a perfect reflection on it. Assume without loss 
of generality that I is horizontal. Then either I or two target lines, with 
a negative and a positive slope respectively, are among the target lines on 
which V o p t reflects at u;. 

Proof: Assume that the lemma is not true, i . e. that neither / nor two 
lines with a negative and a positive slope respectively are among the target 
lines on which V o p t reflects at u;. Then all the target lines through V{ have 
either a negative or a positive slope. In the following we assume without 
loss of generality that their slopes are positive. 

Let C denote a small neighborhood at u,- that contains no other cross
ing than V{ and no other target lines than those intersecting Vi (Figure 5). 
Then V0pt does not make a perfect reflection on any target line at u;. The 

'Attributed to Heron of Alexandria around 100 AD. 
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Figure 5: The shortest visiting path between and u ; + i for the target 
lines that intersect Vi makes a perfect reflection at v\. 

shortest visiting path between the points p and q of intersection between 
y opt and the boundary of C for any one of these target lines, however, in
tersects the target line at a point v\ where the reflection is perfect. Since 
the slopes of the target lines through u,- are greater than the slope of /, each 
such point of reflection lies below (Figure 5). Moreover, the shortest 
visiting path for the target line that has the smallest slope (£' in Figure 5) 
intersects all the other target lines through u2-. Hence, since the visiting 
path via t>; is longer than the shortest visiting path to v\, we have shown 
that Vopt is not the shortest possible. This is a contradiction from which 
the lemma follows. • 

Our next objective is to bound the region in the plane where VoPt lies 
in terms of the target lines in £ . Let C denote the convex hull of all the 
crossings. Since C is convex, each of its tangents partitions the plane into 
two half-planes, of which one totally contains C. We call this half-plane 
the active half-plane of the tangent. Let F denote the intersection of the 
active half-planes of all the tangents of C that are also normals to at least 
one target line. In Figure 6, the hull C and the intersection F for a set of 
seven target lines are shown. The convex hull C does not always contain 
the route V o p t (Figure 7). However, for F we have the following lemma: 

L e m m a 3.4 Any shortest visiting route V o p t for the set of target lines C 
is contained in F . 

Proof: Assume, in order to obtain a contradiction, that V o p t is not totally 
contained in the active half-plane of the tangent i of C that is a normal to 
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a) b) 

Figure 6: a) A convex hull C. b) The polygon F (shaded). The darker 
shaded area shows C, which is a subset of F . Note that to each target line 
(solid line) there are two tangents of C (dotted lines) that are normals to 
the target line. 

Figure 7: An example with 4 target lines, two of which are parallel, in 
which Vopt intersects the exterior of the convex hull C of all the crossings. 

a target line t. Let t' denote the normal to i that is a tangent to V o p t and 
does not lie in the active half-plane of t. Being a tangent, t' intersects V o p t 

at a vertex u2- that, since V o p t is the shortest possible visiting route, lies in 
a target line. Let ti denote this target line. To simplify the presentation, 
we assume without loss of generality that t is vertical and that lies to 
the right of t (Figure 8). 

By our initial assumption, i t is clear that ut- does not belong to any 
other target line, since ti and this other target line would then intersect 
in the exterior of C where there are no crossings. This means that the 
reflection at t>; must be perfect since i t lies in a fragment (Lemma 3.2). 
This, in turn, means that ii is not parallel to i since then would not 
be a topmost vertex of V o p t . Rather, ti has a positive slope less than | , 
as in Figure 8, since it must intersect t in C and below t. Moreover, the 
angle of reflection at v,-. cannot be exactly f since ti would in that case 
not intersect t. We conclude that the angle is less than | , from which it 
follows that Vopt has at least three vertices. 
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Figure 8: Illustration used in Lemma 3.4. 

Let Vi-i denote the vertex of V o p t that occurs immediately before v; 

in the counterclockwise direction. Then, by Lemma 3.3, there is a target 
line through Vi-\ that intersects above t'. However, this crossing then 
lies in the exterior of C in contradiction to the fact that C contains all 
the crossings. From this the lemma follows. • 

3.2 The polygon P 

The simple polygon P is made big enough to contain F. To construct 

P we initially think of i t as a convex polygon containing F only. This 

is because we want to guarantee that the shortest watchman route in 

the final polygon is equal to V o p t- We then add sawtooth-like notches 
in the boundary of the convex polygon wherever target lines intersect its 
boundary. An example is shown in Figure 9. As we will show, this forces 

Figure 9: The polygon P defined for the set of seven target lines in Fig
ure 6. The shaded region shows F. 
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any shortest watchman route in P to intersect all the target lines. The 
technical details are as follows. 

Let /o, f u • • ••, / 2 n - i be the 2n end points of the n line segments formed 
as the intersections between F and the target lines, with the indices de
noting their ordering along the boundary of F , and let 8 > 0 be a constant 
smaller than the length of the shortest of these line segments. Also, let 
uji denote the index of the target line that contains the line segment for 
which fi is an end point. Then the polygon P is the region bounded by 

the concatenation (J i^o^ 'PCi+i ) ] 0 I " u n e segments where p 0 = p4n and p,-
is defined as follows for 0 < i < An - 1: I f i is even, p; is the point on t u i 

at distance | from in the exterior of F ; i f i is odd, pi is instead the 

point on i w . at distance 8 from / , ,•, in the exterior of F . Note that there 

are twice as many vertices on the boundary of P as there are end points 
fi, and that if 8 were larger than the length of the shortest line segment, 
the point at distance 8 from / , « , in the exterior of F and on t w • would 

•Hal " H J 

not necessarily be unique. 
The boundary of P zig-zags around the interior of P . Every second 

vertex is reflex, i . e. the angle formed by the edges joined at the vertex 
is greater than TT in P , while the vertices in between are convex (i . e. not 
reflex). For any even i, we call the subchain [u,-, U [uf+ij vi+2\ o n the 
boundary of P a sawtooth. We have the following relationship: 

L e m m a 3.5 A shortest watchman route in P is a shortest visiting route 
for C in the plane. 

Proof: Let d denote the chord in P that is formed as the intersection 
between P and ti. We first prove that it is necessary and sufficient for a 
route to visit all the chords Ci to be a watchman route. 

Necessity: The chord Ci partitions P into two subpolygons, each of 
which is not totally visible from the interior of the other. In particular, by 
construction, both the convex vertices that are collinear with C; are not 
simultaneously visible from a route contained in one of the two subpoly
gons, unless the route intersects d , from which both vertices are visible. 
Hence, i t is necessary for a route to intersect all the chords d in order to 
be a watchman route. 

Sufficiency: Consider a sawtooth, and let d and Cj be the two chords 
that extend into P from the reflex vertices that bound the sawtooth. Let 
W denote a route that intersects Ci and Cj. We then claim that the 
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sawtooth is visible from W. Assume that this is not the case, i . e. that 
there is a point p in the sawtooth that is not visible from W. 

The chords C i and Cj intersect in P. Otherwise, C i and Cj would be 
parallel and, more importantly, the chord that starts at p and is parallel to 
Ci would separate Ci and Cj from each other. Hence, W would intersect 
the chord through p, which in turn would mean that p would be visible 
from W in contradiction to our assumption. 

Since Ci and Cj intersect in P, they bound a triangle in P together 
with the sawtooth. Since triangles are convex, p is visible from each 
point on the boundary of the triangle. Therefore, as a consequence of our 
assumption, W must intersect C; and Cj outside the triangle. 

Let C denote the chord in P that starts at p and passes through the 
intersection between d and Cj. Then, outside the triangle, C separates 
Ci from Cj. Hence, by the same reasoning as above, p is visible from W. 
We conclude that the sawtooth is visible from W, and our claim follows. 
Moreover, if the entire boundary of a simple polygon is visible from a 
route, the route is a watchman route [6]. Hence, any route that intersects 
all the chords d is a watchman route. 

The necessity and sufficiency requirements mean that a watchman 
route in P is a visiting route for £ in the plane and vice versa, as long 
as the visiting route is contained in the interior of P . Hence, since by 
Lemma 3.4 all the shortest visiting routes for £ are contained in F , which 
is a subset of P , any shortest watchman route in P is a shortest visiting 
route for £ . • 

3.3 C o m p u t i n g Vo p t 

The algorithm that computes V o p t takes as input the set £ . As a first step 
the polygon P is computed. Computing the convex hull C of the crossings 
can be performed in O (n log n) time as shown by Atallah [3]. This involves 
sorting the target lines by their slope, which causes the parallel target lines 
to end up next to each other in the resulting ordering. We sort with slope 
as the primary key and vertical position as the second key. Hence, by 
scanning through the target lines in the sorted order, we can remove all 
the target lines that are parallel to their predecessors and successors. Out 
of all the target lines that have a certain slope, at least two (the lowest 
and the highest in the vertical direction) remain after this scan. Note 
that the target lines that are removed are intersected by any route that 
intersects the remaining target lines. 
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The sorted order is also used to compute the active half-planes that 
are needed to compute F. Since the target lines diverge in the exterior of 
C , they intersect the boundary of C in the slope order. Given a target 
line, the tangent of C that bounds one of the active half-planes of the 
target line can be computed in O(logn) time by a binary search along the 
boundary of C . This tangent passes through a vertex of C . Moreover, 
since C is convex, the tangent of C that is a normal to the next target line 
in the sorted order also passes through this vertex or some vertex further 
away along the boundary of C . Hence, once the first tangent has been 
computed, the vertices where the remaining tangents intersect the bound
ary of C follow each other in the sorted slope order along the boundary. 
Therefore, only a single scan in one direction around the boundary of C is 
needed in order to compute them all. Since each edge of C is only passed 
once, the scan takes 0(n) time to perform. 

The scan gives us the tangents in the sorted slope order. The inter
section F of their active half-planes can therefore be computed in 0(n) 
time [5]. During the scan of the target lines, the minimum length of the 
intersections between the target lines and C is also computed, after which 
5 is set to half of this minimum distance. Note that the order in which 
the target lines intersect the boundary of C and F is the same since both 
polygons are convex; C C F, and C contain all the crossings (Fig. 6b). 
Hence, the vertices p; of the polygon P can be computed in 0(n) time as 
well by a scan through the target lines in the sorted slope order. 

From the description given above, it follows that P can be constructed 
in 0(n log n) time and that P has 0(n) vertices. Computing a shortest 
watchman route in P can then be accomplished in 0(n6) t ime 2 by using 
an algorithm by Carlsson et al. [6]. By Lemma 3.5, this route is a shortest 
visiting route for C. In conclusion: 

Theorem 1 A shortest visiting route for n lines in the plane can be com
puted in 0(n6) time. 

2 Recently, a flaw in an algorithm for computing a fixed shortest watchman route was 
corrected [21]. Since this algorithm is used as a subroutine for computing a shortest 
watchman route in the algorithm by Carlsson et al. [6], the complexity of the latter 
algorithm increased from the originally stated 0(n4) by a factor of 0(n2). 
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4 Computing approximations 

We have just shown how to solve Problem 1. The rest of the paper is 
concerned with the related problem of computing an approximation to 
the shortest visiting route V o p t . By this we mean that the computed route 
is a visiting route for £ , but that its length is only guaranteed to be at 
most some constant times the length of the optimal solution V o p t . 

One way to obtain an approximation is to compute an approximation 
to the shortest watchman route in the simple polygon P [5]. In this paper, 
however, we do not follow this trail, but rather present two other algo
rithms for computing approximations that are relatively simple to imple
ment. The two algorithms have in common that they compute the shortest 
perimeter axis-parallel rectangle Ropt that intersects all the target lines in 
£ . The following lemma states that i? o p t is indeed an approximation to 

V o p t : 

L e m m a 4.1 Ropt is a visiting route for £ at most T/2 times as long as 

Vopf 

Proof: Let the bounding box of a route be the axis-parallel rectangle with 
the shortest perimeter that contains the route. Firstly, we claim that the 
bounding box of a convex route is at most y/2 times longer than the route. 
Note that, since a bounding box is the smallest rectangle that contains the 
route, each of the four edges of the bounding box of V o p t touches VoPt at 
one point at least. Consider the shortest route that visits these four points 
of intersection. This route visits the points in order along the boundary of 
the bounding box, since a shortest route does not cross itself. Moreover, 
the boundary of the bounding box is at most \f2 times longer than the 
shortest route since the sum of the lengths of the catheti is at most \/2 
times the length of the hypotenuse in a right-angled triangle. Hence, since 
Vopt is at least as long as the shortest route, the bounding box of V0pt is 
at most \/2 times as long as V o p t . Secondly, the minimality of i? o pt means 
that the length of the boundary of Ropt is at most as large as the length of 
the boundary of the bounding box of V"0pt. Then the lemma follows since 
i?opt intersects all the target lines. • 

When we deal with rectangles in the following, we restrict our atten
tion to axis-parallel rectangles only. Their sizes are the lengths of their 
boundaries. Two vertices of a rectangle are adjacent if the vertices are 
end points of one of the edges of the rectangle. A diagonal is a chord in 
a rectangle that connects two non-adjacent vertices. 
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For ease of reference, we call the two vertices of a rectangle that has 

the highest y-coordinate the upper vertices; the other two are the lower 

vertices. Likewise, the left vertices are those vertices whose z-coordinate is 
the smallest, and the other two vertices are referred to as the right vertices. 

We also use the same adjectives to distinguish edges of rectangles from 
each other; the left, right, upper, and lower vertices bound the left, right, 

upper, and lower edges respectively. 

5 An approximation by plane-sweep 

Our first algorithm computes i 2 o p t by using a technique called plane-sweep. 
Before we describe the details of this technique, we show some relations 

between the target lines in C and i ? o p t that we need. We use x~ and x+, 

where x~ < x+, to denote the ^-coordinates of the vertices of i ? o p t - The 
y-coordinates are denoted by y~ and y + , where y~ < y+. 

From the literature on arrangements, the upper envelope (lower enve

lope) of a set of lines is known as the piece-wise maximum (minimum) of 

all the lines [10]. An upper (lower) envelope is the boundary of a convex 
and unbounded polygonal region called the top region (bottom region). 

The connection between these regions and visiting routes for the set of 

lines that defines the regions is manifested in that, by definition, a line 

segment delimited by a point in the top region and a point in the bottom 
region intersects the set of lines. 

However, we seek to compute a rectangle rather than a line segment. 
Therefore, we partition £ into a set £ + of target lines with a positive slope 
and a set £~ of target lines with a negative slope. In Figure 10, an exam
ple that illustrates these definitions is shown for n = 6. Also, we associate 
the vertices of any rectangle considered with the regions (including the 

envelopes) and vice versa as follows. The upper-left and lower-right ver
tices are associated with the top and bottom regions of £ + respectively. 

Likewise, the lower-left and upper-right vertices are associated with the 
top and bottom regions of £ - respectively. The reason why we do this 

is that the location of the vertices of Ropt and these regions are closely 
related: 

Lemma 5.1 Each vertex of Ropt lies in the interior or on the boundary 

of the region with which it is associated. 

Proof : To begin with we claim that the diagonal [(x~,y~), (x+,y+)] 
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Figure 10: Thick straight lines show the upper and lower envelopes of £ + , 
consisting of the thin lines t4,£5,i&. Thick dashed lines show the upper 
and lower envelopes of £ ~ , consisting of the dotted lines l\,li,t-$. 

([(x~, y + ) , y~)]) of i?0pt intersects all the target lines in C+ ( £ ~ ) . To 
prove the claim, assume that a target line £{ 6 £ + , given by the equation 
Vi(x) = k{X + m-i, does not intersect the diagonal [(x~, y + ) , (x+, y~)] (the 
proof for the case when £{ € L~ is analogous). Then both the end points of 
the diagonal either lie above or below Assume without loss of generality 
that they lie above £{. 

Since Ropt is a visiting route for £ + , Ropt intersects ti at some point 
(x, yi(x)). Since this point is contained in i?0pt, 

x < x+ (1) 

and 

V~ < Vi{x). (2) 

However, since the end points of the diagonal lie above yi(x+) < y~. 
Then, since ti G £ + , fcj > 0, Eq. 1 implies that also yi(x) < y~ in conflict 
with Eq. 2. Hence, the point (x, yi(x)) does not lie in Ropt, a contradiction 
that establishes the claim. 

Consider, for example, the upper-left vertex ( x ~ , y + ) of Ropt . Since 
x~ < x+ and y~ < y + , the diagonal [(x~, y + ) , (x+, y~)] has a negative 
slope. The target lines in £ + , on the contrary, all have positive slopes. 
Therefore, by our claim, these target lines intersect the diagonal at points 
which have y-coordinates no greater than that of the upper-left vertex. 
Hence, they also intersect the vertical line through the upper-left vertex 
no higher up than the vertex in question. This directly implies that the 
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upper-left vertex lies in the top region of £ + , i . e. in its associated region, 
so the lemma is true for this vertex. By analogous arguments, the lemma 
can also be proved for the other three vertices of Ropt-

 B 

Also, since the perimeter of Ropt is the shortest possible, we immedi
ately conclude: 

Corollary 5.1 At least two vertices of Ropt lie on their associated en
velopes. 

Corollary 5.1 suggests a straightforward algorithm for computing i?0pt-
For each of the 6 unique pairs of vertices which the rectangles have, com
pute the smallest rectangle that intersects all four envelopes of £ + and 
C~ in such a way that the given pair of vertices lie on their associated 
envelopes. Then Ropt is one of the computed rectangles. This is the main 
loop in our algorithm and it loops over the 6 pairs. Our algorithm pro
cesses adjacent and non-adjacent pairs of vertices differently, so in our 
presentation we treat the two kinds of pairs separately. 

5.1 C a s e 1: A pair of adjacent vertices 

We describe here how our algorithm deals with adjacent vertices. A l 
though the presentation is focused on how the smallest rectangle that has 
its two left vertices on their associated envelopes is computed, it should be 
clear that the algorithm also works for the right, upper, and lower pairs 
of adjacent vertices by merely tilting the plane. 

Let R(x) denote the smallest rectangle that intersects all the target 
lines in C while i t has its left vertices on their associated envelopes and in 
the vertical line through the point (x, 0). Then our problem is to determine 
a value x for which the size of R(x) is minimized. One difficulty is that, 
since there is a (unique) rectangle R(x) for all x, there are infinitely many 
sizes of rectangles to seek the minimum among. I t is therefore impossible 
for us to compute them all explicitly. Instead, we compute only a finite 
(O(n)-sized) set of rectangles sure to contain i? o p t . To do so, we use the 
fact that, since the perimeter of R(x) is the smallest possible, not only 
the left vertices but also at least one of the other vertices must lie on their 
associated envelopes. We state this for future reference: 

Lemma 5.2 One of the right vertices of R(x) lies on its associated enve
lope. 
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However, the key observation that enables us to compute the set of 
rectangles efficiently is that there is a monotonicity in the way in which 
the size of the rectangle R(x) changes as a function of x. 

The technique used to compute the rectangles is called the plane-sweep 
technique [4], a name derived from the image of a vertical line - called the 
sweep-line - sweeping from left to right across the plane. In the algorithm, 
the continuous movement of the sweep-line is simulated in a finite number 
of steps that repeatedly move the sweep-line from one ^-coordinate to 
another in ascending order. 

During the plane-sweep, the left vertices of R(x) are contained in the 
sweep-line. As the sweep-line is moved, this forces the two left vertices 
of R(x) that lie on their associated envelopes to also move along their 
associated envelopes. Since the envelopes along which the vertices of R(x) 
move are not only continuous but also convex [10], we have the following 
lemma: 

Lemma 5.3 The points of intersection between R(x) and the envelopes 
are continuous functions in x. 

The ^-coordinates X Q , X I , X 2 , . . . where the sweep-line is halted are 
called event points. We have three kinds of event points. At a primary 
event point Xi, R(xi) coincides with a vertex in one of the envelopes. As 
the sweep-line passes a primary event point, a vertex or an edge of R(x) 
leaves one edge of an envelope and enters another. A secondary event 
point is an ^-coordinate xi such that all four vertices of R(x{) lie on their 
associated envelopes. There could be an interval of ̂ -coordinates for which 
all four vertices of R(x) intersect their associated envelopes. In that case 
we only consider the end points of the interval as secondary event points. 
At a secondary event point the identity of the right vertex that lies on its 
associated envelope changes from upper-right to lower-right or the other 
way around. Finally, there is a third kind of event point that occurs when 
R(x) intersects the intersection points between either the two lower or the 
two upper envelopes of L~ and £ + . 

Throughout the plane-sweep, a sweep-line status is maintained. This 
status captures some geometric property that stays invariant between 
event points. As our sweep-line status we use the identity of the four 
edges that R(x) intersects (one of each envelope) and the identity of the 
right vertex of R(x) that lies on its associated envelope. Actually, the 
name "event points" is supposed to reflect the change in the sweep line 
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status that occurs at such points. By the definitions above and Lemma 5.3, 

we have the following lemma: 

Lemma 5.4 The sweep-line status is invariant between consecutive event 

points. 

Since the length of the left edge of R(x) changes when the sweep-line 

is moved, in general, the size X(x) of R(x) also changes. We argue that 

X(x) is a well-behaved function. 

Lemma 5.5 X(x) is a piece-wise linear function. 

Proof: Since envelopes are piece-wise linear (functions in a;) so too are 
the left vertices of R(x). Moreover, since the composition of piece-wise 

linear functions is a piece-wise linear function itself, the right vertices are 

also piece-wise linear functions. Hence, the lengths of the edges of Ropt 

are piece-wise linear functions as well, and since X(x) is the sum of these 

lengths the lemma follows. • 

Corollary 5.2 R(x) has minima at event points only. 

The event points are computed incrementally during the plane-sweep 
by an event point schedule that, given an event point Xi and the sweep-
line status at Xi, computes the next event point Xi+i and updates the 

sweep-line status to reflect the movement of the sweep-line to X f + i - The 
next event point is the closest event point of the three kinds that exist. 
To determine which one, we compute the closest of each kind and pick the 
closest. Since the computations involve linear equations only, they can 
be performed in constant time given the sweep-line status. Depending on 
which of the three event points lies closest to X{, the sweep-line status 

is updated accordingly by substituting the identity of either an edge or 
the right vertex. Since the sweep-line status contains a constant number 

of items, this takes constant time. We state this as a lemma for future 

reference. 

Lemma 5.6 Moving the sweep-line between a pair of consecutive event 

points while maintaining the sweep-line status can be accomplished in con

stant time. 
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Before the plane-sweep starts, the envelopes and the points of intersec
tion between the envelopes are computed. The envelopes can be computed 
in O(nlogn) time apiece [11]. To compute the four points of intersection 
between the envelopes, we make use of the fact that, since the target lines 
in the sets C~ and JC+ are y-monotone, so too are the envelopes defined 
by these sets. Therefore, the points can be computed in 0(n) time alto
gether by simultaneously traversing the envelopes from left to right until 
the intersections are found. The traversal is performed as a plane-sweep in 
which the vertices of the envelopes are used as event points and the sweep-
line status consists of the edges of the envelopes that are intersected by 

the sweep line. 
Returning to our algorithm for adjacent vertices, the intersection be

tween the envelopes associated with the left vertices (the point of intersec
tion between the upper envelope of C+ and the lower envelope of C~) is 
used as the point where the sweep-line is initially positioned. This is the 
leftmost x-coordinate for which R(x) is defined and we use XQ to denote 
i t . Note that, because of this, the very first rectangle R(XQ) degenerates 
into a horizontal line segment. The sweep-line status is initialized by com
puting the right vertices of R(XQ) as the rightmost intersection between 
the horizontal line through the left vertices and the envelopes associated 
with the right vertices. Figure 11 illustrates how R(x) changes as the 
sweep-line is moved from one event point X{ to the next. 

The movement of the sweep-line is repeated until i t reaches the right
most of the intersection points between the two upper envelopes and the 
two lower envelopes. After those two, R(x) will be a line segment con
tained in the sweep-line whose length will only increase. At each step 
during the plane-sweep, the smallest rectangle R(x) encountered is kept. 
When the plane-sweep has ended, this smallest rectangle is reported as 
the result of the algorithm. We have the following lemma: 

Lemma 5.7 Computing a shortest perimeter rectangle that visits C while 
its left vertices lie in their associated envelopes can be done in O(n\o%n) 

time. 

Proof: That the algorithm outlined in the text computes the correct 
rectangle follows by Corollary 5.2 and the fact that the plane-sweep takes 
the sweep-line to all the event points. From the discussion in the text i t 
also follows that the pre-processing and the initial positioning of the sweep-
line take O(nlogn) time. As for the actual plane-sweep, by Lemma 5.6, 



5.1 Case 1: A pair of adjacent vertices 191 

X{ 2 - i + l 

Figure 11: The plane-sweep. As the sweep-line (vertical dotted line) passes 
through event point at,-, the upper-left vertex of R(x{) intersects a vertex 
in its associated envelope. At the next event point the right edge of 
R(xi+i) intersects a vertex in the envelope associated with its upper-right 
vertex. 

each movement of the sweep-line between consecutive event points can be 
achieved in constant time. This includes the time that it takes to compute 
the next event point. Hence, the total time complexity of the plane-sweep 
depends essentially on the number of event points. 

We claim that their number is 0(n). Recall that the envelopes defined 
by C~ and C+ are y-monotone in x. Therefore, since the sweep-line is 
moved monotonically from left to right, the left vertices of R(x) move 
monotonously along their associated envelopes. This means that also the 
horizontal edges of R(x) move monotonically in the y-direction, while the 
right edge, on the other hand, moves monotonically from right to left 
(towards the sweep-line). Since each envelope contains 0(n) vertices, the 
edges of Ropt pass 0(n) vertices during the plane-sweep. Hence, there 
are 0(n) event points of the first kind. There are also at most 0(n) 

event points of the second kind, since the vertices of R(x) move linearly 
between the event points, so that there can be at most one such event 
point between consecutive event points of the first kind. Finally, since the 
number of intersections between envelopes is four, there are at most this 
amount of event points of the third kind. • 



192 5 A n approximation by plane-sweep 

5.2 Case 2: A non-adjacent pair of vertices 

In this section, we show how the shortest perimeter rectangle R for which 
two non-adjacent vertices lie on their associated envelopes is computed. In 
particular, we assume that the lower-left and upper-right vertices / and r 
of R lie on the lower and upper envelopes L and U of £~ respectively. As 
before, what we show can be generalized to the other pair of non-adjacent 
vertices. 

I f R visits £ , i t is a candidate for i?0pt- Otherwise, observe that all the 
shortest perimeter rectangles, where three or more vertices lie on their 
associated envelopes, have two adjacent vertices on their associated en
velopes. They are therefore treated in Case 1 (last section). I f R does not 
intersect all the lines in £ , we can safely disregard it knowing that Ropt 

will be among the other computed rectangles. 
We use different algorithms for computing R depending on the slopes 

of the edges in the envelopes U and L. We say that an edge is steep i f the 
absolute value of its slope is greater than | . I f an edge is not steep, we 
say that i t is flat. 

The reason for classifying edges into steep and flat ones becomes ap
parent if we consider what happens with the size of a rectangle that has 
its upper-right vertex lying in the interior of a flat edge when we move 
this vertex slightly to the left (Fig. 12). Since the edge is flat, the increase 

Figure 12: Since the line £ is flat, the rectangle that has its upper-right 
vertex at p2 and its lower-left vertex at p is smaller than the rectangle 
having its vertices at p i and p. 

in length of the vertical edges is smaller than the decrease in the lengths 
of the horizontal edges. In other words, the rectangle shrinks in size. The 
rectangle also shrinks if the edge is steep and the vertex is moved down
wards along the edge, although in this case the vertical edges decrease in 
size, while the size of the horizontal edges increases. Since the envelopes 

£ 
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U and L are piece-wise linear functions, we conclude as follows: 

L e m m a 5.8 If U and L contain flat (steep) edges only, R is a vertical 
(horizontal) line segment with end points on the envelopes such that a 
vertex of an envelope coincides with an end point of the line segment. 

In order to compute R, we need to find out whether the envelopes 
contain both steep and flat edges. This is accomplished by traversing the 
envelopes in 0(n) time. Note that in practice only one of the envelopes 
needs to be scanned. This is because the first and the last edges of the up
per and the lower envelope of a set of lines are contained in the same lines. 
Hence, since the slopes of the edges in an envelope change monotonically 
along the envelope, the edges of the two envelopes lie in the same range. 
If one of the envelopes contains only steep or flat edges, so too does the 
other. 

If this is the case, we compute the shortest vertical (or horizontal) line 
segment that connects the envelopes by performing a plane-sweep. As 
event points we use the vertices of the envelopes. The sweep-line status 
consists of the edges of the envelopes that are intersected by the sweep-
line. This set of edges changes only as an event point (a vertex) is passed 
by the sweep-line. At each event point, the shortest vertical line segment 
that connects the envelopes is computed. Since this can be performed in 
constant time with the data contained in the sweep-line status, and the 
status can also be updated in constant time by substituting the edge that 
the sweep-line leaves for the next edge on the same envelope, the entire 
plane-sweep takes 0(n) time to perform. We state this as a lemma: 

L e m m a 5.9 If L and U contain either flat or steep edges only, R can be 
computed in O(n) time given the envelopes. 

So, what happens if each envelope contains both steep and flat edges? 
The slopes of the edges of an envelope change monotonically as we consider 
the edges from left to right. Therefore, the first and the last edges of U 
are those with the largest and the smallest slopes. Should the envelope 
contain both steep and flat edges, the first and the last edges are the start 
of two subchains of the envelope, both of which contain either steep or flat 
edges only. Let the vertex where the two subchains meet be the center 
vertex of the envelope. Then not only the slopes of the edges, but also the 
relative locations of the center vertices of U and L with respect to each 
other affect how R is computed. We have the following lemma: 
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Lemma 5.10 R has its lower-left and upper-right vertices at the center 

vertices if the center vertex of U lies to the right of and above the center 
vertex of L. 

Proof: Suppose that a rectangle has its upper-right vertex at the center 
vertex of U (Fig. 13), and move this vertex slightly along the envelope 
away from the center vertex. Then, whichever direction the vertex is 

Figure 13: I f the center vertex of U lies to the right and above the center 
vertex of L, R has its vertices at the center vertices. 

moved in along U, the size of the rectangle increases. The same is true 
if we instead move the lower-left vertex along L. Hence, R is as small as 
possible when the vertices / and r coincide with the center vertices. • 

If there are both steep and flat edges in one of the envelopes, we need 
to compute the center vertices. While this could be achieved for the first 
envelope during the initial scan, here we need to scan through the other 
envelope as well. 

Lemma 5.11 R can be computed in 0(n) time if the center vertex of U 
lies to the right of and above the center vertex of L. 

Of course, the center vertex of U can also lie either under (Fig. 14a) 
or to the left of the center vertex of L (Fig. 14b). Suppose that it lies to 
the left. Then the two vertical lines through the center vertices bound a 
vertical strip in which all the edges are flat. Outside the strip, one but not 
both of the envelopes contains steep edges. Now, if one of the vertices I and 
r lies outside the strip, R can be made smaller by moving the vertex closer 
to the strip. Hence, both vertices must lie in the strip and, by Lemma 5.8, 
R is a vertical line segment that connects the envelopes. Should instead 
the center vertex of U lie under the center vertex of L (Fig. 14a), the 
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a) b) 

Figure 14: a) The center vertex of the upper envelope is to the right and 
below the center vertex of the lower envelope, b) The center vertex of 
the upper envelope is to the left and above the center vertex of the lower 
envelope. 

vertices I and r must be contained in the strip between the horizontal 
lines through the center vertices. Since all the edges in this strip are 
steep, R is a horizontal line segment (again by Lemma 5.8). 

To compute R, we perform the plane-sweep presented above and obtain 
the shortest vertical (or horizontal, i f the center vertex of U lies under 
instead of to the left of the center vertex of L) line segment that connects 
the envelopes. From Lemma 5.8, we know that this line segment is the 
rectangle R. 

Although this implies that we can compute R, we have not finished yet. 
We also need to make sure that the computed rectangle visits £ ; otherwise, 
it will not be adequate as a candidate for -R o pt- We can perform this in 
linear time by checking for intersections between R and the edges of the 
upper and lower envelopes of C+ one by one. Since the envelopes can be 
computed in 0(n\ogn) time, we conclude the following: 

Lemma 5.12 The smallest rectangle that has two non-adjacent vertices 
on their associated envelopes can be computed in 0(n\ogn) time, and 
finding out whether this rectangle is a visiting route for C can be performed 
in 0(n) time. 

5.3 A n approximation 

The preceding discussion has shown how an approximation to V o p t can be 
computed. We express this in the following theorem: 
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Theorem 2 A y/2 approximation to V o p t can be computed in O(nlogn) 
time. 

Proof: By Lemma 5.7 and 5.12, we can compute the 6 different smallest 
rectangles that have two or more vertices lying on their associated en
velopes in O(nlogn) time. By Corollary 5.1, one of these rectangles is 
Ropt- Finally, by Lemma 4.1, this is a \/2 approximation. • 

The bottleneck of our algorithm is the computation of the envelopes. 
Indeed, this is the only part that takes more than 0(n) time to perform. 
There is a good reason for this, namely that the problem of computing 
an envelope has a lower bound of Q(nlogn) time [11]. For the sake of 
completeness, we here explicitly show the lower bound. 

The lower bound is based on a reduction of the problem of computing 
an envelope to the problem of sorting n unique real numbers x i , x2,..., xn. 
In the reduction, n lines are constructed as follows. First, a circle located 
to the right of the y-axis is chosen. Then, for each number Xi, the upper 
tangent to the circle that intersects the point (0, x,-) on the y-axis is com
puted. This can be performed in constant time per tangent, and yields a 
set of n lines, all of which touch the circle from above. Figure 15 illustrates 
the construction for a set of 5 lines. 

Figure 15: The lower bound construction. 

Apply any algorithm for computing the lower envelope of a set of lines 
to the n tangents. Since all the tangents touch the circle at different points, 
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each tangent contributes an edge to the lower envelope. Moreover, since 
the slopes of the edges in an envelope change monotonically as the envelope 
is traversed, the lines containing the edges intersect the y-axis in the same 
order (from —oo to + 0 0 ) as the edges occur during the traversal. Hence, 
by construction, we obtain the numbers Xi in sorted order by considering 
the edges of the envelope in order from left to right while computing the 
intersections between the lines containing the edges and the y-axis. 

The construction can be executed in 0(n) time. However, sorting n 

numbers is known to require Q(n\ogn) comparisons in the R A M model of 
computation. Therefore, any algorithm that computes an envelope must 
also take at least Q(n\ogn) time. Since the plane-sweep that we employ 
makes explicit use of envelopes, there is no hope of improving the time 
complexity of the algorithm as stated in Theorem 2. 

6 A linear-time approximation 

In this section, we present an algorithm for computing Ropt that runs in 
0(n) time. In the light of what we presented in the last section, this 
implies that there is actually no need to explicitly compute the envelopes. 

In the previous section, we used plane-sweep to compute i?0pt- Here 
our algorithm uses a completely different technique known as linear pro
gramming [9, Ch. 38]. This is a technique for solving optimization prob
lems in which the variables of a linear object function which we want 
to minimize are subjected to linear constraints. In order to use linear 
programming, we need to define an object function and a set of linear 
constraints. 

Our object function is the size of the rectangle Ropt- In other words, we 
want to minimize the function f(x~, x+, y~, y + ) = 2(x+ — x~)+2(y+—y-), 
where x~, x+, y~, and y + are the coordinates of the vertices of Ropt as 
defined earlier. Furthermore, by Lemma 5.1, the vertices of i? o p t are 
contained in their associated regions. This means that the vertices must 
lie above or below the target lines defining the regions associated with the 
vertices. This immediately gives us the constraints for our linear program. 
Altogether, the problem of computing Ropt can now be formulated as the 
following linear program. 
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Minimize 2(z+ - X-) + 2(y+ - y-
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Note that the objective function in the linear program is minimized 
when the sum of the sides of the rectangle Ropt is minimized. Moreover, 
the program is formulated using 2n + 2 constraints and 4 variables. 

The solution to a linear program in a fixed number of variables can 
be found in time linear in the number of constraints [15]. Therefore, we 
conclude that i? o p t can be computed in 0(n) time, which is asymptotically 
optimal since at least this amount of time is required to read the input 
(the target lines). By Lemma 4.1, we obtain the following theorem: 

Theorem 3 A visiting route for n lines in the plane, such that the length 
of the route is at most y/2 times longer than a shortest visiting route for 
the lines, can be computed optimally in 0(n) time. 

7 Conclusions and discussion 

We have presented an algorithm that computes the shortest route that 
intersects n lines in the plane in polynomial time. The solution is obtained 
by computing a shortest watchman route in a simple polygon defined in 
terms of the lines. The polygon can be computed in O(nlogn) time. 
However, the whole algorithm runs in 0(n6) time, since this is currently 
as fast as the problem of computing a shortest watchman route can be 
solved. 

It is unclear whether faster algorithms exist. Although it is clear that 
a lower bound for the problem of computing the shortest route that in
tersects n lines in the plane is also a lower bound for the problem of com
puting a shortest watchman route, no explicit (non-trivial) lower bounds 
are known for either problem. 

The high time complexity makes our algorithm very impractical. Also, 
the computations performed by the algorithm that computes a shortest 
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watchman route which we make use of suffer from inherent numerical in
accuracy [12]. Partly to overcome these problems, we have also presented 
algorithms for obtaining constant factor approximations to the exact so
lutions. These approximations are routes which intersect all the lines but 
which have a length guaranteed to be at most some constant times longer 
than the shortest route that intersects the lines only. 

We have given two different algorithms for computing the smallest 

axis-parallel rectangle jf? o pt that intersects all the lines. The perimeter of 
this rectangle is an approximation since its length is at most a factor y/2 
times as long as the shortest route. The first algorithm used plane-sweep to 
compute Ropt in 0 (n log n) time. The second one used linear programming 
to compute the same rectangle in optimal 0(n) time. Although optimal 
in time, this latter algorithm was less geometrically clear than the former. 
There are also other ways to obtain approximations. Apart from our two 
approximation algorithms, we immediately obtain an approximation by 
computing an approximation to the shortest watchman route [5]. 

An interesting open problem regards the factor \/2 of approximation 
which we achieve: Can this be improved? It is interesting to note that 
approximations for the Euclidean TSP arbitrarily close to the optimal 
solution, i . e. at most a factor e longer for any e > 0, can be computed 
in polynomial time as shown by Arora [1,2] and by Mitchell [16,17]. Can 
the shortest visiting route for n lines in the plane also be approximated 
this closely to the optimal solution in polynomial time? 

Finally, we point out that the shortest visiting (non-closed) path for 
n lines can also be approximated by our algorithms. The route that we 
obtain if we walk twice along a shortest visiting path for £ (back and 
forth) is a visiting route for £ twice as long as the path. This visiting 
route cannot be shorter than the shortest visiting route. We therefore 
conclude that a shortest visiting route for £ is at most twice as long as a 
shortest visiting path for £ . Then, by Theorem 3, we immediately obtain 
the following corollary: 

Coro l l a ry 7.1 A visiting path for n lines in the plane, such that the 
length of the path is at most 2\/2 times longer than a shortest visiting 
path for the lines, can be computed in 0(n) time. 
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Part V I I I 

Discussion 



Chapter 3 

Implications of 
Neighborhoods and 
Connecting Fences 

3.1 Minimum length paths 

The NP-completeness/hardness of the TSP and the TSPN indicates that 
they are both intrinsically difficult problems to solve. The path sought 
in the TSP is a concatenation of the shortest paths (line segments) that 
connect a set of given points. The order in which the points are visited 
by the path uniquely defines the path. The TSP consequently amounts to 
the problem of determining this order and is therefore essentially a combi
natorial problem. Moreover, the TSP is usually formulated as a problem 
over a matrix, containing the lengths of the shortest paths between all the 
pairs of points, on which algorithms that solve (special cases of) the TSP 
then operate. 

A solution to the TSPN (and the TSPNCF) is also a concatenation of 
paths but not the shortest paths between pairs of objects. In Figure 3.1, 
a simple example of this is shown where the shortest visiting path (dotted 
lines) does not contain the shortest paths between the objects (dashed 
lines). Since each object contains an infinite number of points, the par
ticular points where an overall shortest visiting path visits an object is a 
function not only of the position of the object relative to the other objects 
but also of the shape of the objects. This implies that i t is not possible 
to formulate the TSPN as a problem over a matrix containing the lengths 
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of all the possible subpaths. The TSPN is similar to the TSP in that the 

Figure 3.1: A shortest visiting route for polygons is not a concatenation 
of shortest paths between polygons. 

order in which the objects are visited must be determined. I t is, however, 
also different from the TSP since the specific points where the path visits 
each object must be determined. 

The path sought in the TSPN exhibits a number of properties. One is 
a basic geometric property which follows from the quadrangle inequality 
(originally pointed out by Monge [78]) and which regards the relative po
sition of the edges of at least one of the potentially many shortest visiting 
paths: 

Lemma 1 (Flood [42]) Among all the shortest visiting paths for a set 
of objects in the plane there is always one that does not cross itself. 

Note that i t is only in the presence of obstacles around which paths 
can bend, like in the TSPNCF but not in the TSP and the TSPN, that 
a shortest visiting path that crosses itself might exist. In the absence of 
obstacles, any self-crossing path can be shortened by taking a short-cut in 
the neighborhood of a crossing. Note also that Lemma 1 does not uniquely 
identify a shortest visiting path; there might be many visiting paths, even 
with different lengths, that do not cross themselves. 

Another property stems from an observation regarding how shortest 
visiting paths visit objects. Since a shortest path bends at its vertices, 
each vertex of a shortest visiting path lies on the boundary of an object, 
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or the path can be shortened by taking a short-cut in the neighborhood of 
the vertex. Consider a vertex of a shortest visiting path. Then the path to 
which the vertex belongs is said to reflect on the object on whose boundary 
the vertex lies, i f the interior of the object that lies in the neighborhood of 
the vertex is not intersected by the path. We have therefore the following 
principle: 

The reflection principle 1 

A shortest visiting path reflects on an object at a point p if and only i f , in 

the neighborhood ofp, there exists a tangent to the object at p such that the 
incoming and the outgoing angles between the shortest visiting path and 
the tangent are equal. Such a reflection is called perfect (Figure 3.2). 

a) b) c) 

Figure 3.2: a) and b) show perfect reflections, c) a non-perfect reflection. 

The reflection principle governs the local optimality of a shortest visit
ing path at a reflection in that a visiting path cannot be globally shortest 
unless each reflection is perfect. I t can be used both to detect non-optimal 
paths, by inspecting their reflections, and to construct optimal ones (this 
is briefly discussed on page 214). However, perfect reflections at all ver
tices of a path are, in general, not a sufficient condition to ensure that the 
path is a solution to an instance of the TSPN (Fig. 3.3). 

The TSPN remains NP-hard in the presence of one or more obstacles 
located at arbitrary positions, since, whenever the obstacles lie in the 
exterior of the convex hull of the objects, we obtain the original TSPN. 

'Attributed to Heron of Alexandria in 100 AD [105]. In optics, the reflection principle 
is also referred to as Snell's law of reflection, which was discovered by Willebrord van 
Roijen Snellfius] in 1621 but not known until 1703 when Christiaan Huygens published 
Snell's result in his Dioptrica [91]. 
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Figure 3.3: Two visiting paths through d that make perfect reflections on 
each of the two objects. 

However, if the objects are required to be attached to the obstacles, i t 
is no longer obvious how hard the problem is to solve. If there is but 
one obstacle to which all the objects are attached, the TSPN transforms 
into the TSPNCF. On the basis of the tight relationship between the 
TSPNCF, the NP-complete TSP, and the NP-hard TSPN, it is tempting 
to guess that the TSPNCF is also NP-hard. On the other hand, for 
all the studied special cases of the TSPNCF polynomial-time algorithms 
have been found (see Section 1.2). So, it is natural also to suspect that the 
TSPNCF itself can be solved in polynomial time. The key question raised 
in this thesis is whether the presence of the fence makes the TSPNCF 
fundamentally easier to solve than the TSPN or not. At the time of 
writing, the time complexity of the TSPNCF is open. 

There is a good reason for stating the TSPNCF in the two-dimensional 
plane. The generalization of the problem into three dimensions, where the 
fence and the objects correspond to simple polyhedra, turns out to be a 
hard problem to solve. In three dimensions, not only the basic problem 
of computing a shortest path between two points in a simple polyhedron 
but also, more importantly, the Watchman's Problem, is NP-hard [16, 
26]. Since the Watchman's Problem is a special case of the TSPNCF, we 

conclude as follows: 

Lemma 2 The TSPNCF is NP-hard in three dimensions. 

Some of the variations of the TSPNCF are tightly coupled together. 
An algorithm that solves a variant of the TSPNCF without a door, for 
instance, also solves the corresponding variant in which a door is present, 
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merely by introducing the door as a point-sized object. Moreover, we 
have: 

Lemma 3 The route-version of (a variant o f ) the TSPNCF with a door 
can be solved with an algorithm for the path-version of the problem without 

a door. 

Proof: Given an instance of a variant of the TSPNCF with a door d in a 
fence P through which a shortest visiting route for a set S of objects sought 
must pass, we show how to construct another instance, with the objects 
S and two additional objects but without a door, in which a shortest 
visiting path is sought such that the shortest visiting path contains the 
shortest visiting route as a subpath. The fence in the constructed instance 
is based on P , to which a long rectangle is added. An example is shown 
in Figure 3.4. 

Figure 3.4: Adding a long corridor to a fence P via two shortest paths 
from d. 

The details are as follows. If d does not lie in the convex hull of P , 
we compute the two shortest paths in the exterior of P from d to the 
end points p and q of the edge of the convex hull of P that bounds the 
region in the exterior of P that contains d. This can be performed in 
linear time combining known techniques [22,68,71]. The two paths are 
drawn with dotted lines in Figure 3.4. Should d lie on the convex hull, 
we use p = q = d. Then a thin rectangle is added to P so that one of 
its edges contains the edge [p, q] in its middle while the interior of P is 
not intersected by the interior of the rectangle. By removing [p, q] from 
the interior of the boundary of the rectangle and joining what remains of 
the rectangle to P via the two shortest paths from d, we obtain a simple 
polygon P'. Finally, an additional object is placed at each of the two ends 
of the rectangle. 

Now, if the rectangle is made long enough so that the distance from p 
and q to each of the objects in the rectangle is greater than the length of 
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the boundary of P, which is an upper bound on the length of the shortest 
visiting route in P, the end points of a shortest visiting path for all the 
objects in P ' must lie on the two objects in the rectangle. Hence, by 
making sure that the shortest visiting path must pass in and out of P 
through d, the part of the path in P must be a shortest visiting route for 
the objects in P, or i t would not be optimal. • 

As pointed out in Section 1.2, quite a few polynomial-time algorithms 
for special cases of the TSPNCF have been published. One way to evaluate 
the quality of these would be to compare their upper bounds with the lower 
bounds on the problems. Intriguingly enough, no such lower bounds are 
known! There is only the trivial lower bound of Q(n), which follows from 
the fact that the input must be read at least once. For the TSPNCF itself, 
we have the following lemma: 

Lemma 4 Any algorithm that solves the TSPNCF requires Q(nlogn) 
time. 

Proof: The idea of this proof was originally used to show a lower bound 
on the problem of computing the convex hull of a set of points in the 
plane [90], and is here used to show how an algorithm that solves the 
TSPNCF can be used for sorting real numbers. Since sorting is known to 
require fi(nlogn) time [64,72], the lemma then follows immediately. 

Let X = {xo, x 1 ? . . . , xn-i} be a set of n real positive numbers, and let 
£ m i n and X m a x denote the smallest and the largest element of X respec
tively. To sort X, an instance of the TSPNCF is constructed in which 
the fence is a rectangle and there is one object per member in X. The 
coordinates of the vertices of the fence and the objects are expressed in 
terms of the constants 

2/top — n i a x ( ( x m a x + l ) 2 , ( x m i n — l ) 2 ) , 

n - 1 

e = min(0.4, —) 

, and 
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The fence has 2n vertices placed at 

(•^min £-> 2), ( X r n i n -f- €, 2), 

(a; m i n + A — e, —2), ( x m i n + A + E, - 2 ) , 
( x m i n + 2A - e, - 2 ) , ( z m i n + 2A + e, - 2 ) , 

( z m i n + (n - 2)A - e, - 2 ) , ( z m i n + (n - 2)A + e, - 2 ) , 
(a^rnin + (« - l ) A - £, - 2 ) , and ( z m i n + (n - 1)A + e, - 2 ) . 

These vertices bound edges that the fence has in common with the objects. 
The fence also has four additional vertices at ( x m a x + 1,-2), (a; max + 

1,2/top), ( z m i n - 1,2/top), and ( a; mi n - 1, - 2 ) to make ample room for the 
objects. 

For each number xj in X, there is an object with five vertices (xm\n + 
j ' A + £, - 2 ) , (xj + e,-l), (xj,xj), (xj - s , - l ) , and ( x m i n + jA - e, - 2 ) 
consisting of the union of a parallelogram and a triangle (Figure 3.5). In 

/ 

( X j , xj) 

- 1 -

- 2 -

/ \ 

/ Xj \ i Z m i n "t" J A 

- 1 -

- 2 -

- 1 -

- 2 -
( X m i n + i A , - 2 ) 

Figure 3.5: The object based on xj. 

addition to these objects, two point-sized objects are placed at (xm-m -
l i 2/top) and at (xma.x-\-l, t/top); so that the total number of objects is n + 2. 
In Figure 3.6, an example of our construction is shown for n = 10. Note 
that the involved constants are chosen so that the intersections between 
the fence and the objects are all disjoint and so that the topmost vertex 
at each object is acute. 

Now, apply any algorithm for solving the TSPNCF on our constructed 
instance. Then the shortest visiting route that this algorithm computes 
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Figure 3.6: The lower bound construction. 

will be the convex hull of the topmost vertices of the objects and the 
two additional objects at the topmost vertices of the fence. This follows 
since the topmost vertices of the objects lie on a parabola. Moreover, 
the z-coordinate of each topmost vertex is an element in X. Hence, the 
elements in X can be obtained in sorted order by traversing the route 
and reading the x-coordinates of the vertices of the route in order. Since 
the construction performed above takes 0(n) time, we conclude that any 
algorithm that computes a solution to the TSPNCF requires ß(nlogrc) 
time. • 

Note that the lower bound in Lemma 4 does not apply to the special 
cases of the TSPNCF where objects might not intersect each other. 

A predominant feature of the problems for which polynomial-time al
gorithms have been found is that the objects are convex. This convexity 
is exploited in different ways. 

Let the sequence of edges of the objects that a shortest visiting path 
reflects on be the combinatorial type of the path. Then, given the instance 
of a problem in which the objects are convex, it can be shown that the 
combinatorial types of all the shortest visiting paths are equal (see Part V ) . 
Secondly, each visiting path which consists of a concatenation of shortest 
paths (between its vertices) and which only makes perfect reflections on 
the objects is in fact a shortest visiting path for the objects. The convexity 
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also provides a uniqueness property: given a point, the shortest visiting 
route forced through that point is unique. 

If the convex objects are disjoint, it follows from Lemma 1 that there 
is a shortest visiting path that reflects on the objects in the order in which 
they occur along the fence. Note that if the objects intersect each other, 
the shortest visiting path might visit the objects in an order different from 
their order along the fence (Figure 3.7). The case with non-convex objects 

Figure 3.7: The objects bounded by the chords C\, C2, C 3 , and C4 (dashed 
lines) in the interior of the fence are intersected in the order C2 — C\ — 

has not been studied, it seems. 

3.2 Approximations 

Up to this point, we have considered problems in which only minimum 
length solutions are sought. In another kind of problem studied in this 
thesis, the goal is to compute approximations. This kind of problem con
cerns visiting paths with lengths guaranteed to be at most a constant 
factor longer than a shortest visiting path only. If c is the constant factor, 
the computed path is a c-approximation. 

A natural (and common) situation in which approximations are com
puted arises when the minimum length path is hard to compute [55]. It 
could be that the problem is NP-hard, or polynomial, but with a high 

C 4 - C 3 . 
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degree, while the computed path is used in an application in which a fast 
algorithm that only computes a provably good approximation might suf
fice. Or the algorithms that compute minimum length solutions might 
suffer from problems that make them less useful in practice. 

From a computational point of view there is a problem with algorithms 
(such as some of those which we present and others in the literature) which 
is based on the reflection principle. Suppose that we are given two points 
on the same side of a line, and asked to compute the shortest path between 
the points that touches the line. The reflection principle then states that 
the incoming and the outgoing angles between the line and the shortest 
path are equal. Moreover, the point where the shortest path intersects 
the line can be found by reflecting one of the points across the line, and 
computing the intersection between the line and the line segment (the 
shortest path) bounded by the reflected point and the point that was not 
reflected (Figure 3.8a and 3.8b). The shortest visiting path for a number 
of lines can be computed by applying the reflection principle once for each 
line. 

a) b) 

Figure 3.8: Applying the reflection principle to compute a shortest visiting 
path. 

The source of the problem lies in the fact that each reflection of a 
point in a line is performed by multiplying the coordinates of the point 
with a transformation matrix. This might be far from practical because of 
the numerical inaccuracy in the computed coordinates that results from 
the repeated multiplication of several transformation matrices [48,53]. I t 
is not known whether the use of the reflection principle for computing a 
shortest visiting path can be avoided or not. The linear-time approxima
tion algorithm for computing an approximate zookeeper route that we give 
in Part IV has the advantage of not suffering from the above- mentioned 
problem. This is also the case for the algorithms in Part V I I and V. 

We now discuss two observations that relate the lengths of (approxi-



3.2 Approximations 215 

mate) shortest visiting paths and routes to each other. First, note that a 
shortest visiting route is an example of a shortest visiting path (we could 
imagine the route being cut at some interior point of an edge). Then, 
since this visiting path is not necessarily the shortest, it follows that a 
shortest visiting path is at most as long as a shortest visiting route. Next, 
if a shortest visiting path is traversed twice, we obtain a route that visits 
all the objects. This route cannot be shorter than a shortest visiting route 
for the objects. Hence, we have the following lemma: 

Lemma 5 A shortest visiting route for a set of objects is at most twice 

as long as the shortest visiting path for the same set. 

Lemma 5 implies that not only the linear-time approximation algo
rithm for computing an approximate zookeeper route that we give in 
Part V I I , but basically all the individual results in the parts that follow 
this introductory part serve as approximations. A shortest postman route 
and a shortest aquarium keeper route can, for instance, be computed in 
0(n) time each. Hence, by Lemma 5, these routes are 2-approximations 
to the shortest postman path and the shortest aquarium keeper path re
spectively in the same setting. Similarly, the shortest zookeeper route, 
safari route, and watchman route serve as 2-approximations to their cor
responding paths. 

We end this discussion by pointing out a very interesting development 
that should be mentioned since some results in this thesis are approxima
tion algorithms. I t is today known how to compute (1+e)-approximations 
for the TSP, the TSPN, and related NP-hard problems in polynomial time 
for any e > 0 [7,8,75,76]. These results can probably be used for comput
ing approximations to (variants of) the TSPNCF as well. 
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Chapter 4 

Open problems and future 
work 

In this section, we give some examples of open problems. Some of these 
problems are somewhat outside the scope of this thesis but nevertheless 
interesting. 

4.1 The TSPNCF 

Open problem 1 7s the TSPNCF solvable in polynomial time? 

This was discussed in Chapter 3 of this part of the thesis. The fact that 
there are results for convex objects only leads to the following: 

Open problem 2 Give a polynomial-time algorithm for solving a variant 
of the TSPNCF involving non-convex objects. 

As mentioned on page 212, there are many useful properties which con
vexity entails but which are not valid for non-convex objects. One should 
note that, in general, even if the order is given in which a set of (not 
necessarily convex) objects should be visited by a shortest visiting path 
for the objects, i t is still not known how to compute the shortest visiting 
path in polynomial time. 

Another issue is that most results concerning how to compute a short
est visiting path for a set of objects attached to a fence compute a path 
in the interior of the fence. The only result for objects in the exterior of 
the fence is that obtained by Ntafos and Gewali [44,84] and concerns the 
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Watchman's Problem. As they point out, the Watchman's Problem can 
be solved in the interior of a fence by using an algorithm for the exte
rior after the fence has been slightly altered. This result is also valid for 
the TSPNCF. Although the converse does not immediately follow for the 
TSPNCF, there are reasons to believe that the converse is valid for the 
TSPNCF, nevertheless. 

The computed route either surrounds the fence, in which case i t must 
touch a vertex of the convex hull of the fence, or partially wraps around 
the fence leaving a free passage out from the fence to the convex hull of the 
union of the fence and the objects. In the latter case, we construct a new 
fence from the given one by connecting the given fence and the convex hull 
with two (coinciding) polygonal paths in the free passage. The new fence 
is bounded by the given fence, the convex hull, and the two polygonal 
paths so that the objects end up in its interior. Inside this new fence, 
an algorithm for computing shortest visiting paths in interiors of fences is 
then applied. In the former case, we can probably use one of the vertices 
of the convex hull of the given fence as a starting point for the polygonal 

paths. 
The main problems are to find the free passage and to compute the 

polygonal paths without interfering with the shortest visiting path for the 
objects. Since all the objects might be mutually intersecting, i t might be 
necessary to have the polygonal paths pass through the objects. These 
problems can probably be solved in polynomial time and it is likely that 
most previous results for objects in the interior of a fence can be changed 
to work also in the exterior of fences using the ideas above. 

Conjecture 1 If the TSPNCF can be solved in polynomial time in the 
interior of a fence, it can also be solved in polynomial time in the exterior 
of a fence, and vice versa. 

4.2 The Zookeeper's Problem 

The Zookeeper's Problem with a door can be computed in O(nlogn) 
time [12]. However, the version with no door has only been solved in 
0 ( n 2 ) time [83]. 

Open problem 3 Can the Zookeeper's Problem without a door be solved 

in o(n2) time? 
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Hershberger and Snoeyink [53] solve the Zookeeper's Problem with a 
door in 0(nlog2 n) time. Although not entirely straightforward, it could 
be possible to combine their technique of using convex chains to perform 
updates/adjustments in 0 ( log 2 n) time each with the sliding technique 
that we use in Part V I , and to integrate this combination into an incre
mental algorithm for solving the Zookeeper's Problem without a door. 

Another problem not (yet) solved is the path-version of the Zookeeper's 
Problem. In this problem, Lemma 1 (on page 206) provides the relative 
order in which one of the potentially many shortest zookeeper paths re
flects on the cages (along the fence). As noted on page 7, the Zookeeper's 
Problem is a generalization of the Aquarium Keeper's Problem in which 
cages containing sequences of edges in the fence rather than merely single 
edges are visited. Hence, an algorithm that computes a shortest zookeeper 
path must determine which edges of the cages the path should visit. Our 
solution in Part I I can probably be used here but the exact details are 
yet to be hammered out. On the basis of this, we make the following 
conjecture: 

Conjecture 2 The path-version of the Zookeeper's Problem can be solved 
in polynomial time. 

4.3 The Watchman's Problem 

Open problem 4 7s there an algorithm that computes a shortest watch

man path in a simple polygon (a fence) in polynomial time? 

In Part I I , we show how a shortest watchman path in a rectilinear poly
gon can be computed in polynomial time. The paper [18] preceding that 
result contains an algorithm that computes a shortest watchman path in 
a simple polygon. However, this algorithm relied heavily on a previous 
result which turned out to contain a flaw as far as the time complexity 
was concerned (Nilsson and Hammar describes the underlying problem 
in great detail [49-51]). The time complexity of the algorithm therefore 
ended up being exponential in the size of the polygon. 

We conjecture that the algorithm given in Part I I can be modified 
to also solve Open Problem 4. I t makes use of dynamic programming 
to pre-compute paths which are extended in steps by inheriting event 
points (see Part I I for details). The problem that one is faced with when 
using this algorithm in a simple polygon is that event points are no longer 
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inherited by one cut only, and therefore it seems non-trivial to bound their 
number. In simple polygons, as opposed to rectilinear polygons, a shortest 
watchman path may visit an object in two possible ways: i t may either 
reflect on the object or pass straight through it . 

The next problem constitutes a bottleneck in the algorithm for the 
Watchman's Problem when the fence is pre-processed. Let a cut be a 
directed chord in a simple polygon. A cut is essential i f i t is the extension 
of an edge on the boundary of the simple polygon from a reflex vertex. 

Figure 4.1: Essential cuts in a simple polygon. 

Open problem 5 Given a simple polygon, compute all the essential cuts 
in o(n log n) time. 

An example of a simple polygon and its essential cuts is shown in Fig
ure 4.1. The fastest algorithm to this date performs ray-shots from the 
reflex vertices of the simple polygon in a total of 0(n log n) time [27,104]. 
This is accomplished with an algorithm [54] that works for any point and 
in any direction in a simple polygon. The fact that we systematically 
perform two ray-shots from each and every reflex vertex and in known 
directions determined by the boundary of the polygon only is not used. 

4.4 Other objectives 

Instead of just having a single watchman patrolling the polygon, which 
is the case in the Watchman's Problem, problems involving a group of 
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watchmen operating together have been studied. I f not only the polygon 
but also the number m of watchmen who are to collectively patrol the 
polygon are given as part of the input, the general problem of computing 
such so-called m-shortest watchmen routes in simple polygons is NP-hard 

when the length of the longest route is to be minimized (the MinMax-
problem [77]) and when the total sum of the lengths of all the routes is 
to be minimized (the MinSum-problem [21]). However, in spiral polygons 
and in histograms both the MinSum- and the MinMax-problem can be 
solved in polynomial time [21,80,81]. I f the number of watchmen is limited 
a priori, the MinMax-problem is NP-hard [77], but i t is not known i f the 
MinSum-problem is NP-hard or not. 

Open problem 6 Can a polynomial-time algorithm be designed for the 
MinSum-problem concerning two watchmen in simple polygons? 

Another variation that is currently being studied intensively is the 

problem of designing a strategy for exploring an unknown simple polygon. 
During the exploration, it is assumed that the watchman is constantly 
given the visibility polygon from the current position. Decisions about 
how to move at a certain moment are based solely on what has previously 
been seen. 

There are exploration strategies that are easy to devise. One strategy, 
which does not even make use of the visual information obtained while 
walking, is to follow the boundary of the polygon. However, this yields a 
watchman path that can be arbitrarily longer than a shortest watchman 
path. I t is essential to give a strategy that assures that the ratio between 
the length of the path along which the watchman walks and the length of 
a shortest watchman path is at most some constant c. There are examples 
of such so-called c-competitive strategies [36-38,56-58]. 

The best ratio achieved today is 26.5 [58]. However, the highest lower 
bound is only y/2 [63]. This lower bound is also valid for the class of 
restricted polygons called streets for which there exists \/2-competitive 
strategies [59,93]. 

Open problem 7 Give an optimal (y/2-competitive) strategy for solving 
the Watchman's Problem without complete knowledge of the environment. 
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