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Abstract
This thesis presents contributions in the ﬁeld of satellite navigation with a focus on
array processing and related implementation issues. For readers not familiar with GNSS,
it also includes a brief overview of satellite navigation.
Compared to the state of the art only ten years ago, modern GNSS receivers are very
capable. One reason for this improvement is advances in the semiconductor industry that
have increased both the available processing power and the energy eﬃciency. An active
research community has also made important contributions resulting in more sophisticated algorithms. To improve receiver performance even further, auxiliary sensors such as
gyros and accelerometers are becoming increasingly common. A related option involves
using an antenna with several physical elements. This is known as an antenna array and
is often used for radar, sonar and telecommunication applications. Array processing can
also be used for GNSS and as such it is the primary focus of this thesis. An array allows
for exploration of the spatial domain, in other words a receiver that may diﬀerentiate
between signals depending on the direction of arrival. For GNSS, where interference and
multipath (signal reﬂection oﬀ, for example, buildings or the ground) may be signiﬁcant
sources of error, this is an attractive solution. Although array processing has been the
subject of extensive research eﬀorts within other ﬁelds, there are several issues remaining
with regards to how these techniques can be implemented in a GNSS receiver.
With regards to array processing there are also properties unique to GNSS, such
as multiple signal sources at known positions, that have not been explored suﬃciently
in previous eﬀorts. In this thesis we show how these properties can be exploited to
improve receiver performance in dynamic scenarios. In short, the orientation of the
antenna platform is estimated accurately (typical variance around 1◦ ) using beamforming
techniques. This information is then used to achieve a better estimate of the radio
environment by allowing for longer integration periods when estimating the covariance
matrices. A better estimate of the covariance matrices directly translates into improved
receiver performance, especially so in areas of moderate levels of multipath/interference.
Further, a method to calibrate GNSS array antennas using real signals is investigated
in detail. Instead of resorting to electromagnetic simulations that require precise knowlv

edge about the antenna and installation factors, or RF chamber measurement that is
expensive, it is shown how the array antenna can be calibrated using live signals. The
accuracy of the resulting model is veriﬁed using real data.
Also, the ﬁrst implementation of an RF record and replay system is presented. With
such a system data can be recorded in a speciﬁc environment, generally a time consuming
task, and later played back into the antenna input of any GNSS receiver. Such systems are
nowadays commercially available and have proven very useful for testing and validation of
GNSS receivers. Throughout the thesis, the required receiver architecture and practical
viability of the proposed algorithms are considered.
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Preface
“Almost everything you do will seem insigniﬁcant,
but it is important that you do it."
Mahatma Gandhi
As I have progressed in academia towards this degree, I have naturally started to
identify myself with other scientists and the scientiﬁc community. The project of science,
if I may call it that, has proved phenomenally successful over the last few hundred years.
Personally I cannot wait to see what will happen and what technologies will emerge
in the future. It is equally fascinating how this could be achieved with no clear goals
nor leadership. Each individual scientist has worked with a few small pieces of a very
large puzzle, and even though it is not complete and may never be, it nevertheless
paints a beautiful image of how nature and things in nature work. Even though modern
research is much more of a group eﬀort compared to what historically has been the
case, breakthroughs and developments have never been dependent on any sole individual.
Nature will eventually reveal itself — and thus I felt that the quote above from Mahatma
Gandhi was very ﬁtting.
Unfortunately, often the majority of the population appear to have a hard time understanding what scientists mean. To no small part, the research community is to blame for
this, as we have obviously not been successful in explaining what it is we do. The notion of
scientists as a group of people who change their mind all the time seems widespread, but
in our defense we attempt to do so only in the light of new and better evidence. Also,
semantics is a culprit. When a competent scientist states “we know how this works”
within their own ﬁeld of expertise, they choose their words carefully and mean exactly
what they say. However, real problems are not always clearly deﬁned, and when asked
for their thoughts on such matters, scientists tend to surround their conclusion with numerous reservations. Rhetorically, they come across as unsure — especially so in debates
where the opposition does not adhere to the same attention to detail.
In a world facing problems such as global warming, falling vaccination rates and
xiii

where a large part of the population does not “believe” in evolution, it is more important
than ever to make sure that the scientiﬁc community takes a ﬁrm stand against oversimpliﬁcations, erroneous conclusions and delusions.
The work presented in this thesis is not directly related to understanding the world.
Rather, it falls with the research ﬁeld of technology, or applied science, where the goal is
the creation of artifacts and systems to meet people’s needs. The system I think people
will need is array processing GNSS receivers, and I hope you will enjoy my thesis.
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Chapter 1
Thesis Introduction
“Somewhere,
something incredible
is waiting to be known.”
Carl Sagan
For thousands of years, the main aid when navigating over large distances was the
stars. The launch of the ﬁrst satellite navigation system called Transit in the 1960’s
changed this and now, ﬁfty years later, GNSS receivers are considered a commodity. The
ﬁrst modern systems, the American NAVSTAR GPS and the Russian GLONASS, were
declared fully operational in the mid 1990’s. At the time of this writing, both Europe
(GALILEO) and China (COMPASS) are developing complementary systems. In addition
to these global systems, satellite based augmentation systems (SBAS, providing increased
accuracy and integrity of the position estimates) are also available over large parts of the
world. In order to not be marginalized technology-wise, GPS and and GLONASS are
currently undergoing modernization eﬀorts that will improve performance and expand
capability.
Given the signiﬁcant investments into the GNSS space and control segment (the
constellations are continuously monitored) and increasing demands from end-users, a
large research community is committed to solving current and future issues related to
satellite navigation, and is also attempting to increase the performance of navigation
receivers.
The performance of a navigation receiver can broadly be classiﬁed with three parameters: accuracy, availability and integrity. Accuracy refers to the error in the position
solution with respect to the unknown true position that the user is expected to experience. Availability refers to how often a position solution is available, and ﬁnally, integrity
refers to how much trust can be placed on a position solution.
1
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One popular method of increasing the performance is using auxiliary sensors such as
gyros, accelerometers, pressure sensors or magnetometers (electronic compasses). This
method of sensor fusion has been the topic of signiﬁcant research over the years [1] [2],
and as a simple example of how eﬀective it can be, we will consider the integration of
GPS and an accelerometer. A satellite navigation receiver provides position estimates
at a rather low rate, typically 1 Hz, and the error is typically bounded provided that a
suﬃcient number of satellites are visible. Accelerometers on the other hand may provide
a signiﬁcantly higher update rate, but unfortunately the position error will drift significantly over time. However, over short timescales such as a few seconds, the accuracy
is typically much better than what is available from GPS. Further, accelerometers are
self contained and not dependent on external inputs. By combining both sensors it is
possible to not only increase the accuracy, but also availability and integrity, resulting in
improved performance overall.
A diﬀerent method of increasing receiver performance involves using an antenna with
more than one physical antenna element. This is known as an antenna array, and in its
generic form it have been studied since the 1940’s [3] [4] [5] [6] [7]. Array processing is
widely used in the sonar, radar and telecommunications applications, and it is a promising
option also for GNSS receivers and as such the primary focus of this thesis. In contrast
with the majority of other research eﬀorts into GNSS antenna arrays, the focus of this
dissertation is primarily on the lower end of GNSS applications where highly accurate
position estimates are not the priority but rather challenging environments the major
source of concern. Also, no speciﬁc constraints are put on the array antenna itself with
regards to geometry or number of elements.
An array allows for the capability of diﬀerentiating between signals depending on their
direction of arrival. For GNSS receivers where interference (transmission of signal energy
within the GNSS band) and multipath (signal reﬂection oﬀ, for example, buildings or the
ground) may be signiﬁcant sources of error, it is an attractive solution. Although array
processing for GNSS has been studied for quite some time [8] [9] [10], there are several
remaining issues related to how those techniques can best be implemented in a GNSS
receiver. Further, compared to other applications of array processing, there are unique
properties of GNSS, such as multiple signal sources at known positions, that have not
been explored suﬃciently in earlier research eﬀorts.
In this thesis, it is shown how these properties can be exploited to improve receiver
performance in dynamic scenarios. In short, the orientation of the antenna platform is
accurately estimated (typical variance around 1◦ ). The proposed method of estimating
the orientation is suitable for arbitrary array geometries, and also validated using real
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data. This information is then used to achieve a better estimate of the radio environment by allowing for longer integration periods when estimating the covariance matrices.
A better estimate of the covariance matrices directly translates into improved receiver
performance, especially so in areas of moderate levels of multipath/interference. This is
explained in paper H, A Self Suﬃcient, Software-deﬁned Beamforming GNSS Receiver
for Dynamic Scenarios.
Further, a method to calibrate GNSS array antennas using real signals is investigated
in detail. For many beamforming algorithms, the gain/phase characteristics of the antenna must be known [6]. Unfortunately, the behavior of closely spaced antenna elements
is diﬃcult to predict, one reason is a process called mutual coupling [11], and other issues
such as installation eﬀects may further complicate the characteristics.
However, one fundamental principle of GNSS is that the position of the satellites
(as a function of time) must be known to the user in order to solve for a user position. Thus, if the antenna orientation is known, the real satellite signals can be used
to calibrate the gain/phase characteristics of an antenna array. This can be used as a
substitute, or complement, to the normally used methods of electromagnetic simulations
(that requires knowledge about the antennas internal dimensions and materials), and
RF chamber measurements (expensive and time consuming). Paper E, Antenna Array
Calibration Using Live GNSS Signals, contains the initial investigation into this method,
while paper F, Post-processing Dynamic GNSS Antenna Array Calibration and Deterministic Beamforming, also proposes a calibration model whose performance is validated
using data-free beamforming of real data. Although it performes well, the proposed model
in this paper is hard to motivate from a physical view. Paper G, Estimation of the Complex Far-ﬁeld of an Antenna Array Using Live GNSS Signals and the Equivalent Electric
Current Method addresses this issue and instead models the antenna characteristics using
basis functions of electric charge density.
The detection of signals have, similar to the array problem, been studied extensively
over the years, both the general problem [12] and also applied to GNSS [13] [14]. As
the signal received at the antenna contains noise originating from stochastic processes
(for example thermal noise), the detection of a signal in this noise is a statistical signal
processing problem. To predict the likelihood that a signal is detected, the probability
density function of the noise and signal respectively must be considered. However, if
all eﬀects (such as both coherent and non-coherent integration) should be taken into
account, it is diﬃcult to ﬁnd a closed form expression of the likelihood of detection.
Detection, or acquisition as it also is called in GNSS, relies on the correlation operation. Similar to the convolution theorem that states that convolution in the time domain

4
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is equivalent to multiplication in the frequency domain, correlation can also be performed
in the frequency domain. For software deﬁned receivers, a receiver architecture where the
signal processing is performed in programmable processors, this may drastically improve
the eﬃciency of an acquisition implementation [15].
In paper D, Likelihood of Detection and Computational Complexity of GPS Acquisition Algorithms, two methods are proposed. First, the likelihood of detection is computed
using a discrete approximation, allowing for modeling of eﬀects that are usually neglected.
Secondly, diﬀerent acquisition algorithms are analyzed with regards to their computational complexity. Together, these two methods makes it possible to express the detection
capability as a function of the power requirements, or at least an approximation thereof.
If we return to array processing, paper A, GNSS Antenna Arrays - Hardware Requirements for Algorithm Implementation, investigates whether low-cost GNSS radio frontends are a suﬃcient basis for an array processing hardware platform. Also, it highlights
important criteria that should be taken into account when designing such a system.
Software deﬁned GNSS receivers have in general received a lot of research attention
[16] [17] [18] [19] [20], and the ﬂexibility of software receivers have also proven very
useful for the work presented in this thesis. Paper B, A Novel Software Deﬁned Research
Receiver Architecture, proposes several novel features that simpliﬁes the implementation
of for example array processing algorithms. This receiver code, in various stages of
completion, have been used for most of the work in this thesis.
This thesis also contains the ﬁrst implementation of an RF record and replay system
in paper C, An RF Replay System for Narrowband GNSS IF Signals. Such a system
allows for data to be recorded in a speciﬁc environment, generally a time consuming
task, and later played back into the antenna input of any GNSS receiver. Although none
of the authors are involved, such systems are nowadays commercially available and have
proven very useful for testing and validation of GNSS receivers.
The thesis is arranged as follows; chapter two contains an overview of satellite navigation to provide a framework for the research. In chapter three, array processing for GNSS
is covered in more technical detail. Chapter four summarizes the scientiﬁc contributions
(the individual papers are appended in part II), and ﬁnally chapter ﬁve concludes this
thesis.

Chapter 2
From satellites to position
“I’ve loved the stars too fondly
to be fearful of the night”
Galileo Galilei
This chapter will focus on a general overview of GNSS. For readers familiar with GNSS
and GNSS receivers, this chapter is optional. After a brief overview of the principle
behind satellite navigation followed by an explanation of various coordinate systems
used throughout the thesis, we will study the requirements of a navigation satellite. The
signal that the satellite transmits will be investigated in more detail, followed by each
individual step that this information passes through to ﬁnally provide the user with a
position estimate.
For readers with a further interest in GNSS, I strongly recommend both the Misra and
Enge textbook [21] and also the slightly more technical expose by Kaplan and Hegarty
[22]. Also worth recommending is the Parkinson/Spilker reference work [23] that despite
being slightly dated is still a very good source of information with an impressive scope.
As the main purpose of this chapter is to provide the reader with an overview of
GNSS, we will limit the discussion to the GPS C/A signal in the L1 band. This is the
most common signal, supported by virtually all GNSS receivers. Modern signals may
provide increased performance, but the underlying principle, estimating the position by
measuring signal time diﬀerence of arrival, is identical for all systems.
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2.1

GNSS Principle

In this section, the general principle of satellite navigation will be explained. In order to
simplify the concept we will start by considering a one-dimensional world represented as
a line rather than the real, three dimensional, world.

s
p

p

R

T

Figure 2.1: A 1-D example of positioning with one transmitter.

In ﬁgure 2.1, this line is shown together with a receiver (marked as pR ), transmitter
(pT ) and a signal (s) that moves along the line from the transmitter towards the receiver
with a ﬁxed speed v. If we assume that we know pT , the time t when the signal is
transmitted and the time tR when it is received, it is clear that we can compute the
unknown position pR of the receiver as
pR = pT ± v(tR − t)

(2.1)

In other words, the distance between the transmitter and receiver equals the distance
that the signal travels during the time between transmission and reception. For this
initial example we assumed that we knew the times t and tR perfectly. Radio waves, as
used by GNSS systems, travel at the speed of light (around 300000 km/s). Thus, in order
to know the position of the receiver in our example to within 1 m, a receiver clock that
is accurate to around 3 ns (nano-seconds, or 3 billionth of a second) would be required.
This is diﬃcult (or at least expensive) to achieve, so a system without this requirement
would be desirable.
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2

Figure 2.2: A 1-D example of positioning with two transmitters.

If we instead consider an example with two transmitters (labeled p1 and p2 ) as shown
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in ﬁgure 2.2, the equations describing the position of the receiver become
pR = p1 + v(t1 − t)

(2.2)

pR = p2 − v(t2 − t)

(2.3)

assuming that the receiver is positioned between the transmitters (p1 < pR < p2 ). If
we can measure the time diﬀerence of arrival Δt = t2 − t1 , we can solve for the receiver
position as
pR =

p1 + p2 − vΔt
2

(2.4)

By adding one additional transmitter, we are thus capable of solving for the receiver
position without any requirement on knowing the exact time. Instead of measuring the
received time tR as in the ﬁrst example, we can solve for a position if we can measure
the time diﬀerence of arrival1 .
This may sound like a small improvement, but it reduces the requirements on the
clock accuracy signiﬁcantly. For example, you can fairly easy keep track on the number
of seconds for a short period of time, say a 100 m race, but counting the number of
seconds accurately throughout a marathon is much more diﬃcult. This also applies to
physical implementations of clocks such as those in a navigation receiver.
Please note that once we have computed the position pR , we can easily solve for the
exact time as
t1 = t +

pR − p1
v

(2.5)

This is very useful. Not only are we capable of solving for our position, we also have a
method of transferring time accurately.
We could, although the math would get a bit too complicated for the purpose of
this chapter, expand the one dimensional examples above to two dimensions. Instead
of signals traveling along a line, we would have signals expanding outwards in circles.
The principal remains the same although we would require three transmitters in order to
compute a position in two dimensions plus time. For three dimensions, such as the world
1

It should be noted that modern satellite navigation systems are not classiﬁed as TDOA (time difference of arrival) systems but rather TOA (time of arrival). However, the diﬀerence is marginal (somewhat simpliﬁed, related to whether a time estimate is computed, as in TOA, or not, which is the case
for TDOA). Throughout this thesis I will refer to the principle of GNSS as time diﬀerence of arrival,
although this term generally have a slightly diﬀerent meaning in the navigation community. The motivation for this is simple, I consider the principle of GNSS easier to understand for readers unfamiliar
with the subject.

8

From satellites to position

we live in, it should come as no surprise that four transmitters (these will be referred to
as satellites from now on) would be required. The signals would then propagate outwards
as spheres instead of as circles (two dimensions) or lines (one dimension). In the example
above we also assumed that the receiver was positioned between the two transmitters.
This assumption is generally not required when solving for a position on earth using
GNSS. The correct position solution will be close to the surface of the earth, while the
complementary position will be far out in space and thus can be rejected.
GNSS systems, such as GPS, require at least four satellites to solve for a 3-D position
and time. This is achieved through measuring the time diﬀerence of arrival of the satellite
signals, the fundamental principle of GNSS.
We will now need to deﬁne the coordinate systems used throughout this thesis, but
we will return for more details on the position solution algorithms at the end of this
chapter.

2.2. Coordinate Systems

2.2
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Coordinate Systems

Before we start considering positioning using GNSS, we need to clarify what we mean by
a position. For this, we need to deﬁne a coordinate system (sometimes denoted a frame)
that allows us to express a position on earth unambiguously.

Figure 2.3: Earth and the global XYZ coordinate system. The longitude λ and latitude Ψ used
to pinpoint Luleå in Sweden are also shown. The Greenwich meridian is highlighted in blue, and
the equator in red. Texture courtesy of BMNG by NASA.
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In principle, this is straight forward. Consider a three dimensional XYZ coordinate
system where the Z-axis is chosen to coincide with earth’s rotation axis and passes through
the north pole. The X-axis pierces the earth at the intersection of the Greenwich meridian
and the equator, and the Y-axis is chosen to complete a right hand coordinate system.
However, the earth is neither spherical, homogenous nor static. Because it rotates, it is
somewhat ﬂattened at the poles. Rather than a sphere, a better approximation of the
earth’s shape is an ellipsoid. One commonly used deﬁnition of this ellipsoid is the one
proposed in WGS-84 [24] and this is also used by GPS. Longitude, latitude and altitude
are deﬁned with respect to this ellipsoid. An illustration of the XYZ coordinate system
is shown in ﬁgure 2.3.
However, as the earth is not homogenous this ellipsoid does not generally agree with
the mean sea level as might be expected. Density irregularities inside the earth cause
the gravity to vary slightly at diﬀerent places on earth. If we imagine that the surface of
earth consisted only of water, the average water level would form a shape that would diﬀer
slightly from the ellipsoid. A model of this shape is called a geoid, and it is sometimes a
more suitable reference surface for altitude measurements.
While we discuss physical aspects of the earth, its impact on time deserves to be mentioned. Apart from a slight decrease in the earth’s rotation rate over time, movements
inside the earth’s core also give rise to variations in the rotation rate. This obviously
causes issues with respect to time. Before atomic clocks enabled very accurate timekeeping, the second was deﬁned as 1/86400 of a mean solar day. With this deﬁnition, the
length of one second will actually change over time. This proved problematic for scientiﬁc
purposes, and at the General Conference of Weights and Measures in 1967, the second
was redeﬁned as the “duration of 9,192,631,770 periods of the radiation corresponding
to the two hyperﬁne levels of the ground state of the cesium-133 atom” [25]. With this
deﬁnition time is actually separated from the earth’s rotation and instead based on a
physical property. We will discuss time and the timing requirements on GNSS in the
following section.
The XYZ coordinate system we mentioned previously is suitable for deﬁning positions
on a large scale. However, sometimes it is more suitable to use a local coordinate system
where an arbitrary point on the surface of the earth is used as reference. Given latitude,
longitude and altitude of a point in a global coordinate system, a local ENU (east-northup) coordinate system can be constructed. This is illustrated in ﬁgure 2.4. For a point
on earth, the east-north plane is tangential to the ellipsoid that we mentioned earlier.
The up vector is orthogonal to the east-north plane, and points away from earth. The
north vector will intersect the line passing through the north pole (the Z-axis in the
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Figure 2.4: A local (East-north-up) coordinate system centered at Luleå, Sweden. The light blue
vector points towards a satellite. In red is the azimuth angle (θk ) that lies in the east-north
plane. The elevation angle (φk ) is shown in green. Texture courtesy of BMNG by NASA.

XYZ coordinate system). The east vector is chosen to complete a right hand coordinate
system. The azimuth angle (θ) is zero when the vector towards the satellite is pointing
north, and positive eastward. The elevation angle (φ) is zero when it is in the east-north
plane and positive upwards.

Figure 2.5: An example of how the pitch p, roll r and yaw α are used to describe the rotation
from an ENU frame to a RFU frame.
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We will also use a coordinate system that is ﬁxed to an antenna. We are mainly
concerned with the orientation of this frame with respect to ENU. We will denote this
additional coordinate system RFU (right-forward-up) and it is deﬁned by three angles;
pitch p, roll r and yaw α. When the angles are zero, RFU is aligned to ENU. Pitch is
deﬁned as positive “when going uphill”. A positive roll means that the vehicle “leans to
the right”, and yaw is positive when the car “turns clockwise”. Please note that the up in
RFU is generally not the same as up in ENU, although for a land vehicle the diﬀerence
will typically be fairly small. Similar to how θ and φ is used to denote the azimuth and
elevation angles in the ENU coordinate frame, ϑ and ϕ is used when referring to angles
in RFU.

2.3. Satellites and Orbits

2.3
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Satellites and Orbits

There are two diﬀerent orbits where GNSS satellites are typically located, MEO (medium
earth orbit) and GEO (geostationary orbit). Geostationary means that as the earth
rotates around its axis, the satellites rotate around the same axis at the same rate. From
an observer on earth, the satellite will appear to remain at the same position. This is only
possible when the satellite is positioned somewhere along the equator with an altitude
of 35786 km. It turns out that at this altitude, the eﬀect of the earth’s gravity balances
the centripetal force (accelerating the satellite away from earth) for a satellite with an
orbital period equal to one day.
GEO is a popular orbit for TV satellites. As the transmitter is stationary with respect
to a user on earth, a dish antenna can be mounted permanently and will always point
towards the satellite. Although GEO is used by GNSS, MEO is the primary orbit for all
systems. Medium earth orbit occupy the altitude below GEO and above 2000 km. As
satellites in this orbit are closer to earth, the eﬀect of the earth’s gravity are stronger. In
order to remain at the same altitude, they must move at a higher speed and thus they have
a rotation rate that is higher than the rotation rate of the earth. GPS satellites completes
a full revolution slightly faster than 12 hours [21] and are spread out in diﬀerent orbits
such that a user on earth will receive GPS signals from many directions simultaneously.
This improves the accuracy of the position solution as will be shown in section 2.9.
The GPS constellation is shown in ﬁgure 2.6. It is drawn to scale, with satellite
positions corresponding to the time when the ﬁgure was created.
As mentioned previously, the principle of GNSS is time of arrival. The time is distributed by the satellites, and thus the stability requirements are very high. For this
reason, atomic clocks based on either cesium or rubidium standards are traditionally
used. The European navigation system, GALILEO, will however use a passive hydrogen maser [26] with even better performance as its primary clock. Although the clocks
aboard the satellites are of very high quality, their behavior are continuously monitored
from earth, and clock corrections are periodically transmitted to the satellites and relayed
to the user as part of the data message.
The error of a clock is typically divided into two major components; random variations
and drift, with the ﬁrst describing the error over very short intervals, and the latter
over longer periods of time. As an example of the strict requirements on the clock in
a navigation satellite, let us assume that that the maximum permissible drift (due to
a frequency error) after one hour of operation would be 1 dm. This is a reasonable
request as it is preferred to only update the data message intermittently. One decimeter
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Figure 2.6: Example of the GPS constellation. The ﬁgure is drawn to scale, with the MEO
satellites visualized as green spheres. The more distant satellites are visualized slightly smaller
compared to satellites that are closer to the viewer. Earth texture courtesy of NASA, BMNG.

corresponds to around 0.3 ns. As one hour contains 3.6·1012 ns, the clock must be accurate
to within 8 · 10−14 (or one second in 400000 years) in order to meet our requirement. For
further information about time keeping, [25] provides a very readable and comprehensive
introduction to the subject.
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Signal transmission

The satellites transmit radio waves. Radio waves are electromagnetic waves at frequencies
between 30 kHz and 300 GHz. This spectrum is divided into diﬀerent bands, with GNSS
signals occupying parts of the L-band (between 1 GHz and 2 GHz). The most common
GNSS signals are centered at 1.57542 GHz, also called the carrier frequency and denoted
as fc . We will ﬁrst discuss the signal generation, followed by a short explanation of
electromagnetic waves.

Carrier
C/A code
Data bits

Composite
Signal

Figure 2.7: Simpliﬁed view of GPS civilian signal generation aboard a satellite. A carrier is
multiplied with both a code and data bits. The maximum and minimum signal levels are +1 and
−1 for each of the three components.

Figure 2.7 shows a schematic view of how the signal is generated at a GPS satellite.
This is a shortened example, but the principle is identical to a real GPS satellite.
There are three components, a carrier that has a center frequency of 1.57542 GHz, a
binary C/A (Coarse Acquisition) code that is 1023 chips (each symbol, +1 or −1 is called
a chip) long and a chipping rate of 1.023 MHz. This C/A code repeats indeﬁnitely, and
we will discuss its properties in section 2.8. The third component is the data bits that
contain information about the satellite time, orbital parameters and additional useful
information. The data rate is 50 Hz. These three components (left side of ﬁgure) are
multiplied and the result is the signal to the right.
When this signal has been generated, it is ampliﬁed and fed to an antenna. A transmitting antenna converts an electric signal to an electromagnetic wave. In order to
explain the properties of such a wave, we will start by focusing on sound. A sound wave
is generated by a change in pressure, and the direction of vibration and the direction of
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propagation is the same. The wave is said to be longitudinal. Electromagnetic waves
are typically transverse, the direction of “vibration” is not generally the same as the
direction of propagation. As such, it does have an additional property that is called polarization. We will not go into details about it (see for example [11]), but GPS uses right
hand circular polarization (imagine the wave propagating through space in the shape of
a corkscrew). The polarization of an electromagnetic wave depends on the design of the
transmit antenna.
Circular polarization has one highly desirable property; when it reﬂects oﬀ a surface
the polarization changes2 .
When the receiver antenna that has the same polarization characteristics as the transmit antenna receives this reﬂected signal, it will be suppressed (ideally completely). For
GNSS, reﬂected signals are not desirable as the measurement of interest is the signals
ﬂight time, thus the use of a polarized signal helps increase the accuracy.

2

This is somewhat simpliﬁed, a more accurate explanation requires more background information.
An electromagnetic wave consists of both an electric and a magnetic ﬁeld, and the angle between the two
ﬁelds determines the polarization. When a signal is reﬂected oﬀ a surface, the electric ﬁeld is unchanged,
while the magnetic ﬁeld changes depending on the angle of reﬂection. If the angle of reﬂection is equal
to what is called the Brewster’s angle, an RHCP signal will transform into a LHCP replica. Usually, the
result will be somewhere between those extremes.
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Propagation

GPS satellites have a speciﬁed minimum output power of around 20 W for the most
common, civilian signal [22]. After taking path loss (the signal is spread out over a very
large area) and transmitting antenna characteristics into account, the result is a received
power density of around 50 fW/m2 [21] on earth. The preﬁx f (femto) means 10−15 , so
the signal is very weak. By comparison the radiation from the sun is around 1 kW/m2 on
a sunny day. This radiation is however at much higher frequencies, mainly visible light,
so the comparison is not very fair. For completeness it should also be noted that modern
GPS satellites have increased the output signal power by a factor of almost two, but the
received power density remains very weak.
Radio waves, as transmitted by the GNSS satellites, always travel at the speed of light
c that is 299792458 m/s in free space. At the altitude of GNSS satellites, around 20000 km
for MEO, the environment is considered free space. Closer to the earth, at around 17 km,
the troposphere begins. The troposphere is the part of the atmosphere that contains water
vapor, and this means that the speed of light is slower in the troposphere compared to
free space. Since we intend to estimate the distance to the satellite by measuring the
ﬂight time of the signal, the eﬀect of the troposphere must be taken into account. A
common method is to measure and model the troposphere, and relay model parameters
to the user as part of the data message.
Another part of the atmosphere that has a large impact on GNSS is the part that
contains charged particles. It is called the ionosphere and starts at an altitude of around
60 km. Rather than simply have a lower propagation speed in general, an electrically
charged atmosphere has a diﬀerent eﬀect on the signal. The primary eﬀect is a frequency
dependent delay (we will ignore the much smaller impact of refraction), such that a signal
with a lower frequency is delayed more than a signal with higher frequency. The eﬀect of
the ionosphere can be mitigated with the same methods as the troposphere (modeling),
but the delay is typically much larger. Another option is to use a multi-frequency receiver,
capable of measuring and compensating for the frequency dependent delay.
Close to the user, the signal may bounce oﬀ reﬂecting surfaces (such as buildings, the
ground etc.), and thus multiple signals will be received. This is called multipath, and
may be a signiﬁcant source of error.
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Reception

The electromagnetic wave that carries the signal we have discussed so far will eventually
arrive at the receiver antenna. There exist diﬀerent types of antennas such as dipoles
or patches, but we will limit the discussion to the latter. A patch antenna consists of a
rectangular metal plate separated from a ground-plane with some sort of dielectricum.

Figure 2.8: An example of a rectangular patch antenna. The patch and ground plane are metal
surfaces separated by air (dielectricum). The position of the feed controls the received polarization. The output cable should be connected to the feed and the ground plane.

In ﬁgure 2.8, a simple patch antenna is shown with air as dielectricum (material
separating the plates). All materials have a physical characteristic called the dielectric
constant (or relative permittivity) that is deﬁned as the amount of electrical energy it will
store at a given voltage compared to how much vacuum would store. Air, for example,
has a relative permittivity that is very close to 1. The dimensions of a patch antenna
with air as dielectricum with center frequency fc should be λ2 ≈ 95 mm where λ = fcc is
the wavelength of the signal and c is the speed of light. If the ground plane and patch
would be separated by another material (that would have a higher relative permittivity),
the dimensions of the patch should be smaller.
Antennas are also characterized by their reception pattern. This describes the gain
of an incoming signal as a function of direction of arrival. This is exempliﬁed in ﬁgure
2.9, where three ideal antenna patterns are shown in green. The ﬁrst is an isotropic
antenna, that receives signals from all incoming angles with the same gain. The middle
example is an hemispheric antenna that only receives signals the upper half. Any signal
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Example Antenna Reception Patterns
+3dBi

+3dBi

+3dBi

0dBi

0dBi

0dBi

−3dBi
−6dBi

−3dBi
−6dBi

−3dBi
−6dBi

Isotropic

Hemispheric

Cardioid

Figure 2.9: Reception patterns (in green) of three ideal antennas viewed from the side (symmetrical along the vertical axis). For a signal from a certain direction, the distance from the center
of each antenna (marked with a plus) to the intersection between the signal direction vector and
the green curve is proportional to the gain in that direction.

arriving from below the horizon would have a gain of 0. The leftmost plot shows a
cardioid reception pattern that often is used to illustrate the approximate pattern of a
patch antenna. We will return to this pattern when we discuss beamforming in the next
chapter.
The unit of measurement of the circular coordinate system (in blue) is dBi. A linear
y
power x can be expressed in dB (decibels) as y = 10 log10 x, with inverse x = 10 10 . Thus,
a doubling of the received signal power corresponds to around a 3 dB increase. The ﬁnal
i in dBi means isotropic, and antenna patterns are described by how much gain they
achieve compared to an isotropic antenna. As shown, the hemispheric antenna has a
gain of around 3 dBi if the incoming signal direction is above the horizon.
When discussing antennas, a concept called eﬀective area is used. This area is not
related to the physical dimensions of the antenna, rather it describes how large area is
used to receive signals. For an antenna with the center frequency we consider here, fc =
1575.42 MHz, the eﬀective area is around 2900 mm2 for an isotropic antenna, regardless
of its physical dimensions. We previously stated that the received power density is
around 50 fW/m2 , and thus the received signal power for a GPS user on earth is around
150 aW [21] (a meaning atto or 10−18 ) or −158 dBW (where the trailing W means that
the power is expressed compared to 1 W).
In section 2.8, we will discuss the properties of the signal in detail. For now, we merely
notice that the thermal noise power in the 2 MHz bandwidth of GPS L1 is around 8 fW or
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around −141 dBW. The received signal power from one GPS satellite is thus signiﬁcantly
lower than the thermal noise. A GPS receiver may also be subject to interference. Even
though GPS L1 reside in a protected part of the electromagnetic spectrum where there are
strict requirements against transmitting energy, this is not always respected. Interference
is typically divided into intentional interference, where a hostile individual attempts to
deny other people access to satellite navigation, and non-intentional interference that
typically is caused by mal-functioning equipment.
In summary, the user will not only receive the very weak direct signal, but also thermal
noise and to a varying degree interference and multipath.
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Analog Conditioning and Sampling

At this stage the satellite signals have been transmitted, propagated through space and
the atmosphere, and been received by the antenna.
The next stage in the receiver chain is to condition the signal, such that it will have the
desired properties, and ﬁnally sample the signals to allow for digital signal processing.
This is implemented in a component called the front-end. The critical parameters of
a front-end include the IF (intermediate frequency), bandwidth, power level and noise
considerations. However important, we will only brieﬂy discuss noise in this chapter.
Before we show an example front-end, we need to discuss the principle of a mixer.
Consider a bandlimited signal s(t) that consists of a carrier signal (with frequency f1 )
and modulation m(t) as
s(t) = m(t) sin (2πf1 t)

(2.6)

If we multiply (which is what a mixer eﬀectively does) this signal with a sinusoid with
frequency f2 we get
ŝ(t) = m(t)

cos (2πf1 t − 2πf2 t) − cos (2πf1 t + 2πf2 t)
2

(2.7)

and it is evident that we now have two separate replicas of the modulation m(t), the ﬁrst
with a center frequency of f1 − f2 and the second with center frequency f1 + f2 . This
statement holds provided that the frequency diﬀerence 2f2 is larger than the bandwidth
of the modulation. Typically, the high-frequency replica is ﬁltered out and the result is
referred to as the IF signal.

LNA

BPF

TCXO

LNA

Mixer
IF

L1

LPF

AGC

ADC

0-30dB

q bit

q

PLL
*K

LO

Figure 2.10: An example of a GNSS front-end using a super-heterodyne architecture.

In ﬁgure 2.10, an example of a radio front-end for GPS L1 is shown. At the left
side of the ﬁgure, the signal from the antenna (denoted L1) is shown. It is passed
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through an LNA (Low Noise Ampliﬁer) and then ﬁltered in a band-pass ﬁlter. The
next stage is the mixer that we discussed previously. In this example, we will consider
a sampling frequency fs of 16.3676 MHz. The PLL (Phase Locked Loop) increases this
frequency with a factor K = 96, giving a LO of 1571.29 MHz. The LO frequency would
be equivalent to f2 in the earlier discussion about the mixer. The resulting nominal
IF is thus 1575.42 MHz − 1571.29 MHz = 4.1304 MHz, and it should be noted that any
deviation in center frequency of the incoming signal translates to the same deviation in
IF. However, a frequency error on the internal clock is magniﬁed by a factor 96 due to
the PLL.
When the analog signal has been mixed to the IF, it is ﬁltered in a band-pass ﬁlter
and ampliﬁed further. Following this stage is the AGC (Automatic Gain Control). This
component ensures that the power of the signal matches the input of the ADC (Analog
to Digital Converter). Although L1 resides in a protected band and the received GNSS
signal power is below the thermal noise level, there may be interference present. Also,
the user may change antenna (which typically contains an LNA with unknown gain).
Both of these cases requires an AGC as part of the front-end.
Finally, the analog signal is sampled. As GNSS uses spread-spectrum modulation
(this technique will be covered in the next section), the requirements on the dynamic
range (i.e. the number of bits) is rather low. Mass-market GNSS receivers typically
use between 1 and 4 bits, while high-end receivers with increased interference mitigation
capability may use more.
Please note that the ADC sampling clock is derived from the same source as the
mixing signal. This is important as an independent clock would introduce one additional
unknown when solving for position, something that is highly undesired.
In this thesis, paper A, GNSS Antenna Arrays - Hardware Requirements for Algorithm
Implementation, contains material closely related to the topic in this section. In short,
it investigates the requirements that allows using low-cost GNSS front-ends in an array
processing receiver. Paper C, An RF Replay System for Narrowband GNSS IF Signals,
is focused on not only the reception but also the transmission of GNSS signals using low
cost hardware.

2.8. Signal Processing

2.8
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Signal Processing

Thus far we have covered the signal path from its generation in the satellite until a digital
replica is output from the front-end. However, other than we intend to do time diﬀerence
of arrival measurements, we have only provided limited information about the signal
properties (see section 2.4). The key to understanding GNSS signaling is the concept of
CDMA (Code Division Multiple Access).

x +1 +1 -1 -1 +1 -1 +1
y0 +1 +1 -1 -1 +1 -1 +1 xy0T=+7
y1 +1 +1 +1 -1 -1 +1 -1 xy1T=-1
y2 -1 +1 +1 +1 -1 -1 +1 xy2T=-1
y3 +1 -1 +1 +1 +1 -1 -1 xy3T=-1
y4 -1 +1 -1 +1 +1 +1 -1 xy4T=-1
y5 -1 -1 +1 -1 +1 +1 +1 xy5T=-1
y6 +1 -1 -1 +1 -1 +1 +1 xy6T=-1
Figure 2.11: A short example of a spreading code. yn is deﬁned as x shifted n steps to the right.
This is highlighted by the color coding where the elements are marked with a sliding color scale
where the ﬁrst element is black and the last beige. The multiplication of two row vectors xynT is
identical to element-wise multiplication and summation. When n is diﬀerent from 0, this sum
is always −1, while it is +7 when the vectors are aligned.

Figure 2.11 shows a simple example of a very short (only seven symbols long) code
consisting of either +1 or −1. The code has the interesting property that the vector
product is seven, but if we shift the code an arbitrary number of steps prior vector
multiplication the result is always −1. Consider that we receive a signal consisting only
of inﬁnite repetitions of this speciﬁc code. We can then ﬁnd the start of one code segment
by applying the method of correlation (incremental shifting followed by multiplication
and summing using a code replica) that is outlined above. The start of the code should
be characterized by a clear peak.
Compared to our very short example, GPS C/A uses much longer codes. Each satellite
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is assigned a unique 1023 symbols long code that apart from having good auto-correlation
properties (the oﬀ-peak result after correlation is much lower than 1023), also have good
cross-correlation properties. This means that the codes from the diﬀerent satellites do
not correlate well with each other (i.e. no peak are detected if only wrong codes are
present). This allows for another desirable property, several codes can be transmitted at
the same frequency.
The codes are transmitted at a rate of 1.023 Msps, and thus each code repeats every
millisecond. Initial synchronization is carried out through a process called acquisition
(an extension of the correlation operation described above), followed by tracking. It
should be noted that the data output from the front-end is sampled at a higher rate,
and thus there are several samples per symbol. Ideally, the correlation peak should be
a triangle as a function of oﬀset (centered around zero symbol oﬀset). At +1 and −1
symbol oﬀset, the correlation function should be zero. The properties of the GPS C/A
codes are designed to be close to ideal.

2.8.1

Acquisition

The process of ﬁnding the start of the code is called acquisition, and it is the ﬁrst stage
in the processing of the signal from one satellite. As the satellites orbit the earth, the
user-satellite distance varies with time (a satellite at the horizon is further away than
a satellite directly above). This gives rise to a doppler eﬀect on the signal, where the
frequency of the received signal is higher if the satellite moves towards the user and vice
versa. Also, the user clock (and to a lesser extent the satellite clock) is not perfect,
causing additional frequency uncertainties. In the earlier correlation example we did not
consider this.
Figure 2.12 shows the same code that we investigated previously with the exception
that it is now modulated with a low frequency sinusoid. The good auto-correlation
properties of the signal we have discussed are only valid if the signal is at baseband,
i.e. no (or at least very little) sinusoid modulation remains. When mixing a signal with
unknown modulation frequency to baseband, it is possible that no signal energy remains.
This is most easily understood by considering that there is also an unknown phase of
the incoming signal. If we rewrite equation 2.7 by introducing the unknown phase and
disregard the high frequency component we get
1
(2.8)
ŝ(t) = m(t) cos (2πt (f1 − f2 ) + φ)
2
and it is clear that if f1 = f2 the result is cos (φ) and setting φ = π2 gives a result of zero
(no remaining signal energy). However, this can be mitigated by instead mixing with
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Figure 2.12: An example of ﬁrst a short seven element long code (top), the ﬁrst half of a cosine
function (middle) and the product of the above signals (bottom). It is clear that the resulting
signal does not maintain the correlation properties of the original code. In the top and bottom
subplot the average value during 17 of the code have been marked.

a complex sinusoid e−2πtf2 instead of sin 2πtf2 . This ensures that signal energy remains
although it may be split between the real and imaginary parts (those are sometimes
referred to as inphase and quadrature).
The modulation frequency is also treated as an additional unknown variable when
acquiring a GPS signal, and a two dimensional search space (frequency and codephase)
is considered.
An illustrative example of the result from the acquisition process is shown in ﬁgure
2.13. Here a real signal has been acquired, and it is evident that the GPS C/A code
period starts at around 0.2 ms and −5 kHz respectively. The peak is also zoomed in
to highlight its clear shape (sharp triangle as a function of codephase, sinc function
over frequency). This data was processed with excessively small steps in codephase and
frequency. In this thesis paper D, Likelihood of Detection and Computational Complexity
of GPS Acquisition Algorithms, is concerned with acquisition and the trade-oﬀ between
detection capability and computational complexity.

2.8.2

Tracking

Once a signal has been acquired, the codephase and frequency estimates need to be
reﬁned, and any changes over time (due to user/satellite movement or clock drifts) should
be tracked. Similar to acquisition it is based on mixing the signal to baseband and
correlating with a code replica. In its simplest form it can be considered a standard
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Figure 2.13: A representation of the two-dimensional search space for a real GPS C/A signal.
The peak is clearly distinguished in the top left part of the bottom plot. The peak is also zoomed
and shown ﬂoating above the noise level.

feedback control problem with two independent control variables, code frequency and
carrier frequency. Based on measurements, an error is estimated and the control variables
are updated to steer the error towards zero.
The measurements are diﬀerent for the two diﬀerent variables, and we will limit the
discussion to the simplest approach for each. The steering of the code frequency is based
on the diﬀerence between the early and late correlator power. During tracking, not only
is the data from the front-end correlated with our best estimate of the code starts, but
also two additional correlators that are oﬀset ± 12 symbol. As the correlation function is
a triangle, these two values should be the same. If the code is generated a bit too early,
the diﬀerence between the square of each correlator is used to steer the code frequency
in the correct direction. This is an implementation of a DLL (Delay Locked Loop).
The carrier (or modulation) frequency error is estimated diﬀerently. Here the phase
of the prompt correlator (our best estimate of the code start) is used. This is an implementation of a PLL (Phase Locked Loop), the details of which are outside the scope of
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Figure 2.14: An example of GPS C/A tracking. The two top subplots shows the input to control loop that steers the code and carrier frequency (bottom two subplots). The code frequency
is adjusted such that the average of the early and late correlator power is equal, and the carrier frequency is steered such that all signal energy is contained in the real part of the prompt
correlator.

Figure 2.14 shows the output from tracking a GPS C/A signal. The top (correlator
power) and third (code frequency) subplot shows how the code frequency is adjusted
such that the early and late correlator power is equal on average. The second (imaginary
and real part of prompt correlator) and fourth (carrier frequency) subplot shows how the
carrier frequency is adjusted such that all signal energy is conﬁned to the real part of the
prompt correlator output. Also, the data bits are clearly visible in the second subplot. It
should be noted that the absolute sample value (that is used to measure time diﬀerence
of arrival) is not shown in this plot.
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Position Solution

At this stage we will assume that we have acquired and tracked the signals from all
satellites in view. Prior the computation of the position solution estimates, the time of
arrival must be computed based on measurements obtained during tracking. As this is a
slightly involved process and an important part of understanding the principle of GNSS,
we will cover it in some detail. Each C/A code is 1 ms long, and there are 20 C/A codes
per databit (and thus the databits are transmitted at a rate of 50 Hz). A sequence of 300
databits (6 seconds) in turn make up something called a subframe, and each subframe
contains the transmission time of the start of the subframe. Five subframes make up a
frame (30 s long).
Somewhat simpliﬁed, there are three diﬀerent types of information that is transmitted in the data message. The transmission time is repeated every sixth second (every
subframe). The orbital parameters, called ephemerides that is used to compute the satellite position as a function of time, is repeated every 30 seconds (each frame). The data
message also contains orbital and status information for all the satellites in the constellation, and to receive all this data 25 consecutive frames (12.5 minutes worth of data)
are needed. For further information, please see the GPS interface document [27].
Figure 2.15 shows an exaggerated example of the data decoding process. A sample
vector is shown at the top, and it is assumed that we have tracked three satellite signals
(PRN 1, 2 and 3). The C/A codes are shown as boxes inscribed with “C/A”. The top
colored gradient in each box (starting at cyan and ending with light red) is also used to
indicate a C/A code. In this example two C/A code periods make up one data bit and
this is shown as the middle gradient, starting with yellow and ending with light blue.
A subframe is here made up of two data bits. The subframes are shown as the bottom
gradients starting with pink to the left and ending with grey to the right.
Now, a coarse estimate of the start of each C/A code period is provided by the
acquisition process, and later reﬁned in the tracking process. The correlator outputs are
then integrated (compare with ﬁgure 2.14) and data bits are generated. Using a few
simple algorithms (please see [17] for details), the data bits are grouped into subframes
and the subframe information (for example the transmission time of the message) can be
decoded.
Since the subframe is signiﬁcantly longer (6 s) than the expected time diﬀerence of
arrival (on the order of 30 ms), and taking into account the low clock error of the satellite
clocks, the samples corresponding to the start of the C/A codes signifying a particular
transmission time will be relatively close to each other. In ﬁgure 2.15, this is indicated
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Figure 2.15: A schematic view of the data decoding process. The sample vector at the top represents the digital data output from the front-end. The tracking process then generates estimates
of the start of each C/A code period. In this example, two C/A codes make up one data bits
(represented by the middle color gradient), and two data bits make up one subframe (bottom)
gradient. The subframe contains a time stamp, and thus the sample diﬀerence of arrival between
PRN codes can be computed.

with vertical lines at the start of each subframe. For the ﬁrst subframe, the example
shows a sample diﬀerence of arrival of 2.5, 0 and 3.5 samples respectively (assuming that
we choose the earliest PRN, here number 2, as our initial baseline). The sample diﬀerence
of arrival can then be multiplied with the sampling rate to provide the time diﬀerence of
arrival measurements that we are interested in.
As the satellites-user distance changes over time, the code frequency and thus the
duration of each code period will change. This is also reﬂected in ﬁgure 2.15, at the
start of the second subframe the sample diﬀerence of arrival has changed to 1, 0.5 and 0
samples. Please note that once the transmission time has been decoded for all available
PRN codes, the sample diﬀerence of arrival can be computed for all instances such as 4
C/A codes later as in the example ﬁgure.
The measurement, based on time diﬀerence of arrival plus a time bias, is called the
pseudorange, and denoted with ρ(k) where k is a speciﬁc satellite. The pseudorange
consists of the geometric (or true) distance r(k) between a satellite and user, a local time
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(k)

as

ρ(k) = r(k) + bu +

(k)

(2.9)

Further, if we describe the user position as a three element vector in cartesian coordinates
⎡ ⎤
xu
⎢ ⎥
x u = ⎣ yu ⎦
(2.10)
zu
and similarly the position of satellite k as
x(k)

⎤
x(k)
⎥
⎢
= ⎣y (k) ⎦
z (k)
⎡

(2.11)

we can express the range r(k) as


r(k) = xu − x(k) 

(2.12)

where || · || denotes the norm. The norm is the length of the 3D vector pointing from xu
to x(k) . With K available satellites, we can set up K equations with 4 unknowns (xu and
bu ), and solve for the user position and time bias that minimizes the measurement errors
(k)
in some respect. This process is typically implemented as an iterative algorithm [17].
Although we will skip further details on the position solution (please see [21] for a
comprehensive explanation), one additional phenomenon deserves our attention. When
solving for a position, the geometry of the transmitters relative to the receiver limits the
accuracy that can be achieved.
Figure 2.16 shows a two dimensional example with two transmitters (t1 and t2 ).
The distance between the receiver and the transmitters has been measured and this is
represented as the red and blue circles. Unfortunately, physical measurements are never
perfect and to illustrate this, the probability distribution of the measurement errors are
represented as the intensity of each color. In other words, a stronger color intensity at
a speciﬁc point means a higher likelihood that our range measurement will match this
speciﬁc distance from the transmitter. Now, as the range measurements are not perfect,
the position solution will also be somewhat noisy. The likelihood of a position solution
is represented as the purple color intensity, and it is evident that there are two possible
solutions (where the two circles intersect) and also that the distribution of the position
solution is conﬁned to a rather small circle. The geometry of transmitters and receiver
shown in this ﬁgure is optimal.
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Figure 2.16: An example of 2D position determination with two transmitters (t1 and 22 ) positioned 90◦ from each other. It is assumed that the range measurements are not perfect (with
likelihood represented as the color intensity). The position solutions (there are two equally likely,
see section 2.1) are conﬁned to the purple intersection of the two circles.

Figure 2.17 shows an example of a much poorer geometry. Here, the two transmitters
are much closer to each other, and it is evident that the purple area (representing the
probability distribution of the position solution) is signiﬁcantly larger. The geometry
dependence exempliﬁed in the two ﬁgures generalizes to three dimensions as well. One
clear example of this eﬀect is the diﬀerence between horizontal and vertical accuracy of
a GPS receiver. As a satellite must be above the horizon to be acquired and tracked
(satellites on the far side of earth are not visible), the vertical accuracy is typically
signiﬁcantly lower compared to the horizontal accuracy. The impact of the geometry is
typically quantiﬁed using a metric known as the DOP (Dilution Of Precision). Thus, the
VDOP (Vertical DOP) is typically higher than the HDOP (Horizontal DOP).
At this point we have completed the overview of how the civilian, traditional part of
the GPS system works. However, although there are obviously a large amount of material
that have either been skipped or only mentioned in passing, hopefully the reader has a
suﬃcient understanding of GNSS to appreciate the remaining content of this thesis. In
the next section we will discuss receiver architectures, with a focus on software deﬁned
receivers that have been a common theme throughout my work, before moving over to
array processing in chapter 3.
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Figure 2.17: An example of 2D position determination where the two transmitters (t1 and 22 )
are positioned close to each other. Although the accuracy of the range estimation is identical as
in our earlier example, it is clear that the purple area is signiﬁcantly larger. This illustrates the
geometry dependence of the position solution accuracy in two dimensions, and this dependence
also extends to three dimensions.
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2.10

Receiver Architecture

In a GNSS receiver the signal processing, and to some extent also the position estimation,
is rather computationally expensive. For example, acquisition of a GPS signal requires
several million operations (see paper D, Likelihood of Detection and Computational Complexity of GPS Acquisition Algorithms, for additional details). This has traditionally required dedicated hardware, typically an ASIC (Application Speciﬁc Integrated Circuit)
or possibly an FPGA (Field Programmable Gate Array). An ASIC is expensive to design
but when produced in large volumes the cost per chip can be very low. As an FPGA can
be programmed using standardized languages the development cost is signiﬁcantly lower
than an ASIC, however the per unit cost is higher. As advances in the semiconductor
industry have allowed for processors with increased performance, it is currently feasible
to implement real time GNSS receivers in general purpose processors.

Antenna
Correlator
Chip
correlator

Front-end
RF
[GHz]

IF
[MHz]

output
control
[kHz]

Micro
Processor
Position
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Figure 2.18: An example of a traditional GNSS receiver architecture. The signals are received
by the antenna followed by conditioning and sampling in the front-end. The computationally
expensive correlation operations are implemented in a dedicated chip that feeds the results, and
also is controlled, by a micro-processor. The latter also computes the position solutions. As
shown in small text below each arrow, the data rate is reduced at every stage.

Figure 2.18 shows a schematic view of a traditional GNSS receiver architecture with
a dedicated correlator chip.
In the architecture showed in ﬁgure 2.19, a PC rather than a dedicated correlator
chip and micro processor is used to implement the GNSS processing. In this scenario,
development cost are reduced further compared to the FPGA alternative. The unit cost
of this solution is however diﬃcult to quantify in general. We will refer to this solution as a
software receiver throughout this thesis, and it has been the focus of signiﬁcant research
[15] [16] [17] [19]. For scientiﬁc purposes, the added ﬂexibility provides a signiﬁcant
improvement over the traditional architecture.
In this thesis, all papers have relied on SDR to some extent. In particular, paper
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Figure 2.19: An example of an SDR (Software Deﬁned Receiver) architecture. Here, the correlator chip and micro-processor is replaced with a reconﬁgurable processing element (PC in this
example).

B, A Novel Software Deﬁned Research Receiver Architecture, proposes a novel architecture for software receivers with the aim of being highly extendable. Paper C expands
the common capability of an SDR to record and reprocess IF data with a hardware replay functionality, enabling this kind of testing and validation also for hardware based
receivers. In paper F, Post-processing Dynamic GNSS Antenna Array Calibration and
Deterministic Beamforming, and paper H, A Self Suﬃcient, Software-deﬁned Beamforming GNSS Receiver for Dynamic Scenarios, array processing algorithms are proposed and
implemented within a software receiver framework.

Chapter 3
Array Processing for GNSS
“Science may be described as the art of
systematic over-simpliﬁcation.”
Karl Popper
After the general GNSS tutorial presented in chapter 2, we will now transition into
array processing for GNSS. Following a motivation of the research project, we will explain
the principle of beamforming in section 3.1. An overview of antenna array design is brieﬂy
presented in section 3.2, followed by a more in-depth treatment of array calibration
(section 3.4). Classical adaptive array processing algorithms are explained in section 3.5,
followed by an investigation of how these techniques can be extended to suit the unique
properties of GNSS (section 3.6). However, we ﬁrst need to deﬁne the framework within
which the work in this thesis has been conducted.
The performance of modern GNSS receivers has increased signiﬁcantly over the last
decade. This is true for both niche markets; such as the high-precision receivers used
by for example surveyors and agricultural machinery, and mass-market receivers used in
PDA’s (Personal Digital Assistants), car navigation systems and cell phones. One of the
most diﬃcult problems of mass market receiver design is the challenging environments
where users expect GNSS to work. Examples include urban canyons, where only a subset
of satellites are visible, and the forest canopy that may reduce the received signal power
signiﬁcantly. Intermittent signal blockages, such as those that occur when a car passes
under a bridge, also need to be handled.
High-precision receiver have a slightly diﬀerent set of priorities and are generally
not designed for use in problematic environments. To deliver very accurate position
estimates, atmospheric error sources must be eﬀectively mitigated using dual frequency
measurements (the ionospheric delay is frequency dependent and can thus be removed)
and/or diﬀerential GNSS. Diﬀerential GNSS is based on using measurements from a
35
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reference receiver, preferably at a known location close to the receiver under test, as
an additional source of information. With this approach error sources common to both
receivers (such as atmospheric eﬀect) can be mitigated. High-precision receivers also
have a wider bandwidth resulting in better tracking performance, but unfortunately this
is generally not an option for mass-market receivers due to cost and power constraints.
Another technology that can help improve receiver performance is inertial sensors
such as accelerometers and gyros. Inertial sensors provide in many ways a perfect complement to GNSS; while the error output from satellite navigation is typically bounded
(for example within ±10 m) over time, the error from inertial sensors is very accurate
over short timescales but will drift over time. The combination of GNSS and inertial
measurements will increase both the short term positioning accuracy, as additional information can be used, and the availability, as it is possible to rely solely on inertial
sensors over short intervals. Although algorithms for combining both measurements remain an active research topic, commercial solutions are available both for high-accuracy
and mass-market receivers. For the latter, the low cost of inertial sensors fabricated with
MEMS (Microelectromechanical systems) technology have been a large driving factor.
For completeness it should be added that other types of sensors, such as magnetometers
or air pressure sensors, can also be used to augment a positioning receiver.
The combination of GNSS and inertial measurements are typically implemented in a
Kalman ﬁlter (see appendix A of paper H for a simple example of such a ﬁlter). A Kalman
ﬁlter is a state space ﬁlter where a set of measurements are related to, and impacts, the
states of a model. The states of a typical model for positioning includes at least the
position, velocity and orientation of the receiver. However, GNSS measurements from a
single antenna receiver do not explicitly contain information about the orientation. An
array antenna receiver, on the other hand, may provide this extra information that can
be used to increase the accuracy of the ﬁlter states.
Interference from either intentional sources (typically GPS jammers) or for example
malfunctioning equipment may deny, or at least degrade, a users access to GNSS signals.
Interference can be eﬀectively mitigated using antenna arrays, as will be shown in section
3.5. An antenna array may also increase the signal to noise ratio of GNSS measurements
and thus increase the resulting position estimates.
Rather than focusing on high-end, high accuracy array receivers, the work in this
thesis has primarily been targeted at the low-cost segment. As such, sensitivity has been
considered more important than accuracy, antenna elements with low (or at least unknown) performance have to be considered and eventual integration with inertial sensors
should be kept in mind. Typically, the proposed algorithms have been implemented and
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veriﬁed in a software deﬁned receiver framework where real data, rather than simulations,
have been used.
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The principle behind beamforming is straight forward. Ideally, multiple sensors will
receive a transmitted signal with a time delay proportional to the line of sight distance
diﬀerence between the sensors.

Antenna 1

Beamformed

Antenna 2

Figure 3.1: Principle of beamforming. An sinusoid signal (shown in blue) from a satellite is
received by two antennas (red). The signal will arrive ﬁrst at the antenna closest to the satellite,
and slightly later at the antenna further away proportional to the line of sight distance diﬀerence.
If this delay is compensated for, we can form a beam towards the satellite (green). We have
assumed that the reception patterns of the antennas are cardioid shaped.

A two dimensional example of this is shown in ﬁgure 3.1 where a satellite signal is impinging upon a two element array with an incident angle of 60◦ . The antennas are placed
half a wavelength apart, and their reception pattern are assumed to be cardioid (see
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ﬁgure 2.9). We will assume that the signal frequency is the nominal GPS L1 frequency
(1575.42 MHz) and using the value for the speed of light in a vacuum (299792458 m/s)
we thus have a wavelength of around 190.3 mm. The signal will reach antenna two ﬁrst,
and a quarter of a wavelength (approximately 16 ns) later, it will arrive at antenna one.
We will also assume that incoming noise is radiating from all directions, with impact
proportional to the antenna gain. Now, if we delay the signal that were received at antenna two 16 ns and add it to the signal received at antenna one (this compensation and
summing is called beamforming), we will achieve a reception pattern equal to the green
outline in ﬁgure 3.1.
It may be slightly surprising that the main beam is not centered towards the satellite
direction, but this is an eﬀect of the reception pattern of the individual antennas. As they
have maximum gain in the vertical direction, the beam will have a slight bias towards
90◦ . The green outline actually depicts the optimal beam with regards to SNR (Signal
to Noise Ratio) given the problem outlined above. The sidelobe (pointing approximately
towards 150◦ ) is a side eﬀect of the compensation that has been applied, and this also
applies to the null formed at around 120◦ . A signal arriving from the null direction
will be canceled completely. In general, the width of the main beam could be reduced
by increasing the distance between the antenna elements, at a cost of larger and more
numerous sidelobes. On the other hand, adding more elements will increase both the
SNR as well as suppress sidelobes. Unfortunately, this adds complexity and cost. As a
general rule of thumb, for each doubling of the number of antennas, the SNR will increase
with 3 dB.
We will now address the problem of beamforming more formally. Please keep in
mind that actual beamformer implementations are typically discrete, but for reasons
of simplicity we will consider the continuous case. We can model a complex signal
transmitted from the satellite as
s (t) = m (t) eiωt

(3.1)

where m (t) is the modulation and ω is the angular frequency. The received signals at
the antennas will then be
r1 (t) = a (θ) s (t − τ1 ) + n1 (t)

(3.2)

r2 (t) = a (θ) s (t − τ2 ) + n2 (t)

(3.3)

where a (θ) is the antenna gain in the direction of the satellite. The transmit time is
τ1 and τ2 respectively, and n1 and n2 are independent noise components belonging to a
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complex normal distribution with variance σ 2 . We choose weights w as
w=

1
e

ikω(τ1 −τ2 )

(3.4)

and we will multiply the complex conjugate transpose (also known as the Hermitian) of
this vector with the received data giving the beamformed result b (t) as
b (t) = wH

r1 (t)
r2 (t)

(3.5)

Now, if the bandwidth of the modulation m (t) is signiﬁcantly lower than the distance
between the antennas we have
m (t − τ1 ) ≈ m (t − τ2 ) ≈ m (t − τ )

(3.6)

This is generally referred to as the narrow bandwidth assumption, and when it is fulﬁlled
phase delay beamforming can be used. If not, time delay beamforming is required. We
will limit the discussion in this thesis to the former. For example, the GPS L1 C/A
code null to null bandwidth is 2.046 MHz, corresponding to around 150 m. An antenna
array for GNSS is typically signiﬁcantly smaller than this, especially if it is designed for
dynamic scenarios.
The beamformer output after simpliﬁcation is
b (t) = n1 + n2 e−iω(τ1 −τ2 ) + 2a (θ) m (t − τ ) eiω(t−τ1 )

(3.7)

and noting that the phase shift of n2 does not impact its probability distribution it is
2
a2 (θ)
, a diﬀerence of approximately
clear that the SNR has been increased from a2σ(θ)
2 to
σ2
3 dB.
The method of beamforming outlined above generalizes both to an arbitrary number
of antennas, as long as the narrow bandwidth assumption are fulﬁlled, and also to three
dimensions. The choice of the weight vector w based solely on the expected received signal
of interest is known as data-free (or deterministic) beamforming. In section 3.5 we will
discuss techniques that will perform better when additional signals (such as multipath
or interference) are present. As an example, we will return to ﬁgure 3.1 and assume
that an interfering signal is arriving in the direction of the side lobe. Depending on the
amplitude of the interferer, it may be beneﬁcial to place a null in this direction rather
that attempting to form a beam towards the signal of interest. If additional antenna
elements are available (thus oﬀering a higher degree of freedom), it is possible to do
both.
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While SNR is an important metric, it does not fully characterize the performance of
an antenna array. If nulling (or at least side lobe suppression) is required, an additional
important metric is the resolution of an array. To exemplify, consider a linear array with
L elements with a signal of interest arriving from directly above. The weights are chosen
as the expected phase diﬀerence relative to antenna one (in this case the weights will all
be 1). Unfortunately, it will not be possible to distinguish this signal from an interferer
impinging from any direction producing the same phase diﬀerence. One such direction is
broadside (perpendicular to the up axis and the axis along which the elements are laid
out).
Except for certain applications, it is usually beneﬁcial to have the antenna elements
arranged in two dimensions and thus provide spatial resolution along all axes. For a small
number of elements, a circular arrangement is typically preferred, while a grid is more
suitable for larger number of elements. One reason for this is something called mutual
coupling that will be explained in the following section.
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Antenna Array Design

The design of RF antennas is a research area in its own right. Electromagnetic wave
theory governs the behavior of antennas and, while this theory is very well understood,
it is very diﬃcult to manually calculate antenna characteristics unless the antenna has
a very simple geometry. Simulations, often based on FEM (Finite Element Method)
or similar methods, are typically used to design an antenna with a speciﬁc behavior.
Measurements can also be used to validate the antenna design. Nowadays, simulations
of small antennas can be performed with arbitrary accuracy and the limiting aspects are
rather the precision of fabrication, material homogeneity and also installation aspects.
We will explain what we mean by installation aspects later in this section.
Previously, we have mainly considered the gain pattern when discussing antennas.
There are several additional performance metrics that are important, and we will start
by brieﬂy discussing the most important ones for GNSS array antennas.
For an isotropic antenna, the eﬀective area Aef f (not identical to the physical area)
will be
λ2
(3.8)
4π
where λ is the wavelength. The eﬀective area can be considered as the area where the
antenna receives the signal. If we assume the GPS L1 wavelength, the eﬀective area will
be around 28 cm2 , or equivalent to a circle with diameter of around 60 mm. If an array
consisting of isotropic elements is placed closer than this to each other, the thermal noise
(n in the example discussed in section 3.1) received at the diﬀerent antennas will not be
fully independent and thus the beamforming performance will suﬀer. For non-isotropic
antennas the eﬀective area is proportional to the gain, and thus a larger separation
distance is typically used.
Further, the polarization of the antenna elements should match the polarization of
the signal that is received, as explained in section 2.4.
A metric similar to the gain variation is the phase variation that may also depend on
the direction of arrival. For low cost single antenna GNSS systems with an accuracy of
several meters, this is typically a secondary concern. High precision receivers that attempt
to achieve cm level accuracy may require an antenna with very low phase variation. The
phase variation of the antenna elements are also important to array processing receivers
as the phase (or at least phase diﬀerence) has an important role when choosing the
beamforming weights w.
Unfortunately, for multiple antenna elements in close proximity, a process called mutual coupling (or mutual impedance) may severely complicate the gain and phase reAef f =
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ception pattern. This eﬀect can best be understood by considering the impedance of
the antenna. If the impedance at the antenna input is not perfectly matched to the
impedance of the antenna output, part of the signal will reradiate back from the antenna. A nearby element will not only receive the signal it would have received had the
additional element not been present, it will also receive the reradiated signal from all
adjacent antenna elements. This is a recursive process where the amplitude is lower for
each “bounce”.
Typically, the input impedance of an antenna element is not constant but rather
depends on the arrival angle of the signal, and thus the amount of coupling will also
vary accordingly. The resulting gain and phase reception patterns may be fairly diﬃcult
to model accurately. As the eﬀect of impedance will be signiﬁcantly stronger for closely
spaced antenna elements, the power density of an electromagnetic wave is proportional to
the inverse of the square of the distance from the transmitter, it is advisable to position
the antenna elements as far from each other as possible. The minimization of the inﬂuence
of mutual coupling is the reason why the preferred array geometry is often circular when
the number of antenna elements are small, while a grid arrangement is popular for larger
arrays.
It should further be noted that not only antennas but also nearby metallic surfaces
may be a source of coupling. In order to accurately model the behavior of an antenna
array, the environment may need to be taken into account. We have earlier referred
to this as installation aspects. That said, for the purpose of beamforming, the only
required information is that of gain and phase as a function of arrival angle. The ﬁnal
performance of the output from the beamformer will, however, depend on additional
antenna characteristics.
In section 3.4, we will focus on the gain and phase calibration of antenna arrays, but
ﬁrst we will discuss the requirement and impact of analog conditioning and sampling
with regards to antenna arrays with a focus on low cost implementations.
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Signal Conditioning of Array Signals

The output from a GNSS antenna is a weak electric signal that must be conditioned
and sampled prior to additional processing. Although there are a few diﬀerences when
designing or choosing front-ends for an array receiver compared to a single antenna
system, the basic principle is several front-ends connected in parallel. We discussed an
example layout of a GNSS front-end in section 2.7.
The main diﬀerence is related to the phase of the output signals. Ideally, the LO
signal that is used to downconvert the GNSS signals should be input directly into each
front-end, and not as is illustrated in ﬁgure 2.10. This ensures that the phase is consistent
between front-ends. It is also possible to use the built in PLL and supply a common clock
signal of lower frequency to each of the front-ends. The downside of this approach is a
higher level of phase noise, assuming everything else remains equal.
The PLL is used to multiply the frequency of a source sinusoid (for this application
the clock signal) with a chosen factor k. If k is not an integer, but rather a fraction, the
phase relation between front-end outputs will be ambiguous and may change each time
the front-ends are powered up. Although it is possible to calibrate for this, it is advisable
to only use front-ends with integer PLL’s. Another aspect is related to the high level of
ampliﬁcation that is required. This may lead to cross-talk (signal leakage), and thus it
is important that the isolation between front-ends are suﬃcient. A technique to measure
the crosstalk for array implementations is proposed in paper A, GNSS Antenna Arrays
- Hardware Requirements for Algorithm Implementation, and this paper also contains a
more detailed explanation of the issue of phase consistency.
In order to compensate for changes in ampliﬁcation, for example resulting from
changes in ambient temperature, and incoming signal power, GNSS front-ends typically
use an AGC. For array applications, this may not be the ideal approach. Consider an
array with an impinging interference source of relatively high power. Compared to the
interference free case, the received signal power have increased, and the AGC will compensate for this by lowering the gain. However, as the array reception pattern is typically
not uniform between antenna elements, the signal power increase will vary between antenna elements. In other words, the AGC response will depend on the angle of arrival of
the interference signal. Unfortunately, this will modify the real array reception pattern
g as the relative gain between antenna elements has changed, and it will lead to errors
in the beamforming algorithms. If each front-end reports the AGC level to the receiver,
this issue can be compensated for, but it is advisable to either use a ﬁxed gain (possibly
with blanking [28]), or let the receiver control the gain.
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We will now elaborate on the discussion about antennas that began in section 2.6 but
this time focus on an array of real antennas. Compared to the antenna patterns that
have been considered so far, illustrated in ﬁgure 2.9, real antennas typically have a
more complicated reception pattern. We will assume that there exists a complex vector
function g (ϑ, ϕ) that describes the antenna response for a unit amplitude signal arriving
from azimuth angle ϑ and elevation angle ϕ in the antenna’s local coordinate system. The
azimuth angle (ϑ ∈ [0, 2π]) deﬁnes the signal’s direction in the horizontal plane while the

elevation angle ϕ ∈ 0, π2 describes the signals vertical component. An elevation angle
of ϕ = 0 means that the signal arrives from the horizontal direction, while ϕ = π2 means
it arrives from directly above. The gain and phase are in relation to an ideal isotropic
antenna centered in the middle of the array, in other words an antenna that only consists
of one isotropic element would have the response g (ϑ, ϕ) = 1. The two element array
shown in ﬁgure 3.1 have the normalized response

g (ϑ, ϕ) =

1
2

T

e−2πia1 u
sin2 ϕ + 2 sin ϕ + 1 −2πiaT u
2
e

(3.9)

where u is the unit vector towards the satellite and a1 and a2 are the position of the
antenna elements, for our 2D example
u=

cos ϕ
,
sin ϕ

a1 =

−1
4

0

,

a2 =

1
4

0

(3.10)

For real antennas, higher order functions of ϕ and also ϑ (that would show up in
the satellite unit vector and the vectors describing the antenna positions) are generally
required to describe the array response. It should be noted that the response depends on
other factors as well, for example center frequency and temperature. This dependence
is however rather weak, especially considering the target application in this thesis, and
such factors will be ignored from now on.
If suﬃcient information is available about the antenna geometry and materials, it is
possible to use electromagnetic simulations to obtain an estimate of g (ϑ, ϕ). Unfortunately, this is rarely possible using commercial oﬀ the shelf components as manufacturers
in general considers this a trade secret.
A diﬀerent method that can be used to estimate the array response is anechoic RF
chamber measurements. An anechoic chamber is a room whose inner surfaces are lined
with RF absorbing material, typically in the form of pyramids. Ideally, the lining will

46

Array Processing

absorb all RF energy and the chamber will behave as if it was inﬁnitely large with no
interfering RF signals. A transmitting antenna is placed inside the room and the array
is positioned on a table that can rotate along two axes. The array response can thus be
measured directly from all possible angles of arrival and an estimate that is suﬃciently
close to g (ϑ, ϕ) can be found. Also, chamber measurements can be used in conjunction
with electromagnetic simulations, improving the conﬁdence about the validity of the
array response model.
In paper E, Antenna Array Calibration Using Live GNSS Signals, an alternative
called live calibration is proposed as a replacement for the above mentioned methods. It
exploits a unique characteristic of GNSS, multiple signal sources (satellites) at known,
but time varying, locations. Rather than placing the antenna on a rotating table as is
done when performing chamber measurements, the movement of the satellites are used to
provide suﬃcient coverage over azimuth and elevation. This requires either a stationary
antenna, as in paper E, or accurate knowledge about the orientation of the antenna as a
function of time. The latter variant was used in paper F, Post-processing Dynamic GNSS
Antenna Array Calibration and Deterministic Beamforming. Although live calibration
takes place in a less controlled environment, it is capable of achieving suﬃcient accuracy
as it may use signiﬁcantly more information. Also, it takes all installation aspects into
account.
The principle behind live calibration is straight forward. Let us denote the IF data
output from the front-end as xn , where n is the sample number. This vector is L elements
long, where L is the number of antenna elements. Traditional GNSS acquisition and
tracking can then be applied to the data from one of the sensors, with the remaining
elements slaved to this (correlated using the same code and carrier). Let us denote the
output from the prompt correlator (see section 2.8) with data bits removed yn,k where
k is the satellite signal index. We will clarify this with an numerical example using a
three element antenna. To simplify the discussion, we will assume a sampling rate of
exactly 2.048 MHz and that the satellite, PRN 17 chosen arbitrarily, is directly above us
and also has a perfect clock. This will result in a doppler of zero. Further, we use a 1 ms
integration period, giving Δn = 2048 samples.
In table 3.1, example values of the correlator output yn,k are shown. The PLL will
ensure that the expectation of the phase of y(1)n,k is zero. We can express the output y
as a function of the array response g as
yn,k = ag (ϑk , ϕk ) e−i∠g[1](ϑk ,ϕk ) + n

(3.11)

where a is the amplitude of the received signal and n is noise. The origin of the noise is
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yn,17
y[1]n,17
y[2]n,17
y[3]n,17

n = 10000
5.0 − 0.1i
3.3 − 2.1i
6.7 + 4.5i

n = 12048
5.1 − 0.1i
3.4 − 2.0i
6.6 − 4.8i

n = 14096
4.9 + 0.2i
3.5 − 2.1i
6.7 + 4.6i

···
···
···
···

Table 3.1: A numerical example of live calibration processing. Diﬀerent time instances of the
vector yn,k are shown horizontally, while individual vector entries (diﬀerent antenna elements)
are shown vertically.

not only thermal, but also the result of multipath, cross-correlation from other satellites
and interference.
Unfortunately, the amplitude a of the satellite signal is typically unknown. A simple
workaround is to normalize the correlated signal such as
ŷn,k =

yn,k
y[1]n,k

(3.12)

meaning that the ﬁrst entry of ŷn,k will always be 1.
ŷn,17
ŷ[1]n,17
ŷ[2]n,17
ŷ[3]n,17

n = 10000
1.0 + 0.0i
0.7 − 0.4i
1.3 + 0.9i

n = 12048
1.0 + 0.0i
0.7 − 0.4i
1.3 + 1.0i

n = 14096
1.0 + 0.0i
0.7 − 0.5i
1.4 + 0.9i

···
···
···
···

Table 3.2: Normalization of the earlier numerical example.

This is shown in table 3.2 giving
ŷn,k =

g (ϑk , ϕk )
+ n̂
g[1] (ϑk , ϕk )

(3.13)

that does not depend on a.
Now, if the satellite transmit time is known and ephemeris has been decoded, the
satellite position in XYZ coordinates can be computed. If we know where the array
antenna is, we can further compute the antenna-satellite unit vector in a local coordinate
system (ENU). In addition, if the antenna orientation is known, the signal direction can
be translated to RFU coordinates expressed with ϑ and ϕ.
Given a set of observations ŷn,k , a model ĝ of the normalized array response can
be constructed. Regardless of how this model is implemented, the resulting accuracy
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depends on the number of measurements, the distribution of ϑ and ϕ, the SNR of the
received signals and the contributions from non-thermal error sources.
In paper F, a linear model was proposed that assumes that the array consists of 7L
point sources; the center of the antenna element surrounded by 6 “shadow” elements each
oﬀset 10 mm along each principal axis. Although it resulted in acceptable performance,
the model is diﬃcult to motivate from a physical standpoint. Paper G, Estimation of
the Complex Far-ﬁeld of an Antenna Array Using Live GNSS Signals and the Equivalent
Electric Current Method, instead proposes a physically meaningful model. Rather than
point sources, each antenna element is here modeled as a current distribution consisting
of basis functions.
To summarize, we have described how an array antenna can be calibrated using live
signals. However, it should be noted that the proposed calibration procedure requires
that the antenna is small compared to the signal bandwidth. Also, the resulting model
ĝ will be normalized with respect to one antenna element. This has some, although
typically marginal, detrimental impact on the beamforming performance. In the next
section section, an overview of adaptive array algorithms will be presented.
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Adaptive Algorithms

In this section, we will provide a short background on adaptive array algorithms. For
further information, Van Veen and Buckley [6] provides an excellent overview of the fundamentals, classes of algorithms and implementation strategies related to beamforming.
Let us consider an array where a signal of interest, ag (ϑ, ϕ), and also noise, n, is
received as
y = ag (ϑ, ϕ) + n

(3.14)

where, as before, a is the amplitude of the signal of interest. Azimuth ϑ and elevation
ϕ describes the direction of the incoming signal in the antennas coordinate frame. For
reasons of clarity, we will intermittently ignore the dependence of g on ϑ and ϕ.
We are interested in ﬁnding the weights w such that the output z after beamforming
z = wH y

(3.15)

is optimal in some sense. Now, if the noise belongs to a complex normal distribution
and the array response g is known, the optimal weights with regards to SNR should be
chosen as
w = bg (ϑ, ϕ)

(3.16)

where b is an arbitrary non-zero constant. This is known as data-free beamforming and
was used in paper F, Post-processing Dynamic GNSS Antenna Array Calibration and
Deterministic Beamforming, to validate the calibration of the array model.
However, in most cases the noise contains not only thermal noise, but also additional
received signals and interference. If suﬃcient information is available, the SNR of the
output z as a function of the weights can be computed as
SNRz (w) =

wH Rgg w
wH Rnn w

(3.17)

where Rgg and Rnn are the covariance matrices of the signal of interest and noise respectively, deﬁned as


Rgg = a2 E ggH ,



Rnn = E nnH ,

(3.18)

with expectation denoted as E {·}. This formulation can be used to ﬁnd the optimal
weights, but unfortunately it requires knowledge not only of the angle of arrival of the
signal of interest, but also the covariance matrix of the noise. To estimate the latter,
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a suﬃcient time where the signal of interest is absent is required, and this may not be
available. The method of maximizing SNRz with respect to w is known in the literature
as the Max SNR beamformer [6] and was proposed by Monzingo and Miller [5].
A diﬀerent approach is based on considering the output power of z rather than the
individual signal and noise components. We note that this is
 
Pz (w) = E |z|2 = wH Ryy w

(3.19)



where Ryy = E yyH is the covariance matrix of y. This can be thought of as the radio
environment at the antenna inputs, mapped through the array response g. If we attempt
to minimize the output power while maintaining unit gain towards the signal of interest,
such as


min wH Ryy w s.t. g (ϑ, ϕ)H w = 1
w

(3.20)

we can ﬁnd the weights as
w=

Ryy−1 g
gH Ryy−1 g

(3.21)

This algorithm is known as MVDR, Miminum Variance Distorsionless Response, and
was proposed by Frost [4]. In contrast to the Max SNR approach, this method does
not require knowledge of the noise covariance matrix, and as such it is more suitable to
applications with continuous transmitters (such as GNSS for example).
The constraint, unit gain towards the direction of the signal of interest, ensures that
the weights are not chosen as zero, but rather focus a beam in the direction of interest.
Similar to the Max SNR algorithm, this also requires knowledge of the signal direction
in the antennas coordinate frame.
Unfortunately, with regards to the implementation of the MVDR algorithm, two
issues must be considered. The ﬁrst is related to the inverse of Ryy that may not exist
(or be ill-conditioned). Secondly, errors in either the model of the array response, or the
pointing direction (ϑ, ϕ), may result in weights that eﬀectively suppresses the signal of
interest. A common solution to this problem is known as robust beamforming [29] where
the problem is reformulated as


min wH (Ryy + γI) w s.t. g (ϑ, ϕ)H w = 1
w

(3.22)

where I is the identity matrix and γ is chosen positive and suﬃciently large (depending
on how much the pointing direction is expected to deviate for example). This diagonal
loading also ensures invertibility of (Ryy + γI).
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We can rewrite this formulation as


min wH Ryy w + γwH w s.t. g (ϑ, ϕ)H w = 1
w

(3.23)

that may show more clearly why it is eﬀective. Consider the original form
 of the MVDR
algorithm (equation 3.20) with an incoming signal from direction ϑ̃, ϕ̃ that together
with thermal noise is the source of the covariance matrix

Ryy . Our estimate of the
direction, (ϑ, ϕ), is not correct but merely close to ϑ̃, ϕ̃ . If the amplitude of the
incoming signal is large compared to the noise, it may be beneﬁcial, with respectto the

output power z, to attempt to minimize the inﬂuence of the real signal from ϑ̃, ϕ̃ .
However, as unit gain towards what is believed to be the signal source is required, the
norm of the weights will be larger. Diagonal loading eﬃciently mitigates this unwanted
behavior, with the drawback that if interference is arriving from a direction close to the
signal of interest, it will not be suppressed as eﬃciently.
A generalization of MVDR known as LCMV, Linear Constrained Minimum Variance,
has the criteria


(3.24)
min wH Ryy w s.t. G (ϑ, ϕ)H w = h
w

where G is a matrix whose K columns are pointing directions where the gain h is wanted.
This may be beneﬁcial if, for example, the direction of an intermittent interference source
is known. Setting the ﬁrst column of G to the signal of interest and additional columns
to the known interference directions and

T
h = 1 0 ··· 0
(3.25)
ensures that nulls are formed towards the interferers while unit gain toward the signal
of interest is preserved. The length of h must be shorter than the number of antenna
elements.
Thus far we have only considered signals that are wide-sense stationary, meaning they
do not change over time. This will not be the case for real beamforming implementations,
and this means that for the MVDR and LCMV algorithms, the covariance matrix Ryy
should be tracked. A simple tracking method is a low pass ﬁlter such as
Ryy,n = (1 − f ) Ryy,n−1 + f yn ynH ,

0<f <1

(3.26)

if we let the subscript n denote the current sample index and f is chosen to give a suitable
bandwidth.
The estimation of the covariance matrix is the reason those algorithms are considered
adaptive; they will adapt to changing radio environments. Good performance of the
above mentioned algorithms requires accurate estimates of the user-satellite direction
and array model, and also suﬃciently accurate estimates of the radio environment.
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Adaptive Algorithms for GNSS in Dynamic Scenarios

We will now discuss the implementation of adaptive array algorithms, primarily MVDR,
with a focus on dynamic scenarios. Although this topic have been the central theme of all
appended papers in this thesis, paper H, A Self Suﬃcient, Software-deﬁned Beamforming
GNSS Receiver for Dynamic Scenarios, is the primary source of the discussion in this
section.
First we will consider the received, conditioned and sampled signals (IF-data) of an
array receiver that can be modeled as
xn = nn +

M


an,m g (ϑn,m , ϕn,m )

(3.27)

m=1

where n is the sample index, n originates from thermal noise, m is the signal index (with
M impinging signals), a is the time varying complex amplitude of a signal and g is the
array response. It should be noted that this formulation does not diﬀerentiate between
direct, line-of-sight signals that are of primary interest, and nuisance contributions such
as additional satellite signals, multipath and interference.
Beamforming could be implemented at this stage, an approach that eﬀectively mitigates interference. Unfortunately the performance is not as good with regards to line
of sight satellite signals as the SNR in this case is low, and the strength of reﬂected signals are weaker still. This means it will be diﬃcult to estimate the covariance matrices
accurately to such a degree that the impact of reﬂected signals are taken into account
appropriately.
In a single antenna receiver, the received data xn is mixed to baseband and correlated
with (usually) three diﬀerent code replicas (see section 2.8.2), denoted early, prompt
and late, with the ﬁrst and last oﬀset −0.5 and +0.5 chips respectively compared to
the best estimate (prompt) of the start of the code. For details, please see [17]. The
result of this is three scalar results, yn,early , yn,prompt and yn,late . This can be extended
for array processing where the input from each antenna input is mixed and correlated
individually, and from the characteristics of of the GNSS signals the result will have the
following properties
2E {yk,n,early } = E {yk,n,prompt } = 2E {yk,n,late }

(3.28)

E {∠yk,n,early } = E {∠yk,n,prompt } = E {∠yk,n,late } = 0

(3.29)
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where k denotes the pseudo noise code that xn have been correlated with. The beamforming weights can then be applied to each vector, resulting in
zk,n,early = wH yk,n,early

(3.30)

zk,n,prompt = wH yk,n,prompt

(3.31)

zk,n,late = wH yk,n,late

(3.32)

that in turn are used for code and carrier tracking purposes. Because of the above quoted
properties of the early, prompt and late post-correlation vectors, a weighted sum such as
1
1
yk,n = yk,n,early + yk,n,prompt + yk,n,late
2
2

(3.33)

can be formed. This quantity can be modeled as
yk,n = ñk,n +

M̃


ãk,n,m g (ϑn,m , ϕn,m )

(3.34)

m̃=1

where the ˜ symbol is used to diﬀerentiate post-correlation model parameters from corresponding pre-correlation variables, and it should be noted that yk,n only exists for certain
values of n where Δn depends on the integration time, doppler and clock eﬀects. This
latter model is also assumed to be mixed to baseband prior correlation.
Now, if we consider the implementation of the MVDR algorithm with pre-correlation
data, the estimation of the covariance matrix Rxx is straight forward using, for example,
the low pass ﬁlter proposed in equation 3.26. Only one instance of the covariance matrix
is required regardless of the number of tracked satellite signals, the diﬀerence between the
“channels” will be the in the constraints. Also, as the sampling rate is rather high, on the
order of MHz, platform dynamics will in general not cause signiﬁcant issues with regards
to the covariance matrix estimation, provided that the ﬁlter bandwidth is suﬃciently
high.
Post-correlation beamforming on the other hand requires estimates of the covariance
matrices for each visible satellite signal. Further, as several thousand samples of xn are
used to generate each yk,n , post-correlation data is not available nearly as often as precorrelation data. This means that platform dynamics may pose a signiﬁcant challenge
with regards to the estimation of the covariance matrices. However, as the SNR of the
signals of interest and also multipath are signiﬁcantly higher after correlation, multipath
mitigation is signiﬁcantly more eﬃcient if beamforming is implemented at this stage.
In paper H a method to estimate the platform orientation of an array receiver based
on beamforming principles is proposed. The central idea is that typically a relatively
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large number of satellite signals are available, whose position as a function of time in
XYZ coordinates are well known (a fundamental principle of GNSS). Thus, if an approximate user position is available together with a reasonable time estimate, there exists one
platform orientation that best matches the available K estimates of yk,n and the array
model g. Thus, instead of estimating 2K angles (azimuth and elevation) towards all visible satellites, 3 angles (pitch, roll and yaw) are estimated instead. For details about this
algorithm, we refer to paper H that also includes an empiric validation of the method.
The resulting variance of the angular estimates were on the order of 1◦ with around 10
visible satellite signals using the array hardware and model described in paper A and G
respectively.
As mentioned in the introductory section of this chapter, a single antenna GNSS
receiver can not explicitly estimate orientation, although such information is useful for
GNSS/inertial integration that is becoming more common. Further, the orientation
information also provides an additional beneﬁt related to the issue of estimating the
covariance matrices in dynamic scenarios.
Let us consider an estimate Ryy,k,n of a covariance matrix. It contains the correlated
radio environment present at the array inputs mapped through the array response. In a
stationary scenario, and assuming incident signals are weak-sense stationary and ergodic,
H
will converge to the correct value. MVDR beamforming
low-pass ﬁltering of yk,n yk,n
using this estimate will perform as expected. Unfortunately, if we consider the same
environment with a rotating platform, the covariance matrix estimate will not converge
and the beamforming performance may be signiﬁcantly degraded. It should be noted
that this issue is related to array model mismatch and pointing error, although it can be
addressed using a diﬀerent approach.
If suﬃcient information of the orientation is known, it is possible to “rotate” the
existing covariance matrix estimate before adding the current estimate, as
Ryy,n = (1 − f ) rot (Ryy,n−1 ) + f yn ynH ,

0<f <1

(3.35)

where the rot function denotes the rotation of the previously estimated radio environment
from orientation pn−1 , rn−1 and αn−1 to the present orientation pn , rn and αn . Unfortunately, for non-trivial array geometries the solution to this is not straight forward. In
paper H a method based on beamforming techniques is proposed. It is shown that with
this method, a lower bandwidth of the low pass ﬁlter can be used, allowing for better
beamforming performance in dynamic scenarios.

Chapter 4
Summary of Scientiﬁc
Contributions
“I am an old scholar, better-looking now
than when I was young.
That’s what sitting on your ass
does to your face.”
Leonard Cohen
The majority of the scientiﬁc contribution of this thesis is in the form of individual
research articles that in reformatted form are presented in part II. This chapter attempts
to put these papers into the context of the thesis. It is divided into four diﬀerent topics;
GNSS receiver architecture, signal detection, array calibration and implementation of
an adaptive beamforming GNSS receiver. The contributions are primarily conference
papers, with the exception of two journal articles, one published and one, at the time of
publication of this thesis, under review.

4.1

Architectural and Hardware Considerations

The hardware and software design of an array receiver requires additional considerations
compared to the design of a single antenna receiver. Parts of these issues are investigated
in some detail in the ﬁrst two papers in this section. The third paper, An RF Replay
System for Narrowband GNSS IF Signals, does not have any direct connection to array
processing. It describes and investigates the ﬁrst (to our knowledge) complete recording
and replay system for single antenna GNSS receivers. Although none of the authors are
involved, such systems are currently available commercially.
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Paper A: GNSS Antenna Arrays - Hardware Requirements for Algorithm Implementation
Authors: Staﬀan Backén and Dennis M. Akos
Presented at: European Navigation Conference, Manchester, UK, May 2006
Summary
This paper is primarily concerned with hardware issues related to GNSS antenna
arrays. It attempts to answer the question of whether COTS (commercial oﬀ the
shelf) components provide suﬃcient performance with regards to array processing.
To address this a research platform, including an antenna array with front-ends and
recording capabilities, was designed and built in-house. The results are encouraging,
and the paper also highlights additional criteria that should be taken into account
when evaluating COTS front-ends with regards to array processing (for example
crosstalk and phase consistency).
Personal contributions
The majority of the hardware and software design and implementation. However,
Dr. Dennis M. Akos deserve much credit with regards to the overall concept, design
choices, and measurement techniques.
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Paper B: A Novel Software Deﬁned Research Receiver Architecture
Authors: Staﬀan Backén, Magnus L. Nordenvaad and Dennis M. Akos
Presented at: IAIN Conference, Stockholm, Sweden, Oct 2009
Summary
Many diﬀerent commercial ventures and research groups have developed software
deﬁned receivers. This paper describes the author’s eﬀorts, a signiﬁcant extension
to the open source version [17]. The receiver outlined in this paper, implemented
in Matlab, introduce several novel features. Examples include generalized data
buﬀers, a uniﬁed tracking structure implemented in Java and plug-in components
(that can be used to inject for example interference). This receiver, in diﬀerent
stages of completion, have been used in most of the other papers in this thesis.
The paper also investigates the impact of C/W interference on GPS C/A and Pcode respectively, and compares the results with theoretical models proposed in the
literature.
Personal contributions
The concept, implementation and validation.
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Paper C: An RF Replay System for Narrowband GNSS IF Signals
Authors: Staﬀan Backén, Dennis M. Akos and Steven G. Wilson
Published in: IEEE Transactions on Aerospace and Electronic Systems
Summary
GNSS researchers and developers rely on GNSS simulators, hardware that is capable of creating speciﬁc scenarios. However, some eﬀects are hard to simulate, for
example realistic multipath in dynamic scenarios. With a software receiver, it is
typically simple to record real data sets and process oﬀ-line. This simpliﬁes the
processes of ﬁnding bugs and implementing new functionality as the same data
set can be played back through the receiver. Although it is not unusual for the
corporations developing hardware receivers to have access to this functionality, independent researchers do not. This paper describes the design of a system that
is capable of not only recording a narrow frequency band around the GPS center
frequency, but also is capable of playing back this recorded signal into almost any
receiver. The results are encouraging.
Personal contributions
The theoretic work and the validation of the system.
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GNSS Signal Detection

A GNSS receiver must ﬁrst detect a signal before it can start to track it (this process
is brieﬂy explained in section 2.8.1). We can characterize the performance of a signal
detection algorithm in two diﬀerent domains. First, by its sensitivity (in other words
how weak signals can be detected). The parameter with the most signiﬁcant impact
on the sensitivity is the integration time. The paper in this section proposes a more
accurate, with regards to prevailing techniques, method to compute the sensitivity. The
second metric of a signal detection algorithm is the computational complexity. Given
that there exists more than one algorithm (or parameter combination) that can achieve
the required sensitivity with acceptable delay, the ideal metric for the complexity would
be a combination of monetary cost and energy consumption. Unfortunately, suﬃcient information is typically not available to provide this, but the paper in this section attempts
to approximate the latter and express the performance of diﬀerent popular algorithms in
terms of sensitivity per numerical operation.

Paper D: Likelihood of Detection and Computational Complexity
of GPS Acquisition Algorithms
Author: Staﬀan Backén
Presented at: ION GNSS, Savannah, Georgia, USA, Sep 2009
Summary
Compared to existing techniques, this paper proposes a slightly diﬀerent method
to characterize the performance of GPS acquisition algorithms. The probability
of detection is approximated using a discrete implementation of convolution, an
approach that allows accurate modeling of eﬀects that usually are neglected. Further, the computational complexity of diﬀerent algorithms are analyzed in detail.
Together, these two methods provide suﬃcient information to answer the question
of which algorithm and set of parameters are optimal to achieve a given receiver
sensitivity.
Personal contributions
This paper competed and won in the ION student paper competition. Under those
rules, no advisors were allowed to contribute.
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Contributions

Array Calibration and Validation in Dynamic Scenarios

Ideally, the antenna elements of an array for GNSS should have a purely hemispherical
reception pattern. Consider a signal impinging on an array with an elevation angle
above 0◦ . The gain should be identical between antenna elements, and the phase should
depend only on the line-of-sight distance from the antenna elements and the signal source
(satellite). However, this is generally not the case for GNSS arrays, and certainly not
so for mass market implementations. Thus, the calibration of antenna arrays are an
important aspect to consider. Three papers are devoted to this, with the ﬁrst describing
the measurement principle. The second paper proposes a model that ﬁts measurement
data rather well, and also validates the model using real data. Although the proposed
model works rather well, it is diﬃcult to motivate physically. This is addressed in the
the third paper where a diﬀerent model is proposed.

Paper E: Antenna Array Calibration Using Live GNSS Signals
Authors: Staﬀan Backén and Dennis M. Akos
Presented at: ESA NAVITEC, Noordwijk, The Netherlands, Dec 2006
Summary
The calibration of antenna arrays are generally performed either through anechoic
RF chamber measurements or through simulations. However, a somewhat unusual
property of GNSS compared to other applications for antenna arrays is that not
only are the signal sources spread out to cover a large part of the sky, their position
are also closely monitored and this information is relayed to the receiver. This
suggests that calibration can be achieved using real signals. Further, this method
also takes into account installation eﬀects. This paper describes an initial attempt
to use this information. Although the results are somewhat unconvincing, they
were nevertheless suﬃcient to warrant further investigation.
Personal contributions
Concept, majority of theory, implementation and validation.
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Paper F: Post-processing Dynamic GNSS Antenna Array Calibration and Deterministic Beamforming
Authors: Staﬀan Backén, Magnus Lundberg Nordenvaad and Dennis M. Akos
Presented at: ION GNSS, Savannah, Georgia, USA, Sep 2008
Summary
The calibration of GNSS antenna arrays using real signals was investigated further
in this paper. A seven element array was fabricated in-house, and a eight channel
GPS recording system capable of recording 20 minutes long data-sets was devised.
The system was mounted on an automotive platform together with a high-accuracy
reference system (Novatel SPAN). The IF-data from two calibration sets in an
open-sky environment was processed to provide gain and phase estimates for each
incoming signal direction. The calibration data were used to design an unorthodox
linear array model. The model was veriﬁed by forming deterministic (not adaptive)
beams in a dynamic scenario, and the position was computed and compared to the
reference system. Further, the accuracy of the beamformed data was compared to
traditional GPS processing of the data from each individual antenna element. It
was found that beamforming, as implemented in this paper, improved the position
accuracy with a factor of approximately two.
Personal contributions
Theory, model design, implementation and validation.
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Paper G: Estimation of the Complex Far-ﬁeld of an Antenna Array
Using Live GNSS Signals and the Equivalent Electric Current
Method
Authors: Tore Lindgren, Staﬀan Backén, Dennis M. Akos
Presented at: IAIN Conference, Stockholm, Sweden, Oct 2009
Summary
Although the linear model proposed in the previous paper had acceptable performance, a physical interpretation of it proved diﬃcult. Dr. Lindgren used the
calibration data to devise a physically sound model based on the distribution of of
the electric current, described using basis functions of electric charge density.
Personal contributions
Measurements and pre-processing of measurement data.
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Implementation of an Adaptive Beamforming
GNSS Receiver

Adaptive algorithms (where the radio environment is taken into account), may increase
the performance of GNSS antenna array implementations. This is considered in the ﬁnal
paper that also incorporates results from previous papers.

Paper H: A Self Suﬃcient, Software-deﬁned Beamforming GNSS
Receiver for Dynamic Scenarios
Authors: Staﬀan Backén, Johan Borg, Tore Lindgren, Magnus Lundberg Nordenvaad,
Dennis M. Akos
Submitted to: International Journal of Navigation and Observation
Summary
Most beamforming algorithms require that the directions of incoming signals are
known. This direction depends on the position of the satellites and the orientation
of the platform. In a dynamic scenario, the latter is typically unknown, and thus
external information is needed. In this paper the satellite signals received by the
diﬀerent antennas is used to accurately estimate the orientation for a vehicle in a
semi-urban environment. Further, popular beamforming algorithms require that
the radio environment is known (represented as a covariance matrix). Although
the environment may remain constant when a vehicle makes a turn, the covariance
matrix estimate will not (as the direction of incoming signals change). A solution
for this problem, called covariance matrix "rotation", is also proposed in this paper.
The algorithms are veriﬁed using real GNSS data.
Personal contributions
Majority of concept and theory, implementation and validation.
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Contributions

Publications not Included in the Thesis

A Measurement System for the Complex Far-Field of Physically
Large Antenna Arrays Under Noisy Conditions Utilizing the Equivalent Electric Current Method
Authors: Tore Lindgren, Jonas Ekman, Staﬀan Backén
Published in: IEEE Transactions on Antennas and Propagation
Summary
The response of an array antenna element is a key parameter in beamforming applications. Unfortunately, the response could be signiﬁcantly altered by environmental
eﬀects such as precipitation in the form of rain or snow. This paper is concerned
with the estimation of the far-ﬁeld of each antenna element using the equivalent
electric current method. The target array is the planned EISCAT-3D atmospheric
radar, consisting of 16000 yagi elements and operating in the 210 − 240 MHz band.
Personal contributions
Marginal, mainly consisting of technical discussions with Dr. Lindgren during different stages of the development.

Chapter 5
Conclusions
“In default of inexhaustible happiness,
eternal suﬀering would at least give us a destiny.
But we do not even have that consolation,
and our worst agonies come to an end
one day.”
Albert Camus
After covering an introduction to satellite navigation, a more in depth treatment of
array processing, and having outlined the scientiﬁc contributions of this dissertation,
the thesis will now be concluded. First, we will brieﬂy summarize the presented work
in general terms. Next, limitations of the proposed algorithms and methods will be
highlighted while also integrating the research into a scientiﬁc framework. Finally, areas
where future research are considered fruitful/important will be discussed.
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Conclusions

Summary

The aim of the research presented in this thesis has been to improve upon the state of art
of GNSS array processing, with a focus on low-cost implementations of software deﬁned
array receivers. As evident in chapter 2, satellite navigation encompasses technology and
techniques from many diﬀerent research areas, and to some extent that is also true for
the work presented here; spanning from hardware implementations via computer science
and antenna theory to statistical signal processing.
The ﬁrst group of contributions, architectural and hardware consideration, consisted
of three individual papers. Paper A showed how low-cost front-ends may suﬃce for
array processing of GNSS signals. Recommendations on requirements and methods to
validate those requirements were outlined. In Paper B, implementation issues concerning
a software deﬁned receiver architecture were considered. As a case study, the impact of
interference on GPS C/A- and P-code signals were investigated. This paper also showed
how a concept called generalized data buﬀers can both add ﬂexibility and simplify the
implementation of software deﬁned receivers. In various stages of completion, the receiver
described in this paper have been used throughout the work presented in this thesis. In
paper C an idea not directly related to array processing was proposed; a record and replay
system of IF data for GNSS receivers. Such systems are now commercially available.
The second group, signal detection of GNSS signals, contained paper D that was
concerned with an attempt to express the power consumption as a function of how weak
signals can be and still be detected. Further, a more complete description (compared
to earlier eﬀorts) of the likelihood of detection was proposed. Rather than relying on
traditional analytic expressions of the probability density functions, it used discrete approximations thereof.
In the third group, array calibration and validation in dynamic scenarios, a concept
called live calibration was investigated in detail in three contributions. The ﬁrst, paper
E, was the initial investigation using a stationary antenna. However, due to issues with
coverage (at the high latitutes of Luleå, satellites never pass directly overhead), an additional investigation of this method was warranted using dynamic data. This was done
in Paper F that also proposed a model for the antenna calibration, and validated the
performance of the model using data-free beamforming. The accuracy of the position
solution improved with a factor of approximately two when beamforming was used. The
antenna model consisted of seven point sources per physical antenna elements, and thus
proved diﬃcult to motivate from a physical standpoint. Tore Lindgren, together with
the thesis author, proposed a diﬀerent model based on current distribution that is easier
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to motivate in paper G.
Finally, the last group, implementation of an adaptive beamforming GNSS receiver,
contains a contribution (paper H) that was concerned with estimating the orientation of
an antenna array, using the unique property of GNSS with many signal sources at known
locations. This method was validated using real data, and exhibited good performance.
MVDR beamforming of GNSS signals in dynamic scenarios were also implemented, together with a proposed solution, covariance matrix “rotation”, to help with the estimation
of covariance matrices.
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Conclusions

Limitations

As part of the work in paper A, a hardware system used to record array data was
constructed based on low-cost front-ends. This system has been the basis for the majority
of the following work, but there are two signiﬁcant issues with the design; the dynamic
range (only 2 bits) and the use of individual AGC’s. As GNSS signal processing relies
on summation of a large number of data samples, the loss in SNR when using a low
number of bits are marginal, provided that no interference is present. However, for array
applications, it is possible to completely mitigate the eﬀect of interference, if the dynamic
range is suﬃciently large. Because of this limitation in the recording system, the issue of
interference have not been considered much in this thesis. For anyone designing GNSS
array hardware, the author would however strongly suggest the use of front-ends with
a larger dynamic range. Also, in the presence of interference, a common AGC for all
antennas should be used, or not use an AGC and instead use blanking. Blanking is a
method where the gain is set constant and such that only a few of the available bits are
triggered in interference-free environments.
A diﬀerent aspect is related to the method of live calibration that has been proposed.
Although a high-accuracy reference receiver were used in paper F and paper G where
this method were investigated, it may not be strictly necessary. Primarily, the required
information consists of accurate estimates of the platform orientation, and for the most
obvious application with an array receiver mounted on a car, such estimates will typically
be available when the car is driving suﬃciently fast for example on a high-way. However,
this method is diﬃcult to validate using post-processing, as the data-sets would need
to be excessively large. One reason for this is that the user-satellite direction change
only slowly over time. A real-time array receiver aided by inertial sensors would be the
ideal platform for such an experiment as it could use data continuously. The antenna
model proposed in paper F is, while it proved fairly accurate, diﬃcult to motivate from
a physical point of view. One major issue for the application considered in this thesis
is that absolute estimates of the gain and phase are not available, only gain and phase
diﬀerences. The model in paper G makes more sense, but ideally a physically sound
model that can be implemented using sequential least squares [30], or some variation
thereof, should be used. This would allow the model of the antenna to become more
accurate over time.
A single antenna GNSS receiver does not inherently provide orientation information
as the azimuth angle does not have an impact on the received signal. However, when
integrating GNSS with inertial sensors, some variation of state space ﬁlters (for example
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Kalman ﬁlters) are typically used, and those ﬁlters typically have a state for the orientation of the receiver. Thus, with an array antenna where the orientation can be estimated,
the accuracy and integrity of the ﬁlter can be improved.
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5.3

Future Work

Given the discussion above it is evident that GNSS antenna arrays would beneﬁt as much,
if not more, compared to single antenna systems from integration with inertial and other
auxiliary sensors. However, there are not many such systems available.
Integration of GNSS and auxiliary sensors are traditionally implemented using a navigation ﬁlter that operates on one of three levels;
• Loose coupling, where a GNSS position is solved for just as would be done in a
receiver with no auxiliary sensors. This position is input to the navigation ﬁlter.
• Tight coupling, where each pseudorange observation is input to the ﬁlter. Tracking
of individual satellite signals are handled on a per channel basis.
• Deep coupling, similar to tight coupling with the exception that tracking of signals
are implemented as part of the navigation ﬁlter.
The complexity, and also the theoretically achievable performance, increase with a higher
level of coupling.
A technique similar to deep coupling is sometimes used for single point positioning. Rather than the traditional method of tracking satellite signals, obtain estimates of
pseudo-ranges and solve for a position, single point positioning is sometimes implemented
using a diﬀerent approach. This method requires rough estimates of the four unknowns,
3D position and time, and each combination within the search space is tested to see
which one is the most likely. Thus, “tracking” is implemented directly in the domain of
interest, in this case the position domain. It would be interesting to investigate a merger
of the two methods outlined above, deep coupling and single point positioning, using not
a single antenna but rather an array equipped with inertial sensors.
However, one further step could be taken. If we return to ﬁgure 2.15, the illustration of
the data decoding process, it is evident that the information used to solve for a position
uses data from slightly diﬀerent epochs. This is unfortunate, as the local clock drift
during this, albeit short, period of time will contribute noise into the position solution.
The reason for aligning the integration period to the C/A-code is related to the data bits;
this design choice ensures that all signal energy is used and that rather long integration
times can be used to increase sensitivity.
However, when using an array antenna, the requirements on SNR drops signiﬁcantly,
allowing for the use of data from the same set of IF samples. Thus, the proposed receiver eﬀectively removes the common mode clock error while at the same time utilize
GNSS/INS integration. Orientation estimates from the array may further improve the
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performance. Obviously, there are several open architectural issues related to this approach that are yet to be explored, but the underlying reasoning appear sound.
A diﬀerent technique that may deserve attention is related to bi-static radar. Bistatic radar is a technique where GNSS signals are used as signal sources, rather than
the radar itself, and subsequently used to sense the environment. It is a useful technique
both for specialized scientiﬁc application such as wave height measurements, but also as
it is a passive radar. An array antenna with both RHCP and LHCP antennas would
provide an ideal platform for such a system. It is possible, although it should be noted
that it is mere speculation at this time, that such a receiver could be used to produce a
rudimentary map of the surrounding. Compared to existing solutions, this system would
be completely passive.
As a ﬁnal note it should also be noted that although I have tried, to the best of my
abilities, to ﬁnd the best solutions to the problems formulated in this thesis, it is unlikely
that I have found the ﬁnal answers. The GNSS research community, as well as scientists
in related ﬁelds, will one day ﬁnd better solutions that may revolutionize positioning and
navigation as we currently understand it.
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GNSS Antenna Arrays - Hardware Requirements for
Algorithm Implementation
Staﬀan Backén and Dennis M. Akos

Abstract
GNSS antenna arrays and beam forming/nulling have long been studied from an algorithm perspective. However, the hardware and implementation design issues are not as
well understood.
A low cost data collection platform for continuous recording of eight simultaneous IF
streams are presented with an analysis of its performance. Also, the requirements on
front end components are examined, speciﬁcally their impact on array processing versus
single antenna processing.
Focus is exclusively on digital beam forming as that is the only feasible approach for
advanced algorithm implementation, and diﬀerences between traditional receiver architectures and a software deﬁned radio approach will be emphasized.
It is found that simultaneous recording of multiple IF streams allows for great ﬂexibility in the ﬁeld of antenna array processing for GNSS. Also, commercial oﬀ the shelf
components show suﬃcient performance, although care must be taken regarding issues
such as phase consistency and cross talk between front ends.
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Paper A

Introduction

With the prospect of addressing several of the drawbacks of single antenna GNSS systems, antenna arrays have long drawn interest from the navigation community. However,
the hardware implementation details have not been thoroughly investigated. In this paper the advantages and disadvantages of ASIC (Application Speciﬁc Integrated Circuit)
based front ends are evaluated, and the performance of a low cost, low complexity data
collection system for GNSS antenna arrays is investigated. With the purpose of examining important performance measures such as SNR (Signal to Noise Ratio) and phase
estimation, extensions to the traditional GPS tracking loops are developed and evaluated.

1.1

GNSS ASIC Front Ends

The purpose of a GNSS front end is to ﬁlter, amplify, downmix and sample the GNSS
signal so that it is possible to process it using digital signal processing. As the GNSS
signal power is very low, a large amount of gain is required. Also, with the high carrier frequency (1575.42 MHz for GPS L1), the signal needs to be moved down in the
frequency domain so that sampling and subsequent signal processing is feasible. This
process is called down mixing, and is performed by multiplying the GNSS signal with
a sinusoid whose frequency is close to the carrier frequency of the signal of interest. A
typical frequency plan for a GPS L1 front end is a common clock of 16.3676 MHz driving a frequency synthesizer with a multiplication factor of 96, resulting in a LO (Local
Oscillator) frequency of 1571.2896 MHz. The resulting IF (Intermediate frequency) will
then be:
fIF = fL1 − 96 · fs = 4.1304 MHz

(1)

This particular frequency plan is only one example, and typically ASIC front ends supports diﬀerent frequency plans. After ﬁltering in a suﬃciently narrow bandpass ﬁlter,
the IF signal may be sampled with the same common clock used to generate the LO,
while observing the Nyquist criterion.
When the signal has been properly conditioned in the analog domain, it will undergo
analog to digital conversion before it ﬁnally is ready for processing. Most commercial
ASIC front ends uses between one and four bits to represent the signal digitally. Unless
only one bit quantization is used, an AGC (Automatic Gain Control) is required to
control the amplitude of the signal before quantization. For antenna array processing in
the absence of strong interference, a small dynamic range is suﬃcient, as shown in [1].
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Figure 1: Simpliﬁed ASIC front end block diagram

However, many ASIC front ends have an option (often proprietary and undocumented) to output the analog IF signal directly as it is typically required during the
veriﬁcation of the chip after production. This output, together with an external ADC,
may be used to provide greater dynamic range if required. Besides the obvious antenna
RF input and digital output lines, ASIC based front ends typically have additional inputs
providing a method to measure and/or control the AGC voltage, among other.
Figure 1 shows a schematic view of a typical ASIC front end. This particular front
end uses the same frequency plan as in equation 1. Further, it has 2 bits of dynamic
resolution and a digital feedback loop to the AGC, where a simple regulator controls
the gain to keep the LSB (Least Signiﬁcant Bit) active during the optimal 32.70% of
the time, thus minimizing quantization loss [2]. Some front ends uses analog feedback
instead, but the principle is similar. Another common feature of ASIC front ends is a
serial programming interface. Using this, diﬀerent parts of the front end can be switched
on/oﬀ, and additional features can be enabled when desired. Also, several additional I/O
pins may be accessible.

1.2

GNSS ASICs for Array Processing

Antenna array processing of GNSS signals provide, compared to its single antenna counterparts, the means to mitigate interference and multipath more eﬀectively as beams can
be pointed towards signals of interest. This is achieved by phase shifting the signals from
the diﬀerent channels and ﬁnally summing them all together, providing gain towards a
signal of interest and possibly nulls towards sources of interference. The algorithms used
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to control the phase shifts, known as steering vectors, is thoroughly explored in the area
of signal processing. For GNSS speciﬁc antenna array processing, [3] gives it a thorough
treatment. Further, as shown in [1], beam forming can be done pre correlation (i.e. raw
IF data, sampled in the MHz range), as well as post correlation (outputs in the kHz
range). However, both methods require several front end/antenna pairs to be connected
in parallel and synchronized.
Regarding the processing of the data, two diﬀerent methods are available. Either
specialized array hardware, capable of handling the data in real time, or the software
approach, were the simplest approach is to design an interface capable of storing enough
data for post processing. As the software approach provides great ﬂexibility and rapid
development cycles it have been the method of choice for the authors.
As beam forming/nulling algorithms relies on the phase shift between channels (the
arrays are generally very small compared to the wavelength of one chip), the phase
behavior of the diﬀerent channels must be veriﬁed to perform suﬃcient. Also, the gain
of the diﬀerent channels should be tested although the diﬀerences here are expected to
be small and depend mostly on the noise ﬁgure of the ﬁrst LNA (Low Noise Ampliﬁer).
When referring to gain and phase, it is with regard to the front end components only,
not the full system with the antenna unless explicitly indicated.
A discrete component front end for antenna array processing could, besides providing
great ﬂexibility, oﬀer the possibility of using the same LO for the mixer stages. With
an ASIC on the other hand, we typically do not have any input for this very high
frequency signal. Instead, this signal will be generated in a frequency synthesizer based
on a common clock, with the unfortunate result of independent phase noise between front
ends. This is avoided in a discrete component multiple front end design, where a common
LO signal is shared among the mixers responsible for down converting. The penalty of
independent phase noise has not been evaluated in this paper.
Another eﬀect of using individual frequency synthesizers is that the phase measurements must be veriﬁed to be constant between power cycles, proving that the PLL (Phase
Locked Loop) controlling the frequency synthesizer locks to the same part of the duty
cycle of the common clock. Also, the amount of crosstalk, deﬁned as the power leakage
between channels, needs to be measured.

2

Measurements on GNSS ASICs for Antenna Arrays

To examine the behavior of ASIC based front ends, a data collection system was designed
using eight evaluation boards based on 2-bit ASIC front ends. With a sampling rate of
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16.3676 MHz and assuming continuous transfer, this means 31 MB/s is required, with
every sample being 16 bits wide. USB2 have a maximum transfer rate of 480 Mb/s
(60 MB/s), and with its low cost and relative ease of implementation, the choice of
protocol was easy.
Compared to traditional GNSS signal processing hardware, software deﬁned radio
provided several advantages for this type of research. Quick development time and the
ability to replay identical data with diﬀerent settings was important, but most important
was the possible extensions to the standard tracking algorithms that will provide accurate
gain and phase measurements. A schematic view of the system is provided in ﬁgure 2.

2
2

1
ASIC
8 * Analog RF

2
2

Front end

USB2
Bridge

8

Splitter
1 to 8
Clock
16.3676MHz

Splitter
1 to 2

31MB/s

Figure 2: Data collection system

2.1

Extension of Tracking Algorithm

The GPS tracking algorithms of a speciﬁc satellite signal, be it in hardware or software,
is normally comprised of three pairs of local replicas of the signal. They are denoted
Early, Prompt and Late, and are typically spaced half a chip apart.
Each replica is in turn divided into one Inphase and one Quadrature component,
phase shifted 90◦ from each other. From now on, the replica vectors are denoted vns,p ,
n ∈ {1..N }
N number of streams, n is the channel being tracked
where s ∈ {E, P, L} Early, Prompt or Late
p ∈ {I, Q}
Inphase or Quadrature
Also, the accumulator value a is deﬁned as
m
n T
an,m
s,p = vs,p · d

(2)

where vns,p is computed for stream n, the channel being tracked, and dm is the data stream
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m. The power measure w is deﬁned as
wsn,m =


n,m
an,m
s,I + as,Q

(3)

During tracking (m = n) of stream n, a DLL (Delay Locked Loop) will steer wEn,n and
wLn,n to be equal, thus maximizing wPn,n [4]. It is an implementation of the early power
minus late power DLL. Figure 3 is an example of the performance of a typical DLL. Here,
lock is achieved after approximately 1.5 seconds.

Correlator energy

Typical DLL performance − 5ms average of 1ms accumulation

Prompt
Power
Early
Power
Late
Power

0

500

1000

1500
2000
time (epochs)

2500

3000

Figure 3: Typical DLL performance

n,n
Simultaneously, a PLL will maximize the signal energy of an,n
P,I while aP,Q will consist
of noise with zero mean. See ﬁgure 4 for an example of typical PLL performance. Phase
lock is achieved after approximately 100 ms.
The extension of the tracking algorithm consists of storing vnP,I and vnP,Q for every epoch
during tracking. This allows for the computation of all wPn,m , that is used to estimate
n,m
the SNR of stream m, and also an,m
P,I and aP,Q that will be used to estimate the phase
shift between stream m and stream n. These estimations will be good as long as the
size of the array is very small compared to the period of one chip, generally referred to
as the narrowband assumption in the array processing literature [5]. Assuming a perfect
triangular correlation peak, we can express the correlation power oﬀset from the center
as



wPn,m

=

wPn,n

|τ m |
· 1−
TC


(4)

where TC is the chip length and τ m is the oﬀset of antenna m from the center antenna,
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Correlator energy

Typical PLL performance − 1ms accumulation

Prompt
Inphase
Prompt
Quadrature

0

100

200
300
time (epochs)

400

500

Figure 4: Typical PLL performance

n, in the same units as TC . With a chip length of 300 m and a distance of one wavelength
(0.1904 m) between antenna n and antenna m, the power measure wPn,m will, on average,
be 0.9994 · wPn,n .
This extension is only valid for multiple front ends if they all share the same reference
clock, otherwise the frequency drift between front end oscillators will cause the replicas
to be useless for the other channels.

2.2

Gain Estimation

The SNR of a GPS signal is traditionally expressed as a bandwidth free estimate, C/N0 ,
with unit dBHz, and several diﬀerent methods have been proposed to compute it. The
VSM (variance summing method) has been chosen here [6]. The VSM algorithm requires
a series of wPn,m , but it is no diﬀerent from computing the SNR using a series of wPn,n and
its output will be denoted p̂n,m .
To verify the C/N0 estimation on the slaved streams, four separate data sets were
recorded with a single channel simulator source. The simulator output was connected
via a 1-to-4 splitter to four of the front ends, and the simulator power was adjusted to
match four diﬀerent power levels between 40 dBHz and 55 dBHz. However, the C/N0 of
the signal before the front ends were likely 0.5 to 1.5 dB higher, as we do not have inﬁnite
sampling frequency nor unlimited dynamic range [2]. Each data set was seven seconds
long, and the C/N0 estimation was performed on the last 5 seconds to allow the DLL
to lock. During tracking of channel 1, v1P,I was stored to allow for the computation of
wP1,m and ﬁnally p̂1,m where m ∈ {1, 2, 3, 4}. The results, as shown in table 1, shows that
C/N0 will be accurately estimated across channels.
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SNR

C/N0
(dBHz)
55
50
45
40

Channel
2
3

1
55.38
49.90
44.88
39.73

55.80
50.32
45.37
40.26

55.82
50.43
45.22
40.47

4
55.73
50.23
44.81
39.94

Table 1: C/N0 estimation across channels

2.3

Phase Estimation

n,n
When tracking, the PLL is maximizing an,n
P,I while minimizing aP,Q , steering the phase
shift between them to be 90◦ . This is shown for channel 1 in ﬁgure 5.

Correlator energy
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Channel 2
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200
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100

200
300
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400

500

500

0

100

200

400

500

300

epochs (ms)
Prompt Inphase
Prompt Quadrature

Figure 5: Accumulator inphase and quadrature
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n,m
For the other channels, an,m
P,I and aP,Q will not necessarily be orthogonal, rather the
angle between them will be an estimate of the delay in channel m with respect to channel
n, plus the eﬀect of clock line biases.
We can express the estimate of the delay in radians as
n,m
φn,m = arctan2 an,m
P,Q , aP,I



(5)

where arctan2 is the four quadrant arctangent function. In ﬁgure 5, channels 2-4 are
clearly not orthogonal. Also, for the channel being tracked, the data bits show up clearly
in the inphase component. Thus, we can deﬁne the data bit b[e] in epoch e as
 n,n 
a [e]
P,I
(6)
b[e] = n,n
aP,I [e]
Now, assuming constant phase oﬀset during a short data set, we can compute the sum of
the prompt inphase and prompt quadrature data bit free accumulators using the results
from equation 2 and equation 6 as
ân,m
P,I =



an,m
P,I [e]b[e]

(7)

an,m
P,Q [e]b[e]

(8)

e

ân,m
P,Q =


e

Combining equation 7 and 8 with equation 5, gives
n,m
φ̂n,m = arctan2 ân,m
P,Q , âP,I



(9)

where φ̂n,m is the ambiguous least squares estimate of the delay between channel n and
m.

2.4

Phase Shift Consistency

To measure the phase consistency of the setup, eight data sets, each three seconds long
was recorded with diﬀerent C/N0 levels. A 1-to-4 splitter was used, distributing the GPS
L1 signal from the simulator. The cable length to each front end was diﬀerent to ensure
a phase shift, and only the last second of the data sets was used to allow the DLL and
PLL to lock properly. Between every data collection, the clock and USB2 connection (i.e.
the front end power supply) was disconnected and reconnected. In table 2, the results of
the phase shift consistency test are shown. (Note that the phase shift is in degrees and
not in wavelengths.)
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SNR (dBHz)

φ̂1,m
54
52
50
48
46
44
42
40

1
0.06◦
−0.00◦
−0.03◦
−0.09◦
0.03◦
−0.03◦
0.01◦
−0.02◦

Channel (m)
2
3
61.68◦ −155.84◦
61.62◦ −157.51◦
61.82◦ −155.94◦
60.29◦ −157.44◦
60.48◦ −156.69◦
62.02◦ −155.60◦
62.00◦ −155.73◦
61.06◦ −156.02◦

4
109.66◦
108.89◦
108.98◦
108.79◦
108.28◦
109.76◦
109.94◦
109.78◦

Table 2: Veriﬁcation of phase shift consistency, 1 ms integration

2.5

Crosstalk

With eight front ends in close proximity, it is important that the amount of crosstalk,
i.e. co-channel inﬂuence, is measured and veriﬁed to be within acceptable bounds. It is
reasonable to assume that the most devastating eﬀect is when the signals are oﬀset 90◦
from each other. We will model the signal as pure sinusoids, where the reference channel
is
(10)
dn = μn sin(wt)
and is interfered by the signal
dm = μm cos(wt)
The sum of 10 and 11, where the crosstalk is σ, will then be

 m 

μ σ
dn+m = (μn )2 + (μm σ)2 sin wt + arctan
μn

(11)

(12)

Thus, for this example the crosstalk from channel m, will cause the signal in channel n
to be both out of phase and slightly larger in gain. Solving for a maximum phase error
of 1◦ (approximately the phase accuracy for 1Hz updates) and assuming equally strong
signals (μn = μm ), the maximum allowed crosstalk is
δdB = 20 log10 (arctan (1◦ )) ≈ −35.2 dB

(13)

For this low level of crosstalk, the increase in gain will be negligible. However, although
it is a very crude model, it nevertheless gives some guidance into isolation requirements
between channels.
To measure the amount of crosstalk, an experiment was designed using a 1-to-2 splitter
and a 0 − 80 dB variable attenuator. The setup is shown in ﬁgure 6, and clock lines are
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omitted for clarity. A source signal from a single channel simulator was fed through
an ampliﬁer to the splitter. One of the outputs was routed to front end 1, and the
other to front end 2 via the variable attenuator. For simplicity, the simulator was set
to an output mode without data bits. This enables long incoherent summation intervals
without taking the 180◦ phase shifts due to data bits into consideration. The signal

Simulator
Amplifier
Splitter
1 to 2

FE1

USB

FE6

FE2

FE5

FE7

FE3

FE4

FE8

DC-block
DC-block

0-80dB
Variable
Attenuator

Figure 6: Setup for crosstalk measurements

was adjusted to match 50 dBHz on channel 1, where tracking was performed with 1 ms
coherent averaging time. v1P,I and v1P,Q was stored for every epoch to allow for the
1,2
and a1,2
computation of aP,I
P,Q according to (2).
Ignoring the initial 1 s of the data set to allow the DLL and PLL to lock, incoherent
1,2
1,2
summation of a1,2
P,I and aP,Q and subsequent computation of w̃A where n is the attenuation according to

2  500
2
 500
 
 1,2
1,2
1,2

w̃ =
a [e] +
a [e]
(14)
A

P,I

e=1

P,Q

e=1

was performed during each 500 ms of the remaining 10 seconds.
A sequence of 43 data sets was recorded, where the attenuator was varied in 2 dB
steps from 0 dB to 80 dB, and ﬁnally two data sets with front end 2 terminated and
open. Figure 7 shows both the C/N0 estimation of channel 2, and the correlator power
1,2
1,2
/w̃0dB
. The correlator power ratio was computed for each of
ratio, deﬁned as the ratio w̃A
the 20 estimates, and the mean and ±1 standard deviation of those samples are plotted.
A few things are worth mentioning regarding ﬁgure 7. Firstly, the curved nature of
the initial estimates are expected, as the attenuator dampens both signal and noise for
reasonably high power signals. We are basically changing the noise level of the signal, not
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Correlator power ratio as a function of attenuation
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Figure 7: C/N0 and correlator power ratio

the SNR. Further attenuation will eventually give a straight line behavior, for this setup
around 25dB. Secondly, the estimate of C/N0 using the VSM algorithm is only valid to
approximately 30 dBHz as the coherent integration time is only 1 ms. Finally, for the two
last data sets front end 2 was terminated with 50 Ω (T on the horizontal axis), and left
open (O). This last value is the estimate of isolation between front end 1 and front end
2. As shown, the correlator power provides a relatively accurate estimate of low power
signals when the incoherent summation time of the inphase and quadrature components
are long. Although the standard deviation of the estimates for very low power signals
(below −40 dB) is rather high, the accuracy is acceptable for estimates where crosstalk
is likely to be an issue.
Expanding on the correlator power ratio method, a second data collection was performed where the input signal was shifted between front ends for every data set. The
layout is similar to ﬁgure 6, although the attenuator is no longer present, and the input
signal is connected to front end 1 for data set 1; front end 2 for data set 2 and so forth.
The mean of the correlator power ratio was computed for all eight front ends for every
data set, giving the results shown in table 3 (the reference correlator power for front end
n is from row n, column n). As in the previous test, the average of the correlator power
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ratio is computed for 20 sets of 500 ms second long incoherent summation.

Data set

Crosstalk
(dB)
1
2
3
4
5
6
7
8

1

2

3

0.0
-33.8
-34.3
-43.5
-48.1
-46.9
-51.0
-51.1

-45.7
0.0
-43.3
-51.4
-53.4
-52.1
-52.0
-53.1

-35.8
-33.9
0.0
-36.5
-48.8
-48.3
-49.6
-53.6

Front end
4
5
-47.7
-48.7
-38.4
0.0
-49.4
-50.2
-52.1
-53.9

-49.7
-49.9
-50.7
-50.6
0.0
-32.9
-39.4
-33.0

6

7

8

-49.8
-49.6
-48.3
-51.8
-37.1
0.0
-37.2
-41.1

-51.5
-55.3
-51.2
-50.9
-51.1
-44.5
0.0
-41.8

-50.0
-49.0
-51.1
-48.8
-38.9
-43.3
-34.7
0.0

Table 3: Average correlator power ratio between front ends

However, to further validate that the isolation is suﬃcient, a spectral test was devised.
Instead of a simulator source, as used in the previous approach, a C/W (continuous wave)
signal was connected to each of the diﬀerent front ends, and for every setting one 8 seconds
long data set was recorded. To estimate very low levels of crosstalk, the signal level has to
be set to a maximum of what the front end can support, and also a very long data set is
required. For this test, Welch’s averaged, modiﬁed periodogram method was used, with
a data length of 128 MSamples divided into eight sections with a 50% overlap between
sections.
The spectrum of a clean channel is shown in ﬁgure 1.8(a), a channel with −105 dBm
C/W input in ﬁgure 1.8(b) and a relatively interfered channel in ﬁgure 1.8(c). The
estimate of crosstalk is the diﬀerence between the peak level and the nominal level at the
intermediate frequency. With these settings the maximum level of interference that can
be detected is ≈ −47 dB.
Regarding ﬁgure 1.8(b), the abundance of peaks is a result of the mixer being a non
linear device, thus very strong signals generate multiple harmonics. This level of C/W
interference could probably not be mitigated using array processing. Using the spectral
C/W method, an estimate of crosstalk was computed for all eight front ends. The result
is shown in table 4.
The estimates agrees well with the results obtained using the correlator power ratio
method, within a few dBs for the higher levels.
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Figure 8: Spectral estimation of crosstalk

Data set

Crosstalk
(dB)
1
2
3
4
5
6
7
8

1

2

3

0.0
-37.0
-33.9
-43.8
-47.3
-46.4
-46.5
-47.0

-47.2
0.0
-47.3
-47.4
-47.5
-47.9
-47.8
-47.8

-35.4
-38.4
0.0
-40.1
-47.5
-47.2
-47.8
-47.9

Front end
4
5
-48.3
-48.2
-40.0
0.0
-48.3
-48.2
-48.2
-48.1

-47.7
-47.5
-47.6
-47.6
0.0
-33.9
-40.5
-34.7

6

7

8

-48.0
-48.1
-47.1
-47.3
-39.8
0.0
-39.2
-46.8

-48.0
-48.1
-48.1
-48.3
-48.1
-45.1
0.0
-41.6

-48.0
-47.9
-47.9
-48.0
-40.7
-43.1
-34.0
0.0

Table 4: Spectral peak to noise diﬀerence between front ends

Apparently, we almost meet our previously deﬁned limit of 35 dB. If needed, the
shielding on the front ends might need to be improved to provide higher isolation.

2.6

Example of Live Data

Using eight low cost patch antennas and an aluminium ground plane, a simple antenna
array was constructed. The elements was placed in a 3+2+3 conﬁguration, and each of
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them was powered from its respective front end. The array was placed on the roof of the
university building, and several short data sets were recorded with the setup depicted in
ﬁgure 2. A skyplot of the visible satellites during one of the data collections is shown in
ﬁgure 9.
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30°

300°
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270°
25
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Horizon
210°

21

150°
180°

Figure 9: Skyplot of satellite positions

After acquisition and tracking, the estimate of C/N0 on all channels (p̂1,m where
m ∈ [1..8]) was computed for each satellite found during tracking. The results are shown
in ﬁgure 10.
The high variation of C/N0 between elements is due to mutual coupling between antenna elements. When several antennas are placed close to each other, the gain and phase
pattern as a function of elevation and azimuth will change. This is a well understood
phenomenon in general [7], and also in the navigation community [8] [9] [1].
With this large diﬀerence of C/N0 between elements, (for example 8 dB for prn 10),
the performance of beam forming with this antenna would be severely degraded compared
to an antenna with a signiﬁcantly more even C/N0 distribution.

96

Paper A

C/N0 estimation of live data
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Figure 10: C/N0 estimation of live data

3

Summary and Conclusion

A low cost, ASIC front end based, eight channel data collection system have been evaluated regarding several key performance measures for antenna array processing. Also,
simple extensions to tracking loops have been proposed for the purpose of verifying that
the performance is acceptable. Gain variation, phase estimation accuracy and consistency
as well as crosstalk have been investigated. Also, an example of live data demonstrated
the need of a carefully designed antenna to minimize the eﬀects of mutual coupling.
The tests presented in this paper are all interpretations of and/or extensions to standard GPS tracking loops, with the exception of the spectral method used to estimate
crosstalk. Within the limits outlined (for example phase accuracy), post correlation beam
forming is likely to produce predictable results. However, in the case of pre correlation
beam forming, the absence of a common LO (as mentioned in section 1.2) might degrade
the performance slightly. This is a subject that eventually requires evaluation. The
diﬀerence between pre and post correlation beam forming is explained in [1].
Also, with the low dynamic range, the performance of interference mitigation algo-
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rithms would be severely degraded. The option of an analog IF output together with
an external A/D converter would resolve this issue. The requirement of good isolation
between front ends can not be overstated. It could be a major source of error in the
phase, and eventually, gain estimates of the underlying signal of interest.
Finally, antenna array processing of GNSS signals is a powerful concept, and the low
cost research platform approach investigated in this paper will hopefully be of aid in
advancing the current state of science.
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A Novel Software Deﬁned Research Receiver
Architecture
Staﬀan Backén, Magnus L. Nordenvaad and Dennis M. Akos

Abstract
Software deﬁned receivers (SDR) are an increasingly important tool within the GNSS
research community as the high level of ﬂexibility oﬀers a signiﬁcant advantage over
traditional hardware implementations. Over the last decade, software receivers have
been used to investigate techniques as diverse as bi-static radar (additional correlators),
multipath mitigation techniques, GPS/INS integration and array processing.
Mentioned above are only a few examples of features that could be required of an SDR,
others include support for new signals (Galileo, GPS L5), multiple data ﬁle formats, high
sensitivity and support for very long data sets. The large number of available features
should ideally be coupled with program simplicity (such that other people can understand
the program) and eﬃciency.
This paper discusses these issues and proposes several solutions such as generalized
data buﬀers (that is trivial to extend for new data formats) and a uniﬁed tracking structure (regardless of signal modulation). Examples are given using a Matlab implementation based on the Borre/Akos book “Software-Deﬁned GPS and Galileo Receiver”, however with signiﬁcant modiﬁcations. Where critical, Java is used to increase performance
while maintaining cross platform compatibility. Near real-time operation is available
under optimal circumstances and the receiver currently supports GPS C/A- and GPS
P-code signals.
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Introduction

Satellite navigation, being both an impressive technical achievement and a solution to
a diﬃcult problem, attracts signiﬁcant attention from researchers worldwide. The explosion in civilian use of GNSS over the last decades is mainly due to the advances in
microelectronics. Due to the high throughput required from the signal processing algorithms, hardware based solutions such as ASICs (application speciﬁc integrated circuits)
have historically been favored. SDR;s are an alternative, where generic processors are
used for the computations. From a research perspective, this approach oﬀers several
advantages. The only required hardware is a radio front-end (as opposed to the design
of an ASIC), and an interface to the processing engine. Everything else is performed in
software, allowing for rapid development and implementation of new techniques.
Although software GNSS radio have been investigated since the mid nineties (see for
example [1]), it is during the last six or seven years that research into SDR has taken oﬀ.
In 2007, Borre et al. [2] published a book accompanied by an open source implementation
of an SDR in Matlab. Several research institutions/universities have modiﬁed this code
(for example [3]) or developed their own (such as [4] or [5]). With the GPS and GLONASS
modernization programs and the launch of two new systems, Galileo and Compass, GNSS
receivers will potentially have access to a wide range of diﬀerent signals. Further, several
extensions to stand-alone satellite navigation are actively investigated, most notably
array processing and IMU integration.
An SDR targeted at research applications should ideally be eﬃcient, customizable
and simple to understand, and thus is no diﬀerent from other large software projects.
However, with the exception of the book from Borre et al., not much has been published
on the architectural details of complete software deﬁned receivers.
In this paper, key architectural decisions for a feature-rich SDR targeted at research
applications is presented. In the next section, an overview of the software is presented,
followed by more detailed discussions about selected parts of the receiver.
A case study is also presented, where the eﬀect of CW interference on C/A- and
P-code is brieﬂy investigated. Finally, the paper is concluded.

2

Overview

This section provides a brief summary of front-end architectures and GNSS signals. The
receiver functionality is brieﬂy summarized and receiver settings are explained. It is
intended to provide suﬃcient background to understand more detailed descriptions in
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later sections. For readers new to GNSS receivers, I recommend the book "A SoftwareDeﬁned GPS and Galileo Receiver" [2].

2.1

Front-end Architectures

A GNSS consists of a number of satellites (24–30 is typically required for global coverage)
transmitting signals in the L-band (around 1–2 GHz) from a medium or geostationary
orbit. The signals have low power (on the order of 100 W) but are transmitted continuously. The signals propagate through space and eventually impinge on the antenna
connected to the receiver. In order to relax the requirements on the ADC and subsequent
processing elements, the received signal is ampliﬁed, ﬁltered and mixed down. There are
two main front-end architectures; superheterodyne and direct conversion. In the former,
the received high-frequency signal is mixed to a lower frequency (between 2 and 20 MHz).
After this, an ADC converts the analog signal to a digital replica. The second main architecture, direct conversion, uses two mixers oﬀset 90◦ to generate both I (inphase) and
Q (quadrature) components. These are treated as the real and imaginary part of the
signal. With this latter architecture, the signals may be mixed to nominal baseband.
A research receiver, such as the one presented in this paper, should be capable of
processing data output from either architecture. Further, as signals are transmitted
on several frequencies, front-ends capable of receiving multi-frequency data should be
supported. This may require support for data in several ﬁles, a feature that is also
needed for processing bi-static radar or data from array antennas.

2.2

Signal Model

If we assume a perfect sampling clock, K GNSS signals can, after being received by the
antenna and conditioned (ampliﬁed, ﬁltered, mixed and sampled) in the front-end, be
generally modeled as
s [n] = ω [n] +

K−1


Pk · M k

k=0



n
t0 + + δtk
fs


· ejωk n+φk

(1)

where s [n] is the received signal at sample n, ω is the noise, P is the received signal
powers, M is the signal modulations. Further, t0 is the time at sample 0 and δt is the
transmit time. ω and φ are the angular frequencies and phases of the carriers respectively.
The modulations M contain two components; the ﬁrst is information about the satellites time and the satellites position as a function of time (ephemeris). This, together with
estimates of the relative time of arrival between diﬀerent satellites at a sample n allows
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solving for the 4 unknowns; 3D position and time. The second component consists of a
code, typically CDMA-SS (code division multiple access spread spectrum). Older signals
are usually implemented using BPSK (binary phase shift keying) while modern signals
(such as the E1 or E5 Galileo signals) usually have a slightly more complicated structure
such as BOC (binary oﬀset carrier) or MBOC, AltBOC etc. As a simple example, we
can consider the GPS C/A signal. This BPSK signal is 1 ms long and has 1023 chips per
code period. The code is a Gold code, chosen for its good auto- and cross-correlation
properties. There is also a 12.5 minute’s long data message overlaid on the code with a
bit rate of 50 Hz. Let T OW denote the number of chips since the start of the week, then


n
(2)
T OW = t0 + + δtk
fs
This gives, when the signal is a GPS C/A code signal
MkC/A (T OW ) = CA ((T OW fr )

mod 1023) DB ((T OW fr )

mod (20 · 1023))
(3)

where CA is the C/A code, DB is the data bits and fr is the code rate (nominally
1.023 MHz). The principal interest is measuring the ﬂight time δtk , and this is achieved
by estimating the start of a code. Please note that the above explanation is somewhat
simpliﬁed (the sample clock is not identical, for example), but should provide suﬃcient
background for the rest of the paper.

2.3

Receiver Overview

The ﬁrst stage of the receiver is the initialization. Here, the environment is prepared;
sub directories are added to the Matlab search path, settings are loaded, etc. After
the initialization, the processing is started. During processing, the receiver executes the
following functions continuously:
Acquisition
Perform acquisition on signals that should be processed, but whose code locks are
false. For each acquired signal, set code lock to true.
Tracking
Track all signals where code lock is true.
Data decoding and lock detection
Decode data bits and update lock status.

3. Functionality at the IF Level
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(Pseudo-range computation)
Compute pseudo-ranges. Not implemented yet.
(Position solution)
Compute a position solution. Not implemented yet.
Write data
Write information (such as correlator values) to disk.

2.4

SDR Settings

All settings for the receiver are deﬁned in the function initSettings.m. The output is a
data structure with many diﬀerent ﬁelds. Receiver wide settings, such as ﬁlenames and
how long time to process, is deﬁned ﬁrst. More specialized settings, such as acquisition
and tracking settings, are deﬁned using subﬁelds. For example, settings.fs denotes the
receiver wide sampling frequency, while setting.acq is in itself a data structure with
several ﬁelds, all of them related to acquisition.
The settings ﬁle also deﬁnes which signals the receiver will attempt to acquire and
track, as well the conﬁguration of the IF data plug-ins.

3

Functionality at the IF Level

When samples are requested from disk, the ﬁrst step is to check whether this data have
been requested before and thus resides in memory. If this is the case, data do not need
to be read from disk again. If not, the data on disk are processed in four distinct stages.
First, they are read from disk and converted to double precision ﬂoating point numbers,
either real or complex. If the data source is a direct conversion front-end, the data are
stored as complex numbers, otherwise it is at this stage stored as real numbers.
The second stage consists of applying the IF plug-ins deﬁned in initSettings.m
to the data. A wide variety of functionality is supported through this interface. For
example, CW generation, 1-bit ADC and PSD (Power Spectral Density) export have
currently been implemented. The plug-in is implemented as a simple Matlab function,
whose input arguments are the data (a double precision M by N matrix where M is the
number of data ﬁles and N is the number of samples) and the ﬁrst sample number. The
output should also be an M by N matrix. Future IF plug-ins may include other noise
sources (AWGN, pulsed interference), AGC, IF export, resampling, a GNSS simulator,
jitter generator and an adaptive beamforming algorithm.
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In the third stage, the data are mixed to nominal baseband. The beneﬁt of this
approach is that the data from now on are always complex and at nominal baseband.
Thus, the only data dependent parameter that acquisition or tracking need to consider
is sampling frequency (there is however one additional parameter, spectrum mirroring,
that may have to be taken into account). Although this introduce a small performance
penalty, the resulting simpliﬁcation in receiver design is beneﬁcial for a research receiver.
The fourth and ﬁnal stage consists of a data buﬀer as mentioned previously. The
default setting is three large data buﬀers, each capable of storing around 1 second of
data. Whenever data are requested that are not stored in memory, 1 second of data
is read from disk, IF plug-ins are applied and the data is mixed to nominal baseband
as described above. The data resulting from this operation is stored in the oldest data
buﬀer, thus discarding that information. This reduces the amount of data read from disk
to a minimum. Currently, data may only be requested that ﬁt in a maximum of two
buﬀers.

4

Signal Data Structure

Currently, many diﬀerent GNSS are transmitting diﬀerent signals. The American GPS
are currently operational while the Russian GLONASS is rapidly approaching a full constellation. The European system Galileo as well as the Chinese Compass have launched
test satellites. In addition, numerous regional systems (such as the augmenting systems
WAAS and EGNOS) are in operation or development. This section describes how the
receiver is designed to support as many diﬀerent signals as possible, requiring a minimum
of changes.
Despite the wide array of available or planned signals, the techniques used to acquire
and track these signals are similar (see section 2.2. The signals consist of a carrier
multiplied with a CDMA (code division multiple access) modulation. However, the type
of modulation diﬀers; BPSK (binary phase shift keying) is typically used for generic
signals while modernized signal tend to prefer a BOC (binary oﬀset carrier) modulation.
In the receiver, all signals are described using a data structure, deﬁning all parameters
for the codes. The design of this structure is currently not ﬁnished, however the concept
is straight forward. A shortened example of the signal for the C/A and P-code deﬁnition
for PRN1 is shown in table 1.
Entries in the table surrounded by parenthesis denote possible vectors, and entries
suﬃxed by the "@" signal is a function handle (for example, the ﬁeld "codeDiscr" points
to a function implementing the early power minus late power discriminator function).
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Field
Index

C/A
1

Name
’GPSCA’
ID
1
Modulation ’BPSK’
Coderate
1.023M
Symbolrate 50
Code
[-1, 1, 1, ...]
acquireable 1
codeDiscr
@discr__EML
sibling
[2]
siblingPhase [90]
...
...

P
2

Explanation

’GPSPL1’
Name of system and signal
1
PRN number
’BPSK’
Type of modulation
10.23M
Code rate
50
Data bit rate
@generatePcode Code
0
Is acquisition possible
@discr__EML Discriminator function
[1]
Link to other signals
[-90]
Phase oﬀset to
...

Table 1: Example of the layout of the signal data structure

Using this approach, all proposed GNSS signals can be modeled, and integration of new
signals should be straight forward.
There is one additional parameter in the signal data structure, Correlator Matrix,
which has interesting properties. The ﬁrst row contains correlator spacing’s (in units of
chips), and the second row is a ﬁle index. The default setting for BPSK signals are
−0.5 0 0.5
1
1 1

(4)

while BOC signals may require more correlators (the BOC modulation introduce a peak
ambiguity). This matrix may be overridden in the settings ﬁle, and it is ﬂexible enough
to allow for bi-static and array processing with relative ease.

5

State Data Structure

The receiver processes data in blocks, as mentioned in section 2.3. In other words, the
tracking function will track a signal for a short time (around 1 second) and then exit to
the parent function. This means that the current state of the channel must be preserved
between function calls. The data structure containing this information is called state in
the code, and its layout is as follows:
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•

ID

•

Current sample

•

End of file

•

Code

•

Carrier

•

Lock

•

TOW

The latter four are in turn data structures. The ﬁelds Code and Carrier contain information regarding the code and carrier tracking, such as ﬁlter settings, frequency estimates
etc. The ﬁeld Lock contains information about the current code lock and phase lock, and
the ﬁeld TOW describes the time of week as a function of sample number.

6

Performance

Critical parts of the receiver code have been implemented in Java in order to improve
performance. These include the core mixing and correlation functions, but also P-code
generation (that involves a large number of bitwise operations). The mixing and correlation function also include a general LUT (look up table) for a sinusoid that can,
if enabled, be used in other parts of the receiver. Using a modern desktop PC (AMD
Phenom II X4 3.2GHz, 8GB RAM, XP64, MATLAB2009a) the receiver is capable of
processing 10 C/A signals at 14% of real-time performance when fs = 2.048 MHz. For
the P-code, 1 signal can be processed at 10% of real-time when fs = 30 MHz. Please
note that the receiver is currently only utilizing a single core, and if this is addressed,
near real time operation is feasible for low sampling frequencies.

7

Impact of CW Interference on C/A- and P-code

In this section, a small illustration into the impact of CW interference on the pseudo
range accuracy of C/A- and P-code will be presented. A data set, recorded from a
simulator capable of generating simultaneous C/A- and P-code, has been provided to the
authors from FOI. Two test will be investigated, each using around 5 minutes of IF data.
A reference pseudo-range has been computed using carrier aided P-code tracking. In all
tests, PRN 32 has been processed.
Figure 1 shows the results from the ﬁrst test. The topmost subplot show the pseudorange accuracy of C/A- and P-code tracking that was not carrier aided. The second
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Figure 1: Impact of high frequency CW interference on pseudo range accuracy for C/A and
P-code signals.

subplot show the performance when CW interference was enabled, and the third subplot
shows the performance with both CW interference and 1-bit quantization. The bottom
subplot shows the settings for the CW generation. From 10 seconds until 150 seconds
the amplitude remains constant at 500, while the frequency starts at 2 MHz and ends at
0 MHz. During the second half of the data set, the frequency is kept constant at 1 MHz,
100 kHz and 10 kHz while the amplitude is ramped up from 0 to 3000.
The JNR (jammer to noise ratio) over the entire 30 MHz band can be computed as
 2
A
(5)
JN R = 10 log10
2μ
where A is the amplitude of the CW signal and μ the variance of the noise. The variance
for this particular data set is around 157 k giving a JN R of around 15 dB when the
amplitude is 3000.
Let us ﬁrst consider the case of only CW interference. It is evident that the C/A
code is severely aﬀected when the frequency of the interferer is smaller than 1 MHz.
The P-code is largely unaﬀected regardless of frequency within the tested amplitude and
frequency span. This is because the P-code signal does not repeat (as opposed to the
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C/A code).
It is also interesting to consider the impact of quantization with CW present. Typically, a GNSS receiver has around 1–8 bits of resolution. In interference free environments,
a 1-bit quantization introduce only a 2 dB loss in C/N0 . In the presence of strong CW interference however, the sinusoid will capture the ADC, and thus reduce the performance.
This eﬀect can be seen in the lower subplot of ﬁgure 1. When 1–bit quantizing is enabled
the impact is, as expected, more severe. The noise on the C/A code is increased and the
P-code is also losing lock in several instances.
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Figure 2: Impact of low frequency CW interference on pseudo range accuracy for C/A and
P-code signals.

The results from the second test are shown in ﬁgure 2. Work by Balaei et al. [6],
suggest that the impact of CW is most severe at the frequency of the signals maximum
peak in the frequency domain. For this C/A signal (PRN32), the highest frequency
component is at ±74 kHz. This suggests that the impact of CW should be largest at
either of these frequencies relative to the frequency of the signal itself. A CW interference
with constant amplitude was generated, and the frequency was swept between 72.5 kHz
and 75.5 kHz relative to the signal frequency. As expected, the impact is most severe at
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150 seconds when the relative frequency is 74 kHz. The P-code also loses lock on several
occasions, but it should be noted that phase lock on the C/A code is required for the
P-code tracking to commence, i.e. no P-code acquisition have been implemented. This
explains the rather long P-code outages (between 105 and 145 seconds for example).
When quantization is enabled, the situation is worse. The accuracy of the C/A code is
degraded, and the P-code loses lock at several intervals. Please note that the JNR in this
test (with an amplitude of 500) is only around −1 dB. Although the performance could
be improved by higher dynamic range, longer integration time or interference mitigation
techniques, GNSS signals are sensitive to CW interference.

8

Conclusions

A research GNSS software deﬁned receiver has been presented, together with motivations
around key architectural decisions. The receiver is written primarily in Matlab (critical
parts are implemented in Java), and designed to be ﬂexible, feature-rich and reasonably
eﬃcient. It has been designed to support all known front-end architectures and many
diﬀerent signals, as well as provide support for bi-static and array processing. Several
novel features have been presented, such as the nominal baseband mixing and the IF
plug-ins. A case study has also been presented, where the impact of CW interference on
C/A- and P-code data have been investigated.
Please note that the receiver is currently a work in progress, however no major changes
are anticipated regarding the speciﬁc areas highlighted in this paper. The receiver code
will eventually be made publicly available under the GPLv2 license.
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An RF Replay System for Narrowband GNSS IF
Signals
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Abstract
Although GNSS (Global Navigation Satellite Systems) RF (Radio Frequency) signal simulators have long possessed the capability to generate scenarios, they are for example not
yet able to model a speciﬁc realistic scenario with complex multipath.
Software-deﬁned receivers bridge the gap between simulated and real data to the
extent that they may oﬀer a replay capability, where a data set is ﬁrst recorded to disk and
later can be processed several times. Unfortunately, the recorded data generally cannot be
used by hardware-based GNSS receivers, making receiver-to-receiver comparisons diﬃcult
and time consuming.
This paper describes a system capable of replaying recorded IF (intermediate frequency) data into any narrow bandwidth L1 (the frequency band of the traditional
civilian GPS signal) GNSS receiver, including an evaluation of the diﬀerence (position,
timing, and signal- to-noise ratio) between live and replayed data using a high sensitivity,
consumer-grade receiver. The performance of the replayed data set was, with regards to
the position and timing, found to match that of the live data.
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Introduction

Since the advent of NAVSTAR GPS, test and validation of GNSS receivers have played
an important role in development of user equipment. An invaluable tool in this process
is GNSS RF simulators (which replace the antenna) that emulate the high frequency
signals received by a user at a particular location. The operator has signiﬁcant control
over the scenario as most signal parameters are conﬁgurable. Although modern simulators provide features such as multipath (reﬂection of the incident waves oﬀ surrounding
surfaces) and signal blockage, it is diﬃcult to accurately model a speciﬁc scenario in a
complex environment. The reason for this is twofold. First, multipath is modeled inside
the simulator using separate hardware channels and the number of channels is limited.
Secondly, the required information to accurately model a speciﬁc environment, using for
example raytracing as in Jülg [1] or Weiss et al. [2], is generally not available.
With the advent of software receivers, the capability to record IF (intermediate frequency, a lower frequency replica of the RF GNSS signals) data sets provides developers
and researchers with the option of processing real, recorded data an inﬁnite number of
times. Unfortunately, this method is not available for users of hardware-based receivers,
where the options for performance evaluation are either ﬁeld tests (time consuming)
or simulator scenarios. See [3] for an overview of both methods applied to automotive
testing.
This paper describes a replay system where a standard GNSS front-end is used to
digitize the signal and a data bridge is used to store the samples to disk. Next, the data
bridge is run backwards to feed the samples into the playback instrument consisting of
a DAC (digital-to-analog converter), ﬁlters, and a mixer to shift the signal up to the
nominal GPS L1 carrier frequency (1575.42 MHz). After the signal has been attenuated,
it can be fed into any narrow band GNSS receiver.
For readers new to GNSS, Misra and Enge [4] is an excellent overview, while Kaplan
and Hegarty [5] provide a more in-depth treatment of various aspect of the topic. The
replayer was proposed by Brown et al. [6], and Pósfay et al. investigated replay functionality at the IF level with the intent of mixing to RF [7]. The functionality of the replay
system is similar to a simulator as scenarios can be played back indeﬁnitely through any
GNSS receiver. This have several advantages; for example, a data set can be replayed
several times into a speciﬁc receiver to provide statistical estimates of performance, data
sets recorded in environments that are hard to recreate can be reused at no additional
expense and new receiver models can be veriﬁed against a data set recorded in the past.
The replay system can record data sets in challenging environments - under conditions
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(urban canyons, indoors) that can be diﬃcult, or at least time consuming, to model
realistically in a simulator. Given the importance, and corresponding eﬀort, directed at
addressing, for example, indoor navigation, a replay system capable of oﬀering insight
into the signal environment could be very useful. Contrary to a simulator, control of the
scenarios are limited to the environment in which the data set was recorded and any truth
reference would require an advanced GPS/INS system with diﬀerential post processing
to be used in recording — and only be as accurate as such a system would allow. To
summarize, an RF replay system would be a very capable complement to traditional
simulators and help advance GNSS research.
The paper is organized as follows: the two major modes of operation, recording and
playback, are explained in sections 2 and 3. Important design considerations such as ﬁlter
bandwidths and noise ﬁgure calculations are covered in section 4. In 5, the performance
of a replayed data set is compared to its live counterpart with regards to position, timing,
and SNR (signal-to-noise ratio). Finally, conclusions are stated in section 6.
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Recording System

The replay system has two modes of operation: recording and playback. During recording, the high frequency signal is conditioned (ﬁltered and translated in frequency to a
lower rate), sampled, and stored to disk.
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Figure 1: Recording of IF data

Figure 1 shows the setup of the replay system used to record data. First, a roofmounted survey-grade antenna with a built-in ampliﬁer receives the signal around the
nominal GPS L1 center frequency, in this case 1575.42 MHz. After ampliﬁcation, ﬁltering,
down mixing, and quantization in the front-end, the resulting IF signal is recorded to
disk. Also, in order to validate the performance of the replay system, the RF signal is
simultaneously processed by a consumer-grade, narrow bandwidth receiver in real time.
Note that the oscillator can be synchronized to an external frequency reference by means
of a standardized interface.

2.1

Front-end

As part of ﬁgure 1, a sample GNSS front-end is shown where the RF signal is ﬁrst ampliﬁed and band pass ﬁltered. The ampliﬁcation is performed by low-noise ampliﬁers
(LNA), increasing the power level of the noise from a nominal level of 800 nV (when
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received by the antenna) to around 1 V (at the input of the ADC). After mixing (multiplication with a sinusoid with a frequency close to 1575.42 MHz), the signal is centered
around an IF suitable for sampling. Then, a low pass ﬁlter is used to remove the spectral
image and minimize aliasing losses due to violation of the Nyquist-Shannon sampling
theorem. An AGC (automatic gain control) adjusts the signal power for optimal quantization prior to sampling. Borre et al. covers the design of a low-cost front-end in [8].
The bandwidth of the front-end used for this experiment is approximately 2.5 MHz, and
the IF and sampling frequencies are 4.1304 MHz and 16.3676 MHz respectively.

2.2

Data Bridge

The role of the data bridge is to facilitate storage of digital samples. In this case, the
data bridge provides an interface between the high rate data from the front-end and a
host PC.
The protocol for this implementation is High Speed USB v2.0, which implies that
the maximum data transfer rate is 480 Mbits/s, although achievable rates are typically
quite lower [9]. Most narrow band front-ends have a sampling frequency between 4 and
20 MHz and a resolution of 2–4 bits, thus the transfer bandwidth is suﬃcient for narrow
band receivers. However, it is not adequate for high bandwidth receivers (such as survey
grade), nor is it suitable for interference mitigation receivers requiring high (more than
8 bits) dynamic resolution. The ADC in the recording front-end used in this experiment
has a resolution of 4 bits.
The performance of the storage system is crucial for this kind of setup. Modern
individual hard drives for desktop computers are generally capable of transferring about
60 MB/s continuously; however, high speed reading of data is the more diﬃcult problem
than continuously writing at the same rate. The reason is that when the hard drive is
temporarily unavailable during writing, the memory buﬀer that temporarily stores the
data in RAM can easily be extended (write-behind) to allow for a short outtake, whereas
during reading the buﬀer needs to be extended before (read-ahead) the outtake. This
problem could be solved in the application software with the use of a large data buﬀer
when reading, or by using solid state disks with a signiﬁcantly lower latency. It was
however considered out of scope for this proof of concept system. In addition, the host
PC chip set design/stability can have a major impact on the resulting performance of
such an application.
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Playback System

The second mode is playback, where the recorded signal is converted back to a high
frequency signal and connected to a GNSS receiver. Figure 2 shows the functionality of
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Figure 2: Playback of RF data

the playback component. Essentially, it works as an inverted front-end. The ﬁrst step is
to convert the digital samples to analog in the DAC (for the system discussed in this paper
an 8 bit DAC was used). Next, a low pass reconstruction ﬁlter removes high frequency
components from the conversion process. In the mixing stage, the signal is moved up
to the correct carrier frequency (in this case, 1575.42 MHz) and band pass ﬁltered to
remove the image signal. After signiﬁcant attenuation to emulate the power/noise output
characteristics of an active antenna, the signal can be processed by any L1 narrow band
GNSS receiver.
As an example, consider a signal received by an active antenna. The received noise
power is nominally −111 dBm (assuming an ambient temperature of 273 K) in a 2 MHz
bandwidth. Active GNSS antennas have built-in ampliﬁers with a gain of about 25 dB,
and GNSS receivers are thus designed to receive signals with a power around −86 dBm
with some upper and lower margin provided by the AGC. If the ADC in the front-end
used to record our signal (ﬁgure 1) has a desired input voltage around 1 V, the signal
requires an additional ampliﬁcation of about 75 dB. Returning to the replay system, and
noting that the DAC provide a maximum output level of 1 V as well, it is evident that the
output power of the replay system is too high for the receiver. Thus, the signal requires
attenuation after the replay system but before the input to the receiver under test. Due
to diﬀerences between our approximate estimates above and the actual speciﬁcations of
our system, the suitable attenuation was determined to be 50 dB (as shown in ﬁgure 2)
as opposed to 75 dB. This was veriﬁed using the reported AGC level of the receiver under
test.

4. Design Considerations
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The stability of the replay system is, after a few modiﬁcations, acceptable for research
applications where rare failures are non-critical. The 30 minute data set used for the
experiment outlined in this paper failed once in 5 tests, giving some insight of the failure
rate. It is reasonable to believe that the failures are due to the read-ahead issue mentioned
previously. Choosing a motherboard with a well-renowned USB2 chipset is recommended
(temperature issues were identiﬁed with several mother board vendors). The target
platform is Linux which proved to be a wise choice for several reasons (stability, process
optimization, and available driver code).
Using an ideal recording and playback system (that introduces no additional noise,
no aliasing, and has perfect oscillator); the receiver under test would not be able to
distinguish whether it is connected to an antenna or our replay system after a cold start
(a cold start means that the receiver has no a priori information). If the only non-ideal
eﬀect is a small frequency oﬀset, the receiver cannot diﬀerentiate between that and the
impact from its internal clock having the same oﬀset. This may at ﬁrst be considered
a strong statement, but it is an eﬀect of fundamental information theory. Obviously,
physical and practical constraints limit the performance that can be achieved.
As in the recording front-end, the replay system also oﬀers the option of interfacing
diﬀerent frequency sources using a standardized interface.

4

Design Considerations

In this section, several of the design choices for the replay part of the system will be
explained, together with a general explanation of their impact on the complete system.

4.1

Digital Bandpass and Requantization

Generally, the frequency spectrum of GNSS front-ends tends to have a non negligible
DC component that has a minimal impact on signal processing. However, in a replay
system, this may limit the eﬀective dynamic range of the DAC. In order to minimize this,
the recorded 4 bit data was ﬁltered with a high order band pass ﬁlter centered around
the IF with a bandwidth of 4 MHz. The ﬁlter type was FIR (ﬁnite impulse response)
with ﬂoating ﬁlter constants. In order to fully use all 8 bits of the DAC, the ﬁltered
signal was ampliﬁed with a constant so that the full dynamic range would be used after
quantization to signed 8 bit integers. Not much is to be gained by using a resampling
bandwidth larger than either the recording front-end or the target receiver, thus the
choice of a 4 MHz bandwidth. It is important to note the diﬀerence between the signal
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received by an antenna/produced by a simulator and the signal generated by a replay
system. The former two are essentially not band-limited with regards to the 2 MHz wide
C/A code signal (antennas at L1 typically have a fairly large bandwidth). The bandwidth
of the signal reconstructed in the replay system is limited by all ﬁltering components but
in general, as long as it is wider than the receiver under test, the ﬁltering has a minimal
eﬀect on performance.

4.2

Low Pass Filter

The DAC unfortunately produces slight aliasing components, so a 6 MHz low pass ﬁlter
was inserted after the DAC to make sure the input to the mixer was band limited. The
low pass ﬁlter is the component directly following the DAC in ﬁgure 2.

4.3

Band Pass Filter

The mixer multiplies the input signal (with frequency f0 ) with a sinusoid of a known
frequency fmix , eﬀectively translating the frequency of the signal to both f0 + fmix and
f0 −fmix . Only the latter is of interest, thus a band pass ﬁlter around the carrier frequency
of interest is recommended. In ﬁgure 2, the band pass ﬁlter follows the mixer.

4.4

Noise Figure

Friis formula for N successive stages of a receiver says that the total noise ﬁgure Ftot can
be expressed as
Ftot = 1 +

N

Fn − 1
n−1
k=0 Gk
n=1

G0 = 1

(1)

where Gn is the power gain of the nth stage. Both F and G are expressed as ratios.
As the noise ﬁgures are not known for all components (either only speciﬁed within
a range or reasonable estimates), a best/worst case has been computed as shown in
table 1. The quoted noise ﬁgure for all electrical components (antenna, cable etc.) is
assembled from data sheets for either actual parts or similar models. The noise ﬁgures
for the digital components (ﬁlter and requantization) are reasonable estimates. Based
on the computation the expected signal-to-noise ratio degradation will fall between 0
and 2.5 dB. This degradation is an estimate of the additional noise caused by using
a replay system instead of connecting the receiver directly to the antenna. For this
to asymptotically approach 0 dB the recording/playback quantization should have high
dynamic range compared to the receiver, and the antenna gain should be high.
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Table 1: Noise ﬁgures, components

Component

4.5

Noise ﬁgure

Gain

best/worst (dB)

best/worst (dB)

Antenna

2.5

27.0

Cable

3.36/5.58

−3.36/ − 5.58

Ampliﬁer

1.55/1.90

20.0

Front-end

2.35/4.67

35.2/29.0

Digital ﬁlter

0.0

0.0

Requantization

0.1/1.0

3.0/0.0

DAC

20/40

10/0

Low pass ﬁlter

0.3/2.0

−0.3/ − 2.0

Mixer

8.0/9.0

20.0/10.0

Band pass ﬁlter

0.5/5.0

−0.5/ − 5.0

Attenuator

50/70

−50/ − 70

Clock Frequency and Phase Noise Considerations

There are two clock-related issues to consider when designing GNSS hardware; frequency
error and jitter. The frequency error issue for this design is best explained with an
example, where the receiver under test has a front-end similar to ﬁgure 1. The front-end
used for this experiment has a PLL (phase-locked loop) that multiplies the sampling
frequency by a factor of 96 to generate the LO (Local Oscillator, a sinusoid used to mix
the RF signal down to IF).
Further, the TCXO (temperature compensated crystal oscillator) has a maximum
error of 1 ppm (16 Hz). The PLL will multiply this frequency error by a factor of 96,
yielding a maximum frequency error at L1 of about 1.6 kHz. Provided the search space
has been limited to the maximum Doppler of received signals (on the order of 4 kHz)
plus this maximum frequency error, a total search space of ±6 kHz is required to acquire
all signals. The sum of the frequency error at L1 due to the recording front-end (in
ﬁgure 1) and the replay instrument (left part of ﬁgure 2) must be small with regards to
1.6 kHz, so as not to push the resulting carrier frequencies outside of the ±6 kHz band.
Use of a rubidium/cesium or OCXO (oven controlled crystal oscillator) is recommended

124

Paper C

to mitigate this eﬀect.
Jitter, and its frequency domain equivalent phase noise, is a stochastic process such
that a sinusoid (or a sampling clock) has a random frequency variation over time. In the
case of the ADC in ﬁgure 1, the diﬀerence between successive sampling instances will not
be constant. Also, the LO signal will have a similar eﬀect on the mixer and thus aﬀect the
IF signal. In our complete system, the received signal is ﬁrst mixed down and sampled
(recording front-end), converted to analog and mixed up (replayer), and ﬁnally mixed
down and sampled (receiver under test). However, Nadig and Raghipathy [10] showed
that the LO phase noise dominates over the sampling clock jitter, and also that the SNR
degradation is small for reasonable jitter RMS values. Based on their conclusions, we
have no reason to believe that the phase noise of the replay system, given an oscillator
with frequency drift and phase noise characteristics consistent with that used in survey
grade GPS receivers, will impact the C/N0 more than 1 dB based on conducted testing.

4.6

Interference

As mentioned previously, the low number of bits (4) in the recording system precludes its
use in environments with high levels of interference. In general however, a replay system
can be a valuable instrument when evaluating the impact of interference.
Note that in the system described in this paper, the signal power at the input of the
ADC of the ﬁrst stage (recording) will be constant over time. This means that the AGC
of the second stage (playback) and third stage (receiver under test) will also be constant.
This behavior may not be desired; rather the AGC of the receiver under test may be of
interest.
Let us consider a recording system capable of storing an accurate IF replica of the
frequency band of interest when interference is present. The system should ideally not
have an AGC but rather a manual control of the gain. The gain should be set such that
the ADC uses all bits when the maximum level of interference is present. Further, it
should have a dynamic resolution such that a suﬃcient number of bits are used when the
interference is not present.
Similarly, the playback system should also not have an AGC and use as many bits as
the recording system. This will provide the receiver under test with the most realistic signal possible. This scheme may be diﬃcult to implement since the maximum interference
level can be hard to quantify.
To get around this, GNSS signals could be recorded in an ambient environment where
no interference is present using a low dynamic resolution. Then, digital interference
signals can be added to the data set, and the playback system suggested above can be
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Average C/N0 (±1σ) and code
lock for all prns, live dataset
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Figure 3: Code lock and average C/N0 , live data

calibrated to allow for realistic reproduction of arbitrary interference.

5

Performance Validation

In order to validate the performance of the replay system, a 30 minute dataset was
recorded using the setup in ﬁgure 1. Several key messages from a high sensitivity receiver
were recorded simultaneously as the IF data were continuously stored to disk. After
ﬁltering and requantization, the IF data were played back into the same receiver used
during the recording and the performance was evaluated.

5.1

Live Performance

Figure 3 shows the code lock (the bar is grey at a time when the receiver maintains
lock) and average C/N0 for the live data set. PRN (pseudo random noise) in the context
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Live position solution
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Figure 4: Position, live data

of GNSS deﬁnes a speciﬁc code1 that is transmitted from the satellite. For GPS, each
satellite has a unique code and they are numbered from 1 to 32 (x-axis). SBAS (space
based augmentation systems) such as WAAS (wide area augmentation system) use higher
numbers. PRN 122 and PRN 135 are codes transmitted from two WAAS satellites visible
during the experiment. As the received SNR could be considered static for shorter static
data sets, the mean (center of the black circle) and standard deviation (error bars) of the
C/N0 have been computed.
As the receiver had ample time to achieve code lock and the signals were suﬃciently
strong, there are no signiﬁcant outages in this data set. The highest C/N0 level is slightly
above 51 dBHz, which is expected.
The position solution during the live recording is shown in ﬁgure 4 and the clock
performance is shown in ﬁgure 5. The variation of the position solution is within expected
limits for a narrow band consumer-grade receiver using WAAS with a full sky view, and
also consistent with the accuracy reported by the manufacturer.
1

A speciﬁc PRN number may also deﬁne a speciﬁc satellite, the terms are sometimes used interchangeably but the meaning is generally clear from the context.
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Live clock solution parameters

−5
−500
−2000

Frequency Time
Accuracy Accuracy
(ns/s)
(ns)

Drift
(ns/s)

Bias
(ms)

5

9
5
1
0.9
0.5
0.1
227000

227400
227800
GPS time of week

228200

Live data
Figure 5: Clock, live data

Regarding the clock performance (shown in ﬁgure 5), ﬁrst let us clarify certain key
parameters. Clock bias is the receiver’s estimate of the diﬀerence between the receiver
local time (derived from the local oscillator) and the time obtained from the position
solution. It is common in GNSS receiver design to let this bias increase until it reaches
a certain threshold and then reset it. Clock drift is the derivative of the clock bias, and
is related to the frequency error in the receiver. The receiver used in this experiment
further provides estimates of time and frequency accuracy.
It is evident that the receiver tested here internally allows the clock bias to drift
within certain limits as shown in the topmost subplot. Further, the oscillator frequency
oﬀset (shown in the second subplot from the top) is fairly steady at about −2 ppm, which
is well within the bounds of a standard TCXO.

5.2

Digital Filtering and Requantization

Figure 6 shows the power spectral density of both the recorded 4 bit data set and the
ﬁltered, requantized 8 bit data set used for playback. Please note that the ﬁltered spectrum, with higher dynamic range and thus higher spectral density, is oﬀset −15 dB for
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Recorded and filtered IF data
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Figure 6: Spectrum of original and ﬁltered signal, the ﬁltered signal oﬀset slightly to simplify
comparison

convenient comparison with the original spectrum.

5.3

Replay Performance

In order to study the impact of playback resolution and clock drift, the recorded 30 minute
data set was played back using three diﬀerent conﬁgurations. Table 2 shows the live and
3 diﬀerent replayed data sets and their respective conﬁgurations. During the recording
of the data set, the front-end was synchronized to a rubidium frequency standard to
minimize clock drift. The same oscillator was used as a reference during the replay of
the second and fourth replay experiments, but for the third set, the built in TCXO in
the arbitrary waveform generator was used. As the replay system will incorporate drifts
and biases from two additional clocks (one in the sampling front-end and a second in the
replayer), thus total clock bias and drift will accumulate and appear in the receiver clock
solution. It is advisable to use a high quality frequency reference in the recording and
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Table 2: Data set conﬁgurations

#

type

resolution Reference Oscillator

1

live

-

2

replayed 8 bits

Rubidium

4

replayed 8 bits

TCXO

3

replayed 1 bit

Rubidium

-

replay systems to minimize this eﬀect.

Average C/N0 (±1σ) and code lock for all prns,live
and replayed (8bit and 1bit, rubidium and 8bit TCXO) dataset
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Figure 7: Code lock and average C/N0 , all data sets

Figure 7 shows the code lock and average C/N0 for all four data sets (left to right bar
for each PRN) as speciﬁed in table 2. No PRNs were assigned to speciﬁc channels for any
of the data sets, as evident from the plot (the live dataset locks on to PRN 122, while the

130

Paper C

Live and replayed position solutions
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Figure 8: Position, all data sets

replayed data sets all lock on PRN 18). Further, the loss of lock of PRN 12 for all three
replayed sets towards the end (the gray bars turn white, slightly before 1600 seconds) is
most likely due to a low signal-to-noise ratio.
The position solution of all four data sets is shown in ﬁgure 8. All data sets are very
similar, and the diﬀerence is mainly between the live and the replayed data sets (especially
for the vertical position). However, it is a reasonable assumption that the majority of
the diﬀerence can be attributed to: A. the geometry of the satellite signals (the receiver
under test acquired satellites in a diﬀerent order/time during the test as a result of
its acquisition logic); and B. the approximate 4 dB diﬀerence in C/N0 . Little can be
done regarding the acquisition logic implemented within the receiver. The approximate
4 dB diﬀerence in C/N0 is a result of the added noise in the replay system as well as
quantization losses. Additional dynamic range (8+ bits) in the signal recording can help
negate this loss.
Table 3 shows the estimated standard deviation of the east, north, and up components
for the four data sets. It was estimated during a time span common to all four data sets.
The initial 10 seconds after the receiver reported valid position ﬁxes for all four data sets
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Table 3: Standard deviation of position

Direction

Live

8 bit Rub.

8 bit TCXO

1 bit Rub.

East

0.60

0.79

0.75

0.76

North

0.77

0.93

0.94

0.95

Up

1.58

2.45

2.28

2.37

was excised to mitigate the eﬀect of outliers on the statistical estimates.

Replayed clock solution parameters
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Figure 9: Clock, all data sets

As explained in section 4.5, the frequency error due to the recording front-end and
the replay system should be small compared to the frequency error due to the receiver
under test.
In ﬁgure 9, the expected eﬀect of reference frequency error is illustrated. Two of
the three replayed data sets use a rubidium frequency standard and hence have a drift
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that is very close to the live data set (−2000ns/s, or −2ppm). The replayed set using a
TCXO as a reference introduces an additional drift of 1500 ns/s. The two lower subplots
(stability estimates of the clock solution) show acceptable diﬀerences between the live
and replayed data sets.

6

Summary and Conclusions

A prototype system for a replayer of narrow band GNSS signals has been presented and
its performance has been evaluated with regard to position, clock accuracy, and C/N0 .
The described replay system provides a method by which IF data can be replayed
through any narrow band GNSS receiver. The data source can either be actual recorded
data (as tested in this paper) or simulated.
The concept may prove to be a very valuable tool in many areas of satellite navigation
research, oﬀering a complement to RF signal simulators. A simulator provides control of
the scenario and provides a reference position. However, while complex multipath can
be generated in high-end simulators, a realistic model would require a detailed map of
a certain area and ray-tracing techniques. The system outlined in this paper natively
provides this functionality.
Automotive and pedestrian use case testing in urban canyons (where high unpredictable levels of multipath are a problem) is just one example where replay systems can
help advance the understanding of GNSS receivers.
More exotic areas where the replay concept can aid research include, for example,
pre-correlation beam forming for antenna array research and interference mitigation algorithm development.
The implementation described and tested in this paper is limited both in bandwidth
and dynamic range (the restrictions follow directly from the speciﬁcations of the frontend, DAC and data bridge). However, the concept in general is not bound by those
constraints and can be extended given available hardware.
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Likelihood of Detection and Computational
Complexity of GPS Acquisition Algorithms
Staﬀan Backén

Abstract
A key parameter of GNSS receiver performance is the sensitivity, meaning how weak
signals the receiver can acquire and track. For acquisition, this is typically measured by
the minimum signal strength that can be detected with a certain probability.
In this paper, a novel method of computing the probability of detection is presented.
In contrast with prevailing techniques, it takes receiver parameters such as correlator
and doppler spacing into account when computing the probability distribution function.
The likelihood of data bit switches inside the correlation window is also considered in a
similar fashion.
The method is demonstrated both on a traditional correlator architecture, and on
two diﬀerent FFT based acquisition algorithms, coherent and non-coherent. Further,
the computational complexity of the diﬀerent algorithms is evaluated for a general computing platform. The combination of these two methods provide valuable insight into
the problem of minimizing power consumption while maximizing sensitivity for software
based GNSS receivers.
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Introduction

GNSS (Global Navigation Satellite Systems) have over the last decade established themselves as a fundamental infrastructure. Mass market receivers have utilized both the
increased processing power, enabled by technological advancements in micro electronics,
and modern digital signal processing techniques to achieve increased performance. A
fundamental parameter is the receiver sensitivity, meaning how weak signals a receiver
can acquire (detect) and track.
At present, the most utilized signal is the GPS C/A code, a CDMA (Code Division
Multiple Access) signal. While signiﬁcant research eﬀorts have been targeted at optimizing acquisition algorithms for this signal, the general detection problem has been
studied for much longer. A fundamental resource is written by [1], and since then many
articles have been written on the subject. In general, a signal plus noise is received.
When the power of the signal is low compared to the power of the noise, some method of
integration is required to increase the SNR (signal to noise ratio) to allow for a reliable
detection. Depending on the nature of the noise and the signal, this method may be fairly
complicated. When evaluating the performance of the detector, the PDFs (probability
distribution functions) of noise and noise+signal is a central resource. Unfortunately,
for more complicated detectors, the PDFs may not exist in closed form. Of particular
interest for GNSS acquisition is the non-coherent summation. Lowe treated this in a
general context [2], and Beaulieu proposed closed form approximations [3].
Software based GNSS receivers [4] are now common. One reason for this is a method
where the resource intensive correlation function is computed using the FFT algorithm [5].
Among other, Psiaki have investigated acquisition algorithms for software based GPS receivers [6]. Today, with modern processing elements, the desired sensitivity is usually
possible to achieve. However, hand held receivers have tightly constrained power budgets. As a consequence, the sensitivity per watt should be the unit of measurement for
acquisition algorithms.
This paper attempts to derive a metric that is reasonably close to this, while also
proposing novel methods regarding computing the sensitivity. For two common FFTbased acquisition algorithms, the number of operations on a hypothetical computing
engine is evaluated. It is believed that this measurement is reasonably proportional to
the desired estimate of power consumption. Also, several additional eﬀects are consid-
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ered when evaluating the probability density functions. Correlator and doppler spacing
is integrated into the PDFs, as well as the likelihood of a data bit switch during the
integration period.
The paper is outlined as follows. First, the signal model is presented together with
several realistic estimates. Second, a straight forward serial search algorithm is shown to
exemplify the methods used to arrive at the accurate PDFs. This section is followed by
a detailed description of a coherent FFT-based acquisition algorithm. A non-coherent
version is presented next. Finally, the paper is concluded.

2

Signal Model

In this section, the structure of the civilian GPS C/A-code signal will be described.
Physical eﬀects, such as clock frequency oﬀsets, will be discussed with the intent of
presenting a concise model of the received signal. The C/A code signal as transmitted
from an individual satellites at time tt can be described as
st (tt ) = At cos (2πf0 tt ) msv (fm tt )

(1)

where At is the amplitude and the function
msv() represent the BPSK modulation, f0 =

1575.42 MHz and fm = 1.023 MHz ffm0 = 1540 . The function msv (n) contains both a
pseudo-noise sequence and data bits from satellite sv as

 n!
mod L
(2)
msv (n) = P Nsv [n mod 1023] DBsv
20
where P Nsv represent a 1023 element long repeating pseudo- noise vector unique for
every satellite sv. The "" notation means the ﬂoor() function. P Nsv ∈ [−1, 1], and
it is further designed to minimize cross correlation with the signals transmitted from
other satellites. Finally, the function DBsv () describes the data bits transmitted, where
DBsv ∈ [−1, 1] is a 12.5 minutes long sequence (L = 37500) containing time stamps,
orbital parameters et cetera. These change over time and thus new versions of DBsv are
periodically uploaded from the GPS control stations. It should be noted that although
the satellite time tt is derived from an onboard high quality atomic clock, it is obviously
not perfect. While it does drift slightly over time, the ratio of carrier cycles over code
chips (one "bit" of the pseudo noise code) remains at 1540 and as such the carrier, code
and data bits remain synchronized. The transmitted signal has a null to null main lobe
bandwidth of 2.046 MHz due to the modulation rate.
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After 60–80 ms the transmitted signal will impinge on the antenna of the receiver.
After ampliﬁcation, ﬁltering, mixing and quantization in the front-end, a digital replica
of the signal is input to the baseband processor. In this paper, we will assume a front-end
with the following properties:
1. Ideal ﬁlter with a passband of 2.046 MHz
2. A nominal sampling rate fs0 of 2.048 MHz
3. I/Q (complex) sampling
4. An ADC with inﬁnite resolution
5. A local oscillator with a maximum error of 2 ppm
6. No in-band RF interference and negligible C/A code cross/auto-correlation
The sampling rate, ﬁlter bandwidth and I/Q sampling are chosen for several reasons.
First, the main lobe of the signal (2.046 MHz) contains the majority (around 90%) of
the signal power. While a larger bandwidth is desirable for tracking (due to better capability of mitigating multipath [7]), it requires processing more samples while only being
marginally beneﬁcial with regards to detection capability. Secondly, rapid acquisition
algorithms is based on the FFT in some form, and as such beneﬁt from a data length
that is a power of two1 . The C/A code length is 1 ms, corresponding to 2048 = 211
samples. The FFT algorithms also favor complex sampling.
Assumption 4 is not realistic, although given that the loss in SNR for CDMA applications when using a 4-bit ADC is only a fraction of a dB [8], it is a reasonable
simpliﬁcation. The oscillator parameters are typical for a high quality TCXO. Finally,
RF interference and C/A code cross-correlation is ignored for the sake of simplicity. The
received signal we will consider in this paper is
s[n] = A (tn ) cos (2πfcarr (tn ) tn + φ) m (fcode (tn ) tn + τ ) + ω (tn )

(3)

where n is the sample index, A is the amplitude and tn is the time corresponding to
sample n. The carrier (cosine term) depends on the carrier frequency fcarr (tn ), tn and
phase φ. The code m() depends on the code frequency fcode (tn ), tn and code phase τ .
1

The complexity of the FFT algorithm is O(N logN ), even for large prime N , but FFT implementations are generally better optimized for lengths that are a power of two.
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Finally, the noise ω is assumed to be white and gaussian. The time tn is related to the
sample number n as
"

tn

n=
0

fs (tn )

(4)

where fs (tn ) is the sampling frequency at time tn .
The carrier frequency fcarr is nominally 0, although it depends on satellite range rate
of change fcarr,doppler,satellite and fcarr,doppler,user and local clock frequency error fcarr,clock
as
fcarr = fcarr,clock + fcarr,doppler,user + fcarr,doppler,satellite

(5)

The diﬀerent frequency errors are bounded assuming a user on earth, a maximum user
velocity of 50 m/s and an oscillator accurate to within 2 ppm (assumption 5). This gives
−4 kHz < fcarr,doppler,satellite < +4 kHz
−300 Hz < fcarr,doppler,user < +300 Hz
−3.2 kHz < fcarr,clock < +3.2 kHz
−8 kHz < fcarr < +8 kHz
The bounds on fcarr will be used consistently throughout this paper.

3

Serial Search

The purpose of acquisition is to detect a signal that may be present, and also estimate
the code phase (τ ) and carrier frequency (fcarr ). As the signal power at the antenna
(around −130 dBm in open sky conditions) is signiﬁcantly below the noise ﬂoor (typically
−111 dBm for a 2 MHz bandwidth [9]), the signal is summed over an integration time Tc
to increase the SNR. This is coupled with mixing to baseband (as the carrier frequency
is unknown) and correlation with a replica of the pseudonoise vector P Nsv . The serial
search algorithm consists of evaluating




c fs0

 n̂+T

fˆcarr
fcode0 n 
−i2π f
n
s0
(6)
s[n]e
P Nsv
c n̂, fˆcarr = 

f s0

 n=n̂
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where c is the correlation result, s is the data from the front-end, the exponential term
mixes the signal to baseband, and P Nsv is the pseudonoise vector. n̂ is the codephase
expressed as samples and fˆcarr is the candidate carrier frequency. Similar to the nominal
sampling frequency fs0 , fcode0 is the nominal code frequency 1.023 MHz. The correlation
result c is thus a two dimensional array evaluated over Nn Nf values where Nn is the number of code phases and Nf is the number of frequencies. It should be stressed that this
algorithm is very ineﬃcient and not recommended for software implementations, rather
it is used as an example around which key points are discussed. In the next section, an
improved algorithm is presented.
Let us consider a Tc of 1 ms (typically suﬃcient for open sky scenarios) and Nn = 2048
(every sample) and Nf = 25 (Δfcarr = 3T2 c ). Now, we can compute the probability of
detecting a signal with a certain signal power and ﬁnally relate this to the computational
complexity of the serial search algorithm. Following "Understanding GPS" [10] and assuming that the standard deviation σs of the noise ω is 1, the post-correlation probability
distribution is
⎧

 2


⎨xe− x2 +C/N0 Tc I x2C/N T , x ≥ 0
0
0 c
(7)
p (x|C/N0 Tc ) =
⎩0,
x<0
where x is the amplitude and C/N0 (carrier to noise ratio) is a bandwidth independent
expression of SNR. I0 is the modiﬁed Bessel function of the ﬁrst kind and zero order.
When C/N0 = 0 (no signal present), equation 7 reduces to the Rayleigh distribution.
Figure 1 shows an illustration of the noise and signal+noise distributions. A threshold
Vt is chosen such that the probability of false alarm (Pf a , the integral of p(x|0) from Vt
to ∞) is suﬃciently small. For a given C/N0 (in this case 38 dBHz), the integral of
p(x|C/N0 ) from 0 to Vt represents the likelihood of a missed detection Pmd . It should be
noted that Pf a only denotes the single trial probability. When the search space Nn Nf
grows, so does the risk that the algorithm will erroneously detect a false peak. The
likelihood of a false peak Pf a|M̆ given M̆ independent and identically distributed trials is
Pf a|M̆ = 1 − (1 − Pf a )M̆

(8)

There are also two additional eﬀects that are not considered thus far. Equation
7 assumes that the pseudonoise replica will match up perfectly with the signal s[n].
However, the replica may be slightly oﬀset both in codephase and in frequency. The
correlation peak is a triangle as a function of codephase oﬀset, and a sinc as a function
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Probability of detection, C/N =38dBHz, T =1ms
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Figure 1: Illustration of Pf a and Pmd

of doppler oﬀset. For the values given in the example, a correlator spacing of 1 sample ≈
0.5 chip, the acquisition process are only guaranteed 75% of the signal power. With the
quoted doppler spacing of Δfcarr = 3T2 c , the worst case is that the remaining signal power

is reduced to sinc 13 ≈ 83% of that. This means that equation 7 is not fully applicable
to the process, and also that the diﬀerent trials are not fully independent (M̆ is smaller
than the number of actual trials M ).
The assumption
M
3M
M
≤ M̆ ≤
⇒ M̆ ≈
4
2
8

(9)

is believed to be a reasonable approximation and not investigated further. The issues
regarding the code phase and frequency spacing can be solved by considering them as
additional stochastic variables and computing an accurate (however discrete approxima-
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tion) Äof the probability distribution function. It will be
⎧
 2



⎨ 1 &NK −1 e− x2 +K[i] I x2K[i] , x ≥ 0
0
p̆ (x|K) = NK i=0
⎩0,
x<0

(10)

where K is a vector (with NK elements) composed of
K = (KΔτ ⊗ KΔf ) C/N0 Tc

(11)

The symbol ⊗ denotes the Kronecker tensor product of the two vectors
3fcode0
... 1
2fs0


Tc
= sinc 0 ... Δfcarr
2

KΔτ =
KΔfcarr

(12)
(13)

√
with KN elements each. The "..." notation means linearly distributed between the two
edge cases. This technique will be expanded later to resolve additional issues.
Returning to the determination of Pf a|M̆ and Pmd . If we set Pf a|M̆ = 0.01 (meaning
that our acquisition process will report a false peak 1% of the time), and Pmd = 0.5, the
minimum C/N0 that is detectable half the time can be found. As equation 10 is not a
closed form expression, we resort to numerical methods. The PDF is evaluated over a
ﬁne grid, K is taken into account according to the stated formula, and the value of C/N0
that gives the correct Vt is searched for using iterative methods. This means that an
alternative approach to equation 11, the convolution between the analytic expressions of
the PDF of the variables in equation 12 and 13, is worthwhile. In order to reduce the
computational expense of the simulation, K may need to be sorted and downsampled to
a reasonable size.
For our example, this gives
M = Nn Nf = 51200
M̆ =

(14)

3M
= 19200
8
1

Pmd|M̆ = 1 − (1 − Pmd ) M̆ ≈ 5 · 10−7
'


Vt = −2 log Pmd|M̆ ≈ 5.38
C/N0 ≈ 42.3 dBHz

(15)
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The value of C/N0 derived like this is referred to as the minimum detectable C/N0 (as it
is the lowest powered signal that fulﬁlls a Pmd of 0.5), although lower power signals may
obviously also be detected.

line

code

comment

1
2
3
4
5
6
7
8
9
10
11
12
13
14

x = fcode0 /fs0
for i1 = 1 ... Nf
y = −i2π/fs0 (i1 − (Nf + 1)/2)Δfcarr
for i2 = 1 ... N n
z=0
for i3 = 1 ... N n
n = i2 + i3 − 1
z = z + s[n]exp(yn)P N (xn)
end
if abs(z) > Vt
break
end
end
end

Compute chips/samples ratio
Code phase oﬀset
Frequency step between samples
Frequency oﬀset
Set correlation sum to 0
Summation loop
index
Correlation sum
Check for peak
Exit program

Table 1: Pseudo code of the serial search algorithm

line

additions

multiplications

comparisons

indexing

6
7
8
9

1
2
1c
0

0
0
5c
0

1
0
0
0

0
0
3
0

Table 2: Number of operations of the innermost loop of the serial search algorithm

A translation of equation 6 to pseudocode is shown in table 1. A closer inspection of
the program reveals that the innermost loop (line 6 through 9) will require the number
and type of operations (please note that operations on complex numbers are suﬃxed with
a c) as shown in table 2.
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These lines constitutes the absolute majority of the computational expense, so the
other lines in the algorithms can be ignored. For a given hardware platform, the algorithm
can be implemented and evaluated with regards to the parameter of interest (for example
processing time or power consumption). However, in order to provide a metric of the total
computational expense for a general computing platform, the following assumptions have
been made. Integer and ﬂoating point additions/multiplications both use 1 operation
(op). Real addition and multiplication require 1 op. Complex addition use 2 ops and
complex multiplication use 6 ops. A comparison need 1 op. Regarding the indexing, s[n]
is assumed to require 1 op. The mod function is used in both exp and P N , and it is
implemented as
a mod b = a − b ﬂoor

a
b

(16)

Thus the mod function requires 4 ops. For the P N function, this is followed by 1 additional op (the indexing). The exp function is split into sin and cos parts and requires
an additional 3 ops (indexing, addition plus indexing). The total number of ops for the
innermost loop is then (summarized by column) 4 + 30 + 1 + (1 + 7 + 5) = 48. This loop
will, for the worst case where the peak is not found, be executed Nf Nn2 times, for our
example requiring around 5 Gops.
The method proposed above can be used to evaluate any acquisition algorithm, and
diﬀerent settings of the parameters can be tested (in this case Tc and Δfcarr ). For a
Δfcarr of 1 kHz instead of 23 kHz, the minimum detectable C/N0 is only marginally larger
(42.5 dBHz instead of 42.3 dBHz) while requiring only 3.4 Gops. If Tc is increased to 2 ms,
an additional eﬀect comes into play. In the worst case, a data bit switch will occur at
the start of the 2nd code period, reducing the signal energy of the integration period to
0. Similar to how the code phase oﬀset and carrier oﬀset was treated, the data bit switch
can be treated as a stochastic variable. The data bits are 20 code periods, and the sign
1
could be either the same or diﬀerent as the previous data bit. It has a likelihood of 40
of being 0 and 1 elsewhere. This can be accounted for by extending equation 11 with an
additional vector representing this loss.
For Tc = 2 ms and Δfcarr = 3T2 c , this gives a minimum detectable C/N0 of 39.8 dBHz.
The corresponding operation count is 39 Gops.
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4

Coherent FFT Acquisition

The serial search algorithm presented in the previous section have been used in real receivers (however more advanced detectors are usually implemented). Following the paper
of vanNee [5] and the advent of software receivers, FFT based acquisition algorithms became a viable option. The principle is fairly straight forward. Similar to how convolution
in the time domain equal multiplication in the frequency domain, correlation in the time
domain equal multiplication in the frequency domain with a complex conjugate on one
of the vectors. This section focus on the performance and complexity of a coherent FFT
based acquisition algorithm.
Similar to equation 6, the FFT acquisition algorithm is




FFT (pn)
(17)
cfcarr = IFFT FFT bfˆcarr
where denotes elementwise multiplication and the overline complex conjugation. The
vectors bfˆcarr and pn are deﬁned as


bfˆcarr [n] = s[n]e
pn[n] = P Nsv

ˆ

−j2π ffcarr n



s0



fcode0
n
f s0



n = 0 ... fs0 Tc − 1

(18)

Table 3 shows equation 17 translated to pseudo code. Regarding the computational
complexity of the FFT algorithm, several papers have been published. Of particular
interest here is the ﬂop (ﬂoating point operations) count where recent results [11], and
also [12], suggest for example that a 2048 elements complex FFT can be computed using
75688 ﬂops. As an approximation, 1 ﬂop will be assumed to equal 1 op. Also, it will be
assumed that the IFFT can be computed with the same number of ops (only slightly
optimistic). The total op count of the algorithm for each line is also shown in the table.
The total sum is
Nops = Nf f t + Nf (16 + 10Nn + 2Nf f t )

(19)

such that when fs0 = 2.048 MHz, Tc = 1 ms, Δfcarr = 3T2 c (Nf = 25, Nn = 2048, Nf f t =
75668) evaluates to around 4.4 Mops, a signiﬁcant reduction over the serial search implementation.
The detection performance of the FFT-based acquisition routine is however not as
good as the serial search implementation. This is due to that a data bit shift could
occur anywhere in the data vector s[n]. With the serial search, twice as much data as
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line

code

ops

comment

1
2
3
4

v1 = conj (F F T (pn))
for i1 = 1 ... Nf
N +1
x = −i2π/fs0 (i1 − f2 )Δfcarr
v2 = exp (y · [0 ... Nn − 1])

Nf f t
2Nf
8Nf
8Nf Nn

5
6
7
8
9
10
11
12
13

v3 = F F T (v2 )
v4 = v3 v1
v5 = IF F T (v4 )
for i3 = 0 ... Nn − 1
if v5 [i3 ] > Vt
break
end
end
end

Nf Nf f t
6Nf
Nf Nf f t
Nf Nn
Nf Nn

Complex conjugate of FFT of code
Frequency oﬀset
Frequency step between samples
Generate bfˆcarr
Compute FFT of data
Element wise multiplication
IFFT of the result
Loop over n
Exit program

Table 3: Pseudo code of the coherent FFT based acquisition algorithm

the integration period is used, while the latter algorithm computes a circular correlation using only one integration period of data. This eﬀect can be modeled similar to
how the likelihood of a data bit switch for the 2 ms integration period was taken into
account. It is a 1 in 40 risk that a data bit switch occurs in 1 ms of data, and should this
occur the signal power factor is linearly distributed between 0 and 1. For our example
Tc = 1 ms (Nn = 2048) and Nf = 25, this eﬀect is marginal and the minimum detectable
C/N0 is 42.3 dBHz. For longer integration periods, the eﬀect is more noticeable.

5

Non-coherent FFT Acquisition

In this section, an extension of the FFT based coherent acquisition algorithm is presented
to allow for non-coherent summations. This is expressed as
cNs ,fˆcarr =

N
s −1 






IFFT FFT bn,fˆcarr

2

FFT (pn) 

(20)

n=0

where Ns is the number of non-coherent summations and n is the data block index. The
squaring and summing was ﬁrst proposed by Marcum [1] (where it is referred to as the
square law detector). This algorithm ignores the phase information and as a consequence,

5. Non-coherent FFT Acquisition
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the search space M̆ remains constant.
Starting from equation 7, the probability distribution function of the noise when
implementing equation 20 can be found. The squaring is represented by the function
g(x) = x2 and this means that
 p(x|0)
1 1
= e− 2 x
p x2 |0 = 
g (x)
2

(21)

and the summation of 2 random variables belonging to this distribution can be found by
the convolution integral. For Ns ∈ [2, 4, 8, 16], the corresponding distribution functions
are
p2 (x2 |0) =

x (− x2 )
e
4

(22)

p4 (x2 |0) =

x3 (− x2 )
e
96

(23)

p8 (x2 |0) =

x
x7
e(− 2 )
1290240

(24)

x
x15
e (− 2 )
85699747381248000

(25)

p16 (x2 |0) =

(26)
where the subscript immediately following p denotes the number of non-coherent summations. This PDF can be integrated to ﬁnd the threshold Vt . For the case of noise+signal,
it is slightly more complicated. As equation 10 should be used, a discrete approximation
√
is required. Start by evaluating pNs as a function of x over a ﬁne grid. Divide the
√
result by x. pNs is now a discrete approximation as a function of x. The summation
of several random variables can then be found by convolving the two vectors using the
approach suggested by Requicha [13]. With this method the minimum detectable C/N0
can be found for given values of Nn , Nf , Ns .
Table 5 shows an implementation in pseudo code of equation 20. The total op count
is
Nop = Nf f t + Nn + Nf (11 + 13Nn + Ns (11 + 11Nn + 2Nf f t ))

(27)

While neither of the algorithms presented here can be said to be optimal, the latter
two lend themselves well to analysis while being reasonably fast. The minimum detectable

150
line
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

Paper D
code
v0 = conj (F F T (pn))
for i1 = 1 ... Nf
v1 = 0
N +1
x = −i2π/fs0 (i1 − f2 Δfcarr
v2 = exp (x · [0 ... Nn − 1])
for i2 = 0 ... Ns
v3 = s [Ns Nn + [0 ... Nn − 1]]
v4 = F F T (v3 )
v5 = v4 v0
v6 = IF F T (v5 )
v7 = real(v6 )
v8 = imag(v7 )
v1 = v1 + v7 v7 + v8 v8
end
for i3 = 0 ... Nn
if v1 [i3 ] > Vt
break
end
end
end

v2

ops
Nf f t + N n
2Nf
Nf Nn
Nf 8
Nf 8Nn
Nf 2Ns
Nf Ns (1 + 7Nn )
Nf N s N f f t
Nf Ns 6
Nf Ns Nf f t
Nf N s
Nf Ns
Nf Ns (4Nn )
Nf 2Nn
Nf Nn 2
-

comment
Complex conjugate of FFT of code
Loop over frequency oﬀset
set result vector to zero
Frequency step between samples
Generate freq. vector
Loop over data blocks
data mixed to baseband
Convert to freq. domain
Multiplication in freq. domain
convert to time domain
Real part of correlation
Imaginary part of correlation
Add to result
Loop over samples
Check for peak
exit program

Table 4: Pseudo code of the non-coherent FFT based acquisition algorithm

C/N0 and required op count for the non-coherent algorithm have been computed for the
following values of Tc , Δfˆcarr and Ns ,
Tc ∈ [1, 2, 4, ... , 16] ms
)
(
2
3
4
,
,
Δfˆcarr ∈
3Tc 3Tc 3Tc
)
(
16
Ns ∈ 1, 2, 4, ...
1000Tc

(28)
(29)
(30)

When Ns = 1, the op count of the coherent FFT based acquisition routine 19 has been
used instead.
Figure 2 shows the operation count as a function of minimum detectable C/N0 . Values
from the same set of Tc and Nc have been connected with a line, while values with the
same Δfˆcarr share a common symbol. The number of non-coherent summations start at
1 (meaning a pure coherent algorithm) to the right and increase by a power of 2 for each
sample along the line to the left.
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Operation count as a function of minimum detectable C/N
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Figure 2: Minimum detectable C/N0 and operation count

6

Conclusion

In this paper a novel method for computing the probability of false alarm/missed detection for acquisition of GPS signals have been presented. It is based on accurate discrete
approximations of the probability density functions. While the discrete approximations
have clear disadvantages (iterative methods are required to solve for key parameters), it
does allow for taking additional parameters into account. As an example, the impact
of correlator and doppler spacing, as well as the likelihood of data bit switches, have
been considered. All three parameters have here been modeled as stochastic variables,
and this may or may not be a valid assumption. For example, a receiver with a good
estimate of time and a recent almanac, can predict the possible data bit switches. The
data shown here are thus only valid for blind acquisition where the receiver has no such
a priori information, although the methods presented are general and can be modiﬁed
for other applications.
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The second contribution of the paper consist of an analysis of the computational
complexity of diﬀerent acquisition algorithms. Focus is on software based receiver architectures, and sophisticated detectors such as the Tong or M of N detector [10] are not
considered.
It is shown that the FFT-based algorithms clearly outperforms the time domain correlation implementation with regards to the number of operations (this is not surprising).
To facilitate the analysis, a general computing platform has been assumed. Depending
on the intended hardware platform for an actual implementation, the results may be different. Unfortunately, modern pipelined processor architectures are diﬃcult to analyze
and we are thus forced to consider a more general computing engine.
Nevertheless, the simulations suggest that non-coherent summations with a short coherent integration interval should be preferred over longer coherent integration intervals,
at least in the evaluated region of 33 dBHz to 42 dBHz given the additional assumptions
discussed in previous sections.
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Antenna Array Calibration Using Live GNSS Signals
Staﬀan Backén and Dennis M. Akos

Abstract
An anechoic chamber free approach to GNSS antenna array gain and phase calibration is
proposed and evaluated for a stationary array. The constellation change of the satellites
was used to measure the variations in gain and phase over two twelve hour periods. The
results were compared to an array calibrated using traditional methods in an anechoic
chamber.
It is shown that the method agrees well with the traditional method. Care was taken
to make sure interference and multipath levels were low. The processing is performed
using acquisition and tracking loop software implemented in Matlab. The IF data is
recorded with a multi front end recording system.
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Introduction

Luleå University of Technology has been involved in the development of the software
radio approach to GNSS receivers for quite some time. Recently, work has been initiated
in utilizing the software radio approach in antenna array processing. The motivation for
research into array processing of GNSS is based on two powerful advantages compared
to single antenna systems. The capability to form nulls (to minimize the eﬀect of interference) and beams (to increase SNR and mitigate multipath), holds much promise and
much work has been directed towards it [1] [2]. Further, direction of arrival estimation
may provide coarse estimates regarding the orientation and attitude of the antenna [3].
Antenna array processing algorithms may be divided into two groups, non-blind and
blind. In the former case, careful calibration of the array is required and this information
must be available to the algorithms performing beamforming/nulling. In the blind case,
the algorithms require no knowledge about the array. In this paper a chamber free
approach to GNSS antenna array processing is proposed. By exploiting the geometrical
diversity of the line of sight vectors towards the satellites as they move across the sky,
gain and phase characteristics of the entire system can be obtained.
Previous work in live calibration has been carried out [4], although the exploitation of
the geometrical diversity of live signals has not, to our knowledge, been attempted with
the intent of antenna array calibration using live GPS signals.

2

Hardware Setup

The data recording setup consists of eight 2-bit front ends, performing down conversion
and sampling, and one USB2 data bridge connected to the host PC. As the sampling rate
of the front ends is 16.3676 MHz with two bits per frontend, the total required transfer
rate is around 31 MB/s . The maximum transfer rate of the data bridge is around
39 MB/s hence continuous transfer is possible. See ﬁgure 1 for a schematic description
of the system.
All eight front ends as well as the ADC (Analog to Digital Converter) are connected
to one common clock. In the front ends, this clock is scaled up to a LO (Local Oscillator)
sinusoid of around 1571.2 MHz, multiplied with the L1 signal at 1575.42 MH and bandpass
ﬁltered, creating a down mixed replica of the signal at an IF (Intermediate Frequency)
of 4.1304 MHz. As the scaling circuitry consists of a PLL (Phase Locked Loop) with a
stable phase bias, this means that the phase diﬀerence between the streams emanating
from diﬀerent front ends will be constant.
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Figure 1: Data collection system

2.1

Phase Consistency Measurement

In order to verify the phase consistency of the phase measurements, a GPS simulator was
connected to two of the front ends via a splitter according to ﬁgure 2. The output power
was set to correspond to 50 dbHz.

Simulator
Splitter
1 to 2

DC-block

Front End 8

DC-block

Front End 4

Figure 2: Phase consistency test setup

The phase diﬀerence between front end 4 and 8 was found by tracking channel 8 and
process channel 4 using identical settings. For each repetition, 10 seconds of IF data were
recorded and tracked. The last 9 seconds were coherently summed after compensating
for the databits, and ϕ(p) is computed as the angle between the inphase and the quadrature component for channel p. Further, to evaluate the eﬀects of diﬀerent cable lengths
between the splitter and the front ends, the signal cable was switched for set 2 and set
4 to 8. Between data sets 4 throughout 8 the system was powered down to evaluate
whether there were any random phase bias.
As evident in table 1, the phase bias appears to be constant with a precision of a few
degrees. The only outlier is data set 1, but a reasonable assumption may be that it is due
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Data set

Flipped

ϕ(8)

ϕ(4)

1
2
3
4
5
6
7
8

no
yes
no
yes
yes
yes
yes
yes

89.99◦
90.00◦
89.99◦
90.00◦
90.01◦
89.99◦
89.99◦
89.99◦

−121.90◦
−108.35◦
−114.31◦
−114.35◦
−112.55◦
−109.72◦
−110.57◦
−108.56◦

Table 1: Phase Consistency test results

to heating eﬀects. Thus, it appears reasonable to assume that the front ends introduce
no more than a constant phase bias in interference free environments. Previous work by
the authors [5] supports this claim.

3

Array Calibration

Non-blind array processing of GNSS signals requires careful calibration of the antenna and
front end characteristics. Traditionally, this have been done in anechoic RF chambers,
where gain and phase measurements can be obtained. Here we propose a solution where
the geometric diversity of the line of sight vectors towards the satellites are utilized to
achieve good spatial coverage. The phase behavior of the live measurements is compared
to chamber measurements performed at FOI (Swedish Defense Research Agency).

3.1

Chamber Measurements

FOI has researched GNSS antenna array systems and have developed a four element
antenna using patch antennas. This antenna has been calibrated in a big RF chamber
at FOI, Linköping. See [6] for further details regarding the calibration.
Far ﬁeld measurements of the gain and phase have been recorded at diﬀerent frequencies and at diﬀerent angles (elevation angle θ ∈ [0..π] and azimuth angle φ ∈ [−π..π])
describing the rotation of the antenna relative to the transmitting antenna.
Figure 3 shows the interpolated gain measurements plotted as a half sphere viewed
from above. It have been rotated to align with the local coordinate system used when
calibrating the antenna using live data in the following section. The relative diﬀerence
in gain with respect to element 1 can be seen in ﬁgure 4.
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Figure 3: Normalized gain measurements

3.2

Figure 4: Gain measurements, diﬀerence

Live Data Measurements

As the GPS satellites are distributed across the sky to provide high geometric diversity
and also revolve around the earth with a period of approximately 12 hours painting
unique and repeatable ground tracks, they oﬀer an alternative/complementary method
of calibration. Instead of rotating the antenna in a known fashion with a ﬁxed single
transmitter, several signal sources rotate around the antenna in very precise patterns.
This is the general idea of the live data calibration procedure.
In ﬁgure 5, the sky plot of the satellites plotted over a twelve hour period is shown. As
evident, the high latitude of Luleå (65o North), unfortunately means that there is a fairly
large hole where there are no satellites. However, this is an eﬀect of the constellation
parameters, and no location has full coverage. Nevertheless, in order to mitigate the
eﬀect of this hole slightly, two data sets have been recorded, where the array have been
rotated 90◦ degrees between them. This gives the sky plot as shown in ﬁgure 6.
As the antennas required more power than the ASIC based front ends could supply,
the four antenna elements had to be connected to the front ends using Bias-Tees. During
12 hours, a ﬁve second data set was recorded and processed every three minutes using
Matlab based software GPS processing. The array was rotated 90◦ , and the process was
repeated for an additional 14 hours as shown in table 2.
Data set

Start

Stop

Duration

1
2

20060713 16:46
20060714 10:42

20060714 04:58
20060715 00:43

12:11
14:00

Table 2: Date and times of data collection
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Figure 5: Sky plot over 12 hours

Figure 6: Sky plot over 24 hours, 90o rotation
after 12 hours

Using the tracking algorithms outlined in [5], the data were processed between every
recording.
In ﬁgure 7, the C/N0 is plotted for all found and tracked satellites where the databits
are valid and whose C/N0 are above 35 dBHz. As expected, this ﬁgure shows a great
deal of variation, mainly contributed to the diﬀerent power levels and distances to the
satellites. However, in ﬁgure 8 the diﬀerence in C/N0 between element p and element 1 is
plotted. The rather high variation of the C/N o is believed to be an eﬀect of the accuracy
of the C/N0 estimation process, mutual coupling and antenna element reception pattern.
To a lesser extent, multipath inﬂuences this measurement as well. The data correlate,
although not very strongly, with ﬁgure 4. In ﬁgure 9, the phase diﬀerences between the
elements with respect to element 1 are plotted.
In ﬁgure 10, the gain and phase measurements for prn 5 are plotted versus time for
both sets. As expected, the C/N o starts low when the satellite ﬁrst come into view,
gradually increase until it reaches the highest elevation and ﬁnally decreases in a similar
fashion. Regarding the phase measurements, element one is always 0◦ (as that is the
tracked channel) whereas for the other elements it changes quite a bit during the time a
satellite is in view. The elevation/azimuth during the passes in data set 1 and data set 2
were virtually identical. However, as the array has been rotated 90◦ for set 2, the phase
measurements are very diﬀerent between the two sets.

163

3. Array Calibration

Figure 8: C/N0 relative to element 1, live
data

Gain (dBHz)

Element: 1

Element: 2

50

120

50

270

45

60

45

210

40

0

40

150

35

−60

35

90

30

−120

30

00

04

08

12/00

04

08

12

30

00

Gain (dBHz)

04

08

12/00

04

08

Phase (degrees)

Figure 7: C/N0 for all elements, live data
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3.3

Figure 10: C/N0 and Phase for prn 5, live
data

Phase Center Estimation

Based on the inphase and quadrature component of each sample (in turn computed as
a 5 second coherent summation of the prompt power after tracking), we can express the
normalized complex sample as
(p)

(p)

cI [n] + cQ [n]

s(p) [n] = 

(p)
cI [n] + cQ [n](p) 

(1)

where cI is the inphase and cQ the quadrature component of the coherent summation for
channel p.
Also, for each sample we can compute the unit vector pointing towards the satellite
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as

⎡

⎤
sin(φ[n])
⎢
⎥
u[n] = ⎣cos(φ[n]) cos(θ[n])⎦
cos(φ[n]) sin(θ[n])

(2)

where φ is the elevation and θ the azimuth angle in our local ENU coordinate system.
Now, we can compute the estimated phase diﬀerence for a virtual element positioned
at [δE, δN, δU, δB] (geometrical oﬀset in the East, North and Up directions and also an
ambiguous but constant phase shift bias δB), for each sample n and element p as

⎤
⎡

δE (p) 

⎥

⎢
(3)
ϕ(p) [n] = d0 u[n] − ⎣δN (p) ⎦ − d0 + δB (p)


(p) 

δU
ω (p) [n] = e(i2πϕ

(p) [n]

)

(4)

where d0 is the distance to the satellite in wavelengths, ϕ the phase diﬀerence (expressed
in wavelengths) and ω the complex form of the phase shift.
In order to ﬁnd the best estimates of the position of the electrical phase center we
have to map the phase shift based on speciﬁc [δE, δN, δU, δB] to the real measurements.
We choose a least square approach in the complex domain as
s(p) [n]
ω (p) [n]

N −1 

2
(p)


1
arctan (ψ [n]) 
= 

(p)
N
(ψ [n]) 

ψ (p) [n] =

χ(p)

(5)

(6)

n=0

where χ(p) is the error to be minimized.
Thus, we have a non linear minimization problem of four unknowns, where we have
chosen to resort to a combination of grid searching and iterative techniques. First, the
error function is computed over a four dimensional grid (ΔE, ΔN, ΔU, ΔB), where the
geometrical parameters were varied between −1 and 1, and the bias estimate between 0
and 1, all with a step size of 0.05 wavelengths (corresponding to 18◦ ). Using the indexes
of the minimum value found using this approach, the estimate was then further reﬁned
using the Matlab function fminsearch that is an implementation of the Nelder-Mead
Simplex method.
Table 3 shows the parameters that minimizes the error function χ(p) for each antenna
p and data set, and ﬁgure 11 shows a 2D grid over ΔE and ΔN using the estimated
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p=4

p=3

p=2

p=1

parameters for the combined data set. Ideally, the estimated parameters should be
constant for a speciﬁc antenna element over the three sets, and as shown this is almost
the case, with the exception of the parameter ΔU that varies quite a bit between the
diﬀerent sets. The reason for this is likely the vertical dilution of precision (the majority
of the measurements are from low elevation satellites, thus the impact of the vertical
oﬀset is low compared to the horizontal).

set
set
set
set
set
set
set
set
set
set
set
set

1
2
1+2
1
2
1+2
1
2
1+2
1
2
1+2

ΔE
0.00
0.00
0.00
−0.44
−0.39
−0.42
−0.25
−0.20
−0.23
−0.68
−0.58
−0.64

ΔN
0.00
0.00
0.00
-0.18
−0.24
-0.20
0.38
0.42
0.42
0.19
0.20
0.23

ΔU
0.00
0.00
0.00
0.05
0.31
0.16
−0.32
0.03
−0.12
−0.25
0.32
0.05

ΔB
0.00
0.00
0.00
0.63
0.73
0.67
0.09
0.26
0.19
0.13
0.42
0.28

|[ΔE, ΔN, ΔU ]|
0.00
0.00
0.00
0.47
0.55
0.49
0.56
0.47
0.50
0.75
0.69
0.68

Table 3: Parameter estimation

Further, the norm of the geometric parameters should equal the distance between the
√
elements ( 12 wavelengths for element 2 and 3 and 22 wavelengths for element 4).
Based on the estimated position of the phase centers and the bias, a plot of the
expected phase diﬀerence using the same azimuth and elevation as the measured data
was computed. The measurements for the combined data set is shown in ﬁgure 12, the
expected phase in ﬁgure 13 and the residual of the phase in ﬁgure 14.

3.4

Weighted Phase Center Estimation

In order to reﬁne the phase center estimation, a weighted approach was tested as well,
where the variance of the phase measurements was used to scale the error function ac-
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Figure 11: Minimization of error function

Figure 12: Phase measurements

Figure 13: Phase estimates

Figure 14: Phase residuals

cording to the modiﬁed error function

χ
*(p)


N −1 
2

 1
1
(ψ (p) [n]) 

= 
arctan
N n=0  Vs(p) [n]
(ψ (p) [n]) 

(7)

where Vs(p) [n] is the estimated variance of the phase measurements, computed over the
last 4000 epochs of the 5 second snapshot recorded every 3 minutes.
The estimated parameters are shown in table 4, the resulting phase residuals in ﬁgure
15 and the minimization of the error function (7) in ﬁgure 16. As shown the diﬀerence
is not signiﬁcant.
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4. Conclusions

data
data
data
data
data
data
data
data
data
data
data
data

set
set
set
set
set
set
set
set
set
set
set
set

1
2
1+2
1
2
1+2
1
2
1+2
1
2
1+2

ΔE
0.00
0.00
0.00
−0.45
−0.37
−0.42
−0.25
−0.18
−0.23
−0.69
−0.55
−0.65

ΔN
0.00
0.00
0.00
−0.17
−0.24
−0.20
0.36
0.40
0.42
0.17
0.17
0.23

ΔU
0.00
0.00
0.00
0.05
0.30
0.17
−0.31
0.04
−0.11
−0.23
0.32
0.05

ΔB
0.00
0.00
0.00
0.64
0.72
0.67
0.10
0.27
0.19
0.16
0.43
0.28

|[ΔE, ΔN, ΔU ]|
0.00
0.00
0.00
0.48
0.53
0.49
0.54
0.44
0.50
0.74
0.66
0.69

Table 4: Weighted parameter estimation

Figure 15: Weighted phase residuals

4

Figure 16: Weighted minimization of error
function

Conclusions

A gain and phase calibration procedure has been proposed, where live GPS signals can
be used to calibrate an antenna array system. The main advantage of live calibration
is the low cost (i.e. no chamber is required) while the major disadvantage is the time
consuming process and the demanding processing requirements. However, the extension
of the tracking algorithms can also be used for post correlation beamforming/nulling,
thus it appears possible to integrate the calibration procedure into the GPS processing
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unit.
This may enable self calibrating GNSS antenna array systems, although further work
would be required to investigate the eﬀects of multipath and interference and also minimize the processing requirements of the calibration procedure.
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Post-Processing Dynamic GNSS Antenna Array
Calibration and Deterministic Beamforming
Staﬀan Backén, Magnus Lundberg Nordenvaad and Dennis M. Akos

Abstract
An array processing GNSS (Global Navigation Satellite System) receiver may provide
increased accuracy, reliability and integrity by forming beams towards satellites and
nulls towards interference or reﬂective surfaces. Also, software deﬁned receivers have
proven themselves versatile and provide a convenient environment to implement novel
algorithms.
This paper ﬁrst describes the gain/phase calibration of a seven element custom array antenna and proceeds to compare the single antenna performance to that of the
performance attained by forming beams towards the satellites.
IF (Intermediate Frequency) data, high rate samples representing the received signal
in a narrow band around the GPS L1 frequency, from an array antenna, have been
recorded both in an environment with open sky conditions and also in more challenging
areas (central Boulder, Colorado). Simultaneously, data from a high quality GPS based
INS was recorded in order to obtain accurate estimates of position/orientation.
Calibration of the system (including antennas and front-ends) was performed using
data from the benign environment, and based on this information, deterministic beams
were formed towards the satellites using data from the semi-urban dataset. The single
antenna accuracy was then compared to the position obtained by processing after forming
beams.
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Introduction

GNSS signals are low power (nominal signal power at reception is signiﬁcantly below the
noise ﬂoor) and this has a negative impact on a receiver’s capability to provide accurate position estimates, especially in challenging environments. Among the major error
sources, multipath (signal reﬂection oﬀ adjacent surfaces) and interference are diﬃcult
to mitigate using traditional receiver techniques, in part because the single antenna is
generally hemispherical and does not provide any directivity (it is designed to receive
any signals from above). An antenna array may provide this beneﬁt, and is thus an
important topic within the GNSS research community.
To simplify, the diﬀerent elements of an antenna array receive the same signal with
a phase shift depending on the distance diﬀerence between the element and the signal
source. This phase shift is compensated for and the resulting signals are summed creating
a beam towards the satellite. Nulls can also be formed towards interference sources. Previous investigations into beamforming have yielded a signiﬁcant amount of knowledge.
Both [1] and [2] oﬀer general comprehensive overviews of adaptive algorithms used for
beamforming. The dissertation by [3] covers adaptive algorithms aimed speciﬁcally for
GNSS while [4] implemented STAP (Space Time Adaptive Processing) algorithms with
the purpose of fulﬁlling accuracy and integrity requirements for aircraft carrier landings.
The design of an array processing receiver requires the following components: an
antenna array that receives the signals, front-end hardware that condition and sample
the analog signal and a processing element to process the signals (form beams, perform
correlation, solve for position).
As the gain and phase behavior of closely spaced antennas at these high frequencies
(the traditional civilian GPS signal is centered at 1575.42 MHz) is non-trivial (reception
pattern depends on other nearby antennas by a process called mutual coupling), signiﬁcant eﬀorts have been targeted at the design and performance of antenna hardware, for
example [5], [6], and [7]. The calibration of array antennas has also been investigated
( [8], [9], [10]).
Front-end design for single antenna receivers is in itself an active research ﬁeld, and
the extension to multiple front-ends has warranted investigations such as [11] and [12].
Although the majority of GNSS receivers are currently implemented using an ASIC
(Application Speciﬁc Integrated Circuit) to perform the computationally demanding signal processing, a paradigm shift towards software based receivers ( [13], [14], [15], [16],
[17]) is a notable research trend. This is motivated by the increased ﬂexibility and ease
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of implementation with such an approach.
Despite signiﬁcant eﬀort devoted to GNSS antenna array research producing insightful studies, demonstrations on the performance of actual antenna array implementations
are scarce in the literature.
This paper presents the performance of deterministic beamforming using a seven
element antenna array software receiver in a semi-urban environment. A GPS/INS (inertial navigation system) with a tactical grade IMU (inertial measurement unit) was
mounted on a dynamic platform together with the array antenna. Post-processing of
the GPS/INS system allows for position and orientation accuracies below 10 cm and 1◦
respectively, which is suﬃcient in order to translate the position of the signal sources in a
global coordinate system into accurate angles of arrival in the antenna’s local coordinate
system. This hardware setup allows for the following sequence:
• Calibration of the antenna array in a benign (low multipath) environment by estimating the diﬀerence in gain and phase between elements as a function of angle of
arrival.
• The gain/phase data can be used to estimate model parameters of the antennas
reception pattern.
• The model can be used to compute deterministic array weights (as a function of
arrival angle and platform orientation) and apply those weights to data recorded
in a semi-urban environment.
• Compare key performance parameters such as SNR (signal to noise ratio) and position accuracy between any of the individual antenna elements and the beamformed
data.
Following this introduction, section 2 will describe hardware details of the experiment such as antenna design, front-ends, recording system and a short description of
the GPS/INS reference system. In section 3, the required steps used to estimate the
calibration model parameters to the measurements will be explained. Section 4 covers
the deterministic beamforming of both the calibration sets and a semi-urban data set
recorded in central Boulder, CO. Finally, the paper is concluded.
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Hardware Setup

This section describes the hardware setup used to record the data sets, including the
design of the antenna array and a discussion of the predicted performance of each part.

2.1

System Overview

Front
Front
Front
Front
Front
Front
end
#1
Front
end
#2
end
#3
end
#4
end
end
#6
end#5
#7

Data
Bridge

Laptop 2

IMU

GPS/INS

Laptop 1

Frequency
Standard

Figure 1: Data collection hardware setup.

Figure 1 shows a diagram of the hardware used in the experiment. Components in
yellow, antennas and IMU, are approximately at the position where they were mounted
in the vehicle.

2.2

Reference System

The reference system used in the experiment was a Novatel SPAN system consisting of an
OEM4 GPS receiver and the HG1700AG11 IMU. The GPS receiver is a dual frequency
(L1 and L2) wide band receiver capable of tracking both the code and carrier on both
frequencies. The IMU is tactical grade with a maximum gyro drift of 1 ◦ /hr. During the
experiment, the pseudorange, carrier phase and IMU data was recorded to disk. This
data, and data from nearby reference stations, was later postprocessed using Novatel
Waypoint Inertial Explorer to provide highly accurate position and orientation estimates
with standard deviations below the 0.1 m and 1◦ range.

2. Hardware Setup

2.3
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Antenna Array

The antenna array is built with seven commercial, low cost active patch antennas (WS3997
from Wi-Sys Communications Inc.). They were mounted in a circular pattern on an aluminium disc fabricated using a CNC mill. The diameter of the disc is 300 mm, and the
diameter of the circle intersecting with the center of the antenna elements is 200 mm,
giving an inter-element spacing of 86.8 mm or 0.46 wavelengths.
Electromagnetic simulations, with the intent of optimizing the layout of the array
antenna was not performed as we neither had access to enough data about the antennas,
nor was it our plan to investigate that area. The antennas were mounted such that they
are all facing in the same direction, although subsequent discussions with a research colleague, [18] suggested that a placement where all elements point out from the center of
the array might have been a better approach. The mutual coupling between all antenna
elements would thus ideally be identical (due to symmetry) and the reception patterns
◦
. However, it is not obvious whether that
would also be the same although rotated 360
7
is preferable in an application such as this. It may be the case that the gain in a certain
direction would be very low due to systematic eﬀects, whereas with our current approach
it would be more random between elements.
The antenna was mounted in the vehicle such that it was level with the IMU (estimated accuracy below 3 degrees).

2.4

Front-ends

The seven antennas receive and amplify the signal in a frequency band around the GPS
L1 center frequency (1575.42 MHz). Via RF cabling, the antennas are connected to seven
individual front-ends. The front-ends amplify, ﬁlter and mix down the signals to a more
manageable IF (intermediate frequency), in this case nominally 4.1304 MHz. An AGC
(automatic gain control) regulates the ampliﬁcation such that the signal power prior to
sampling is close to a nominal, predeﬁned value. The last stage in the front-end is the
ADC that converts the analog IF signal to a digital using a sample rate of 16.3676 MHz
and 2 bit quantization. Although a low dynamic range works well for GNSS in the absence of interfering signals, the capability of suppressing interference is limited.
The seven front-ends are also synchronized using a common clock (denoted frequency
standard in ﬁgure 1). This is imperative as the signals need to be sampled at the same
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time. During the experiment, the clock source was an ovenized rubidium frequency standard connected to a waveform generator and via a 1-to-8 RF splitter to the individual
front-ends.
In [11], the front-ends used in this experiment are treated in more detail.

2.5

Recording System

Each front-end outputs 2 bits of information at a rate of 16.3676 MHz. They are connected in parallel via a 16 bit bus to a USB2 controller chip capable of continuous transfer
of the required 32 MB/s. A laptop running Linux initiates the data transfer and is capable
of recording 20 minutes of data continuously.

2.6

Digital Conditioning

Prior to recording, the signals have been ampliﬁed, ﬁltered, mixed down to a more
manageable frequency and digitized in the front-ends. At this point, the signals have an
intermediate frequency of 4.1304 MHz and a sampling frequency of 16.3676 MHz using
our hardware. The bandwidth of the signals is on the order of 2.5 Mhz. In order to reduce
processing time, all data sets were digitally mixed to baseband and resampled such that
the resulting sampling frequency was 2.048 MHz.

3

Array Antenna Calibration

As closely spaced antennas at these frequencies experience coupling, the relative phase
of a signal received by several elements is not simply a function of the relative distance
between the antenna and the satellite. With our antenna hardware, the level of coupling
is signiﬁcant. Further, cables of uneven lengths and signal conditioning will introduce
signal delays. This means that in order to implement deterministic beamforming, a
model of the gain and phase characteristics of the antenna array and front-ends must
be estimated. Contrary to traditional techniques using an anechoic RF chamber for this
process, measurement data were acquired using real satellite signals.
The process of live calibration is described in [10] where a stationary antenna was
used. For this application, we extend that concept to a dynamic platform using the
orientation (heading, pitch and roll) from the reference system as additional process
inputs. In this section, we will describe the calibration process in detail.

3. Array Antenna Calibration

3.1
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Calibration Data Sets

The purpose of the calibration process is to estimate parameters of a suitable model that
can be used to predict the gain and phase between antenna elements for a signal arriving
from a known elevation and azimuth angle in the local coordinate system of the array.
The calibration data sets should be recorded in an environment with open sky conditions
with low levels of multipath. A parking lot next to a big ﬁeld on one side, and a soccer
ﬁeld on another was chosen as site for the calibration data sets.

start time duration
20:58
9.6 min
21:21
9.6 min
05:19
19.2 min
Table 1: Calibration data sets, recorded on August 12-13, 2007

To estimate the model parameters accurately, it is preferred to have measurements
with an even spatial separation. A short stationary data set will provide measurements
from as many directions as there are satellite signals present. If the antenna is rotated,
spatial separation in azimuth (with regards to the local coordinate system) will be provided. For our dynamic automotive platform, pitch and roll will help by varying the
elevation angle of the incoming signals to some extent. However, that is not enough to
oﬀer a good separation in elevation angle. Therefore data sets were recorded with several
hours separation, giving the satellites enough time to move suﬃciently to provide measurements from a new set of elevation angles. Table 1 shows the initial recording time
and the duration of the calibration data sets.
The signal transmitted from GPS satellite n at time t is
(n)

s0 (t) = A M (t) C (n) (t) sin (2πf0 t)

(1)

where A is the amplitude, M (t) is the data bit modulation (BPSK, 50 bits per second),
C (n) (t) is a repeating pseudonoise signal (BPSK, 1023 chips long, 1.023 Mcps) and f0
nominally 1575.42 MHz. Due to doppler, satellite clock drift, atmospheric propagation
and multipath, the received signal has a slight frequency oﬀset and is distorted. The
received signal power is also signiﬁcantly lower than the thermal noise. The main lobe
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bandwidth of the signal is approximately 2 MHz. With an array antenna, the diﬀerent
antenna elements will receive the same signal, however with a slight time diﬀerence due
to the diﬀerence in antenna-satellite distance. As the array used here is signiﬁcantly
smaller (diameter of 200 mm) than the bandwidth (2 MHz corresponds to 150 m) of the
signal, we can further assume that the signal is shifted in phase instead of time. This
is generally referred to as the narrow bandwidth assumption. However, the diﬀerent
antennas also have diﬀerent reception patterns, causing the gain between antennas to
be non-uniform. Cable bias (caused by unequal cable lengths) are further assumed to
introduce an unknown phase shift.
The noise-free array signal model for one satellite signal arriving from elevation angle
and azimuth angle α (both in the array antennas local coordinate system) is
(n)

s(n)
m (t, , α) = cm ( , α) s0 (t − τn )

(2)

where cm is a complex value describing the gain and phase characteristics of antenna
element m as a function of and α and s0 is the signal that would be received by an
ideal antenna (where the gain is identical in all directions and the phase only depends
on the antenna-satellite distance (τ ). Adding noise and the reception of several signals
simultaneously gives the more complete model

 (n)
cm (n) (t) , α(n) (t) s0 (t − τn ) + ωm (t)
(3)
sm (t) =
n

where the noise ω is IID (independent and identically distributed) between antennas (the
noise is assumed to be thermal). Note that we assume that the gain/phase characteristic
cm do not depend on the frequency of the received signal.

3.2

Gain and Phase Estimation

In order to estimate the gain and phase between antennas, antenna 1 was chosen as a
reference. Satellites visible during the recording were acquired and tracked using traditional techniques. The signals from the other six antennas were slaved such that the
cross-correlation and mixing operation, used to track the code and carrier on antenna 1,
was also applied to the data from the other six antennas. We will assume that tracking
(n)
output dm (tc ) (where tc is related to the absolute sample of the C/A code start) provide
estimates of the signal amplitudes as
d(n)
m (tc ) = cm

(n)


(tc ) , α(n) (tc ) Ân (tc − τn )

(4)
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The basis for the processing was the open source receiver code described in [17], with
extensions to allow for reacquisition and longer data sets. To improve the SNR of these
estimates (output at 1 kHz), the data bits were wiped and the estimates were summed
over 100 ms and stored together with the absolute sample value they corresponded to.
If the phase was not consistent during the 100 ms (due to low SNR or rapid platform
rotation), the estimates were discarded. The valid calibration data output from the
correlation and summation was arranged in a complex matrix D (with size N by 7 where
N is approximately 180000 for the data set used here). As the absolute gain is not useful
(the received signal power varies between satellites), the values were normalized by the
gain received by antenna 1.
The corresponding satellite PRN number (n) and the absolute sample number (tc )
was also stored. A position solution was computed such that the GPS time of week could
be referenced to the absolute sample number.

3.3

Gain/Phase as a Function of Arrival Angle

Using ephemeris information, the satellite position in the standard ECEF XYZ coordinate system was computed at the time when the data was recorded for the corresponding
satellites. This result was then converted to a local ENU (east-north-up) coordinate
system, using the average position as reference location. Finally, the reference system
orientation at the corresponding times was used to convert the ENU coordinates to a
RFU (right-forward-up) coordinate system attached to he antenna array, denoted Cm of
size N by 3.
Figure 2 shows a skyplot of the measured phase diﬀerence. The center of each of
the seven subplots shows the phase from a signal from a location normal to the array
( = 90◦ ), and a signal arriving from directly in front of the array ( = 0◦ , α = 0◦ )
would be shown at the top. The phase from antenna 1 is close to 0◦ as expected from the
carrier tracking loop. Thus, what is shown is the phase diﬀerence between elements. If
the antennas behaved ideally (phase only depending on the antenna-satellite distance),
the phase diﬀerence would appear as isocolored parabolas in ﬁgure 2. Evidently, that is
not the case.
In ﬁgure 3, the gain diﬀerence is shown using the same plotting method. Here, ideal
antennas would all show constant gain. Apparently, the gain variation is signiﬁcant and
it is reasonable to assume that antenna 1 (that was used during tracking) experienced
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Figure 2: Skyplots of measured phase diﬀerence

scan blindness (loses lock of the satellites) in the lower right and left part of the subplots.

3.4

Calibration Model

In order to implement deterministic beamforming, a model of the gain and phase behavior
is required. It should be able to predict the gain and phase diﬀerence between antennas
for a signal arriving from any direction, and should match the measured values as close
as possible while having a manageable complexity. A direct physical interpretation is,
however, not strictly required.
After signiﬁcant experimentation, a linear model of the gain and phase diﬀerence
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Figure 3: Skyplots of measured gain diﬀerence

with suﬃcient accuracy was found. First, the matrix P of size 3 by 49 contains the RFU
position coordinate oﬀset from antenna 1 of the 7 physical antennas and also from 42
virtual antennas. The virtual antennas are positioned 10 mm from each physical antenna
in each direction. The distance corresponds roughly to the physical size of the antennas.
Using the satellite positions Cm , a matrix H that relates the expected phase (as a complex
unit value) to each antenna in P is generated for all measurements. H is then 49 by N .
The linear model Q can then be estimated in a least squares sense as
Q = HH H

−1

HH D

(5)

where the superscript H denotes complex conjugate transpose. Now, the gain and phase
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diﬀerence estimates D̂ using the same satellite positions can be evaluated as
D̂ = HQ

(6)

or for arbitrary elevation/azimuth values.

Figure 4: Skyplots of estimated phase diﬀerence

Figure 4 and ﬁgure 5 show the resulting model phase and gain respectively. Investigations into the residuals, the diﬀerence between the measured values and the estimated
using the same elevation and azimuth angles, gave a phase error standard deviation of
around 14◦ and a gain standard deviation of around 1 dB.
As no reference SNR estimates are available, it is not possible to compare the SNR
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Figure 5: Skyplots of estimated gain diﬀerence

increase using the model compared to data from a single antenna. However, if the
measurements are considered as reference weights, it is possible to evaluate the SNR loss
due to model-reference mismatch using the following approach. We start by considering
the sequence s[k] (k ∈ [0...K − 1]) of a constant signal in normally distributed complex
noise, such as
s = a + n, a ∈ C, |n| ∈ N (0, σn ) ∠n ∈ U (0, 2π)

(7)

The SNR is deﬁned as the signal power divided by the noise power or
&
|a|2
SNR {s} = & k
2 =
k |n [k]|

1
K

|a|2
|a|2
|a|2
=
≈
&
2
Var {n}
σn2
k |n [k]|

(8)
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The signals from two antenna elements can be modeled by eq. 7 as
S=

s1
s2

=

a1 + n1
a2 + n2

(9)

where var{n1 } = var{n2 } = σn2 (the noise source is assumed thermal and also IID).
The two signals should be adjusted by complex weights w such as
b[k] = w1 s1 [k] + w2 s2 [k] or
b=

w1
w2

H

s1
s2

= wH S

(10)

where overline denotes complex conjugate. The SNR of the signal after beamforming will
be
&
|w1 a1 + w2 a2 |2
SNR{b} = & k
2
k |w1 n1 [k] + w2 n2 [k]|

K Re {w1 a1 + w2 a2 }2 + Im {w1 a1 + w2 a2 }2

≈
(11)
K |w1 |2 Var{n1 } + |w2 |2 Var{n2 }
The signal after beamforming should have a phase of 0 and thus (∠w1 = ∠a1 , ∠w2 = ∠a2 ).
In order to ﬁnd the optimal weights we can thus reduce equation 11 to
1 (|w1 ||a1 | + |w2 ||a2 |)2
.
(12)
σn2
|w1 |2 + |w2 |2
As a multiplication of the weights w by a constant do not impact the SNR, the substitution |w2 | = |a1 | + |a2 | − |w1 | and subsequent derivation ﬁnds the optimal weights
w1 = a1 , w2 = a2 . The extension to an arbitrary number of weights is omitted for clarity. Using matrix notation, the SNR using optimal weights (w = a) and the SNR using
suboptimal (w = â) is
SNR{b}opt =

SNR{b}opt =

aH a
|aH a|2
= 2
2
H
σn (a a)
σn

|âH a|2
σn2 (âH â)
and the loss when using suboptimal weights instead of optimal as


âH â aH a
SNR{b}opt
=
.
SNR{b}loss =
SNR{b}sub
|âH a|2
SNR{b}sub =

(13)
(14)

(15)

Figure 6 shows a histogram of eq. 15 applied to the measured gain and phase diﬀerence
(optimal) and the gain and phase diﬀerence from the model (suboptimal). The diﬀerence
in SNR can for all practical purposes be considered marginal.
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Histogram of SNR loss due to
measurement−model mismatch
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Figure 6: Loss in SNR when using model, assuming measurements are perfect

4

Deterministic Beamforming

Using the previously determined array model, it was possible to implement and evaluate
the performance of deterministic beamforming on a data set recorded in a more challenging environment. The data set used here were recorded around central Boulder with a
starting time at 03:23 on August 13, 2007 and lasted for 19.2 minutes. The beamforming
were implemented in a software receiver, and beams were formed in parallel (i.e. diﬀerent
beams was formed toward each satellite).
We will discuss the implementation of beamforming and other extensions to the receiver program, and also present performance metrics of both the single antenna and
beamformed SNR and position accuracy.

4.1

Implementation

Similar to the calibration procedure, the beamforming implementation used the open
source code [17] as a basis. However, beamforming was implemented instead of antenna
slaving and the receiver should also keep track of platform orientation in order to compute
the correct weights. Support for reacquisition and longer datasets was implemented in
this version as well. Loss of lock was declared at C/N0 levels below 35 dBHz and reacquisition was attempted. The acquisition algorithm was a parallel code phase variant using
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10 ms non-coherent summation and ﬁne frequency estimation using FFT. The orientation information used to form the beams updated every 50 ms, and the position solution
algorithm is a standard least squares. No carrier aiding/smoothing was implemented.

4.2

Beamforming of Semi-urban Data Set

As evident in ﬁgure 5, the antennas have a diﬀerent gain reception pattern and no truth
reference with regards to satellite signal strength was available. In order to evaluate the
SNR of the beamformed solution we are limited to a comparison between the individual
antennas and the beamformed. The recorded data sets were both processed individually
and beamformed. SNR estimates (in the form of C/N0 , carrier over noise) and position
solution estimates were generated at a rate of 2 Hz. Figure 7 shows the individual and

Signal to noise ratio, all elements and beamformed
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Figure 7: Beamformed and individual element SNR
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beamformed SNR of three sample PRNs as a function of time for the dynamic data set.
It is evident that the SNR increase is signiﬁcant during the static, initial part.
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Figure 8: Histogram of SNR diﬀerence

Figure 8 shows the histogram of the SNR diﬀerence between the beamformed solution
and the individual antennas. The diﬀerence was computed for all valid epochs (where
both the individual and the beamformed maintained phase lock) and for all satellites. It
is evident that antenna 7 has worse performance than the other six. Inspection of ﬁgure
5 shows that the gain of antenna 7 compared to the other 6 is typically lower.

A position solution was also computed for both variants. In ﬁgure 9, the position error
histogram compared to the SPAN position solution is computed, with the 90 % horizon-
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Histogram of Horizontal Position
Error and 90% CEP
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Figure 9: Histogram of horizontal position error

tal CEP (circular error probability) marked as dashed vertical lines. The deterministic
beamforming clearly outperforms any of the individual antenna position solution as it is
around twice as accurate.

5

Conclusions

In this section, the experiment is summarized, limitations using this approach are discussed and future research areas are identiﬁed.

5. Conclusions

5.1
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Summary

The design of a low cost seven element antenna array has been discussed and implemented. The antenna array, connected to multiple front-ends and a recording system
allowed for continuous storage of IF data sets. Using this setup and a reference GPS/INS
system, several data sets were recorded in and around the medium sized city of Boulder, Colorado. Both in benign environments (low multipath conditions) as well as in a
semi urban environment. Based on the measurements in the former areas, calibration
estimates of the gain and phase characteristics of the array as a function of arrival angle
have been generated. An array antenna model, capable of matching the measurements
to a suﬃcient degree was also estimated. Using this model, deterministic beamforming
was implemented and key metrics, such as SNR and position solution accuracy, were
compared to the individual antennas making up the array.

5.2

Limitations

The method outlined in this paper is not practical for dynamic stand alone operation as
an accurate estimate of orientation is required to obtain an improved position estimate.
Nevertheless, it is a useful approach regarding understanding and designing more practical implementations. A similar approach could however be investigated for stationary
installations.
The receiver code used to compute the position solution in this example is by no means
state of the art. For example, commercial receiver implementations typically use Kalman
ﬁlters, RAIM (receiver autonomous integrity monitoring) and also use the information
from the carrier tracking to produce smoother and more accurate position estimates. In
contrast, the receiver used here uses a straight forward least-square approach, and the
performance is thus not as good. However, it is reasonable to assume given the data
presented here that it is possible to signiﬁcantly increase the position accuracy using
beamforming.

5.3

Future Work

Adaptive algorithms for beamforming are a useful approach where, for example, a receiver
can maximize the SNR given no additional information such as platform orientation or
antenna reception patterns. However, processing real data with a known orientation
and antenna calibration using adaptive algorithms may provide additional insight, for
example how well the adaptive weights converges toward the reference weights. Further,

190

Paper F

a hybrid algorithm where, for example, the orientation is used to both constrain the
adaptation and estimated based on previous weights is another interesting idea. Carrier
phase positioning using the proposed model should also be investigated.
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Estimation of the Complex Far-ﬁeld of an Antenna
Array Using Live GNSS Signals and the Equivalent
Electric Current Method
Tore Lindgren, Staﬀan Backén, Dennis M. Akos

Abstract
When using antenna arrays with GNSS receivers both the gain and the phase of the
far-ﬁeld radiation pattern may be distorted due to coupling eﬀects. This problem can
often be characterized in the design process of the antenna or by measurements in a
measurement range. This is, however, not always possible and it is then necessary to
characterize the antenna using live measurements. In this paper the equivalent electric
current method is used to estimate the gain and phase of the far-ﬁeld of an antenna
array for a GPS receiver. In the method, the complex far-ﬁeld pattern of an antenna is
estimated using the distribution of the electric current, which is described using suitable
basis functions. The method was evaluated using data collected by a 7-element GPS
antenna array. The results show agreement between the model and measured results.
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Introduction

When using antenna arrays with GNSS receivers it is crucial to know the phase and
amplitude of each antennas element’s active radiation pattern, i.e. the radiation pattern
of the antenna element including all coupling eﬀects. This is particularly important if
the exact location of the antenna elements is unknown or if large coupling eﬀects can
be expected. If the phase and amplitude of the far-ﬁeld radiation pattern is known or
can be estimated the performance of the beam-former can be increased. In this paper a
method of characterizing an antenna array using live GNSS signals and the equivalent
electric current method is presented.
Using satellite signals to estimate the radiation pattern of antennas has previously
mostly been associated with large radio telescopes where few other options exists [1].
For most antennas, however, the performance is measured in an anechoic chamber where
the environment can be controlled more accurately. For small antennas (e.g. microstrip
antennas) the measurements can be done in the far-ﬁeld, while for larger antennas a
near-ﬁeld system might be necessary [2]. In the equivalent electric- or magnetic current
method [3] the measured ﬁeld is transformed into an equivalent electric- or magnetic
current distribution on the antenna. This method has previously been used successfully
to characterize the far-ﬁeld of aperture antennas. It has also been shown to be an eﬃcient
method for diagnosis of small printed antennas [4].
In an antenna array several sources of errors that aﬀects the phase and amplitude of
the measured far-ﬁeld radiation pattern can be identiﬁed. Apart from antenna related
eﬀects, such as mutual coupling between elements and imperfect knowledge about the
antenna elements’ phase center, the measurements can be distorted by diﬀerences and
crosstalk in hardware and cabling. In [5] a calibration system estimating these parameters
by injecting a test signal in the cables was proposed for use in antenna arrays for mobile
base stations. This may not, however, be suitable in a GNSS system where it is common
to use active antennas. An alternative method can be found in [6] where the antenna array
was calibrated using successive phase shifts between the antenna elements. This method
enables calibration of the whole antenna array in a short time using power measurements
only.
In this paper the equivalent electric current method is used with live GNSS signals to
estimate the active far-ﬁeld radiation pattern of the antenna elements in an antenna array.
The performance of the method have previously been assessed using simulations of noisy
measurements in large antenna arrays [7] where the probes were assumed to be in the
radiative near-ﬁeld zone of the antenna elements and the antenna elements were relatively

2. The Electric Field due to the Current Distribution
on one Antenna
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simple Yagi-antennas at known locations. This enabled an accurate description of the
antenna with a low number of basis functions. In the present paper the measurement
method as adapted to the situation where the probe (i.e. the GPS satellite) is located
in the far-ﬁeld. Also, the antenna elements are microstrip antennas on a surface and the
exact location of the phase centers is assumed to be unknown. The antenna array used
in this paper have previously been used in [8].

2

The Electric Field due to the Current Distribution
on one Antenna

The electric ﬁeld E at a point r in the far-ﬁeld of an antenna with an electric current
distribution J can be calculated using
1
E(r) = e−jkr [IJ − (IJ · r̂)r̂]
r
""

with
I J = Ck η



J(r )ejk(r ·r̂) dS 

(1)

(2)

S


where S  is the surface of the antenna, r is a point on the antenna, and η = μ0 /ε0 ≈
377 ohms is the wave impedance in free space [9].
The current distribution can be expanded using basis functions according to
J(r ) =

N


an fn (r )

(3)

n=1

where an are constants and fn (r ) are suitable basis functions. The basis functions may
be of diﬀerent types but must describe all aspects of J(r ). The far-ﬁeld integral (1) can
then be written as
N

an Gn (r)
(4)
E(r) =
n=1

with
where

1
Gn = e−jkr [In − (In · r̂)r̂]
r
""

fn ejk(R ·r̂) dS 
I n = Ck η

(5)
(6)

S

where r is the distance between the phase reference point of the antenna and the observation point and r̂ is a unit vector deﬁning the direction to the signal source from
the phase reference point. The phase reference point does not have to be located at the
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phase center of the antenna. In an antenna array it may on the contrary be convenient
to use the same phase reference point for all antenna elements.
To correctly model the system, the polarization of the incoming wave must be taken
into account. Therefore, the measured ﬁeld E is given by
E(r) = E(r) · p̂∗ =

N


an Gn (r) · p̂∗

(7)

n=1

where p̂∗ is the complex conjugate of the polarization vector p̂ which describes the
polarization of the antenna. In GPS, the signal will be right-hand circular polarized in
which case the polarization vector is given by
1
(8)
p̂ = √ (ϕ̂ − j θ̂)
2
where ϕ̂ and θ̂ are the azimuthal and polar unit vectors, respectively.

3

The Diﬀerence Between Two Antenna Elements in
an Array

The expressions in the previous section relates the current distribution, described using
basis functions, to the electric far-ﬁeld. Of interest when implementing the beamforming
algorithms is the diﬀerence in the amplitude and phase of the far-ﬁeld between two
antenna elements, as this will aﬀect the direction and shape of the beam. To calculate
the diﬀerence in the measured electric ﬁeld between two antenna elements, p and q, (7)
can be rewritten as
N

 ∗
(q)
(p) (p)
a(q)
· p̂ .
(9)
E (q) − E (p) =
n G n − an G n
n=1

Since the satellites are located in the far-ﬁeld of the antenna array, Gn will be identical
for the diﬀerent antenna elements except for a phase term. If the bandwidth of the
antenna array is large the time delay of the signal must also be taken into account. This
can however be neglected for narrow band antennas.
Assuming that the phase reference point are at the location of element p, the matrix
(q)
Gn can be written as
jk(R(q) ·r̂)
Gn .
(10)
G(q)
n = e
Thus, (9) can be written as
ΔE =

N

n=1

jk(R
(a(q)
n e

(q) ·r̂)

jk(R
− a(p)
n e

(p) ·r̂)

)Gn

(11)
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with
ΔE = E (q) − E (p) .

(12)

In matrix notation this can be written as
Gδ = ΔE

(13)

where
jk(R
δ = a(q)
n e

(q) ·r̂)

jk(R
− a(p)
n e

(p) ·r̂)

.

(14)

Equation (13) can be solved for δ using the least squares estimator,
δ = (GH G)−1 GH b

(15)

where GH is the hermitian transpose of G and b is the observation given by
b = ΔE + w

(16)

where w is the thermal noise. The constants δ in (15) describes the diﬀerence between the
current distribution on the two antennas. It can thus be used to describe the diﬀerence
in the active radiation pattern between the antenna elements in the array.

4

GNSS Antenna Array Setup

Figure 1 shows an overview of the hardware used for the measurements. In addition to
the GPS L1 antenna array a reference system consisting of a dual frequency (L1 and
L2) wide band receiver and an IMU was used as a reference system. Both the antenna
array and the reference system were mounted in a vehicle at approximately the positions
shown in the ﬁgure. A comprehensive description of this hardware can be found in [8].
The antenna is a seven element array with the antenna elements mounted in a circle
on a disc. The elements are commercial, low-cost, active patch antennas designed for
operation in the GPS L1 band (1575.42 MHz). They were mounted on an aluminum disc
in a circle with 0.1 m radius as shown in Figure 2. In [8] this array was found to produce
substantial phase- and amplitude errors in parts of the radiation pattern which indicates
that the coupling between the antenna elements is signiﬁcant.
The signal received from each antenna was sampled by individual front ends using
a sampling rate of 16.3676 MHz and an intermediate frequency (IF) of 4.1304 MHz
and two bit quantization. The front ends were synchronized using a common clock
to ensure that the signal was sampled at the same time. The front-ends used for the
measurements is discussed in detail in [10]. The IF data was recorded on a laptop and
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Figure 1: Measurement hardware setup. The IMU, reference antenna, and antenna array is
located approximately at the location shown in the ﬁgure.

Figure 2: Photo of the antenna array on the roof of the car.

201

5. Measurement Results

6

up

7
1

forward

2

3
right
5

4

Figure 3: Schematic design of the antenna array. The overlayed grid shows the relative location
and size of the basis functions.

the processing of the data was done using an in-house MATLAB software receiver. One
of the channels was used as a reference and all the other channels were slaved to this one.
The phase measurements will thus be close to zero for the reference element regardless
of the direction to the satellite and the phase measurements in the other channels will
be the phase relative to the reference element. The amplitude will, however, vary for
all antenna elements including the reference. A total of 571.6 s of data was used with a
10 Hz update frequency. Four satellites were used for the calibration.

5

Measurement Results

In the measurements it was assumed that the antenna array is located on a planar surface.
The current was assumed to be distributed over a square with sides of length 450 mm.
The surface was divided into 50 mm large square segments as show in Figure 3.
Each segment was further assumed to have a constant current distribution with a 90◦
phase shift between the x- and y-direction of the currents to obtain a circular polarization.
The basis functions can thus be written as
⎧
⎪
x ∈ [xn , xn + 0.05]
x̂)
⎨ (ŷ−j
√
2
(17)
fn =
y ∈ [yn , yn + 0.05]
⎪
⎩
0
otherwise
where xn and yn are the x- and y-coordinates of the lower left corner of the nth segment.
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Figure 4: Far-ﬁeld radiation pattern for one basis function (5-by-5 cm square current distribution).

The far-ﬁeld radiation pattern of each segment is shown in Figure 4. Only the radiation
pattern in one plane is shown since the amplitude of the radiation pattern of the segment
is nearly rotationally symmetric. The phase will however vary for diﬀerent azimuth
angles. The active far-ﬁeld pattern of the elements in the array is thus here represented
by an aperture with a current distribution described by pulse basis functions.
When determining the size of the basis functions there is a tradeoﬀ that needs to be
considered. Clearly, by reducing the size of each segment (and increasing the number of
segments) it is possible to more accurately describe ﬁne details in the far-ﬁeld radiation
pattern. On the other hand, a too ﬁne mesh will lead to less averaging which can
increase the errors due to noise. Also, since the measurements does not completely cover
the whole hemisphere a too ﬁne mesh may cause large errors in directions where there
are no measurements. Care must therefore be used when using this model to describe
the ﬁeld in directions where there are no measurements. The model is also sensitive in
low elevation angles where small changes in the current on the aperture can lead to large
changes in the phase and amplitude of the ﬁeld. This is due to the low antenna gain in
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these directions.
Figures 5 and 6 shows the amplitude and phase error as a function of the amount of
data used. The estimation process was here done using a fraction of the data set spread
out evenly. This corresponds to the case when the calibration is done continuously during
operation (online calibration). Such a scheme would be useful if external error sources,
such as snow loading of the antenna elements, are expected to aﬀect the performance
of the antenna array. The amplitude error is calculated using the average amplitude of
element 1 as a reference value. It can be seen that the errors are large if less than 2%
of the data is used. If more data is used, the mean error is low, less than −20 dB for
the amplitude and less than 0.1◦ for the phase. For both the amplitude and the phase
the standard deviation is signiﬁcantly larger than the mean. It is about −10 dB for the
amplitude and between 5◦ and 10◦ for the phase for all elements except element 1, which
performs better. This is most obvious when looking at the phase errors. It is due to the
fact that there are no phase variations for this antenna element.
Sometimes it is desired to calibrate the antenna array before use (oﬄine) or avoid
calibration during certain circumstances (e.g. urban canyon with heavy multipath). This
situation was tested by using only the ﬁrst part of the measurements for calibration and
then evaluating the performance using the last part. This is shown in Figures 7 and 8
where up to 350 s of data was used for the calibration and the performance was evaluated
using the last 171.6 s. During the ﬁrst 100 s the vehicle was stationary which lead to
a very unstable calibration since the satellites did not move signiﬁcantly during this
time. As the vehicle started to move the performance improved and the model worked
satisfactory if at least 200 s of data was used. In this case the performance is similar to
the online calibration case.

6

Conclusions

In this paper a technique for estimating the complex radiation pattern of a GNSS antenna
array using the equivalent electric current method and live measurements have been
presented. The performance of the method has also been demonstrated experimentally.
The results show that the method is useful, in particular for online characterization of the
array. The results for oﬄine characterization is also promising although not fully tested
here. Of importance in the ﬁeld of GNSS antennas is the fact that the method works in
situations with poor SNR compared to traditional antenna measurement ranges.
The method is general since it is possible to use both signal sources in the near-ﬁeld
and in the far-ﬁeld. Furthermore, any type of antenna can be assessed. The latter prop-
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erty is particularly interesting since it enables description of conformal antenna arrays.
Even though knowledge about the shape and geometry of the antenna is not strictly
necessary the performance of the method is improved signiﬁcantly if the basis functions
used corresponds to some physical property of the antenna. If, for example, a conformal
antenna is characterized it would make sense to use basis functions shaped in a similar
manner as the antenna array.
Future work include more extensive tests to validate the technique for use in oﬄine
characterization. Also, the performance during heavy multipath conditions should be
assessed. The results presented here shows that is possible to use the equivalent electric
current method and live GNSS signals to improve the knowledge about both the gain
and relative phase of the individual antenna elements in a GNSS antenna array.
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Figure 5: Amplitude error of the estimated far-ﬁeld as a function of amount of data used. The
data are evenly distributed over the whole data collection and the analysis is made on the whole
data.

206

Paper G

Antenna Element 1

Antenna Element 2
25

Standard Deviation
Mean

20

Phase Error (deg)

Phase Error (deg)

25

15
10
5
0
−5

−2

10

−1

15
10
5
0
−5

0

10
Fraction of data used

Standard Deviation
Mean

20

10

10

−2

Antenna Element 3
Standard Deviation
Mean

20
15
10
5
0
−5

−2

10

−1

15
10
5
0
−5

0

10
Fraction of data used

Standard Deviation
Mean

20

10

10

−2

Antenna Element 5

15
10
5
0
−5

−2

10

0

10

Antenna Element 6

Standard Deviation
Mean

20

−1

10
Fraction of data used

25
Phase Error (deg)

Phase Error (deg)

25

0

10

Antenna Element 4
25
Phase Error (deg)

Phase Error (deg)

25

−1

10
Fraction of data used

−1

0

10
Fraction of data used

Standard Deviation
Mean

20
15
10
5
0
−5

10

10

−2

−1

10
Fraction of data used

0

10

Antenna Element 7
Phase Error (deg)

25

Standard Deviation
Mean

20
15
10
5
0
−5
10

−2

−1

10
Fraction of data used

10

0

Figure 6: Phase error of the estimated far-ﬁeld as a function of amount of data used. The data
are evenly distributed over the whole data collection. The analysis is made on the whole data.
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Figure 7: Amplitude error of the estimated far-ﬁeld as a function of amount of data used. The
x-axis shows the amount of data used from the beginning of the dataset. The analysis is made
on the last 171.6 s.
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Figure 8: Phase error of the estimated far-ﬁeld as a function of amount of data used. The x-axis
shows the amount of data used from the beginning of the dataset. The analysis is made on the
last 171.6 s.
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A self suﬃcient, Software-deﬁned Beamforming GNSS
Receiver for Dynamic Scenarios
Staﬀan Backén, Johan Borg, Tore Lindgren,
Magnus Lundberg Nordenvaad, Dennis M. Akos

Abstract
Multiple sensors, usually accelerometers and gyros, have proved invaluable in augmenting the accuracy and integrity of GNSS (Global Navigation Satellite System) receivers.
In this paper, the complementary approach of beamforming using an array of antenna
sensors is investigated. Unique properties of GNSS systems (multiple signal sources at
known locations) are exploited to provide accurate estimates of the orientation. This can
be used to improve estimates of the radio environment in dynamic scenarios, which in
turn will increase the performance of the beamforming algorithms. Neither of the proposed algorithms require additional information, nor sensors, providing a self-suﬃcient
architecture. The proposed methods, orientation estimation and improved radio environment characterization followed by parallel beamforming using the MVDR (Minimum
Variance Distorsionless Response) algorithm are further implemented and validated in a
custom software deﬁned GNSS receiver, with promising results.
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Introduction

This paper addresses issues related to the implementation of a software-deﬁned selfsuﬃcient beamforming GNSS receiver for dynamic scenarios. A software-deﬁned receiver
has an architecture in which the signal processing is implemented in programmable logic,
and with self-suﬃcient we mean a receiver that does not rely on external information
sources (such as assistance data, auxiliary sensors etc.).
GNSS is a generic term that includes GPS and also many other global and regional
navigation systems. See in [1] how Hein et al. envisions the future of GNSS as a system
of systems. The impact of GNSS on positioning, navigation, tracking and timing can
hardly be overstated.
In general, when more than one sensor is available to receive a signal, a ﬁlter in the
spatial domain may provide additional beneﬁts. Such a ﬁlter is typically referred to as a
beamformer and has been the topic of signiﬁcant research since the 1940’s [2]. Beamforming has found important applications in, for example, radar, sonar and telecommunications. In [3], Van Veen and Buckley provides an excellent overview of the fundamentals,
classes of algorithms and implementation strategies related to beamforming. Array processing is a wider term that also includes parametric techniques such as MUSIC (Multiple
SIgnal Classiﬁcation). Although such techniques will not be considered in this paper due
to their high requirements on model accuracy, Krim and Viberg [4] provides a good
introduction.
Due to the inherent problems of multipath and interference, array processing for
GNSS has also been investigated for quite some time. The purpose is to use the antenna
array as a spatial ﬁlter in order to mitigate unwanted signals and/or increase the SNR
of signals of interest. Design of antennas (for example [5]), front-end validation for array
processing receivers [6] and also algorithms [7] [8] are active research topics.
In GNSS, a constellation of satellites at known positions in well deﬁned orbits circle
the earth. They continuously transmit a timing code and the receiver measures the time
diﬀerence of arrival between signals. The performance of a navigation system can be
characterized with four metrics; accuracy (deviation from truth), precision (repeatability), integrity (can the information be trusted) and availability (how often do we have a
valid position). In order to increase the performance of existing receivers, at least one of
the following are required;
• Better hardware components such as antennas, ampliﬁers etc.
• More eﬃcient use of available information, this includes smarter algorithms, longer
integration time or carrier phase techniques.
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• Additional data sources, for example base stations, integration with an Inertial
Measurement Unit (IMU), or antenna arrays.
In this paper it will be shown how a unique property of GNSS, multiple signal sources
at known locations, can be exploited to increase the performance of a beamforming GPS
receiver. Compared to a reference receiver the work described in this paper is concerned
with the last two methods. In a dynamic scenario, we will show how the orientation
of an antenna array can be estimated, and how these estimates can be indirectly used
to increase the capability of mitigating multipath and interference. The algorithms are
explicitly designed to apply to (almost) arbitrary array geometries, and they are validated
using an experimental software GNSS receiver.
In section 2, background information is provided together with deﬁnitions of coordinate systems and antenna requirements. Then, the software receiver and the signal
processing outside of the beamforming algorithm is described in section 3. The proposed
technique is explained in detail (section 4), followed by measurements and quantiﬁed
results in section 5. Finally the paper is concluded (section 6).

2

Deﬁnitions

In this section, the notation is explained, the coordinate systems are deﬁned and the
required properties of the array antenna are outlined.

2.1

Notation

The paper will follow the standard notation where x or X are scalars, x is a column
vector and X is a matrix. When required, a suﬃx such as xk is used to denote a speciﬁc
x. Several suﬃxes will be denoted as xk,n . When needed, individual vector and matrix
components can be accessed as x(2). In table 1, the naming convention of repeatedly
used variables are presented.

2.2

Coordinate System Deﬁnition

Given latitude, longitude and altitude of a point in a global coordinate system, a local
ENU (east-north-up) coordinate system can be constructed. This is illustrated in ﬁgure
1. For a point on earth, the east-north plane is tangential to the ellipsoid (a model of the
shape of the earth). The up vector is orthogonal to the east-north plane, and points away
from the earth. The north vector will intersect the line passing through the north pole.
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Variable
K
k
L
l
N
n
M
m
t
x
y
z
R
θ, φ
ϑ, ϕ
p, r, α
u
g, G
w
j

Meaning
Number of signal sources
Speciﬁc signal source
Number of antenna elements
Speciﬁc antenna
Number of samples
Speciﬁc sample
Number of signals that builds up a covariance matrix
Signal index
time (s)
Pre-correlation data
Post-correlation data
Beamformer output
Covariance matrix of y
Azimuth and elevation in ENU
Azimuth and elevation in RFU
Pitch, roll and yaw
Unit vector (typically towards signal source)
Array response(s)
Weight vector
Speciﬁc index of search space
Table 1: Naming convention of common variables.

The east vector is chosen to complete a right hand coordinate system. The azimuth angle
(θ) is zero when the vector towards the satellite is pointing north, and positive eastward.
The elevation angle (φ) is zero when it is in the east-north plane and positive upwards.
A coordinate system ﬁxed to a vehicle that is free to rotate in the ENU frame will
also be used. This is called RFU (right-forward-up) and is deﬁned by three angles; pitch
p, roll r and yaw α. When the angles are zero, RFU is aligned to ENU. Pitch is deﬁned
as positive "when going uphill". A positive roll means that the vehicle "leans to the
right", and yaw is positive when the car "turns clockwise". Please note that the up in
RFU is generally not the same as up in ENU, although for a land vehicle the diﬀerence
will typically be fairly small.
Azimuth in RFU is denoted with ϑ and elevation with ϕ, and they are deﬁned as for
the ENU frame.
Given the rotations p, r, α, a satellite positioned at θs , φs can be converted to ϑs , ϕs
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Figure 1: Local (East-north-up) coordinate system centered at Luleå, Sweden. The light blue
vector points towards a satellite. In red is the azimuth angle (θk ) that lies in the east-north
plane. The elevation angle (φk ) is shown in green. Texture from BMNG by NASA.

as

⎤
cos φk cos θk
⎥
⎢
= ⎣ cos φk sin θk ⎦
sin φk
⎡

uRF U

(1)

⎡

uEN U

⎤
cos (−α) − sin (−α) 0
⎢
⎥
= ⎣ sin (−α) cos (−α) 0⎦ ·
0
0
1
⎡

⎤⎡
⎤
cos r 0 sin r
1
0
0
⎢
⎥⎢
⎥
·⎣ 0
1
0 ⎦ ⎣0 cos p − sin p⎦ uRF U
− sin r 0 cos r
0 sin p cos p

(2)

ϑk = atan2 (uEN U (2), uEN U (1))

(3)

ϕk = arcsin (uEN U (3))

(4)
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where atan2 is the common four quadrant inverse tangent.

2.3

Array Antenna Properties

The traditional civilian GPS signal is centered at 1575.42 MHz, giving a wavelength of
approximately 19 cm. It should be noted that for GNSS, a directional antenna is not
suitable since the signal sources are spread out over the sky. Rather, a hemispherical
antenna diagram is preferred.
A patch antenna, a typical antenna choice in high-end mass market receivers, consists
of two rectangular metal surfaces separated by a dielectric material. Compared to a dipole
antenna, the radiation pattern (the gain and phase response of an incoming signal) of a
patch antenna is more complicated [9]. Higher order functions are required to model the
radiation pattern accurately. The main focus and experimental validation of this work
considers patch antennas.
An array of patch antennas will, due to mutual coupling (energy transfer due to
impedance mismatch, also known as mutual impedance), have an even more complicated
radiation pattern (the concept is clearly explained in [9], and [5] investigates the problem
with regards to GNSS).
However, we will assume that we can express the response to a signal with unit
amplitude arriving from azimuth ϑ and elevation ϕ in terms of the complex gain g (ϑ, ϕ).
For clarity, the dependence on ϑ and ϕ will sometimes be dropped. The algorithms
developed in later sections will not require any particular array geometry. That said, it
is an important design consideration that the array response changes as a function of ϑ
and ϕ. For example, an array with identical response in all directions will obviously not
allow for any spatial resolution, and a linear array only provides spatial resolution along
one angle.
Diﬀerent methods have been proposed to obtain the array response g. Electromagnetic simulations are useful when suﬃcient knowledge about the antenna element is
available. The simulations can be substituted with anechoic chamber measurements, or
it can be used as a complement. For GNSS arrays, where many signal sources at known
locations are available, live calibration can be used. This have previously been proposed
by the authors (see [10] for a conceptual description). Live calibration for GNSS utilize
the signals from multiple transmitters at known, time varying locations to provide calibration measurements. In [11] the concept was expanded to estimation and veriﬁcation of
model parameters. The proposed model was simple and reasonably accurate, however a
physical interpretation of it was diﬃcult. Lindgren et al. proposed a diﬀerent, physically
meaningful, method in [12]. In this paper we have used the original method outlined
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in [11].

It should also be noted that the array response g used throughout this paper is not
the true array response, but merely a model of suﬃcient accuracy. The implications of
this will be discussed later.

3

Data Pre-processing

PC
ASIC/Discrete

Front-end

MHz

Data
bridge

MHz

Beamforming
Correlation
Acq/Tracking
Navigation

Position
Hz

clock

Figure 2: Layout of the recording system. After the signals have been received by the antenna
elements, they are ampliﬁed, ﬁltered mixed-down and sampled in the front-ends. The receiver
has access to the data (xn ) after the front-ends.

The hardware conﬁguration of the receiver outlined in this paper consists of an antenna array with seven antenna elements, seven front-ends, a common data bridge with
USB2 connector and a computer. This is illustrated in ﬁgure 2. At every digital sample n, a complex vector of samples xn is output from the front-end. The sample rate is in
our case 16.3676 MHz. Satellite navigation systems use some implementation of spreading codes, and thus the data need to be correlated with a signal replica at the correct
frequency in order to obtain an estimate of the signal parameters. The details of this processing are outside the scope of this paper, interested readers are referred to [13] or [14]
for comprehensive explanations. The end result will be three (labeled early, prompt and
late) complex post-correlation vectors for each visible satellite k, and they are related
to a speciﬁc sample n that allows the time-diﬀerence of arrival to be estimated. This
is denoted the post-correlation data yk,n,early , yk,n,prompt and yk,n,late . The integration
time of the correlation is typically between 1 ms and 20 ms, and thus the post-correlation
data y is generated at a signiﬁcantly lower rate than the pre-correlation data x. Please
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note that this means that y does not exist for all values of n, with Δn depending on
the sampling frequency, integration time and code frequency (that is slightly diﬀerent
between satellites).
For example, with the quoted sample rate of 16.3676 MHz and assuming an integration
time of 2 ms, the expected Δn will be 32735.2 samples. If the sampling clock is running
a bit fast, Δn will be slightly larger. For a satellite that is moving towards the user,
the received code frequency will be slightly faster and thus Δn will be slightly smaller.
Nevertheless, at the start of each integration window the tracking process will estimate
a fractional sample number n that aligns the internally generated code replica with the
received signal from that particular satellite. The variable n thus denotes the sample
number that best ﬁts the start of the spreading code.
Beamforming will be implemented such that
H
yk,n,early
zk,n,early = wk,n

(5)

H
yk,n,prompt
zk,n,prompt = wk,n

(6)

H
yk,n,late
zk,n,late = wk,n

(7)

where wk,n is the weight vector for satellite k and sample n. We will thus consider parallel
beamforming. Code and carrier tracking loops will ensure that
2E {|zk,n,early |} = E {|zk,n,prompt |} = 2E {|zk,n,late |}

(8)

E {∠zk,n,early } = E {∠zk,n,prompt } = E {∠zk,n,late } = 0

(9)

where E {·} denotes expectation. This gives
2E {yk,n,early } = E {yk,n,prompt } = 2E {yk,n,late }

(10)

E {∠yk,n,early } = E {∠yk,n,prompt } = E {∠yk,n,late }

(11)

Further, due to the properties of the spreading code the data can be considered
independent between satellite signals (cross-correlation for GPS L1 is around −21 dB).
In order to use all available data eﬃciently we will generate an additional vector
1
1
1
yk,n = yk,n,early + yk,n,prompt + yk,n,late
4
2
4

(12)

that is the best linear unbiased estimator of the received signal (assuming equations 8-11
are correct). This is used to select the weight vector w. To summarize, the weights
wk,n are applied to the post-correlation vectors yk,n,early , yk,n,prompt and yk,n,late , but the
estimate that is used to compute the weights are yk,n .
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This section contains the theoretical part of the primary contribution of this paper.
We will start with a short overview of the MVDR (Minimum Variance Distorsionless
Response) and LCMV (Linear Constrained Minimum Variance) algorithms, and identify
a well known issue related to the covariance matrix estimation. A solution for dynamic
scenarios called covariance matrix “rotation“ 1 will be presented to solve this problem,
and it will also be shown how to eﬃciently estimate the orientation.
The beamforming algorithm that we propose for the GNSS receiver can be described
as
1. Receive data x (samples from front-ends)
2. For each visible satellite
3. Correlate with the appropriate code to obtain yk,n (we drop index k and n from now
on)
4. Compute outer product yyH
5. End loop
6. Obtain an estimate of the orientation change of the platform
7. For each visible satellite
8. If the change in orientation is above threshold, adjust the previous covariance matrix
estimates accordingly
9. Add (rotated) covariance matrix estimate to outer product
10. End loop
11. Compute weights w
12. Beamform (z = wH y)
13. Update tracking look (reﬁne estimates of code frequency and carrier frequency)
14. Repeat from step 1
where steps 12, 8 and 6 will be described in detail in section 4.1, 4.2 and 4.3 respectively.
1

The rotation is surrounded with citation marks to emphasize that it is not a geometric rotation of
the covariance matrix.
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MVDR and LCMV Beamforming

For both MVDR and LCMV, the spatial spectrum of the output z = wH y will be
P (w) = wH Rw

(13)

(Krim and Viberg [4]). The spatial spectrum is deﬁned as the power of the output z,
and depends only on the weights and the covariance matrix R.
Capon [15] proposed selecting the weight vector w such that P (w) is minimized while
maintaining unit gain in a speciﬁc pointing direction ϑk , ϕk . This gives the constrained
minimization equation


min wH Rw s.t. g (ϑk , ϕk )H w = 1

(14)


−1
w = R−1 g (ϑk , ϕk ) g (ϑk , ϕk )H R−1 g (ϑk , ϕk )

(15)

w

with solution

The algorithm is also known in the literature as MVDR.
Frost [16] proposed a generalization of the MVDR algorithm known as LCMV where
additional constraints are set on the weight selection. A constraint matrix


G = g (ϑk , ϕk ) g (ϑ1 , ϕ1 ) g (ϑ2 , ϕ2 ) . . . g (ϑM , ϕM )
(16)
is formed where the ﬁrst column contains the array response towards signal source k.
The additional rows contain the array responses to M known interfering signals where a
null should be placed. The criterium is

T


(17)
min wH Rw s.t. GH w = 1 0 . . . 0
w

with solution
w = R−1 G GH R−1 G

−1 

T
1 0 ... 0

(18)

The above mentioned algorithms are optimal in terms of maximizing SINR (Signal
to Interference plus Noise Ratio), however there are well known implementation issues
related to them. The ﬁrst concerns error in the pointing direction, in other words if ϑ
and/or ϕ are not correct, but rather just close to the correct direction. The algorithm
may (depending on how large the error is) treat the signal that is present in the covariance
matrix R as a noise source and attempt to minimize its inﬂuence. A related issue arises
when the model of the array response is not suﬃciently accurate. Similarly, the signal of
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interest may be considered a noise source and suppressed. The minimization problem of
both the MVDR and LCMV algorithm (eq. 15 and 18) may also be ill conditioned. A
widespread technique to address both issues is called Tikhonov regularization, or diagonal
loading [17], and it will be used here also. Rather than computing the inverse of the
covariance matrix directly, a positive real number γ is added to the diagonal of the
covariance matrix estimate as
R̂ = R + γI

(19)

prior to computing its inverse. This eﬀectively means that the MVDR problem would
instead be


(20)
min wH Rw + γwH w s.t. g (ϑk , ϕk )H w = 1
w

with solution


−1
w = (R + γI)−1 g (ϑk , ϕk ) g (ϑk , ϕk )H (R + γI)−1 g (ϑk , ϕk )

(21)

This improves not only the numerical stability (as (R + γI) is generally invertible), but
also the robustness of the beamformer with regards to pointing errors, model mismatch
and errors in the estimate of the covariance matrix [18].
The ﬁnal major issue related to the MVDR/LCMV algorithms is the estimation of
the covariance matrix R. The covariance matrix in this context can be considered as the
energy of the signal environment, mapped through the array response g. The deﬁnition
is


(22)
R = E yyH
but it usually must be estimated based on samples of y.
In this paper, an array processing GNSS receiver for dynamic scenarios is considered.
As such the covariance matrix will change over time. This means that our estimate needs
to be tracked. We will consider the following implementation (a low pass ﬁlter):
H
Rk,n = (1 − f ) Rk,n−Δn + f yk,n yk,n
,

0<f <1

(23)

where Rk,n−Δn is the previous estimate of the covariance matrix and f is chosen to give a
suitable bandwidth. If f is close to one, the estimate will response rapidly to a changing
environment at the expense of noise. A small f will have the opposite eﬀect, respond
slowly but less noisy.
Now, for a GNSS array receiver mounted on a car, a rapid turn will mean that f
would need to be large in order to capture the signal environment properly. Otherwise,
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Figure 3: Example of the resulting array diagram of an MVDR implementation in a static
scenario. Four views are shown, a large plot of the antenna diagram in the RFU frame in a 3D
view to the left, and the individual three planes to the right. The signal arrives from the direction
of the green line, and the main beam is pointing towards it. It is not centered in elevation, this
is due to the cardioid reception pattern of the antenna elements.

the estimate of the covariance matrix would lag behind as the radio environment seen by
the car rotates. We will illustrate this eﬀect with two simulations.
The preferred behavior is shown in ﬁgure 3, where a snapshot of a static scenario
is shown. The main lobe points toward the signal source, and the side lobes are a side
eﬀect of the weight selection. Apparently the constraint, unit gain towards the signal
direction, together with the covariance matrix estimate, have not caused any problems
for the weight determination.
The issue that arises when the vehicle rotates is shown in ﬁgure 4. In this simulation,
the angle ϑ is slowly increased. This means that each successive sample covariance matrix
estimate yyH contains a signal from a diﬀerent arriving angle, and thus the tracking of
the covariance matrix (eq. 23) does not converge. Rather, the covariance matrix estimate
will contain a moving average of recently received signals. The MVDR algorithm will then
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Figure 4: Example of the resulting array diagram of an MVDR implementation in a dynamic
scenario. Here, the azimuth angle of the arriving signal is increasing slowly, but enough to cause
the covariance matrix estimate to be biased. The result is that the incoming signal is treated as
an interference source. This is most evident in the F-R slice at the bottom right. Please note
that unit gain is still maintained in the pointing direction (in green), and the results is that the
norm of the weight vector w is larger here compared to ﬁgure 3.

attempt to minimize the inﬂuence of previously received signals, resulting in a behavior
that is shown in the ﬁgure. The result is similar to an error in the pointing direction.
In both illustrations a seven element array with no coupling has been simulated. The
reception pattern was isotropic with respect to azimuth, and cardioid shaped with respect
to elevation. In the second ﬁgure, the poor performance of the beamformer depends only
on the rotation.

4.2

Covariance Matrix “Rotation“

In order to solve the problem identiﬁed in dynamic scenarios, we will utilize a mean to “rotate“ the covariance matrix estimate appropriately. The matrix approximately contains
the radio environment (impinging signals) mapped through the radiation pattern of the
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antennas. If the radio environment can be estimated (signal directions and amplitudes),
an arbitrary rotation can be added to the signal directions and the covariance matrix can
be regenerated. Returning to the tracking of the covariance matrix in equation 23, this
“rotation“ should be applied to the previous covariance matrix estimate Rk,n−Δn .
The received signal at sample n, correlated with the pseudo noise signal of satellite k
can be modeled as
yk,n = Ωk,n +

M


ak,n,m g (ϑk,n,m , ϕk,n,m )

(24)

m=1

where Ω is independent, complex noise with variance σ 2 and am is the complex amplitude
of signal m. M signals are present of which the ﬁrst one (m = 1) is the desired signal, i.e.
the signal that has traveled the shortest path from the satellite. Additional directions
(m > 1) contain unwanted signals, e.g. multipath and interference.
As this equation will be used repeatedly, we will drop the k, n indexes and set gm =
g (ϑm , ϕm ) for clarity. We can reformulate it using matrix notation as
y = Ga + Ω

(25)

where G is of size L by M (consisting of the array response in speciﬁc directions), and
a of length M expressing the complex gain in those directions. The covariance matrix
estimate will then be






R = E yyH = GE aaH GH + E ΩΩH =
= GSGH + σ 2 I


(26)


H

is the M by M signal covariance matrix (the radio environment).
where S = E aa
This formulation suggest that in order to “rotate“ the covariance matrix estimate R,
we must identify the M signal directions that make up G, ﬁnd the amplitude covariance
matrix S and also ﬁnd σ 2 . The “rotation“ of the covariance matrix estimate can then
simply be carried out by replacing the direction matrix G with a rotated replica.
The technique we propose to estimate the required parameters is based on beamforming. Using the MVDR algorithm, we can form beams in all directions as
−1
(27)
wj = R−1 gj gjH R−1 gj
where j is the search space of possible directions (0 < ϑ < 2π, 0 < ϕ < π2 ).
The MVDR algorithm attempts to minimize the variance of the spatial spectrum
P (wj ). Inserting the model of R (eq. 26) gives
P (wj ) = wjH Rwj = wjH GSGH wj + σ 2 wjH wj

(28)
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The MVDR algorithm minimizes the variance with the constraint of unit norm towards gj . Thus, the direction where P (wj ) is maximized is in some sense the direction
of the strongest signal. If the antenna elements have isotropic reception patterns this
would work well. As we do not want (or can) adhere to that requirement, we propose a
maximization criteria with noise normalization as
,
P (wj )
(29)
max
j
wjH w
This method of ﬁnding the direction of the strongest signal has been found to work well
in extensive simulations. We will later address how to sample the search space j such
that the method is feasible with respect to computational complexity.
The direction of additional signals present in the data may be found by an extension
to LCMV. A null is formed towards previously identiﬁed signals, and the cost function
is maximized for a new set of weights wj . This set should not include directions close to
the identiﬁed signal, and this is related to the spatial resolution. The spatial resolution is
often deﬁned as the 3 dB beamwidth, and it depends on the array geometry and number
of sensors. It limits how close signal sources can be located in order to separate their
contributions. If signal directions have been identiﬁed, the search space should be limited
to directions outside of the beamwidths of the identiﬁed signals.
With this method, up to L − 1 signal directions can be identiﬁed (describing the
direction matrix G in eq. 26). The process will not work well for situations where the
number of signal sources is equal to or larger than the number of antenna elements, and
this is of course an important limitation. Further, it may be beneﬁcial to reduce the
number of detected incoming signals to L − 2, since that provides a convenient method
of estimating the parameter σ 2 . By placing nulls in all known directions, the direction
where P (wj ) is minimized will provide an estimate as
σ2 =

P (wj )
wjH wj

(30)

There are many other methods to estimate σ 2 . As it depends only on the thermal noise
in the RF band of the antenna, the noise ﬁgure of the front-end electronics and the
AGC (Automatic Gain Control), it will be constant regardless of which satellite signal
is processed. As the noise ﬁgure changes over time (due to temperature variations), the
AGC should ideally compensate (and maintain σ 2 constant). Unfortunately, as the AGC
implementations typically measure the total energy, incoming interference will cause the
AGC to overcompensate, requiring estimation of σ 2 . In this paper, the method outlined
ﬁrst has been used.
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The remaining unknown variable now is the complex gain covariance matrix S. Via
a simple substitution we have
R̂ = R − σ 2 I

(31)

R̂ = GSGH

(32)

and thus

Provided G has full column rank (which we are guaranteed given the implementation
of its estimate), we can obtain the estimate of S in a least squares sense as
GH G

−1

GH R̂G GH G

−1

=S

(33)

When the matrix S have been estimated, the rotation can easily be performed by
exchanging the matrix G (antenna response in known directions) in eq. 26 with Ĝ (antenna response in rotated directions). It should be noted that the estimation of G will,
as a by-product, generate estimates of the angles ϑ and ϕ. If we consider a real-world
application of an array mounted on a car, the rotation of the vehicle will cause the angles
toward signal sources to change from ϑ, ϕ to ϑ̂, ϕ̂. This change only depends on the
change in orientation of the platform. With this, the covariance matrix “rotation“ has
been achieved.
The algorithm outlined does not say anything about the search spaces (equation 2730) required to ﬁnd the directions of maximum or minimum energy. Fortunately, the
initial search space (where we have denoted a speciﬁc index with j above), does not
need to be very large. With a relatively small number of elements, the beams will be
rather wide (tens of degrees) and also quite smooth. This means that the initial estimate
of j needs not be very accurate before handing over to general non-linear minimization
algorithms. The Nelder-Mead simplex is an example of such an algorithm that is found
to work well for a fairly large class of problems, of which this application is one of them.
The search space should also be distributed evenly over the possible incoming signal
directions, in this case the upper half (ϕ > 0) of a sphere. For a 1-D or 2-D search space
this is straight forward, the samples should be generated with equal distance along a line
or in a grid. Unfortunately, no simple solution exists for generating points with equal
distance on a sphere if the number of points are large enough. We have chosen to use
a common approximation inspired by how electrons would behave in such a scenario.
First, a large number of points are ﬁrst randomly spread out over the surface of a sphere
with unit radius. The points are treated like charged particles, and the force acting on
each particle is computed. The particles are allowed to move in the direction the force
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on them dictates for a short time, after which they are projected back on the surface
on the sphere. After a suﬃcient number of iterations, this will for all practical purposes
generate an arbitrary number of approximately equidistant points on a sphere. The
points on the lower hemisphere are removed, and the remaining points will constitute
the search space. The required number of points that are needed depends on the array
geometry and coupling eﬀects, but less than 500 seem to be suﬃcient for the antenna
array considered in this paper.
Finally, the algorithm need only be invoked when the rotation rate of the vehicle
exceeds a threshold that is related to the factor f in equation 23.

4.3

Orientation Estimation

In the discussion about the MVDR algorithm and the covariance matrix “rotation“ described in the previous section, the platform orientation was assumed to be perfect. We
will now treat the problem of estimating the orientation in some detail. Again, focus is
on a general approach that should work with almost arbitrary array geometries.
All GNSS systems rely on time of ﬂight of the radio signals from the satellites. For
this to work, the position of the satellites (as a function of time) must be known and they
are thus carefully monitored and controlled. To maximize the accuracy of the position
solution, the number of satellites are fairly large and the satellite orbital parameters are
chosen to provide a good spatial distribution (i.e. the satellites are spread out over the
sky).
A GPS receiver in a typical open sky condition will receive signals from somewhere
between eight and fourteen satellites, and if the time and approximate position is known,
the angles θ and φ toward the satellites in a ENU coordinate system are known with very
high accuracy. However, for our problem of estimating the orientation of an antenna
array, only three angels are required (pitch, roll and yaw).
Attitude determination using GNSS has been studied extensively, for example [19],
[20]. However, those results are not directly applicable to attitude determination using
arrays. The baseline (distance between antennas) is typically signiﬁcantly larger for
traditional attitude determination implementations compared to an array. With a longer
baseline, the coupling between antenna elements is marginal and can be ignored. For
the application considered in this paper however, the coupling may be signiﬁcant. GNSS
attitude determination is also often, although not always, implemented using two or more
separate receivers where clock diﬀerences must be taken into account.
For those reasons, we will implement a diﬀerent method of estimating the attitude.
Similar to before, we will denote a speciﬁc index of the orientation search space with j.
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For a certain combination of pj , rj and αj , we can translate the known satellite angles θk
and φk in ENU to their RFU counterparts ϑk,j and ϕk,j using the inverse of equation 2.
We will use gk,j to denote the array response g (ϑk,j , ϕk,j ).
For a speciﬁc satellite k and orientation j, we can ﬁnd the array weights that maximize
the received signal energy as
gk,j
gk,j
wk,j = 
=
||g
H
k,j ||
gk,j gk,j

(34)

where the denominator ensures that the weight has unit norm. As one of the primary
purposes of the orientation estimation is to provide information to the covariance matrix
“rotation“ that in turn operates on the MVDR algorithm, it is preferable to use an independent method to ensure stability. Thus, we will consider the data-free or conventional
beamformer at this stage. Applying the weights to the post-correlation vectors y gives
H
yk,j
rk,j = wk,j

(35)

This equation can be expanded using the model of the received signal (equation 24)
giving the expression



M
H

gk,j
rk,j =
ak,m gk,m
(36)
Ω+
||gk,j ||
m=1
If we ﬁrst assume that the orientation j is correct, the model response gk,j will match
the direct signal gk,m (let us set m = 1 in that case) giving
rk,j =

M
H
Ω
gk,j
gk,j 
+ ||gk,j || a1 +
am g m
||gk,j ||
||gk,j || m=2

(37)

The ﬁrst and third term of this equation are nuisance terms that originates from the
noise and other signals respectively. The second is the amplitude of the direct satellite
signal, multiplied with the ampliﬁcation in that direction, and this should under normal
circumstances be large compared to the other two terms. It should be noted that the
absolute value of rk,j is by no means an unbiased estimate of the direct signal amplitude
(it will always be larger).
If j is incorrect, the model response gk,j will not match the direct signal gk,m and
|rk,j | should be smaller compared to when the orientation is correct. In other words,
the solution to the orientation estimation problem is the orientation where the received
signal power is maximized. Taking all available satellite signals into account gives the
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.
max
j

K


/
|rk,j |

2

(38)

k=1

that will ﬁnd the orientation that best ﬁts the available measurements. The squaring of
rk,j provides weighting such that stronger satellite signals are trusted more.
The accuracy of this method depends on the number of available satellites, spatial
distribution of the satellites, array geometry, array model accuracy and multipath levels.
Thus, without any assumptions about the array geometry (we explicitly target arbitrary
array geometries), it is impossible to quantify. Empirical results for a test array are
presented in the next section.
The algorithm proposed here, equation 38, is a non-linear maximization problem.
Fortunately it is well behaved, at least for arrays with small number of elements. Such
a system has rather wide beam widths, and this means that the initial estimate may be
several tens of degrees oﬀ and the algorithm will still converge to the global maximum.
In order to ﬁlter out parts of the noise and also provide good initial values for the
orientation estimation algorithm, a Kalman ﬁlter has been implemented. It is a simple
six state ﬁlter (pitch, roll and yaw and their ﬁrst derivatives). It is described in detail in
Appendix A.

5

Results

In this section we will implement the algorithms (covariance matrix “rotation“ and orientation estimation) proposed in the previous section. The hardware described in section 3
was used to record the data. For a more complete description, please see [11] that also
contains a detailed discussion of the array model. The data set used is around 20 min
long and recorded in central Boulder, Colorado, USA.
During the recording of the array data set, data from a Novatel GPS/INS (Inertial
Navigation System) reference was also recorded. INS-aided diﬀerential carrier phase postprocessing of this produced highly accurate estimates of position and orientation that will
be considered as truth. Figure 5 shows the orientation reported by the reference system.
In order to validate the algorithms developed in this paper, a software deﬁned receiver
has been developed as part of the research eﬀort. It is loosely based on the receiver described in [14]. Additional functionality has been added as described in [21]. In summary,
it will track all visible satellites during a short period set to 40 ms (25 Hz). We will refer
to this as the update rate. The receiver also used a 4 ms coherent integration time on
both code and carrier, and also carrier aiding to smooth the noise on the code estimates.
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Figure 5: The pitch, roll and yaw (orientation of truth reference system) during the data set that
we will consider. The accuracy of the estimates is believed to be on the order of arc-minutes (i.e.
1/60 th of a degree). The data set was recorded in a mid-size US city (Boulder, CO). During
the beginning and end of this data set the car remained stationary in a parking lot for a few
minutes. For the dynamic part of the data set, the car was driven not only on normal streets
but also through narrow alleys and inside parking garages.

After each 40 ms block has been processed, data bits are decoded and wiped. Wiping
means that if the data bit is 1, the post-correlation vectors yk,n,early , yk,n,early and yk,n,early
are left intact. If the data bit is −1, the post-correlation vectors are multiplied with −1.
Then, the vectors yk,n are generated as in equation 12. Care has been taken such that
the sample index n is fairly similar between satellites. Since the code rate of each satellite
is slightly diﬀerent, this will however never be exact.
The ﬁrst stage in the validation of the algorithms proposed in this paper is to estimate
the orientation of the platform as described in section 4.3. In order to facilitate this,
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conventional beamforming was implemented with weights updated as
wk,n =

gk,n
H
gk,n gk,n

(39)

where the input to the array response function g (ϑk,n , ϕk,n ) was computed from the
satellite positions (obtained from precise ephemeris) and the platform orientation as
reported from the reference system. The array response model is described in detail
in [11].

Residuals of estimated orientation
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Figure 6: The residual of the estimated pitch, roll and yaw with respect to the orientation reported
from the reference system. Also shown is the number of satellites with pessimistic phase lock
(the SNR is high enough to allow for data bit wiping) that is used to estimate the orientation.
It is clear that the orientation estimation performs rather well (the standard deviation when 4
or more satellites were used are on the order of 1◦ ).

In ﬁgure 6, the error between the estimated orientation and the reference orientation
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is shown. Outliers, instances where the estimated orientation is signiﬁcantly diﬀerent
compared to neighboring samples, are however rather frequent but are mainly due to a
low number of available satellites. If we focus on the initial 200 s where the receiver is
stationary, several interesting observations can be made. It is evident that the orientation
is composed of both a fast varying noise component of small magnitude, and also a slower
moving component that we will refer to as a time dependant bias. As the satellites
move slightly during this time, the two primary sources to this bias is either mismatch
between the true array response and the array model or multipath. It is however diﬃcult
to quantify or separate the two error sources. During the dynamic parts where the
orientation changes much more rapidly, this bias will manifest as noise. For simplicity,
the Kalman ﬁlter was not used during this processing (a full search of the orientation
space was performed at each epoch).
After removing measurements, where the number of available satellites were lower
than 4, the standard deviation of the orientation estimates were around 1◦ , giving
σp2 ≈ σr2 ≈ σα2 ≈

π2
rad2
1802

(40)

as diagonal entries of the measurement error matrix in the Kalman ﬁlter. Please note
that the values quoted above are set constant throughout the processing window despite
their dependence on for example the number of available satellites. The variance of the
process noise σn2 is however slightly diﬃcult to motivate. Experimentation suggested that
values around 15 μrad2 gave reasonable result with respect to convergence rate and noise
suppression.
Figure 7 shows the Kalman ﬁltered estimates of the orientation. Outliers are rejected
with a sanity check consisting of comparing the diﬀerence between the current measurement and the predicted orientation. This is compared to the square root of the ﬁrst three
diagonal entries of Pu (estimated covariance). If the diﬀerence is larger than 5 sigma,
the measurement is rejected. Further, should no measurement be available the ﬁlter will
coast for a maximum of 190 ms before setting Pu to λI where λ is large. Whenever this
happens, the orientation estimation algorithm should be set to search the entire search
space.
Although the Kalman ﬁlter only has a marginal eﬀect on the variance of the estimates
(due to the bias), it does provide a smoother estimate with outlier rejection. Further, it
will also estimate the angular rate that is important when considering the implementation
of the covariance matrix “rotation“ algorithm.
The next stage is covariance matrix estimation from a set of yk . In section 4.1, a
low-pass ﬁlter was proposed to estimate the covariance matrix. The ﬁltering constant f
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Figure 7: The residual of the ﬁltered pitch, roll and yaw. It is clear that the Kalman ﬁlter
suppresses the measurement noise. However, it can not detect and compensate for any biases in
the array model mismatch. The bottom subplot show whether the Kalman ﬁlter output should be
trusted or not.

(see equation 23) has been chosen as 0.025, giving a 3 dB bandwidth of 0.1 Hz with an
update rate of 25 Hz. The value for f may be considered rather small, however for the
given application it can be justiﬁed. An interferer strong enough to have a severe impact
on the tracking performance will be taken into account in the adaptive algorithms well
below the 3 dB threshold. Weaker impinging signals, such as multipath, will require a
longer time constant to be recognized and mitigated.
Another parameter that requires consideration is the diagonal loading constant γ
(see equation 19). It depends primarily on the array model and orientation mismatch.
Although there exists methods to decide this parameter, we have resorted to experimentation to identify a suitable value.
An inﬁnite (or at least very large) value for γ would mean that the covariance matrix
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estimate is disregarded completely, while a value of zero would not work for this data set
(the array model mismatch is too large).
We will limit ourselves to the ﬁrst 230 s of the data set. This part includes not only
the stationary 200 s but also 30 s of dynamic data prior to the ﬁrst instance where the
Kalman ﬁlter reported that the measurement should not be trusted. At that stage, it
is not obvious how to best use the available information. For example, it is not clear
how long the orientation estimate should be propagated forward in time before a full
search should be initiated again. This type of logic is typically implemented as a state
machine, but identiﬁcation of the required parameters is considered outside the scope of
this paper.
With this limitation, a suitable value for the threshold when “rotation“ should be
implemented is straightforward. The rotation rate from the Kalman ﬁlter output during
the static part is consistently below 1◦ /s, and this is used as threshold. With this, all
parameters required for the implementation of the adaptive algorithms are deﬁned.
In ﬁgure 8, the residual position solution error is shown in right-forward-up coordinates for this initial part of the data set. Part of the bias is due to the distance between
the reference system and the center of the antenna array that were not taken into account. Diﬀerent beamforming algorithms are implemented depending on the amount of
available information. Ephemeris is assumed to be available, but can not be utilized
until the time of week has been decoded. This requires at least 6 s of decoded data, and
before this the weights are set to [1, 0, 0, · · · ]H (only IF-data from antenna 1 is used).
This is marked in red in the ﬁgure. Once time of week has been properly decoded, the
weight selection algorithm transitions to the data-free algorithm. This is marked as blue
in the ﬁgure. During this short period, the covariance matrix is estimated, after which
the MVDR algorithm takes over (marked in green). After around 200 s the car starts
to move, and this in turn triggers the covariance matrix rotation algorithm, marked in
Purple. The position estimates were generated at 5 Hz.
For such a short data-set, it is diﬃcult to quantify the performance of the diﬀerent
algorithms. However, at the beginning where only antenna 1 was used, there appears to be
more noise in the position domain. Earlier investigations [11] have concluded that datafree beamforming with the same data set provided twice the accuracy compared to single
antenna performance. It is reasonable to assume that the MVDR algorithm performs
better as it suppresses interference and multipath explicitly, however that diﬀerence is
diﬃcult to quantify without resorting to much longer data sets. The position estimates
appear to be slightly noisier when covariance matrix “rotation“ is used. This is not
surprising as neither the orientation estimation nor the “rotation“ is perfect. That said,
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6. Conclusions
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Figure 8: The top three subplots show the residual of the position solution in Right-Forward-Up
coordinates during the initial 230 s. The bottom subplot show the number of satellite signals used
to solve for position. The points are color coded. Red means that no beamforming is used, only
the signal from antenna 1 is used. Blue means data-free beamforming. Green is MVDR, and
purple means MVDR with covariance matrix rotation.

the algorithms proposed in this paper performed good enough to enable a self-suﬃcient
GNSS receiver with MVDR beamforming for dynamic scenarios.
Because of regulatory constraints and limited dynamic range (the front-ends used
in the experiment only have a 2-bit ADC) the impact of in-band interference could
unfortunately not be investigated.

6

Conclusions

In this paper a GNSS post-correlation beamforming receiver has been demonstrated.
It features two novel methods, orientation estimation using (almost) arbitrary array
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antennas and also a method called covariance matrix “rotation“. Together with a custom
software deﬁned receiver code these algorithms have proved to allow for a self-suﬃcient
beamforming GNSS receiver for dynamic scenarios.
The ﬁrst algorithm, orientation estimation, uses the information from all available
satellites to estimate the orientation. As the satellites are spread out over the sky at
known positions, this approach is feasible and the method is to our knowledge unique
to GNSS. This algorithm has been implemented using real data, and the performance
was promising with a standard deviation of around 1◦ (using a seven element array with
diameter of 30 cm).
The second algorithm, covariance matrix “rotation“, is related to the estimation of the
covariance matrix that is paramount when implementing adaptive beamforming (such as
MVDR that is considered in this paper). The covariance matrix can be considered as an
estimate of the radio environment mapped through the array response. The estimation is
here implemented as low-pass ﬁltering of the outer product. When the array is stationary,
this estimate will almost converge to a correct (expectation of the outer product) value.
However, when the antenna rotates, it will not. As the direction of arrival changes as a
function of time, the covariance matrix estimate will contain the average of signals from
many diﬀerent directions. The estimate contains information about the radio environment, and it is beneﬁcial to use this information. An algorithm based on beamforming
techniques is proposed that does this. When a suﬃciently large change in orientation is
detected, the signals that make up the covariance matrix of the old orientation can be
identiﬁed and “rotated“ to match the new orientation.
The GNSS receiver proposed in this paper has been implemented and veriﬁed in
software. The receiver is primarily written in Matlab (with computationally expensive
functions in Java). Additional work would be required to allow for real-time operation
of the base receiver, and that also applies to the novel algorithms proposed in this paper
(especially the covariance matrix “rotation“ algorithm). Although basic eﬀorts to minimize the computation complexity have been made (for example search space sampling
on points equidistantly distributed on a sphere), more work may be required.
Due to hardware limitations (a 2-bit ADC was used) and regulatory constraints,
interference mitigation was not possible to investigate in this paper. As this topic has
attracted signiﬁcant research attention (primarily of a theoretical nature), it would be
interesting to investigate how those algorithms would perform in dynamic scenarios.
Currently, mass-market beamforming GNSS receivers are not commercially available.
Receivers with an integrated IMU are on the other hand common. This is not surprising
as the additional expense of multiple antennas and front-ends coupled with increased

A. State Estimation of Pitch, Roll and Yaw
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requirements on the processing unit is considerably higher. For systems with increased
demands on integrity, a market for civilian beamforming GNSS receivers may evolve. In
that case, it is reasonable to assume that it will also have an integrated IMU. A fruitful
area of research, that has yet to suﬃciently investigated, would thus be IMU/array
integration.

A

State Estimation of Pitch, Roll and Yaw

In order to provide suitable starting points for the orientation estimation algorithm (section 4.3), the states of the orientation parameters must be estimated. Here, a straight
forward Kalman ﬁlter implementation has been chosen with six states; pitch roll and yaw
and their ﬁrst derivatives. Thus

T
(A.41)
x = p r α ṗ ṙ α̇
and the state transition matrix
F=

I3 ΔtI3
03 I 3

(A.42)

where In and 0n is the n by n identity and zero matrix respectively and Δt is the sampling
rate. The observation matrix H will be


H = I 3 03
(A.43)
The matrix Q is the process noise covariance that we model as
Q = σn2 I6
and the measurement noise covariance R as
⎤
⎡
σp2 0 0
⎥
⎢
R = ⎣ 0 σr2 0 ⎦
0 0 σα2

(A.44)

(A.45)

where the subscripts denotes noise, pitch, roll and yaw respectively. The matrix R
need to be estimated and depends primarily on the spatial distribution of the signal
sources, the array geometry, array model errors and signal to noise ratios of the individual
measurements.
The variance σn2 of the process noise Q depends on un-modeled eﬀects. In this case,
where the model is limited to angular orientation and angular velocity, the impact of
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higher order dynamics should be taken into account in σn2 . Further, the measurement
and process noise is the inverse of how much conﬁdence the ﬁlter puts on measurements
and current states respectively. In practice, the process noise is usually chosen as a
suitable value that provides a reasonable trade-oﬀ between convergence rate and noise
suppression.
Given an unknown initial orientation, we initialize the states as

T
(A.46)
xu = 0 0 0 0 0 0
and the initial estimate covariance
Pu = kI6

(A.47)

where k is a large number. Then the sequential estimation is performed in three steps;
prediction (subscript p), kalman gain computation and updating (subscript u). The
measured data is denoted as z, and the ﬁlter is then implemented as
xp = Fxu

(A.48)

Pp = FPu FT + Q

(A.49)

K = Pp HT HPp HT + R

−1

(A.50)

xu = xp + K (z − Hxp )

(A.51)

Pu = (I6 − KH) Pp

(A.52)

The diﬀerence between the predicted (prior) value xp and the updated (posterior) xu
is used as an indicator of how well the measurements match the states. If the diﬀerence
is too large, an exhaustive search of the pitch, roll and yaw space is attempted. Similar
sanity checks have been implemented for unrealistic values of pitch and roll.
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