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Abstract

There are many ways that code can be debugged. It can done by analyzing code, but is

often easier with help of a computer. This can be done by adding printing statements or

assertions, but also by using debuggers or interpreters.

In this masters thesis the choices done while designing and implementing an interpreter

for a subset of the programming language Timber is presented. It allows programs to be

debugged in a platform independent manner and is also useful while using Timber as a

modeling language. The interpreter tries to show the user what is happening instead of

only computing the result.

Instead of keeping a static copy of the program code and remembering the position

and variables, the interpreter starts out with a copy of the code that is modified during

evaluation. This code contains all variables and encompasses the whole state of the

program, which can be shown to the user. This gives a complete view of the state of the

program instead of just showing a list of all bound variables and the position in the code.

This state can be made to resemble a stack trace but with much more details, in fact

all details possible. Since all of this information is available as code, the interpreter can

actually save the output as a new program that can later be run to continue evaluation.

Timber is a functional language, and as such much computation can be done on each

line. Therefore the interpreter allows stepping through the code in smaller steps than

a line at the time. This thesis present such stepping modes suitable for a functional

language.

The interpreter is not meant to replace the compiler, but to complement it. It is

primarily intended for stepping through the code instead of running it. Performance is

therefore not prioritized as a design goal.
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Glossary

alpha conversion

The act of renaming variables to avoid name collisions without changing the mean-

ing of the program. 20, 21, 25, 32

big-step evaluation

A modification corresponding to a rule in natural semantics, done to the program

that is evaluated. 8, 34

call-by-name

The argument to a function application is substituted into the function body instead

of being evaluated in place. This may result in that the expression is evaluated

multiple times. 1

call-by-value

The arguments to a function application must be fully evaluated before the evalu-

ation of the function body can begin. 1, 5, 11

lazy evaluation

Also known as call-by-need, it lies between call-by-value and call-by-name and

behaves like call-by-name the first time the expression is used. But when it has

been evaluated once the result is stored so that it never has to be evaluated again.

5, 11

natural semantics

Formal description of how the overall goal is reached during evaluation in a com-

puter system. 1, 22

small-step reduction

A modification corresponding to a rule in structural operational semantics, done to

the program that is evaluated. 8
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structural operational semantics

Formal description of how individual steps take place during evaluation in a com-

puter system. 1
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API Application Programming Interface. 8, 34

GHC Glasgow Haskell Compiler[1]. 12

GUI Graphical User Interface. 8, 34

Hugs Haskell User’s Gofer System[2]. 13

IDE Integrated development environment. 8, 33

LTU Lule̊a University of Technology. 5

PC Personal Computer. 6, 7

POSIX Portable Operating System Interface for Unix[3]. 5
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CHAPTER 1

Introduction

1.1 The Timber language

Timber[4] is a research language that is developed at among other places Lule̊a University

of Technology (LTU). The compiler for the language is written in Haskell[5] and the

language itself in many ways resembles Haskell, though Timber uses call-by-value instead

of lazy evaluation. The language is aimed at construction of complex event-driven systems

and utilizes reactive objects. It uses a lot of features from the functional programming

paradigm and the area of object orientation.

Timber, like Haskell, isolates code that can have side effects from purely functional

code. Code with side effects can call functional code, but not vice versa. As with other

functional languages, the order of execution is not always clear even though the outcome

usually is.

Programs written in Timber can be run independently on embedded devices, but can

also be run in a Portable Operating System Interface for Unix[3] (POSIX) environment.

The Timber compiler compiles Timber code into C, which an external compiler can

then make into an executable binary. Timber is in active development and is not yet

widely deployed, though it has seen use as a modeling language.

1.2 Debugging code

There are many ways in which a program can be debugged; the code itself can be studied

or assertions can be added to the code. The program can also be made to print infor-

mation at certain points or some kind of debugger can be used to study the program in

depth while it is running. In this section we will take a closer look at a few of the options

available.

5



6 Introduction

1.2.1 Studying the code

Studying the code works regardless of what language the program is written in, but it is

easy to overlook small details this way. The code can be followed and computations be

made manually to trace what the program does. This may require a lot of work without

any guarantee that the manual computations are actually doing the same things as in

the code, or that the same mistakes are not repeated. It is clearly useful for debugging

the underlying algorithm and is also a viable option both for locating known bugs and

preemptively assuring code quality. The latter is known as code review where possibly

other developers also systematically examines the source code. But it is often easier to

find known bugs with more assistance from a computer.

1.2.2 Assertions and printing

Assertions can be added to the code to catch invalid states. States that if reached implies

that there is an error and there is no use continuing to execute. An assertion takes an

expression that should evaluate to true, otherwise the assertion failed. If it fails, it

indicates there is an error around the area of the assert and this helps narrowing down

coding errors. These assertions can be added in advance when the code is written to

catch errors encountered later on in the development.

Adding printing to the program allows the developer to observe the state and how the

code is traversed. This is a very ad-hoc way of debugging which requires adding code

temporarily while fixing one bug and then changing it to fix another bug. Additionally

the debug output is mixed in with the normal output. Some of these issues can be

countered by adding a wrapper around the printing to separate it and make it possible

to easily disable all debug output.

One problem with assertions and printing is that it doesn’t work inside purely functional

code. It can be done outside the functional parts, but the state that the assertion is made

on may not be available there. With support from the language, this kind of debugging

could be done by allowing controlled side effects that are only used during development

and is removed in production code. This kind of debugging can be made with for example

The Haskell Object Observation Debugger[6].

A second problem that comes to light when developing for embedded devices is the

limited output capabilities. It is hard to use printing or assertions if there is no way

for the device to communicate the output to the developer. There may be limited such

functionality, but it is seldom as easy as when running a program on a Personal Computer

(PC).

1.2.3 Debuggers

There are several types of applications that can be used to analyze the execution of

programs. They can be specialized to analyze system calls, memory usage or to trace
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what path is taken. A debugger can be used to do this tracing; it can find the state of

every variable and the path taken without manually adding print statements in the code.

It can be used to step through the execution line by line, run until a condition has been

met or a specific point in the program has been reached. When the execution is paused

the state of the program can be investigated. The compiler adds debug information in

the code which the debugger can use to translate machine addresses and values into

something that is human readable.

Timber has a very high abstraction level compared to the intermediate language C and

the mapping between them is hard to follow by hand. Adding debug information from the

intermediate language does not help much since the developer doesn’t see this language

anywhere else. Only looking at the C or assembly code and stepping through that does

not help much with the debugging of Timber code. But if the debug information was

taken from the Timber code the debugger would be more useful.

A debugger written for Timber programs may need to act differently than those used

with imperative languages where the execution order is well defined. It is not as easy as

to set a breakpoint at the line after a variable assignment to read its value. Functional

programs also has a greater tendency to use one-liners, this results in fewer named vari-

ables and much more work done in each statement. It may therefore be necessary to take

smaller steps than a whole statement when moving through the program.

A debugger can often be used with an embedded device by connecting the device to a

PC. The program is run on the embedded device while the debugger is controlled from

the PC. But a debugger is no magic bullet since it adds overhead and some errors may

therefore be hard to reproduce with one present since it changes the timing. This is an

even bigger issue with embedded devices where computation power is limited.

1.2.4 Interpreters

An alternative to using a debugger is to use an interpreter that has debugging function-

ality. This would provide the same possibility to follow the execution and observe the

state. Additionally it could be made platform independent so that a program written for

an embedded device can easily be tested on a PC. Though there is a disadvantage, all

hardware that the program uses may not be available in the interpreter. Some may only

be implemented as dummy devices and it is therefore hard to test the complete program.

There are also differences between the implementations which results in different timing

characteristics. Some errors may therefore be hard to reproduce with an interpreter.

An interpreter is also particularly useful when Timber is used as a modeling language.

In this context performance is not an issue and the program does not usually need any

specific hardware from an embedded computer. Instead more focus is placed on under-

standing the interactions between objects, which makes an interpreter a good choice.
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1.3 Purpose

The purpose of this master thesis is to describe the development of an interpreter for

programs written in the Timber programming language. The interpreter will run the

program in a platform-independent manner while reflecting the formal semantics of the

language. This includes concurrent execution of methods belonging to different objects in

a pseudo parallel fashion, in the same way as when the program is compiled and executed.

The interpretation will be possible to stop by using breakpoints, watch conditions on state

variables and user interrupts.

The interpreter should also be able to do step-wise execution of a method in a single

object with all other objects stopped. Several different definitions of steps should be

supported; including single small-step reduction, reduction until the next function call or

return, reduction until focus change, big-step evaluation, execution of a single command

in a method and method execution until the next method invocation or exit. The exact

set will be determined as a part of this thesis.

Whenever execution is stopped the state of the system will be available from the inter-

preter’s command line. This state includes the set of existing objects, values of their state

variables, the list of active messages, state of the event and timer message queues and the

heap usage. The interpreter will in the end also be controllable through an Application

Programming Interface (API) which allows external editors, or Integrated development

environments (IDEs), to control and tap into the information available from execution.

This also opens the possibility of a Graphical User Interface (GUI) used to control the

interpreter.

1.4 Implementation environment

The interpreter can use parts of the existing Timber compiler for parsing code, type

inference and type checking. It can then use the generated parse tree to run the program.

Since the compiler is written in Haskell, the interpreter will also be written in Haskell

to ease implementation. It could be possible to make a translation layer so that the

rest of the interpreter can be written in another language, but this serves little purpose.

Using the same implementation language allows the interpreter to use other parts of the

compiler on demand.

The automatic garbage collection features available in Timber can also be supported

by leveraging the memory-management system of Haskell.

1.5 Scope

The scope of the thesis is limited to implementing the interpreter for a subset of Timber.

Supporting the whole language would take too much time, but by selecting a small but
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important subset of the language most of the significant issues that arise during the

implementation should be encountered.

This subset is limited to functional code in the first top-level binding of a single loaded

module. That is a binding that could statically be optimized to a constant value that

resides outside any sequential code. This allows investigating how the interpreter should

handle most of the functional code in timber, the expression layer. Only built in functions

are available since no prelude is loaded, therefore the features from the prelude that are

required need to be included within the binding.

Additionally, this subset does not include overloading of functions. The interpreter

never has to take the type into account when making decisions so it does not strictly

need to use any part of the type checker from the compiler. To support overloading more

than a single top-level binding would also need to be handled. Some syntactic sugar is

also skipped for brevity.

These limitations frees the interpreter from supporting a large portion of the parse tree

and allows concentrating on the important parts.

The example programs in Appendix A should be possible to run and debug.





CHAPTER 2

Theory

2.1 Unrestricted recursive bindings

In programming languages that uses call-by-value certain restrictions are usually placed

on the right-hand side of definitions that are not present in for example Haskell, that

uses lazy evaluation. The right-hand side must only contain syntactically explicit values,

no variables that are not given values already. A cyclic linked list must for example often

be created in multiple steps. First a part of the list is created and given a value. The tail

of this list is then modified to point to the first element (Listing 2.1.) This clashes with a

core concept of purely functional languages where definitions are immutable. Instead it

would be desirable to reference a variable that is not given a value yet (Listing 2.2.) This

forward referencing works fine as long as the actual value is not required to complete the

evaluation (Listing 2.3.)

As described in [7] this is in the existing Timber compiler and runtime system solved

by pointing the variables that does not yet exist to invalid addresses. After they have

been given values the runtime system goes back and replaces these invalid addresses with

the actual address.

struct node {
int data ;

struct node∗ next ;

}

struct node a = {1 , NULL} ;
a . next = &a ;

Listing 2.1: A cyclic list created in a C-like language. It must be created by modifying an

existing list, this requires mutable variables.

11



12 Theory

x = 1 : x

Listing 2.2: A cyclic list created in a Haskell-like language. It can be directly created by

referencing a variable that is not yet given a value, this does not require mutable variables.

x = f s t y

y = (1 , 1 )

Listing 2.3: A forward reference that requires the value of the variable y to be defined (the

function “fst” extract the first element in a tuple.) This code works fine in Haskell, but would

not work in Timber unless the compiler did some extra work. For example reordered the bindings.

Since a variable can be cyclically defined a conservative strategy need to be used for

resolving and inlining the definition of them. Otherwise it is easy to end up trying to

access data that is not yet defined. The most trivial such strategy is to only inline the

definition when we would otherwise be stuck.

2.2 Other debuggers

2.2.1 The GHCi debugger

There is a compiler for Haskell named Glasgow Haskell Compiler[1] (GHC) that includes

an interactive environment called GHCi. It can run both compiled and interpreted code,

or a mix there of. Some modules can be loaded as compiled code while others can be

interpreted. This interactive environment includes debug features for interpreted code.

Breakpoints in GHCi can be added in a few different ways; by giving a top-level function

name, a line or a line and column pair. With a function name, the breakpoint is set on

the body of the function. More specifically after all arguments have been applied, but

before any pattern matching.

When a breakpoint is placed on a line the leftmost subexpression is used that both

begins and ends on that line, with the longest one used as tiebreaker. If there is no such

expression the leftmost one that begins on the line is used, or otherwise the rightmost

that completely or partially covers the line.

If a column is also given, the smallest subexpression that contains the position is used

instead. But not all subexpressions are eligible for breakpoints. I.e. there can generally

not be a breakpoint on a variable, unless it is the right-hand side of a binding, function

or case alternative. Likewise there is generally no breakpoint around a let expression,

though there is always one around the body of it.

Stepping in GHCi is equivalent to placing a breakpoint in all possible locations. But

there is no stack trace, instead there is a history of evaluations. This can be used in a
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similar fashion to find out how the evaluation got to the current location. The normal

stack trace is a bit harder to achieve in Haskell since code is only evaluated when the

result is needed.

GHCi can be made to break on all exceptions or only uncaught ones. If one of these

are activated and the user presses Ctrl-C, an exception is raised and the evaluation is

paused. This can be used to find out what is happening in an infinite loop.

2.2.2 The Hugs debugger

Haskell User’s Gofer System[2] (Hugs) is another interpreter for Haskell that also includes

debug features, although a bit more crude than in GHCi. This is done similarly to The

Haskell Object Observation Debugger[6], by introducing a function “observe” that works

like an identity operation except that it also has the side effect of remembering the result.

This information can later be retrieved.

Similarly the debugger in Hugs also allows adding breakpoints by adding function calls

that returns the data in its argument. These can later be enabled and disabled.





CHAPTER 3

Method

3.1 Description of the work done
I started out the work by freshening up my knowledge of Timber and investigating the

details of the language semantics[8]. Such as exactly how code should be evaluated and

how unrestricted recursive bindings are treated in the compiler (Section 2.1.) I also

spent time locating and separating the parts of the compiler which could be used in the

interpreter. This included isolating the code that parses input code and generates a parse

tree, an integral part of the interpreter.

After the initial information collection phase I spent time figuring out the core design

of the interpreter. How the state of the computation should be stored and what would

work best with a functional language.

The first step of the implementation concerned a minimal amount of features that later

grew to encompass those mentioned in the scope of this thesis (Section 1.5.)

The thesis was written on the side and summarizes the design choices made and dis-

cusses these. It also describes how the interpreter could be extended to correspond to

what is described in the purpose (Section 1.3.)

The source code for the interpreter and timber compiler can be found at [9].

15





CHAPTER 4

Evaluation

4.1 State representation

The usual way of displaying the state of a computation is to show where in the code

written by the programmer the evaluation is taking place and the values of the available

variables. It also includes a stack trace that show which functions have been called to

reach the current position. When starting to evaluate a function, the program pointer

jumps to that function and when done it jumps back and stores the value in a variable.

Though the file name, line and column is available from the stack trace, the code to jump

back to and the bindings available there are usually hidden from the user. They are not

available until the user asks the debugger or interpreter to step out, or jump back to

where the function was called from. This can either be achieved by continuing evaluation

or by shortcutting the rest of the function and just stepping out immediately.

Only a peephole is available for the programmer to see the state through. It can be hard

to retrieve what arguments was used when calling a function and the variables defined

in parent scopes. These variables may have had impact on reaching the current state. It

is also hard to print a linked list since it may be circular and therefore of infinite length,

this is often solved by only printing the first few elements of a long list.

As shown in [8] in the semantics for Core Timber, a subset which all Timber programs

can be reduced to, the expression layer is based on a lambda calculus. An effect of this is

that functions are treated just like other values and, according to the semantics, function

application is treated by in-lining the lambda-function and then replacing the argument

with the given value in the definition. Neither of which concepts are actually required to

be used when implementing a compiler or an interpreter as long as the implementation

gives the same result.

In the interpreter implemented during the course of writing this thesis, the concept of

in-lining is used, but the arguments are not searched for and replaced during function

application. The in-lining allows the state of interpreted program to be fully encoded

within an interpretation tree; no form of history stack of where to return to is required

17
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f x = x∗x

Listing 4.1: A function binding written in a short-hand form, can be reduced to a binding with

a lambda function (Listing 4.2.)

f = \x −> x∗x

Listing 4.2: A function binding written as a lambda function. The function is treated just like

any other value.

and evaluation is implemented by making small transformation steps on this tree.

This interpretation tree is closely related to a parse tree.

All functions that are written in the short-hand notation available in Timber (Listing

4.1,) are sooner or later transformed into lambda function form (Listing 4.2.) This allows

all functions to be treated in the same way, except for the transformation itself.

Function application on an in-lined lambda function (Listing 4.3) is implemented by

replacing the lambda function with a let expression containing bindings and the function

body (Listing 4.4.)

Together with a good printing utility for the parse tree back into valid Timber code,

this allows the programmer to see the state of the program in a format that is already

familiar. Instead of focusing on the current position in the code and values of all bindings,

a top-down view is provided that displays the whole state. Reasonably well generated

code by the interpreter and good syntax highlighting for the language greatly improves

the usability of the interpreter. If the code is too much to show to the user the view can

collapse parts of the code like in many code editors. The definitions of all functions may

not be so interesting when they are not being evaluated. It is often enough to only show

the name and arguments.

An adaption of the scheme for allowing unrestricted recursive bindings described in

section 2.1 is also possible to use in the interpreter. Namely by temporarily keeping

the variable if there is no definition for it and later go back and replace it with the

corresponding value. This would create cyclic data structures in Haskell to represent

the cyclic data structures described in Timber. This introduces issues when traversing

the interpretation tree since a traversal can no longer be expected to terminate without

taking certain precautions. This proves even more troublesome when trying to print the

a = (\x −> x∗x ) 1

Listing 4.3: A function application on an in-lined lambda function, will be reduced to a let

expression containing the function body (Listing 4.4.)
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a = l et x=1 in x∗x

Listing 4.4: The result after the function application in Listing 4.3.

l et x = 1+1 in x

l et x = 2 in x

Listing 4.5: The first line contains a binding that doesn’t contain a value and is therefore itself

not a value either. The let expression in on the second line contains a value binding and only

a variable in the body; it is therefore a value itself.

tree as Timber code since these cycles need to be detected and transformed back into

valid Timber constructions. After this transformation it is no longer clear what the state

of the interpreter actually is; it could either be a cyclic structure or a construction to

create one.

The interpreter is instead implemented in such way that both variables and let-expression

containing value-bindings are considered values (Listing 4.5.) When expressions are eval-

uated and a variable is encountered it is only looked up if the contents is requested or

it is otherwise deemed to be safe. These are variables that only refers to other variables

that have already been defined and they are either non-functions or they directly refer

to a variable (Listing 4.6.) This sparing evaluation allows forward references unless the

contents of the variable is required to evaluate the binding to a value. Variables contain-

ing functions are not strictly unsafe to look up, but it is generally cleaner not to do it. It

is mostly easier to follow what is happening in the code when the name of the function is

kept around while evaluating its arguments instead of replacing it with a lambda function

directly when encountered. There is an exception in that variables that only contains

the name of another variable is evaluated immediately. These occur for example when

one function is given as an argument to another and in this case there is no harm in

exchanging it with the real name of the given function.

There are many ways a list or a string can be represented in an interpretation tree, even

l et x = [ 1 , 2 , 3 ] −− Safe No v a r i a b l e s at a l l .

y = 1 : x −− Safe Only backward r e f e r e n c e .

z = 1 : z −− Unsafe Forward r e f e r e n c e .

f = \a −> a+1 −− ” Unsafe ” Function . Cleaner code i f not l oo ked up .

g = f −− Safe Function , but through a d i r e c t v a r i a b l e .

a = 1 : b −− Unsafe Forward r e f e r e n c e .

b = 2 : a −− Safe Only backward r e f e r e n c e .

Listing 4.6: Example of safe and unsafe variable bindings.
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a = ”abc”

a = ’a ’ : ”bc”

a = ’a ’ : ’ b ’ : ’ c ’ : ””

a = [ ’ a ’ , ’ b ’ , ’ c ’ ]

a = ’ a ’ : [ ’ b ’ , ’ c ’ ]

a = ’ a ’ : ’ b ’ : ’ c ’ : [ ]

Listing 4.7: A few ways lists and strings can be represented.

x = 1 : x

x = 1 : 1 : x

x = 1 : 1 : 1 : x

−− . . .

Listing 4.8: There are infinitely many ways to represent a circular list.

though it has been fully evaluated to a value. This corresponds to the different ways of

representing lists and strings in Timber, all of which count as values (Listing 4.7.) This

is done so that pattern matching can be done more or less in a consistent manner; by

transforming the value into the format described by a pattern.

When the list is circular the length is infinite. The number of ways such a list can be

represented is also infinite (Listing 4.8.)

4.2 Modes of evaluation

In addition to running the program from start to finish, some more modes of evaluation

are needed to facilitate debugging. There must be some way of running the program for

a while and pause to see what is going on and later allow the interpreter to continue.

But when should the evaluation pause and allow interaction?

4.2.1 Small steps

A good starting point for when the evaluation can be paused is to allow it as often as

possible. In this way the user can view all possible states of the interpretation and as little

as possible is hidden. A small step is almost an atomic operation on the interpretation

tree, the exceptions are operations that may need to be reversed when pretty printing

the tree and alpha conversions. All parentheses are freely removed when encountered,

but while pretty printing, some new parentheses are inserted to ensure that the meaning

of the code remains the same if parsed again. Variables pointing to built in functions by

the same name are also freely looked up, since there is no way to represent the built in

function in Timber code except by replacing it with a variable going by the same name
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l et x = 1 + (5 ∗ 3) in x + x

l et x = 1 + (∗ ) 5 3 in x + x

l et x = 1 + primIntTimes 5 3 in x + x

l et x = 1 + 15 in x + x

l et x = (+) 1 15 in x + x

l et x = primIntPlus 1 15 in x + x

l et x = 16 in x + x

l et x = 16 in 16 + x

l et x = 16 in 16 + 16

l et x = 16 in (+) 16 16

l et x = 16 in primIntPlus 16 16

l et x = 16 in 32

32

Listing 4.9: Example of step-by-step small step evaluation where each line represents the state

after a small step has been applied to the line before. In Timber an operator can be moved before

its arguments when placed within parentheses.

as the function.

It is important that for each step something in the code shown to the user changes and

takes the code closer towards the result, thereby the free operations mentioned before.

Otherwise the change made during some steps would not be visible. Both states would

be represented by the same code, even if the underlying tree is not the same. This also

ensures that the interpreter does not get stuck evaluating a step. Furthermore it is also

important that calling the interpreter two times and each time taking a single step yields

the same result as calling the interpreter once and taking two steps. Otherwise it would

be confusing to the user.

Alpha conversions are done on a node and all of its children recursively before focus

is returned to the node the alpha conversion was started on. If evaluation is stopped

in the middle of alpha conversion the program could be left in a state that has another

semantic meaning than before the conversion began. Therefore these changes does not

count as small steps.

This stepping mode is not strictly the same as what is usually called a small step. In

general it refers to an evaluation step according to the language semantics, after the code

has been desugared. An operation where some language constructs are translated into

others, so that there are fewer ones to handle. The small step used in this interpreter

actually takes even smaller steps, that more focuses on how the code changes from a

programmer’s perspective than how the language semantics are defined.

It is far from optimal to only use small steps to slowly traverse the code since it is

overly verbose and requires quite a few steps to get anywhere (Listing 4.9.) But it is

useful to find out exactly what is happening during evaluation and therefore it should be

available to the user but its use as primary stepping mode discouraged.
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l et x = 1 + (5 ∗ 3) in x + x

l et x = 16 in x + x

l et x = 16 in 32

32

Listing 4.10: Example of step-by-step bind step evaluation where each line represents the state

after a bind step has been applied to the line before.

l et x = ( l et y = (1+1) : y in y ) in x

l et x = ( l et y = 2 : y in y ) in x

Listing 4.11: Another example of bind step evaluation. Without the restriction that something

need to have changed since the last bind step, the same change will take place regardless of if

interpreter is run for one or two bind steps. This occurs because there are nested let expressions

and a single change occurs in both of them.

4.2.2 Bind steps

Bind steps are introduced to traverse the code in a manner more resembling that of a

debugger for an imperative language. When function application takes place or a new let

expression is introduced in some other way, it counts as a bind step. A step has also taken

place each time a binding or the body of a let-expression has finished evaluating (Listing

4.10,) with a few restrictions. Something need to have changed within the binding since

otherwise the interpreter would get stuck there. It would stop on the first one that is

encountered without removing it. The next time the interpreter is run the same binding

would count as a bind step and the interpretation is terminated without changing the

interpretation tree at all. The only changes that count are the same that count as small

steps. The bind step actually uses a counter for small steps to check if anything has

changed.

Something also must have changed since the previous bind step took place. Without

this restriction a situation can occur with nested let expressions where something that is

counted as two bind steps, is instead counted as one step if the interpreter is stopped in

between (Listing 4.11.)

The evaluation of the body is counted as a bind step since the new scope introduced

by the bindings is a natural delimiter. Even the body of functions are wrapped by let-

expressions when function application takes place. It is also a good idea to break before

exiting the expression since the names of bindings helps the user locate where in the code

the interpretation stopped.
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−− Sequence o f sma l l s t e p s :

l et f x = x + 1 in 10 + f (3 ∗ 3)

l et f = \x −> x + 1 in 10 + f (3 ∗ 3)

l et f = \x −> x + 1 in 10 + f ( (∗ ) 3 3) −− Focus : (∗) 3 3

−− After f o c u s s t e p :

l et f = \x −> x + 1 in 10 + f 9 −− Focus : 9

−− Widen f o c u s by 1 to ” f 9” ,

−− then ta ke f o c u s s t e p :

l et f = \x −> x + 1 in 10 + 10 −− Focus : 10

Listing 4.12: Demonstration of a few focus steps after a sequence of small steps.

4.2.3 Focus steps

To take a big step a rule in the natural semantics of the language is used. These rules

identify that if a few conditions can be met by other rules, a given transformation can be

done. As such, evaluation of all rules except the simplest ones require evaluation of other

rules. These in turn also require evaluation of more rules. The challenge is to select which

rule the big step should be concerned with. The two intuitive options are the outermost

and the innermost rule. Of which the innermost rule would result in similar behaviour

to small step evaluation. The outermost rule requires some kind of boundary, otherwise

the rest of the program would be evaluated. This is where the focus step comes in.

When evaluation is halted the interpreter wraps the node with a marker and thereby

remembers the position. There are operations to move this focus node out and to get

the subtree beneath the focus.

There is also a stepping mode that halts evaluation when leaving the focus node (Listing

4.12.) When combined with some other stepping mode, the focus step can be used to

skip a big segment of code that the user does not want to see the evaluation of. The

range of the subtree beneath the focus node can also be used to find out where in the

original code focus currently is.

Focus steps are similar to breakpoints. Evaluation takes place until the focus node is

encountered on the way out of the tree. Focus steps can even be somewhat emulated by

breakpoints since a breakpoint can be added instead of using the focus node.

4.2.4 Breakpoints

Breakpoints are hardly something new in the world of debugging code. They can be used

to quickly move to a problematic part of the program without the need to do everything

step by step (Listing 4.13.)

To add a breakpoint at a certain location in the source code a mapping is needed to

the interpretation tree. The parse tree contains such positions for each syntactic leaf,

that is variables, constructors and literals. Though the position stored for each leaf is
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l et x = 1 + (5 ∗ 3) in x + x

l et x = 1 + 15 in x + x

Listing 4.13: Example of evaluation with a breakpoints placed that breaks after 5 * 3.

the beginning of the next word. During transformation from the parse tree generated by

the parser to the interpretation tree used by the interpreter the position information is

changed. Each node in the tree is given a range instead of a position. Syntactic leaves

get the range from the position in the last such leaf to the position in the current one.

The first leaf get a range starting at the beginning of the file. The other nodes get a

range corresponding to the union of its children.

Breakpoints are added by specifying a range and it ends up wrapping nodes where the

range fit within the range of the node, but in none of its children. Calling it a breakpoint

is actually a misnomer, it is rather a break range.

There are several types of breakpoints. One that breaks before evaluation begins, one

that breaks after and a last one that also breaks after, but only if something changed

within the range. This allows the user to evaluate suitably much of the program before

displaying the state.

In debuggers for imperative programs breakpoints are usually placed on lines, not in

the middle of an expression. This does not work as well with functional programs since

new lines does not always carry the same meaning. Sequencing of operations are more

likely to be done by chaining operations in one expression. Breakpoints are therefore

more useful if they can be placed within an expression.

4.3 Interpreter internals

The interpreter uses the parser from the compiler and transforms the resulting parse tree

to the interpreter tree that the interpreter operates on. This is basically a parse tree,

but with a few small changes; there are embedded breakpoints, focus marker nodes and

range information for each node. There is also a type of node for built in operation that

includes the Haskell code that corresponds to the operation.

All variable bindings are part of the tree; they are placed within let-expressions that

encloses the code where the variable is available, the scope. The environment only prop-

agates down in this tree and the variable names can be reused in other parts of the code

without collision and the need for renaming.

There are different classes of nodes in the tree, primary interpretable nodes and ad-

ditional helper nodes. The only primary nodes currently implemented are expressions.

These represent code that can be evaluated to values given enough evaluation and the

right environment. The other nodes are used to describe the internals of constructs given

by the primary nodes. Breakpoints and focus nodes can only be placed around primary
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abs a

| a<0 = −a
| otherwise = a

Listing 4.14: A guard expression has a list of qualifiers that need to be satisfied for the

corresponding expression to be used. This list begins with a pipe sign.

case Just 5 of

Just x | x>0, l et y = x∗x , y<100 −> y

−> 0

Listing 4.15: An example of a guard expression with multiple qualifiers. Each qualifier is

separated by a comma and in the second one the name “y” is bound. This name is available in

the second and third qualifier in addition to the body of the guard where it is used, but it is not

available in the first qualifier. The code in the example checks if a number is given, is bigger

than zero and the square is less than 100. If so the square is returned, in all other cases zero is

returned.

nodes.

Guard expressions (Listing 4.14) are represented in the tree in such a way that they

need to be handled a bit differently. Each guard expression has a list of qualifiers that

need to be satisfied for the corresponding expression to be used. But a qualifier can

include variable bindings that are visible to other qualifiers later in the list and in the

expression itself. Though they are not visible in the qualifiers earlier in the list (Listing

4.15.) The tree is therefore emulated within this node by treating the head in the list of

qualifiers as a node and the tail of the list and the corresponding expression as the node

beneath.

To avoid name collisions between variables alpha conversions are done during evalu-

ation. When a new variable binding is encountered the interpreter checks if there is

already a binding in the environment for each new name. When a collision is detected

another name is generated that does not collide with any name in the environment and

all occurrences within the scope of the binding are replaced. If the name that is being

changed to is encountered, that variable also need to be alpha converted.

4.4 Performance

The performance of the interpreter was measured and compared against the performance

of the same program but as compiled code. This was done using a bit bigger program

described in appendix B. The measurements were done on an Intel Core 2 Duo machine

at 1.6 GHz with 2 GB of RAM, but only one core is used since the interpreter only uses

one thread.
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Table 4.1: Time measurements for the interpretation and execution of the program in appendix

B with different number of possible variable names.

Number of variable names 4 11 19 26 52

Interpretation time 9.8 s 53 s 3.6 m 9.5 m 12 h

Execution time 3 ms 3 ms 3 ms 3 ms 4 ms
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Figure 4.1: Time measurements for the interpretation of the program in appendix B with dif-

ferent number of possible variable names. The first three results of table 4.1 are shown, with

the beginning of the line towards the fourth and last measurement visible.

The compiler could compile the program in 1.9 seconds and the program could be

executed in 4 milliseconds. On the other hand the interpreter took over 12 hours to

interpret the program. The results of the measurements can be found in table 4.1. It

is clear from the table that the number of possible variable names greatly influences the

time required for interpretation. Though it does not significantly affect the execution

time. The relation between the first three measurements are shown in figure 4.1, the last

measurement is off the chart.

The shorter measurements, that lasted no longer than one minute, was repeated a few

times and the lowest result was used. This reduces the impact of other processes running

on the test system. Those longer than that was only run once, since impact from other

processes is minimal under low load.

The interpreter has no chance performance wise against compiled Timber code. But

this was never a design goal. The main focus of the interpreter is instead to step through

the code manually. Though the performance of the interpreter could still use some

improvement.



CHAPTER 5

Discussion

5.1 Possible improvements

5.1.1 Stack trace and the traditional code view

The current implementation of the interpreter lacks a stack trace to show which functions

have been called to reach a certain position in the code. But this information could be

included in the output code by adding comments containing the name and location of

each function called. It could be contained in a field of let expressions, which are already

used to add bindings for the arguments. If the pretty printer is modified so that it

can print this information formated as a comment the same information that would be

included in a stack trace is available in the printed state. This information would be

made available together with the values for arguments since that information is already

shown. A real stack trace could also be created from this information by looking at which

let expression nodes lies on the path from the root to the focus node.

The alternative to the in-lining done in the Timber interpreter is the traditional view of

jumping around between functions in the original code written by the programmer. This

inherently requires a stack trace for evaluation to succeed since the interpreter needs to

know what code called each function.

In this view, the location of a program pointer is shown to the user together with

available variables. It is clear where evaluation is taking place. But this is not so clear in

the current Timber interpreter since it instead operates on a tree that is changed during

evaluation. When this tree is transformed back into timber code it looks differently than

the original code. This disadvantage can be countered by using a different view of the

state.

This alternative view uses the focus node to find out where evaluation last took place.

As described before, this can be used to build a stack trace. It can also be used to find

out where in the original code this is by looking at the range of the node beneath the

focus node. Which bindings are available can be ascertained by again traversing the tree

27



28 Discussion

l et f a b = a∗b in f 1 2

l et f = \a b −> a∗b in f 1 2

Listing 5.1: In the alternate view described in section 5.1.1 the result of the last evaluation will

sometimes contain a very big expression. The function in this example could be a fair bit larger.

The second line shows the result after an evaluation step is taken from the code on the first line.

The focus node is placed around the lambda expression, the right hand side of the binding for

“f.”

from the root to the focus node and this time remembering all bindings encountered.

The result of the last computation is available as the child of the focus node and can also

be pretty printed to the user.

The disadvantage compared to the traditional state view is that evaluation is sometimes

made on the outermost part of a big expression and that big expression will then be shown

as the result (Listing 5.1.) This may be possible to alleviated by changing or introducing

new stepping modes so that they don’t show operations on the outermost sections of big

expressions.

The part about only showing the first few elements of a list is not that important.

It is mostly a short-coming in the traditional view and making the interpreter behave

in the same way is hard since extracting the elements counts as evaluation steps, but

they need to be done for free while printing. At this point there are two options; the

underlying state of the program can either be kept as it is or changed to reflect these

evaluation steps. Neither option is viable. In the first alternative when a binding is used,

the code inserted is not the same as what is shown to the user in the list of bindings. The

information displayed is not the real state and it becomes hard to follow what happens

while stepping through the code. In the second alternative, the pause would affect the

state of the evaluation. Taking one step, printing and then taking another would give a

different result from taking two steps immediately. The emulation of the traditional view

would therefore still show bindings as Timber code that can include let expressions.

There is another solution, though it requires more changes to the stepping modes. Only

values are shown in the right-hand-side in the list of bindings in the traditional view.

If the further evaluation of values is done for free everywhere in the interpreter there is

no problem in doing this evaluation while printing. The underlying state does not even

need to be updated while printing, since it is all done for free. But there is a drawback

in that the stepping becomes less verbose, especially while doing pattern matching.

5.1.2 Range information

The range information for nodes could be greatly improved, but this requires changes to

the parser. The goal is still to annotate each node in the interpretation tree with range

information, but this information would ideally correspond to the actual range in the
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l et x = 1 ∗ (2+3)

in ((4+x) ∗ −5)

Listing 5.2: The example program used to analyze different storage strategies for range

information.

code that the node is parsed from.

Only the primary interpretable nodes can be wrapped by breakpoints and focus nodes

and it is actually only these that require ranges. Though it is useful to store the union

of all ranges beneath each helper node in the helper nodes themselves. This information

makes it easier to compute the range for the primary nodes, though this increases the

amount of information that need to be stored which may slow things down.

There are a few alternative strategies on how much and which information to store.

The parser used in the interpreter stores the word after each syntactic leaf. The intended

strategy was to store the beginning of each syntactic leaf, but a bug in the parser caused

it to behave differently. In addition more information can also be added. The behaviour

can be improved by instead storing the beginning and end of all nodes in the parse tree.

In the next sections the implications of these different strategies will be investigated by

analyzing the ranges in Listing 5.2.

The unary negation operator used at the end of Listing 5.2 introduces an ambiguity.

The operator does not extend the range of the argument so there is no way to differentiate

between selecting the argument of the operator and the operator itself with the argument

applied. To resolve this more range information is needed, specifically the unary operator

need to know where it begins just like the syntactic leafs.

Updating the range information stored by the parser is outside the scope of this thesis

as it is borrowed from the Timber compiler.

The word after each syntactic leaf

In the current implementation, where the beginning of the word after each syntactic leaf

is stored, the range starts where the range of the lasts such leaf ended. The range ends

right before the word after the current syntactic leaf. In this way there is a syntactic leaf

that covers every position in the file, except for the last part of the file beginning at the

word after the last such leaf.

The syntactic leafs in Listing 5.2 would have ranges covering all but the last closing

parenthesis. The range for the literal “1” starts at the equal sign and ends at the space

right before the multiplication sign. This range is four characters long, even though the

literal actually only covers one character. The range for the literal 4, on the second line,

starts at the last closing parenthesis on the first line and ends right before the addition

sign. This is eight characters and one new line.

These ranges contains the leaf itself, but also some code around it. The problems
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starts to appear when the user tries to select code instead of only the leafs. E.g., if the

expression that which result is placed in the variable “x” is selected, that is the range

from the character “1” to the end of the line, the interpreter would count this as selecting

both complete lines.

Syntactic leafs from the first line are selected, but since the last parenthesis on the

first line is also selected, the value “4” from the second line is included in the range.

The smallest range that includes all these leafs includes the complete let expression that

spans both lines.

Position of each syntactic leaf

The range information can be improved by instead using the intended strategy of storing

the position of the first character describing each syntactic leaf. The end position can

then be computed by looking at how it would be pretty printed, so long as this can be

done accurately. Otherwise the end position also need to be stored. In this way there are

gaps between the syntactic leafs that are covered when they are combined by code that

uses them. This will in itself not correct the flaws in the current implementation since if

the user selects a space after a syntactic leaf, the next such leaf also need to be selected

for the ranges to match.

The next step is therefore to modify the behaviour of the range matching done when

adding breakpoints. The behaviour is changed so that the first range that fits within

the range of the breakpoint is wrapped by a breakpoint, but none of nodes within are

then allowed to be wrapped by the same breakpoint. It is still possible that multiple

breakpoints can be added for a single range, if the code has been copied to another

location in the tree that is not within the breakpoint.

Breakpoints are now added so that they wrap all the selected syntactic leafs. It doesn’t

matter if a few characters around them that does not belong to another leaf is also

selected, since there is no requirement that the breakpoint should fit within some range

in the tree.

This is all well and good for adding breakpoints, but there are also other uses for the

range information. Not only is a mapping from the source code into the interpretation

tree needed, but sometimes also a mapping back. When the interpretation is paused it

is useful to see where the last change took place; that is where the focus node is located.

The information that the interpretation tree can provide the user with is enough to

realize what code is selected, though the output will not look so good. When requesting

the range for the whole code sequence in Listing 5.3, only the range from “1” on the first

line to “1” on the last line is returned.

Expression nodes that extend the range

To make the selection of all code in Listing 5.3 look good, range information is needed

for all expression nodes that extend the range beyond the union of its children. I.e.
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case [ 1 , 2 , 3 ] of

[ ] −> 0

x : xs −> x∗( x+1)

Listing 5.3: An example where the range for the whole code sequence should be returned, but

the range only spans from “1” on the first line to “1” on the last line.

parentheses need both a start position and an end position since it extends in both

directions, while a case expression only need a start position since it does not extend

beyond its last child. On the other hand, function application don’t need any new range

information at all since it starts with a child and ends with a child. There are no character

in the code representation of the node that extends beyond its children.

5.1.3 Range information of printed output

There is also a second kind of range information that is useful while the evaluation is

paused; the range of the node in the pretty printed code instead of in the original code.

This information can be used to highlight the range for the focus node to show where

the last change took place. This is an important tool coupled with syntax highlighting

to mentally process and make sense of the current state.

Another use is to add breakpoints by specifying a range in the code representing the

current state instead of in the original code. Similar results can be achieved by parsing

the printed code, but this will result in the loss of already present breakpoints.

Implementing this change though, requires additional features in the pretty printer and

since it is borrowed from the Timber compiler it is outside the scope of this thesis.

5.1.4 Improved code output

The quality of the output code that represent the program state is important for the

usability of the interpreter. But since the quality of the code is about how easy it is

to understand by a human being, high quality is hard to concretely define. There are

a few things that can be done though. The code usually becomes more readable when

redundancy is removed and it is made more compact.

The most readable way of representing a string is by surrounding it with citation

marks. This representation is seldom used in the state though, since to dynamically

create a string the list constructor operator is used (Listing 5.4.) The literal string can

be converted to a series of list constructors, but these are never converted back. A

possible improvement is to combine list constructors into a single literal string during

evaluation.

The pretty printer currently outputs floating point numbers in a way that is neither

a value nor a construction to create one. A float is displayed as rational number where
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”abcd”

’ a ’ : ’ b ’ : ’ c ’ : ’ d ’ : [ ]

Listing 5.4: Two alternative ways of representing a list. The first is a compact literal string,

while the second is a series of list constructors that describe the same list.

for example “15 % 10” represents the value 1.5, or 15 divided by 10. A definition could

be added to the prelude for an operation that transforms this into a value, but this is

not enough. The interpreter need to treat the output of the pretty printer as a value,

otherwise the state as seen by the user is ambiguous. It is either a float or a construction

to create one. The only way to see the difference is to continue evaluation and see how

it is treated.

5.1.5 Modes of evaluation

The currently implemented set of stepping modes allow the user to navigate the code and

find out what is happening, but improvements are certainly possible. It may for example

be a good idea to let a whole phase of alpha conversion count as one small step. This

makes it more clear that renaming took place without allowing the evaluation to break

in the middle of an alpha conversion.

The functionality for the user to interactively pause evaluation can be implemented as

a stepping mode if stepping modes are allowed to have side effects. The program can

either check if the user has pressed a key or check if a flag has been set by some other

thread. When this occur the evaluation can be stopped.

Another way this can be achieved, but without allowing side effects, is to add an

extra break condition that pauses evaluation after a certain number of small steps. The

surrounding logic can then check if evaluation should continue.

The focus stepping can be improved by introducing the ability to narrow the focus.

Currently the focus can only be widened, since narrowing the focus is a bit more abstract.

A node can have multiple children, it is therefore unclear which of them should be

wrapped in the focus node. The idea here is to wrap the first child. Though this is less

useful than widening the focus it still has its use. The current alternative is to do a small

step to find out where the next change takes place and go ahead from there.

To implement reduction based on function calls, information need to be added either in

or around the let expression that is added during function application. This information

can be examined to find out when the interpreter leaves a function block.

5.1.6 Support the rest of Timber

Another area that will need improvement to make the interpreter useful in practice is

which parts of the language that is supported. Optimally everything that works with the
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compiler should also work with the interpreter.

The current implementation does not include any support for side effects and imple-

menting this will require more state information. This state information is coupled to

Timber objects and if these objects are also represented as code, the state information

can be included within them.

The signaling between these objects requires event queues and these are harder to

represent as Timber code during evaluation. But if the goal is shifted towards representing

the state of the program as code while paused, code can instead be generated to recreate

the state of the event queue. The event queue is not everything that will need to be

generated in this way, it would also be good to create a root procedure that continues

the current evaluation where the program paused and makes sure the event queue is

recreated. In this way the generated code is a valid Timber program that can be sent to

the interpreter or even the compiler to allow further execution. This can even be done

on another computer since the code contains the whole state of the evaluated program.

The exact implementation of these extensions are beyond the scope of this thesis.

5.1.7 Performance

As seen in Section 4.4 the interpreter is very slow compared to compiled code. As

mentioned this is not such a big issue since performance was never a design goal, though

the speed in which evaluation is done could be improved.

Speeding up the interpreter will make it more usable as a tool during development

since it results in less waiting time for the developer.

5.1.8 Additional uses

After altering the interpreter to allow further evaluation even after a variable lookup

failed, it can be used for simplifying expressions in an IDE. By selecting an expression in

the editor and allowing the interpreter to handle it, the interpreter can partially evaluate

the expression based on known variables and leave unknown variables untouched. This

can be used to simplify complex expressions or to figure out what the code will do before

the rest of the program is written.

5.2 Comparison to other implementations

The debugging in the implemented interpreter works a bit differently from GHCi (Section

2.2.1) and Hugs (Section 2.2.1.) The placement of breakpoints is more restricted in GHCi

than in Hugs and the Timber interpreter. It is not possible to place breakpoints around

every expression, but it can be done often enough that it is possible to follow what is

happening. The placement of breakpoints in the Timber interpreter more resembles that

of Hugs, where functions are placed in the code to mark possible breakpoint locations.
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This allows selecting any expression as a breakpoint location, by placing that expression

as an argument to the function. Compare this to selecting the same range of code and

adding a breakpoint for it, as done in the Timber interpreter. This selecting of code is

not incorporated within the source code for the program so the code does not need to be

modified to add breakpoints, it allows adding them on the fly.

The placement of breakpoints in GHCi follows a set of complex rules, especially if

no column is specified. When a column is given, it more resembles that of the Timber

interpreter. The breakpoint location that encloses the smallest amount of code is used,

the difference is that GHCi is more restricted in where these breakpoint locations are.

When it comes to stepping through the code, this is not supported in Hugs. Unless

counting manually adding breakpoints everywhere. The stepping in GHCi is made by

running to the next possible breakpoint location. This close tie between stepping and

breakpoints is not incorporated within the Timber interpreter. Here it is two completely

separate things.

The small steps in GHCi, which is the only stepping mode available there, most re-

sembles the small steps in the Timber interpreter. Though they are not identical since

the small steps in the Timber interpreter tries to capture all changes possible as steps

while the stepping mode in GHCi is more restrictive. It tries not to overflow the user

with information by taking excessively small steps.

Instead of allowing the developer to step through the code, Hugs adds an observation

function that both stores the information and passes it on as a result to the code that

called the function. This allows retrieving information that would otherwise be retrieved

by stepping through the code. In this way the result can be followed as it is being built

up.

5.3 Reflection

The interface for the interpreter has mostly been left out of this thesis. As described in

the purpose (Section 1.3) there are a few options available. There could be a dedicated

GUI, a command line interface or just an API. Exactly how this is done is actually

not that interesting before there is an interpreter to control. Instead the interpreter is

currently only a set of Haskell functions and data structures that can be controlled from

an interactive Haskell prompt.

Only some of the features described have actually been implemented and fully consid-

ered since much lie outside the scope. Things like small steps and breakpoints are directly

included, but other stepping modes are not so clear. For example something similar to

big-step evaluation has been included in the focus step concept. Somehow there need to

be some restriction on how much is evaluated in big-step evaluation since otherwise it

would not be a stepping mode. This is done by using the focus node.

The reduction concerning function calls and returns are included within the definition

of bind step, though the concept of a bind step is a bit broader. It will stop at the
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instances a function call and return step would, but also at other occasions. How it could

be implemented though is described in Section 5.1.5.

The other evaluation modes described only makes sense if more of the language is

supported.

5.4 Conclusions
The interpreter that has been introduced in this thesis works a bit differently than others.

It has been adapted to the concept of a functional language and allows the user to closely

follow the evaluation in a manner resembling the formal semantics of the language. It also

exposes all state information during interpretation as Timber code since it operates on

the code and modifies it instead storing a static copy and a position in it. This has both

advantages and disadvantages. It can become quite slow, but it also allows a different

and more intuitive way of displaying the state of the program to the user.

It does not yet support a large portion of the Timber language and is therefore of

limited use in its current state. But this is a base that can be expanded upon to support

the rest of the language and can then prove useful when using Timber as a modeling

language, when performance is not an issue. It would also be useful for debugging code

that is ultimately destined for the compiler.
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Example programs in Timber

The program in Listing A.1 can be debugged by adding a stop condition that breaks

interpretation after a large number of evaluation steps. By looking at the function call

to “fib” it is possible to see that it is eventually caught up calling itself with negative

arguments and code growing deeper and deeper with more and more function calls.

1 module Fibonacc i where

2

3 −− Q: Why does t h i s program produce a segmentat ion f a u l t ?

4 −− A: I t t r i e s to compute ” f i b −1” and goes i n t o r e c u r s i o n

5 −− wi thout a base case .

6

7 r e s = l et (+) = primIntPlus

8 (−) = primIntMinus

9 div = primIntDiv

10 ( $ ) = \a b −> a b

11 in let a = −2
12

13 fun 0 = [ ]

14 fun x = ( f i b $ x+a ) : fun (x ‘div ‘ 2)

15

16 f i b 0 = 0

17 f i b 1 = 1

18 f i b x = f i b (x−1) + f i b (x−2)
19 in fun 5

Listing A.1: A program that is not terminating since one function is not fully defined.

The program in Listing A.2 can be observed in a similar way to A.1. After interpreting

for a large number of evaluation steps the process is paused and the user observes the

code. By looking at the arguments to function calls of the function “newton” it can

be observed that the first argument “x” is lowered by one each call. Since “newton”

computes a new guess “n” each call and it is computed based on the argument “x” this

37
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is where the error could be. After looking closely it can be seen that “x” is indeed

subtracted by 1 and the error has been located.

1 module Newton where

2

3 −− Q: Why does not t h i s program terminate ?

4 −− A: See the l i n e t h a t i s commented out . The wrong v a r i a b l e i s used .

5

6 r e s = l et (+) = primFloatPlus

7 (−) = primFloatMinus

8 (∗ ) = primFloatTimes

9 (/ ) = primFloatDiv

10 (<) = primFloatLT

11 (<=) = primFloatLE

12 abs = \a −> i f a<0 then −a else a

13 otherwise = True

14 in let guess = 0

15 prec = 0.01

16 d e rd i s t = 0 .1

17 curve x = x∗x∗x + 10∗x + 100

18 expected = −3.930033
19

20 newton x p d f

21 | abs y <= p = x

22 | otherwise = newton n p d f

23 where y = f x

24 y ’ = ( f ( x+d) − f (x−d) ) /(2∗d)
25 n = x − y/y

26 −− n = x − y/y ’

27 in newton guess prec d e rd i s t curve

Listing A.2: A program that is not terminating due to misused variables. The algorithm itself

is supposed to lead to termination.

The last example program is a bit harder to debug (Listing A.3.) The error can be

observed by small stepping through the code and noticing how the evaluation is done in

an incorrect order, but it is likely more easy to spot by manually reading and analyzing

the code.

1 module Crossed where

2

3 r e s = l et (+) = primFloatPlus

4 (−) = primFloatMinus

5 (∗ ) = primFloatTimes

6 (/ ) = primFloatDiv

7 True == True = True

8 False == False = True

9 == = False

10 not True = False
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11 not False = True

12 a /= b = not $ a == b

13 (<) = primFloatLT

14 (<=) = primFloatLE

15 (>) = primFloatGT

16 (>=) = primFloatGE

17 ( $ ) = \a b −> a b

18 id = \a −> a

19 otherwise = True

20 in let −− This program does not produce r e a s o n a b l e r e s u l t s . There i s

21 −− a bug in the ” d i s t ” f u n c t i o n .

22

23 −− While the f i r s t o b j e c t moves to the goal , does i t c r o s s

24 −− the o t her o b j e c t wi th r e s p e c t to the p e r p e n d i c u l a r

25 −− d i r e c t i o n ?

26 −−
27 −− ( ax , ay ) − I n i t i a l p o s i t i o n f o r the f i r s t o b j e c t .

28 −− aspeed − Speed f o r the f i r s t o b j e c t .

29 −− a d i r − D i r e c t i o n o f the f i r s t o b j e c t .

30 −− ( bx , by ) − I n i t i a l p o s i t i o n f o r the second o b j e c t .

31 −− bspeed − Speed f o r the second o b j e c t .

32 −− b d i r − D i r e c t i o n o f the second o b j e c t .

33 −− g o a l − The d e s t i n a t i o n f o r the f i r s t o b j e c t .

34 c ro s s ed ( ax , ay ) aspeed ad i r (bx , by ) bspeed bd i r goa l =

35 ( ay<=by) /= (ay’<=by ’ )

36 where ( aydi s t , t ) = d i s t ( goal−ax ) aspeed ad i r

37 ay ’ = ay + ayd i s t

38 ( , by ’ ) = move (bx , by ) bspeed bd i r t

39

40

41 −− Compute how long an o b j e c t t r a v e l s in a c e r t a i n d i r e c t i o n

42 −− x w h i l e i t t r a v e l s a c e r t a i n d i s t a n c e in the p e r p e n d i c u l a r

43 −− d i r e c t i o n y and the time i t took .

44 −−
45 −− d − Distance in the p e r p e n d i c u l a r d i r e c t i o n y .

46 −− speed − How f a s t the o b j e c t t r a v e l s .

47 −− d i r − D i r e c t i o n the o b j e c t t r a v e l s in f r a c t i o n o f v e l o c i t y

48 −− in the p o s i t i v e x d i r e c t i o n .

49 d i s t d speed d i r = ( t ∗ speed ∗dir , t )

50 where t = d/ speed∗(1− d i r )

51 −−where t = d /( speed∗(1− d i r ) )

52

53 −− Move an o b j e c t wi th g iven speed and d i r e c t i o n f o r a

54 −− s p e c i f i e d amount o f time .

55 −−
56 −− ( x , y ) − I n i t i a l p o s i t i o n .

57 −− s − Speed o f movement .

58 −− d i r − D i r e c t i o n o f movement .

59 −− t − Duration .

60 move (x , y ) s d i r t = (x + s∗(1− d i r ) ∗ t , y + s ∗ d i r ∗ t )
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61

62 −− A v e l o c i t y : 10∗(1−1/10) = 9

63 −− t ime = 90/9 = 10

64 −− A v e r t pos : 9 −> 9 + 10∗1/10∗10 = 19

65 −− B v e r t pos : 0 −> 0 + 10∗2/10∗10 = 20

66 −− A b e g i n s above , ends up below . They c r o s s !

67 expected = True

68 va l = cro s s ed (0 , 9 ) 10 (1/10) (0 , 0 ) 10 (2/10) 90

69 in va l == expected

Listing A.3: A program that produces the wrong result due to missing parentheses.
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A bigger Timber program for
performance measurements

The program in Listing B.1 implements the combinator parser described in [7]. It is used

to measure the performance of the interpreter by running the program in the interpreter

and almost the same program using a compiler and then executing the resulting binary.

The difference between the programs used is that bindings are moved to the top level of

the program in the compiled version to work around a bug in the compiler. This second

program is omitted for the sake of brevity.

Even though the interpreter only handles the first top-level binding, definitions of data

types are included so that the program passes type checking.

The varying of the number of possible variable names is done by changing the binding

on line 114.

1 module Parser where

2

3 va l = l et (+) = primIntPlus

4 (−) = primIntMinus

5 (∗ ) = primIntTimes

6 negate = primIntNeg

7 div = primIntDiv

8 mod = primIntMod

9 (==) = primIntEQ

10 (/=) = primIntNE

11 (<) = primIntLT

12 (<=) = primIntLE

13 (>) = primIntGT

14 (>=) = primIntGE

15 ( $ ) = \a b −> a b

16 ord = primCharToInt

17 chr = primIntToChar

18 id = \a −> a

41
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19 otherwise = True

20 take = \n l i s t −> case l i s t of

21 x : xs | n>0 −> x : take (n−1) xs

22 −> [ ]

23 drop = \n l i s t −> case l i s t of

24 : xs | n>0 −> drop (n−1) xs

25 xs −> xs

26 map = \ f l i s t −> case l i s t of

27 x : xs −> f x : map f xs

28 [ ] −> [ ]

29 f i l t e r = \ f l i s t −> case l i s t of

30 [ ] −> [ ]

31 ( a : as ) | f a −> a : f i l t e r f as

32 | otherwise −> f i l t e r f as

33 repeat = \x −> l et a = x : a

34 in a

35 replicate = \n a −> take n $ repeat a

36 head = \( x : ) −> x

37 t a i l = \( : xs ) −> xs

38 foldr = \ f u l i s t −> case l i s t of

39 [ ] −> u

40 (x : xs ) −> f x ( foldr f u xs )

41 fo ld l = \ f u l i s t −> case l i s t of

42 [ ] −> u

43 (x : xs ) −> fo ld l f ( f u x ) xs

44 f l i p = \ f a b −> f b a

45 (++) = f l i p ( foldr ( : ) )

46 length = \ l i s t −> case l i s t of

47 x : xs −> 1+length xs

48 [ ] −> 0

49 mapMaybe = \ f l i s t −> case l i s t of

50 [ ] −> [ ]

51 ( a : as ) | Just b <− f a −> b :mapMaybe f as

52 | otherwise −> mapMaybe f as

53 fromJust = \(Just x ) −> x

54 (@) = \ f g x −> f ( g x )

55 zipWith = \ f a b −> case ( a , b ) of

56 (x : xs , y : ys ) −> f x y : zipWith f xs ys

57 −> [ ]

58 zip = zipWith ( , )

59 isJust = \m −> case m of

60 Just −> True

61 Nothing −> False

62 concat = foldr (++) [ ]

63 f s t = \(x , ) −> x

64 snd = \( , x ) −> x

65 const = \x −> x

66 in let −−accept : : [ Char ] −> P Char

67 accept cs = (Nothing , map f c s )

68 where f c = ( c ,\ s −> ( s , Just c ) )
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69 −−r e t : : a −> P a

70 r e t a = (Just a , [ ] )

71 −−( $$ ) : : P ( a −> b ) −> P a −> P b

72 fp $$ ap = (empty , nonempty )

73 where

74 empty = case f s t fp of

75 Nothing −> Nothing

76 Just f −> case f s t ap of

77 Nothing −> Nothing

78 Just a −> Just ( f a )

79 mapSnd f (x , y ) = (x , f y )

80 suba = case f s t fp of

81 Nothing −> [ ]

82 Just f −> l et g ( s , Just a ) = ( s , Just ( f a ) )

83 g ( s , ) = ( s ,Nothing )

84 in map (mapSnd (g@) ) (snd ap)

85 combine ( fc , f f ) = ( fc ,munch)

86 where

87 munch cs = case f f c s of

88 ( cs ’ , Just f ) −> handleap (snd ap)

89 where handleap [ ]

90 | Just a <− f s t ap = ( cs ’ , Just $ f a )

91 | otherwise = ( cs ’ ,Nothing )

92 handleap ( ( ac , a f ) : as )

93 | ( c : cs ’ ’ ) <− cs ’ ,

94 ord c == ord ac = case a f cs ’ ’ of

95 ( cs ’ ’ ’ , Just a ) −> ( cs ’ ’ ’ , Just $ f a )

96 −> handleap as

97 | otherwise = handleap as

98 ( cs ’ ,Nothing ) −> ( cs ’ ,Nothing )

99 subfa = map combine (snd fp )

100 nonempty = suba ++ subfa

101 −−($+) : : P a −> P a −> P a

102 p1 $+ p2 = (empty , nonempty )

103 where empty = i f isJust ( f s t p1 ) then fs t p1 else f s t p2

104 nonempty = snd p1 ++ snd p2

105 −−parens : : P a −> P a

106 parens p = re t (\ −> \x −> \ −> x ) $$

107 accept ” ( ” $$ p $$ accept ” ) ”

108 parse (Just a , ) [ ] = ( [ ] , Just a )

109 parse ( empty , ( ac , a f ) : as ) ( c : c s )

110 | ord ac == ord c , ( cs ’ , Just r e s ) <− a f cs = ( cs ’ , Just r e s )

111 | otherwise = parse ( empty , as ) ( c : c s )

112 parse cs = ( cs ,Nothing )

113 in let ops = ”+−∗/”
114 vars = map chr $ count (ord ’A’ ) (ord ’Z ’ )

115 ++ count (ord ’ a ’ ) (ord ’ z ’ )

116 where count s t a r t end

117 | s ta r t<=end = s t a r t : count ( s t a r t +1) end

118 | otherwise = [ ]
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119 pOp = re t Op $$ accept ops

120 pVar = r e t Var $$ accept vars

121 eOp = \v −> \o −> \e −> EOp v o e

122 pExp = ( r e t eOp $$ pVar $$ pOp $$ pExp)

123 $+ ( r e t EVar $$ pVar )

124 $+ ( parens pExp)

125 printExp (EOp v o e ) = printVar v

126 ++ printOp o

127 ++ ” ( ”

128 ++ printExp e

129 ++ ” ) ”

130 printExp (EVar v ) = printVar v

131 printVar (Var c ) = c : ””

132 printOp (Op c ) = c : ””

133 in printExp $ fromJust $ snd $ parse pExp ”a∗c−b/c”
134

135 data Exp = EOp Var Op Exp

136 | EVar Var

137

138 data Var = Var Char

139

140 data Op = Op Char

141

142 type P a = (Maybe a , [ (Char , String −> (String ,Maybe a ) ) ] )

143

144 data Maybe a = Just a | Nothing

Listing B.1: A bit bigger program written in Timber.
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