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Abstract

Deep neural networks (DNNs) have successfully been applied across various data-
intensive applications ranging from computer vision, language modeling, bioinformatics
and search engines. Hyper-parameters of a DNN are defined as parameters that re-
main fixed during model training and heavily influence the DNN performance. Hence,
regardless of application, the design-phase of constructing a DNN model becomes crit-
ical. Framing the selection and tuning of hyper-parameters as an expensive black-box
optimization (BBO) problem, obstacles encountered in manual by-hand tuning could be
addressed by taking instead an automated algorithmic approach.

In this work, the following BBO algorithms: Nelder-Mead Algorithm (NM), Particle
Swarm Optmization (PSO), Bayesian Optimization with Gaussian Processes (BO-GP)
and Tree-structured Parzen Estimator (TPE) are evaluated side-by-side for two hyper-
parameter optimization problem instances. These instances are: Problem 1, incorpo-
rating a convolutional neural network and Problem 2, incorporating a recurrent neural
network. A simple Random Search (RS) algorithm acting as a baseline for performance
comparison is also included in the experiments. Results in this work show that the TPE
algorithm achieves the overall highest performance with respect to mean solution qual-
ity, speed of improvement and with a comparatively low trial-to-trial variability for both
Problem 1 and Problem 2. The NM, PSO and BO-GP algorithms are shown capable of
outperforming the RS baseline for Problem 1, but fails to do so in Problem 2.
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1 Introduction

Machine learning encompasses the sub-domain of the artificial intelligence field con-
cerned with the construction and theoretical framework of algorithms capable of learning
to perform data-driven prediction and pattern extraction tasks. With machine learning,
some tasks previously beyond reach for explicitly programmed algorithms, though often
solved by human intuition, can now many times be tackled in a satisfactory way.

A machine learning algorithm does however crucially rely on the representation of
the raw data in the form of features provided. Given data, features form the building
blocks of information that the machine learning algorithm acts upon, and are typically
hand-designed by the system architect. Poorly designed features may severely inhibit
algorithm performance, which becomes a critical problem for applications where manual
by-hand feature-design is difficult, as is the case in e.g. object detection in images.

A solution to this issue is provided by the field of deep learning, where automated
learning of representations is achieved by a hierarchical process where complex rep-
resentations are expressed in terms of more simple representations, which are in turn
described by even more simple representations and so forth, in a deep layered structure.
Deep learning algorithms have been successfully applied in various areas such as speech
recognition [1], autonomous driving of cars [2], drug discovery [3] and the playing of
complex games [4].

The central model among deep learning algorithms is the deep neural network (DNN).
A DNN model incorporates a multitude of neurons, loosely inspired by biological neu-
rons, structured in a network of interconnected layers, capable of representation learning.
For instance, the aforementioned problem of object detection in images could be solved
by a DNN model by the means of, given the individual pixel values of an image, extract-
ing per-layer increasingly complex feature-detectors of for example; edges, basic shapes,
objects parts, and finally, actual objects [5].

Despite the evident success of applying DNNs across various problem settings, in
practice, the design of well-functioning DNN models is not trivial. The performance of a
DNN model is highly reliant on a situationally good choice of design variables, governing
for instance the number of layers in a model, number of units in a layer, type of unit
etc., hereafter referred to as hyper-parameters. Hyper-parameters govern many aspects
of the behavior of the DNN model, such as its ability to learn features from data, the
model’s exhibited degree of generalizability in performance when presented with new
data, as well as the time and memory cost of training the model.

Manual tuning of DNN models is of course possible, but relies heavily on the users
expertise and understanding of the underlying problem. Additionally, due to factors such
as time-consuming model evaluations, non-linear hyper-parameter interactions amongst,
in the case of large models, tens or even hundreds of hyper-parameters, manual tuning
might be infeasible still. This design process of selecting model hyper-parameter is
a factor that has been identified to hamper the adoption of deep learning methods
in AI related problems, which has in turn sparked increased research in algorithms for
performing automatic optimization of hyper-parameters [6]. Additionally, advancements
in performance for certain benchmark problems has been identified to emerge not only
from the introduction of brand new, novel DNN models, but also from finding better
hyper-parameter configurations for existing models [7].

Searching for an automated approach to hyper-parameter tuning, from an optimization
perspective, the processes of selecting optimal hyper-parameter for a DNN model is often
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formulated as a black-box optimization (BBO) problem. In this context, no intrinsic
aspect of the DNN’s evaluation is considered. The DNN is hence treated as an unknown
objective function that maps a set of hyper-parameters to a performance score, which
constitutes the only information available to optimizing algorithm. Further, as the
optimization problem cannot be guaranteed to be convex, due to the unknown nature
of the mapping, the problem is said to be of global type. Considering the possible
existence of many local optima, most optimization algorithms targeting global problems
incorporate some mechanism for weighting the exploration of new regions in the input-
space with respect to the exploitation of previous high-quality solutions.

1.1 Related Work

Naive, model-free, automated strategies for hyper-parameter optimization include the
grid search (GS) and random search (RS) algorithms. In GS, the hyper-parameter
space is discretized into a multidimensional grid, and the DNN model is evaluated at
each grid point. For a fixed resolution of the grid, the number of points to evaluate
grows exponentially with respect to the number of hyper-parameters, this approach
quickly becomes infeasible for high-dimensional DNN models. In RS, where each hyper-
parameter is randomly selected per model evaluation, has been shown to outperform
GS in terms of efficiency. Random Search has been seen to prevail especially in high-
dimensional models with a low number of effective dimension, as it is able to probe
sensitive parameters more thoroughly compared to GS [8].

Plenty of model-based BBO-algorithms has also been applied to hyper-parameter op-
timization of DNNs, where few principal notable approaches are summerized in [9].
Gradient estimation incorprates discrete estimation the objective function’s gradient. In
surrogate-based approaches, the objective function is instead replaced by an analytical
counterpart estimated from previous observation. Population-based approaches includes
algorithms where many function evaluations are run in parallel where after individual
solutions are let to interact.

In [10], concerning algorithmic hyper-parameter optimization of a DNN model applied
to two different image classification tasks, the Nelder-Mead (NM) algorithm [11], was
reported to outperform a Bayesian optimization using Gaussian processes (BO-GP) al-
gorithm [12], Covariance Matrix Adaptation-Evolution Stratgey [13], Coordinate-Search
[14] and RS. Also, in [10], the NM algorithm was demonstrated to exhibit a quick speed
of improvement as well as high-quality solutions for a CNN architecture specialized for
gender-classification of face-images, however with approximately twice the spread in
best-found solution quality compared to RS.

In [15], the Particle Swarm Optimization (PSO) algorithm [16], was shown capable of
optimizing a DNN model to a performance surpassing that of the same model tuned by
a human expert. Further, the PSO algorithm was demonstrated to be trivially paral-
lelizable, granting large speed-ups in optimization time when run on multi-core systems.

Various surrogate-based optimization techniques have been applied to hyper-
parameter optimization of DNN models. In [17], the BO-GP algorithm was demonstrated
to yield higher-than-human expert performance on three different machine learning mod-
els, including a DNN. In [7], the Tree-structured Parzen Estimator (TPE) algorithm, was
shown to outperform the BO-GP algorithm in optimizing the hyper-parameters of a DNN
model. However, in [15], [10], it is argued that surrogate-methods often suffer from large
sensitivity in setting-parameters, making them difficult to apply for non-experts.

2



Surveying recent studies concerning black-box optimization algorithms applied to
hyper-parameter tuning of DNNs, many papers highlight one (or alternatively, a certain
aspect of) single algorithm that is shown to compare favorably to a handful of compet-
ing algorithms across a small number of problem instances. However, due to different
performance metrics and varying combinations of examined algorithms and problems,
comparing the results of different studies is difficult. In [18], this issue is addressed
and a framework for optimization algorithm performance comparison is suggested. No-
tably, the authors suggest that the commonly employed ’best-yet performance score per
evaluation’ metric is supplemented both by a metric for convergence speed and with
non-parametric statistical test to establish rankings for the tested algorithms. Further,
in [8], the authors suggest that any algorithm under study should be compared to the
RS algorithm, ideally with an increased computational budget, motivated by its trivial
implementation and parallelization.

As the performance of different algorithms are undoubtedly circumstantial, a compar-
ative study of algorithms should preferably also include several problem-settings (e.g. by
incorporating different models and/or datasets) as to clue what degree of generalization
applies to the results of a performed study. On this background, it would be relevant to
evaluate a number of BBO-algorithms side-by-side, focusing on algorithm comparison
across multiple metrics of practical relevance.

1.2 Problem Description

In this work a comparative study of black-box optimization algorithms applied to hyper-
parameter optimziation of DNN models is performed. Algorithms with previously re-
ported state-of-the-art performance are concerned. By employing experimental design
and analysis devoted to quantifying inter-algorithm differences of practical relevance,
this work aspires to provide a more detailed picture of algorithm characteristics. Such
properties being quantified includes; speed of improvement, sensitivity to settings, gen-
eralizability across different types of problems, performance with respect to the RS
algorithm and trial-to-trial variability.

Specifically, the Random Search algorithm, Nelder-Mead algorithm [11], Particle
Swarm Optimization algorithm [16], Bayesian Optimization with Gaussian Process algo-
rithm[12] and the Tree-structured Parzen Estimator algorithm [7], are examined across
two different problem settings. The first problem considers optimizing hyper-parameters
of convolutional DNN model LeNet-5 [19] applied to image classification with the CIFAR-
10 dataset [20]. The second problem treats the hyper-parameter optimization of a recur-
rent neural network [21] model applied to language modeling with the the PTB dataset
[22].

1.2.1 Objectives

This work is summarized in the following objectives.

• Implement a framework for comparison of selected black-box optimization algo-
rithms, including generation and evaluations of selected DNN architectures with
variable hyper-parameters in two different problem contexts.

• Analyze, after evaluating each algorithm in repeated trials, the performances across
different metrics selected to convey properties such as; convergence speed, sensi-
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tivity to settings, generalizability across different types of problems, performance
with respect to the Random Search algorithm and trial-to-trial variability.
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2 Background

In this section, the basic functioning of DNNs, including the two specialized models used
in this work, are introduced whereafter the procedure of DNN hyper-parameter tuning
is formulated as an optimization problem.

2.1 Supervised Learning with Deep Neural Networks

Supervised learning is a machine learning discipline where a model learns to associate a
set of input data x with an output y [5]. Here y is referred to as labels, representing some
ground-truth attribute for a certain input, e.g. a scalar value or categorical attribute,
to be approximated by the model. Assuming the existence of a perfect data-to-label
mapping function f∗, the machine learning model is said to learn by means of recursively
updating its model parameters as to find a gradually improving approximation f̂ to f∗,
a process referred to as model training, given a labeled dataset Strain = {xtrain,ytrain}
[5].

Loosely inspired by neuroscience, the multilayer perceptron network (MLP) forms the
base architecture of neural networks [5]. The MLP constitutes a complex function with
chain-like structure manifested by an acyclic graph, an example of which is displayed in
Fig. 1.

Figure 1: Example architecture of a simple MLP model with 2 hidden layers.

For the MLP instance of Fig. 1, the approximating function f̂ is composed the chained
function described by f̂(x) = f (3)(f (2)(f (1)(x))), where f (1), f (2) and f (3) is said to form
the input, first hidden and second hidden layer respectively. The length of this chain
defines the depth of the MLP. Each layer is vector valued and each element in the layer,
referred to as neurons and illustrated as circles in Fig. 1, derives its value from a weighted
sum of previous layer outputs and passed through a non-linear activation function [5].
For an arbitrary layer i, its output is stated as

f (i)(oi-1) = hi(θioi-1 + bi), (1)

where hi denotes the activation function, θi is a matrix holding the parameters governing
the weighted sum of previous-layer output oi-1, and bi holds additional bias terms.
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The MLP is fully parameterized by the parameter matrix θ which governs all weighted
sum operations in the network and whose role could be interpreted as specifying the
connectivity strength between individual neurons.

In order to learn the optimal model parameters θ, a cost function is defined, quan-
tifying to what extent the output of the MLP deviates from presented, labeled data
[5]. Feeding the MLP with training data, the updating of model parameters θ is carried
out by computing the θ-gradients. This is achieved by applying the back-propagation
algorithm [21], which relies on propagating chained partial derivatives from the output-
to the input layer, with respect to the cost function.

Once the gradient has been computed, parameters θ are updated by following the
gradient downhill (i.e. to reduce cost), by some step-size. This procedure constitutes
the gradient descent algorithm, however, in practice often times the gradient are not
computed for the full input data, but is rather estimated from batches of input data [5].
Following instead this estimated gradient downhill, stochastic gradient descent is used
for model optimization, which has been seen to yield large speed-ups in applications
with large datasets [23].

In contrast to traditional optimization, in machine learning the relevant model perfor-
mance is determined by its ability to generalize to new data [5]. Denoting data utilized
during the training phase as the training set, and new data as the test set, the model
test error is to be minimized. This distinction introduces the problem of model over-
and underfittning. Underfitting arises when the model exhibits a large training error,
while overfitting occurs when the model has a low training error but fails to generalize
its performance to the test set, hence generating a high test error [5].

So-called regularization techniques aim to solve the problem of over-fitting. Com-
monly, the full dataset is split into three partitions, now including a training set, vali-
dation set and test set. Provided that the validation set is similar to the test set, the
validation set can now be utilized to repeatedly predict how the model will perform on
unseen data, in parallel to the training process [5]. This provides information of at what
point in the training phase over-fitting arises and the model training procedure could be
stopped, a technique referred to as early stopping [24]. Another regularization technique
is dropout [25], where some fraction of the neurons (and their corresponding parameters)
are removed randomly per batch-step of the training procedure, which has been seen to
reduce over-fitting.

2.1.1 Convolution Neural Networks

Convolutional neural networks (CNNs) [26], are defined as the subclass of DNNs that
use a convolution operation in at least on of its layers. CNN models are specialized
in processing data with grid-like topology [5], and have been successfully applied to
handwriting detection [27], as well as speech recognition [28].

Applied to a two-dimensional image I, the discrete convolution operator C is given
by [5],

C(i, j) = (I ∗K)(i, j) :=
∑
m

∑
n

I(m,n)K(i−m, j − n), (2)

where K is a two-dimensional kernel, also referred to as a filter, sliding across the
image outputting a weighted summation per window position. The kernel is specified
by a receptive field size, governing its spatial dimensions as well as a stride-parameter,
governing the movement of the kernel. Parameters of the kernel are updated, just as
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Unfold 

LSTM cell

Figure 2: Schematic for a single-cell LSTM network.

for standard layers, in the model training phase, in order to learn to extract spatial (or
temporal) features from the input data [5].

Often in DNN models, a convolutional layer is followed by a so-called pooling layer.
The pooling operation functions by sliding a pooling window, performing some kind
of summary statistics, across the convolution output [5]. Different pooling methods
exists, for instance max-pooling, introduced in [29], where for each position of the pooling
window, only the highest-value input is forwarded.

2.1.2 Recurrent- and Long Short-term Memory Networks

Recurrent neural networks (RNNs) [21] encompass another type of specialized network
structures that incorporate feedback mechanisms, and have been demonstrated well-
suited for handling sequential data [5]. Long Short-term Memory (LSTM) networks are
a special kind of cell-like RNN unit [30]. Networks built from single or multiple LSTM
cells avoids some issues commonly present in standard RNNs such as unstable gradients
[5], and has been demonstrated high performance on tasks such as machine translation
[31] and language modeling [32].

A single LSTM cell forms an recurrent network with a state holding the current
network information. So-called gating units inside of the LSTM cell is constantly fed
by a combination of new input and previous network state, and may at each iteration
add or remove information present in the current state [33]. The new, modified state
is lastly subjected to an output gate, effectively translating the state to model output,
which is then propagated forward as output [5].

2.2 Optimizing Hyper-parameters of Neural Networks

Hyper-parameters of a DNN model are the parameters that remain fixed during the
training procedure, and govern the time and memory cost of training the model, the
quality of the model produced, as well as its ability to generalize to new data [15]. Ex-
amples of hyper-parameters include parameters that are set to govern the strength of
a specific regularization method, e.g. the probability of neuron to be nullified using
dropout, directly governs model size such as number of units in a hidden layer, governs
the stochastic gradient descent algorithm, for instance the learning rate [5]. Also the type
of activation or cost function classifies as hyper-parameters [34]. Further, for the spe-
cialized DNN models described in Section 2.1.1 and 2.1.2, additional hyper-parameters
are introduced. For the CNN model this could include the receptive field size of convo-
lutional and pooling windows, but also the stride-parameter which governs the step-wise
movement of the kernel window. Similarly, for the LSTM-based RNN models, specific
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hyper-parameters include the number of chained LSTM-units as well as the number steps
allowed in the feedback mechanism.

It remains now to formulate the tuning of hyper-parameter as an optimization problem.
In the general case of optimization, an extrema of some objective function g(z) with
respect to the variable z is searched for. Mathematically, the problem is formulated as

min
z∈RD

g(z). (3)

Considering instead the case of hyper-parameter optimization, the configuration of
hyper-parameters for a non-trivial neural network architecture may include tens of pa-
rameters of continuous, integer and non-ordinal discrete and categorical type. In order
to formulate the hyper-parameter selection as an optimization problem, certain defini-
tions must be made. Denoting a viable configuration of hyper-parameters x′, all possible
configurations for a model beloning to the configuration space χ′, that is x′ ∈ χ′, where

χ′ = χcont × χint × χcat,

χcont = {[χcont
1 , χcont

2 , ..., χcont
ncont ]

T ∈ Rncont : χLcont
i < χcont

i < χUcont
i , i = 1, ...,ncont},

χint = {[χint
1 , χint

2 , ..., χint
nint

]T ∈ Znint : χLint
i < χint

i < χUint
i , i = 1, ...,nint},

χcat = {[χcat
1 , χcat

2 , ..., χcat
ncat ]

T : χcat
i ∈ Ci, i = 1, ...,ncat

(4)

In (4), superscripts cont, int and cat denote continuous, integer and categorical variable
types respectively. Further, χLcont

i , χUcont
i , χLint

i and χUint
i denote the lower and upper

boundaries for each of the continuous and integer variables, respectively. Further, Ci

denotes the full set of possible values per categorical variable and the total dimensionality
of χ′ is given by Dχ′ = ncont + nint + ncat.

It should be noted that in principle, the dimensionality of χ′ is implicitly dependent
on certain hyper-parameters with generative attributes. For instance, in the case where
one hyper-parameter governs the number of layers in a DNN, a unary increment in this
variable will generate new hyper-parameters, e.g. the type of activation functions and the
number of neurons to be used for that particular layer. In this work, neither categorical
hyper-parameters nor parameters of the generative property are treated, these variables
are hence fixed during the optimization procedure. With this constraint, χ′ as defined
in (4) reduces to χ defined by

χ′ = χcont × χint,

χcont = {[χcont
1 , χcont

2 , ..., χcont
ncont ]

T ∈ Rncont : χLcont
i < χcont

i < χUcont
i , i = 1, ...,ncont},

χint = {[χint
1 , χint

2 , ..., χint
nint

]T ∈ Znint : χLint
i < χint

i < χUint
i , i = 1, ...,nint}

(5)

and the total dimensionality of χ is now given by Dχ′ = ncont + nint.
The objective of optimizing hyper-parameters of a neural network architecture, satis-

fying x ∈ χ, may now be stated as

min
x∈χ

f(x; θ, Svalidation), (6)

s.t. θ = arg min
θ
f(θ;x, Strain).
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In (6), one single function evaluation of f now includes generating the DNN model for the
specified hyper-parameters in x, running the training procedure by means of optimizing
the network parameters θ over dataset Strain. Finally, the trained model is evaluated on
the valdiation set, Svalidation, and the error is provided to the BBO algorithm.
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3 Method

In this section, the examined optimizing algorithms are presented.Furthermore, com-
ponents of the implemented experimental framework and the employed performance
metrics are described.

3.1 Selected Algorithms

In Section 1.2 the four model-based algorithms NM, PSO, TPE, GP-BP and the RS
algorithm were first introduced and are here presented in more detail. In accordance
with the notation introduced in Section 2.2, the per-algorithm optimization procedure is
described in the context of the generic continuous D-dimensional optimization problem
stated in (3). In Section 3.3, techniques for integer-handling are described, allowing the
algorithms extend their mode of operation to the configuration space as stated in 5.

3.1.1 Random Search Procedure

The random search (RS) algorithm works by first sampling a point from a D-dimensional
uniform distribution x̃ ∼ UD(0, 1). Then, x̃ is re-scaled to x in order to fit the domain
constraints per dimension for the objective function f(x), see Algorithm 1.

Algorithm 1 - RS Optimization Procedure

1: for i = 0 to maxit do
2: Draw x̃ ∼ UD(0, 1)
3: Rescale x̃ to x
4: Evaluate f(x)
5: end for

3.1.2 Nelder-Mead Procedure

The Nelder-Mead (NM) algorithm [11], works by defining a simplex in the input space
of the to-be-minimized objective function. Based on the function values associated with
the vertices of this simplex, replacement candidate points for the highest value-vertex
is searched for according to a five-step selection scheme. If no improved candidate was
found, the simplex is instead shrunk towards the best-valued vertex. This procedure is
described below and illustrated in Fig. 3.

(i) Order: Order the D + 1 simplex vertices X = {x0,x1, ...,xD} with respect to
objective function values according to:

f0 = f(x0) ≤ f1 = f(x1) ≤ · · · ≤ fD = f(xD).

(ii) Reflect: The worst vertex xD is reflected over the centroid formed by xc =
1
D

∑D−1
i=0 xi as

xr = xc + δr(xc − xD),

after which f r = f(xr) is evaluated. If f0 ≤ f r < fD−1, the simplex is updated to
X = {x0,x1, ...,xD−1,xr} the procedure is terminated for this iteration.
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(iii) Expand: If f r < f0, expand over the centroid according to

xe = xc + δe(xc − xn),

after which f e = f(xe) is evaluated. If f0 ≤ f e < fD−1, the simplex is up-
dated to X = {x0,x1, ...,xD−1,xe} the procedure is terminated for this iteration.
Otherwise, the reflected point xD is replaced by xr and simplex is updated to
X = {x0,x1, ...,xD−1,xr}.

(iv) Contraction: If f r ≥ fD−1, either of the two following contractions are per-
formed.

(a) Outside contraction: If f r ≤ fD, perform the contraction

xoc = xc + δoc(xc − xD),

after which foc = f(xoc) is evaluated. If foc ≤ f r, the simplex is updated
to X = {x0,x1, ...,xD−1,xoc} the procedure is terminated for this iteration.
Otherwise, a shrink is performed.

(b) Inside contraction: If f r ≥ fD, perform the contraction

xic = xc + δic(xc − xD),

after which f ic = f(xic) is evaluated. If f ic ≤ f r, the simplex is updated
to X = {x0,x1, ...,xD−1,xic} the procedure is terminated for this iteration.
Otherwise, a shrinking of the simplex is performed.

(v) Shrink: If none of the above steps provided a improved vertex, shrink the full
simplex X towards the highest quality vertex x0 by evaluating f at the Dχ points
x0 + γs(xi − x0), for i = 1, ..., D in order to update the simplex to X = {x0,x0 +
γs(xi − x0), i = 1, ..., D}.

Here, constants γs, δr, δe, δic and δoc are setting-parameters for the NM algorithm,
but typically defaults to [10]

γs =
1

2
, δr = 1, δe = 2, δic = −1

2
, δoc =

1

2
. (7)

(a) (b)

Figure 3: NM algorithm showing for the initial simplex formed by x0, x1 and x2; a)
simplex update candidates positioning with respect to the centroid c with
priority 1-4; b) a possible path traversing a two-dimensional function.
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(a) (b)

Figure 4: Updating of particle position and velocity for a generation update in a swarm
of three particles and ω = 0. In a), position and velocity for particle 1 for gen-
eration t. In b), position and velocity components for particle 1 for generation
t+ 1.

In Algorithm 2, the full optimization procedure of the NM algorithm is described.

Algorithm 2 - NM Optimization Procedure

1: Required:
Parameter values for γs, δr, δe, δic, δoc

2: Initialize:
Evaluate f at (D + 1) points to form the initial simplex X0

3: for i = 0 to maxit do
4: Set X ←Xi

5: Perform Order;
6: Perform Reflect;
7: Perform Expand;
8: Perform Contraction;
9: Perform Shrink;

10: end for

3.1.3 Particle Swarm Optimization

The Particle Swarm Optimization (PSO) algorithm [35], works by allowing a population,
or swarm, of particles, described by a position and velocity, to traverse the solution space
in a semi-stochastic manner. This is achieved by, in parallel, updating each particle in so-
called generations, where for each generation-update every particle is moved the direction
of its previous velocity component [9]. The velocity is composed of two components
related to the particles currents position with respect to the historical best solution of
itself, and to the current best solution of the swarm, as displayed in Fig. 4.

Additionally, the two velocity components are independently amplified stochastically
per generation update. For a particle k, the new state after a generation update is given
by

xi+1
k = xi

k + vi
k,

vi+1
k = ωvi

k + rpφp(xp*
k − xi

k) + rgφg(x
g* − xi

k), (8)

rp, rg ∼ U(0, 1),
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where xp*
k and xg* denote the positions of the historically best-found solution of the

individual particle and the best-found solution in the swarm for the current generation,
respectively.

Algorithm 3 - PSO Optimization Procedure

1: Required:
Parameter values for φp, φg, ω and swarm size nswarm

2: Initialize:
Evaluate f at nswarm points to establish the initial generation of
particles. Calculate number of allowed generation updates
gmax = maxit/nswarm

3: for i = 1 to gmax do
4: for k = 1 to psize do
5: Draw rp, ri ∼ U(0, 1)

6: vi
k ← ωvi−1

k + rpφp(xp*
k − xi−1

k ) + rgφg(x
g* − xi−1

k )
7: xi

k ← xi−1
k + vi

k

8: if f(xi
k) < f(xp*

k ) then

9: xp*
k ← xi

k

10: if f(xp*
k ) < f(xg*) then

11: xg* ← xp*
k

12: end if
13: end if
14: end for
15: end for

3.1.4 Bayesian Optimization using Gaussian Processes

Bayesian Optimization with Gaussian Processes (BO-GP) algorithms relies on construct-
ing a probabilistic surrogate for the objective function from accumulated observations,
after which the next point to evaluate is selected by optimizing the generated surrogate
function [12]. The optimization procedure is based on Bayes’ Theorem, which states,
that for a model Y and observation X

P (Y |X) =
P (X|Y )P (Y )

P (X)
, (9)

where P (Y |X) is the posterior probability of Y given X, P (X|Y ) is the likelihood of X
given Y , P (Y ) is the prior probability of Y and P (X) is the marginal probability of X.

Changing the notation to suit the optimization setting, letting xi denote the i:th point
while f(xi) corresponds to the observation of the objective function at xi. Further,
denoting accumulated observations Dt = {xi, f(xi) : i = 1, ..., t}, (9) is now re-stated as

P (f |Dt) ∝ P (Dt|f)P (f). (10)

A Gaussian Process (GP) is an extension of the multivariate Gaussian distribution to
an infinite stochastic process [36], and may be utilized to model the prior on f [12]. The
GP functions by generating a mean and variance for a normal distributions over possible
values f at x, why

f ∼ GP(m(x, k(x,x′)), (11)
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where the GP is fully specified by its mean function m and covariance function k. Taking
m to be zero, k remains to be specified. In this work, the squared exponential function
is used as the covariance function, which is given by

k(xi,x
′
j) = exp

(
− 1

2λ

∥∥xi − x′j
∥∥2) , (12)

where here λ corresponds to a setting parameter, governing the degree smoothness be-
tween accumulated observations [12]. From Eq. (12) it is evident, assuming a constant
λ, that for two x-values that are close to each other the function approaches 1. Thus
assuming that the two points exhibit large influence on each other. Similarly, two points
that are distant have near-zero mutual influence. In principle, the prior could now
be sampled by selecting the points x1:t and drawing function values f(x1:t) from the
multivariate normal distribution N (,K), where K is the kernel matrix given by

K =

k(x1,x1) . . . k(x1,xt)
...

. . .
...

k(xt,x1) . . . k(xt,xt)

 . (13)

Assuming instead that observations Dt have been made, the BO-GP algorithm
should specify where to make the next observation. Denoting this yet-to-be-made
observation ft+1 = f(xt+1), it holds that, from the properties of GPs, f:t =
[f(x), f(x), ..., f(xt)]

T and ft+1 = f(xt+) are jointly gaussian, why[
f:t
ft+1

]
∼ N

(
,

[
K kT

k k(xt+1,xt+1)

])
, (14)

where k = [k(x1,xt+1), k(x2,xt+1), ..., k(xt,xt+1)]
T . From 14, the predicitve distribu-

tion P (ft+1|Dt,xt+1) may be derived [12], and finally expressed as

P (ft+1|Dt,xt+1) = N (µt(xt+1), σ
2
t (xt+1)),

µt(xt+1) = kTK−1f:t, (15)

σ2t (xt+1) = k(xt+1,xt+1)− kTK−1k.

Hence, (15) constitutes the probabilistic surrogate replacing the true objective function
capable of generating a unique normal distribution for any new point xt+1 specified by
a mean and variance. A so-called acquisition function now translates this information of
the per-point distributions to guide the search towards potentially promising regions, as
predicted by either a high-quality mean, high variance, or both. Many different acquisi-
tion functions exist, such as the expected improvement, probability of improvement and
upper confidence bound functions [12]. In this work, the expected improvement function
[37] has been used, given by

EI(x) =

{
(µ(x)− f(x*))Φ(Z) + σ(x)φ(Z) if σ(x) > 0
0 if σ(x) = 0

Z =
µ(x)− f(x*)

σ(x)
,

x∗ = argmin
xi∈x1:t

f(xi),

(16)
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where Φ and φ denote the cumulative distribution function and the probability density
function for the normal distribution, respectively.

It remains to maximize EI(x), this is however a much easier task than to optimize the
actual objective function, as EI(x) has an analytical expression and is cheap to evaluate
[12]. The full optimization procedure of the BO-GP algorithm is described in Algorithm
4.

Algorithm 4 - BO-GP Optimization Procedure

1: Required:
Mean- and covariance function m, k
Acquisition function u
Number of start-up jobs ninit

2: Initialize:
Accumulate initial observations Dninit = {xi, f(xi), i = 1, ...,ninit}

3: for t = 0 to maxit do
4: Find xt+1 by maximizing u over GP : xt+1 = argmaxx u(x|Dninit+t)
5: Evaluate f(xt+1)
6: Augment set of observations Dninit+t ← Dninit+t+1

7: end for

3.1.5 Tree-structured Parzen Estimator

The Tree-structured Parzen Estimator (TPE) algorithm [7], constitutes a non-
conventional Bayesian optimization approach to surrogate-based optimization. Using
the notation from Section 3.1.4, the TPE models the likelihood P (Dt|f) and the prior
P (f) by performing Parzen window density estimation (also referred to as kernel den-
sity estimation) [38] , as to generate two separate distributions specifying high and low
quality regions of the input-space respectively.

The TPE works by ranking the accumulated observations Dt based on the objective
function values. The algorithm selects where f should be evaluated next by splitting
Dt into two sets, Dltl and Dgtg , such that Dlt contains the γ-percentile of the highest

quality (i.e. lowest function value) points of Dt, whereas Dgt contains the remaining
points. With these definitions, the prior for f is given by P (f < fγ) = γ. Now, applying
non-parametric adaptive parzen windows, two probability distributions l(x) and g(x) are
estimated from Dltl and Dgtg , respectively [7]. Here, l(x) is interpreted as representing
the probability of an region in the input space yielding a high-quality observation while
similarly, g(x) represents low-quality regions.

The likelihood of xt+ belonging to distribution l and g may now be expressed by [7],

P (xt+|f(xt+),Dt) =

{
l(x ) if f(xt+) < fγ

g(x ) if f(xt+) ≥ fγ (17)

where fγ is the lowest function value found in Dgtg .
The expected improvement for the TPE algorithm, corresponding to (16), may be

derived from the likelihood and the prior [7], resulting in the expression

EIγ(x) ∝
(
γ +

g(x)

l(x)
(1− γ)

)−1
. (18)
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Finally, in order to select a new point to evaluate the objective function at, nsamp samples
are draw from l(x), where the sample generating the highest expected improvement is
used to evaluate the objective function [7]. The full optimization procedure of the TPE
algorithm is described in Algorithm 5.

Algorithm 5 - TPE Optimization Procedure

1: Required:
Parameter values for γ, nsamp and number of start-up evaluations
nstart

2: Initialize:
Accumulate initial observations Dninit = {xi, f(xi), i = 1, ..., ninit}

3: for t = 0 to maxit do
4: Split Dninit+t to generate Dgtg ,Dlt
5: Estimate l(x) from Dlninit+tl
6: Estimate g(x) from Dgninit+tg
7: Draw xs = {xsi : i = 1, ..., nsamp} where xsi ∼ l(x)
8: xt+ = argmaxx⊂xs EIγ(x)
9: Evaluate f(xt+)

10: Augment set of observations Dninit+t ← Dninit+t+1

11: end for

3.2 Experimental Setup

Computational experiments are performed with the RS, NM, PSO, BO-GP and TPE
algorithms. Each algorithm is set to minimize the model error on the validation dataset
over a fixed set of neural network hyper-parameters according to (6). Two different
problem instances are considered. In Problem 1, twelve hyper-parameters of a CNN
model are optimized, while in Problem 2, nine hyper-parameter of a RNN model are
optimized.

3.2.1 Problem 1 - Convolutional Neural Network Model Setup

In Problem 1, the CNN model LeNet-5 [19] is used. The purpose of the model is
to predict the correct class of an input image. The LeNet-5 model incorporates six
consecutive hidden layers, of which two are convolutional layers, two are pooling layers
and two are fully-connected layers, as displayed in Fig. 5.

Figure 5: Architecture for the LeNet-5 model consisting of six layers where C1/C2 de-
notes convolutional layers, P1/P2 denotes pooling layers and F1/F2 denotes
fully connected layers.
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Table 1: Hyper-parameters subject to optimization for Problem 1

Name Range Type

Learning Rate [-5,-2] (log) Continuous

Number of filters C1 [1,30] Integer

Number of filters C2 [1,60] Integer

Receptive field size C1 [1,10] Integer

Receptive field size C2 [1,10] Integer

Receptive field size P1 [1,5] Integer

Receptive field size P2 [1,5] Integer

Stride size P1 [1,5] Integer

Stride size P2 [1,5] Integer

No. neurons FC1 [1,350] Integer

No. neurons FC2 [1,250] Integer

Dropout probability FC2 [0,1] Continuous

Table 2: Hyper-parameters not optimized for Problem 1

Name Value Type

Optimizer ADAM [40] Categorical

Training epochs 25 Integer

Batch size 32 Integer

Activation function ReLU (for all) Categorical

Cost function Cross-entropy Categorical

Stride size C1 1 Integer

Stride size C2 1 Integer

Weight Initialization Truncated Normal Categorical

The model is parameterized for twelve hyper-parameters, displayed in Tab.(1). The
CNN model is evaluated on the CIFAR-10 dataset [39], which contains 60.000 RGB-
colored 32x32 pixel images in 10 classes. The model is trained on a training dataset
of 40.000 images for a fixed number of epochs, after which a classification accuracy is
computed by evaluating the model on a validation set of 10.000 images. During the
hyper-parameter optimization procedure, the trained LeNet-5 model outputs its model
error quantified as the percentages of correctly classified images in the validation dataset,
which is supplied to the optimizing algorithm.

Additional hyper-parameters defining the model that are not optimized are summa-
rized in Tab.(2).

3.2.2 Problem 2 - Recurrent Neural Network Model Setup

In Problem 2, a RNN model of LSTM-units, as described in Section 2.1.2, is used.
The RNN model applied to a language modeling problem with hyper-parameters being
specified in Tab. 3.

The RNN model is evaluated on the PTB dataset [41], consisting of a large number
of sentences sampled from the 1989 Wall Street Journal . Given a history of previous
words, the purpose of the RNN model is to predict the next word in a sentence. The
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Table 3: Hyper-parameters subject to optimization for Problem 2

Name Range Type

Learning Rate [0.001,4] Continuous

Learning Rate Decay [0.001,1] Continuous

Pre-decay Epochs [0,10] Integer

Max. Gradient Norm [1,40] Integer

Initialization Scale [0,1] Continuous

Number of Layers [1,4] Integer

Layer Size [1,400] Integer

Number of Steps [1,40] Integer

Dropout Probability [0,1] Continuous

Table 4: Hyper-parameters not optimized for Problem 2

Name Value Type

Optimizer Stochastic gradient descent Categorical

Training epochs 15 Integer

Batch size 100 Integer

Vocabulary size 10.000 Integer

Cost function Perplexity Categorical

Weight initialization Trucated normal Categorical

model error is quantified in terms of perplexity for the validation set, given by

Perplexity = exp

{
1

N

N∑
i=1

log(ptargeti)

}
, (19)

where ptargeti is the predicted probability of the correct word for the i:th index for the
input data containing N words. During the optimization procedure, the trained RNN
model outputs the perplexity for the validation dataset, which is then supplied to the
optimizing algorithm.

Additional hyper-parameters defining the model that are not optimized are summa-
rized in Tab. 4.

3.3 Bound and Integer Handling

For integer hyper-parameters, continuous relaxation together with a repair mechanism
is used, as suggested in [42]. That is, the optimization algorithms are allowed to treat
integer variables as continuous-valued. Prior to model generation, these variables are
transformed to integer type by using the INTR-operator [43], specified by

INTR(r) =

{
floor(r), ifrand > r − floor(r)

ceil(r), otherwise,
(20)

where (20), r is the variable to be rounded and rand ∼ U . The INTR-operator has
been reported to enhance local search ability in comparison with alternatives such as
deterministic rounding [43]. Further, optimization is constrained to bounded intervals
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Figure 6: Flowchart for the optimizing procedure. The optimization algorithm outputs
a set of continuously relaxed hyper-parameter values which are first subject to
bound truncation if applicable, where after integer-variables are rounded. The
rounding operator then queries the DNN constructor as to evaluate the objec-
tive function, which outputs a model error in turn supplied to the optimizer.

for each hyper-parameter as stated in (6). Should the algorithm query the objective
function for a input outside the allowed intervals, the variable value is truncated to its
closest bound.

3.4 Implementation

For the RS, NM, PSO and TPE algorithms, implemented solvers from open-source opti-
mization library Optunity [44] are used. For the Bayesian Optimization with Gaussian
Processes algorithm, open-source optimization library GPyOpt [45] used. The DNN
models are implemented using the open-source software library TensorFlow [46].

3.5 Experimental Protocol

The hyper-parameter optimization procedure consists of two interacting processes; al-
gorithmic optimization in hyper-parameter space subject to continuous relaxation, and
neural network model generation and evaluationFurther, operations handling parame-
ter bounds and the integer type is applied as described in Section 3.4. A flowchart of
optimizer-objective function connection is displayed in Fig. 6. In figure 6, the algorithm
are then let to traverse the relaxed hyper-parameter space in accordance to the proce-
dures of Algorithm 1-5 in Section 3.1. For each hyper-parameter configuration selected
by an algorithm, hyper-parameter of integer type, treated as continuous by the algo-
rithm, are rounded by the INTR-operator of (20). From these values, the DNN model
is generated, trained and evaluated on the validation dataset to where after the model
error is returned to the algorithm.
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3.6 Performance Metrics

Algorithm performance is quantified by selecting metrics addressing to reveal comparable
properties such as speed of improvement, quality of best-found solution, and trial-to-
trial variability. Two complementary metrics, suggested in [18], have been employed;
the best-found metric and the Area-Under-Curve (AUC) metric.

The best-found metric, for a single trial t, is defined as

fbest(i, t) = min{f(1, t), f(2, t), ..., f(i, t) : i = 1, ...,maxit} (21)

were i denotes the current number of accumulated observations. As to quantify trial-
to-trial variability, means and variance estimates for fbest across multiple trials are also
computed according to

µPbest
(i) =

1

ntrials

ntrials∑
t=1

fbest(i, t), (22)

σ2Pbest
(i) =

1

ntrials − 1

ntrials∑
t=1

(fbest(i, t)− µPbest
(i))2 . (23)

As to quantify speed of improvement, the fbest metric is supplemented by the AUC
metric. For a trial t, the AUC-metric given by

fAUC(t) =
1

nfeval − nAUC

nfeval∑
i=nAUC

(fbest(i, t)− fLB), (24)

where fLB denotes a lower-bound on the fbest metric seen across all trials examined.
To avoid influence by algorithm-specific initialization procedures, the fAUC metric is
computed from observation nAUC set to the highest number of used initialization points
of the compared algorithms.

Additionally, a ranking scheme for the algorithms are used. The all-to-all algorithm-
trial combinations are sorted in sequences of increasing fbest-value. For a specific com-
bination and corresponding sequence, the algorithm yielding the lowest fbest-value is
accredited a first-placement, the algorithm with second-lowest fbest-value a second-
placement, and so on. Aggregating the accumulated placement-instances per algorithm,
and normalizing with respect to the total number of combinations, an estimate for the
fractional placement per algorithm is yielded.

3.7 Tuning of Algorithms

In Section 3.1 it was seen that the Algorithms 2-5 included setting-parameters. As to
examine the sensitivity to these setting parameters, as well as to counteract algorithms
working in far-from optimal settings, a tuning-of-setting procedure is performed prior to
algorithm comparison. Considering the expensiveness of the objective function, a limited
number of settings per algorithm were studied for Problem 1. For the best identified
settings, all algorithms were then evaluated on Problem 1 and 2.
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4 Results

In this section, results from the performed experiments are presented according to the
performance metric stated in Section 3.6. For the Nelder-Mead Algorithm (NM), Particle
Swarm Optmization (PSO), Bayesian Optimization with Gaussian Processes (BO-GP)
and Tree-structured Parzen Estimator (TPE) algorithms, 200 function evaluations per
trial on a problem instance are allowed. For the Random Search (RS) algorithm, instead
the double budget of 400 function evaluations are allowed as was motivated in Section
1.1 hereafter refereed to as double-budget random search and abbreviated RSx2.

Execution of experiments has been performed using both local computing resources
and resources provided by HopsWorks [47], a platform for distributed computing.

4.1 Tuning of the Selected Algorithms

The setting-parameters of the Algorithms 2-5 are tuned based on the lowest final mean
model error yielded from eight trials, for Problem 1. The experiment is carried out
according to the setup specified in Tab. 1 and 2, with the exception that a batch size of
512 is used.

4.1.1 Tuning of the NM Algorithm

For the NM algorithm, parameters δr, δe, δic and δoc governing simplex update, as
described in Section 3.1.2, are varied with a single scaling factor, displayed in Tab. 5.
Parameter γs governing simplex shrinking is not examined, and set to γs = 0.5 .

Table 5: Setting parameter values examined for the NM algorithm.

Setting Symbol Setting Value

δr 1.0 0.5 2.0

δe 2.0 1.0 4.0

δoc 0.5 0.25 1.0

δic -0.5 -0.25 -1.0

Scaling Factor 1.0 0.5 2.0

In Fig. 7, the best-found metric for the mean validation error of the three examined
settings and RSx2 are displayed.
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Figure 7: Best-found metric for the mean validation error of 8 trials for the examined
settings of the NM algorithm and RSx2, for Problem 1.

From Fig. 7 its evident that the default settings (i.e. a scaling factor of 1.0) exhibits
lowest final mean model error, while a scaling factor of 2.0 and 0.5 shows worse-than
and close-to the validation error yielded by the RSx2 algorithm, respectively.

4.1.2 Tuning of the PSO Algorithm

For the PSO algorithm, varied parameters are φp and φi, governing the influence of
a particles attraction towards the particle’s individual yet-best found solution and the
current population-best, respectively. Examined combinations are given in Tab. 6.
Setting parameters nswarm and ω are not examined and set to nswarm = 10 and ω = 1.0,
respectively.

Table 6: Setting parameter values examined for the PSO algorithm.

Setting Symbol Setting Value

φp 1.5 0.75 2.0 0.55

φi 2.0 1.0 2.0 0.55

In Fig. 8, the best-found metric for the mean validation error of the four examined
settings and RSx2 are displayed.
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Figure 8: Best-found metric for the mean validation error of 8 trials for the examined
settings of the PSO algorithm and RSx2, for Problem 1.

From Fig. 8 the different settings examined show similar mean validation errors to
approximately evaluation 110. For the remaining function evaluations the setting of
{φp = 1.5, φi = 2.0} yields lower model errors. The other settings shows mutually
similar behavior across the full experiment, and outperforms RSx2.

4.1.3 Tuning of the BO-GP Algorithm

For the BO-GP algorithm, the squared exponential covariance function in (12) and
Expected Improvement in (16) is used, as was stated in Section 3.1.4. The tuning of
settings is limited to the length-scale parameter λ of the covariance function, which
governs the degree of smoothness exhibited by the surrogate model. The number of
performed initial observations is fixed to ninit = 30. Tab. 7 summarizes the examined
parameter values.

Table 7: Setting parameter values examined for the BO-GP algorithm.

Setting Symbol Setting Value

λ
√

10 1.0 1/
√

10 1/10

In Fig. 9, the best-found metric for the mean validation error of the four examined
settings and RSx2 are displayed.
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Figure 9: Best-found metric for the mean validation error of 8 trials for the examined
settings of the BO-GP algorithm and RSx2, for Problem 1.

From Fig. 9 the different settings examined shows λ =
√

3 to yield a slightly lower
final mean model error than the λ = 1 and λ = 1/10 settings. All examined settings is
in turn seen to outperform RSx2.

4.1.4 Tuning of the TPE Algorithm

For the TPE algorithm the tuning of settings is limited to the parameter γ which governs
the splitting-boundary of the two distribution assignments as stated in (17). The number
of performed initial observations is kept fixed as ninit = 30. Tab. 8 summarizes the
examined parameter values.

Table 8: Setting parameter values examined for the TPE algorithm.

γ 0.75 0.50 0.25 0.15

In Fig. 10, the best-found metric for the mean validation error of the four examined
settings and RSx2 are displayed.
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Figure 10: Best-found metric for the mean validation error of 8 trials for the examined
settings of the TPE algorithm and RSx2, for Problem 1.

From Fig. 10 the different settings examined shows similar behavior until approxi-
mately evaluation 75, after which the setting γ = 0.5 yields the lowest mean model error
for the remaining evaluations. The setting γ = 0.15 is shown performs slightly better
than RSx2 while the other settings fall in between the mean validation model errors
achieved by the settings γ = 0.15 and γ = 0.5.

4.1.5 Tuning Results Summary

For each tuning procedure displayed in Figs. 7-9, the setting configuration yielding the
lowest fbest-value after 200 evaluations is selected. These settings, summarized in Tab.
9, are used in the following experiments.

Table 9: Best-found settings per algorithm from the tuning procedure.

Algortihm Tuned Settings Fixed Settings

NM
δr = 1.0, δe = 2.0,
δoc = 0.5, δic = −0.5

γs = 0.5

PSO φp = 1.5, φi = 2.0 ω = 1.0, nswarm = 10

BO-GP λ =
√

10 ninit = 30

TPE γ = 0.5 ninit = 30
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4.2 Algorithm Performance Comparison - Problem 1

The performance of the algorithms with tuned settings specified in Tab. 9 are evaluated
by running 12 trials of 200 evaluations per algorithm for Problem 1. The CNN model is
defined according to the setup specified in Tab. 1 and 2.

In Fig. 11, the estimated mean of the best-found metric for the model validation error
is displayed, for each of the five algorithms.
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Figure 11: Best-found metric for the mean validation error of 12 trials for the RSx2, NM,
PSO, TPE and BO-GP algorithm, for Problem 1.

In Fig. 11, the TPE algorithm is shown to yield a lower mean model error from
approximately evaluation 70, and distinctly exhibits the lowest value for evaluation 200.
At the final evaluation algorithms NM, PSO and BO-GP shows similar model errors,
with BO-GP slightly in the lead. All algorithms yield lower mean validation errors
compared to the error for RSx2.

In Fig. 12, box-plots of the per-trial lowest validation error and corresponding AUC-
values, computed for evaluation 31-200 and normalized with respect to the mean AUC
yielded by the RSx2 algorithm, are displayed.
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Figure 12: Box-plot from 12 trials for algorithms RSx2, NM, PSO, TPE and BO-GP on
Problem 1, displaying; a) best-found metric for the final evaluation validation
error; b) AUC metric for evaluation 31-200, normalized to the mean AUC of
RSx2.

In Fig. 12a, TPE exhibits the lowest mean and median validation error, in addition
to exhibiting a low spread of values. NM and PSO exhibit similar means, which are
both lower than RSx2 but with a larger spread than both TPE and RSx2. The BO-GP
algorithm exhibits a spread closely resembling the spread of PSO but with no outliers.
In Fig. 12a, the box plot of per trial AUC-values per algorithms shows that the TPE
algorithm has most of its AUC values concentrated to a region corresponding to half of
the mean AUC produced by the RSx2 algorithm, with the exception of one outlier. NM,
PSO and GP-BO show similar spreads larger than the spreads exhibited by RSx2 and
TPE. Out of the three, NM exhibits the lowest mean as well as the lowest AUC value
for all trials.

In Fig. 13, the estimated mean and standard deviation of the best-found metric for
the mean model validation error for the NM, PSO, BO-GP and TPE algorithms are
displayed, together with RSx2.
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Figure 13: Best-found metric for the mean and estimated standard deviation of valida-
tion error of 12 trials on Problem 1, for the RSx2 and algorithms; a) NM; b)
PSO; c) BO; d) TPE.

In Fig. 13a, NM is displayed to exhibit a variance that increases slowly with the
number of function evaluations. This tendency is also present in Fig. 13b, where PSO
shows a large variance that grows with the number of function evaluations, with the
exception of ten final function evaluations where the variance shrinks slightly. For the
TPE algorithm, shown in Fig. 13d, the opposite trend is observed where its variance is
smaller, as well as shrinking with increasing number of evaluations. Lastly, BO-GP, in
Fig. 13c, shows slightly higher variance than TPE, though smaller than NM and PSO,
remaining relatively constant for all evaluations.

From Fig. 12a, final-evaluation model errors are used to produce every all-to-all
algorithm-to-trial combination of ranked sequences as to aggregate algorithm place-
ments. A ranking bar plot showing the fraction of algorithm placement is displayed
in Fig. 14.
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Figure 14: Fraction of placements for algorithms RSx2, NM, PSO, TPE and BO-GP for
Problem 1.

In Fig. 14, TPE is shown to produce higher quality solution than all other algorithms
in nearly 50 % of total combinations, in addition to holding the largest fraction of second-
placements. The NM and PSO algorithms holds first placements in approximately 25 %
and 20 %, respectively, while being rather evenly distributed across the second, third,
and fourth placements. The BO-GP algorithm shows weighting towards third and fourth
placements while the RSx2 algorithms is showed to place last in nearly 60 % of the total
combinations.

4.3 Algorithm Performance Comparison - Problem 2

The performance of the algorithms with tuned settings specified in Tab. 9 are compared
by running 12 trials of 200 evaluations per algorithm for Problem 2. The RNN model is
defined according to the setup specified in Tab. 3 and 4.

In Fig. 15, the estimated mean of the best-found metric for the model validation error
is displayed, for each of the five algorithms.
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Figure 15: Best-found metric for the mean validation error of 12 trials for the RSx2, NM,
PSO, TPE and BO-GP algorithm, for Problem 2.

In Fig. 15, the BO-GP algorithm is seen to exhibit very poor performance, showing
significantly larger model errors than the all other algorithms, including RSx2. The TPE
again exhibits, on average, higher-quality solutions and quick speeds of improvement,
descending to lower mean model errors with respect to the other algorithms from ap-
proximately evaluation 60. The PSO and NM algorithm closely tracks the mean model
error of the RSx2 algorithm, and is seen to terminate at similar solution qualities.

In Fig. 16, box-plots of the per-trial lowest validation error and corresponding AUC-
values, computed for evaluation 31-200 and normalized with respect to the mean AUC
yielded by the RSx2 algorithm, are displayed.
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Figure 16: Box-plot from 12 trials for algorithms RSx2, NM, PSO, TPE and BO-GP on
Problem 2, displaying; a) best-found metric for the final evaluation validation
error; b) AUC metric for evaluation 31-200, normalized to the mean AUC of
RSx2.

In Fig. 16a, TPE again displays a lower spread of solution quality with respect to
the other algorithms. BO-GP shows the largest spread in combination with very poor
solution qualities. The NM algorithm shows the second largest spread, with solution
quality ranging from model errors overshooting the mean of BO-GP, to the very best
quality solution found by all algorithms across all-trials. The PSO exhibits a spread
larger than that of the TPE, but lower than NM. In Fig. 16b, the spread of per-trial
AUC shows resemblance to the trends observed in 16a. TPE shows the lowest mean
and median AUC value implying the overall larger speed of improvement. For NM and
PSO, large spreads in AUC values are seen and NM again values for the total lowest
AUC value to the highest if excluding the BO-GP.

In Fig. 17, the estimated mean and standard deviation of the best-found metric for
the mean model validation error for the NM, PSO, BO-GP and TPE algorithms are
displayed, together with RSx2.
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Figure 17: Best-found metric for the mean and estimated standard deviation of valida-
tion error of 12 trials on Problem 2, for the RSx2 and algorithms; a) NM; b)
PSO; c) BO; d) TPE.

In Fig. 17a, the estimated variance profile of the NM algorithm is seen to enclose
the equivalent produced by the RSx2, as well as maintaining a uniform size through out
all of the evaluations. In Fig. 17b, the PSO algorithm exhibits a very large estimated
variance in the first initial evaluations where after the size of the variance decreases,
terminating with a mean and variance closely resembling the results for RSx2. The
BO-GP algorithm does in Fig. 17c display a very large variance throughout all of the
evaluation while in Fig. 17d, the TPE algorithm is seen to exhibit a comparatively small
variance that shrinks with increasing function evaluations.

From Fig. 16a, final-evaluation model errors are used to produce every all-to-all
algorithm-to-trial combination of ranked sequences as to aggregate algorithm place-
ments. A ranking bar plot showing the fraction of algorithm placement is displayed
in Fig. 18.

32



Firsts Seconds Thirds Fourths Fifths
0.0

0.2

0.4

0.6

0.8
F

ra
ct

io
n

of
P

la
ce

m
en

ts
RSx2

NM

PSO

TPE

BO-GP

Figure 18: Fraction of placements for algorithms RSx2, NM, PSO, TPE and BO-GP for
Problem 2.

In Fig. 18, TPE is shown to place first in approximately 70 % of the total combina-
tions. The NM algorithm is displayed to achieve first placements in nearly 20 % of the
combinations corresponding to a three-fold increase with respect to the 6 % achieved
by the PSO. The BO-GP algorithm is displayed to place last in nearly 85 % of the
combinations, while RSx2 tops the third and fourth placements with approximately 40
% respectively.
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5 Discussion

For the hyper-parameter tuning experiments of Section 4.1, the sensitivity o algorithm
settings were examined for Problem 1. Although the tuning procedure was limited to
a handful of settings per algorithms, all algorithms showed notable variability in per-
formance between the examined settings. For the NM algorithm in Fig. 7, the default
setting, corresponding to a unity scaling factor, was favored in line with recommendations
presented in [10]. For the halved scaling factor, a larger initial speed of improvement was
displayed for approximately the first 50 evaluations, whereafter the improvement speed
significantly dropped, perhaps indicating the algorithm being locked into regions of near
a local optima. Interestingly, for the PSO algorithm Fig. 8, only one of four examined
settings distinguish itself by, for the last 50 evaluations, exhibiting the greatest speed of
improvement. In contrast, the remaining three settings exhibited near indistinguishable
performance differences despite significant variability in setting parameter values. For
the BO-GP Algorithm in Fig. 9, the results did hardly reveal any clear trends in sensi-
tivity to setting parameters, although the setting λ = 3.33 was slightly favored during
the last 10-15 evaluations. For all examined settings, the rate of improvement for the last
evaluations does not seem to diminish significantly, perhaps indicating that the BO-GP
would be favored in either an experimental setup allowing additional function evalua-
tions or, alternatively, a configuration including a higher degree of exploitation. The
TPE algorithm shows, in Fig. 10, large sensitivity to the examined settings, where no-
tably the value γ = 0.15 suggested in [7] is outperformed by all other examined settings,
with the setting of γ = 0.50 exhibiting the highest performance.

In Section 4.2 and 4.3 the performance of the Algorithm 2-5 tuned according to the
best-found settings identified in Section 4.1 was evaluated on Problem 1 and Problem
2, incorporating the CNN and RNN model, respectively. In Problem 1, the plot in
Fig. 11 indicated that all model-based algorithms did, on average, outperform the RSx2
baseline. Further, the TPE algorithm distinguished itself by generating higher quality
solutions with a greater speed of improvement as displayed Fig. 11 and 12b, while also
having a relatively low spread of best-found solution across the repeated trials as seen
in Fig. 12a. This is in line with the results reported in [6], where TPE was seen to yield
a higher quality solution as well as lower spread than a GP-based Bayesian algorithm
with expected improvement, applied to a CNN architecture and the CIFAR-10 dataset.

The results from [10], described in Section 1.1, seem to partially agree with the results
presented in this work, as for Problem 1, in Fig. 11, NM was displayed to show large
speed of improvement, closely tracking the TPE in the first 100 evaluations, although
exhibiting a large spread of final validation errors shown in Fig. 12a. The comparatively
large speed of improvement of NM is also reflected in Fig. 12a, where NM exhibits
the second lowest mean and median AUC-value compared to the other algorithms. In
contrast the work in [15] as mentioned in Section 1.1, parallelization has not been ex-
plored in this work, although the PSO algorithm showed similar performance to that
displayed by the BO-GP algorithm, generating on average higher quality solution than
RSx2, though with a not-so-high speed of improvement reflected in the AUC-values of
Fig. 12b.

Moving from Problem 1 to Problem 2, the performance of the NM, PSO and BO-
GP with respect to RSx2 were clearly affected, as displayed in Fig. 15, implying that
properties of the underlying objective function could be different for the two problems.
This could indicate that the tuned settings for these algorithms might be problem-specific
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and to call for a repeated tuning-procedure targeting Problem 2 specifically. While NM
and PSO performs on-par with RSx2 concerning the mean model error of Fig. 15, BO-
GP shows a mean error severely overshooting that of RSx2, indicating the BO-GP to
be very sensitive to its setting parameter λ in both absolute and relative terms. As
mentioned in Section 1.1, in previous works [15], [10], various Bayesian approaches to
optimization have been criticized for being difficult to use by non-experts due to their
high sensitivity in setting parameters, which seems to be in line with the findings of
this work. In contrast, the TPE algorithm was shown to maintain its high performance,
increasing the fraction of first placements of 48.8% for Problem 1 in Fig. 14 to 70.0 %
for Problem 2 Fig. 18, in addition to maintaining a comparatively low spread in the
per-trial models errors shown in Fig. 16a. In previous works such as [6], [10] and [15],
the compared algorithms, including NM, BO-GP, PSO and TPE, are used with fixed
setting parameters for various CNN models and dataset with no clear disruptions in
algorithmic performance in between the different applications. This might indicate that
the objective function of different CNN models share common properties that do not
generalize to RNN-networks.

Considering the high variability seen in final solution quality of the NM and PSO
algorithms, for both Problem 1 and 2, in Fig. 13, the per-evaluation estimated standard
deviation is displayed. Here, BO-GP and TPE is shown to display a non-increasing
variance with increasing function evaluations, while for NM and PSO, the trend is the
opposite. This could potentially indicate sensitivity to algorithm initialization, which
could govern the region in input space where the algorithm terminates. Interestingly,
this behavior is not seen for PSO in Fig. 17b for Problem 2, where its variance instead
shrinks with an increasing number of function evaluations, again indicating that the
objective function for the two problems may exhibit different properties. A possible
explanation to this behavior would be that the objective function of Problem 1 exhibits
multiple local optima of varying quality, hence trapping the optimizer in different regions
based on trial initialization. In contrast, the objective function of Problem 2 perhaps
instead possess only a limited number of optima, with the effect of decreasing algorithmic
variability be expected from repeated trials.

In Section 4.1, many of the probed algorithm settings yielded similar results, e.g. PSO
in Fig. 8 and BO-GP in Fig. 9. As the method for best-setting detection was based
solely on the lowest mean model error, these small margins should be considered. The
outcome of the best-setting selection should hence be interpreted carefully with respect
to by the larger variability associated with low sample sizes. On this basis, as only a
small number of settings per algorithm were examined, the tuning procedure should be
viewed as a strategy to avoid very poor configurations rather than a thorough search for
optimal ones.

Inescapably, algorithmic behavior and performance is influenced by the problem in-
stance and experimental setup. This in turn make the comparison of results reported
in different studies difficult. The challenge of finding problem-independent points of
references could be partially overcomed by utilizing Random Search as a benchmark
although the complete avoidance of environmental bias is not possible. The selection of
which hyper-parameters should be optimized for, as well as their allowed domain size,
are factors that could bias the experiment. The number of function evaluations for each
algorithmic trial is another factor, which might discriminate algorithm with long start-
up phases. Similarly, the fixed evaluation budget should also affect the preferred ratio
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of exploration-exploitation, thus increasing the expected sensitivity in algorithm setting
parameters influencing the explore-exploit trade-off.

Further, considering the expensive setting of the hyper-parameter optimization task, in
practice only a limited number of trials per algorithm per problem can be conducted. The
higher degrees of uncertainties associated with low sample sizes motivates up-sampling
of the trials performed, and could be complemented with performing statistical tests
such as the non-parametric approach suggested in [18].

In this work, continuous relaxation with stochastic rounding was selected as the
method of choice for handling hyper-parameters of integer type. It cannot be excluded
that this method has biased the performance of the algorithms. Potentially, the selected
rounding method could have a larger impact on the NM and PSO which utilizes local
spatial properties of the input space. Similarly, for the BO-GP algorithm, the stochastic
relaxation of integer variables will lead to the algorithm generating continuous surro-
gates. These surrogates, in turn, will make the algorithm act on mean- and variance
estimates which lacks interpretation for the non-continuous objective function. Exam-
ining the effect of using other methods such as deterministic rounding or to feed the
optimizer with the output of the stochastic rounding procedure would be an interesting
extension to this work.

5.1 Practical Considerations

When treating hyper-parameter optimization of DNN models as a black-box optimiza-
tion problem, the expensiveness of objective function evaluations could be arguably be
pinpointed as its most defining characteristic. The fact that the function evaluations are
very expensive put demands on the optimizing algorithm to efficiently utilize information
from the accumulated observations, but also to display a small trial-to-trial variability
in performance.

The importance of the latter requirement is evident when considering practical appli-
cations of costly optimization procedures where only one or a few trials are economically
feasible; an algorithm capable of producing a high-quality solutions in only a fraction
of its total trials is hence not eligible for this context. Further, the expensiveness of
function evaluations puts a constraint on how many setting-configurations that can be
explored during a tuning procedure. Hence preferably, the optimizing algorithms should
display robustness in parameter sensitivity in a way that makes coarse tuning enough
to yield good performance. Alternatively, that its settings generalizes across different
problems.

Taking these practical aspects into account, the outcome of this work seems to favor
the TPE algorithm, exhibiting several feasible qualities such as maintaining high per-
formance across Problem 1 and Problem 2 without the need for a new setting-search,
low trial-to-trial variability as well as high speed of improvement. NM could possibly be
argued as good choice due to the fact that it produced the over-all best solutions for the
both problems, hence useful for applications where a number of repeated trials can be
afforded. Considering such a setting, the top performance yielded by NM from multi-
ple trials must be compared with TPE utilizing the total evaluation budget differently.
For a fixed number of function evaluations, using many function evaluation rather than
many repeated trials has been seen to favor TPE in previous studies [34]. In this work,
the objective of hyper-parameter optimization problem has been cast as BBO problem
where its assumed that no properties of the objective function available. In practical
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scenarios, it is of course possible that some property or characteristic of the objective
function is known. In such case, using the BO-GP allows to directly incorporate these
prior beliefs in the form of the kernel parameter λ governing the smoothness of the sur-
rogate function, as well as in the choice of covariance function itself. As was mentioned
in Section 3.1.4, the BO-GP algorithm may incorporate many different covariance and
acquisition functions, which remain to be examined.

5.2 Conclusion

While many previous studies concerned with algorithmic optimization of hyper-
parameters in machine- and deep learning models often focus on highlighting the perfor-
mance of a single novel approach or algorithm in some problem context, this work has
focused on the comparison of algorithms.

In section 1.2 the objectives of this work were summarized in two points considering:
(i) the implementation of a framework for testing selected black-box optimization algo-
rithms on hyper-parameter optimization of deep neural network architectures and (ii)
the quantization, analysis and comparison of algorithmic performance.

Results in this work indicate the Tree-structured Parzen Estimator algorithm to
achieve the overall highest performance with respect to mean solution quality, speed of
improvement and exhibits a comparatively low trial-to-trial variability for both Problem
1 and 2. The Nelder-Mead, Particle Swarm Optmization, Bayesian Optimization with
Gaussian Processes algorithms are shown capable of outperforming the double-budget
random search baseline for Problem 1, but fails to do so in Problem 2.

5.3 Future Work

Future work could incorporate a extended number of problems to further map out the
examined algorithms’ capabilities and performance in specific situations. Such possibil-
ities could include additional experiments keeping the same model structures but trying
different datasets, as well as introducing a larger (or lesser) number of hyper-parameters
to examine dependency on problem dimensionality.

Additional effort could be put into performing an extended setting search by, for in-
stance, increasing the resolution in the current setting search to incorporate a larger
number of parameter values, try varying additional settings not examined in this work,
or to conduct a problem specific setting search for Problem 2. In order to more rigorously
probe algorithmic settings, some hand-designed analytical function believed to resemble
the true objective function could provide the environment for setting tuning. However,
if the true objective function is completely unknown this approach is obstructed. As-
suming some degree of generalization in objective function proprieties across same-type
specialized DNN models, a possible alternate approach could be taken. By designing a
smaller DNN model resembling the true DNN model, cheaper function evaluations could
perhaps be leveraged to allow for a more thorough tuning-of-setting procedure.

Further, it would be interesting to examine how categorical variables could be could
be included in the optimization procedure. Some algorithms, such as TPE or the so-
called multi-variable Ant Colony Algorithm proposed in [42], treat categorical variables
by design. Additionally, techniques from purely categorical optimization as performed
in [48], could possibly be incorporated into other existing algorithms.
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In this work double-budget Random Search was used as the baseline algorithm for
performance comparisons. In [49], the Hyperband algorithm is introduced. In Hyper-
band, the RS algorithm is accelerated by utilizing the iterative character of machine- and
deep learning algorithms by means of terminating on-going model evaluations based on
non-converging training errors. Arguably, the Hyperband could serve as a new baseline,
replacing conventional RS, when bench-marking other optimization algorithms. Simi-
larly, this semi-black box approach to could be incorporated in existing model based
algorithms.

Tying into the semi-black-box approach is the question of how the computational
budgets should be constructed. In this work, a fixed number of function evaluations,
regardless of evaluation time, were allowed for each algorithm. Another approach, mo-
tivated from practical applications, is to instead budget real computational time as to
steer the algorithm towards more efficient decisions. In [50], this approach is used in the
context of multi-task Bayesian optimization, where the suggested algorithm performs
modeling of a resource function prior to function evaluation.
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