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Abstract

This thesis examines the balance between protecting individual privacy and
accuracy while gaining insights from three health datasets and one finance dataset
using differential privacy (DP).The study analyzes these datasets through statistical
and machine learning methods, while strictly maintaining privacy requirements. A
key focus of this research is differential privacy, which provides a mathematical
guarantee that individual privacy is preserved during statistical analysis. The study
investigates how varying the privacy level, represented by the parameter epsilon,
affects the accuracy of important statistical estimates like the mean and variance.

A key contribution of this research is the analysis of health and finance data dis-
tributed across multiple edge nodes—Ilocal servers that process data closer to where
it is generated. This study evaluates how the privacy-utility trade-off shifts when
each node’s data is kept private. The research further explores secure multiparty
computation (SMC), which enables parties to compute functions together without
revealing individual data. This approach requires only global differential privacy,
ensuring that no single participant can see others’ data.

Numerical experiments demonstrate that adequate accuracy can be achieved
with acceptable privacy using secure aggregation. For instance, without secure ag-
gregation, a federation of 8 participants needs to allow for a 10 times larger privacy
risk parameter, while a federation of 64 participants requires nearly 40 times larger.
The conclusion is that combining secure aggregation with global differential privacy
offers the best balance between privacy and data utility across all datasets.

Keywords: Differential Privacy, Privacy-Utility Trade-off, Federated Machine Learn-
ing, Lognormal Mechanism, Secure Multiparty Computation, Decentralized Health
Data
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1

Introduction

1.1 Background and Motivation

In current healthcare systems, a great amount of personal information is gathered
and processed each day. This data is very effective for general analysis of trends
to determine such things as diseases in the population, or for a physician to give
proper prognosis and treatment. However managing all this health data has severe
privacy issues with increased security threats and breaches and the potential of re
identifying people from the data. To address these challenges the EU for example
has passed the General Data Protection Regulation (GDPR) with guidelines on
the process of storing and using personal information. Thus, the GDPR employs
strict measures to ensure that personal data remain secure even where they must be
used for research purposes. There is also the European Health Data Space (EHDS)
which has the rules on how health data can used for other purposes use is allowed
only of anonymized data accessed securely. New methods like Differential Privacy
and Secure Aggregation are being applied to reduce the likelihood of reverse users’
identity from the data to ensure that the people’s privacy is protected but also useful
information is gained. In other words, it is possible to learn the benefits from the
results of the existence of such a health data and at the same time preserve people’s
privacy.

Motivation: The purpose of this study is to explore how well modern privacy-
protection methods work, especially differential privacy, which is a technique that
adds random noise to data to hide individual identities while still allowing useful
analysis. This research aims to help understand how these methods can protect
people’s privacy without reducing the quality or accuracy of the information gained
from the data.

1.2 Problem Statement and Objectives

The main question this thesis addresses is how to protect individual privacy when
analyzing data in statistical analysis and machine learning, especially with sensitive
health data. Traditional methods that remove personal information aren’t enough
because this data can often be traced back to individuals through membership in-
ference attacks, a technique where someone tries to figure out if a person’s data was
used in a machine learning model. Differential privacy offers stronger protection
against these attacks by adding random noise to the data, but this can lower the
accuracy of the results in statistical analysis and machine learning models.
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Problem Statement: How can differential privacy be effectively implemented
in the analysis of health data to protect individual privacy while minimizing the
impact on the utility of the data? Specifically, how do different differential privacy
mechanisms, such as the log-normal mechanism for variance and secure multiparty
computation, affect the accuracy of statistical estimates and machine learning mod-
els in federated learning environments?

Objectives: The objectives of this thesis can therefore be summarized:

1.

Evaluate the Impact of Differential Privacy on Statistical Estimates: To ex-
amine how the concept of differential privacy especially the parameter epsilon
impacts the exact accuracy of core statistics including mean and variance of
health datasets.

. Develop and Implement a Log-Normal Mechanism: To formulate a log-normal

mechanism that will overcome the problem of having non-negative variance
estimates which is an issue in differential privacy.

. Apply Differential Privacy to Hypothesis Testing: To examine the application

of differential privacy in hypothesis testing, particularly in comparing means
using methods like Welch’s test.

. Explore Secure Multiparty Computation: To examine how secure multiparty

computation can be integrated with differential privacy and balance between
the privacy and utility of information.

1.3 Thesis Contribution

To summarize, the main contributions of this thesis are the following:

1.

Analysis of Privacy-Utility Trade-Offs: It provides an in-depth analysis of how
differential privacy impacts the accuracy of statistical estimates and machine
learning models, particularly in the context of health data.

. Development of a Log-Normal Mechanism: The thesis develops a variant of

the Gaussian mechanism that we call the log-normal mechanism, which tackles
the non-negativity issue of sampling variance under differential privacy for
privacy-preserving statistical computing.

. Application to Hypothesis Testing: It applies differential privacy to hypothesis

testing, offering insights into how privacy-preserving techniques can be applied
to compare group means while protecting individual privacy. Four open-source
health data sets are used for nulerical experiments.

. Exploration of Secure Multiparty Computation: It discusses on combining

protected Secure Multiparty Computation with global Differential Privacy,
and explores this framework for secure and privacy-preserving data fusion
through numerical experiments on the four health datasets.

. Evaluation of Federated Learning Models: The study measures the privacy-

utility trade-off in the federated analysis paradigms for maintaining the de-
centralized ownership of the data to optimize the utility of Privacy-Preserving
data analysis.
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1.4 Structure of the Thesis

Chapter 1: Introduction: This chapter presents a background and the motivation
for the research, its problem statement and purpose, potential contributions
and organization of the thesis.

Chapter 2: Theoretical Framework: This chapter introduces differential privacy,
statistical techniques, and machine learning techniques used in the study.

Chapter 3: Research Methodology: This chapter focuses on the datasets, the
privacy-preserving measures, and the experimental setup for the current re-
search.

Chapter 4: Experimental Results: In this chapter, the corresponding results of
the performed experiments are shown, and such aspects as the effect of the
implementation of differential privacy on statistical estimates, the usage of the
log-normal mechanism, and the assessment of the federated learning models
are discussed.

Chapter 5: Discussion: The outcome of this research is the focus of the chapter in
terms of the implications of the results, a comparison of the results with other
similar studies, and the overall importance of the conclusions made.

Chapter 6: Conclusions and Future Work: This chapter essentially provides a brief
review of the thesis and outlines the areas that deserve further research.

Chapter 7: Appendices: Appendix: This chapter includes materials that couldn’t
be added to the main text due to limited space but are still important for the
research. The experiments done on the heart dataset were part of a larger
collaboration within the SARDIN project. Similar experiments were also car-
ried out on the BRFSS, Adult, and Framingham datasets with other team
members. The results from these experiments are included in the supplemen-
tary section of this report. Note: The supplementary section includes a lot of
collaborative work.

References: This should list all the sources that have been used in thesis prepa-
ration and submitted for inclusion in the thesis.

1.5 Al Tools Usage:

In this thesis, the Al tool ChatGPT was utilized to help with rephrasing sentences
to enhance clarity and readability, including correcting grammatical errors. It also
provided assistance with structuring LaTeX. No Al tool was employed to generate
original content or perform data analysis; references and existing knowledge were
used appropriately. ChatGPT contributed to checking for errors in the code but was
not used to generate complete solutions, as it often makes mistakes in code-related
responses.
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Preliminaries

2.1 Basic Statistical Concepts

2.1.1 Mean:

It measures the central value of a dataset which is calculated by summing all
the data and then dividing by the number of data points. It means the mean gives
us an idea of the typical value in the dataset, which is also known as the Average[1].

1 n
M:g;%‘

where, n is the number of data points; x; is the i-th data point.

2.1.2 Variance:

Variance measures how much the values in a dataset differ from the dataset’s
average, which gives us an idea of the spread of the data points|2].

> (o pp

o’ =

where,
(1t is the mean of the data points; z; is the i-th data point;  is the mean of the data points;
>~ denotes the summation of all data points.

2.2 Hypothesis Testing

It is a statistical method used to make decisions about a population based on
sample data. It helps us calculate if there is ample evidence to support a certain
claim or hypothesis(about the population) [3] and [4].

1. Null Hypothesis (Hp) It means the default assumption that there is no effect
or no difference. It’s the hypothesis we aim to test against.

2. Alternative Hypothesis (H;): Choosing a Significance Level («): This is the
probability of rejecting the null hypothesis when it is true, often set at 0.05.

3. P-value: The probability of observing the sample data, or something more
extreme, if the null hypothesis is true.

4. Significance Level: The threshold at which we decide whether to reject the
null hypothesis, is commonly set at 0.05 (5%).
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2.2.1 Steps in Hypothesis Testing

1. Formulate Hypotheses:
o Null Hypothesis (Hp): There is no difference or no effect.
o Alternative Hypothesis (H;): There is a difference or effect.

2. Choose a Significance Level: It is typically set at 5%, meaning there’s a 5%
chance of rejecting the null hypothesis when it is true.

3. Collect data and Calculate a Test Statistic: Based on sample data, calculate a
statistic like a t-score or z-score that measures the degree of difference between
the sample and the null hypothesis.

4. Calculate the p-value: Based on the t-statistic and the distribution under the
null hypothesis, and to find the p-value.

5. Compare p-value to Significance Level(alpha): If the p-value is 0.03, since
0.03 < 0.05, we reject the null hypothesis and conclude that the new teaching
method is more effective.

2.2.2 Student’s t-Test

The student’s t-test[5] is a statistical test used to compare the means of two
groups to see if they are significantly different from each other. It’s often used when
the sample sizes are small and the data is around normally distributed.

2.2.2.1 Types of Student’s t-test

1. Independent t-test: Compares the means of both independent groups. (i.e.,
test scores of two different classes).

2. Paired t-test: Compares the means of the same group at two different times(i.e.,
before and after a training program).

2.2.2.2 Steps in Performing a Student’s t-test:

1. Formulate Hypotheses:
o Null Hypothesis: The means of both groups are equal.
o Alternative Hypothesis: The means of the two groups are not equal.
2. Choose a Significance Level:
Commonly used values are 0.05 or 0.01. This is the threshold for deciding
whether the observed data is significantly different.
3. Calculate the Test Statistic:
o For an independent t-test, the test statistic ¢ is calculated as:

X1 — X
sy s
ni n9

o For a paired t-test, the test statistic ¢ is calculated as:

D
~ sp/vn

t
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where D is the mean difference between paired observations, and sp is
the standard deviation of the differences.
4. Determine the Degrees of Freedom:
o For an independent t-test:

df =nl+n2—-2
o For a Paired t-test:

df =n—1

5. Compare to Critical Value or Use P-value:
o Find the critical value from the t-distribution table using the calculated
degrees of freedom.
e Another, compute the p-value corresponding to the test statistic.
6. Make a decision:
o If the test statistic is beyond the critical value or if the p-value is less
than the significance level «, reject the null hypothesis.
e Otherwise, fail to reject the null hypothesis.

2.2.2.3 Student’s t-test for Independent Samples:

Independent samples t-test also called the Student’s t-test is a statistical techniquel6].
It is commonly used to compare the means of two sets of data which has been
obtained from two various populations not influenced by each other to determine
whether there is a noteworthy difference between the mean values of the two cate-
gories. This test assumes that the two sets are drawn from populations that have
equal variances.

1. Assumptions:

e Independence: The samples must be independent of each other. It means
that the data points in one sample do not impact the data points in the
other sample.

o Normality: The data should be approximately normally distributed. This
assumption is critical especially when the sample size is small.

« Equal Variances: The variances of the two populations must be the same.
This is what is mentioned as homogeneity of variances

2. Hypothesis(Hp): The population variance on the other hand is equal.

Ho :pn = o
3. Alternative Hypothesis (H;): The population means are not equal.

Hy o # po

4. Test Statistic: The test statistic for the Student’s t-test is calculated using the
following formula:
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e Where X; and X, are the sample means.
e ny and ny are the sample sizes.
. 5]29 is the pooled variance, calculated as:

2 (n1 — 1)s7 4 (ng — 1)s3

P n1+n2—2

o with s? and s2 being the sample variances.
5. Degrees of Freedom: The degrees of freedom for the Student’s t-test is calcu-
lated as:

df:n1+n2—2

6. Critical Value and P-Value: The t-test value is arrived from the t-distribution
table using the chosen level of significance(for instance 0.05) and the degrees
of freedom. If the p-value null hypothesis is true, there is the probability of
coming across a test statistic equal to or greater than the results obtained
whether the p-value is smaller than these above-mentioned norms that vary
depending on the selected significance level, the null hypothesis is rejected.

2.2.2.4 Why use Student’s t-Test?

It is used to compare the means of both groups, especially when dealing with
small sample sizes and the assumption of normality is reasonable. It helps calculate
whether the differences observed are statistically significant or if they could have
happened once, Whether comparing test scores, or other measurements, the t-test
provides a reliable method to analyze and interpret the data[5].

2.2.3 Welch’s Test

Welch’s Test is a statistical test used to compare the means of 2 groups[7]. It’s
specifically used when the two groups have unequal variances and /or unequal sample
sizes.

T1 — T
t = ———
st s
ni no

where, T1, Ty are the sample means; s, s3 are the sample variances; ni, ny are the

sample sizes.

2.2.3.1 Why use Welch’s test?

The variation in one group might be different from the variation in another
group. The regular t-test assumes that both groups have the same variation, which
isn’t always true. When this assumption is wrong, the regular t-test might give not
precise results. Welch’s test solves this problem by not requiring the groups to have
the same variation, making it a better choice when the variations are different|[7].

8
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2.2.3.2 What Welch’s Test does?

Welch’s test[7] checks if the average scores of both groups are different, without
assuming that the spread(variation) of scores in both groups is the same. This makes
the test more reliable when the groups have different levels of variation.

2.2.3.3 Steps in Conducting Welch’s t-Test:

1. Null Hypothesis (Hp): The means of the two populations are equal.
Hoy : iy = pio

2. Alternative Hypothesis (H;): The means of the two populations are not equal.

Hy oy # po

3. Choose the Significance Level («): Common levels are 0.05, 0.01, or 0.10.

4. Calculate the Test Statistic:

« Compute the sample means (X; and X5), sample variances (s? and s3),
and pooled variance (s3).
o (Calculate the t-value using the formula provided.

5. Calculate the Degrees of Freedom: Use the formula for degrees of freedom
provided above.

6. Find the Critical Value: Use the t-distribution table in order to identify the
critical value that corresponds to the approximate degrees of freedom and the
selected significance level.

7. Make a Decision:

o Compare the calculated t-value to the critical value or use the p-value
approach.
o If |t| > critical value or p-value < a, reject the null hypothesis.

2.2.3.4 Welch’s t-Test for Independent Samples:

Welch’s test[8] may be used when the null hypothesis states the population
variances of the two groups are equal is not rational, while the Student’s t-test is
used when population variances are equal. It is mainly used in when the two samples
used in the test have unequal variability or the number of items in the samples is
not the same.

1. Hypotheses:
o Null Hypothesis (Hp): The means of the two populations are equal.

Hy:py = po

 Alternative Hypothesis (H;): The means of the two populations are not
equal.

Hy:pn # po

2. Assumptions:



2. Preliminaries

¢ Independence: The samples must be independent of each other.
e Normality: Ideally in each group, it would have been desirable if their
distribution were normal particularly when a(sample size) is small.
e Unequal Variance: Next, Welch’s t-test other than the t-test assumes
equal variances in the two groups of the subjects.
3. Test Statistic: The test statistic for Welch’s t-test is calculated using the
following formula:

« X, and X, be the sample means.
e ny and ny are the sample sizes.
. 312, is the pooled variance, calculated as:

2 (n1 — 1)s7 4 (ng — 1)s3

P 7’L1—|—TL2—2

with s? and s3 being the sample variances.
4. Degrees of Freedom: Welch’s t-test uses an approximation to calculate degrees
of freedom. The formula for degrees of freedom is:

RIS )

2\ 2 2\ 2
1 52
ny ng

ny—1 no—1

This formula adjusts the degrees of freedom to account for the unequal vari-
ances and sample sizes.

5. Critical Value and p-value: The critical value used depends on the t-distribution
table at the given level of significance (0. 05) and degrees of freedom. This
is the likelihood of encountering or obtaining a test statistic as large as the
one seen assuming that the null hypothesis is real. First of all, based on the
obtained p-value for the chosen test if the p-value is less than the significance
level then the null hypothesis is automatically rejected.

2.3 Machine Learning Basics

2.3.1 Linear regression

It is a statistical technique used to understand and predict the relation between
two variables. It helps us to see how one variable changes for another and can be
used to make predictions based on this relationship[9)].

Dependent Variable: The outcome of the variable is trying to predict(eg., house
prices).

Independent Variable: The predictor or the variable is used to make predic-
tions(eg., the size of the house).

10
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2.3.1.1 Simple Linear Regression:

In simple Linear Regression, the relationship between two variables: one inde-
pendent and one dependent[10]. The aim is to fit a straight line through the data
points that best represent this relationship[11].

Y=a+pX

2.3.1.2 Multiple Linear Regression:

This involves more than one independent variables [11].

Y =080+5X1+BXo+--+5,X, +¢

where,
X1, Xs, ..., X,: Independent variables; Sy, 51, B2, . - ., B,: Coefficients.

2.3.2 Logistic regression

Logistic regression is a statistical method used to model and predict the proba-
bility of a binary outcome(two possible outcomes) based on one or more predictor
variables[12]. Dissimilar to linear regression, which predicts a continuous outcome,
logistic predicts a probability that maps to a binary outcome. It is also known as
the sigmoid function, to model the probability of the binary outcome.

Dependent Variable: It is the outcome, trying to predict(e.g., pass/fail, yes/no,0/1).

Independent Variable: These are the predictors or actors that influence the
outcome(e.g., study hours, income level, age)

2.3.3 Neural Networks

A neural Network is a subset of machine learning models stimulated by the
human brain’s network of neurons[13]. They are designed to recognize patterns and
make predictions based on data.

1. Structure: Neural Networks consist of layers of nodes or "neurons'. The main
layers are the Input Layer, Hidden Layer, and Output Layer.

2. Learning Process: Neural Networks learn by adjusting the weights of the inter-
connections between neurons based on the errors made in predictions. This process
is called backpropagation.
o Forward Pass: Input data is passed through the network, layer by layer, to
produce an output.
o Loss Calculation: The output is compared to the true value, and a loss(or
error) is calculated.
o Backward Pass: The network adjusts the weights to minimize this loss using
an optimization algorithm, such as Stochastic Gradient Descent.

11
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3. Activation Functions: Neurons use activation functions to introduce non-linearity
into the model, allowing it to learn complex patterns. Common activation functions
include ReLU (Rectified Linear Unit), sigmoid, and tanh.

Types of Neural Networks:

1. Feedforward Neural Networks (FNN): It is the simplest type of neural network,
where connections do not form cycles[14].

2. Convolutional Neural Networks (CNN): It is particularly effective for image
processing tasks[15]. It uses convolutional layers to create feature maps that
capture specific areas within visual inputs.

3. Recurrent Neural Networks (RNN): These networks are outlined for sequential
data (i.e., time series or language) with connections that form cycles, it allows
the network to maintain a state over time [16].

2.3.4 Multi-Layer Perceptron (MLP)

A Multi-Layer Perceptron is a type of feedforward Artificial Neural Network(ANN)[17].

It consists of various layers of neurons. In MLP, the neurons usually use nonlinear
activation functions, to allow the network to learn complex patterns and trends in
data. MLPs are most important in machine learning because they can learn nonlin-
ear relationships in data, enabling the creation of powerful models for tasks such as
classification, regression and pattern recognition, image recognition, and natural lan-
guage processing[18]. Their architectural flexibility and capability to approximate
any function under certain conditions make them a fundamental building block in
deep learning and neural network research.

1. Input Layer: The input layer consists of nodes or neurons. It receives the
input data[17]. In this layer, each neuron represents a feature in the input
data. In the input layer, neurons do not perform any computations, they just
pass the input values to the neurons in the first hidden layer.

2. Hidden Layer: One or more layers of neurons, situated between the input and
output layers. It applies weights to the inputs and passes them through an
activation function [17]. MLPs consist of interrelated neurons that process the
input data. Each neuron in a hidden layer receives input from every neuron
in the preceding layer. Besides weights, each neuron in the hidden layer has
an associated bias, denoted as b. The bias functions as an additional input,
enabling the neuron to adjust its output threshold. Like weights, biases are
learned during the training process. For each neuron in a hidden or output
layer, the weighted sum of its inputs is calculated. This involves multiplying
each input by its corresponding weight, summing these products, and adding
the bias:

Weighted sum = ) _(input x weight) + bias

3. Output Layer: Finally produces the final output of the network. Each neuron
in this layer represents a predicted value or class[17].

4. Weights: Neurons in Contiguous layers are fully connected. Each connection
has an associated weight that determines its strength. The weights in an MLP
are learned during the training process.

12



2. Preliminaries

2.3.4.1 Training Process:

Forward Propagation: The input data is moved throughout the network layer
by layer. Input is received at the input layer. Each neuron in the hidden layers
processes the input by performing a weighted sum of the inputs and applying an
activation function. The output layer produces the final prediction.

Backward Propagation: This is the process used to train the network by up-
dating the weights based on the error of the output. To determine the error[18].
Backpropagate this error through the network, adjusting the weights to minimize
the error. Use optimization techniques like gradient descent to update the weights.

Loss Function: The loss function quantifies the difference between the predicted
output and the actual target. Common loss functions include. Mean Squared Error
for Regression Tasks. Cross-entropy loss for classification tasks.

Stochastic Gradient Descent(SGD):

1. Initialization: SGD begins by initializing the model parameters either ran-
domly or using a predefined method[19].

2. Iterative Optimization: The goal of this step is to minimize the loss function
by iteratively moving in the direction of its steepest decrease. For each itera-
tion(or epoch) of training. It ensures that the model does not learn from the
same patterns in the same order each time. Split into Mini Batches: To divide
the training data into smaller subsets called mini-batches. Process Each Mini-
Batch: To calculate the gradient of the loss function for the model parameters
using only the data points in the mini-batch. This provides a stochastic ap-
proximation of the true gradient. Update the model parameters by taking a
step in the direction opposite to the gradient, scaled by a learning rate:

9t+1 = Qt — nVJ(@t)

3. Direction of Descent: The gradient of the loss function points to the direction
of the steepest ascent. To minimize the loss function, gradient descent moves
in the opposite direction, toward the steepest descent.

4. Learning Rate: Learning Rate: The parameter n, known as the learning rate,
controls the size of the steps taken in each iteration of gradient descent. A
small learning rate may result in slow convergence, while a large learning rate
may cause the algorithm to oscillate or diverge.

2.4 Differential Privacy

Differential privacy is a mathematical mechanism designed to protect the privacy
of the individual data in a dataset[20]. It provides privacy by process that inserts
randomness into a dataset. A randomized algorithm A is differential private if, for
any two datasets D and D’ that differ by at most one element, and for any possible
output S of the algorithm, the probability of the algorithm producing S on D is
close to the probability of producing S on D’. Formally, it satisfies the following
condition:

Pr[A(D) = S] < ¢ - Pr[A(D') = 8]
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¢ (epsilon) is a positive parameter known as the privacy loss parameter, and D a and
D’ are datasets that differ only in a single element. Stronger privacy is guaranteed
by the smaller € values|21].

2.4.1 Differential Privacy Principles

Differential privacy ensures that the output of any query is "probabilistically
indistinguishable' regardless of whether a specific row is present in the database[22].
Specifically, for two databases that differ by just one row, a differentially private
algorithm generates randomized outputs nearly identical in probability distribution
for both databases. This means that even if an adversary has detailed knowledge of
all but one record in the dataset, they would be unable to determine the presence
or absence of that particular record with high confidence. The degree of similarity
between the outputs on both databases is governed by a privacy parameter, €. Larger
values of € indicate weaker privacy protections.

Formally, given a query function f with domain 2 and range P (where f : ) —
P), and two databases D and D’ drawn from the population € that differ by one
record, the randomized function Ky used to answer query f provides e-differential
privacy if, for any subset s of the range of Ky:

Pr[K¢(D) € s] < e - Pr[K¢(D') € 3]

This condition means that the "knowledge gain" from having access to one dataset
over the other is constrained by e€. Thus, even if a participant’s data were removed
from the database, the probability of any particular outcome would not change
significantly. The parameter € is publicly known, with commonly chosen values in
the literature being 0.01, 0.1.

2.4.2 Importance of Differential Privacy

1. Protecting Individual Privacy in Large Datasets: Its ability to protect indi-
vidual privacy even when data is gathered across large datasets[23]. Privacy
techniques such as anonymization, are often vulnerable to re-identification at-
tacks where individual data can be traced back through reserve information.
Differential privacy ensures that the inclusion or exclusion of a single individual
data doesn’t crucial affect the overall dataset’s output, making it exceedingly
difficult to identify personal data.

2. Mathematical Rigor and Privacy Guarantees: It offers a mathematically rigid
framework for privacy. By introducing a controlled amount of randomness(referred
to as noise) into data analysis, DP estimates the trade-off between privacy and
accuracy|[24]. It allows organizations to set clear privacy guarantees while still
deriving useful insights from the data.

3. Regulatory Compliance and Ethical Considerations: With the starting of reg-
ulations like the General Data Protection Regulation(GDPR), organizations
are under increasing mechanisms to meet these regulatory requirements, as it
inherently limits the risk of data breaches or misuse. On the farther side of
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compliance, DP aligns with ethical principles, ensuring that the benefits of
data analysis do not come at the expense of individual rights.

4. Enabling Data Sharing and Collaboration: The ability to share and analyze
the data while preserving privacy is important. Differential Privacy facilitates
safe and secure data sharing, enabling collaboration across institutions without
compromising individual privacy[24]. It is most specifically crucial in fields
such as healthcare, where sensitive data is prevalent but sharing information
is crucial for advancements.

2.4.3 Epsilon and Privacy Budget

2.4.3.1 The Privacy Loss Parameter Epsilon (¢):

It is a parameter that computes the privacy loss in a differential privacy system.
It means the bound on how much the probability of any particular output can change
when one individual’s data is added or removed from the dataset. Epsilon controls
the "leakage" of information about any individual in the dataset.

1. Small Epsilon(Low €): Epsilon is small, it implies a strong privacy guaran-
tee. The output of analysis does not differ whether an individual’s data
is included or excluded, making it difficult to infer any specific individual’s
information[25]. However, the trade-off is that the utility or accuracy of the
data analysis might be lower because more noise is added to achieve this high
level of privacy.

2. Large Epsilon(High €): Epsilon is large it allows for more accurate data analysis
with less noise, but it provides weaker privacy guarantees|[25]. The output can
vary more significantly with the inclusion or exclusion of an individual’s data,
increasing the risk of privacy loss.

Choosing the right value for epsilon is important because it impacts the balance
between data utility and privacy.

2.4.3.2 Privacy Budget:

The privacy budget refers to the total amount of privacy loss that a system
can approve over a series of queries or analyses on a dataset[25]. Every time a
differentially private query is made, some portion of the privacy budget is "spent’,
incrementally increasing the risk of privacy loss.

1. Composability: Differential privacy has the property of composability, mean-
ing that the total privacy loss accumulates across multiple queries. If each
query has an e value, the cumulative privacy loss after multiple queries is the
sum of their epsilon values. This cumulative measure is what is managed as
the privacy budget.

2. Budget Management: To prevent excessive privacy loss, careful management
of the privacy budget is essential. If too many queries are made, or if they
consume too much of the privacy budget, the system could eventually exceed
an acceptable privacy threshold, compromising the overall privacy guarantees.
It requires setting and enforcing limits on how much of the budget can be
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utilized, which is often done through policies or protocols designed to ensure
that the total privacy loss remains within acceptable bounds.

2.4.4 Local Differential Privacy (LDP)

LDP certainly differs from the traditional differential privacy. It provides good
protection for the individual since it ensures that any information input is encrypted
to ensure that before going to a central server or aggregator it cannot be used to
identify the owner[26].. This means that privacy is protected right from the source
of the data and without the need to rely on a central agent to process the data in a
privacy-preserving manner.

1. User-Level Privacy: User-Level Privacy means that each user hides their own
data before sharing it, making sure that the original data stays private, even
if the central server is hacked or compromised.

2. Aggregate-Level Privacy: When each user node computes an aggregate result
(e.g., sum or average), noise is added to the final result instead of individual
data points. This ensures that the data leaving the node is randomized, pro-
tecting privacy while reducing the impact of noise on individual data. This
method preserves privacy efficiently while still allowing useful insights from
the aggregate data.

3. Privacy Parameter(¢): Similar to the global differential privacy setting, € in
LDP controls the level of privacy. Smaller values of € provide stronger privacy
but result in noisier data, whereas larger values allow for more accurate data
with weaker privacy guarantees.

4. Aggregate Data Analysis: Despite the noise added to individual data points or
partial results, the central server can still perform useful aggregate data analy-
sis. This noise averages out, allowing for accurate estimates of population-level
statistics.

Example Mechanisms In Local Differential Privacy:

1. Randomized Response Mechanism: A user with a binary attribute (yes/no)
flips their response with probability for a yes, and a no. The server aggre-
gates the responses to estimate the true proportion of yes in the population.
This introduces randomness into the data, providing plausible deniability for
individual responses.

2. Laplace Mechanism for Continuous Data: Users add noise drawn from the
Laplace distribution to their numeric data or partial result before sending it
to the server. The scale of the Laplace distribution is determined by (¢) and
the sensitivity of the data.

Advantages: Strong privacy guarantees since no trusted central entity is re-
quired. Simplifies compliance with privacy regulations as the raw data is never
collected centrally.

Disadvantages: Requires careful calibration of (¢) to balance privacy and util-
ity. More noise is typically introduced compared to global differential privacy, po-
tentially reducing the accuracy of aggregated results.
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2.4.5 Laplace Mechanism

The Laplace Mechanism is a technique used in differential privacy to add noise
to the results of a query to protect individual privacy[27]. The noise is drawn from a
Laplace distribution, which is centred at zero and has a scale parameter proportional
to the sensitivity of the query and inversely proportional to the privacy parameter
€.

2.4.5.1 Sensitivity (Af):

Sensitivity measures how much a single individual’s data can change the output
of a function. For a function f, the sensitivity Af is defined as:

— i /
Af = wax |I(D) - £(D)]
where D and D’ are datasets that differ by only one element.

2.4.5.2 Privacy Parameter (¢):

¢ controls the trade-off between privacy and accuracy. Smaller € values provide
stronger privacy but more noise, while larger € values result in less noise but weaker
privacy guarantees.

Laplace Distribution: The Laplace distribution is defined by the probability

density function:
Lap(el) = 55 exp )
ap(z|A) = 3 exp y

where \ = % is the scale parameter.

Laplace Mechanism: The Laplace Mechanism works by adding noise to the
output of a query. The noise is sampled from a Laplace distribution with mean zero
and scale \.

Steps of the Laplace Mechanism:

1. Calculate the true result of the query on the dataset.

2. Compute the sensitivity Af of the query.

3. Draw noise from the Laplace distribution with scale A = %.

4. Add the sampled noise to the true result to obtain the noisy result.
For a query function f and a dataset D, the noisy result is given by:

f(D) = f(D) + Lap(})

where Lap()) is the noise sampled from the Laplace distribution with scale A = %.

Advantages: Simple and easy to implement. Provides strong privacy guaran-
tees under differential privacy.

Disadvantages: The amount of noise added can reduce the accuracy of the
query result, especially for small € values. The mechanism’s effectiveness depends
on the correct calculation of sensitivity.
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2.4.5.3 Sequential Composition:

When multiple queries are made on the same dataset, the privacy loss accu-
mulates. This is captured by the sequential composition theorem[28]. If perform &
queries, each providing ¢;-differential privacy, the overall privacy guarantee is €yo4a1-
differential privacy, where:

k
€total = Z €;
1=1

This means that if the Laplace mechanism is for each query, the total privacy budget
consumed will be the sum of the individual.

2.4.5.4 Noise Addition with Laplace Mechanism:

For a single query @); with sensitivity AQ;, the Laplace mechanism adds noise
b; drawn from the Laplace distribution:

b; ~ Lap (AQZ>

€

Thus, the noisy output Q; is:

Qi = Qi(D) + b;

Where:
e Qi(D) is the true query result on dataset D.
« (), is the noisy result released to the user.
o b;is t}i% noise added, which follows the Laplace distribution with mean 0 and
scale ==,

€

2.4.5.5 Accumulation of Privacy Budget(e):

When making multiple queries @1, Qs, ..., Qk, each query consumes part of the
overall privacy budget. The total privacy budget €. after k& queries is:

€total = €1 F €2 + -+ + €

This total €2 represents the overall privacy loss and should remain within the
pre-specified privacy budget.

2.4.6 Gaussian Mechanism

The Gaussian mechanism is a different technique used in differential privacy,
similar to the Laplace Mechanism, but it adds noise drawn from a Gaussian dis-
tribution instead of a Laplace distribution. The Gaussian mechanism is often used
when the added noise needs to be symmetric and when working in high dimensional
data spaces where Gaussian noise can be more applicable[29].
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2.4.6.1 Sensitivity:

Sensitivity (A f) measures the maximum change in the output of a function when
a single input is modified. For a function f, the sensitivity Af is defined as:

— _ /
Af = wax [I£(D) - £(D')]
where D and D’ are datasets that differ by only one element.

2.4.6.2 Privacy Parameters:

The privacy parameters € and 0: The Gaussian mechanism is defined by two
parameters: € and d: € controls the trade-off between privacy and accuracy, while §
provides an additional parameter to tune the privacy-accuracy trade-off, often used
to capture a small probability of the privacy guarantee being violated. Smaller e
values and smaller § values provide stronger privacy but more noise, while larger
values allow for more accurate results with weaker privacy guarantees.

Gaussian Distribution: The Gaussian distribution, or normal distribution, is
defined by its mean p is the mean and standard deviation o. The probability
density function is

N (z|p, 0?) = \/%exp <_(m2—a2,u)>

Gaussian Mechanism: The Gaussian mechanism works by adding Gaussian noise
to the output of a query. The noise is sampled from a Gaussian distribution with
mean zero and standard deviation o calculated to the sensitivity of the query and
the privacy parameters.

Steps of the Gaussian Mechanism:
1. To calculate the true mean: Calculate the true mean of the query on the
dataset.
2. To calculate the sensitivity: Compute the sensitivity of of the query.
3. Sample noise: Draw noise from the Gaussian distribution with standard devi-

ation
Af\/2n (1)
o= c

4. Add Noise: Add the sampled noise to the true mean to obtain the noisy result.
For a function f and a dataset D, the noisy result is given by:

f(D) = f(D) + N (0,0%)

where NV(0, 0?) is the noise sampled from the Gaussian distribution with mean zero

and standard deviation
Afy/2In (12)

o =
€

Advantages:
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1. It provides strong privacy guarantees under differential privacy.

2. Sometimes better suited for high-dimensional data than the Laplace mecha-
nism.

3. The added noise has properties that may be more desirable in certain appli-
cations(e.g., machine learning).

Disadvantages:

1. Requires careful calculation of € and ¢ to balance privacy and utility.

2. The noise added can reduce the accuracy of the query result, especially for
small e values.

2.4.6.3 Sequential Composition:

For multiple queries using the Gaussian mechanism, the privacy budget (€) does
not simply add up in the same way as in the Laplace mechanis[30]. Instead, use
an advanced composition theorem, which gives a tighter bound on the cumulative
privacy loss.

For k queries each with (e;, d;)-differential privacy, the total privacy guarantee is:

k k
1
Etotal = 4| D e?+21n< )E €
i=1 6total i=1

2.4.6.4 Noise Addition in Gaussian Mechanism:

where 6t0tal =k- 5’L

For a single query ; with sensitivity AQ); , the noise added is drawn from:

AQi - /2In (12)

N (0, Jf) , where o; = -

Thus, the noisy output Q; is:
Qi = Qi(D) + N (0,0)

2.4.6.5 Accumulation of Privacy Budget(e):

When multiple queries @1, Qs, ..., Qr are made, the total privacy loss (i.e., the accumulated
(€) text is governed by the advanced composition theorem. Specifically:

~ 2 _
€total ~ k - € if 5tota1 =k- 5@

1. For each query i, have an (¢;, d;) -differential privacy guarantee.
2. The total privacy budget for €., is calculated as:

k k
1
€total = A g 6%—}—2111(6 )E €
i=1 total i=1

Where:
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3. €wotal Tepresents the overall privacy loss.
4. Oiotal = k - 0; accounts for the probability that the privacy loss might exceed

€total -

2.4.7 Rényi differential privacy

Rényi differential privacy uses Rényi divergence which is simply a form of the
Kullback-Leibler (K-L) divergence commonly used in information theory. However,
DP makes use of the indistinguishability with the probability ratio of the outputs,
which is governed by the epsilon parameter while RDP measures privacy loss through
Rényi divergence between the distribution of the outputs is calculated with or with-
out an individual’s data present[31].

2.4.7.1 Rényi Divergence:

The development of RDP is inspired by Rényi divergence, which is a more general
notion than the Kullback-Leibler divergence, which measures the difference between
two probability distributions, P and Q[31]. The Rényi divergence of order « is
defined as: The Rényi divergence of order « is defined to be given by the formula:

i - log (Z P(w)aQ(Jc)la)

where v > 1 is a parameter controlling the sensitivity to differences between the
distributions.

Da(PIIQ) = -

2.4.7.2 Privacy Definition:

It is said that an algorithm is («, €)-RDP if for any two adjacent Datasets D, D’
the Rényi divergence of order a of the output distribution of the algorithm to these
two datasets is less than epsilon. This provides a bound on the privacy loss which
can be referred to as a superset of standard (e, §) -differential privacy.

2.4.7.3 Composition:

One of the main advantages of RDP is its ability to provide tighter bounds on
cumulative privacy loss when multiple differentially private mechanisms are com-
posed. In scenarios involving multiple queries or repeated iterations (e.g., gradient
descent in machine learning), RDP allows for more efficient privacy accounting.
For example, if a mechanism is («, €)-RDP for each query, after T' queries, the total
privacy loss is («, T¢)-RDP.

2.4.7.4 Conversion to (e, J)-DP:

RDP can be converted to the traditional (e, d)-differential privacy framework.
Given (a, €)-RDP, the corresponding (€', d)-DP can be derived using the formula:

o log(1)9)
a—1
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This conversion allows practitioners to apply the well-established (e, §)-DP guaran-
tees, while still benefiting from the flexibility and precision of RDP during interme-
diate analysis.

2.4.7.5 Applications:

RDP is particularly useful for mechanisms that add Gaussian noise, as it provides
a more accurate characterization of privacy guarantees compared to (¢, 6)-DP. It is
also widely used in machine learning and federated learning, where privacy needs to
be preserved over many iterations of training.

2.4.8 RDP in Federated Learning

1. Per Epoch Privacy Accounting: In federated learning[32], each client performs
local training in each epoch. If each epoch is governed by a mechanism that is
(cr, €)-RDP, after T' epochs, the total privacy loss is («, T'€)-RDP, since RDP
composes additively for the same a.

2. Secure Aggregation: To protect privacy further, secure aggregation protocols
can be used to ensure that the server only receives aggregated updates rather
than individual client updates.

3. Aggregating Privacy Across Clients: When each client has disjoint data, the
privacy loss can be considered independently for each client. If each client
uses a mechanism that is (a, €)-RDP, the overall system remains (a, €)-RDP
for each client individually.

4. Global Privacy Budget: The global privacy budget can be managed by ensur-
ing that the cumulative privacy loss across all clients remains within acceptable
bounds. This requires careful tracking of the privacy loss for each client over
multiple epochs.

2.4.8.1 Composition under Rényi Differential Privacy (RDP):

Basic Composition Rule in RDP: If have multiple mechanisms[31], each of which
provides (a,€)-RDP guarantees, then the composition rule is additive for a fixed
order « Specifically: If compose T' mechanisms, each providing («, €)-RDP, the total
privacy loss after composition is:

(a, T - €)-RDP
Here, T' is the number of mechanisms (e.g., iterations or queries).

Advanced Composition: While the basic composition rule for RDP is linear, more
advanced techniques allow for tighter bounds when considering multiple mechanisms

Mironov’s Theorem: For mechanisms satisfying («, €)-RDP, after 7' composi-
tions, the mechanism satisfies approximately:

(a, T - €)-RDP

This result applies in specific cases and demonstrates a sublinear growth in the
cumulative privacy loss, which is a key advantage over the simple additive rule.
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Conversion to (¢, 0)-DP: After composing multiple mechanisms under RDP, may
wish to convert the final RDP guarantees into the more familiar (¢, 0)-differential
privacy framework. This conversion is given by:

¢y lo8(1/9)
a—1

where ¢ and 0 are the privacy parameters in the traditional DP framework.

2.4.8.2 Parallel composition:

When each node in a federation applies local differential privacy (LDP) with
its own privacy budget ¢;, the parallel composition rule helps determine the overall
privacy for the combined result. Since the data from each node is separate (disjoint),
the total privacy loss doesn’t add up across all nodes. Instead, the overall privacy
budget is equal to the largest privacy budget used by any single node.

The equation for this is:

€global — maX<€17 €2, ... 76n)

This means the global privacy guarantee for the aggregate is based on the largest
¢ from any node in the group. Each node’s local privacy budget contributes to the
overall protection, but only the highest one determines the final privacy level.

2.5 Secure Multiparty Computation

Secure Multiparty Computation (SMPC) is one of the fundamental secure com-
putation and communication techniques that allow for the computation of a desired
function over the data of multiple parties while not revealing each other’s inputs at
all. This means that the data belonging to each of the parties does not spill over
to the other and computation only happens[33]. It shows that SMPC is becoming
an essential tool in situations where privacy is valuable, the collaboration in data
analysis, financial services, health care and others.

SMPC deals with the question of how two or more parties can compute a re-
sultant value from their private inputs without disclosing these inputs to the other
parties. This is particularly useful in today’s world solving problems where two or
more parties have information they cannot share but can still compute some function
of their data.

Joint Computation with Privacy: The main idea of SMPC is to provide the
possibility to compute a certain function jointly while obtaining no more information
about the inputs of the other parties than any other outside observer having the
result of the computation only. For instance, companies 1, 2 and 3 need to compute

the average salary of all the companies without disclosing this figure but through
SMPC this can be done.

Security Models:
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 Semi-Honest (Honest-but-Curious) Model: That one supposes that all agents
will adhere to protocol but may attempt to figure out more information from
the information they’re given.

o Malicious Model: Supposes that some of the parties might decide to behave
outside of the agreed-upon protocol to obtain additional information, or to
disturb the computation at best.

Correctness and Privacy: SMPC ensures that the function is calculated
correctly (correctness) and the function’s execution is done without leaking any
extra detail (privacy). These guarantees must hold, if some of the parties will
behave as cheaters, depending on the concrete security model.

2.5.1 Techniques in SMPC

2.5.1.1 Secret Sharing:

In secret sharing[33], the secret is divided into parts known as shares and these
are given to some people in such a way that the secret cannot be reconstructed
without a certain number of shares. One such method is Shamir’s Secret Sharing
where the secret is divided by a polynomial and only a given number of participants
can restore the secret.

2.5.1.2 Applications of Secure Multiparty Computation

1. SMPC allows multiple parties to vote on an issue while ensuring that individual
votes remain confidential. The tallying of votes is done in such a way that no
party knows how others voted, and the final result is computed correctly.

2. SMPC enables a party to retrieve information from a database without reveal-
ing which specific information is being retrieved.

3. Auctions can be conducted securely where bidders’ bids are kept confidential,
and only the winner and the winning bid are revealed.

4. Allows multiple parties to collaboratively train machine learning models on
their private datasets without disclosing the data to each other.

5. SMPC can be used to analyze and mine data from multiple sources while
ensuring that the data from each source remains confidential.

6. SMPC can be used to conduct financial transactions securely among multiple
parties, ensuring that sensitive financial information is kept private.

7. Parties can collaboratively analyze shared data while keeping their datasets
private.

2.6 Federated Machine Learning

Federated Machine Learning (FML),[34] is a fresh approach to the training of ML
models in a distributed manner, or where the training takes place over one or many
devices that are commonly referred to as clients. Precisely, federated learning is the
opposite of conventional machine learning because while the data is collected and
pooled together on a server for training purposes, this is not the case in federated
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learning. Rather than uploading raw data to a centralized site, users transmit only
the model update, i.e., delta (for instance, gradients or parameters), to enrich a
global model.

1. Decentralized Data: Consequently, in federated learning, data does not mi-
grate to different centres and stays locally at its original point of development
(such as smart devices, tablets, edge servers, etc.). It is less dangerous towards
privacy since personal information is shared over the networks with a master
server.

2. Model Updates: Each device possesses its local model which is constructed
from the data saved in this device. In the training phase, only delta (in most
cases the changes in parameters of the model) are sent to a central server.
Such updates coming from several devices are then aggregated in the central
server to improve a global model.

3. Aggregation: All those updates are then integrated into a new version of the
global model by the central server, then this new model is then broadcasted
back to the devices to continue training again. This algorithm keeps on run-
ning until we reach the counter variable maximum number of iterations and
therefore helps to determine the value of the model at the optimum.

4. Privacy and Security: By design, federated learning is more private as com-
pared to the conventional centralized learning procedures as it never shifts
the raw data from the devices. Furthermore, these new updates in the model
can be preserved even more safely through such ways as differential privacy or
secure multiparty computation.

2.6.1 Aggregation Methods

Model aggregation is a pivotal stage of Federated Learning in which the cen-
tral server uses data that has been provided by the clients to make a new global
model[35].

1. FedAvg (Federated Averaging): The most common aggregation method, where
the server averages the model parameters (weights) from all clients. Each
client’s model update is weighted by the amount of data the client has. If w;
is the model weight from client 7 and n; is the number of samples on client i,
the global model weight w is updated as:

N w;

>N

2. FedProx (Federated Proximal): An extension of FedAvg that adds a proximal
term to the objective function to handle non-I1ID (non-Independent and Iden-
tically Distributed) data more effectively. This step penalizes deviations from
the global model. The update involves minimizing a function that includes a
proximal term to control the distance between the local model and the global
model.

3. Krum: A method of aggregation designed to be difficult for opposing clients.
It selects the model update that is closest to the majority of other updates
and uses it for aggregation.

w
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4. Trimmed Mean: This method trims (removes) a certain percentage of the
highest and lowest updates before averaging the remaining updates.

5. Federated Learning with Privacy Preservation: Data aggregation approaches
that employ methods such as DP or SMPC so that any update sent from a
client does not compromise its privacy.

2.6.2 Federated learning with differential privacy

In the context of Federated Learning (FL)[36], Differential Privacy (DP) can be
applied in different stages of the data processing pipeline—central, distributed, and
local. Each approach has distinct implications for where and when noise is added,
affecting the balance between privacy and utility.

Where is the Noise Added?

In Central DP, noise is added at a centralized server after the individual model
updates have been aggregated. The central server collects the gradients or model
updates from each client, performs an aggregation (e.g., averaging), and then adds
noise to the aggregated result before updating the global model.

When is the Noise Added?
The noise is added after the aggregation of updates from all participating clients
but before the global model is shared back with the clients.

2.6.3 Distributed Data Analysis

Distributed Setting: In distributed data analysis data is not centralized or gath-
ered in one area, but instead exists in many, or at least numerous, areas, for example,
business entities, devices or clients. Every one of them stores data and does a com-
putation on data or over the data and sends the result often aggregated to another
or back over the network[28].

1. Local DP: Some noise is injected locally at each data holding entity and then
fusion of results is done. A benefit of this approach is that there is not a lot
of trust in the central aggregator or market maker.

2. Central DP: The type of noise that is introduced is an additional noise at a
certain point when the outcome from all the entities is obtained. This approach
only presumes that an individual who is at the centre of collecting data can
be trusted to honour the privacy of the data.
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Methods

3.1 Description of Health Datasets

Source: The Heart Disease ! Dataset on Kaggle, created by user John Smith, is a
public dataset focused on heart disease. It is designed to analyze and predict heart
disease. Here are some details about it:

Origin: The dataset is derived from the Cleveland Clinic Foundation, which
is a well-known source for heart disease data.

Year: The dataset was uploaded to Kaggle in 2018.

Open Source: The dataset is open source and available for public use.
Anonymized: The dataset is anonymized to protect patient privacy.
Number of Instances: 303

Number o Attributes: 14

Attribute Information:

Discrete Value:
Age: Age of the patient
— Resting Blood pressure (trestbps): Resting blood pressure (in mm Hg)
— Serum Cholesterol (chol): Serum cholestrol in mg/dl
— Maximum Heart Rate Achieved (thalach):
— ST depression induced by Exercise Relative to Rest(old peak):
Categorical Value:
— Sex: (1 = Male; 0 = Female)
— Chest Pain Type(cp):
x 0: Typical angina
x 1: Atypical angina
x 2: Non-anginal pain
x 3: Asymptomatic
— Fasting Blood Sugar (fbs):(1 = True; 0 = False)
Resting Electrocardiographic Results (restecg):
* 0: Normal
x 1: Having ST-T wave abnormality
% 2: Showing probable or definite left ventricular hypertrophy
Exercise Induced Angina (Exang): (1 = yes; 0 = no)
Slope of the Peak Exercise ST Segment (Slope):
Number of Major Vessels Colored by Fluoroscopy (Ca): (0-3)
— Thalassemia(thal):

"https://www.kaggle.com/datasets/johnsmith88/heart-disease-dataset
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* 3: Normal
* 6: Fixed defect
* 7: Reversible defect
— Target Variable: Presence of heart disease (1 = Presence; 0 = Absence)

3.2 Privacy-Preserving Techniques

This section presents the methodological approach, employed in this research
to apply privacy protection, with a focus on Differential Privacy (DP). The study
involved data that were considered health sensitive, hence the need to anonymize
the data such that while individuals cannot be recognized, the data remains useful
in analysis and relation to machine learning. The subsequent subsections contain
the identification of the agreed and maintained mechanisms and strategies, the jus-
tification of the selection, and the organisation of such elements within the work.

3.2.1 Differential Privacy Implementation

Differential Privacy (DP) was the general approach used for all the privacy-
preserving techniques used in this work. The principle aim was to prevent any
individual’s contribution from influencing the results and yet enable the results to
be statistically meaningful as well as feed meaningful data to the machine learn-
ing algorithm. Two primary DP mechanisms were implemented: the Laplace and
Gaussian mechanisms.

Laplace Mechanism:

1. Why the Laplace Mechanism?: The Laplace mechanism [27] was chosen due to
its effectiveness in scenarios involving aggregate functions, such as calculating
means or sums. This mechanism works by adding noise from a Laplace distri-
bution, centered around zero, to the output of the function. This approach is
particularly suited to health data, where the accuracy of aggregated statistics
is important, but individual data points must remain protected.

2. Implementation: The Laplace mechanism was applied at various stages of data
processing, particularly when calculating key health metrics like average blood
pressure or cholesterol levels. Laplace noise was added to the data, with the
amount of noise carefully calibrated based on the function’s sensitivity and
the chosen privacy parameter €. This ensured that the results remained useful
while providing strong privacy guarantees.

Gaussian Mechanism:

1. Why the Gaussian Mechanism?: The Gaussian mechanism [29] was incorpo-
rated where a more flexible noise distribution was needed, particularly for
functions with higher sensitivity or when extreme noise values needed to be
minimized. Given the complexity of health data and the need to preserve
high accuracy, the Gaussian mechanism provided a valuable alternative to the
Laplace mechanism.

2. Implementation: Gaussian noise was applied to datasets where the function’s
sensitivity was higher or where broader noise distribution was necessary, such
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as in more complex predictive models. This ensured that the noise added did
not disproportionately affect the model’s performance.

3. Balancing Privacy and Utility: The trade-off between privacy and utility was
a key consideration when using the Gaussian mechanism. By carefully ad-
justing the standard deviation of the Gaussian noise in relation to the privacy
parameter €, a balance was achieved that preserved the usefulness of the data
while adhering to privacy constraints.

Local vs. Global Differential Privacy: In the context of federated learning,
where data remains decentralized, both local and global differential privacy were
explored. These two approaches offer different privacy-utility trade-offs depending
on when the noise is introduced during the process.

1. Local differential privacy [26] was applied to the partial results, meaning noise
was added to the aggregated outcomes, such as the mean and variance, after
the local data analysis at each node. This approach was particularly relevant
in scenarios where data from different hospitals or clinics (nodes) needed to be
combined without exposing individual records. By applying noise to the partial
results, the privacy of individuals within each dataset remained protected, even
if the node’s data were compromised. The noisy mean is represented as:

,alocal = Mocal T+ NOiSGM
Similarly, noise can be added to the variance:

2
local

2. Global Differential Privacy (GDP): Global differential privacy[28] was applied
after aggregating data from multiple sources. This approach helped maintain
the utility of the aggregated data while still ensuring privacy, but relies on
implementing the cryptographic protocol for aggregation of partial results un-
der SMPC. By including noise in the global results rather than at the level
of partial results or individual data points, a unique balance between privacy
and efficiency was struck, generally preserving a large proportion of the overall
data value the same as the same.

~ 2 .
Olocal = Tlocal T INOISE,

flglobal = Hglobal + Noise

3. Comparative Analysis: The effectiveness of local and global DP was compared
across various scenarios. Local DP provided stronger privacy by adding more
noise, which sometimes reduced the accuracy of the aggregated analyses. In
contrast, global DP allowed for more accurate aggregate results but involved
a different privacy trade-off. The choice between these approaches depended
on the specific requirements of the analysis and the sensitivity of the data
involved.

3.2.2 Log-Normal Mechanism for Variance

The Log-Normal Mechanism is used to protect the privacy of sensitive data when
calculating variance. Instead of directly adding noise to the variance (which could

29



3. Methods

produce negative or unrealistic values), noise is added to the log of the variance,
making the noise multiplicative when applied to the variance itself. This ensures
the result remains meaningful and positive, as variance can never be negative.

Why Use the Log-Normal Mechanism for Variance? The Log-Normal Mech-
anism is used to ensure privacy when calculating the variance of a dataset, especially
in privacy-preserving techniques like differential privacy.

1. Ensures Non-Negative Results: Variance is always a non-negative value (it

measures the spread of data points, which cannot be negative). If you were
to add noise directly to the variance, it could result in negative values, which
don’t make sense for variance. The Log-Normal Mechanism adds noise to the
log of the variance, which guarantees that the noisy variance remains positive
when transformed back.

. Multiplicative Noise: Instead of adding noise in an additive manner (which

could lead to unrealistic results), the Log-Normal Mechanism introduces mul-
tiplicative noise. This is done by adding noise to the logarithm of the variance
and then exponentiating it, ensuring the result is always valid for variance.

~2 2 Noise
0 = Ogpye * €

This multiplicative approach ensures that the noisy variance remains in a
sensible range.

. Stronger Privacy Guarantees: The Log-Normal Mechanism enhances privacy

by applying noise to the logarithm of the variance. This makes it much harder
to reverse-engineer individual data points from the variance, even if someone
tries to infer private information from the noisy output.

. Maintains Usable Data: Even though noise is introduced for privacy, the mech-

anism is designed to preserve the usefulness of the data. The noisy variance
is still close enough to the true variance for most analysis purposes, which
means the data can still be used effectively for insights without compromising
individual privacy.

How Does the Log-Normal Mechanism Work?

30

1. Calculate the True Variance: The first step is to compute the variance of the

dataset without adding any noise. Variance (0?) measures the spread of data
points around the mean (u).

2
Utrue -

> (e~ n)

Where: n is the number of data points; x; is the i-th data point; p is the mean
of the data points.

. Compute the Logarithm of the Variance: Once have the true variance, take

the natural logarithm of it:
log(o-grue>

This transforms the variance into the logarithmic scale, which ensures the
variance stays positive after noise is added.
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3. Add Noise to the Log of the Variance: In differential privacy, noise is added to
the statistic to protect individual data points. For the Log-Normal Mechanism,
add noise to the logarithm of the variance:

log(6°) = log(0?.,,) + Noise

Noise is typically drawn from a normal distribution (with a mean of 0 and
some standard deviation based on the desired privacy level).

4. Exponentiate to Get the Noisy Variance: After adding noise to the log of the
variance, exponentiate the result to obtain the noisy variance:

6_2 _ elog(&Q) _ 6log(ofmeH»Noise
This ensures that the noisy variance remains a positive number, as exponen-
tiation prevents negative results.

5. Use the Noisy Variance: The final noisy variance 6° can now be used for
analysis. Although it is not the true variance, it provides a privacy-preserving
estimate that still reflects the general spread of the data.

2

Non-negative sampling by log-normal mechanism
1. Variable Transformation: The process begins with a transformation of the
variable V' using a logarithm:

z=1log(V)—10

Here:
o V is the original variable of interest.
e b is a bias correction term that will be determined later.
e 2 is the transformed variable.

2. Noise Addition using Gaussian Mechanism: The Gaussian mechanism is then
applied to the transformed variable. The assumption is that Gaussian noise is
added to the log-transformed variable, so the noisy variable w follows a normal
distribution:

w ~ N(log(V) — b, 0?)

Where:
o N(u,0?) denotes a normal distribution with mean p and variance o2
e 0 is the standard deviation of the noise added to the variable.
3. Expectation Adjustment: Next, we use the property of the expectation of a
log-normal variable. If a random variable x follows a normal distribution, i.e.,
x ~ N (p,0?), then the expectation of e” is given by:

This property is crucial for understanding how the bias b needs to be corrected.
4. Applying Expectation to w: Given the noise distribution, the expected value
of ev is:

Efe”] = exp <log(V) — b+ ";)

This expectation incorporates the noise (through ¢?) and the bias term b.
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5. Setting the Expectation Equal to the True Value: To correct for the bias

introduced by the noise, the expectation E[e"] is set equal to the true value

V:
o2
exp <log(V) —-b+ 2) =V

. Simplification and Solving for b: The equation is then simplified to solve for

the bias b:
o2
log(V) — b+ 5= log(V)
This simplifies to:
o2
b=

. Conclusion: The bias b that needs to be corrected is 2> . where ¢ is the standard

2 b
deviation of the noise. The final takeaway is that when using the Gaussian

mechanism on a log-transformed variable V', one must account for the bias b by
2

subtracting %- to ensure that the expected value of the noisy output matches

the true value of V.

3.2.3 Hypothesis Testing Under Privacy Constraints

Another important aspect of data analysis is hypothesis testing, which enables

predictions about population parameters based on sample data. In this study, t-
tests were utilized as one of the primary techniques for comparing group means, a
critical step in the analysis of health systems data.
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1. Adapting Hypothesis Testing: Explored two main approaches to adapting hy-

pothesis tests for differential privacy. The first involved adding noise directly
to the data before performing the test, while the second added noise to the test
statistics after they were calculated. Each method offered different advantages
and trade-offs, depending on the context of the analysis.
« Adding Noise to the Data (Mean and Variance):
— Noisy Mean: ji = p + Noise,

— Noisy Variance: 62 = o2 + Noise,»

. Applied these privacy-preserving adaptations to t-tests when comparing health

metrics across different patient groups. For example, when testing whether two
treatments had significantly different effects on patient outcomes, Introduced
noise to the mean and variance of the treatment groups to protect individual
data points. The privacy parameter ¢ was varied to assess how different levels
of noise impacted the power and accuracy of the tests.

. Evaluating the Privacy-Utility Trade-off: A critical aspect of this process was

evaluating the trade-off between maintaining privacy and preserving the sta-
tistical power of the tests. It conducted a series of experiments to determine
the optimal balance, ensuring that the tests remained sensitive enough to
detect true differences between groups while still adhering to strict privacy
constraints.
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3.2.3.1 T-Tests with Differential Privacy:

1. T-Statistic Calculation: Calculated the t-statistic for a hypothesis test, such
as testing whether the mean equals a specific value. Applied the Laplace
and Gaussian mechanism to the t-statistic and analyzed how the added noise
affected the t-statistic values across different epsilon values and trials.

o Standard t-statistic: ¢t = —Z—%2_
« Noisy t-statistic with Laplace or Gaussian Mechanism:
= fi1—fi2
It is assumed that the number of data points is clear and not hidden, which
makes sense if there are many data points.

2. Sensitivity Analysis for T-Statistic: To understand the sensitivity of the t-
statistic, Examine the effect of omitting one data point from the dataset. This
involved calculating the maximum deviation of the t-statistic with and without
each data point, which helped to establish the sensitivity of this statistic.

o Maximum Sensitivity: At = max,, |t(x) —t(z \ z;)|

3.2.3.2 Direct t-stat or Indirect from Mean and Variance:

Direct Perturbation of the t-Statistic: Compute the t-statistic directly
from the data and then evaluate how sensitive it is to the removal of a single data
point[28]. This is done using the leave-one-out technique, where the t-statistic with
each data point is removed in turn:

t =t + Noise

1. Calculate the Original t-Statistic: Compute the t-statistic for data using the
original, unperturbed dataset.

2. Perform Leave-One-Out Analysis: Leave-One-Out Analysis involves removing
one data point at a time, recalculating the t-statistic for the remaining data,
and repeating this for every point. This helps estimate how sensitive the t-
statistic is to individual data points and can be useful for predicting how much
each point influences the overall result.

3. Determine the Sensitivity: Find the maximum difference between the original
t-statistic and each of the leave-one-out t-statistics. This difference represents
the sensitivity of the t-statistic to changes in the data.

4. Add Noise to the t-Statistic:

e Based on the calculated sensitivity, apply a differential privacy mecha-
nism (like adding Gaussian noise) directly to the original t-statistic.

o Plot the distribution of the perturbed t-statistics to see how they vary
and to analyze the impact of the added noise

3.2.3.3 Indirect Estimation via Perturbed Means and Variances:

In the indirect approach[28], instead of perturbing the t-statistic directly, IT
perturb the means and variances and then using these perturbed values to compute
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the t-statistic:

7 fin — [z
=
52 &3
ni no

1. Compute Basic Statistics: Calculate the mean, variance, and count for each
group in the dataset. These statistics will be used to compute the t-statistic
indirectly.

2. Calculate Sensitivities for Mean and Variance: Perform leave-one-out analysis
for the mean and variance separately to determine their sensitivities. This
involves removing one data point at a time and recalculating the mean and
variance, then finding the maximum change.

3. Perturb the Means and Variances: Apply a differential privacy mechanism to
the means and variances, adding noise based on their calculated sensitivities.

4. Recalculate the t-Statistic Using Perturbed Values: Use the perturbed means
and variances to compute a new, noisy t-statistic.

5. Analyze the Perturbed t-Statistics:

o Compute the mean, standard deviation, and confidence intervals for the
noisy t-statistics across multiple runs or privacy budgets (epsilon values).

« Visualize these results, including how the t-statistics vary with different
levels of privacy (epsilon).

6. Compare with the Original t-Statistic: Compare the noisy t-statistics with the
original t-statistic to assess the trade-off between privacy and accuracy. This
helps to understand the effectiveness of the indirect approach.

3.3 Distributed Data Analysis

3.3.1 Federated Analysis Using DP-Sample Mean and Vari-
ance Without SMC

Federated Analysis Context Without SMC: Data was distributed across
several nodes, with each node responsible for calculating local statistics. Rather
than sharing raw data, each node calculated the sample mean and variance of its
local dataset. To ensure privacy, differential privacy mechanisms (DP) were applied
by adding noise to these statistics before they were sent to a central aggregator. This
ensured that privacy was preserved while allowing the central server to aggregate
these noisy statistics into global results, such as the global mean and variance.

Indirect Estimation of DP-Sample Mean and Variance

1. DP-Sample Mean: Each node computed the sample mean of its local dataset.
Noise (such as Laplace or Gaussian noise) was then added to the mean based
on its sensitivity. The sensitivity was calculated by assessing how much the
mean would change if one data point was modified. This noisy mean was
then shared with the central server, ensuring privacy without exposing the
raw data.

2. DP-Sample Variance: Similarly, each node computed the variance of its local
data and added noise based on the sensitivity of the variance. Sensitivity was
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measured by determining how much the variance would change if one data
point were altered. The noisy variance was then sent to the central server for
aggregation.

Aggregation Without SMC: Once the noisy statistics (mean and variance) were
computed at each node, they were sent to a central server for aggregation. Since
noise had already been added to the data at the local level, the central server could
aggregate the noisy statistics without the need for secure cryptographic methods
like SMC. This process ensured that privacy was maintained through DP alone,
simplifying the computation and avoiding the overhead of SMC.

Benefits of Avoiding SMC:

1. Simplicity and Efficiency: By avoiding cryptographic protocols like SMC, the
analysis process was streamlined. Differential privacy allowed for simple noise
addition at each node, reducing computational overhead and improving the
overall efficiency of the system.

2. Direct Control Over Privacy: Differential privacy provided a direct and flexible
method for controlling privacy through the privacy parameter e. This allowed
the analysis to balance privacy and utility more easily, without the need for
complex encryption techniques.

Why Use Indirect Methods for DP-Stats in Federated Learning Without
SMC?

In federated analysis, privacy is a key concern when data is distributed across
multiple nodes. While Secure Multiparty Computation (SMC) is often used to
securely aggregate data, it involves complex cryptographic protocols that can intro-
duce significant computational overhead. Instead, this research employed indirect
methods for calculating differentially private (DP) statistics (mean and variance) to
preserve privacy more efficiently without the need for SMC.

1. Avoiding Complex Cryptography: SMC requires heavy cryptographic tech-
niques, such as secret sharing and encryption, which can slow down compu-
tations and increase resource use. Indirect methods simplify the process by
applying differential privacy (DP) locally at each node, adding noise directly
to the statistics (mean and variance). This avoids the complexity of crypto-
graphic operations, making the system more efficient.

2. Direct Control Over Privacy: Using differential privacy, noise is added to
the local statistics based on their sensitivity—the degree to which a statis-
tic changes when a single data point is modified. The amount of noise is
controlled by the privacy parameter € allowing for a flexible balance between
privacy and accuracy. This provides privacy protection without needing secure
aggregation, which is crucial in SMC.

3. Efficiency and Scalability: Indirect methods reduce the computational and
communication costs associated with SMC, making federated analysis more
scalable across multiple nodes. Each node computes noisy statistics (mean,
variance) locally and shares them with a central server for aggregation, en-
abling efficient and scalable processing without the cryptographic overhead.

4. Simplified Data Sharing: By using indirect methods, each node shares noisy
statistics rather than raw data. This ensures that sensitive data is protected
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locally, and the central server only aggregates noisy results, thus simplifying
the privacy-preserving data-sharing process.

3.3.2 Secure Multiparty Computation vs. Local Differential
Privacy (now use the direct method again)

Difference Between Secure Multiparty Computation (SMPC) vs. Local Differential
Privacy (LDP)[37]:
o Methodology

— SMPC: Involves complex cryptographic protocols like secret sharing or
homomorphic encryption to enable secure computation among parties.
The focus is on collaborative analysis without revealing raw data to any
participant.

— LDP: Relies on adding random noise to individual data points (e.g., us-
ing the Gaussian or Laplace mechanisms) before they are shared with a
central server, ensuring that each individual’s privacy is preserved.

o Privacy Guarantee

— SMPC: Guarantees that no participant can infer the inputs of others
beyond what is revealed by the output.

— LDP: Provides a quantifiable privacy guarantee controlled by the privacy
parameter € ensuring that the presence or absence of an individual’s data
has a limited impact on the outcome.

« Efficiency and Scalability:

— SMPC: Can be resource-intensive and may face scalability challenges due
to the need for complex computations and secure communication.

— LDP: Generally more scalable and efficient, as the noise addition is done
locally on individual devices before data is shared.

Why Using the Direct Method Again:

1. Simplicity: The direct method is often easier to use and requires less computing
power than more complicated privacy techniques like SMC.

2. Results Comparison: Use the direct method as a way to compare it with
privacy-preserving methods (like DP-sample mean and variance) to see how
much privacy protection affects the results.

3. Enough Privacy Protection: If the differential privacy method (like adding DP
noise) already protects the data well enough, it chooses the direct method to
avoid adding extra privacy layers that wouldn’t make much of a difference to
the results.
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Experiments

4.1 Experimental Setup

The major goal of these experiments is to discover what kind of accuracy is avail-
able when adding differential privacy and which items of privacy must be sacrificed
for additional utility. In data analysis and machine learning, utility is one of the key
goals and means the value and relevance of the results got from the data. Whereas
privacy means the level of protection of every single element of data in the dataset
with respect to identification or revelation.

4.1.1 Utility vs. Privacy Trade-Off:

1.

Utility: Utility is defined as the performance of data-driven models or analyses
when they are applied to datasets that have been altered to preserve privacy.
High utility means that the data remains effective for producing accurate,
meaningful results, such as making predictions or detecting patterns. The
goal is to maintain as much utility as possible while still ensuring that privacy
is protected.

. Privacy: Privacy is maintained by introducing controlled noise into the data

or the results of computations, using techniques based on differential privacy.
Differential privacy quantifies privacy in terms of parameters € and ¢
 (€) measures the privacy loss, with smaller values of (¢) providing stronger
privacy guarantees. However, this often comes at the cost of utility, as
more noise is introduced into the data.
o (0) represents the probability that the privacy guarantee might not hold
perfectly. It allows for a small chance that the privacy loss could exceed
the bound set by (e).

4.1.2 Overview of Libraries Used in the Experiments:

Google Colab: It is used to ‘remount’ Google Drive in Google Colab where
files can be accessed.

Numpy: For numerical operations and handling arrays, essential for data ma-
nipulation and generating noise for differential privacy.

Pandas: It is used for data manipulation and analysis especially for DataFrames
and for preprocessing datasets.

Statsmodels: Perhaps it might be useful for statistical models and hypothesis
tests; experiments’ results might provide good fodder for such activities.
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Matplotlib: It contains a higher-level interface for drawing attractive and in-
formative statistical graphics.

Seaborn: A better level of graphical user interface for creating spectacular and
informative graphics.

Scikit-learn:

— Model Training and Evaluation: For generating an actual model, a Ran-
dom Forest Classifier is used, whereas for dividing the data into training
and testing, the train test split function is used.

— Metrics: The model is assessed using a confusion matrix and accuracy
score as metrics thereby making it easier to gauge the level of utility that
may be expected in the pursuit of the privacy trade-off.

4.1.3 Parameter Settings and Experimental Configurations

in Differential Privacy Experiments:

. Delta(0): Default Value Delta is consistently set to 0.01 across multiple func-

tions in the code. This value is used as the default unless explicitly overridden
in specific experiments.

. Epsilons(e): The epsilon values, ranging from 0.1 to 100, are explored using

a logarithmic scale to provide a detailed view of the privacy-utility trade-off.
Smaller epsilon values (e.g., 0.1) add more noise, offering stronger privacy
but lower accuracy, while larger values (e.g., 100) reduce noise and increase
accuracy but weaken privacy protections. It ensures a balanced analysis of
how different privacy levels affect model performance across both Laplace and
Gaussian mechanisms, with Laplace showing a sharper accuracy decline at
smaller epsilon values.

. NN samples: The number of samples (N) is determined by the length of the few

features in the dataset. This ensures that the sample size is directly tied to the
dataset being analyzed, reflecting the total number of observations available
for the few features.

. Repetition of Experiments: Each experiment is repeated 10,000 times to ensure

statistical reliability. This large number of repetitions helps capture variability
and provides a robust estimation of uncertainty across different epsilon values,
ensuring the results are stable and reliable.

4.1.4 Hardware/Software Setup:
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1. Hardware: The experiments were conducted on a standard CPU-based setup,

optimized for execution without requiring GPU acceleration. The absence
of GPU-specific code indicates that the tasks are designed to be efficiently
handled by a CPU. The hardware likely includes a mid-range to high-end
processor, which provides sufficient capability for data processing and machine
learning operations.

. Software: The experiments were executed within Jupyter Notebooks using

Python libraries such as NumPy, Pandas, Scikit-learn, and Matplotlib. These
libraries are ideal for tasks involving data manipulation, statistical analysis,
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and machine learning, all of which can be effectively managed on a CPU. The
software environment was configured to be lightweight and efficient, prioritiz-
ing ease of iteration and testing.

3. Performance: The experiments were optimized to complete within a few min-
utes on the CPU setup. This performance level suggests that the datasets
used were of moderate size and that the computational tasks, while substan-
tial, were not overly intensive. The setup facilitated quick iterations, making
it well-suited for exploratory analysis and parameter tuning.

4.1.5 Analysis of Aggregated Basic Statistics Under Differ-
ential Privacy:

Mean and Variance: The dataset is grouped based on specific criteria, such as
different categories or classes within the data. For each group, the basic statis-
tics—mean, variance, count, minimum, and maximum are calculated.

1. Privacy Mechanisms:

e Gaussian Mechanism: For each group, the mean and variance are com-
puted after applying Gaussian noise based on the differential privacy
parameters (epsilon and delta). Sensitivity calculations for both mean
and variance are conducted to determine the appropriate scale of noise to
add. Different epsilon values are tested (e.g., 0.1, 1.0), with the Gaussian
mechanism applied to observe the impact on the aggregated statistics.

o Laplace Mechanism: Similarly, the Laplace mechanism is applied to com-
pute the mean and variance under different privacy settings. Epsilon
values are varied, and the sensitivity of the statistics is calculated to
ensure the noise is properly scaled according to the differential privacy
requirements.

2. Although discuss the use of Secure Multi-Party Computation (SMPC) con-
ceptually, the actual experiments are conducted using unencrypted (plaintext)
data

3. Aggregation Process: The means and variances are aggregated across multiple
trials to account for the variability introduced by the privacy-preserving noise.
The aggregated statistics are then compared against the true, non-private
statistics to assess the impact of privacy mechanisms.

4. Repetition and Sampling: Each experiment is repeated multiple times (con-
trolled by a parameter n trials) to ensure statistical reliability. The results of
these repetitions are averaged to obtain a robust estimate of the mean and
variance under differential privacy.

5. Evaluation Metrics: The difference between the true statistics and the privacy-
preserved statistics is measured to quantify the utility loss. Visualization tools
like semilogarithmic plots are used to illustrate how the mean and variance
change with different epsilon values, providing a clear depiction of the utility
vs. privacy trade-off.

6. Runtime Considerations: The hardware setup, and experiments are designed
to run efficiently within a few minutes per trial, ensuring quick iteration and
analysis without the need for a GPU.
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4.1.6 Impact of Differential Privacy on Hypothesis Test Statis-
tics

T-Statistic Under Differential Privacy: In the analysis, the hypothesis test
statistics, and the t-statistics are obtained with different privacy levels, where the
privacy of an individual is maintained by the application of noise, which could be
Gaussian and/or Laplace. The performance affectation of the privacy budget with
different parameters € is observed. The t-statistics have noise added to them, thus
making the comparison of t-statistics to original (non-private) t-statistics possible.

Privacy Impact on Accuracy: The performance of the method is shown through
the variation of the true t-statistic and the noisy versions with respect to e. Smaller
values of € (representing stronger privacy) introduce more noise, and as a result, the
noisy t-statistics deviate significantly from the true value. As € increases (weaker
privacy), the noisy t-statistics tend back toward the true values, indicating that the
noise has less impact on the results.

Visualization of Confidence Intervals: Noisy t-statistics for confidence inter-
vals are depicted to show how Differential Privacy affects the confidence level. As
privacy increases (lower €), the confidence intervals widen, reflecting the increased
uncertainty introduced by noise. However, as the value of € increases, the confidence
intervals narrow, implying reduced variability due to noise. This suggests that wider
confidence intervals make it more challenging to achieve statistically significant out-
comes because the level of precision is reduced.

Impact on Statistical Power: The findings reveal that with stronger protection
of privacy (lower €), statistical power is reduced. This signifies that a relatively
larger sample size (N much greater than €) alters the balance of power in a study,
making it difficult to determine which research findings are significant and which
are not. At lower values of ¢, the signal-to-noise ratio decreases, meaning that with
more noise it is more likely that Type II errors will occur, and true effects may be
missed due to noisy statistics.

Comparing Laplace and Gaussian Noise: Laplace and Gaussian noise mech-
anisms are discussed in comparison. For example, with regards to Laplace noise,
which is commonly applied in Differential Privacy, its tails are sharper and therefore
it creates larger outliers in the t-statistics. Comparing these two noise mechanisms
shows how different types of noise influence both the accuracy and variance of hy-
pothesis test results, with Laplace noise seemingly having a greater impact on the
results.

4.2 Simulation studies for the statistics of the Heart

Disease Dataset

In this analysis, I generated histograms for all columns to visualize the distribu-
tion of each variable. However, for the detailed analysis and results, I focused only
on selected columns—specifically trestbps, chol, and thalach—since these variables
represent continuous data. The results presented here are primarily for the thalach
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variable.

The dataset includes multiple health metrics, with key variables like trestbps
(resting blood pressure), chol (cholesterol), and thalach (maximum heart rate).
These continuous variables are crucial for analyzing cardiovascular health. For this
section, the focus is mainly on the thalach variable, which provides valuable insights
into heart function and health patterns.

4.2.1 Feature Distributions Across Groups

Unname d: 0 trestbps thalach
25

cex 60 200 g 200 00 oldbRak 10 0 Larget?

GGGGG

Figure 4.1: Histogram for all columns

Histogram for all columns

Figure 4.1 The dataset used in this study includes various health-related factors,
such as age, resting blood pressure (trestbps), cholesterol levels (chol), and maximum
heart rate (thalach), all of which provide important insights into heart health. It
also contains categorical information like chest pain type, gender, and whether the
person experienced exercise-induced angina (exang). The target variable indicates
whether someone has heart disease, allowing for comparisons between those with
and without the condition.

For example, resting blood pressure in the dataset is typically between 130-
140 mm Hg, while cholesterol levels usually fall between 200-250 mg/dl. Maximum
heart rate (thalach) is commonly between 150-170 bpm. Additionally, the number
of vessels seen in fluoroscopy (ca) and chest pain type (cp) show distinct patterns
that help differentiate individuals with and without heart disease.
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Figure 4.2: Laplace DP - Mean and Variance Estimates

4.2.2 Impact of Laplace Mechanism on ’Thalach’ Estimates

Figure 4.2a The mean estimate remains fairly stable across different epsilon
values, though confidence bands are wider at lower epsilon values due to higher
noise. Narrowing confidence bands as epsilon increases suggests greater accuracy
in the mean estimates with weaker privacy guarantees. The plot demonstrates the
trade-off between privacy and the accuracy of the mean estimate, with the mean
remaining close to the true value as epsilon increases.

Figure 4.2b Variance estimates are more variable at lower epsilon values, reflect-
ing the added noise for stronger privacy. As epsilon increases, the variance estimates
become more stable and closer to the true value. This plot highlights the effect of
differential privacy on variance estimates, with a clear trade-off between privacy and
accuracy.
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Figure 4.3: Laplace DP - T-null Estimate

Figure 4.3a The t-null estimates exhibit high variability at lower epsilon values
due to the increased noise from the strong privacy guarantee. As epsilon increases,
the estimates converge towards the true t-null value, indicating reduced noise and
higher accuracy. The plot highlights the effect of privacy on the stability of sta-
tistical estimates, with stronger privacy (lower epsilon) leading to more significant
fluctuations.

Figure 4.3b As with the previous t-null plot, stronger privacy (lower epsilon)

leads to more significant variability in the t-null estimates due to higher noise levels.
The estimates stabilize as epsilon increases, with the confidence bands narrowing,
reflecting improved accuracy. The plot underscores the importance of choosing an
appropriate epsilon value depending on the desired balance between privacy and
estimate stability.
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Figure 4.4: Laplace DP - T-stat Estimate

Figure 4.4a As epsilon increases, the noise added for privacy decreases, leading
to a more accurate t-statistic estimate. Lower epsilon values (stronger privacy)
introduce more noise, causing greater variability in the t-statistic estimates. The
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plot suggests a trade-off between privacy (low epsilon) and statistical accuracy (high
epsilon).

Figure 4.4b Confidence bands are wider at lower epsilon values, indicating greater
uncertainty due to stronger privacy (more noise). As epsilon increases, the confi-
dence bands narrow, suggesting that the estimates are becoming more precise as the
noise decreases. The plot highlights the balance between privacy and the reliability
of the t-statistic estimates.

4.2.3 Impact of the Gaussian Mechanism on Statistical Es-
timates for the "Thalach" Column:
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Figure 4.5: Gaussian DP - Mean and Variance Estimates

Figure 4.5a The confidence bands widen as epsilon decreases, indicating higher
variability in estimates with stronger privacy. As epsilon increases, the mean es-
timate converges towards the true mean, indicating reduced noise impact. The
confidence bands shrink as epsilon increases, reflecting greater confidence in the ac-
curacy of the mean estimate. Stronger privacy results in greater uncertainty in mean
estimates.

Figure 4.5b The confidence bands widen as epsilon decreases, suggesting more
uncertainty with stronger privacy constraints. As epsilon increases, the variance
estimate stabilizes and aligns more closely with the true variance, demonstrating
the reduced effect of differential privacy noise. Widening with decreasing epsilon.
The shrinking confidence bands with increasing epsilon indicate that the trade-off
between privacy and accuracy is more favourable at higher epsilon values. Stronger
privacy results in more uncertainty in variance estimates.

44



4. Experiments

Lognormal dp

—— open var
true var
2500 q conf bands

2000

1500 +

var estimate

1000

500 +

1071 100 10! 102
total epsilon

(a) Lognormal DP - Variance Estimate

Figure 4.6: Lognormal DP - Variance

The confidence bands widen as epsilon decreases, indicating increased uncer-
tainty in the estimates due to stronger privacy. As the epsilon value increases (in-
dicating weaker privacy guarantees), the variance estimate stabilizes around the
true variance value, as represented by the dotted line. With smaller epsilon values
(stronger privacy), the variance estimate is significantly impacted by noise, as re-
flected in the wider confidence bands. Widening with decreasing epsilon. Stronger
privacy (lower epsilon) increases uncertainty in variance estimates.
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Figure 4.7: Gaussian DP - T-null Estimate

Figure 4.7a As epsilon increases, corresponding to weaker privacy (less noise
added), the T-null estimates become more stable and closer to the true T-null value.
The confidence bands are wider for smaller epsilon values, signifying greater uncer-
tainty due to stronger privacy guarantees.

Figure 4.7b The t-null estimate becomes increasingly stable as epsilon increases,
with the confidence bands narrowing significantly. At lower epsilon values, the noise
has a considerable impact, as seen in the broader confidence bands.
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Figure 4.8: Gaussian DP - T-stat Estimate

Figure 4.8a The blue line remains near zero across all epsilon values, demon-
strating the stability of the estimate. The orange dotted line, representing the true
T-statistic, aligns closely with the estimate. The confidence bands, shown as the
shaded area, narrow as epsilon increases, signifying greater precision in the esti-
mates. This plot reaffirms the observations from the first plot: as epsilon increases,
the T-statistic estimate becomes more reliable with narrower confidence intervals,
indicating a trade-off between privacy and accuracy.

Figure 4.8b The blue line shows the T-statistic estimate, which remains close
to zero across the entire epsilon range. The dotted orange line represents the true
T-statistic, also around zero. The light blue shaded area indicates the confidence
bands. As epsilon increases, these bands become narrower, indicating higher confi-
dence in the estimates. The green dotted line marks the 97.5% confidence bound.
The estimate stays well within this bound across all epsilon values. As epsilon in-
creases (indicating weaker privacy and less noise), the T-statistic estimate stabilizes,
and the confidence bands narrow, showing more precise estimates.
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4.2.4 Impact of the Federated Analysis

mates for the "Thalach" Column:
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Figure 4.9: Federated Learning

Figure 4.9a The different coloured lines represent confidence intervals for various
values of K, where K controls the level of privacy. The plot depicts how the mean
estimate varies with changing epsilon values. The true mean value is shown as a
blue dotted line, while the confidence intervals for different K values expand as ep-
silon decreases, indicating increasing uncertainty as privacy becomes stronger (lower
epsilon values). The plot estimates epsilon values from 107! to 10?. The confidence
intervals narrow as epsilon increases, indicating reduced noise and higher accuracy
in estimates. As epsilon increases, the estimated mean converges closer to the true
mean, demonstrating the trade-off between privacy and accuracy. As Kincreases,
the confidence intervals widen, showing the impact of different privacy levels on the
estimate’s accuracy.

Figure 4.9b The plot covers epsilon values from 107! to 10%. At low epsilon
(strong privacy), the variance estimates show a significant spread, indicating high
uncertainty. The true variance is constant, but the estimated variance fluctuates
more as privacy increases (epsilon decreases). Higher K values introduce more noise,
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resulting in broader confidence intervals and more variability in the variance esti-
mate. The results emphasize the trade-off between privacy (higher K) and the
accuracy of variance estimates.

Figure 4.9¢c The plot spans epsilon values from 107! to 10%. As epsilon decreases
(stronger privacy), the t-null estimate shows increasing variance, particularly at
very low epsilon values. The true t-null value is consistently close to zero across all
epsilon values. Higher privacy (lower epsilon) leads to a wider spread of estimates,
showing the trade-off between privacy and statistical accuracy. Larger K values
further widen the confidence intervals, demonstrating how additional noise affects
the accuracy of the t-null estimation.

Figure 4.9d The plot encompasses epsilon values from 107! to 10%2. The true
t-stat value is used as a benchmark, and the plot shows how the estimates fluctuate
around it. The CIs widen as epsilon decreases, particularly for higher K values,
indicating more noise and less precise estimates. The trade-off between privacy and
the ability to detect statistically significant differences is evident in the width of the
Confidence intervals.

Trial K t-null t-stat
Laplace Direct — 0351 0.175
Gaussian Direct —  0.705 0.327

Federated Indirect 1  0.998 0.612
Federated Indirect 2 1.414 0.868
Federated Indirect 4  1.87 1.23

Federated Indirect 8  2.65 1.87

Federated Indirect 16 4.328 2.841
Federated Indirect 32 6.122 4.966
Federated Indirect 64 9.977 7.039

Table 4.1: Critical Epsilon Values for the statistical tests (t-null and t-stat)

Critical epsilon values at which the statistical tests (t-null and t-stat) can be
performed with maintained utility. The table 4.1 shows the results which are for the
Thalach column of the Heart dataset across different experimental trials and sizes
of the federation (K). The direct method use secure aggregation so that the results
is independent of the number of parties.

4.3 Machine Learning Experiments

The experiments were conducted using the Heart Disease Dataset that the reader
can download from Kaggle. They encompass various characteristics of health about
the heart disease for instance age, sex of the patient, type of chest pains and so on.
As the primary output, the accuracy was presented as the goal of identifying the
presence of heart disease with such features aid.

Dataset Preparation: For this dataset, there are fourteen independent variables
and they are age, sex, type of chest pains, and cholesterol level among others. The
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data was preprocessed in order to clean the data and initially analyze and it was
discovered that there were no cases of missing values. The data was further split
into training set data that helped in testing the model and the testing set data.

Training And Testing Setup: The general approach on how the various datasets
were subdivided into the training and testing set was done in a way that will guar-
antee that the target variable is well distributed between the training and testing
data. Therefore, there is a possibility to keep the proportion of the number of classes
in the target variable in both data sets using the stratified method during the data
split. This balance is important in order to ensure that measurement metrics ex-
tracted from the test set provide true reflection of the performance of the model on
unseen data.

Disjoint Sets and Data Integrity: To maintain the validity and reliability of the
machine learning experiments there is a need to ensure that the datasets used in
the training phase do not contain data that may be used in the testing phase of the
experiments. There are such circumstances when the method of data division means
the separation of training and testing data into different sets by construction, for
example, the initial dataset was not subjected to a preliminary data balancing or
something like that. This kind of separation of data is crucial because the testing
of the model happens on the data that the model never saw data.

Experimental Trials and Levels of Confidence: Such experimental trials involve
many trials in order to test the robustness of the models. Specifically, it was the
general rule to use 10-20 trials since the distribution of data and the training of
a model may vary. It helps out in the situation of validating the stability of the
computed metrics of the model. Basic indicators such as accuracy are used to assess
the profitability of the models which gives a general view of the performance of the
models. When several trials are conducted and produce similar results then the out-
come becomes more credible and substantiates the fact that recorded performance
is not by chance.

4.3.1 Machine Learning Model Selection and Training with-
out DP and FL

The current machine learning experiments are conducted in a non-private setting,
meaning that the reported accuracies are can be achieved without employing DP
and FL. These values are observed when there are no techniques such as privacy
preservation or distributed learning in the models. When DP and FL are used in
other experiments, the results obtained will be compared to this baseline in order
to evaluate how effective DP and FL are in improving the results.

1. Logistic Regression: A very simple model used for binomial classification and

frequently applied due to the reason of its interpretability.
o Accuracy = 82.22%.

2. Random Forest Classifier: An approach of obtaining many trees in the same
run simultaneously and then integrating them to get a single model to over-
come the problem of overfitting.

o Accuracy = 86.67%.
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3. Decision Tree Classifier: A decision tree learning algorithm is a non-linear
model of decision-making given that the data is partitioned according to the
feature values where the decision-making is required.

e Accuracy = 75.56%.

4. Multilayer Perceptron (MLP): A specifically buried structure neural net that

could probably differentiate complex structures from a determined set of data.
o Accuracy = 84.44%.

4.4 Results and Discussion

The experiments conducted on the heart dataset were part of a broader collab-
orative exercise within the project SARDIN. While I focused on the heart dataset,
similar experiments were performed on additional datasets, including the BRFSS !,
Adult 2, and Framingham 2 datasets, in collaboration. The results of these experi-
ments are documented in the supplementary section of this report.

Heart Disease Dataset: The experiments that were conducted on the heart
dataset were mainly focused on the effects of DP mechanisms on the direct ones
such as Laplace and Gaussian as well as on the indirect ones like federated learning
combined methods on the utility and accuracy of the ML models. From the results,
they got the overall picture of the impacts of such privacy-preserving approaches on
other significant parameters including thalach and trestbps.

Collaborative Results from Other Datasets: The additional section con-
tains data of similar experiments conducted under BRFSS Adult and Framingham
test datasets. Such data sets, although the type of features in them is quite dif-
ferent, proved to be rather informative when used for comparison. For instance,
when performing the experiments on the BRFSS dataset of the current study using
direct methods (Laplace and Gaussian) and the federated combined methods, the
facial pattern of the trade-off between privacy and utility was similar. The same
tendencies were observed in the Adult and Framingham datasets which is in good
agreement with the results obtained while using the heart dataset.

Discussion and Comparative Analysis: In the discussion section, it is es-

sential to refer to the results from the collaborative work on the other datasets to
strengthen the conclusions drawn from the heart dataset study. By comparing the
outcomes from indirect and direct methods across different datasets, the broader
applicability of the findings can be assessed.
For instance, the heart dataset results can be compared with those from the Fram-
ingham dataset, particularly in how federated combined methods offered a balance
between privacy and accuracy. The consistency in these results across different
datasets underscores the robustness of the conclusions and provides a more compre-
hensive understanding of the effectiveness of these privacy-preserving techniques.

Summary of Differential Privacy Methods Across Multiple Datasets:
The analysis of the Heart, Framingham, Adult, and BRFSS datasets shows that

"https://www.cdc.gov/brfss/annual_data/annual_2014.html
’https://archive.ics.uci.edu/ml/datasets/Adult.
Shttps://www.kaggle.com/datasets/aasheesh200/framingham-heart-study-dataset
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different privacy methods work better depending on the method and the size of the
federation (K). Direct methods, like Laplace and Gaussian noise, give lower critical
epsilon values, which means stronger privacy, but they reduce accuracy.

On the other hand, federated indirect methods balance privacy and accuracy. As
K increases, the epsilon values go up, meaning privacy gets weaker but accuracy
improves. This trend is seen in all the datasets, where federated methods provide
better accuracy but less privacy compared to direct methods.

Direct methods are better when privacy is most important, while federated indirect
methods are better for keeping accuracy, especially in larger federations. Overall,
federated methods strike a good balance when high accuracy is needed, while direct
methods focus more on protecting privacy.

4.4.1 Statistical Analysis Results

4.4.1.1 Impact of Differential Privacy on Accuracy:

This section explores the impact of differential privacy (DP) mechanisms, specif-
ically the use of Gaussian and Laplace noise, on the accuracy of machine learning
models. The results from the analysis highlight the trade-offs between maintaining
privacy and preserving model accuracy.

1. Laplace Noise Application: The Laplace mechanism was applied to the dataset
and model outputs. The simplicity and effectiveness of the Laplace mechanism
in obfuscating data were evident; however, it also resulted in a reduction in
model accuracy. The analysis revealed that higher scales of Laplace noise
provided stronger privacy, but this came at the cost of greater accuracy loss.
This effect was particularly visible in the accuracy metrics and visualizations,
which clearly showed the inverse relationship between privacy and accuracy.

2. Gaussian Noise Application: The implementation of Gaussian noise within the
context of differential privacy was thoroughly investigated. Applying Gaus-
sian noise to data or model outputs effectively ensured privacy by introducing
randomness, but this also impacted accuracy. The addition of Gaussian noise
significantly affected the model’s ability to accurately predict outcomes, with
accuracy metrics showing a marked decline as the noise level increased. This
trade-off is crucial for understanding how privacy constraints affect machine
learning models, especially when adjusting the standard deviation of the noise.

3. Discussion on Accuracy Impact: Both the Gaussian and Laplace mechanisms
demonstrated the inherent tension between privacy and utility in differentially
private models. While both methods ensured privacy by adding noise, the
reduction in model accuracy highlighted the challenge of maintaining utility.
A comparison of these noise mechanisms showed that Gaussian noise led to
more stable but less accurate models, whereas Laplace noise offered stronger
privacy at the expense of greater degradation in accuracy. This comparison
underscores the importance of balancing privacy and accuracy when imple-
menting differential privacy in machine learning models.

51



4. Experiments

4.4.2 Hypothesis Testing Outcomes

4.4.2.1 Privacy-Utility Trade-off in T-Tests:

In addition to examining the impact on accuracy, hypothesis testing was per-

formed to validate the statistical significance of these effects. The Laplace Mecha-
nism provided a detailed implementation of t-tests to compare model performance
before and after applying Laplace noise.

1. T-Test Implementation: The t-tests conducted aimed to statistically confirm

whether the differences in model performance due to differential privacy were
significant. The analysis indicated that the addition of Laplace noise led to
statistically significant changes in model accuracy, reinforcing the notion that
privacy-preserving techniques come with a tangible cost to utility.

. Results of Hypothesis Testing: The results from these tests, revealed that

the observed changes in accuracy were not merely due to random variation
but were indeed significant. This confirms that the trade-off between privacy
and accuracy is quantifiable and must be carefully managed depending on the
application requirements.

4.4.3 Machine Learning Performance

4.4.3.1 Comparison of Local vs. Global Differential Privacy:

The performance of machine learning models under local and global differential

privacy (DP) techniques was critically examined.
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1. Local vs. Global Differential Privacy: The analysis revealed that local DP,

which applies noise to individual data points, often resulted in higher noise
levels, leading to reduced model accuracy, especially in cases where the data
was sparse. Conversely, global DP, which introduces noise at the aggregated
data or model level, was found to maintain better overall model performance.
The key finding here is that global DP offers a more balanced trade-off, pro-
viding adequate privacy without severely compromising accuracy.

. Outputs: The both local and global DP mechanisms, with outputs showing

the varying impacts on model performance. Performance metrics such as accu-
racy were used to compare the effectiveness of these privacy techniques, with
visualizations further illustrating the differences.

. Discussions: The trade-offs between local and global DP were critically dis-

cussed, with local DP offering stronger individual privacy but at the cost of
higher noise and reduced accuracy. Global DP, while slightly less private on an
individual level, managed to preserve utility more effectively. These findings
contribute to the broader discussion on how to best balance privacy and utility
in practical applications.
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4.4.4 Distributed Data Analysis Findings

4.4.4.1 Edge-Node Analysis and Secure Aggregation:

The challenges of federated and the implications of secure aggregation were
explored.

1. Federated Learning Context: The federated learning approach, where data
remains on edge devices (nodes), and only model updates are shared and ag-
gregated centrally. This approach is increasingly important in scenarios where
data cannot be centralized due to privacy concerns. The context involved
working with duplicated datasets distributed across multiple nodes, a com-
mon scenario in federated learning environments.

2. Secure Aggregation: Secure aggregation techniques were implemented to en-
sure that the updates from individual nodes could be aggregated without re-
vealing any individual node’s data. This was achieved through cryptographic
techniques and the introduction of noise, which preserved privacy while allow-
ing effective model training.

3. Edge-Node Analysis: The performance of machine learning models trained in
this federated setting was analyzed. The results showed how different privacy-
preserving techniques impacted the accuracy of the aggregated model. The
findings highlighted the trade-offs between maintaining data privacy at each
node and the overall utility of the model, with accuracy metrics and loss curves
providing key insights.

4. Results and Outputs: The results, including accuracy metrics and visualiza-
tions, provided a comprehensive overview of how well-federated models per-
formed under secure aggregation. These results underscore the complexities
of federated learning, particularly in balancing the need for privacy with the
requirement for high model performance.

4.4.5 Limitations

This study provides valuable insights into the application of differential pri-
vacy (DP) mechanisms, such as Laplace and Gaussian noise, but certain limitations
should be considered

Model Complexity: The machine learning models used in this study were
relatively simple to maintain computational efficiency and ease of interpretation.
However, in more complex real-world scenarios, models like deep learning may be-
have differently under DP. More complex models might require adding more noise
to maintain privacy, which could further degrade performance. This highlights the
need for future research on how DP impacts more sophisticated models.

Small Dataset Size: The experiments in this study were conducted on a
small dataset with only 300 rows and 14 columns. While DP mechanisms worked
effectively in this context, scaling these methods to larger datasets might introduce
significant computational challenges.

Limitations of Differential Privacy Mechanisms: The Laplace and Gaus-
sian mechanisms, which were applied to add noise to the data, can reduce the ac-
curacy of models, particularly when using small epsilon values for stronger privacy.
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This trade-off between privacy and utility poses a challenge, especially in critical
fields such as healthcare, where high accuracy is essential. In practical applications,
this could limit the model’s utility and alternative or hybrid approaches may be
needed to better balance privacy and accuracy.

Choosing the Right Epsilon: Epsilon is a critical parameter that controls
the balance between privacy and accuracy. In this study, epsilon values were cho-
sen within a specific range, but selecting the optimal epsilon value for real-world
applications can be challenging. A smaller epsilon value offers stronger privacy
but reduces model accuracy, while a larger epsilon weakens privacy protections but
enhances performance. This trade-off requires careful consideration based on the
application’s specific privacy and accuracy needs.

Generalizability: The findings of this study may not fully generalize to all data
types or applications. The datasets used, such as the health-related dataset, may
behave differently compared to financial, social, or other types of data. Applying
the same DP mechanisms to other domains may yield different privacy-utility trade-
offs. Further research and experimentation are required to understand how these
mechanisms perform across various datasets and contexts.
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Discussion

This thesis explores the balance between Privacy and Accuracy in health data
analysis using differential privacy (DP) techniques. It focuses on how different DP
mechanisms, such as Laplace and Gaussian noise, impact the accuracy of statistical
analyses and machine learning models across three health and one finance datasets.
Experiments revealed that increasing noise to protect privacy reduces accuracy, high-
lighting the need to carefully select privacy levels based on analysis requirements.

The study also addresses the challenge of applying DP to non-negative met-
rics like variance, introducing a log-normal mechanism to preserve feasibility while
respecting data constraints.

Comparing Federated and Centralized Methods in data analysis showed trade-
offs: the centralized method offers higher accuracy but raises privacy concerns, while
the federated method distributes data for stronger privacy protection at the cost of
slightly lower accuracy. By combining these techniques, the federated method can
balance privacy and accuracy, making it comparable to the centralized approach.

Additionally, DP was applied to hypothesis testing, where privacy was main-
tained, but the ability to detect true differences decreased. This trade-off between
privacy and utility was a key theme throughout the research.
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Conclusions

This thesis examines the balance between protecting privacy and maintaining the
usefulness of health data using differential privacy (DP). The experiments show that
while DP mechanisms like Laplace and Gaussian noise effectively safeguard privacy,
they also decrease the accuracy of statistical estimates and machine-learning models.
This trade-off emphasizes the need to carefully choose the privacy parameter € to
find the best balance between privacy and utility.

To ensure that privacy-preserving methods remain practical, especially for non-
negative metrics like variance, a log-normal mechanism was introduced. The study
also finds that while DP can reduce the effectiveness of hypothesis tests, a suitable
balance can still be achieved through centralized analysis using secure aggregation
techniques.

Furthermore, the research compares Federated and Centralized Methods for data
analysis. The centralized method gathers data in one place, applying differential
privacy for greater accuracy, but it raises privacy concerns. In contrast, the federated
method keeps data distributed, using differential privacy and secure aggregation for
stronger privacy protection, although with slightly lower accuracy. The study shows
that by combining these approaches, the federated method can effectively balance
privacy and accuracy, making it comparable to the centralized approach.

Overall, this research provides valuable insights into using DP in real-world data
analysis, particularly in sensitive areas like healthcare, where privacy is essential.
These findings set the stage for future research aimed at refining these techniques
to reduce the trade-offs between privacy and utility.
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Appendix

7.1 Results for heart data set

The Cleveland Clinic Foundation Heart Disease Dataset is a well-known dataset
frequently used in machine learning for heart disease prediction. This dataset was
compiled by Dr. Robert Detrano at the Cleveland Clinic Foundation, with con-
tributions from other institutions such as the Hungarian Institute of Cardiology,
University Hospital in Zurich, University Hospital in Basel, and the V.A. Medical
Center in Long Beach. The main source of the data is the Cleveland Clinic Foun-
dation, with contributions from multiple international medical institutions. The
dataset was put together in the 1980s and it has been widely used and referenced
in various research papers and machine learning projects since its compilation. The
dataset has been anonymized to protect patient privacy, ensuring no personally iden-
tifiable information is included. It is publicly available and can be accessed through
platforms like Kaggle. It is open source and does not require a license for use. The
data set contains 14 attributes related to heart disease, such as age, sex, chest pain
type, resting blood pressure, serum cholesterol, and more.

A challenge with the dataset is that it can be imbalanced, with a higher number
of non-disease cases compared to disease cases, which can affect model performance.
Some entries have missing values, which may require preprocessing and imputation
techniques to handle effectively. For this study, a preprocessed subset of 303 unique
data points is used where rows with duplicate or missing values have been removed.
Figure 7.1 displays histograms for four numerical columns where the smaller dataset
was further split on the target column, i.e. absence or presence of heart disease,
indicated by Group 0 and Group 1, respectively. The columns are age, resting blood
pressure, serum cholesterol, and thalach which represent the maximum heart rate
during the stress test.
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7. Appendix

7.1.1 Tables for critical epsilon

trial K thalach trestbps
laplace direct 1 0.351 0.433
gaussian direct 1 0.705 0.756
federated combined 1  0.998 1.147
federated combined 2 1.414 1.626
federated combined 4  1.870 2.305
federated combined 8  2.650 3.267
federated combined 16 4.028 4.631

federated combined 32 6.122 7.547
federated combined 64 9.977 12.300

Table 7.1: Heart epscross tnull

trial K thalach trestbps
laplace direct 1 0.175 3.765
gaussian direct 1 0.327 7.055
federated combined 1  0.612 18.695
federated combined 2  0.868 23.048
federated combined 4  1.230 35.031
federated combined 8  1.870 46.309
federated combined 16 2.841 93.046

federated combined 32 4.966 nan
federated combined 64 7.039 nan

Table 7.2: Heart epscross tstat
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7.1.2 Figures for column trestbps
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7.1.3
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Figure 7.8: Heart thalach Mean
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User level DP
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7.2 Results for Framingham data set

The Framingham Heart Study (FHS) dataset originates from a long-term car-
diovascular study initiated in 1948 in Framingham, Massachusetts. The study was
launched by the National Heart, Lung, and Blood Institute (NHLBI) in collabo-
ration with Boston University. The primary goal was to identify common factors
or characteristics that contribute to cardiovascular disease by following participants
over a long period.

The full dataset includes data from three generations of participants, totalling
nearly 15,000 individuals. The data collection has been ongoing, with various cohorts
being added over the years. The dataset has been anonymized to protect participant
privacy.

The Framingham dataset is available through several repositories, including the
Database of Genotypes and Phenotypes (dbGaP) and the Biologic Specimen and
Data Repository Information Coordinating Center (BioLINCC). Access to the data
typically requires an application, but there are no fees for accessing data through
these repositories.

Challenges associated with the dataset include potential biases due to the original
cohort’s lack of diversity, as it primarily included white participants from a single
town.

For this study a smaller subset of 3658 unique data points are used (available
on GitHub). Figure 7.14 displays histograms for 8 numerical columns where the
smaller dataset was further split on the target column TenYearCHD, i.e. absence
or presence of heart disease over ten years indicated, by Group 0 and Group 1,
respectively. The columns are age, cigarettes per day, total cholesterol, systolic and
diastolic blood pressure, body mass index, heart rate and blood glucose levels.
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Figure 7.14: Framingham histograms num columns
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7.2.1 Tables for critical epsilon

trial K BMI glucose
laplace direct 1 0.266 0.404
gaussian direct 1 0.481 0.811
federated combined 1  0.704 1.147
federated combined 2  0.964 1.626
federated combined 4  1.414 2.149
federated combined 8  2.005 3.047
federated combined 16 2.841 4.631

federated combined 32 4.028 6.564
federated combined 64 5.709 9.977

Table 7.3: Framingham epscross tnull

trial K BMI glucose
laplace direct 1 0.201 0.201
gaussian direct 1 037 0.376
federated combined 1  1.414 2471
federated combined 2  2.077  3.503
federated combined 4  2.841  5.709
federated combined 8  4.319  9.305
federated combined 16 6.564  3.267

federated combined 32 10.698 4.966
federated combined 64 19.371 7.039

Table 7.4: Framingham epscross tstat
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7.2.2 Figures for column BMI
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Figure 7.20: Framingham federated combined BMI tstat by epsilon



7. Appendix

7.2.3
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Figure 7.23: Framingham federated gaussian glucose mean by epsilon
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Figure 7.25: Framingham federated combined glucose tnull by epsilon
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Figure 7.26: Framingham federated combined glucose tstat by epsilon
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7.3 Results for adult data set

The Adult dataset, also known as the "Census Income" dataset, is a widely used
dataset in machine learning, particularly for classification tasks. It was extracted by
Barry Becker from the 1994 U.S. Census database and donated to the UCI Machine
Learning Repository on April 30, 1996. The dataset contains 48,842 instances and
14 attributes, including features such as age, workclass, education, marital status,
occupation, relationship, race, sex, capital gain, capital loss, hours per week, and
native country.

The data has been anonymized to protect individuals’ privacy, with personal
identifiers removed. It is open source and freely available for use under the UCI
Machine Learning Repository’s terms.

Some challenges associated with the dataset are that it is based on data from
1994, which may not reflect current demographic or economic conditions. There are
some known biases in the dataset, such as gender and racial biases, which can affect
the fairness of models trained on this data. Some attributes have missing values,
which require preprocessing before use.

Figure 7.27 displays histograms for five numerical columns where the prepro-
cessed dataset was further split on the target column income, i.e. , absence or pres-
ence of an anuual income exceeding USD 50,000, indicated by Group 0 and Group 1,
respectively. The columns are age, final weight, capital gain, capital loss and hours
worked per week.
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Figure 7.27: Adult histograms num columns
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7.3.1 Tables for critical epsilon

trial K age fnlwgt
laplace direct 1 0.100 0.115
gaussian direct 1 0.100 0.215
federated combined 1  0.141 0.305
federated combined 2  0.152 0.432
federated combined 4  0.215 0.612
federated combined 8  0.305 0.868
federated combined 16 0.403 1.230

federated combined 32 0.612 1.744
federated combined 64 0.868 2.471

Table 7.5: Adult epscross tnull

trial K age fnlwgt
laplace direct 1 0.100 0.376
gaussian direct 1 0.100 0.705
federated combined 1  0.141 1.230
federated combined 2  0.141 1.744
federated combined 4  0.141 2.471
federated combined 8  0.141 3.503

federated combined 16 0.141 4.966
federated combined 32 0.141 7.039
federated combined 64 0.141 9.977

Table 7.6: Adult epscross tstat
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7.3.2 Figures for column age

Figure 7.28: Adult age Mean
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7.3.3 Figures for column fnlwgt
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7.4 Results for BRFSS data set

The Behavioral Risk Factor Surveillance System (BRFSS) is a comprehensive
health-related telephone survey system established by the Centers for Disease Con-
trol and Prevention (CDC) in 1984. Initially conducted in 15 states, it now collects
data from all 50 states, the District of Columbia, and three U.S. territories. The
BREFSS gathers data on U.S. residents’ health-related risk behaviours, chronic health
conditions, and use of preventive services. The BRFSS data is open source and can
be accessed without a license. This accessibility has made it a popular dataset for
machine-learning applications, particularly in public health and epidemiology. The
BREFSS dataset, while anonymized to protect respondents’ privacy, still presents cer-
tain privacy concerns. Detailed geographic information, combined with demographic
data such as age, gender, race, and income, could potentially lead to re-identification
if matched with other datasets. Additionally, specific health conditions and be-
haviours, particularly rare ones, might increase the risk of identifying individuals.
Advantages of the BRFSS data include its large sample size, which provides robust
statistical power, and its longitudinal nature, allowing for trend analysis over time.
However, there are challenges as well, such as potential biases due to self-reported
data and the exclusion of individuals without telephone access.

The results reported here are based on data from the 2014 annual Behavioral Risk
Factor Survey. Figure 7.40 displays histograms for five numerical columns where the
preprocessed dataset was further split on the target column GENHLTH, for good or
poor reported general health, indicated by Group 0 and Group 1, respectively. The
columns are weight (WTKG3), height (HTM4), MBI, and average hours slept per
day (SLEPTIM1).
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Figure 7.40: Brfss histograms num columns
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7.4.1 Tables for critical epsilon

trial K SLEPTIM1 WTKG3
laplace direct 1 0.100 0.248
gaussian direct 1 0.152 0.464
federated combined 1  0.215 0.656
federated combined 2  0.305 0.998
federated combined 4  0.432 1.319
federated combined 8  0.656 1.870
federated combined 16 0.930 2.650
federated combined 32 1.230 3.756
federated combined 64 1.744 5.324

Table 7.7: Brfss epscross tnull

trial K SLEPTIM1 WTKG3
laplace direct 1 0.100 0.100
gaussian direct 1 0.100 0.100
federated combined 1  0.141 0.141
federated combined 2  0.141 0.141
federated combined 4  0.141 0.141
federated combined 8  0.141 0.141
federated combined 16 0.141 0.141
federated combined 32 0.152 0.141
federated combined 64 0.215 0.163

Table 7.8: Brfss epscross tstat

85



7. Appendix

7.4.2 Figures for column WTKG3
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Figure 7.45: Brfss federated combined WTKG3 tnull by epsilon
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7.4.3

Figures for column SLEPTIM1
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7.5 DP for FL results

92

Logistic regression model was trained for each data set, both in a conventional
manner using all data in a central repository, as well as under Renyi Differential
Privacy with data spread out equally over a federation of different sizes (K).
Each data set was first preprocessed such that rows with missing values and
duplicate rows were removed, Then it was split into test and training data in
a 1 to b proportion relative to the minority class. Finally, each data set was
balanced such that both test and train sets had the same number of entries
from each target class.

The numerical experiments trained the model for a range of epsilon from 0.1
to 200 with logarithmic stepping. The training was repeated at least 50 times
for each target epsilon to collect sufficient samples to estimate confidence in
addition to mean accuracy.

Table 7.9 report critical epsilon values where the mean accuracy for the model
trained with DP is not statistically different from the non-private equivalent
(under centralized training, K=1 assumption).

acc (std) eps K=1 eps K=2 eps K=4 eps K=8

heart 77(15) 0355 0417 0.537  1.29
framingham 70 (0.52)  0.741 1.07 1.7 1.86
adult 73 (0.091) 0.2 0.2 0.2 0.355
brfss 86 (0.026) 0.17 0.191 0.219 0.363

Table 7.9: Dp train
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