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Abstract

There is an increasing demand for performance and scalability in
micro-transactions between people and in the machine-to-machine envi-
ronment. The number and frequency of transactions are likely to only
increase, as will the use of decentralized ledgers and blockchain technolo-
gies to address this.

However, there are challenges to obtain sufficient performance and
scalability in ledger-based consensus systems. There are proposals for off-
chain, layer-two, solutions that may provide some mitigation of the load.
However, there is still a need to improve the performance of the main
blockchain.

This paper focuses on a proposal known as ScaleGraph, where data
sharding is explicitly built into the system. This sharding is then used
to form validator groups, which are able to perform parallel transactions
without the need for post-shard synchronization.

The contribution lies in simulating and analyzing the ScaleGraph pro-
posal to test the behavior of ScaleGraph and highlighting potential issues.
The simulation is written in Go with a locally simulated network in order
to simplify the simulation and remove network overhead. However, while
testing the artifact, it was found that some key assumptions made about
finding close nodes in the underlying DHT did not hold for the implemen-
tation. These assumptions and their impact on the system is discussed
and some potential methods of mitigating them are brought forward.
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1 Introduction

1.1 Motivation

Blockchain technologies are increasingly being used and they are used in more
diverse systems. However, large-scale adoption of blockchain technologies for ev-
eryday transactions is being delayed by the low throughput of the systems. As
an, example Bitcoin has a throughput of only up to 7 transactions per second,
compared to 1700 transactions per second for Visa.[6] The limited through-
put of blockchains also drives up the cost per transaction, which also prevents
wide-scale adoption. ScaleGraph is a novel blockchain that seeks to integrate
the block chain into a distributed hash table (DHT), specifically the Kademlia
DHT.1 If ScaleGraph can maintain the scalability of Kademlia in a blockchain
system it could potentially provide large-scale decentralized micro-transactions.
Making blockchain technology viable for a wide range of new applications in
society.

1.2 Problem definition

As it is a novel approach to integrate a sharded ledger into Kademlia rather
than using Kademlia as a DHT. There is no empirical research on the system
and the potential issues that may arise.

1.3 Scope

There are two primary goals for this project: Implement a simulation system for
the ScaleGraph blockchain, and perform an experimental study on ScaleGraph.
The experimental study of ScaleGraph will focus on the viability of its current
specifications. Primarily focusing on how the underlying DHT behaves.

1.4 Delimitations

The following simplifications are made to the simulation:

• Nodes are assumed to be reliable (there is no churn in the network, and
all running nodes will keep running)

• The network is assumed to be reliable (messages will not be dropped)

• Real-world networks time complexity cost are lower than ScaleGraph’s
time complexity. I.e., it is not necessary to simulate round trip times.

1To clarify terminology in this document; block chain refers to a chain of blocks while
blockchain refers to a category of technologies. E.g. Bitcoin is a blockchain while the ledger
containing all transactions is a block chain.
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2 Background

Current blockchain technologies primarily rely on two underlying concepts:

• Block chain

• Distributed hash tables

While it may seem redundant to list block chain as an underlying technology
for the blockchain, it is in fact a distinct component of what is commonly referred
to as the blockchain. In a blockchain system, the block chain is commonly
referred to as the ledger and is a cryptographically linked list of blocks containing
transactions.

2.1 Distributed hash table

DHTs are a group of technologies that aim to solve the problem of finding any
arbitrary data in a network using only limited information. In general this is
done by correlating some property of the data into a vector space. This is also
often combined with a transformation to achieve an even distribution.

DHTs as a concept became prevalent in the early 2000s with the publication
of technologies such as Chord [10] and Kademlia [8]. It became the foundation
for peer-to-peer networks, often referred to as p2p networks, that were used
for sharing data without using a centralized source. This allowed for enormous
amounts of data being available via services such as BitTorrent [7] that would
otherwise be prohibitively expensive to store in a centralized system.

This period also demonstrated the resilience of DHT networks, as they often
turned into a game of ”whack-a-mole” between copyright holders and peers on
the network.

Common transformation methods are hash functions. The key point is that
the transformation is deterministic, i.e., any input to the transformation results
in the same result if repeated. This vector space is commonly referred to as
an overlay network. In addition to mapping the nodes to the overlay network,
the servers holding the data are also mapped to it. The data is then stored in
the nodes closest to their own position in the overlay network. This allows for
locating data in a large network using only information about the data.
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Figure 1: Illustration of an overlay network and its mapping to the underlying
physical network. Note that the underlying network may be geographically
grouped, as illustrated. Such groupings occur naturally from the distribution
of population centers. While the overlay network loses performance due to not
taking advantage of reduced round-trip time it does have some advantages. The
primary advantage is that an even distribution of nodes can be achieved. This
greatly simplifies the analysis of the network.

The transformation function can then be used to locate the nodes responsible
for storing any piece of data without having to rely on a centralized address
broker, such as a DNS system. In the case of hash functions, this is commonly
done by hashing some property of the data, usually a unique identifier for the
data. If no unique property is available a set of identifiers can be used to
uniquely identify the data. Examples include the title, author, and publication
year for books. The key idea is that it is something that can be known about
the data without having access to the data itself. If the identifier was a hash
of the entire book it would throw away most advantages of the transformation
function. There is little reason to search for data if the data is already known,
as it would have to be in order to hash it.
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Figure 2: Arbitrary data being uploaded into a DHT with replication a factor
of 3. The first step is sending the data to any node in the DHT network. A key
is then generated from some property of the data. This key is a representation
of the data location in the overlay network and is used to determine on which
nodes it will be stored. These nodes are labeled as ”keeper” in the figure and
are the nodes closest to the data location in the overlay network.

2.2 Blockchain

Blockchain technologies rose to prominence after the introduction of Bitcoin in
2011. Blockchains aim to produce a ledger which is independently verifiable
by anyone. This is achieved by each successive block in the chain containing a
verifiable signature, or hash of the previous block in its chain.

Figure 3: Illustration of how a blockchain chain consists of a series of blocks.

Fundamentally, this is all there is to the block chain part of the blockchain.
The complications arise when achieving consensus on which block to append to
the chain and how to prevent traitors from affecting it.

Each block containing a hash of the previous block also allows anyone to
verify the integrity of the chain.
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3 Related Work

As the world increasingly moves towards machine integration and digitisation,
the need for automated decentralized transaction systems keep increasing. At
the time of writing, these systems are dominated by decentralized blockchains,
the largest of which are Bitcoin [9] and Ethereum [11]. The defining feature for
both of these technologies is the concept of a decentralized ledger, DL, which
is used to maintain consensus and transaction ordering. They differ primarily
in how they handle consensus where Bitcoin uses a proof-of-work, PoW, system
and Ethereum uses a proof-of-stake, PoS, system.

A PoW system is characterized by new blocks in the chain being costly to
produce. In the case of Bitcoin this is through the requirement of a verification
hash with specific properties. This results in fraudulent blocks being infeasibly
expensive to produce, thus dissuading potential attackers as the cost to attack
ideally exceeds any gain from attacking.

A PoS system is characterized by blocks being validated by groups of stake-
holders. These stakeholders must reach a consensus on which block to add to
the blockchain. In the case of Ethereum, these stakes are used as collateral
against validators that vote against the majority. With this in mind, any at-
tacker must persuade a significant number of validators to turn traitor at the
same time, which is further made difficult by validators being randomly divided
into subgroups. Any validator would then need to weigh the risk of being dis-
covered as a traitor and losing some of their stake against what they stand to
gain for betraying the consensus. In effect, this incentivizes validators to be
honest and the stake cost for any single actor to take control of the validation
system becomes infeasible.

A commonly discussed problem in the context of decentralized ledgers is
the blockchain trilemma of decentralization, security, and scalability, commonly
referred to as the DSS problem. The problem states that it is difficult to si-
multaneously satisfy all three properties in a blockchain, as improving one of
these properties usually impacts the others. Blockchains commonly choose to
focus on decentralization and security, meaning that it is difficult to scale these
blockchains for large throughput.

3.1 Ethereum

Ethereum is one of the leading blockchain implementations in the field of cryp-
tocurrencies and smart contracts. However it is a single thread of execution,
i.e., all nodes work on the same state.

Ethereum is a layered blockchain with a core consisting of a decentralized
blockchain as layer 1. On top of this layer exists layer 2 which largely exists
separately from the core Ethereum blockchain. Layer 2 only stores compressed
state on layer 1 to save on gas2 fees due to the significant cost of processing
on the layer 1 network. This approach to speeding up the core blockchain by

2Gas is the fee system for performing transaction or computation on the Ethereum
blockchain.
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performing transactions off-chain and only storing intermittent state on the
actual blockchain is also used on other blockchains such as Bitcoin.

3.1.1 Ethereum sharding

A central goal for the Ethereum blockchain is to implement sharding, which
was intended to launch parallel to the transition from proof of work to proof of
stake in 2022 [2]. The initial plan of implementing true sharding in Ethereum
has been abandoned in favour of roll-ups working on the layer 2 network and
only storing data verifications on layer 1 [5]. This is intended to collect large
numbers of transactions which are then compressed into a verifiable data blob.
This data blob is made available for some period of time after which it may be
deleted. From that point onwards only the verification data corresponding to
the blob is available on the network, this verification data is a hashed polynomial
commitment. This new approach was presented in a talk by Ben Edginton in a
presentation from the Ethereum Engineering Group in 2023 [4].
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4 ScaleGraph

A proposed solution for scaling blockchains is to implement sharding in the
blockchain. However, this is difficult to do for systems that decentralize the
ledger as a whole to every node as this requires cross-shard synchronization
across all shards to prevent double spending 3. A proposed solution to this
problem is to discard the total transaction ordering of the blockchain in favor
of relative transaction ordering. For example, the account balance of A is not
relevant for a transaction between accounts B, and C. As such there is no need
to perform cross shard validation with a shard containing A but not containing
B or C. It is also clear from this example that relative transaction ordering is
sufficient to prevent double spending, as all shards containing a specific node
must be involved in the validation.

One blockchain that is based on this principle is the ScaleGraph[3] blockchain.
It uses Kademlia[8] as a DHT, and splits the ledger into a per-account ledger.
This means that there is no central source containing an absolute transaction
ordering. Instead each account maintains an absolute order for itself only, cre-
ating a relative order for the system. As discussed above, this is sufficient to
prevent double spending. To illustrate this further, compare two attempted
double spending scenarios in sharded blockchains, the naive sharded blockchain
and ScaleGraph.

4.1 Naive blockchain

In the case of a naive blockchain let’s assume a unified decentralized ledger, or
UDL, is used. Meaning the blockchain is broken up into shards, where each
shard contains information on every account. Thus maintaining a total trans-
action order. This comes with the advantage that any transaction between ac-
counts can be performed in the shard without contacting another shard. Trans-
actions can then be synchronized across shards at a later time. The problem
arises when one account spends the same resource in two separate shards be-
fore synchronization can take place. For instance, assume there are three shards
Green, Blue, and Red each containing the accounts A, B, and C. There is then
nothing preventing A from sending all of its account balance to C in the Green
shard and all its account balance to B in the Red shard in the same synchro-
nization step. Since both these transactions are valid in the synchronization
step and shard they occurred in, there is no way to determine a valid state
after synchronization. From the perspective of Green, the transaction in Blue
is illegal since the account balance had already been spent. Likewise for Blue
relative to Green. While from the perspective of Red, both transactions are in
a superposition, both transactions are valid and both are mutually exclusive.

3Double spending: when a node spends the same resource in two separate transactions.
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Figure 4: Illustration of the double spend problem in a naive blockchain. The
left side illustrates the synchronization step where double spending occurred,
with the filled arrows indicating the transactions. The right side illustrates the
attempted synchronization between shards, where the dashed lines indicate the
transaction superposition.

The only way to resolve this without forking4 the block chain is to declare
one of these transactions invalid after it has taken place.

4.2 ScaleGraph

A proposed solution for scaling blockchains is to implement sharding in the
blockchain. However, this is difficult to do for systems which decentralize the
ledger as a whole to every node as this requires cross shard synchronization
across all shards to prevent double spending 5. A proposed solution to this
problem is to discard the total transaction ordering of the blockchain in favor
of relative transaction ordering. For example, the account balance of A is not
relevant for a transaction between accounts B, and C. As such there is no need
to perform cross shard validation with a shard containing A but not containing
B or C. It is also clear from this example that relative transaction ordering is
sufficient to prevent double spending, as all shards containing a specific node
must be involved in the validation.

The same situation in ScaleGraph would be prevented entirely by the valida-
tion groups forming what can be considered temporary super-shards6. As each
shard in ScaleGraph consists of only one account transactions between accounts
will be cross shard, however, they will only ever be between two shards at a
time. The two shards will form a super-shard for the duration of the transac-
tion, in effect this means that for the duration of the transaction all transactions
will be totally ordered between the two shards. Any transaction order received
at either shard while the super-shard is active must take place after the super-
shard has been disbanded. This effectively enforcing serialization by forming
a mutex lock between the accounts for the duration of the transaction. This

4Splitting into two or more separate instances.
5Double spending: when a node spends the same resource in two separate transactions.
6A shard consisting of other shards.
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makes double spending impossible as no account can perform two transactions
simultaneously.

Figure 5: The left side illustrates the formation of a super-shard between the
shards of account A, and C. The right side illustrates the attempted transaction
from A to B being blocked by the super-shards existence.

The mechanism through which ScaleGraph achieves these super-shards is
rather straightforward. Each account is given a unique ID which is used to
determine the validator and replication groups. This id has the same form as a
Kademlia ID, i.e., 160-bits. The validation group is chosen based on the distance
from the nodes in the Kademlia overlay network to the point corresponding to
the ScaleGraph accounts ID, if it were in that overlay network. For example, if
a replication factor of 10 is used the ten nodes closest to the account id of ”A”
in the Kademlia overlay network7 will store a copy of that accounts blockchain.
This group is the shard containing account A and serves as the validators for
account A. As illustrated in figure 5 each transaction is validated by two sets of
validators, i.e., the validators for the accounts involved. It should also be noted
that shards may overlap, i.e. some or all of the nodes in the shard for account B
may be part of the shard for another account D. This does not cause any delay
in the system due to super-shards as the super-shards only lock the involved
shards and not the nodes, as illustrated in figure 6.

7An overlay network is the address space that exists in a DHT, these are usually separate
from the actual network. Meaning that two nodes whom are close in the overlay network are
not necessarily close in the actual network nor physical space.
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Figure 6: The fact that nodes v, and w are validators for both shards B, and
D does not prevent the formation of a separate super-shard involving shards C,
and D.

This also means that ScaleGraph could theoretically scale outwards linearly
as the number of nodes involved in any transaction is constant relative to the
number of nodes in the network. The number of nodes involved in a transaction
is <= 2n where n is the replication factor in the ScaleGraph blockchain. This
replication factor comes from the underlying Kademlia DHT. Thus, it does not
depend on the number of accounts in the network. It also means that the
transaction cost and processing time per transaction is, in theory, significantly
lower than any blockchain using a complete decentralized ledger as far fewer
nodes are involved. This is beneficial both environmentally and economically as
it reduces the energy cost and therefore economic cost of transactions.

The underlying DHT in ScaleGraph is Kademlia which uses distance as the
foundation for finding data. However, it is not distance in the traditional sense,
it is instead distance based on the xor function. This can be done since it
satisfies three main criteria of a distance function:

• The distance from any point to itself is zero.

• The distance between any two points is symmetric.8

• It satisfies the Pythagorean triangle inequality.

It is also a far simpler operation for computation as it is a bitwise operation.
This distance metric is then used to maintain the routing table, the set of nodes

8If the distance from node A to node B is 10 units, then the distance from node B to node
A is also 10 units.
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that a node remembers from within the network. This set is built up dynamically
as a node encounters other nodes in the network and is broken up into buckets
based on the distance to the nodes. For example, if an address space of 4-bits
is used, there will be 4 buckets in the routing table. The first bucket will relate
to half of all possible nodes, specifically those that are furthest from the node
itself. The second bucket will relate to half of all possible remaining nodes, that
is to say one quarter of the total nodes. In the example of a 4-bit address space
the first bucket will relate to all nodes with a distance of 1XXX to the node in
question, where X is either 1, or 0. The second bucket will relate to all nodes
with distance 01XX to the node in question. Each subsequent bucket being
responsible for shorter and shorter distances.

The key concept of these buckets is that they all share a fixed size, commonly
2. Resulting in more detailed knowledge of nodes that are close to each other
and less knowledge of those further away. As a result a search through the
network will naturally follow the behavior of a binary search across the entire
address space. The worst-case lookup scenario for a node is that the target is
unknown and in the bucket furthest away. In that case the first node queried for
a closer node will be at most half the distance from the target node. This process
repeats until the target is found or is determined to not be in the network, each
step getting closer by half the remaining distance or more. This feature, where
buckets containing half of all remaining nodes is illustrated in figure 7, the first
bucket of node 0000 spans half the binary-tree and the second bucket spans half
of the remaining subtree.

11



Figure 7: Illustration of three nodes routing tables. Leaf nodes represent valid
addresses, the blue node represents the home node of the routing table, and the
green nodes are the branching nodes. From the figure the xor distance metrics
symmetry can be clearly observed. For example node 0000, and node 1000 both
relate to each others first bucket. While node 0000, and node 0100 both relate
to each others second bucket.

4.3 Transactions

Transactions in ScaleGraph can be broken up into a few distinct steps, as illus-
trated in figure 8.
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Figure 8: Illustration of the transaction steps, a text description of the process
is given below. The leaders for the validation groups are a, and b for groups
A, and B respectively. A message to the entire validation group is indicated by
the message going to the groups label instead of a individual node.

1. A transaction is received by any node in the ScaleGraph network. It is
then forwarded to the validation group for the sender’s wallet, this is the
R closest nodes to the sender’s wallet address. Where R is the system’s
replication factor. The node closest to wallet address then takes on the
role of validation leader. In case there are more than one closest node
exists the node with the largest id becomes leader.

2. The leader sends the transaction to the recipient’s validator group, this
implicitly requests a mutex lock for the receiver wallet. This also starts a
transaction timer, if the timer runs out before the transaction completes
it is considered invalid and fails. In parallel to this the consensus protocol
starts within the sender’s validator group. A modified version of Sync
HotStuff[1] is used to achieve consensus in the validator group.

3. The leader for the receiver wallet’s validator group replies to the sender
wallet’s validator group with a confirmation message. This message con-
sists of the transaction hash, transaction id, and the receiver’s block
height. This response implicitly grants the mutex lock for the wallet to
this transaction and starts a corresponding timer. If the transaction is
not completed before the timer runs out it will be considered invalid and
fails.

4. When and if, a consensus is achieved in the sender’s validator group it is
sent to the receiver’s validator group. Both the sender and receiver groups
append the transaction to their respective blockchains and the mutex lock
is released.
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4.4 Consensus

As ScaleGraph is sharded on an individual wallet basis that is also where consen-
sus has to be achieved. This was briefly indicated in the previous section with
regards to transactions in the blockchain. In future iterations of ScaleGraph
both the sender’s and receiver’s validator groups will be involved in the consen-
sus process for a block. However, in the current version, there is no way for the
receiver to reject a transaction. As such, there is no need for the receiver’s side
to reach consensus on a transaction, only to validate that it is legal.

The protocol for achieving consensus in the sender’s validator group is a
modified implementation of the Sync HotStuff protocol. The primary advantage
with the Sync HotStuff protocol is that it imposes a synchronization assumption
to the protocol. A discrete time period, ∆, is chosen as a time step where delta
is the expected time for a node to receive and respond to a message plus some
margin for variance. Each voting round is then bounded by 2∆ and will either
succeed or fail in at most 2∆-time. The consensus process consists of three
parts, preparation phase, voting phase, and the commit phase.

• Preparation phase:
The validation group receives a valid proposal for the next block. This
starts the transaction timer and the first ∆ period.

• Voting phase:
All validator nodes will broadcast their vote for the proposed block.

• Commit phase:
After sufficient votes have been received or 2∆ time has passed the block
will either be committed or discarded.

4.5 Wallets

The wallets in ScaleGraph are distributed over the validator group closest to its
ID, as mentioned, this is a key feature for the sharding of the chain. Initially, it
may seem as though this gives up the account permanence of other blockchains.
After all, if an attacker manages to take down the validator group before the
wallet can be replicated to new nodes it will be gone from the network. While
this is true, it does not mean that it is unrecoverable, but it is more difficult to
recover.

All transactions to and from the wallet will still exist in other wallets. Which
also means that it is possible to reconstruct the wallet’s state entirely even if
original data has been lost. Additionally a local copy of the wallet can be stored
off-chain, which can be cryptographically verified as valid. Even if the validator
nodes in any one transaction have left the network their public keys can be
stored in network for future verification. This can be stored as part of the
transaction validation, ensuring that every wallet that has interacted with that
node will have a copy of its public key.

14



The wallet’s validation group functions as a single unit. When a transaction
is started, the validation group’s leader takes the mutex lock for the wallet across
all validator nodes. This ensures that only one transaction involving a specific
account can be performed at any given time.
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5 Method

As the purpose of this project is to test how ScaleGraph behaves, a simulated
network will be constructed and used in place of an actual network. This comes
with the advantage of running each ScaleGraph node as a goroutine 9 increasing
the number of nodes that can be simulated. Additionally it simplifies the logging
process as all nodes can log to a single centralized log without sending data
over the network. These simplification will also improve the performance of
ScaleGraph in the simulations, achieving unrealistic speeds. This does not,
however, affect the results of this study as it is intended to explore the viability
of ScaleGraph, not to measure exact performance metrics. The network delay
is also assumed to be a constant factor in both the simulation and real world
systems, as such it will have no effect on the time complexity.

9A threading system in Go which utilizes optimizations in resource allocations. In general
goroutines are far less resource intensive than actual threads.
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6 Artifact

The artifact code is available publicly on github10.
The artifact developed in this project consists of three key components,

the Kademlia DHT, the ScaleGraph blockchain, and the network simulation.,
Among these the network simulation is the most straightforward as its main pur-
pose is to route RPCs between nodes based on given addresses. It also serves
as a control center, keeping track of node IDs and IP addresses. The Kademlia
component of the artifact has been adapted from the standard Kademlia pro-
tocol, parts which are not needed for the purposes of this simulation have not
been implemented. As for the ScaleGraph component it has been simplified as
well, primarily in regards to security features.

Details on the modifications to the components from their base implemen-
tations and the reasons for them follow bellow.

6.1 System overview

The system consists of three layers the network simulation layer, the Kademlia
network layer, and the ScaleGraph network layer. All of the layers consist of
uniquely identifiable ids, the Kademlia and ScaleGraph network layers address
spaces’ are the same size, 160-bits, but do not overlap each other. Meaning that
a Kademlia node and a ScaleGraph node11 can both have the same unique id
as they don’t exist in the same network. The simulated networks address space
is smaller consisting of 32-bits in order to be compatible with IPv4 addresses.

Figure 9: Illustration of the three network layers. Note that the Kademlia and
ScaleGraph networks occupy the same vector space but do not overlap. Blue
nodes represent network addresses, yellow nodes represent Kademlia addresses,
and the green nodes represent ScaleGraph addresses. The blue and yellow nodes
have a 1:1 correlation as each node in the Kademlia network have a unique IP
address. While each Kademlia node can have an arbitrary number of ScaleGraph
nodes in it.

10https://github.com/naddah-5/ScaleGraph
11A wallet.
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Below is an overview of the node components and how they connect, the
colored sections will be discussed in further detail in separate subsections. The
coloration of the components roughly indicates which network layer it is con-
cerned with. The green components largely deal with the ScaleGraph network
while the yellow components deal with the Kademlia network and the blue com-
ponents deal with the simulated network. This is clearly not a clean delineation
but it is useful for getting a grasp on the system.

Figure 10: Illustration of the nodes composition. A filled arrow from component
A to component B indicates that A contains an instance of or pointer to an
instance of B. A dashed line from component A to component B indicates that
A contains instances or pointers to instances of B in some data structure, this
could be an array or map containing instances of that component. The box text
of components hold the field names in it, types have been stripped for clarity.
The channels are not a components but rather illustrates the most important
communication points, which is through pair wise channels.

6.2 Components

The artifact consists of three key components, Kademlia, ScaleGraph, and Sim-
net.

6.2.1 Kademlia

The simulation implements a simplified version of Kademlia as there are some
components of Kademlia which are not needed for the simulation. For example,
there is no need to have a heart-beat protocol as the original Kademlia does
as there is no churn. There is also no need to re-broadcast store requests for a
account as all account which are entered into the system are supposed to remain
in the system. Thus, there will be no periodical clearing of stored data for the
heart-beat to postpone. In other regards the Kademlia component functions
in the same way as described in the Kademlia white-paper. With the primary
purpose of the Kademlia DHT being to locate the validation groups of speci-
fied accounts. A separate communication protocol then takes over using direct
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communication between the nodes. Similar to how network protocols are used
to set up communication through firewalls after initial contact has been made.
As such the Kademlia component has three core responsibilities in the system;
maintain the node network, store accounts in appropriate node, and initiate the
ScaleGraph transactions.

Other changes from the original Kademlia, as described in the white-paper,
include changing the node lookup procedure to be iterative instead of recursive.
This had to be done in order to save resources as it could otherwise consume
large amounts of memory. This change however has no impact on the algorithms
function, although it was also changed slightly. It was adjusted to continue as
long as it did not find any node closer to the target than the previous iteration.

6.2.2 ScaleGraph

The ScaleGraph component exists as a separate layer to the nodes. Once the
connection has been established through the Kademlia network they will com-
municate directly to each other. The initiation of communication lines is per-
formed at the same time as the mutex lock for the validators is taken.

The block chain itself is quite simple in its current form as only the essential
components are needed to test the scalability of the system. Each account
consists of a block chain of block structs which contain:

• A 160-bit identifier.

• A copy of the previous blocks identifier.

• A transaction struct.

The transaction struct then consists of:

• A 160-bit identifier.

• The sending accounts identifier.

• The receiving accounts identifier.

• The set of validator nodes identifiers.

• The set of confirmation nodes identifiers.12

6.2.3 Simnet

The Simnet component is a simple simulation of a network. It keeps track of all
created nodes and their ”IP”-addresses’, four bytes used as a unique identifier.
The Simnet then takes all outgoing RPC calls from the Kademlia nodes and map
them to the corresponding node’s network channel. The Simnet also serves as
a entry mechanism for nodes in the network, as it know of all nodes it can on
request give the contact details of a random node in the network.

12The confirmation nodes are the validation nodes for the receiving account. As there is
no option for a account to reject a transaction there is no need for them to validate it either.
Thus they need only confirm the transaction and add it to their accounts block chain.
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7 Result

This project is split into two primary objectives, producing a working simulation
of the ScaleGraph blockchain, and testing how that simulation behaves. The
second part depends on the first, however, it was found that the implementation
of the node lookup procedure does not function as expected. The primary
difficulty is the assumption made about the Kademlia DHT’s characteristics.
The assumptions are based on the white-paper describing Kademlia. It was
assumed that all nodes in the Kademlia network would be discoverable from
any other node in the same network in a single node lookup procedure. It was
also assumed that a node lookup procedure from any two arbitrary nodes for
the same address would always yield the same set of nodes. This proved to be
incorrect for this implementation of Kademlia. Three modifications were made
to counteract this in the existing implementation.

Bootstrapping The bootstrapping procedure was modified to include a node
lookup call for a random node that already exists in the Kademlia network, as
well as a bootstrapping node to center the network around. In theory, this should
introduce nodes to more of the network at the start, increasing connectivity.

Specifically, the bootstrapping process consists of three node lookups in its
current form: a node lookup for itself, a node lookup for the bootstrapping
node, and a node lookup for a randomly selected node.

Node lookup The node lookup procedure was modified to be more exhaus-
tive. In the white-paper, the node lookup procedure begins its termination step
once a recursion round fails to find a node that is closer than the closest known
node. The modified version of node lookup continues until it fails to find any
node that is closer than the k-closest it has already seen. This should, in theory,
reduce the risk of not finding the complete validation group for an account.

Routing Table The routing table in the Kademlia white-paper is specified
to only remove nodes from its buckets if it fails to respond. This is a specific
choice made with the motivation of improving network stability. The simulated
network, however, does not have any churn. As such, the routing table was
modified to have a preference for nodes that are closer to itself. That is, a node
can be removed from a bucket if another closer node corresponding to that
bucket is found. In theory this should increase the node’s local knowledge and
create churn in the routing table, even if no actual churn exists.
These changes were made specifically to counteract two behaviors of the net-
work. Nodes would sometimes be unable to locate some other nodes in the
network. And the node lookup procedure would frequently not return the same
set of nodes when performed from different nodes. That is, the assumptions
made previously seemingly being broken. It seems as though these changes
significantly improved performance in regard to the assumptions. However, no
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data was gathered to confirm this. Even so, the assumptions do not seem to
hold for the implementation.

7.1 Testing

The testing is performed with a parallelism factor of 3, a k-bucket value of 20,
and a replication factor of 20. All tests are performed in 20 batches for each
value of n, the result is the sum total of those batches. Each batch test consists
of bootstrapping the network followed by a verification that all nodes in the
network can be found from the bootstrapping node. Any node which can not
be found is shut down and a new node is started to take its place, it is then
verified that any new nodes can be found. The network is then stimulated to
increase connectivity, this consists of every node in the simulation performing a
node lookup for every other node. A ScaleGraph account is then stored in the
network.

The test is then performed by each node in the network performing a lookup
on the stored account. All lookup results are compared to the set of nodes
which are actually closest to the account. These nodes are found by sorting the
existing nodes relative to the account.
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Figure 11: The graph shows the number of nodes with a incomplete validator
group based on the lookup procedure. It is important to note that this is the
sum result of 20 batches, as such this only represents a fraction of the total
nodes.
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n 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20
40 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
45 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
50 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
55 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
60 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
65 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
70 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
75 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
80 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
85 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 2
90 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 1
95 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
100 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
105 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
110 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
115 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 2
120 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 4
125 3 3 3 6 11 13 18 19 20 20 21 23 24 26 32 34 35 38 43 58
130 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
135 36 57 67 74 77 81 81 84 85 83 81 80 80 81 86 85 88 90 87 84
140 36 47 52 53 52 57 59 60 61 61 62 62 63 65 66 69 69 70 70 71
145 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 2 4
150 24 30 34 36 35 39 45 49 53 55 58 62 65 68 72 74 74 74 74 76
155 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 36
160 59 66 74 77 82 85 91 96 97 100 101 104 108 112 113 119 120 119 114 118
165 46 64 77 77 77 82 85 90 93 102 105 111 124 130 132 143 147 158 167 204
170 1 3 4 5 6 7 6 8 9 9 12 14 14 15 15 17 18 24 27 55
175 54 74 84 109 118 130 132 139 149 153 160 161 161 165 166 179 177 178 178 217
180 36 51 54 59 58 56 58 61 67 69 74 72 79 80 82 87 90 93 100 165
185 76 114 144 176 203 221 239 248 256 265 272 283 286 289 294 306 302 308 314 421
190 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 11 25 37
195 88 132 159 180 214 239 260 272 277 281 287 291 293 348 354 356 273 418 466 522
200 52 78 87 100 100 103 109 111 109 106 106 104 102 98 97 101 96 98 107 121

Table 1: The test result distribution over validator index. I.e. the number of
times each specific validator index was missing from a lookup procedure, where
n is the number of nodes in the test. Index 1 is the validator closest to the
stored account, while index 20 is the validator furthest from the account.

In the raw test data it is apparent that most of the incorrect validator groups
come from individual tests. For example, when testing with n = 200, 16 of the
20 tests had no incorrect validators. Furthermore, of the 180 incorrect validator
groups in those 4 test runs, 160 of them came from 2 tests. And 116 of those
160 incorrect validator groups came from one of those two runs. The raw test
data can be found in the github repository linked previously.
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8 Analysis and future work

As the implementation is increasingly modified from the ScaleGraph specifica-
tions the results become less and less useful. Already with the implemented
changes it may significantly deviate in complexity and scalability from the orig-
inal specification. Specifically the modification of the routing table’s behavior
may have significant effects, as this can potentially affect the resulting topology.
Small changes in complex systems can often have disproportionate effects, and
the routing table is at the center of how the topology forms. The problems
are not completely gone either, in fact, based on the results there may be some
topologies which generate significant errors. As can be seen in the detailed
results on the Github repository, most of the errors come from only a small
number of the tests. In the remaining tests, only a small number of incorrect
validators are observed, usually the ones furthest away from the account.

If this behavior persists in other implementations, a possible avenue for
testing would be to explore the topology. One could, for example, map the
topologies of the networks with high failure rates. This would help to determine
if the failures originate from a cluster or if they are spread out across the network.
It also appears from the data that nodes with incorrect validators close to the
target account also have incorrect validators further from the account. However,
this has not been empirically shown as it was not measured. If it is shown that
validator groups where the closest validator is incorrect are likely to still have
any correct validator, simply caching the validator group would most likely solve
the issue.

Another interesting point of study would be how the error scales. Most of
the errors in the testing come from only a few of the tests. Based on figure 11, it
appears as though the probability of these tests increases with n. Although the
peaks seem to conform to some exponential curve, there is not sufficient data to
confirm this. If this is the case, it is significant as the maximum value is linear,
specifically 20n in this case. Due to hardware limitations larger tests were not
possible though.
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9 Ethics and sustainability

The question of ethics in supplanting established agents in the field remains as
relevant as ever. As an example, during the COVID pandemic a large group of
protesters at the USA-Canada border were effectively ’de-platformed’.1314 The
ethics of this particular group’s actions are not the primary concern, it is the
power dynamic between individual citizens and established institutions. This
time the protests were focused on COVID restrictions, the next protest might
be regarding climate change or any other issue. If citizens can be de-platformed
without due process, it will greatly affect their ability to exercise free speech.
It matters little that the de-platforming is overturned and deemed illegal by a
court in five years, if bills have to be paid this month. Should governments be
allowed to seize funds without due process? Needless to say, this question is
not within the scope of this report. Rather it highlights the need for further
discussion regarding decentralized alternatives and the increasing digitization of
society.

As the machine-to-machine economy grows larger, alternatives to traditional
payment systems will be sought out, as the transaction costs can be significant
for small payments. As cryptocurrencies became widespread, it was hoped that
the transaction costs and time would decrease as the technology advanced. So
far, this has yet to occur and the need for a solution is growing. A key challenge
in addressing this issue is the inefficiency of many existing blockchain networks,
which struggle with high energy consumption and slow transaction speeds.
ScaleGraph offers a resource-efficient solution by implementing an ’account-
by-account’ sharding model, where only the accounts involved in a transaction
are updated. This eliminates the need to update the entire ledger, significantly
reducing computational overhead and transaction costs. By improving scalabil-
ity and efficiency, ScaleGraph makes decentralized alternatives more practical
for everyday transactions, including micropayments and machine-to-machine
economies. This approach ensures that financial autonomy remains accessible
while reducing the environmental impact of blockchain economies.

13Bank accounts frozen and donations seized.
14https://edition.cnn.com/2022/02/20/americas/canada-trucker-protest-covid-

sunday/index.html
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10 Conclusions

Based on these results, the Kademlia DHT appears to need some modifications
for use in ScaleGraph. The irregular nature of the lookup procedure makes the
validation groups unreliable. A possible solution to this is to cache the validator
group in all validators. This would replicate Kademlias original use case, where
finding one of the replicas is sufficient.

The ideas put forward in ScaleGraph also appear transferable. Kadem-
lia is not inherently essential for ScaleGraph. Moving forward, the Kademlia
DHT could be substituted with another DHT system with strong guarantees on
lookup consistency.

While the results are surprising, if they prove to hold, especially as Kademlia
is a widely used and highly regarded distributed hash table. It is possible that
these issues are only becoming apparent due to the novel use case of Kademlia.
After all, in most use cases there is no need to locate every replica in the
system. It is often quite sufficient if one replica is found. Thus, if the system
only provides an incorrect answer on rare occasions, and if no replica at all can
be found in only a few of those cases. It is likely that the system would be
’good enough’, it is also likely that network reliability and regular churn are
more problematic for Kademlias intended use case. It is also unlikely that a
catastrophic instance for ScaleGraph, more than a third of validators missing,
would be long-lived in a system where a ’time to live’ feature is implemented.
This feature would clear out nodes which are difficult to locate due to the
topology, as they simply would be difficult for the heartbeat15 function to locate.
The presence of churn in a system also helps to mitigate many of the topological
issues. As the topology is fragile16, if nodes disappear, it enables the formation
of new connections.

It should be noted that these results may be caused by the particular im-
plementation of the Kademlia DHT. As such, there is a need to perform more
exhaustive studies of Kademlia regarding these specific properties.

15The regular pinging of nodes storing the data to maintain its liveness.
16As it seems to only occur infrequently.
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