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Abstract

The goal of this project is to create a tool that can analyze motion capture data and compare two
separate recordings to compare how accurate a mimic is to a reference. The project uses cameras and
software from Qualisys to capture the data and process it into more easily accessed data. It is written as a
Python plugin to Qualisys’ program Qualisys Track Manager, that allows the user to view both real time
and pre recorded data from a motion capture studio.The tool aims to be as easily understandable to the
user as possible and to report back data in a way that is intuitive and aids in improving mimicry.

Sammanfattning

Malet med detta projekt ar att skapa ett verktyg som kan analysera motion capture-data och
jdmfora tva olika inspelningar och jaimfora hur lik en kopia ar en referens. Projektet anvéinder kameror
och mjukvara fran Qualisys for att spela in och processa datan till en ldttare hanterbar form. Projektet ar
skriven som en Python-plugin till Qualisyses program Qualysis Track Manager, som later anvéndaren se
bade live och forinspelad data frén en mocap-studio. Verktyget forsdker vara sa latt att forsta for
anvindaren som mojligt och rapportera data till anvéndaren pa ett sitt som ar intuitivt och hjdlper med
kopiering.
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Introduction

Learning how to perform certain actions, from pitching a baseball to dancing, can be a tough and
arduous prospect. However, being able to use someone already experienced as a reference would likely
speed up the learning process significantly. Creating a tool that can use motion capture data to evaluate
how similar two different recordings are is the goal of this project. It aims to provide some sort of
feedback to the user to aid them in properly replicating the reference material. Analyzing the motion data
and providing an evaluation to the user is paramount. Comparing motion capture data to each other can be
a tricky process, since the data is captured from reality where things aren’t the most simple and
straightforward, so methods will have to be devised that can provide actionable feedback.

Background

Motion capture is the process of recording the movement data of people or objects in real life.
There are multiple methods for capturing that data, for example, ordinary video footage could be analyzed
to try and track how the elements are moving about, though it can lead to some inaccuracies if the footage
is low quality or if the movement is somehow obscured. A more accurate method is to use multiple
cameras set up at different angles to more accurately place where stuff is in 3D space. And rather than
tracking just based on video analysis, instead the objects that are to be tracked can be fitted with reflective
markers that cameras then track based on the light being emitted from them.

This project uses products from Qualisys [1], and a program called Qualisys Track Manager [2]
(referred to as QTM from here on), that allows for grouping arbitrary markers together into a single rigid
body. The position and rotation of the rigid body can then be calculated by QTM and is ready to be
analyzed. This is very simple for bodies with no moving parts, such as a box, or a stick, but gets a bit
more involved once something more complicated is to be tracked, such as a human being. The brunt of
the complexity is handled by QTM, which can apply a skeleton to markers attached to individuals and
figure out how their limbs are likely positioned.

Goal

The aim of this project is to develop a tool that can compare two motion capture recordings and return
how alike they were in an actionable manner, meaning it should present the results in a way that helps the
user figure out what was going well and what they were inaccurate with. It is developed as a plugin for
QTM but the methods ought to work with any similar system.

Literature Review

A lot of the current literature in the field of motion capture and motion analysis are about its
application in the fields of medicine and sport sciences. [3] and [4], for example, discuss how a patient's
gait can be analyzed to figure out how they are healing or find any undiscovered issues with them in a
non-invasive manner. No specific methods of comparison are discussed in either paper however, as they



seem to focus on the methods of capturing the data in the first place and how to transform it into
something useful.

On the topic of comparing skeletons, [5] discusses a method for normalizing skeleton data to
create bones of equal length. The method is useful in comparing motion data between different
performers. The paper discusses the differences between prioritizing the end point of the limbs or the
joints angles. For example, if a performer is interacting with something in a scene then you would likely
want the hands to end up at the same point. In the case of this project though the pose of the joints will be
a priority instead, like in the paper. Though this project will not be using the paper’s method, instead
simple dot products [6] will be used to compare how joints are rotated.

In 2018 a paper [7] describes a way of analyzing motion for the purposes of mimicry, while using
the Microsoft Kinect [8]. While being quite dense, it provides some interesting ideas for how to provide
feedback to the user to aid them in improving their motions, and putting weights on different aspects of a
reference dynamically depending on its moving.

This paper hopes to find as many proper methods of comparison and discuss their strengths and
weaknesses, and will not focus so much on how the data is collected. This study hopes to test different
methods for comparison and find ways to analyze the motion data capture by QTM. Using both rigid
bodies and skeleton data to compare performances and find actionable methods that do not use too many
resources.

Methodology

QTM [2] allows for a variety of methods of integration including a Software Development Kit
(SDK) for C++ and scripting via Lua and Python. QTM has something they refer to as Trajectories, which
represents how each point travelled throughout 3D space in a motion capture recording. This project uses
the Python scripting interface to add functions to QTM that support the comparison of the movement of
rigid bodies and the movement of skeletons.

To keep the structure of the project relatively simple, all the features are made to work within
QTM and with no outside tooling required for the functionality, meaning to use the tool only QTM will be
required. Since the Python scripting interface did not allow for spawning arbitrary Ul elements, some of
the UX with this plugin becomes a bit peculiar as it is heavily dependent on the state of the program. It is
made as a set of menu options in the toolbar under ‘Mocap Mimic’, which rely on the state of the program
for user decisions. For example, to save a recording to file as a Mimic Reference, it must be selected in
QTM in the project window, then the menu button can be pressed and the function will figure out which
body is selected and save that to file. The length of the recording is determined by what range is selected
in QTM as well.

Workflow

To gain familiarity with the program and how it worked the project was structured in the
following manner:

1. Rigid Body Saving Trajectories: Gathering all of the trajectory data of a selected rigid
body and saving them to a reference file for comparison



2. Rigid Body Trajectory Comparison: Loading in the trajectory data from the reference
file and comparing them against the currently selected rigid body capture

3. Skeleton Saving Trajectories: Gathering all of the trajectory data of the selected
skeleton and saving them to a skeleton reference file

4. Skeleton Trajectory Comparison: Loading in the data from the skeleton reference file
and comparing them against the currently selected skeleton. The main difference between
this version and the rigid body version is that the skeleton trajectories have prefixes,
typically based on the initials of whomever was the model, so that prefix had to be
stripped to find the same trajectory on the other skeleton.

5. Skeleton Saving Bone Transforms: Saving all of the transform matrices of the skeletons
bones (segments in QTM) to a skeleton bone reference file. The structure of the skeleton
had to be maintained, as the bones are stored as a tree hierarchy in QTM, so they were
saved in a Python Dictionary in a sort of recursive manner.

6. Skeleton Transforms Comparison: Loading in all the data from the skeleton bone
reference file and comparing them against the currently selected skeleton.

Focusing first on rigid bodies instead of skeletons allowed simpler logic to be tested first and
establish if the methods had any ground to work at all. After the rigid body comparison seemed to be
working the skeleton was then focused on first in a similar manner to the rigid body, meaning the
trajectories were compared, then later moving on to a method that instead compared how alike the
skeletons' poses were.

Methods of Comparison

In this project there were a few methods made for calculating the likeness of two different
recordings. All of the methods use dot products [6] for testing the alignment. Dot products can be used to
determine how aligned two vectors are. If the dot product between two normalized vectors (meaning that
their lengths are exactly equal to one) is calculated it will be between negative one and one, with negative
one meaning that the vectors are perfectly opposed and positive one meaning the vectors are perfectly
aligned. The methods below have two basic uses for dot products, with the first being to compare how a
marker moved between two samples, calculating how aligned the movement direction was. The other
method is to compare a pose in a single sample, to see how aligned each joint is to the reference.

Trajectory Comparison

This method compares how aligned the trajectories are using just dot products. See Figure 1 for
how QTM renders the trajectories. By comparing two samples and calculating the difference in world
position, then using that difference vector from both the reference and mimic capture to calculate the dot
product results in a number that represents the general alignment between their trajectories. A limitation is
that it gets confused when there is zero motion for both targets, which means that they are very alike but



using just a dot product returns zero which represents a 90 degree angle between the trajectories, so that
has to be made an exception. This method is useful in comparing data from people with different builds
since it doesn’t take size into account at all, though that strength also becomes its weakness.

Figure 1. An screenshot of QTM showing the trajectories of the markers of a rigid body

By taking only the direction into account and ignoring the magnitude of the motion, motions that aren’t
very alike at all can still get a high rating. For example, say you spin your arms in a circular motion, when
mimicking that motion it wouldn’t matter how large you did your circular movements, as long as the
period for making this circle was the same it would get a 100 percent accuracy rating. This would seem to
be against the spirit of this tool, so an addendum was made to this method in the next example.

Skeleton Pose Comparison

The skeleton in QTM is structured as a tree of bones, see Figure 2, with the skeletons in this
project having the hip be the root bone, meaning it had no parent bone. Each bone contained its relative
transform from its parent. To save the skeleton to file a structure had to be made, a Python Dictionary that
contained the bone name, bone id, all of its transforms over the recording duration, and all of the bones
children. The recursive structure made a lot of the function calls able to be structured in a recursive
manner as well.



Figure 2. A screenshot of QTM showing the skeleton and its associated markers

Global Transform Bone Comparison

To compare the data then the global position of each bone is calculated and a vector between each
parent and child is created for both the reference skeleton and the mimic skeleton. The dot product of
these vectors are then calculated to find out that bone’s alignment. In this method each bone is
transformed using its world transformation matrix, which can lead to a worse score than intended. See
Figure 3, for example, where in the first image the elbow is rotated downwards, and in the second image
the elbow is rotated upwards. Despite each finger on the hand being positioned exactly the same, this
would lead to a negative score for each hand bone since the vectors would be pointing in different
directions, despite the user articulating their hand accurately. To remedy this, a new method is used.

Figure 3. A comparison photo of one skeleton with its arms down and the other with its arms up,

otherwise the skeletons are doing the same pose

Local Transform Bone Comparison

This method works by considering each bone in its own local context. By just using the bone’s
own transform to compare the reference and mimic against each other, it doesn’t matter what bones
further up in the hierarchy are rotated, since they do not influence the calculation at this level. The



comparison will keep iterating down the hierarchy and it will still discover, for example, that the elbow is
rotated wrong, but it will not affect the score of the hand itself. This method can then give more useful
and precise feedback to the user on which joints were usually articulated wrong. This method also
requires fewer matrix multiplications than the global transform skeleton comparison method.

Sliding Window of Comparison

A UX feature that was added to aid the usability of the tool, at the potential cost of performance.
When the user selects a range for the mimic capture that they want to compare against the reference, it
can be tough to get the exact right section selected. This method then allows the user to select a range
larger than the capture that contains the mimic performance. The tool will then test every iteration within
this section to find the section that best matches the reference, like a sliding window. The cost of this is
fairly extreme though. If the QTM is sampling at 100 Hz, that means for every extra second selected in
the mimic capture 100 more iterations of comparisons are going to happen. If time is not a concern it will
find the chunk that receives the highest score.

Coarse Pass

To remedy this slowness the sliding window pass can be made to be more coarse. If the
comparison happens at a lower resolution then it could cut the cost significantly. This could be a user
defined option that only compares every second, or third, or whatever the user sets it to. The downside is
that if the pass is too coarse it may not actually find the section that is the most accurate to the reference if
the most accurate section is coincidentally getting the worst samples taken from it.

Segments

Manual Segments

To provide more useful feedback to the user, recordings can be divided into multiple segments,
with each segment receiving its own scoring. The user can scrub the timeline and add any markers to
denote any segments that they want. This allows for the segments to have meaning, for instance pitching
could have the wind up and the throw be two distinct segments.

Equidistant Segments

An alternative to the semantic segments is that segments that are equally sized are placed
automatically. This doesn’t require analysis, instead simply using a user-set variable representing the size
of each segment for placing them out. These do not carry the same meaning as the semantic segmentation,
instead providing more granular detail on the entire motion. The size of the segment is set by the user.



Results

Plugin Functionality

Saving and Comparing Trajectory Data

Trajectory data for both rigid bodies and skeletons can be written to file as reference and retrieved
later for comparison. The trajectories are analyzed using dot products and then an overall score is
presented to the user for how the motion was throughout the comparison period.

Saving and Comparing Skeleton Bone Data

Skeleton data generated by QTM [2] can be saved to file and loaded in for comparison, see Figure
4. Two methods of comparison were made, one that uses the global position of the bones to compare, and
one that just uses the relative comparison. The motivation being that with the global comparison the child
bones can get a bad rating if the parent is wrong, even if they were correct relatively. The feedback given
by the skeleton can therefore be more detailed, as each bone is analyzed and given a rating separately.
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Skeleton Save Reference

Help Compare to Reference (Trajectories)

Print Selections Compare to Reference (Bones)

Add Segment Marker Compare to Reference (Bones) (World Agnostic)

Clear Segment Markers Draw Sphere at Skeleton
Add Equidistant Segment Markers

Add Automatic Segment Markers

Figure 4. The Mocap Mimic plugin button in the toolbar in QTM, showing the submenu for ‘Skeleton’
and options for saving and comparing, adding segments, and printing a ‘Help’ screen to the
command-line

Presenting Results

The results of the comparison are provided in QTMs built-in command-line, see Figure 5. For the
skeleton comparison it is presented as a table with each bone’s rating for each segment. Some simpler
comparisons like the one for the rigid body have the output in both the command-line and in QTMs
messaging log.



Segment 2

Figure 5. An image showing the results of a skeleton comparison. Each joint gets its own score for how
accurate they were for each segment

Testing Results

After conducting some tests with some fellow classmates and attempting to learn each other's
motions, it became apparent that the tool was only partially able to achieve the goals set at the start of the
project. The feedback provided by the tool required interpretation on the side of the user. For instance, it
wasn’t immediately clear that the pacing of the mimic was off, the results and the range selected in the
timeline had to be interpreted by the user to truly understand what was off. The tool did succeed in
generating output that could be analyzed to improve a performance, but required extra effort by the user.

Figure 6. Two different skeletons from different actors seen in profile. The neck in the first image is bent
while in the second image it is perfectly straight.

Something that also became apparent later on was that the skeletons that QTM would generate
were more different than initially assumed. Testing showed that the skeletons could have wildly different
neck posture that didn’t necessarily reflect the posture of the individuals, see Figure 6. This led to the tool
reporting the neck as being inaccurate, despite the pose in real-life being accurate.

Discussion

While QTM [2] did a lot of the heavy lifting in both collecting the data and transforming it into a
more usable state, the structure of the program itself made it difficult to create a program that functioned



exactly as intended from the start. Unrelated to the specifics of this project, QTM does have a math
module that is completely empty, which led to this project having to write its own functions for dealing
with vectors and matrices because of the way they were structured in the Python scripting interface.

Rigid Body Mimicry Usefulness

The feature for saving and comparing rigid bodies was only developed as a tool for learning how
QTM structures its data and how the UX could be designed for the Mocap Mimic plugin, but it ended up
being a relatively useful and simple feature. It ends up being a lot more simple than comparing skeletons
as it can be the exact same rigid body that’s compared between two measurements, whereas the skeletons
being compared are intended to be different people with different anatomy. It has potential use cases, such
as when training someone how to swing a baseball bat, the bat could have trackers on it and then the
individuals wouldn’t have to put on motion capture suits to practice the motion.

The weakness of this method though is that it doesn’t capture the same nuances of the motions,
how the individual would move their body would not at all factor into the comparison. It is inherently less
detailed in its comparison of the motions, but the tradeoff is the ease of use relative to the skeletons, and
the speed of the comparison, since rigid bodies have way fewer markers on average making the
comparison less intensive. This method only compares QTM Trajectory data, meaning the markers’
trajectories are compared rather than the trajectories of the object itself.

This ended up being a partial strength, as QTM would sometimes lose track of the transform of
objects even though all of the markers were present on the scene and QTM could detect them all. The
reason for this problem was not discovered but just working with each trajectory provided the same result,
but the tradeoff is that there are more comparisons happening then, since each rigid body has only one
transform but at least three markers, which at a minimum leads to three times as many comparisons. Since
the number is rather low though the difference in compute time is negligible in all testing.

Skeleton Mimicry

Trajectory Comparison

When comparing the motion capture recording of an individual there are a few methods in this
project. The first is the same as the one for rigid bodies, simply comparing how the markers moved
throughout the recording. This method works though its weakness is that the markers must be placed in
the same spot on the two individuals being compared, and it doesn’t at all take the different anatomy of
the two individuals into account, though it is uncertain how this would affect the comparison.

Pose Comparison

The other method then, is to compare the bone data, which gets around the potential issue of
markers not being placed on the exact same position between performers. While in the Trajectory
comparison methods two samples have to be used, to figure out how it moved between them, with the
skeleton pose comparison only one sample can be used. And since just the joints rotations are compared,
it doesn’t matter how different the individuals’ anatomy are, as long as the joints are rotated the same the



rating will be good. There were papers on how to do normalization for the skeletons' bone data to get a
length of ‘1’ for each bone, but this was a topic that ended up not being one that had to be integrated into
the project.

Saving Bone Data

When saving the bone data to file Python’s json module was used, the same way the trajectories
had been written to file. Using the json module, however, meant that more complicated data structures
could not be used, and instead only the basic ones could be. So while creating a ‘Bone’ class that had
references to all of its children likely would be a bit simpler to use, since the reference files were json it
wouldn’t work the same. It would be feasible if instead of using Python’s json module [9] the pickle
module [10] was used instead, as it can read and write more complicated data types such as classes.
Though that has potential issues when loading in different environments, and json had worked insofar.

Name Hips !
Children [
{
Name Spine
Children": [

s
L
s
J

Name LeftUpLeg
Children": [
]

Name RightUpLeg
Children [
]

Figure 7. Screenshot of the Python dictionary saved as a JSON file as seen in Visual Studio Code,
with the grandchildren of the root bone being hidden for clarity. Note that the file is 305 lines long.

So the data was instead structured as a Python Dictionary that contains a bones name, id,
transforms, and children. Children was an array of dictionaries structured in the same way. It was
structured in a very recursive manner to simplify some of the function calls it would be used in. Since it is
json it is also very easy to simply open the file and view the contents in a fairly human readable format,
see Figure 7, though the files can end up quite large which can make it difficult for text editors to handle
them. As an example, a 95 second recording of a skeleton ended up being a bit over 150 MB, with each
‘transforms’ array containing over 10 000 samples.
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Limitations

Scripting

In QTM it seems to be impossible or impractical to have two measurements open at the same
time, so the way the script works is by first having the user highlight an object and select a measurement
span and click the save reference button in the menu, which will write the all of the trajectory data to a
json file, then the user opens another measurement and calls the compare function. It will then compare
the currently selected measurement with the data in the json file.

It was also seemingly impossible to get all the trajectories associated with a specific body in
QTM, though there is a function to get a body id from a trajectory, so to get around that the program has
the user select an arbitrary number of points in a scene and if all trajectories belong to the same body then
the script calls a function to get all trajectories in the whole scene. It then trims that array down to just
those of the highlighted body. One issue with this method is that it seems not all trajectories are associated
properly in this manner. In one instance, a skeleton had the trajectories at the very end of the arms not be
associated with the skeleton, which led to them being ignored in the calculation of the accuracy of the
motion.

Real-Time Comparison

The project unfortunately does not cover doing real-time comparison of data, as logistically it is
easier to do the comparisons when all the data is present, so priority was not placed there. It would not be
at all impossible to implement, however, but would likely require rethinking the UX of the plugin through
and going about the comparison a bit differently. Instead the user has to make a whole recording and the
script can compare those from there. The benefit of this is that the script can find the chunk of the
recording that lines up the best and give that accuracy rating, like a sliding window over the recording to
find which chunk fits the reference the best.

An important aspect of real-time, too, would be to show a reference as the user is recording their
action. That makes it significantly easier to match the motion as you see it happening. However QTM is
quite limited in the scripting plugin in what can be drawn, besides simple geometric shapes. Theoretically
these could be combined to draw the reference skeleton to the window as the user is recording the
mimicking, but that is out of the scope of this project.

Communicating Results

The feedback that the user receives from the comparison can not always fully articulate why the
comparison was wrong. For example, if the individual is facing the wrong way then the local transform
bone comparison, described under Method, will return a very poor rating for the upper left and right legs.
Internally this makes sense, since the bones are on the opposite sides of the hip, but it doesn’t outright tell
the user that. That type of analysis is outside of the scope of this project, though that means parsing the
output is something the user has to do themselves to figure out where exactly the fault lies.
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Issues with Skeleton Posture

The tool only parses the skeleton generated by QTM, which means that if QTM generates a
skeleton with different posture than one would expect, as seen in Figure 6, it becomes tough to judge. One
could argue that the tool should return a poor rating if the posture is different, however it happened that in
real-life two individuals were doing the same pose but their skeletons in QTM had certain joints
positioned differently, which led to certain poor ratings. The reason for these differences could be markers
being placed slightly differently on the individuals, or their range of motion capture, which is a recording
where the actors rotate every joint so QTM can calculate the skeleton, went wrong.

Future Work

Adding real-time evaluation with a reference drawn on screen for a person to follow would
greatly improve the usability of the tool. The reference could either be drawn within the QTM window
using simple primitive rendering or it could be drawn in a separate program such as Unreal Engine.
Additionally, adding in the automatic pose detection for both creating segments automatically without
involving the user, but also for detection poses in the mimic recording and detecting how alike these poses
are to the reference and do they happen at the same time or how different is the timing. This would
provide a new avenue for the quality of feedback that the user could receive from the tool.

In addition, adding weights to joints depending on how important they are to the specific
reference capture would likely aid the user in mimicry. It could either be done manually, by having the
user select which joints they consider important before saving the reference, or automatically, by putting a
lot of weight on joints that, for example, have a high velocity. It might also fix the problem created by
different skeleton structure, since it could put a negative weight on the joints that are different by default.

Conclusion

To conclude, the goal of this project was to develop a tool that could compare motion capture data
and aid people in mimicking arbitrary motions. To do that a Python plugin was developed for QTM [2]
that can compare both rigid body data and skeleton data and inform the user on the accuracy of the motion
compared to a reference. A number of methods were developed that each have their own strengths and
weaknesses. A limitation of the tool is that it does not work in real-time and can only deal with
pre-recorded data.

When comparing skeleton data it can return to the user how accurate each joint was for each
segment to aid in the process of mastering the motion and find where the problem areas lie. The tool
however cannot parse the results for the user, so the tool requires work on the part of the user to interpret
the data generated to discover how their mimicking was inaccurate. It could be significantly improved by
adding features like rendering the reference to the screen while mimicking or adding weights to different
parts of the body.
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