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ABSTRACT

Artificial Intelligence (Al) is a field of study that has seen rapid advancements in recent
times, particularly due to the development of larger and more complicated models. The
scale of recent models, in particular Large Language Models (LLMs), has led to a mas-
sive increase in computation required for development of these state-of-the-art models.
Out of necessity the workload centered around these large-scale models is therefore of-
tentimes delegated to purpose-built computational clusters. These clusters are usually
heterogenous when it comes to the types of deployed hardware which leads to increased
difficulty in scheduling incoming jobs. This thesis was carried out in collaboration with
Ericsson AB with the goal of developing a recommendation system for research clusters.
Specifically, the system should be able to make accurate predictions about key running
time metrics of Al training jobs using only the source code as input, which could help
improve cluster efficiency. To this end, the system was broken down into several se-
quential components which are able to operate independently. The final system consists
of a Transformer-CRF model for feature extraction of the source code followed by a
Set-Transformer based architecture for regression of the features into a set of key met-
rics. These models are combined with algorithmic and mathematical solutions to form
the purpose-built system. The mixed results on practical data will be put in context of
the available data at hand along with training time constraints, forming a framework to
carry the system into a production-ready state.
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CHAPTER 1

Introduction

Deep Neural Networks (DNNs) have been in the spotlight of Al research in recent years.
This is notably due to the advent of LLMs, for example OpenAl’s ChatGPT [1] or the
Code LLama family of models [2]. This type of model requires extensive collections
of data as well as an extraordinary amount of processing power for training and infer-
ence, with many models reaching billions of parameters [2][3]. Therefore, conventional
hardware like workstation desktops and laptops are no longer a viable option for the
development of such models.

This gives rise to a specialized class of hardware specifically designed for supporting these
large-scale models, typically in the form of purpose-built GPU or TPUs. However, due to
the cost and impracticality of deploying this hardware on a per-user basis a more efficient
solution is to create computational clusters housing this type of hardware and allowing
users to delegate tasks to the cluster. This is supported by the fact that users primarily
rely on some final state of models either through checkpointing (saving the state of a
model after training) or the results of passing data through the network (testing and
inference) rather than requiring constant interaction with the training software. In other
words, the user can submit a job to the cluster and ”forget” about it until it is done
executing.

Another notable development in the field of Al is the emergence of productivity tools
utilizing advanced models, with some examples being text summarization and generation
tools that utilize the aforementioned LLMs. Companies are also expanding existing tools
and programs to use Al features, with one example of this being Microsoft Excel which
recently introduced a plugin to assist users by performing data cleaning, business-aware
data analysis, and more [4]. This trend also extends to areas like software engineering in
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the form of coding assistants, test-case generation, and more [3].

A report from the World Economic Forum found that demand for skills in generative
AT has seen a significant growth in recent years, with some studies pointing to various
ways to apply the tools in conjunction with human employees. Rather than serving
as a replacement for manual labor, Al tools could be used in ways that empower less
specialized employees to perform more specialized tasks particularly when it comes to
areas like knowledge searching [5].

1.1 Background

This thesis will be carried out in collaboration with Ericsson AB on-site at their facility in
Lulea Science Park. Ericsson is a a multinational company founded and headquartered
in Sweden that develops and maintains hardware and software solutions in areas like
enterprise information and telecommunications systems (for example, 5G networks). The
focus will be on developing a recommendation system (see section 1.2) for their research
clusters which are based on the Kubernetes framework.

A typical Kubernetes cluster consists of nodes which represent some standalone hardware,
for example a GPU or a webserver running conventional CPUs. When a user wants to
outsource work to the cluster they will submit a job to a central scheduler service which
processes the request and delegates it to an available node. Each node runs in an isolated
environment, independently from the rest of the cluster [6]. ”Live node” is an unofficial
term that will be used to reference any node that can receive jobs from the scheduler at
a given time. Nodes that are part of the cluster but under maintenance (and therefore
not reachable) would under this definition not be labelled as live nodes.

A key point to note is that the node delegated to by the scheduler must not be at full
capacity and should meet a set of user-defined criteria for hardware specifications. These
specifications are appended in a manifest sent to the scheduler. In the context of Al-
training specific hardware these metrics could take the shape of the number of cores or
video memory (VRAM). All jobs that cannot be delegated are placed in a queue until
an acceptable node is available.
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Figure 1.1: Simplified Kubernetes cluster, GPU node 1 selected

1.2 Research Questions & Delimitations

The goal of this thesis is to create a recommendation system that takes the source code
of a training job as input and predicts key metrics pertaining to running the job on a
cluster. These include an estimation of the amount of memory needed for training and
how long execution would take. The system should then read the state of the cluster
and compare the estimated metrics to all live nodes and decide on the optimal hardware
based on current usage and similarity to the prediction (see figure 1.2). At a minimum
Python syntax should be supported for the input source code with regards to the most
commonly used frameworks for Al development. As the solution will be developed with
the research clusters at Ericsson in mind, some assumptions will be made:

e The system should not interfere with the scheduler; in practice the system would
precede any cluster control logic.

e Cluster users can manually set hardware requirements and limits for the job.

Besides these points, the system is not exclusive to any specific cluster. If the time exists,
a goal of the project is to implement the recommendation system into the pipeline at
Ericsson, however the focus of this report and the work at large is to design and run the
system in isolation.
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Source Code

Import RNN

model = RNN(1, 2) Estimated time: 10s

Recommendation Estimated VRAM: 4MB

input_size = 500 System
for epoch in epochs: Best GPU: NVIDIA 1080
for d in dataset: A
Live Node

Data

Cluster

Figure 1.2: Overview of recommendation model

Since the focus is on modelling Al training jobs other workload types will not be con-
sidered in the recommendation system architecture. Another delimitation is that the
solution will be mainly Al-based and thus other techniques like syntax tree analysis will
not be considered. No assumptions will be made regarding the number of layers in a
model or how many parameters can be used. Realistically the number of models and
maximum available parameters in any given model will likely be relatively low. However,
designing a system without a maximum amount of model parameters would remove a
fundamental limitation in the system and overall improve the generalizability of the sys-
tem. Additionally, given the project timeframe, only a few frameworks in Python code
will be examined, since supporting additional code languages would require additional
parsers (see section 4.5 for details) which take a considerable time to develop and test.

In accordance with the scope and delimitations described above, the following research
questions have been formulated for the thesis:

1. Can a Transformer-CRF model be used to extract contextual information from a
text sequence and how does this compare to existing methods?

2. How can a collection of key running-time metrics for Al-specific tasks be predicted
using a Transformer based architecture?

3. What properties does the system need to possess to be useful in a practical setting?
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1.3 Motivation

The main motivation behind this thesis is simplifying usage of the cluster for users.
Approximating metrics like running time or memory requires a deal of thought and
experience, and the hope is that the presented solution will remove unnecessary guesswork
from the user. This would serve to increase productivity and help reduce user frustration.
Additionally, when the supplied hardware requirements are wrong, it may affect the
efficiency of the cluster. If the requirements are set too low, nodes may run into memory
issues and crash since not enough memory will be allocated to the job. Conversely, when
the requirements are set too high, lower-scale nodes which may be more suitable for the
job remains underutilized. Improving the task distribution could serve to improve queue
times, which is another point of possible frustration for users.

In a more meaningful sense the project aims to contribute to the ever-growing list of
Al-based tools for improving productivity in employees. The usage of LLMs for coding
assistance is already becoming a common practice, with the goal of reducing non-essential
work for coders. Advanced Al models are also more commonly being used as built-in tools
in software like Word or Excel with the purpose of simplifying or eliminating mundane
tasks.

1.4 Thesis Structure

This report will outline the practical work done on the thesis as well as the results.
Chapters 2 & 3 will outline previous work on related problems and an overview of the
mathematical and theoretical ideas needed to understand the solutions presented in this
report. Chapter 4 will highlight how the recommendation system was divided into sub-
problems and their respective solutions, along with a more detailed breakdown of the
problem at hand. Chapters 5, 6, and 8 will discuss the results and how they may be im-
proved along with related research possibilities. Appendix A will provide a brief overview
of mathematical notations and equations used.






CHAPTER 2

Related Work

In order to create a system that meets the criteria set in in section 1.2 some key areas were
identified ahead of time from which previous works were reviewed for inspiration (more
details about these areas in chapter 4). One of these key areas is extracting information
from text. Here, previous works have utilized pretrained BERT-based models on python
source in the context of automatic exploit detection [7]. Additionally, previous works
have combined deep learning models with probabilistic models to further enhance the
accuracy of these types of tasks on an English corpus [8].

When considering regression tasks on complex multi-variable systems many solutions
have been proposed for industrial applications. Typically this falls under the name of Soft
Sensor Modelling (SSM) and some examples of applications are water quality prediction
and sensor value prediction in chemical processes. Some strategies utilized for this task
are stacked Autoencoders, Support Vector Machines (SVMs) [9], and Long Short-Term
Memory (LSTM) networks [10]. A strategy that was initially considered for this thesis
was the use of a LSTM network as an encoder combined with attention layers to capture
relevant information [11].

An important consideration for this project is the context size of input data; the rec-
ommendation system needs to work for a large selection of different models which may
or may not behave the same even with the same parameters. Therefore a great deal of
consideration was given to Mixture of Experts (MoE) as a possible solution. The idea is
to split a complex network into separate subnetworks which learn separate tasks, from
which the best result can be extracted through historical data [12].






CHAPTER 3

Theory

3.1 Background

This section will serve as an introduction and contextualization of relevant Al-related
terminology and concepts. Section 3.2 and onwards will serve as the theoretical basis of
the recommendation system.

3.1.1 Models

” Al model” is a broad term that can refer to many different data-driven decision making
methods. One important structure (for future reference) takes the shape of an intercon-
nected network of different components that feed into one another. This network struc-
ture can generally be described as a mathematical model with learned weights, where
the core algorithm used by the model will always be the same but through training the
weights will be updated to suit a particular task. One typical approach to training this
type of network when the target value is known is through backpropagation, where the
weights are updated based on a gradient value which in turn is dependent on the differ-
ence between the expected value and the output values after propagating the input. A
fundamental strategy when working with AI models is to divide the model parts called
layers, which are placed in a sequential fashion with data being propagated through the
network by passing the output from one layer to the next [13]. These models are used to
solve a variety of tasks with the relevant ones to understand for this report are:

9
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e (Classification tasks; Reducing a collection of variables to a representative class out
of a collection of possible classes. An example of a classification task is recognizing
a digit between 0-9 given only a hand-drawn image of the digit.

e Regression tasks; Similar to a classification tasks but the output is a numerical
value. An example of this is predicting the rent of an apartment when given a
collection of variables like number of rooms and the square footage of the apartment.

3.1.2 Embeddings

The term "embedding” can refer to a number of definitions depending on the context.
In the case of this thesis the term refers to the PyTorch implementation [14] which is
the framework used in the project. This data structure is a simple lookup that trans-
forms a real-valued input into a higher-dimensional representation based on some desired
embedding dimension dg using the function E:

E(I) = Ug 1fk33€ {kllvl,k221}2,...,]{?]’21}j}
(3.1)
Where z € R and E(z) € R

This technique will be used in the recommendation system to transform input spaces
whose ranges are difficult to draw concrete conclusions from into a representation which
is more suited for the task at hand. It is important to note that this embedding has a
required maximum number of values for the input domain which poses a problem when
the recommendation system inputs are truly arbitrary. However, the this maximum size
can be set to a very large number without significant performance losses and is set to a
default of 10,000 unique elements for the models later in this thesis.

3.1.3 Tokenization

Tokenization is a crucial tool when working with text-based sequence problems. The idea
is to convert a continuous string into a list of corresponding integer ids (see figure 3.1).
This is a necessary step for working with the selected models for this project as they only
accept numeric input. Additionally, any resulting information from a sequence translation
operation can be converted back into an equivalent text representation using the same
tokenizer assuming the input and output domains are related. There are many types of
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tokenizers with the difference between them being the circumstances under which the
string is split. One example of a tokenizer is a whitespace-split tokenizer which divides
the sentence anywhere there is a whitespace character (a space, newline, and so on). A
similar method was used in this thesis (see section 4.5 for details).

"This is a text string"

i

Tokenizer

Text i
samples

{10,4,1,5,6}

Figure 3.1: Tokenization overview

Something worth noting is that a perfect whitespace-split token sequence will likely only
be found for the text samples since the tokenizer knows those tokens perfectly. However,
unseen samples may appear in subsequent data which leads to a split in the middle of a
word. A clarification of this can be seen in figure 3.2, where the complete word ”example”
has not been seen but parts of the word have. This is noteworthy for future chapters
where tokenized sequences are restructured into different formats.

"A text example"

l

HAII s lltextll s ”eXa" R Ilmplell

Figure 3.2: Example of mid-word splits

3.2 LSTM Networks

LSTM networks are a type of Recurrent Neural Network (RNN), which is a network where
connections exist that do not feed directly into the next layer (see figure 3.3). In the case
of an LSTM each node considers information from the previous node in during the time
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step. Each node in the networks consists a hidden state (which holds information from
previous events) and a cell state (which holds long-term information) along with several
gates [11]:

e The forget gate decides what information should be discarded.
e The input gate decides which information should be added to the cell state.

e The output gate decides which information should be passed along.

This structure helps the LSTM capture information over longer sequences. However,
the basic LSTM described can only process information in one direction (recall the back-
wards connections); therefore the Bidirectional LSTM (BiLSTM) was introduced. In this
architecture another recurrent connection is added between all nodes which flows in the
opposite way, which allows the model to learn from future nodes as well [8].

Figure 3.3: Example of an RNN; note the feedback connections

LSTMs can be used in a number of ways for different tasks. For this report a BiLSTM
network will be used to perform sequence-to-sequence tasks where some latent informa-
tion needs to be captured for each value in the input. This is done by utilizing the
hidden states for each time-step, which gives a fixed-size representation of each token in
the sequence [15].

3.3 Encoder Decoder Architectures

The Encoder-Decoder architecture is a commonly used strategy in tasks where the input
needs to be converted to a different format for the output. An example of this is language
translation, where the input and output are directly correlated but are represented in
two different languages. This intuition behind this architecture is to convert the input
into a fixed-size latent state which captures some semantic information connecting the
input to the output without directly linking the two [16]. An example of this can be seen
in figure 3.4 where the sentences are related through the fixed-size latent space vector z
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without having a direct link between for example the words Hej and Hallo. Note that
the sequence lengths are not fixed either, and it is valid for the decoder to produce output
of a different length.

Fhe -7 i Zl - e -
2
Encoder Decoder
A
Hej, hur mar du? "7 Hallo, wie geht es dir?

Figure 3.4: Encoder-Decoder Swedish to German translation

3.4 Probabilistic Models

Natural Language Processing (NLP) is a subfield of computer science which revolves
around relationships in data structured as natural language, for example language trans-
lation or question answering. Named Entity Recognition (NER) is a subtask in NLP
where the goal is to mark out relevant parts of a sentence (known as ”entities”). Some
potential entities could be places and occupations in a sentence, however what exactly
constitutes an entity is task-dependent. An example can be seen in figure 3.5 where the
character "-" indicates an irrelevant word.

He said that Paris is a city in France

!
PERSON ACTION - CITY - - - - COUNTRY

Figure 3.5: Example of maskings in a NER task

One approach for solving NER tasks and other similar NLP problems are probabilis-
tic models like Hidden Markov Models (HMM) and Maximum-Entropy Markov Models
(MEMM). These are models that model the likelihood of observing an output sequence
given an input sequence [17], and can be broadly defined using a directed graph with two
sets of nodes or states; emission states and hidden states. The core idea here is that the
hidden states do not directly equate to the output but rather some intermediate represen-
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tative vector. The arrows between the hidden states represents transition probabilities
between states; that is, how the value of one hidden state contributes to the next. The
other set of nodes (emission states) represent the resulting output given a hidden state
and an emission probability [18]. An example of this can be seen in the form of an HMM
in figure 3.6.

However, directed models like HMMs are prone to bias toward states with few subsequent
states due to the flow of information in the graph (called the ”label bias problem”).
Conditional Random Fields (CRFs) [17] are a probabilistic framework based on the same
principles as the aforementioned HMMs, however all edges are undirected and connections
can be made outside of directly connected hidden states (see fig 3.6). This allows the
model to follow a single joint probability over the entire sequence, which helps mitigate
the bias problem mentioned earlier. A CRF can be trained similarly to a typical neural
network by learning the transition probabilities in accordance to the difference between
an input sequence and the corresponding gold sequence. The gold sequence is given by
calculating a cumulative sum of transition probabilities for a known label sequence [19]

(e )——(1) (o) ——()

t+1

(=)

Figure 3.6: HMM(left), example of a CRF (right). H, is a hidden state and F; is an
emission state

However, using a general CRF carries with it a large space of connections to consider
which in turn leads to a higher computational toll [20]. To reduce the heaviness of the
model, a linear-chain CRF can instead be used. This is a special case of a general CRF
in which connections can only be made between neighboring hidden states [21] as can be
seen in figure 3.7. This type of linear-chain CRF will be the one used in this thesis due
to spatial concerns, and future references to CRF's will refer to the linear variant.

Applying a CRF task to a NER problem is a simple process due to the inclusion of
deep learning models. The idea is that the previous deep learning step will supply the
emission probabilities and therefore those do not need to be learned or set directly. Tran-
sition probabilities are learned through using a function called log-likelihood (definition
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Hiq /I__It\ Hiy

Figure 3.7: Linear-chain CRF

in appendix A) which provides the score mentioned earlier, which indicates how well the
learned parameters (transition probabilities) fit the examples to the labels.

3.4.1 Viterbi Decoding

When using CRFs to convert a list of previously defined emission probabilities to a
sequence (decoding) an algorithm called Viterbi’s algorithm is used. In the context of se-
quence decoding, the intuition behind the algorithm is that only the most likely sequence
needs to be considered [18]. This is achieved by propagating a list of probabilities from
the start of the sequence to the end and following the path that leads to the maximum
score value.

At each timestep, the different possible transitions are compared and the maximum is
selected for the next timestep. This is effectively the most likely word to follow given
the current word. This maximum value is added to an accumulated score which defines
how well the CRF is able to capture a sentence. When the sequence end is reached, the
algorithm will follow a list of accumulated backpointers (one for each timestep) to map
out the tokens for each timestep given the most likely path [20].

3.5 Transformers

Attention is a mechanism in machine learning which is used to maintain the importance
of a state. In practical terms, a weight is stored for each state and the state is then
modified in accordance to this weight. This process can be achieved in a number of
different ways, with one example of an attention mechanism being dot-product attention
in which each value V' from the input sequence is put in relation to all possible values
K using a query vector @) [22]. This can be used in conjunction with the scaling factor
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\/%7( to produce Scaled Dot-Product Attention (SDPA) (see eq 3.2). The output from
SDPA is a dix X dg matrix which can for example be used to focus on relevant parts of
a sentence or predict the likely next word in a sentence.

Attention(Q, K, V) = softmax( 25 )v (3.2)
ention(Q), K, V) = softmax(—— .
Vdk

To extend the use-case of models utilizing SDPA, Multi-Head Attention (MHA) can be
used instead. By learning linear projections for the matrices (), K and V', each projection
can be attended separately which allows the data to be represented in more than one
subspace. This idea allows a single model to capture attention information in several
problems which makes it a useful tool for use cases where the input data may be very
general. MHA serves as the basis for the Transformer architecture [23] which is a widely-
used model in sequence transduction tasks.

While Transformers are useful for many applications, the use case in this thesis only
pertains to the encoder part of the architecture (see section 4.3.1 for further details). In
short, the encoder uses MHA blocks and feed-forward networks to create a hidden state
representation per each input token [24]
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Add + Norm

MHA

QKV

Input

Figure 3.8: MHA (left), Transformer encoder (right)

3.6 Set Transformers

A core concept of the Transformer (and why it is commonly used in NLP problems) is the
ability to use a technique called positional encodings to capture sequential information.
However, one may instead wish to utilize the long-term context capabilities of the Trans-
former architecture on non-sequential data. In these cases a Set-Transformer can be used
instead. Much like a standard Transformer, a Set-Transformer uses an Encoder-Decoder
architecture along with MHA to capture complex feature relationships in multi-subspace
applications. However, the model instead takes input in the form of sets, which can
be broadly defined as a permutation-invariant (non order-dependent) collection of data
which may or may not have correlations between each other [25]. Unlike the Transformer,
the recommendation system will utilize both the encoder and the decoder as the model
should output a single fixed-size vector.

The structure of a Set-Transformer can be modified depending on the use-case of the
model. In the case of this project, a simple variant from the GitHub repository of the
paper that first proposed the architecture [26] was used, and consists of a two stacked
Set-Attention Blocks (SAB). An SAB block is an MHA block where the input attends to
itself which is effectively the same as the encoder in a Transformer. The decoder consists
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of a SAB block that feeds into an MHA-based pooling block (PMA) which aggregates all
the features in a set. Finally, the PMA block feeds into a row-wise feed-forward network
that allows the decoder to output a fixed-size vector representing input of a varying
number of sets.



CHAPTER 4

Method

4.1 Input Representation

Before detailing the presented architecture of the recommendation system it is important
to understand what features should be extracted from the source code and why. We
begin by recalling that the input is given in the form of source code; a text sequence with
syntactic information depending on the code language and task. From this sequence,
defined Al models and their related parameters should be extracted. An important note
here is that a model is typically defined in one of three ways:

e Through a framework that provides a predefined model layout. Some examples of
common frameworks are PyTorch and Tensorflow.

e Defining a custom network, consisting of a series of sequential layers from a frame-
work.

e Creating a network from scratch using mathematical rules.

class Model (t.Module): W=matrix([0,2])
model=t.CNN(10,20) 11=t.Dropout (10) b=matrix([1,1])
12=t.Linear(10,1) out=W*xx+b

Figure 4.1: Predefined (left), custom (center), rule-based (right)

19
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The focus will be on the first two definitions as analyzing the rule-based approach is a
much more complicated task to solve under the requirements and goals of this thesis. A
core idea is that both a predefined model and a custom network can be reduced to the
same problem by breaking them down into layers, with each layer being one step in the
sequential flow of information in the network. Under this definition a predefined model
would be an array of length 1 containing only the full model, while a custom network
consists of more than one layers. Through this assumption the term ”layer information”
can be defined as:

e A single-element array in the case of a predefined model (along with model param-
eters).

e An array with one or more elements in the case of a custom network (along with
layer parameters for each layer).

When put in the context of the examples in figure 4.1 the corresponding layer information
arrays would be:

t.CNN(10,20) class Model(t.Module): ...
1 \
( cnn, 10, 20) ( dropout, 10 ), ( linear, 10, 1)

Figure 4.2: Predefined (left), custom (right)

This allows for a level of flexibility when working with different representations of a
model by allowing for one unified model for all representations. Another consideration
from the input is the difference between positional and named parameters. In most code
languages, arguments can either depend on the order in which it is defined or by a key.
Both types of parameters are important to fully capture the model context.

4.2 Output Metrics

As for the output of the model, the key metrics were mainly chosen out of necessity. The
collection of metrics to choose from given the existing profiling tools and cluster tools
is limited, and hence the key metrics were chosen as execution time and memory usage.
More specifically, the execution time will be measured in milliseconds (ms) as the total
sum of processing time for the task. The memory was measured in megabytes (MB) as
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the maximum amount of VRAM allocated at any timestep during task execution. As the
metrics were collected on CUDA devices, the VRAM metric is a sum of the memory used
on the CPU level and the CUDA memory. This was done to attempt to capture a more
real-world context compared to only CUDA memory by capturing CPU-level overhead
in the execution. The metrics were measured using the built-in PyTorch profiler [27].

4.3 System Architecture

As the problem definition itself is not straightforward to solve, it was decided to break the
problem down into sub-problems for which there are more existing solutions to draw inspi-
ration from as well as more purpose-collected data. The output from one sub-component
will be able to be directly fed into the next component in a sequential fashion with no
direct dependencies between the components. The following subsections will cover the
different sub-problems that the problem was broken down into and their respective sys-
tem components. The recommendation system was implemented in Python using the
PyTorch framework.

4.3.1 Feature Extraction

The first identified sub-problem was extracting relevant code features from the original
source, which is a NER task. In this case the goal is to design a model which can mark
out semantically important tokens like layer names, separators, or model parameters
with a corresponding mask. The output can then be parsed for tokens that make up the
model type and parameters. Tokens that do not correspond to any useful information
are marked with an ”ignore” mask <.> (see figure 4.3 for an example without separator
tokens).

"example=RNN(layers=1)"
{

"example", ||=||’ "RNN”, n(u, "layers", ||=,|’ "1,,, ,,),,

!

<.>, <.>, <Layer>, <.>, <Param>, <Equals>, <Value>, <.>

Figure 4.3: Flow of information in the feature extraction step
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Transformer + CRF

The architecture chosen for the feature extraction task is based on the BiLSTM-CRF
architecture [8] but modified to use Transformer encoders instead of a LSTM. Both
models are able to produce a hidden state representation for each token in the input
sequence. However, the hope is that the self-attention mechanisms in the Transformer
are more suited for capturing the inter-token dependencies. This hidden state is fed to
a linear layer which transforms the hidden state space to a space of all possible mask
tokens. After this linear layer, the output token logits for all input tokens are gained.
This can be used in correlation with a CRF layer to produce the sequence likelihood by
regarding the Transformer logits as emission probabilities in accordance with the method
described in section 3.4.

Emission Probabilities

Linear

A
T T [ Viterbi Decoding ]

[hy, hy, ..., hy ] i

T T T [Yy, Yy, .Y, ]

Transformer
Encoder

ot
t 4t

Transformer

Stacked
encoders

Encoder

T

[ X4, X9, oy X1

Figure 4.4: Feature extraction architecture, where h; is a vector, X; is a token, and Y; is
a mask
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4.3.2 Sequence Parsing

From the feature extraction model an array of mask tokens along with the original text is
passed to this step. To convert the data into a useful representation for future components
an algorithmic parser is used to convert the data into a collection of layer information
instances. Since the input sequence to this parser is sequential, it is trivial to analyze the
tokens in order to extract the context. For example, a named parameter must always
be followed by an equal sign (=) which in turn is followed by the parameter value.
Additionally, information may be separated into several tokens due to the tokenizer not
having seen the entire token before. To fix this, sequential mask tokens of the same type
are bundled before parsing (fig 4.5) by appending the original tokens to one another.

<Layer>, <Layer>, <Parameter>, <Equals>, <Value>, <Value>, <Layer>

!

<Layer>, <Parameter>, <Equals>, <Value>, <Layer>

Figure 4.5: Bundling of sequential masks

After this step the mask is applied to the text input sequence to find the original repre-
sentation. From a mathematical standpoint, the output from this model can be thought
of as a vector Vg (eq 4.1) where k; and v; are keys and values in pairs, and L; is the layer
that pair belongs to.

1 %
VF:<L1,EI iz i§:|>,-~-,<Li7|:f;1 i2 IZ{}>
1 2 . Y 1 2 ... v

4.1
Where i =0,1,...,| L || 41

and ¢; =|| params € L; ||

As mentioned in section 4.1 parameters can be positional and therefore lack a key. There-
fore this definition is not entirely representative of the underlying data structure but
should serve as a general idea of the information passed to the next layer. How exactly
positional parameters are managed will be presented in the following section.
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Value Types

To be able to be passed as input to the next model the elements in the input must all be
real numbers. This is an easy conversion for integer and boolean values (0 and 1 for False
and True respectively), however string and object values are not so direct. To solve this
problem a lookup system was used where previously seen values are given a unique ID.
When a new key string is found it is given the next ID in an incremental manner. This
lookup method was also used for keys and layers which are always strings. Worth noting
is that different lookups were used for keys,values and labels respectively to preserve the
respective domains.

This method also accounts for parameters which may be objects rather than explicit
types. For example, Transformers in the PyTorch framework have a definable parameter
activation which represents an activation function between layers. This is covered during
the previous section as the parameter after masking will already be a string representation
of the function. For example, if ReLLU were to be selected for the activation parameter
in the source code, the previous steps will recognize the token "ReLLU” as a string. This
also applies to expressions which represent numerics. For example, the value of of the
expression x.shape [0] would be a string.

L:{kl . 0,]{52 : 1}
(4.2)
Add new key k‘g — L= {kl . O,kQ . 1,]{)3 . 2}

This method also allows the model to use the same representation for positional argu-
ments. By keeping a separate lookup which is keyed on the index of the parameter using
a shared increment for IDs in both lookups. In practice this could look like:

LNamed = {kl : O, k? : 1} 7LPositional = {}

Positional parameter at index 0 — (4.3)

LNamed = {kl : 07 k? : 1} ) LPositional = {O : 2}

4.3.3 Regression

Following the feature extraction steps, the different identified layers in Vy are used to
predict a array of real values representing the desired output metrics. The first step is to
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break down the input format; an assumption can be made that data is passed between
layers in a time-independent fashion and that layers have no direct connection between
one another. This means that all layers are executed sequentially and independently. In
other words, predictions can be made for each detected layer and all the predictions are
then summed for a final output. This means that the regression model only needs to
handle a single layer at a time.

To solve this task a Set-Transformer was used. In this case, a set was created for each
key-value pair. This was done by embedding the key into a fixed-size vector and concate-
nating it with the value into a single vector. The same method was used for the layer
(eq 4.4). The output from the Set-Transformer is then passed to a linear layer which
converts the fixed-length output from the decoder to a set of real values. It was observed
during development that the architecture training was more stable for normalized data
(see section 6.2 for details), and therefore two additional hyperparameters where added:
NorMyi, and normy,., . These were used to create the normalization function N which
was applied to the values with the intuition that when norm,,,, is set to the maximum
observed hyperparameter value and vice versa for norm,,;,, all values are normalised to
the interval [0, 1] and was thus set at 1000 and 0 respectively.

| E(L)] [E(L) E(L)
ol B o e e

Where N(v;) = Yi — NOTMmin

NOTM %

An additional technique was tested to decouple the predictions of the different metrics
to improve performance further. In essence, two separate Set-Transformers were used to
calculate execution time and VRAM respectively and then concatenating the result for
the final prediction.

As a final step a bias layer is added. The bias layer is a separate linear layer which
uses the same layer embedding described earlier but exluding all additional information.
This serves as a lower-bound for the running-time metrics in cases where parameters are
missing or none are used, both when not detected or not applicable. The outputs from
the Set-Transformers and the bias layer are then summed toghether to form the output
from the regression model which is of form Vj € RIxIMetricsll — R1x2
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Figure 4.6: Regression architecture

4.3.4 Hardware Scoring

At this point the previous components have identified an estimation of the hardware
requirements. To improve the cluster efficiency further the information of all nodes of
the cluster are extracted in real-time. This includes current usage and maximum memory
capabilities of the node. From this, two factors are considered:

e The current usage of the node, which can be calculated as the ratio between the
number of currently busy partitions and the maximum number of partitions. A
partition is simply a ”slice” of a GPU node that can run several jobs at once.

e The relevance of each node compared to the estimated values. In this case, the
cluster does not supply an estimated running time metric and therefore the solution
is only dependent on the amount of memory.

First, define a score function S in accordance to these factors:

N¢ .
S(N;, Vi) = (%) - Vi — Nvpans > Ni € live nodes (4.5)

max

This score function is minimized over nodes that have a low current capacity and whose
distance to the target parameters is small, which means the best node Ny is given by
the smallest score:

Nyest = argminy {S(N;, Ve)} (4.6)
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4.4 Training

Training the model was done on a per-subcomponent basis, with each subcomponent
being trained on specific data for the respective tasks. The Transformer-CRF model
was trained using Stochastic Gradient Descent (SGD) with learning rate of le~2 for 7
epochs and Negative Log-likelihood (NLL) loss. The regression model was trained using
the AdamW optimizer with Mean Square Error (MSE) loss to capture the losses in each
respective metric. The model was trained using a learning rate of le=3 for 200 epochs
with early stopping and a patience of 5.

Embed dim | Heads | FFN dim | Encoder stack size
24 12 32 3

Table 4.1: Model hyperparameters for Transformer-CRF

Part | Inner size | Output size | dg (k/v) | dg (L) | Heads
Time 4096 1028 24 24 128
Memory 4096 1028 24 24 128

Table 4.2: Hyperparameters for regression model

4.5 Datasets

In the following sections the data used in this report will be presented. This consists
of two separate datasets, one for the code-based NER task and one with running time
data. For both datasets a 80/15/5 percent split was used for the training, validation and
testing datasets respectively.

Feature Extraction

The feature dataset was sourced from the the-stack-dedup [28] repository which is
a collection of approximately 3TB of permissively licensed source code files from the
Huggingface datasets library, with varying code languages and tasks. The dataset needed
to be refined by parsing out irrelevant code languages along with reviewing the appended
licenses for each code file to ensure all used data was compliant with a set of open-source
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licenses. At this point the dataset consisted of relevant code files but still contained code
that was not related to Al training. Therefore a keyword search for common frameworks
was employed.

However, the data required to train the model also needs to be masked to train a NER
model. To this end a custom regex parser was developed that can mask a collection of
typical Al job structures. After running the parser on the dataset and saving results
with matches a total collection of 119,404 relevant source code files were extracted with
each source code containing on the order of 1,000 to 100,000 tokens each. Due to issues
with training time 14,000 samples were used for the datasets which totals to around
50 millions tokens. The tokenizer used for the model used 20 of these source code files
(unmasked) for the text samples and utilized a modified whitespace-split method that in
addition to whitespaces also split on specific separator tokens, for example " (" and ","
to allow the model to capture important separators in the source code. The standard
test set was chosen at random and comprised of mixed layer types and parameters. The
model was evaluated using binary classification metrics on relevant tokens (non-separator
and non-miscellaneous). This was added as the dataset is almost entirely structured
using non-relevant tokens which do not contribute to the output features of the model.
Therefore the overall sequence metrics are irrelevant as a high multi-class accuracy may
not directly correlate to a good result.

In addition, on-the-fly checks were implemented during training to prevent using text
sequences of more than 30,000 tokens to prevent memory issues when training LSTM
networks with cuDNN. This was done in response to various bugs that were found during
the final training steps and are therefore not part of the initial preprocessing steps.
However, it would be ideal to move this check to an initial preprocessing step to maintain
dataset integrity.

An additional step for the Transformer-CRF along with the other baseline CRF-based
models, the input sequences were separated into subsequences of length < 100. These
models showed promising results for smaller test sequences but showed increasing losses
for longer sequences, which prompted this preprocessing step as a way to balance training.
The subsequence size used was taken from previous resources as a guideline [8].

Regression

The regression dataset was specifically generated for this task by selecting a list of prede-
fined models and layers from the default PyTorch [29] and Torchvision [30] libraries. For
each class a list of parameter ranges was decided on. Each model was run on a cluster
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with each possible permutation of the parameter ranges for 3 epochs with random input
and full backpropagation and optimizer steps. The runs were also repeated 3 times for
each combination to diminish the effect outliers have on the data. To prevent the number
of permutations affecting the dataset collection, a limit was set at 10,000 datapoints after
which the collection was terminated for that model type. Upon loading the dataset any
model with less than 100 datapoints the data was duplicated up to that amount to allow
the model to learn more from those models.

Additionally, three testing datasets were generated to test different properties of the
regression architecture. The properties were chosen in regards to a number of factors
relating to Al training runtime and are as follows:

1. Testing the system response for layers that share parameter names and values but
have a different set of running time metrics. To this end, the running time data
for LSTMs and GRUs was used as it was observed that GRUs were more resource
intensive during training under the same parameters (960 datapoints).

2. Testing how the system responds to data where parameters are missing (3510 dat-
apoints).

3. Testing how custom classes made up of previously seen layers are represented in
the system (600 datapoints).






CHAPTER 5

Results

To benchmark the Transformer-CRF architecture, other models were tested on the same
dataset. First, a standard BiLSTM was tested by taking the argmax the output proba-
bilities in accordance with the method described in section 3.2 in order to gain a starting
point for model efficacy. Secondly, A BiLSTM-CRF approach was also tested as previous
papers show promising results for NER tasks on natural language [8] and could thus
give insight into how the specialized code-based NER task correlates to natural language
centered solutions. Additionally, this baseline was added to gauge the efficacy of adding
a CRF layer to a predictor model. Both models utilized a hidden size of 300 and a token
embedding size of 3 and 25 respectively. Both baseline models consisted of a single LSTM
layer.

Model Accuracy | Recall | Precision | F1
BiLSTM 98.12% 0.39 0.85 0.53
BiLSTM-CRF 48.32% 0.00 0.00 0.00
Transformer-CRF | 52.50% 0.00 0.00 0.00

Table 5.1: Feature extraction results

Below the training graphs for the three models can be seen, where each figure consists of
a loss graph (top) showcasing the epoch loss over time. In the bottom graph the accuracy
(blue) and F1-score (red) can be seen over the same timescale.
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Figure 5.3: Feature Extraction epoch loss + performance graphs

Several metrics were chosen for the regression model.
measure the number of estimates that lie within 10% of the expected value which serves
as a general metric for the precision of a model. Mean Square Error (MSE) and Mean
Absolute Error (MAE) were used to show the ability of the model to capture an overview
of real results by considering outliers in the data. MAE was used as a general guide
Additionally,
graphs showcasing epoch loss and performance over time are showcased below along with

of the distribution while MSE reacts strongly to outliers in the data.

Interval accuracy was used to

histograms of error distribution over the two metric subspaces.

Metric Dataset | Accuracy (£10%) | MSE | MAE
Execution time (ms) | Standard 0.72% 0.27 0.12
Memory usage (MB) | Standard 3.04% 0.26 0.13

Execution time Test set 1 0.00% 261.26 | 15.15
Memory usage Test set 1 0.00% 194.15 | 5.85
Execution time Test set 2 0.00% 7669.20 | 67.41
Memory usage Test set 2 0.00% 6452.42 | 40.21
Execution time Test set 3 1.50% 1.88 1.03
Memory usage Test set 3 0.00% 99.51 | 5.37

Table 5.2: Regression results
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5.1 Experimental Results

Some early small-scale tests were performed to determine core properties for the models.
The CRF-based models were tested on two text sequences from the PyTorch BiLSTM-
CRF implementation notes [19] with each sequence being repeated 2000 times evaluate
losses over longer sequences. Both models showed stable losses over 3 epochs and resulted
in a accuracy of 100% over the sequences. Additional experiments were performed for a
single Set-Transformer with the input sets being a mix of parameters stemming from an
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earlier version of the model, and results were measured with and without normalization

of data (figure 5.7).
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CHAPTER 6

Discussion

The primary issue with the CRF-based models are long training times when the dataset
is large. At worst, when running on the dataset of 14,000 files, the Transformer-CRF
model did not manage to finish a single epoch in 24 hours when training on an Nvidia
H100 GPU. It is unclear whether there is some issue with the implementation or if this is
an expected case when using this architecture. Experimental results indicate that model
might not be at fault given the high observed accuracy (see section 5.1). While this is
very likely an indication of overtraining, this at the very least shows some indication that
the model is not a bottleneck. One hypothesis for the results is a combination of heavy
data dependence (due to the token distribution) and a difficulty to learn outliers as easily
as with general data. This is supported by the practical results from the original paper
the CRF-based approach was taken from in which the model only needed 3 epochs to
converge [8] and manages to achieve a an F1 score of 88.83 (0.88 using the same scale as
this report) on the CoNLL2003 dataset consisting of an English corpus. While the losses
(showcased in figures 5.2 and 5.3) remained low the metrics did not, indicating that the
models are not large enough or the data is not varied enough. Future experiments could
increase the model and dataset size, especially for the Transformer-CRF model which is
set to be especially small for training time purposes.

This is further reflected in the baseline BILSTM which was able to be trained on the
order of 100 epochs in roughly 18 hours on the full 14,000 file dataset. While a low
dataset size led to poor metrics with an F1-score of 0.0 for evaluation set, scaling up the
model yielded significant improvements.

The regression model showed a stable loss (figure 5.5) along with good MSE values during
training. Due to the nature of the problem at hand the resulting metrics can be relatively
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large and still be considered as acceptable results, since the models this system would
be used on in practice likely require tens of gigabytes of memory. In terms of the test
sets, the model shows increased values for custom classes but are still adequate, which
is a promising result as this is a major part of the practical applicability of the system.
Even with the outlier-heavy MSE metric, a mean difference of 99 MB is well within the
acceptable range of the large-scale model in real-world context, where the memory usage
is more likely to use tens of gigabytes. The parameter response test set is slightly larger
but also within range. Plotting a histogram (figure 5.4) of the results on the test set
corroborates the metric results, and shows that the model is able to produce promising
results in a narrow range with a few outliers that heavily influence the MSE metric (note
that the outliers are hard to see on the scale of the plots).

For the second test set (removing parameters), the results are less than ideal. However
this may be an expected result for data of this type. When parameters are missing in
most frameworks, default values are used instead. Since the presented architecture does
not take this into context due to the layer-wise summation step, this is an expected result
and expanding the model to support this would need to be considered for a production-
ready system (see chapter 8). Additionally, the regression dataset should be expanded
to include more practical data as practical applications would apply to models where
the execution time may be measured in days and the memory in gigabytes whereas the
current dataset mostly consists of simple layers.

6.1 Normalization

While non-normalized data performed better over time (see section 5.1), the normalized
data is seen to be more stable. Given the time constraints during model training, getting
the best performance possible took a backseat to developing a prototype and showing
that the model could work. For this reason the normalized strategy was utilized, however
more performance gains possible be had by reviewing the use of normalization as a step
in the regression architecture.

6.2 Architecture

Dividing the architecture of the recommendation system into separate components did
end up benefitting the overall complexity of the model implementation. While it might
be possible to create a more uniform pipeline without non-Al steps, the current solution
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does not significantly increase the complexity of the complete system in both implemen-
tation and runtime complexity. The sequence parser consists of a collection of loops that
iterate only the sequence of the input at worst, leading to a combined worst-case runtime
complexity of O(n). The hardware scoring function consists of a simple operation which
can be done in constant time once for each live node in the cluster for a total runtime
complexity of O(|N]) for the set of live nodes N. However, as mentioned in section 3.1.2
the model is still limited in the maximum amount of unique values through the theo-
retical embedding limit which is set to 10,000 for this report. However, with the given
dataset and methodology this limit was never reached.
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Conclusion

In its current state, the system is partially complete and showcases a potential avenue for
a production-ready system. However, without a good feature extraction step it is difficult
to measure the complete pipeline as the data passed along will be unusable. Therefore this
report had to be subcomponent-centric, and future research into a complete system will
have to first solve this step. However, the regression architecture seems more promising.
With good error metrics for the standard dataset indicating a solid overall foundation for
a regression task of this type. The architecture shows promise for inference of layer-based
models, along with an ability to separate model types, which is shown in test sets 1 &
3. Test set 2 reveals a flaw in the system where default values are not considered. For a
production-ready state the strategy would need to be revised to account for this.

Putting this in context of the research questions, the Transformer-CRF could be a promis-
ing solution to NER tasks which is reflected in practical results with a increase in accuracy
compared to the BILSTM-CRF baseline along with experimental results. However, the
test scenarios for both of these results are not conclusive. A Transformer-based approach
to solve a regression problem in this specific context is viable when expanded to account
for special cases, which is achieved through the bias layer with some improvements re-
quired to capture default parameters. Finally, to account for deployment in a practical
environment, the running time data would need to be adjusted to match this environment
along with revising the regex parsing step to account for more code languages.
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Future Work

Components

One solution which has been previously documented for the feature extraction task ex-
pands on the idea of using a Transformer alongside a CRF layer for NER tasks. Instead of
using a Transformer encoder, a BERT-based network can be used [24]. This would allow
for the use of a pretrained model which could potentially help improve the ability to cap-
ture code-language semantic context. However, this was not tested in this thesis as this
would require modifications to the tokenizer and regex parser. As the hardware scoring
function (section 4.3.4) was not evaluated, future improvements could be made by more
thoroughly analyzing what makes a node suitable for some given task and modifying the
solution for that purpose.

With the regression system being divided into two separate systems it would make sense
to train the Set-Transformers with separate losses by extracting the corresponding ground
truths from the label matrix. Additionally, to address the issue of managing a default
value for missing parameters mentioned in chapter 5, the bias layer could be modified to
consider the estimated values when producing the lower bound. This would also require
additional data to be generated, since as of now the dataset only contains cases where all
parameters are given. However, this is already supported in the developed tool sets so no
additional modifications to the data collection are needed. Additionally, it is not clear
from the results whether dividing the regression model into separate domains improves
the results and so spatial improvements could be made by thoroughly analyzing this.
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Data Enhancements

One important factor for program execution that is not being considered at the moment
is the input dataset size. While only comprising a single variable, it can have a significant
affect on running time and memory usage predictions as it essentially acts as a scalar
value for the running metrics. However, it may not be strictly easy to do so since the
token space being represented is low. Only a few tokens in the sequence should be
identified so the model would need to have a great deal of accuracy for this specific task,
or another step would need to be used. The rest of the system would be trivial to update
to support this (add the necessary mask tokens and re-parse the data). This is also an
essential step to enable real-world usage of the architecture assuming the pipeline should
be fully automated. The same point goes for the number of training epochs, along with
potentially more factors.

One of the biggest problems during the project was finding appropriate datasets. While
the bigcode/the-stack dataset provided a large amount of data, a vast majority needed
to be filtered out. Additionally, creating the NER label parser ended up being a decep-
tively difficult task particularly due to the fact that making a general statement for the
structure of programs can be difficult and even breaking the problem down to the three
cases described in section 4.1 did not provide enough context to generalize the parser.
More code languages, more frameworks, and more structures in current frameworks could
be used to enhance the capabilities of the system and provide a larger dataset.

An additional idea from early planning stages was to acknowledge the varying compute
capacities in different GPUs by running a representative collection of models on all ob-
served hardware and recording an average value over all runs. This would in theory
produce a numeric value representing the compute ability of a GPU in correlation with
other observed hardware.
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Mathematical Background

Data Structure Notation

For a given matrix A of shape N x M and with the numerical dimension R (i.e. all values
in the matrix are real numbers), the notation used in this report is: A = RV*M_ The
notation d4 will also be used to refer to the dimension of a matrix A.

An array (or a list) is denoted as (1,2,3) and a lookup map as {k; : vy, ko : v2}

a belongs to a data structure A, or a is an element in A: a € A

The i:th element of or a data structure A is denoted as A;, and the j:th element of A; is
Al In some cases text may be used instead if indices if the value is the focus instead of
the index. This could be some general information or the property of some element in a,
for example Apax Or AvRaMm.-

The number of elements in A is denoted as || A ||

The transpose of a matrix A is given by A7
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Miscellaneous

Below are the definitions of the regression metrics, where y; is the prediction made by
the model and g; is the ground-truth value.

R R
MAE(y,9) = ~ > ldi = uil
=0

n

. 1 .
MSE(y,9) = —~ > i — )

1=0

Log-likelihood is given by a sum of logarithmic probabilities. y is a prediction, ¢ is the
ground truth value, and w is a set of learned parameters. From this the log-likelihood
function is defined as:

L(w) = Z log P{y;|y;; w}
i=0

The argmax and argmin operations provide the index of the largest and minimum ele-
ments in an array or a matrix respectively.
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