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Abstract

Extended Reality applications require low latency and high computation power,
often exceeding the capability of end devices like Head Mounted Displays (HMD). To
support such requirements, XR workloads are increasingly delegated to edge-cloud
systems. This thesis tackles the challenge of XR service placement and provisioning
in the edge-cloud continuum with the aim of optimizing Quality of Experience (QoE)
while improving system energy and carbon emissions efficiency. The problem is
formulated as a Markov Decisions Process and a Deep Q-Learning (DQL) agent
is proposed to learn the XR service placement policies in a dynamic environment.
A validated QoE model is incorporated into the reward function and the agent
utilizes several methods like Double DQN, experience replay, and epsilon-greedy
exploration to enhance the stability of the training procedure. Evaluation in a
simulation environment reveals that the DQL agent learns the ability to navigate
the environment effectively and attain greater reward across the steps of the training
procedure. The agent outperforms a round-robin baseline, achieving higher system-
wide QoE with superior system energy consumption and carbon emissions per unit of
QoE and with moderate rates of service migrations. These findings demonstrate that
reinforcement learning provides an effective framework for QoE-aware XR service

placement in the edge-cloud continuum.

Keywords: QoE-aware Service Placement, Deep Q-Network, Markov Decision Pro-
cess, Edge—Cloud Continuum, Quality of Experience (QoE), Extended Reality (XR)
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Chapter 1

Introduction

1.1 Background and Context

Extended Reality (XR) is a collective term including immersive technologies such as
Virtual Reality (VR), Augmented Reality (AR), and Mixed Reality (MR) (Coltekin
et al., 2020). XR represents the spectrum of experiences that combine real and
virtual worlds. These experiences can be visualized on Milgram’s reality—virtuality
continuum, where VR represents one end, a totally virtual experience, and the real
world represents the other, with AR and MR coming in the middle (Milgram &
Kishino, 1994). Below we briefly review the technologies that constitute XR to

better understand each:

Virtual Reality (VR): VR places users in an artificial digital environment, usually
experienced through a Head Mounted Display (HMD), where the user’s experience
of the physical-world is replaced with generated images, voice and in some systems
haptic feedback (Angelov et al., 2020). The result is a completely synthetic expe-
rience where users can perceive and interact with virtual objects and environments
(Steuer et al., 1992).

Augmented Reality (AR): AR adds a digital layer of content to the user’s view,
complementing reality, rather than replacing it as in VR. AR is often delivered
through a smartphone app or glasses that display augmented objects into the camera
feed of the environment and the experiences adapt in real-time with actions and

context. (Carmigniani et al., 2011).

Mixed Reality (MR): MR systems combine physical and digital elements, allowing
them to exist together and interact in real time. With MR, virtual objects are
sensitive to the physical world and comply with some of the relevant rules. This
usually needs more complex environment scanning and understanding, so the virtual

content and real objects can interact as expected, with some references referring to



1.1 BACKGROUND AND CONTEXT

MR as "Strong AR" (Speicher et al., 2019).

With the growth and maturity of the above technologies, XR adoption is accelerat-
ing across various domains, each enabling immersion in specific ways. To illustrate
applications and implications of this trend, we review four sectors and specific ex-

amples of how XR has been applied and continues to develop within each of them.

e Education and Training: XR is used as a way to enhance learning through
immersion and interactivity (Radianti et al., 2020). Despite some concerns
about cognitive overload when using VR, studies show that students using
them in combination with correct learning techniques can show higher levels
of motivation and engagement compared to traditional methods (Parong &
Mayer, 2018). Additionally, VR has enabled students to engage in immersive
experiences such as virtual trips with higher levels of presence compared to

other similar experiences (Han, 2020).

e Healthcare and Therapy: The healthcare domain has utilized XR with
both patients and clinician training. VR exposure therapy has become an
intervention method in the management of anxiety by allowing patients to
experience the stimuli that they are sensitive to with extra controls in place
(Maples-Keller et al., 2017; Kothgassner et al., 2019). AR is also used in
surgery where a surgeon wearing an AR headset is capable of seeing visual-
izations prepared from patient’s medical images shown on the body during an

operation enhancing the precision of the procedure (Lamata et al., 2010).

e Industry and Enterprise: A growing number of industries have adopted
XR, to improve productivity, precision, and safety. Technicians with AR
glasses can perform complex repairs faster, while their glasses display relevant
information in their view (D’Onofrio et al., 2023). Additionally, AR is used
in industrial on-the-job training, guiding employees through detailed assembly
of products and showing an overlay of instructions or notes on equipment and

steps to guide trainees (Nee et al., 2012).

¢ Entertainment and Media: Entertainment has been one of the first sectors
where XR, became popular. VR systems put players into game worlds, where
they are free to look and move around in the scenes and are immersed through

multi-sensory exposure (Dani, 2019). Moreover, AR concert apps allow at-
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tendees to see special effects through their phone when aimed at the stage,
and VR attractions enable theme park rides to sync with virtual visuals (Wei
et al., 2019; Fernandes et al., 2024).

1.2 Motivation

As demonstrated, XR applications are continuously growing and utilized in a wide
variety of application domains and use cases. Such diverse domains of usage as well
as the need for more immersive and realistic experiences, continuously pushes XR
applications to need more computational capabilities. While current Head-Mounted
Displays (HMD) are more capable than their predecessors, they are still limited by

various factors enforced by their mobile form factor.

The combined need for more powerful computing, as well as the limitations of HMDs
has given rise to solutions focused on streaming XR applications and services from
external servers to the end-user’s device (Alnajim et al., 2023). Cloud-edge con-
tinuum is a paradigm that enables such a task by offering a diverse set of servers
ranging from close to the user, fog servers to cloud servers. However, XR applications
have stringent QoS demands which require intelligent decision making in offloading
XR workloads to these servers. This is the challenge and the need that motivates
the current research to pursue modeling and addressing the XR service placement

problem using a dynamic and performant reinforcement learning approach.

1.3 Research Question
In this work our goal is to answer two main research question that are as follows:
e RQ1. How can the problem of XR service placement be effectively formulated

as a Markov Decision Process (MDP) encompassing QoE, energy consumption

and emissions?
e RQ2. How to design, implement and evaluate a DQL agent to learn placement

policies that maximize long-term rewards and QoE in the edge—cloud contin-

uum, while improving energy and carbon-emission efficiency of the system?

11
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1.4 Aim

This study contributes to the field of extended reality streaming service placement
by developing a dynamic algorithm which integrates a validated QoE model for XR
service placement across the edge-cloud continuum. While previous works primarily
focus on select QoS metrics and narrowly defined network or system constraints,
the proposed solution optimizes QoE, while provisioning energy consumption and
carbon emissions efficiency. This enables the system to function more effectively

and make decisions leading to higher perceived quality by the users.

1.5 Scope and Limitations

The scope of this study is limited to modeling XR service placement as a single-
agent Markov Decision Process problem within a simulated edge—cloud continuum
environment. The simulation is designed to include variation of workload, host
network conditions, and sustainability metrics, yet does not cover deployment on
servers or physical infrastructure. The reward function integrates QoE, energy, and
emissions and efforts are made to mimic real-world characteristics and fluctuations,
however the carbon emission and energy consumption of the system are based on de-
fined models and do not include direct measurements. The centralized provisioning
framework enables holistic optimization, but does not include multi-agent coordina-
tion, which is left for future works. As a result, the outcomes provide insights into
the potential of QoE-aware reinforcement learning for XR service placement, while
recognizing that empirical validation on real systems is required to generalize the

findings of this work.

1.6 Structure of the Thesis

The rest of this thesis is organized as follows:

e Related Work: Reviews requirements and challenges that motivate stream-
ing XR applications from external servers. Then discusses Quality of Expe-
rience in XR, methods of measurement and modeling including for streamed
services. Finally examines the problem of service placement and provisioning
in the cloud-edge continuum and existing solution strategies in closely related

domains and for XR applications.

e Methodology: Describes the research design and the methodology. After an

12
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introduction to Q-learning, the problem modeling as a Markov Decision Pro-
cess (MDP) is detailed. Then the architecture of the proposed Deep Q-learning
agent to work within the environment is outlined. Finally, the evaluation met-

rics and comparison baseline are explained.

Results and Discussion: Presents the results of training the DQL agent
proposed in the simulated environment and discusses its ability in navigating
the environment and learning policies. Then the performance of agent across

the defined metrics are provided and compared to the baseline defined.

Conclusion and Future Work: Summarizes the key findings of this work
and how they address the proposed research questions. Consequently, presents
future directions for research based on findings and remaining challenges that

need to be addressed outside the scope of this thesis.
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Chapter 2

Related Work

To review the literature on XR requirements, streaming, QoE and existing placement
and provisioning solutions, we surveyed the peer-reviewed publications across pri-
mary research databases including IEEE Xplore, the ACM Digital Library, Springer-
Link, and ScienceDirect between January 2015 and June 2025 using keywords such
as "extended reality," “XR QoE,” “XR streaming,” “edge—cloud continuum,” “ser-
vice placement,” "reinforcement learning service provisioning." We included only
English-language conference and journal papers, extending our search window to in-
clude seminal works prior to 2015 where foundational concepts or approaches were

first introduced.

2.1 XR Requirements and Limitations

2.1.1 Computational Demands

XR applications are very intensive in real-time demands, posing a challenge to com-
mon Head Mounted Displays (HMDs) to deliver high quality experiences. Although
methods such as Level of Detail (LOD) reduction and foveated rendering are utilized
to overcome the challenge under the constraint of the currently available hardware,
it is still challenging to achieve high quality in complex applications and games under
such restrictions (L. Wang et al., 2023).

While earlier generations of tethered VR headsets used PCs or game consoles, to-
day’s popular headsets like the Meta Quest utilize mobile processors, placing addi-
tional restrictions on their computing power. Mobile processors possess less GPU
computing power than desktop video processor units, and therefore the complexity
of scene renderings must be simplified and optimization applied in order to achieve
desired frame rates (Lai et al., 2017).

Another challenge is thermal issues as XR HMDs do not include advanced cooling

systems. Thus, long and intensive processing will result in higher operational tem-
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2.1 XR REQUIREMENTS AND LIMITATIONS

peratures as well as thermal throttling with negative impacts on the user experience
and wearing comfort of the headset (Z. Wang et al., 2020).

2.1.2 External Computing Solutions

With the higher processing requirements and limitations of on-device hardware,
extended reality (XR) applications are becoming more reliant on streaming from
cloud and fog servers. By making use of the remote servers, XR headsets are capable
of running resource hungry and high definition applications on mobile devices which

is difficult otherwise.

Nvidia CloudXR, architecture described in Figure 1 (Credits:Nvidia), is among the
popular software platforms that support the offloading of XR application execution
from the HMDs to external servers. To utilize CloudXR, software and relevant
drivers are installed on the client and servers that give the necessary interface for
them to communicate with each other. XR games and applications in each session
are processed on a remote server and the rendered images are compressed in the
form of a video stream and transmitted to the VR headset where it is decoded and

displayed.

NVIDIA CloudXR Suite

CloudXR Core CloudXR Server Additions CloudXR Client Additions

Server Client

XR Applications CloudXR Client Applications

Monado Direct SteamVR : Unity Plug-In for the
OpenXR Runtime Runtime Plug-In ClotdxRiSamplelclients NVIDIA CloudXR Client
CIoudXR . . .
CIoudXR Server Libraries Network Protocol CloudXR Client Libraries

Hardware/OS/Driver, including NVIDIA RTX GPU,
NVIDIA RTX Virtual Workstation, and Graphics Driver

XR Device Hardware and OS

Figure 1: Nvidia CloudXR Architecture

Utilizing external resources along with these benefits, comes with the challenges of

network reliability. Sending data to a remote server and back takes time that can
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2.2  QUALITY OF EXPERIENCE (QOE) IN XR

surpass the real-time requirements of XR. This has motivated the rise of edge and
multi-tier computing solutions in XR contexts, as leveraging some servers closer to
the end-users, such as at nearby data centers or 5G base stations, can lead to better
QoS (Mehrabi et al., 2021; Nyamtiga et al., 2022).

Industry solutions such as NVIDIA’s CloudXR and research into MEC for VR, illus-
trate that utilizing the power of external resources is gaining attention for providing
high quality XR experiences on low power devices Chen et al., 2023. Streaming from
a range of external resources, let the user benefit from the higher computing power

while not compromising on the quality of experience due to network overhead.

2.2 Quality of Experience (QoE) in XR

The ITU-T defines QoE as: "the overall acceptability of an application or service,
as perceived subjectively by the end-user" (Recommendation, 2006). The definition
underlines the fact that although QokE is affected by a range of factors, including
system metrics, it is at last a personal judgment of the user. QoE is particularly
relevant in XR because the goal is to deliver actual immersive experiences that need

more than only high quality images.

2.2.1 QoE Human Factors

As XR systems interact directly with user’s vision, metrics related to human per-
ception are important in understanding and measuring QoE. Below we review some

relevant key factors:

e Motion-to-Photon Latency: It is the time it takes from a user moving until
a new image corresponding to that movement is displayed on the screen. High
latency results in mismatch between what the user feels and what they see and
is known to lead to motion sickness and perceptual impairment (Waltemate
et al., 2016).

e Frame Rate: Low or irregular frame rates in XR not only cause inconsistency
and harm realism, but also may make the viewer uncomfortable. Contrasting
user experience at varied Frames Per Second rates implies that higher frame-
rate results in less sickness symptoms and medium enhancements in ability of

carrying out specified tasks in the environment (J. Wang et al., 2023).
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2.2  QUALITY OF EXPERIENCE (QOE) IN XR

e Presence: Presence is the users’ subjective feeling of how much they feel
being in the virtual world (Degenhard et al., 2025). High presence is linked
with the users feeling immersed and low presence with the user being aware
of the actual world during the experience Degenhard et al., 2025. When the
presence is higher, the users are less prone to feeling sick and there is an inverse
relationship between the level of presence and the sensation of sickness (Weech
et al., 2019).

2.2.2 Measurement Techniques

In the following section we review the techniques used for QoE measuring in XR.
The measuring of Quality of Experience often consists of getting subjective ratings
from the users because QokE is highly subjective as described before. But in order to
achieve a more complete picture it could also consist of objective metrics and physi-
ological measurements. Table 1, illustrates these three methods that are applied for

the XR QoE measurement and examples of each of them.

Method Dimension Examples

Subjective Direct user ratings of QoE aspects Mean Opinion Score (MOS), Likert scales, continuous
ratings

Questionnaire-based Standardized XR-focused assessments  Simulator Sickness Questionnaire (SSQ), Presence

Questionnaires

Objective Physiological or behavioral monitoring  Heart rate, eye tracking, interaction patterns, skin
conductance

Table 1: Measurement Techniques for XR QoE

Subjective Rating Scales: The most simple method to quantify QoE is to collect
users’ opinion. Users may be asked to rate different aspects after an experience in
XR on pre-defined scales. One of the popular methods is the Mean Opinion Score
(MOS) where users rate the overall quality on a scale of 1 to 5. The average is then
taken as the QoE of the particular session or task tested. Using multiple ratings such
as a scale for visual quality, one for audio quality and another for overall experience

has also been applied in some studies (Mitra et al., 2025).

The ITU has guidelines for measuring audiovisual quality that has been applied
to test 360 degree videos using HMDs where the users rate their experience after
watching VR videos (Recommendation, 2020). In VR applications, while methods of
continuous rating such as users turning a dial to indicate comfort and cybersickness

have been tried to get QoE in real time in addition to the end of session information,
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2.2  QUALITY OF EXPERIENCE (QOE) IN XR

they are challenging in terms of user comfort (McHugh et al., 2019).

Specialized XR Questionnaires: Questionnaires specifically measuring partic-
ular aspects of quality of experience (QoE) are also adapted to extended reality.
More specifically, the Simulator Sickness Questionnaire (SSQ), has been updated
to allow rating the severity of motion sickness felt after VR exposure. Following
a VR session, the SSQ is given to the participants to rate the severity of various
symptoms on a scale of 0-3 that comprise sub-scores weighted to produce a single

overall marker of cybersickness. (H. K. Kim et al., 2018).

The Igroup Presence Questionnaire (IPQ) and the Witmer-Singer questionnaire, are
also used in the assessment of presence by quantifying the level users experiencing
immersion and involvement in the virtual world from ratings they give to some
specified statements Witmer and Singer, 1998; Schubert et al., 2001.

Physiological and Behavioral Cues: Since QoE ultimately relates to human
biology, objective measurements of the state of the user can give addtinoal infor-
mation for QoE. Some of the measurements of this type include heart rate, skin
conductance, and brainwaves (EEG). Some works examined the impact of increased
anxiety on presence in VR applications while another associated the fear with the
type of the content, e.g., a looking from a height perspective, and the background
of the user (Bouchard et al., 2008; Gromer et al., 2019).

Physiological measurements provide useful information regarding the user that can-
not be gathered from other techniques but require specialized instruments to mea-

sure and must be interpreted before they are useful (Meehan et al., 2005).

2.2.3 QoE Models for XR Streaming

XR QoE modeling is a developing fields that is impacted by the interactive and
immersive neature of XR. User studies are common in QoE modeling of streaming
XR applications where researchers conduct experiments in which system parameters
are varied within ranges and QoE scores are gathered from subjects. This lets
researchers know how those parameters, in turn, impact the QoE controlling for
other factors such as the application context, environment and hardware of the
HMD. Below we review some of the work that has been done on XR streaming QoE

modeling.
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2.3 SERVICE PLACEMENT IN EDGE-CLOUD SYSTEMS

(Y.-C. Li et al., 2020) tested the Air Light VR (ALVR) system with a set of param-
eters of latency, bandwidth, and packet loss. Their finding was that the MOS was
significantly influenced by the bandwidth thresholds and loss rates. But the users

could not distinguish between experiences with varied latency in a clear way.

(Van Damme et al., 2024) designed and evaluated a two-user VR “pizza-making”
game under uniform and burst latency. They found users could tell sessions affected
by latency compared to normal sessions. However users were not able to distin-
guishes the magnitude of the latency. Moreover subjective QoE changed with role,
interactivity, and movement intensity, while task performance did not show a similar

change.

(Kémaérainen et al., 2018) offered the prototype of CloudVR which outsources the
rendering to servers in remote locations. The results of the user study conducted
by them say that the users of CloudVR did not perceive small network latency, and
that larger latency of up to 200 ms became only noticeable with respect to object

manipulation and otherwise went unseen.

(Lee et al., 2023) created an ALXR-based cloud VR gaming testbed and carried out
a user study with different system settings and network situations using three game
genres. From the measured MOS data, they derived four regression-based QoE
models and found that a bitrate allocation algorithm using their models worked

effectively in terms of overall MOS improvement.

(Rossi et al., 2024) experimented with 28 emulated network conditions representing
wired, 4G, and 5G impairments. It incorporated RTT, packet loss, random jitter,
and an RTT x jitter interaction term which reflects how variation compounds the
impact of delay. By applying linear, polynomial, and logistic regressions to MOS
data collected from 30 users and validating the polynomial model, they presented a

multivariate QoE predictor for cloud VR.

2.3 Service Placement in Edge—Cloud Systems

In this section we discuss the problem of service placement in edge-cloud continuum.
We first overview the edge—cloud continuum formation and layers in order to present
and clarify capabilities and shortcomings of each. Then we present some of the

methods applied to the service placement problem in different applications areas.
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2.3 SERVICE PLACEMENT IN EDGE-CLOUD SYSTEMS

Study Platform Network Conditions Tested Participants
Y.-C.Liet al.,, 2020 ALVR (Air Light VR) Latency, bandwidth, packet loss 10

Van Damme et al., VR “pizza-making” task Uniform vs. burst latency 2

2024

Kéamaériinen et al., CloudVR prototype Latency 10

2018

Lee et al., 2023 ALXR-based testbed Encoding and network conditions 12

Rossi et al., 2024 Cloud VR experiments RTT, packet loss, jitter, RT'T X Jitter term 30

Table 2: VR QoE Modeling Studies

2.3.1 Edge—Cloud Continuum for XR Streaming

Edge-Cloud continuum architecture is structured to use the advantages provided
by each of the layers from the powerful servers to the devices near the end-user
and support applications with high QoS requirements that could not be effectively
supported in cloud-only systems (Khalyeyev et al., 2022).

Cloud servers have high computational power, but are located in data centers that
are distant from the end-users. This keeps the latency of the network higher and in
the range of tens or hundreds of milliseconds. These servers are however optimized
with low power consumption and emissions with benefits of scale in optimization,
advanced cooling systems, and clean power sources. A tradeoff that shows the
significance of task placement strategies to consider sustainability in addition to

QoS in the decision-making process (Patel et al., 2024).

Edge computing refers to processing closer to the user, commonly at network’s
edge, including at the cellular base station or regional data centers, the former
also termed Multi-access Edge Computing (MEC) Hu et al., 2015. Even though
edge servers experience more limited resources and higher power consumption and
emissions compared to the cloud servers, they experience lower delays often below

or around 20 ms.

Fog computing is a term used to refer to an intermediate layer between the edge
and cloud, or a distributed cloud layer. The distributed nodes of the fog may be
located in ISP center or even at network routers, providing a mid-point in networking

overheads, and processing power Bonomi et al., 2012.

Lastly, the device layer is formed from the end-user’s XR HMD or client devices.
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2.3 SERVICE PLACEMENT IN EDGE-CLOUD SYSTEMS

The device has access to sensors and the user but has limited computing power
in comparison with other levels. The edge—cloud XR system is hence capable of
offloading the primary processing tasks to the cloud or fog and carrying out the

processing of interactions in real-time on the device.

2.3.2 Service Placement and Provisioning Solutions

The service placement and provisioning problem is an NP-hard problem. Due to
this difficulty and variety of specific problems, different types of algorithms have
been studied to service placement. In this section we review the related work using
three popular approaches: integer linear programming, heuristics and metaheuristic
and reinforcement learning. While all these solutions have been investigated for
different varieties of service placement problems, due to XR’s specific requirements
and complexities outlined previously, the application of each approach to this domain

varies.

Integer Linear Programming (ILP): Several works have modeled service place-
ment and provisioning as ILP or MILP (Mixed Integer Linear Program), where
binary decision variables z;; represent whether service a i is located on a server j,
and constraints and linear objective are defined. Then ILP solvers are used to get

optimal solutions for small to moderate-sized problem instances.

ILP is a structured approach to address multiple constraints and objectives. Table 3
lists some of the proposed solutions for the problem of service placement and provi-
sioning, outlining problem domain they are utilized for, defined objectives and the
specific approach leveraged (whether ILP or MILP). Our review demonstrates that
while ILP and MILP are applied to solving service placement problem in different
domains within and beyond edge—cloud continuum paradigm, their application to

XR service placement and provisioning remains limited.

Additionally, optimally solving an ILP may be possible for a small set of nodes and
very limited constraints, but considering multi-criteria scenarios, computational and
solution space aspects grow exponentially. Thus, while ILP gives an optimal baseline
for some cases, it is not a practical choice for making decisions in dynamic settings
(Sa Santos & Nepomuceno, 2022).

Heuristics and Metaheuristics: Faced with the NP-hardness of the problem
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2.3 SERVICE PLACEMENT IN EDGE-CLOUD SYSTEMS

Work Domain Objectives Approach
Cardellini et  Distributed data-stream  Maximize availability and mini- ILP
al., 2016 processing operator place- mize end-to-end delay, elastic en-
ment ergy
Souza et al., Multi-tier Fog-Cloud IoT  Minimize total service delay, sat- ILP
2016 service placement isfying each service’s capacity re-
quirement
Qin et al., 2023 Fog—Cloud IoT service Minimize cost, resource loss, dead- MILP
placement line violations
H. Li et al, VNF service-chain in elas- Minimize number of VNFs, balance MILP
2023 tic optical networks utilization, avoid fragmentation
Ahat et al.,, Multi-tier edge—cloud de- Maximize operator revenue under MILP
2021 ployment specified budget, joint task assign-
ment
Massa et al.,, Cloud—edge continuum ser- Minimize operational cost & data MILP

2025

vice placement

transfers, retain placement stabil-

ity

Table 3: ILP and MILP Service Placement Studies

and to explore the search space more efficiently, various heuristic and metaheuristic

algorithms have been adopted for service placement problem.

Genetic Algorithms (GA) represent a placement solution by a chromosome and apply
crossover and mutation operations in order to evolve a set of solutions and try to

improve the fitness with problem objectives across generations.

The Particle Swarm Optimization (PSO) holds each candidate solution as a particle
in the search-space and repeatedly moves them towards better locations according

to their own or neighbors’ discovered locations.

Ant Colony Optimization (ACO) is another popular metaheuristic method that
considers each of the candidate solutions a path with the choices being informed
by virtual pheromone trails and problem-dependent heuristics. When all the solu-
tions are created, pheromones are updated to reinforce the high-quality paths and
let evaporation happen so that the search is focused on optimal or near-optimal

solutions.

Table 4 lists some of the works leveraging these approaches. As shown, heuristics are
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2.3 SERVICE PLACEMENT IN EDGE-CLOUD SYSTEMS

applied in the case of small problems like module-level and task-specific placement
and in more general problems, larger systems and complex scenarios, metahuristics
and their combinations are used. This leads to better performance and the ability

of handling complexities at the cost of higher computational overhead.

‘Work Domain Objectives Approach
Herabad et al., Edge-Cloud AR/VR ser- Minimize service response time, GA
2024 vice placement maximize system reliability

Djemai et al., IoT Fog service placement Minimize total system energy con- Discrete PSO
2019 sumption and application delay vi-

olations

X. Liu et al.,, Mobile AR task offloading = Minimize latency and device power =~ GA and Ant Colony Optimization

2023 consumption

Pan et al., 2023 MEC-assisted AR infer- Minimize inference delay & energy, Channel-Aware heuristic
ence task placement maximize recognition accuracy

C. Liu et al., VR game service module Minimize communication, render- Rendering-Aware Heuristic

2022 placement ing, placement, migration cost

Table 4: Heuristic and Meta-heuristic Service Placement Studies

Reinforcement Learning: In recent work Reinforcement Learning (RL), an adap-
tive and exploration-based approach, has been increasingly applied to many types of
service placement and provisioning problems. RL algorithms are able to seek long-
term objectives specified by reward functions through exploring the environment in

which they are acting.

In particular, RL has been utilized for the placement and provisioning problems in
I0T, Edge and 5G/B5G network slicing. Moreover, many studies focus on maximiz-
ing QoS and SLA objectives while a subset are designed to optimize QoE based on
QoE models derived from those metrics. Table 5 contains a list of the body of work

in these areas using RL.

Several studies used DRL to apply dynamic slicing to radio and 5G networks. (H.
Wang et al., 2019) designed a DRL-driven dynamic resource scheduling system for
5G to regulate resource allocation across multiple slices in order to achieve better
utilization with QoS assurance. (Y. Kim et al., 2019) formulated the problem into
the form of an MDP and applied a Q-learning agent with the objective of achieving

tenant profit maximization with QoS assurance for the end-users. (Sciancalepore et
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2.3 SERVICE PLACEMENT IN EDGE-CLOUD SYSTEMS

al., 2019) proposed a 5G network slice broker in order to improve admission control
and resource allocation that allow slice admission considering SLA requirements in
order to maximize utilization and minimize violations. Extending to B5G (Beyond
5G), (Suh et al., 2022) presented a DRL framework in the form of a DQN that
prunes unacceptable states in terms of QoS in order to achieve maximum long-term

throughput and maintain QoS.

(AlQerm & Pan, 2021) proposed a DRL in two-stages in edge computing for IoT
applications. They present and employ a QoE model that is derived from the QoS
requirements of the applications. Their system uses a compact Q-value representa-
tion with an approximation function and a technique to choose higher Q-values at

each step instead of a gradual move from exploration to exploitation phase.

(Naderializadeh et al., 2021) proposed a multi-agent DRL framework that reduces
interference in wireless networks. Their model consists of independent agents re-
ceiving observations from their users with a delay, without information of decisions
that other agents make and is shown to deliver performance close to a centralized

approach.

(Huang et al., 2023) proposed a hierarchical multi-agent RL framework with shared-
reward among agents for mobile network resource allocation. The problem is divided
into sub problems, each solved with safe RL, to maximize throughput while respect-

ing QoS constraints.

Works on RL-driven service placement and provisioning in other areas report the
ability of reinforcement learning in controlling dynamic environments and different
types of objectives. These present the ability of RL to adapt to changes and enhance
overall service placement in scenarios where the traditional optimization methods
fall short.

Though the application of reinforcement learning to XR streaming and service de-
ployment is limited in comparison with other domains, the body of work is growing.
Table 6 summarizes the works that applied reinforcement learning, specifically deep

reinforcement learning, to XR.

(Manukonda, 2024) presents a Double-Duelling DQN model for offloading VR ren-

dering tasks from end devices to nearby MEC servers to address the limitations of
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‘Work Domain Objectives Approach

H. Wang et al., 5G network-slice schedul- Optimize utilization while preserv- DQN

2019 ing ing QoS

Suh et al., 2022  B5G network slicing Maximize throughput, maintain DQN
QoS with reduced action set

Y. Kim et al., Dynamic resource alloca- Maximizing tenant profit and Q-Learning

2019 tion for tenants meeting QoS

Sciancalepore 5G slice-broker admission Improve SLA compliance, utiliza- RL

et al., 2019 tion

AlQerm  and Edge-IoT resource alloca- Improve utilization, user satisfac- Two-Stage DRL

Pan, 2021 tion tion

Naderializadeh
et al., 2021

Huang et al.,
2023

Wireless resource manage-
ment

Safe mobile-network allo-
cation

Distributed
interference-aware

placement,

Enforce hard request satisfaction
limit, improve fairness

Multi-Agent DRL

Hierarchical Safe RL

Table 5: RL-based Service-Placement Studies in IoT, Edge, and Network-Slicing

the end devices. It integrates the DQN with caching of the frequently utilized VR
content on the MEC servers and Recurrent Neural Networks (RNNs), for estimating

users’ field of view to further improve performance.

(Xu & Song, 2023) proposed a DRIL-driven computation offloading framework for
streaming VR in 5G networks addressing the high bandwidth and low latency de-
mand and high computation intensity. The authors formulate a Deep Deterministic
Policy Gradient (DDPG) algorithm to maximize allocation across the servers with

less latency and higher completion rates compared to other methods.

(N. Liu et al., 2025) outlines a QoE-aware cooperative VR rendering and resource
leasing framework for the Metaverse using a multi-agent reinforcement learning
(MARL) approach. They propose and utilize a new metric, EdgeVRQOE to consider
the visual quality and the rendering delay collectively so the system is able to make

a balance between the two.

(Yu et al., 2024) presents an XR offloading system for mobile edge networks where
XR applications are modeled as a directed acyclic graph (DAG) of subtasks. They
develop a centrally trained Multi-Agent Deep Deterministic Policy Gradient network
where all agents share the global state information in training but work indepen-

dently in the execution phase.
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‘Work Domain Objectives Approach
Manukonda, MEC VR rendering place- Reduce end-to-end latency, speed  Double-Duelling DQN
2024 ment up rendering, remain stable under

mobility
Xu and Song, VR video streaming over Minimize transmission latency, im- DDPG
2023 MEC prove task completion
N. Liu et al., Metaverse cooperative VR Maximize visual quality, minimize Multi-Agent DRL
2025 rendering (edge) rendering delay

Yu et al., 2024 XR task-graph offloading Maximize QoE-to-energy ratio un-  Two-Stage Joint DRL
in MEC der latency constraints

Table 6: RL-based Service-Placement Studies in Extended-Reality

2.4 Summary and Research Gap

Our review of previous work shows existing gaps in three areas. First, while research
on XR hardware, software, and computational challenges has identified the limita-
tions of XR clients and the need for external computing, there are few studies that
leverage edge and cloud processing and proposed solutions are mostly limited by ei-
ther exclusively focusing on subtasks or solely considering mobile networks. Second,
recent studies on QokE in XR provide insights and models to track QoE and under-
lying human factors based on system metrics, yet they are not commonly applied in
placement or provisioning, despite providing a valuable metric to improve user QoE.
As a result, studies that define maximizing QoE among their objectives, mostly rely
on models from QoS metrics that are not empirically verified to map user QoE
accurately. Third, while reinforcement learning has been widely and successfully
applied to IoT, edge computing, and 5G/B5G service placement, its application to
XR remains limited and existing RL-based XR service placement studies are few

and do not leverage recent XR QoE models.

Overall, there is a lack of holistic, QoE-aware service placement systems capable
of addressing the challenges of stringent QoS requirements in streaming XR appli-
cations from external processing resources. This motivates the current research,
which builds on existing QoE models while leveraging reinforcement learning to de-
sign an adaptive service placement and provisioning strategy across the edge—cloud

continuum.
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Chapter 3

Methodology

3.1 Research Design

In this chapter, we outline our approach for the service placement and provisioning
of XR applications in the Edge-Cloud continuum. We present the problem of service
placement in the form of a single-agent MDP. There is a universal agent in the model
that has a perspective on the state of all the servers and clients and takes placement
actions for the system. Figure 2 shows the system architecture that we propose,
with the servers of the edge-cloud continuum at the top and the client devices and
the agent running on a device near the client at the bottom. It shows that our agent
is simultaneously in communication with servers and with the clients and is in a

situation to perform the provisioning of the clients on the servers.

While multi-agent reinforcement learning has the ability to delegate making deci-
sions across various agents, it introduces more challenges and complexities in coor-
dinating agents and convergence. Our single-agent DRL method though simpler has
worked in similar resource orchestration problems (Luo et al., 2022). By considering
a single agent, we ensure that it is capable of learning the global scope and trade-offs
between all the clients and the hosts. It contributes in a useful way to our goal of a
system-level holistic QoE optimization. We note that a multi-agent approach could
be explored in future work for decentralized scenarios, but it is beyond the scope of
this study.

In addition, we choose Deep Q-Learning (DQL) as the reinforcement learning tech-
nique to train the agent. It is possible to use classical optimization methods such
as integer linear programming or heuristics from the previous chapter for one-time
placement decisions but they struggle to deal with dynamic changes in complex sys-
tems. The DQL agent is, however, able to learn through experience and improve its

policy with time.
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3.1 RESEARCH DESIGN
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Figure 2: Architecture of The Proposed QoE-aware System

Specifically, DQL is suitable for our task because it is able to deal with the high-
dimensional state space using a function approximator. The large state space with
varied clients status and host conditions makes tabular Q-learning infeasible, while a
deep neural network is able to generalize and approximate Q-values of unseen state

spaces.

DQL has been found to achieve near-optimal performance in dynamic environments
using learning by interatction Mnih et al., 2015, and prior edge computing study
has also been able to show that scalable allocation policies are typically found by
deep RL algorithms and can match or surpass hand-crafted solutions Ismail et al.,
2025. Therefore, DQL is an appropriate choice for the long-term multi-objective

optimization problem of QoE-aware service placement.

The rest of this chapter is structured as follows: first we describe Q-learning, its char-

acteristics, advantages and shortcomings, and then we describe how we formulated
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3.1 RESEARCH DESIGN

the XR service placement problem as an MDP and describe the state representa-
tion, the definition of actions, the transition dynamics and reward function that
collectively address RQ1. We then introduce a Deep Q-Learning agent to achieve
an optimal policy for that MDP, defining the neural network architecture and main
learning mechanisms that we utilize to enhance the agent efficacy in learning from
the environment, which address RQ2. We conclude with outlining the evaluation

metrics and the baseline used in our experiments.

3.1.1 Q-Learning

Q-learning is one of the early RL algorithms which serves as a foundation for many
modern approaches. It is a model-free value-based algorithm that attempts to learn
the optimal Q-value for a state-action pair. The standard Q-learning update rule

using the temporal-difference learning is as follows:

Q(s,a) + Q(s,a) + afr + 7 max Q(s',d') — Q(s,a)], (1)

where s’ is the next state after taking action a in state s, and r is the immediate
reward received. Here « is the learning rate and v is the discount factor that
is proportional to the relative importance of future rewards in comparison with
immediate rewards. This update rule forces the agent to move the Q-value towards
a better estimate by decreasing the TD error, which is the gap between the current
Q estimate and a new estimate from adding the immediate reward to the estimated
value of the best next action. With many iterations, with sufficient exploration
and decreasing learning rate, Q)(s, a) asymptotically converges to the true optimal

Q-value Q*(s, a) for all state-action tuples.

Q-learning enables the agent to learn from experience in the environment without ex-
plicit knowledge of the state transition model using experience samples of (s, a,r, s')
it has encountered. QQ-learning is popular because while simple, it is known to con-
verge to the optimal policy in tabular form for finite MDPs. That is provided it
explores the environment sufficiently often, something normally achieved using an
e-greedy policy at training time. The optimal Q-function, Q*(s,a) is the long-run
reward of taking action a in state s. Therefore once learned, in each state s the

action to take is the one selected using arg max, Q*(s, a).

Although Q-learning has these strengths, the Q table of s, a values increases with

the state and action space size. In real systems the state may be a vector with very
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high dimensions and as a result tabular QQ learning becomes impractical. In that
scenario Deep Q-Networks (DQN) are used where the Q-function is approximated
with a neural network. Training of the DQN is carried out using experience samples
and a loss function that performs stochastic gradient descent to minimize the TD
error. DQN generalize Q-learning to large state spaces but the stability may suffer
greatly. In this work we overcome that bottleneck by integrating the proposed Deep
Q-Learning (DQL) approach with methods that improve the sample efficiency and

the algorithm’s stability presented in the subsequent subsections.

3.2 Markov Decision Process

We formulate the XR service placement problem as a Markov Decision Process
(MDP) which offers a formulation framework for sequential decision making and
is characterized using the tuple (S, A, P, R, ) respectively representing the state
space, action space, transition probabilities, reward function, and discount factor.
By considering the XR service placement as an MDP, we develop an environment
where a learning agent can interact and receive reward in each step allowing to utilize
Q-learning for maximizing long-term reward. Below, we describe each component
of the MDP, with the state representation including relevant system information,
the action definition for the placement decisions, the transition dynamics modeling

system behavior, and the reward function which defines the agent’s goal.

3.2.1 State Space

The system at each discrete time ¢ is in a state s; € S that holds a snapshot of
the overall edge—cloud system. We construct the state vector in a way that it holds
relevant information from the clients and hosts in order to evaluate QoE and resource
allocation. The state s; is a five-dimensional vector that holds client placement, the
host load, the host QoS parameters, the host sustainability parameters and the time
of the day.

e Client-specific features (s°!°"*): For each client i wherei € C = {0,1,..., No—

1} and Ng is the number of clients, we have a one-hot encoded vector o;; €
{0, 1}™# showing which host the client is currently assigned to. If the client is
assigned to host j, then o;; has a 1 in the position corresponding to host j and
0 in others. Otherwise, a 1 is allocated to the last element of the list to repre-
sent an unassigned client. This yields a vector s&ie® of length No x (Ng + 1),

since each client contributes Ny 4 1 binary features for host assignment.

30



3.2 MARKOV DECISION PROCESS

e Host load features (s'°24): For each host j, where j € H = {0,1,..., Ny —
1} and Np is the number of hosts, we include, L;, the aggregated workload
currently hosted on server j. This is calculated as the sum of the demands of

all clients assigned to that host:

Lj,t: Z di,t> (2)

i 1 =]

where p;; is the placement, host ID, of client ¢ at time ¢. It is the indicator
of the load level of the host j at time ¢. Aggregating L;; from all the hosts
results in a vector s°®d of length Ny. It is our state component showing the

distribution of the workload in the edge—cloud system at the current time.

e Host QoS metrics (s%°%): We consider three Quality of Service (QoS) met-
rics from our survey of the literature on metrics that significantly affect and
models that monitor and report QoE of XR users. At a certain time step t,

for a host j, we have:

— Round-Trip Time (RTT): RTT},, the network latency for sending data

to and from host j in ms.

— Jitter: J;,, the variability, standard deviation, of latency for host j in

ms.

— Packet loss: PL;, the percentage of packets lost in transmission to host

J.

These QoS parameters (RT'T, Jitter, PL) are dynamic and influenced by net-
work conditions. We put together the QoS parameters of each of the Ny hosts
qos

to create s, of 3Ny length to present the agent with the current network

quality of service of each host.

e Host sustainability metrics (s5%5%2i): In order to add system energy and

carbon footprint to the state space, for each of the hosts j we include:

— Energy consumption rate: E;; (in kW), the current power usage of host

j at time .
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— Carbon intensity: CI;,; (in kg COy/kWh), the carbon emission rate of
the electricity used by host j at time ¢.

These two metrics per host are integrated into a vector "% of length
2Npg. They provide the agent with data on into the sustainability impact

of using each host.

e Time (s!™°): Finally, we include the time of the day as a value between 0
and 1, to enable the agent to observe the evolution of emissions with relation

to time.

Combining all these components, the full state vector is:

_ client _load _qos _sustain _time
st—(st LS00 s s H ) (3)

The overall system state has a dimension of No X (Ny + 1) + 6Ny + 1 features.
N¢(Np + 1) is from the client-dependent component (each of the N¢ clients con-
tribute Ny + 1 features), and 6 Ny is from the host-dependent component (1 load, 3
QoS, 2 sustainability) and we have a time of the day term. By specifying the state
in this way, we ensure that the agent has the right context to achieve QoE-aware

decision making and improve energy and carbon emissions.

3.2.2 Action Space

The action space A consists of the choices the agent has at each time step. In our
MDP, each of the actions is of the form of tuple (client to act upon, destination
host). Particularly, the number of actions is Ng x (Ngy + 1). This allows a client
to migrate from its current server placement to other servers or choose not to move

(molded as a separate action).

We represent the actions as a € {0,1,2,..., N¢ x (Nyg + 1) — 1}. Any action index

a; at time t is de-coded to obtain the elements of the tuple:

e Select client: First, choosing the client that the action applies to:

Cact = Lat/<NH + 1)J (4)
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This gives a value ¢, € {0, 1, ..., No—1} indicating which client is considered

for deciding about its placement.

e Select host or stay: Then making the decision on the target host for the
chosen client:
hyal = a;  (mod (Ny +1)). (5)

If hya < Npg, then the action is to assign the client c,. to host hy,. This
could be migrating the client from its current host to host hy,, or if it was
unassigned, placing it on h,. On the other hand, if h,, = Np, it means
the placement of the client would not change and it stays with its current

assignment.

By defining the action space in this form we let the agent make one client reassign-
ment choice at each time step. As a result the action space grows linearly with the
number of the hosts and the clients. In comparison with allowing many reassign-
ments per step this is more tractable and prevents agents acting in the environment
from becoming destabilized (since each change of assignment would be difficult to
track).

The proposed action space allows the agents to make and adapt to changes in the
system gradually. Moreover, the addition of the stay action for each client gives
the agent the opportunity to avoid reassignments when no other placement offers

considerably higher long-term rewards.

3.2.3 Transition Dynamics

The transition dynamics of the MDP model the evolution of the system from one
state s; to the next state s;;; when an action a; is taken. We design the transition

logic for our simulation as follows:

1. Client Placement Update: Based on the action a, (divided into client ¢,
and target decision hy, as outlined earlier), we update the placement of the
selected client:

e If the action is a migration to a specific host (hiarget < Ng) for client caet,

we set that client’s new host assignment p’cact 41 = Ntarget-
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e [f the action is stay, then the client remains with its current placement:

/ —
pcact,t+1 - pcact,t

e Allother clients k # c,¢; continue with their previous assignments: pj ,,, =

Dt

We then get a new allocation arrangement F;; of all the clients. We also take
note of migrations, if a client ¢, already had a host and the action resulted
in the relocation into another one, we set a migration flag m;, = 1 for the step.
If the action didn’t end with the migration of the host then m; = 0. Initial
allocation of a client that had not been allocated before is not regarded as

migration either.

2. Client Demand Update: After determining the host each client runs on,

we update their workload demands in the new time step:

e For each client 7 that is assigned to a host in Py (i.e. pj,,; # U where
U denotes the unassigned state), we sample a new demand d;,,,. We
model the variation of the demand stochastically. To do this, we use a
Poisson-based model. For each client we draw two independent random

variables X, Xy ~ Poisson(Ap = 1) and update demand as:

dg,t—&—l = maX(07 Dbase + Xl - X2) (6)

e If a client 4 is unassigned in the new state (p,,, = U), we set its demand

d; .., = 0 because it is not active on any server.

3. Host Workload Update: Following the change in placements, we calculate
the total load on all hosts:

e For each host j € H, we sum the demands of all clients assigned to that
host at time t 4 1:
L;‘,t+1 = Z ;,t—i-l' (7)
ieC: p;,t+1:j
The host load vector s is updated so that for each host its load in-

creases for a client moving to it and decreases when migrating from it.
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Hosts with no clients in the updated placement, will have L' = 0.

Parameter Fog Regional Cloud Hyperscale Cloud
RTT (ms) (5, 20) (25, 50) (60, 120)
Jitter (ms) (0.5, 2.5) (1.5, 3.5) (5, 7)
Packet Loss (%) (0.1, 0.3) (0.2, 0.9) (0.6, 1.8)
Emissions Rate (kg/kWh) 0.4 0.15 0.1

Base Energy (kW) (0.3, 0.45) (0.15, 0.3) (0.15, 0.25)
Efficiency Peak Load 0.7 0.5 0.4

Max Clients 2 3 4

Table 7: QoS and Sustainability Metrics of Tiers

4. Host QoS and Sustainability Metric Update: Finally, we update the

network and sustainability metrics for each host:

e At the beginning of a episode, the initial QoS (RTT, jitter, packet loss)
values for servers of each tier are sampled from a uniform distribution over
that tier’s profile, Table 7. At each step an Ornstein—Uhlenbeck process,
is applied that reverts the metric towards the mean of the range with
gaussian noise and then is clipped to the bounds. The mean reversion
speed of metrics are defined as Ozt = 0.20, gy = 0.15, Opr, = 0.25, and
their volatility as orpr = 0.1, ory = 0.5, opy, = 0.05. This update rule
avoids random fluctuations and jumping values for QoS metrics while

modeling expected dynamic behavior within their range.

e The sustainability metrics are also updated in each step. The energy con-
sumption rate £7, ., of host j depends on its profile and the current load
L%, Each host profile is assigned a base power, sampled from a normal
distribution over its tier’s range. Then, a dynamic power rate, 10% of the
host’s load scaled by an efficiency factor, is added. The efficiency factor,
increases quadratically with the host load deviating above or below the
efficiency peak load. This enables realistic modeling of energy consump-
tion rate by including load-dependent efficiency of hosts with regards to

their respective peak efficiencies listed in Table 7.

For carbon we mimic the real-world variations based on emission rates
from table 7 as baseline values and using sinusoidal waves with amplitudes
of 0.15, 0.1 and 0.05 for fog, regional cloud and hyperscale cloud servers

respectively. This reflects the fact that cloud servers use less polluting
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energy sources and have lower variations in their carbon emissions rate
compared to fog server, which aligns with what we established in related
works chapter. Additionally, we map the 24 hour cycle to the scale of
each episode, so the agent faces more challenging scenarios in terms of

carbon emission variations.

The agent has no direct knowledge of the transition probabilities P(s;11]|s;, a;),
and it can only receive information about the environment through its inter-

actions across steps.

After performing these updates, the environment presents the new state s;,1 to the
agent. Over the time steps, this models a dynamic evolution within the edge-cloud
continuum. Notably, the Markov property holds because s;1 is computed from s;

and a; and does not explicitly depend on prior state.

3.2.4 Reward Function

Design of the reward function is an important part of building the MDP, as it defines
the goal that the agent has to follow. We want the reward to reflect the user Quality
of Experience (QoE), while including penalties for migrations, energy consumptions
and carbon emissions. At each time step ¢, the agent moving to the new state s,

gets a reward Ry, that is the sum of four terms:

Rt—i—l = WQOS *TQoS,t+1 — Wmig * T'migt+1 — Wenergy * Tenergy,t+1 — Wcarbon * T'carbon,t+1 (8)

We describe each component below:

¢ QoE Reward (7qos): This term rewards the agent for providing good Quality
of Experience to all XR clients. We describe QoE in terms of the Mean Opinion
Score (MOS), which maps user perceived QoE to a value between 1 and 5. We
compute a MOS value MOS; ;. for every client ¢ based on its QoS in the
state s;11. We utilize an empirically-derived model, discussed in the previous
chapter, for mapping latency, jitter and packet loss into MOS values (Rossi
et al., 2024). Specifically, we utilize a linear regression model from the above
work that does not enforce strict validity ranges unlike the polynomial variant.

The utilized model is as follows:

36



3.2 MARKOV DECISION PROCESS

MOSi,tJrl = lO + ll ' RTTpi,t+1,t+1 + l2 ’ PLpi,t+1,t+1 + l3 ’ in,t+1,t+17 (9>

Where p; ;41 is the host that client ¢ runs on, and RTT", PL, J are that host’s
round-trip time, packet loss (%), and jitter at t+1. The coefficients (ly, l1, I, [3)
are constants fitted based on actual user QoE data, which are listed in table
8. In the case where a client is unassigned, we set it to the minimum MOS of

1, because an XR user that is not connected is expected to have the poorest

experience.
Coeflicient Value
lo 4.409098
lh -0.006864
Iy -0.118618
I3 -0.255789

Table 8: QoE Regression Model Coefficients

Based on the predicted MOS values, we define a per-client QoE reward ¢; that
measures how well we meet a target QoE threshold. We define Mry,q an MOS
threshold that is high enough that the agent would no longer receive penalties

after achieving or surpassing it (we chose 4, as it corresponds to a perceived
"Good" quality in MOS scale). We set:

MOS; — Mg it MOS; > Mg (10)
q; =
_(MThld — 1\/[081)2 if MOSZ < Mrya

Based on this if the MOS of client i is above the threshold, we give a positive
reward proportional to the value of exceeding the threshold. But if the MOS is
below the threshold level, we add a quadratic penalty increasing as the client

moves further down from the threshold.

After calculating the rewards for each client, we add them up in order to obtain

the overall QoE reward:

TQoS,t+1 = Z i- (11)

ieC

This QoE term motivates the agent to achieve higher overall user satisfaction.

The agent is less penalized for each client with higher MOS and is rewarded
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for going beyond the threshold.

Migration Penalty (7mig): While moving the client to a different server can
be beneficial in terms of making QoE better, migrations of clients come at a
cost. Migrations result in disruption of the service and lowered user experience
at the time of handover. We introduce a penalty at the time of migration to
discourage the agent from making migrations when the expected future reward

is not significantly higher:

fmig,t+1 =My (12)

where m; represents the migration indicator from the transition and it is equal
to 1 when at ¢, a client is moved to another host and otherwise it is equal to
0.

Energy Consumption Penalty (7energy): The energy consumed by all
servers in the system during the time step is computed based on the power

drawn:

’f'energy,t—&—l Z Gt4+1 X At/3600) (13)

JjeEH

where E7, ., (in kW) is the power usage of host j at this step (from the state
siustin) and At is the duration of a time step in seconds, that we set at 30. This
reward term encourages the agent to reduce system electricity consumption by

using more power-efficient servers for the client when it is possible.

Carbon Emission Penalty (7carbon): We also account for the carbon foot-
print of the servers alongside the power consumption. Even with managed
power consumption, using energy from low-carbon sources will result in a more

sustainable system. We calculate the overall carbon emissions in the step as:
72carbon,tJrl = Z (E/ t+1 X (At/3600) X C[J/,t) (14>
jeH

where C17,,, is the carbon intensity (kg CO, per kWh) of host j at the step
t+1. Each host’s emissions is calculated using its energy use (kWh) and its
carbon rate, resulting in the total kilograms of CO4 emitted. This term pushes

the agent to consider greener placements. For instance, in the event that two
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3.3 DEEP Q-LEARNING AGENT

hosts deliver similar QoE, the agent is motivated to allocate the client to the

host with less emissions, because it will incur a lower carbon penalty.

Finally, we normalize each of the reward terms based on their value ranges
using min-max normalization, with mos mapped to [-1,1| range as it can be
both a negative and positive reward and migration, energy and carbon mapped
to [0, 1] as they are modeled as penalties with subtraction terms in the
reward function. Moreover we set the weights for each of the terms as W
= 10, Whig = 2, Wenersy = 3, Wearbon = 3. Through this reward function,
the reinforcement learning agent is encouraged to maximize user QoE while
minimizing disruptions by avoiding frequent migrations and improve energy

usage and carbon emissions efficiency.

Over a sequence of actions, the agent will try to maximize the cumulative

discounted reward.

Gy = Z’YkRH-’H-l (15)
k=0

where v € [0,1) is the discount factor that controls the importance of future
rewards. We use a discount factor of v = 0.99, making the agent account
for long-term QoE and sustainability instead of just optimizing the immediate

reward.

The proposed MDP formulation, state, action, transition, reward, addresses
RQ1, and defines how the service placement problem is framed in a way that

a Deep RL agent can be applied.

3.3 Deep Q-Learning Agent

After formulating the problem in the MDP form, the design of our Deep Q-
Learning (DQL) agent is presented in this section. Deep Q-Learning is a
variant of Q-learning that represents the Q-value function (s, a), the expected
cumulative reward of taking an action a in the state s and taking optimal
decision subsequently, using a deep neural network (Mnih et al., 2015). Using
the function approximator, DQL is able to deal with the large state space
that we defined. Specifically, a Double Deep Q-Network (DQN) architecture
is formulated and a set of well-known methods are used in order to stabilize

and improve the learning performance. The neural network architecture and
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Figure 3: MLP Architecture

the learning mechanisms we use are as follows:

3.3.1 Neural Network Architecture

We choose a multilayer perceptron (MLP) architecture for the DQN, as our
state is a vector of numeric attributes and does not have features that would
require recurrent or convolutional layers. The network is fed with the state
vector and returns a Q-value per each possible action. The architecture of the

MLP is given in Figure 3 and the layers of the network are the following:

— Input Layer: The input dimension equals the state vector size which
as calculated earlier is No(Ny + 1) + 6Ny + 1. This input layer simply

passes the normalized state features into the first hidden layer.
— Hidden Layers: We include two fully-connected hidden layers so the

agent can learn fairly complex mappings from state to Q-values. Each

hidden layer has 128 neurons using the ReLLU activation function shown
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3.3 DEEP Q-LEARNING AGENT

in Figure 4. The choice of 128 units is to give the network enough ca-
pacity to approximate the complex Q-function without being too large,
which can cause slow training or overfitting. Also, ReLLU is used because
of its simplicity and effectiveness, providing non-linearity while avoiding

problems like saturation common with other activation functions.

— Output Layer: The output is a fully-connected linear layer with Ng x
(Ng—+1) units. Each output unit corresponds to one action and represents

the estimated Q-value Q(s, a;#) for the input state s and that action.

-4 -2 0 2 4

Figure 4: ReLU Activation

3.3.2 Learning Mechanisms

To address the stability challenges with DQNs, we integrate several mecha-
nisms in the learning algorithm. Specifically, we use: experience replay to use
past experiences more effectively and break correlation, a target net to give
stable Q-value targets, the Double DQN technique to address Q-value overesti-
mation in target calculation, Huber loss for enhanced error processing, and an
e-greedy exploration strategy that shifts the agent behavior from exploration

to exploitation, which decays over time.

3.3.2.1 Experience Replay

Experience replay is a method that allows the agent’s state transitions, to be
stored and reused later, instead of training on them and dropping them im-
mediately. It was introduced to stabilize training in DQN and has become a

part of many deep RL algorithms (Mnih et al., 2015). We implement a replay
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3.3 DEEP Q-LEARNING AGENT

memory D with a capacity to hold a large number of transitions (10° expe-
riences). At each interaction of the agent with the environment, we stores a
tuple (s, as, Riv1, Sev1, done) inside the buffer, where done is a boolean show-
ing if the episode ended at that transition (used to discard value estimation

after final step for target calculation).

The replay buffer lets the agent learn from previous experience more than once.
At training steps, we uniformly sample batches of transitions from the buffer.
Uniform sampling of the transitions breaks the sequential correlations between
adjacent training samples that exist because back-to-back step data from the
environment are highly correlated due to the gradual change in the states.
Training on equally distributed and independent batches that is assumed by
stochastic gradient descent stabilizes the network. It prevents the network
from overfitting over the latest experiences or oscillating if one kind of a result
determines a short interval. Replay also improves data efficiency because each
experience could be utilized in subsequent updates of the weights, more than
the time at which it occurred, and is beneficial because of the overhead of

experience generation from interactions.

We start populating the replay buffer from the beginning of the training. We
wait until the buffer stores a defined number of transitions of 1000 steps,
before making gradient descent updates, to ensure that there is diversity of
experience in the buffer. Then at every learning step, we take a batch and
compute the loss in order to update the DQN parameters. We also limit the
buffer size as defined, and when the buffer reaches its limit, we remove the
oldest experiences in a first in, first out order (FIFO) order. With experience
replay, the DQL agent learns from navigating diversified steps from the past

in random order and improves learning and convergence.

3.3.2.2 Target Network

In regular Q-learning, the target values come from the same Q-function that is
being trained, and there is a risk of chasing the moving target and developing
instabilities. Double DQN resolves this by computing Q-value learning targets
using a different target network with parameters ~ (Mnih et al., 2015). We
keep a copy of the DQN model referred to as the target network, Q(s,a;07),
that is structurally identical to the main network Q(s,a;#) but has different
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parameters.

The parameters of the target network 6~ are frozen for a set number of training
steps and only updated periodically to be consistent with the most recent
parameters of the main network. Specifically, at every 200 update steps, we
execute a complete copy of the weights and the biases 6~ < . Between

updates, the 6~ remains frozen.

In computing the Q-learning update target y, we calculate the values of the fu-
ture state through the target network. This method dissociates the generation
of the target from the online network’s rapidly oscillating estimate and brings
in a more stable reference. The target network acts in essence as a lagging
estimator of the true Q-values. By the time the online network has changed
significantly, we update the target network to catch up and then allow it to
lag in a periodic manner again. This lowers oscillations and divergences that

would arise when we always bootstrap from a constantly changing Q-estimate.

3.3.2.3 Loss Function & Optimization

We train the DQN by reducing the error between the Q-network estimate
and the TD target (temporal-difference target) of the Bellman equation. We
calculate the target of each sampled (s;, a;, Rj11, 541, done) transition by the

rule:
— We first select the best action at the future state from the existing policy

network:

a" = argmax Q(s;y1,a’;0). (16)

This is the action that our new policy would take at s;;.
— We then compute Q-value of that action with the target network: Q(s;4+1,a*;67).

— The TD target y; of the sample is:

yj = Rjp1 + (1 — {done})yQ(sj41,a™;07), (17)

where I{done} is an indicator variable that is equal to 1 in the case that
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the episode ended at this transition and 0 in the case that it didn’t. That
means, y; is 2+ 7Qsarger for non-terminal states and only R for terminal

states.

Double Q-learning update uses the main network to select the argmax action
and the target network to evaluate it in order to address the bias that is
characteristic of the normal DQN by employing the same network to select and
approximate the action. Double DQN has been found to produce more precise

Q-value approximations and frequently superior performance (Van Hasselt et
al., 2016).

With the targets y; for each sample j in the batch, we calculate the loss. We
use the Huber loss, smooth L1 loss, instead of mean squared error. The Huber

loss L for an error § =y — Q(s,a;0) is:

162, if 0] <1,

L(9) =
6] = 5. if o] > 1,

(18)

which is quadratic for small errors and linear for large errors. This loss is
less sensitive to outliers than MSE, preventing extremely large gradients from
destabilizing training when the Q-network is very wrong about something ini-
tially. We compute the Huber loss for each sample in the batch and average
them to get the batch loss J(f). By minimizing this loss, we push the Q-
network’s output Q)(s;, a;; ) closer to the target y; for each experience in the

sample.

We use the Adam optimizer which is a variant of stochastic gradient descent
with adaptive learning rates to perform the weight updates, which helps with
efficient and stable convergence. We set a learning rate, {r = 0.001 for Adam;

this hyperparameter controls how big each gradient step is.

We make the weight updates using the Adam optimizer, a type of stochastic
gradient descent with adaptive learning rates, which allows for efficient and
stable convergence. We set a learning rate, Ir = 0.001 for Adam, which is a

hyperparameter and specifies the size of each gradient step.
In each of the training phase iterations, after calculating the loss from a batch
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of replayed experiences, we do a backward pass computing gradients of J(#)
with respect to the network parameters, then use Adam to adjust #. Doing
this procedure iteratively, leads the network to gradually learn better Q-value
approximations. Convergence is theoretically to @*, the optimal Q-values,
given enough exploration and experience, although in practice we terminate

the training after a specified number of episodes.

3.3.2.4 Exploration Strategy

Reinforcement learning needs a balance between exploration (trying new ac-
tions to learn their consequences) and exploitation (using existing knowledge
to achieve the maximum reward). We adopt an e-greedy exploration approach

to control this trade-off. Under e-greedy, at each decision time-step:

— With a probability of € the agent chooses an action randomly from the
available actions rather than the greedy best action. It lets the agent
explore actions that may not seem suitable based on the current Q esti-

madtes.

— With probability 1—e¢, the agent chooses the action that has the maximum
Q-value estimated by the DQN and exploits the existing knowledge.

We start with maximum exploration rate at the beginning of the training. As
training progresses, we decrement ¢ linearly from 1.0 to 0.05 in the first 75%
of the episodes of the training. That means at the end of each episode, we
decrease € slightly, until it reaches ¢ ~ 0.05. This schedule provides higher
exploration opportunity for sampling a wide range of states and actions early
on and shifts to high exploitation later through the steps so the agent uses
its learned knowledge of the environment and takes actions that maximize the
reward. Even though other schedules such as exponential decay can also be

used, linear decay is easy to interpret and efficient.

With these mechanisms, experience replay, Double Q-networks, Huber loss,
Adam optimization, and epsilon-greedy exploration, our DQL agent is capable
of learning efficiently and stably. The agent starts mostly exploring the state-
action space, gradually concentrates more on exploitation of the knowledge

it has acquired, and utilizes replayed experience to generalize and remember
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rare but valuable transitions. The target network and double-Q update keep
the learning bounded and convergent. Together, they contribute to RQ2 by
allowing the agent to gradually converge to an effective policy 7*(s), and
make a better placement choices in each state. In evaluation, as the training
progresses, we anticipate seeing the agent’s choices improve the cumulative
reward, showing higher QoE and better resource trade-offs, which we verify in

the subsequent chapter.

3.4 Evaluation Metrics and Comparison

In the upcoming chapter, we demonstrate and discuss the performance of the
Deep Q-Learning agent defined within the Markov Decision Process proposed
in this chapter. To evaluate the proposed agent’s effectiveness, we consider

four evaluation metrics:

— Quality of Experience: Measured using the Mean Opinion Score (MOS)-
based QoE model described in reward function design. The average MOS
across all clients is reported per episode, representing perceived user qual-

ity throughout training and under the learned policy.

— Migrations: Measures number of disconnections of clients from one
server and reconnection to another server during an episode. Migra-
tions cause disruption of service, due to the delay until the users continue
receiving content again. Yet, they allow for adjustments where another

server would provide considerably higher rewards in the long-term.

— Energy/MOS: Measured by dividing the energy expenditure (in kWh)
of an episode by the average system MOS during that episode. It is
a measure of the system energy cost per unit of quality of experience

delivered.
— Carbon/MOS: Measured by dividing the carbon emissions (in kg) of
an episode by the average system MOS during that episode. It measures

system emissions per unit of quality of experience delivered.

We compare the proposed agent with a round robin baseline. Round robin

is an stationary cyclical algorithm that assigns clients to servers across the
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continuum by allocating a client to each tier (fog, regional cloud, hyperscale

cloud) and repeating the same pattern until all clients are assigned.
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Chapter 4

Results and Discussion

In this chapter we present the results of training our proposed DQN agent
within the designed simulated environment and discuss the results of the ex-
periments. Our aim is to understand how effective the agent can act in max-
imizing its rewards and delivering a better overall QoE across the system.
Moreover we evaluate the agent’s ability in reaching an stable placement pol-
icy with moderate levels of migration as well as provisioning and improving

efficiency of electricity usage and carbon emissions.

We run the experiment for evaluating the proposed agent with 10 clients and
12 servers, with 2 fog servers, 4 regional cloud servers and 6 hyperscale cloud
servers as displayed in Figure5. This is a scenario in which the servers pro-
viding highest QoS are limited in availability and the agent nevertheless needs
to learn policies that maximize overall QoE. The training comprised 120000

steps, divided across 1000 episodes of 120 steps.
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Figure 5: Schema of the Experimental Setup

We first present the diagrams providing detailed performance of the agent
across every step of its training and discuss the types of trends observed and
the range of values in different phases. Then we report the agent’s performance
across the evaluation metrics and compare them to the baseline, demonstrating

superior performance of the dynamic DQL agent proposed.
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Figure 6: Total Rewards Per Episode

Rewards serve as a key signal in evaluating the capabilities of an agent in
pursuing its goals within the environment. They reflect the agent’s ability in

learning policies that result in better alignment with the defined objectives.

Figure 6 shows the evolution of agent’s rewards across its 1000 training episodes.
At the beginning of training, the agent starts with low rewards that shows its
limited ability in interacting with the environment effectively. This pattern
is expected due to the domination of exploration during the early stages of
training in a complex environment with many pitfalls that lead to lower per-

formance.

As training progresses, a clear upward trend emerges, with the agent achieving
consistently high rewards during later episodes, inducing majorly positive re-
wards during the last 200 steps. Such a trend demonstrates that the learning
algorithm successfully enables the agent to adapt to its environment, avoid

detrimental actions, and maximize long-term gains.
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Figure 7: System Average MOS Per Episode

The primary objective of the agent proposed is to maximize Quality of Ex-
perience. As outlined and discussed previously, MOS serves as the metric we

track for evaluating the system’s performance with regards to the user QoE.

Figure 7 illustrates the system average MOS values achieved by the agent
throughout its training. During the early episodes, system average MOS is at
around 2.4, and throughout the agent’s training it grows steadily. Over time,
this improvement pushes the system average MOS beyond 3.0, and by the
final episodes most values are between 3.2 and 3.4. The rise in system average
MOS as well as the reduction in variability during later episodes, highlights
the ability of the agent to converge toward stable and effective policies that

align with its primary objective of maximizing QoE.
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Figure 8: Migrations per Episode

Number of migrations is a metric of the stability of agent’s placements. Fewer
migrations, translates to less disruptions to the service provided to the users.
However they are desired to happen when another placement is expected to
provide considerably higher QoE in the long-term exceeding the overhead of

the migration.

Figure 8 shows the number of total migrations during each episode. Training
starts with more than 100 migrations happening per episode, due to the agent’s
exploration in the environment and as it progresses the number of migrations

reduce substantially, reaching the range around 30 by the end of training.

To understand the behavior of the agent in making migrations, it is important
to note that at any given step, the majority of the actions available to the agent
are migration decisions. Thus, a downward trend in number of migrations
highlights that the reward signal and the agent’s learned policy keep it from

taking migration decisions during most of the steps.
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Figure 9: Energy Usage to MOS Per Episode

Continuum servers in layers close users provide high QoS yet come with higher
power consumption at the same time. Hyperscale servers, on the other hand,
benefit from optimizations in cooling, infrastructure management and scale
resulting in lower power consumption but can not provide as good of a QoS
as the former. Thus, managing energy in the edge-cloud continuum is a chal-

lenging task.

Figure 9 shows the system energy consumption (in kWh) proportional to aver-
age QoE, as measured by MOS. The results show that the DQL agent handles
the trade-off effectively and learns to maintain and even improve the energy
efficiency. As the training progresses from the early stages, the Energy over-
head of QoE, shows a downward trend, going from 1.7 (kWh/MOS) to around
1.35 in the late episodes.
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Figure 10: Carbon Emissions to MOS Per Episode

Similar with energy, server tiers with higher QoS, are less carbon-efficient as
they usually rely on more polluting energy sources for power. Additionally,
Carbon emissions are very dynamic and in our simulation exhibit variations
similar to actual energy sources for each tier. As a result, maintaining system
carbon emissions is more challenging compared to anchoring and less dynamic
metrics due to the effect of multiple stochastic factors. Figure 10 illustrates the
ratio of Carbon emissions (in kg) to the system MOS of the proposed agent.
It shows that the proportional carbon emissions of the system stays bounded
and with the agent learning the underlying pattern, the central tendency in

the later episodes decreases from earlier in the training.

To comparatively asses our agent’s capability, we benchmark its performance
against a round-robin baseline. Results of both algorithms are displayed in
Table 9.

Method MOS Energy/MOS Carbon/MOS Migration
DQN (Avg. last 3.32 1.36 0.29 31

100 steps)

Round Robin 2.74 1.50 0.37 stationary policy

Table 9: DQN Agent Versus Baseline Performance
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The proposed DQN agent achieves an average system MOS of 3.32 during its
last 100 episodes which is considerably higher than the 2.74 score of the round
robin agent. It translates to higher Quality of Experience for the users across
the system, and demonstrates the effectiveness of the agent in navigating the

environment and learning policies that lead to better QoE.

On the other hand the Energy expenditure per unit of QoE (kWh/MOS)
decreases from 1.50 for the round robin agent to 1.36 for the DQN agent. A
similar situation can be observed with carbon emissions, where the emissions
per unit of QoE (kg/MOS), decrease from 0.37 for round robin agent to 0.29
with the DQN agent. These results show that the learned policies not only
lead to better QoE but also improve efficiency in terms of energy usage and

carbon emissions.

Finally, round robin is an stationary policy, where the clients remain con-
nected to the same server they are assigned to until the session ends. The
DQN agent, however, performs 31 migrations per episode, which is amounts
to 3.1 migrations per client on average. This enables a dynamic approach that
can respond to prospects of better outcomes and make decisions to change
assignments to servers, at a moderate number, without causing many service

disruptions driven by short-term reward seeking.

The results demonstrate two key points, which relate to our research questions,
defined in the first chapter:

1) The environment modeling as an MDP and the design of the placement
agent using a Deep Q-Learning approach, enabled the agent to acquire the
ability to learn through interaction and evaluating the outcomes of its actions.
This is reflected in the evolution of the metrics defined for tracking and evalu-
ating the agent, including its consistently higher rewards, less migrations and

better efficiency in electricity usage and carbon emissions.

2) The outcomes of the policy that the agent learns, are not only an improve-
ment over those of the earlier steps of its training, which shows the ability
to learn, reflected by the detailed per episode performance plots presented.
They also demonstrate that the dynamic learning agent can outperform the

defined baseline with regards to the delivered QoE as well as other metrics,
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highlighting a better overall suitability for placement and provisioning of XR

applications, compared to the common algorithm it was tested against.
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Chapter 5

Conclusion and Future Work

5.1 Conclusion

This work addressed the problem of QoE-aware service placement for Ex-
tended Reality (XR) applications in the edge-cloud continuum. Growing com-
putational demands of these applications and local processing limitations of
clients such as Head Mounted Displays (HMD), motivate solutions focused on
streaming from external servers. However, streamed XR applications requires
stringent QoS metrics, making efficient placement and provisioning of client
services a complex yet essential task. To this end, we modeled the XR ser-
vice placement problem as a Markov Decision Process (MDP) and developed
a Deep Q-Learning (DQL) agent to dynamically allocate XR clients to servers
within the defined MDP.

The proposed model, considers multiple objectives including QoE, energy con-
sumption, carbon emissions and client migrations between servers addressing
RQ1. Our DQL agent employed various techniques to increase the efficiency of
training including a Double Deep Q-Network design to improve stability and
reduce overestimation bias, experience replay to overcome temporal correlation
and enhance sample efficiency and epsilon greedy exploration to prevent agent

from getting stuck in suboptimal policies by allowing for ongoing exploration.

We evaluated the proposed agent and compared it against a round robin base-
line in a simulated environment. The results of the evaluation demonstrated
our agent’s ability in effectively steering through the environment and achiev-
ing higher rewards and system average QoE while reducing energy usage per
MOS and carbon emissions per MOS through its training steps and versus
the baseline. Also the agent performs a moderate number of migrations that
enable it to make dynamic decisions with regards prospects of higher rewards

without causing excessive service disruptions, as opposed to the stationary
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placement of round robin. The design, implementation and evaluation of the
agent addresses RQ2.

5.2 Future Work

Building on the foundation of this work, various promising avenues for future
studies can be noted. These directions could contribute to enhancing scalabil-

ity, realism and scope of the proposed QoE-aware service placement solution.

As demonstrated, the single agent formulation of the problem allows central-
ized planning and decision making which enables effective decision making and
QoE optimization across the system. However, in order to improve the scal-
ability of the system, a next step for extending the current work would be to
transition from the current single-agent setup to a Multi-Agent Reinforcement
Learning (MARL) framework. The current agent, while proven effective in
optimizing QoE across the system, may face challenges with latency and scal-
ability when deployed in environments with geographically distributed clients.

Two main MARL approaches could be particularly effective for this problem:

— Hierarchical Multi-Agent Reinforcement Learning: This approach can be
modeled as a direct successor to the current agent, with individual agents
responsible for clusters of clients in their region and synced through a

messaging mechanism to manage servers in cloud tiers jointly.

— Centralized training, Decentralized Execution: In the training phase each
agent would have access to the global state space, leading to more stable
learning, while decentralized and independent execution enables scalable

deployments.

Furthermore, more sophisticated reinforcement learning algorithms and archi-
tectures could be leveraged. Especially policy gradient methods such as Ad-
vantage Actor-Critic (A2C) and Proximal Policy Optimization (PPO) might
yield higher performance in more complex scenarios and offer more stable con-
vergence. Moreover, graph-neural network-based policy representations could
be integrated to effectively model relationships among distributed clients and

Server.
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Additionally, the scope of the current work could be broadened to more holis-
tic orchestration to include various system aspects as well as making decisions
based on application types and specific requirements. Finally, validating the
proposed DQL agent on a physical testbed could bridge the gap between simu-
lation and reality and demonstrate its robustness in working with complexities

of real-world scenarios.
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Appendix

The python implementation of our environment and agent using PyTorch and

gymnasium comes below:

NetTrace:
def __init__(self, host_profile_distribution: list, seed=None):
self.num_hosts = sum(host_profile_distribution)
self.rng = np.random.default_rng(seed)
self.host_params = []

def _range_to_mean_std(min_val, max_val):
mean = (min_val + max_val) / 2.0
std_dev = (max_val - min_val) / 6.0
return mean, std_dev

with open("base_profiles.jso ") as f:
base_profile_definitions = json.load(f)

if self.num_hosts 0: return
if len(host_profile_distribution) > len(base_profile_definitions):
raise ValueError("Tiers don't match between host definition and distribution")

for profile_idx, count in enumerate(host_profile_distribution
if count 0:
continue

chosen_base_profile = base_profile_definitions[profile_idx]
base_ec_mean, base_ec_std = _range_to_mean_std(xchosen_base_profile['base_ec_kw'])

for _ in range(count):
self.host_params.append({

‘rtt_range': chosen_base_profile['rtt'],
‘rj_range': chosen_base_profile['rj'],
‘pl_range': chosen_base_profile['pl'],
'base_ec_k self.rng.normal(base_ec_mean, base_ec_std),
‘efficiency_peak_load': chosen_base_profile['efficiency_peak_load
‘ci_region': chosen_base_profile['ci_region'],
'max_clients': chosen_base_profile['max_clients']
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PlacementEnv(gym.Env):
UNASSIGNED_HOST_ID =i
UNASSIGNED_RTT = 1000.0
UNASSIGNED_RJ = 100.0
UNASSIGNED_PL = 100.0

def __init__(self, traces: NetTrace, num_clients: int, render_mode=None):
super().__init_ ()
self.traces = traces
self.num_hosts = self.traces.num_hosts
self.num_clients = num_clients
self.host_max_clients = [p['max_clients'] for p in self.traces.host_params]
if self.num_hosts 0: raise ValueError("No Host!")
if self.num_clients raise ValueError(“"No clients!")
if sum(self.host_max_clients) < self.num_clients:
print(f":Client capacity ({sum(self.host_max_clients)}) less than current clients ({self.num_clients}).")
self.render_mode = render_mode
self.action_space = spaces.Discrete(self.num_clients * (self.num_hosts + 1))
client_obs_size = self.num_hosts + 1
system_load_size = self.num_hosts
system_qos_size = self.num_hosts * 3
system_sustain_size = self.num_hosts *x 2

time_size = 1
self.dql_state_size = (self.num_clients * client_obs_size) + system_load_size + system_gos_size + system_sustain_size + time_size

self.observation_space = spaces.Box(low=0.0, hig .0, shape=(self.dql_state_size,), dtype=np.float32)
self.rng = np.random.default_rng()
self._reset_internal_state()

f _reset_internal_state(self):
self.client_placements = np.full(self.num_clients, self.UNASSIGNED_HOST_ID, dtype=int)
self.client_current_demand = np.zeros(self.num_clients, dtype=float)
for i in range(self.num_clients):
self.client_current_demand[i] = max(0.0, CLIENT_BASE_DEMAND + self.rng.poisson(POISSON_LAMBDA) - self.rng.poisson(POISSON_LAMH
self.host_workloads = np.zeros(self.num_hosts, dtype=float)
self.step_id = @
self.unassigned_clients_count = self.num_clients
self.current_host_qos_metrics [{"rtt":0.0,"rj":0.0,"p1":0.0} for _ in range(self.num_hosts)]
self.current_client_mos = np.zeros(self.num_clients, dtype=float)
self.total_energy_consumed_episode = 0.0
self.total_carbon_emitted_episode = 0.0

self.current_base_rtt = np.zeros(self.num_hosts, dtype=float)
self.current_base_jitter = np.zeros(self.num_hosts, dtype=float)
self.current_base_pl = np.zeros(self.num_hosts, dtype=float)

_initialize_network_conditions(self):

for h_id in range(self.num_hosts):
params = self.traces.host_params[h_id]
self.current_base_rtt[h_id] = self.rng.uniform(xparams['rtt_range'])
self.current_base_jitter[h_id] = self.rng.uniform(xparams['rj_range'])
self.current_base_pl[h_id] = self.rng.uniform(xparams['pl_range'])
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def _update_network_conditions(self):
for h_id in range(self.num_hosts):
params = self.traces.host_params[h_id]

rtt_min, rtt_max = params['rtt_range']

rtt_mean = (rtt_min + rtt_max) / 2.0

rtt_drift = OU_THETA_RTT x (rtt_mean - self.current_base_rtt[h_id])

rtt_noise = self.rng.normal(@, OU_SIGMA_RTT)

self.current_base_rtt[h_id] += rtt_drift + rtt_noise

self.current_base_rtt[h_id] = np.clip(self.current_base_rtt[h_id]l, rtt_min, rtt_max)

jitter_min, jitter_max = params['rj_range']

jitter_mean itter_min + jitter_max) / 2.0

jitter_drift = OU_THETA_JITTER * (jitter_mean - self.current_base_jitter[h_id])

jitter_noise = self.rng.normal(®, OU_SIGMA_JITTER)

self.current_base_jitter[h_id] += jitter_drift + jitter_noise

self.current_base_jitter[h_id] = np.clip(self.current_base_jitter[h_id], jitter_min, jitter_max)

pl_min, pl_max = params['pl_range'l

pl_mean = (pl_min + pl_max) / 2.0

pl_drift = OU_THETA_PL % (pl_mean - self.current_base_pl[h_id])

pl_noise = self.rng.normal(@, OU_SIGMA_PL)

self.current_base_pl[h_id] += pl_drift + pl_noise

self.current_base_pl[h_id] = np.clip(self.current_base_pl[h_id]l, pl_min, pl_max)

_get_dynamic_carbon_intensity(self, region: str, time_of_day: float) —> floa

if region == 'high':

base_ci = 0.4 + 0.15 % np.sin(2 * np.pi * time_of_day)
elif region ‘moderate':

base_ci = 0.15 + 0.1 * np.sin(2 * np.pi * time_of_day)
elif region "low':

base_ci = 0.1 - 0.05 * np.sin(2 * np.pi * time_of_day)

return max(0.0, base_ci)

f _get_energy_consumption_kw(self, host_id: int, total_load_on_host: float) —> float:
params = self.traces.host_params[host_id]
base_ec = params|['base_ec_kw']
peak_eff_load = params['efficiency_peak_load']
max_cap = params['max_clients'] * CLIENT_BASE_DEMAND

load_ratio = total_load_on_host / max_cap if max_cap > @ else @
efficiency_factor = 1 + 0.5 * ((load_ratio - peak_eff_load) %k 2)
dynamic_ec = (total_load_on_host * 0.1) x efficiency_factor
return base_ec + dynamic_ec
f _get_host_load_metrics(self, host_id: int, total_load_on_host: float):
base_rtt = self.current_base_rtt[host_id]
base_rj = self.current_base_jitter[host_id]
base_pl = self.current_base_pl[host_id]
ec_rate_actual_kw = self._get_energy_consumption_kw(host_id, total_load_on_host)
time = self.step_id / EPISODE_STEPS

ci = self._get_dynamic_carbon_intensity(self.traces.host_params[host_id]['ci_region'], time)

return base_rtt, base_rj, base_pl, ec_rate_actual_ki
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def _normalize(self, value: float, key: str) —> float:
min_val = self.min_vals[key]
max_val = self.max_vals[key]
if (max_val - min_val) <= 0: return 0.0
normalized = (value — min_val) / (max_val - min_val)
return np.clip(normalized, 0.0, 1.0)

ef _get_dql_state(self) —> np.ndarray:
state_vector = []
for i in range(self.num_clients):
host_one_hot = np.zeros(self.num_hosts + 1)
if self.client_placements[i] != self.UNASSIGNED_HOST_ID:
host_one_hot [self.client_placements[i]] = 1.0
@laes
host_one_hot [self.num_hosts] = 1.0
state_vector.extend(host_one_hot.tolist())
workload in self.host_workload
state_vector.append(self._normalize(workload, 'workload'))
h_idx in range(self.num_hosts):
rtt_h, rj_h, pl_h, _, _ = self._get_host_load_metrics(h_idx, self.host_workloads[h_idx])
self.current_host_qos_metrics[h_idx] = : rtt_h, "rj": rj_h, "pl": pl_h}
state_vector.extend( [
self._normalize(rtt_h, 'rtt'), self._normalize(rj_h, 'rj'), self._normalize(pl_h, 'pl')
1)
h_idx in range(self.num_hosts):
_+ _» _, ec_rate_actual, ci = self._get_host_load_metrics(h_idx, self.host_workloads[h_idx])
state_vector.extend( [
self._normalize(ec_rate_actual, 'ec_rate'), self._normalize(ci,

‘cei')
1)
time = self.step_id / EPISODE_STEPS

state_vector.append(time)

return np.array(state_vector, dtype=np.float32)

f reset(self, seed=None, options=None):
super().reset(seed=seed)
reset_internal_state()
_initialize_network_conditions()
self.host_workloads.fill(0.0)
for cid in range(self.num_clients):
if self.client_placements[cid] self.UNASSIGNED_HOST_ID:
self.host_workloads[self.client_placements[cid]] += self.client_current_demand [
dql_obs_vector = self._get_dql_state()
info = self._calculate_current_qoe_and_metrics(dql_obs_vector)
if self.render_mode == "human": self._render_frame()
return dql_obs_vector, info

_calculate_current_goe_and_metrics(self, dql_state_vector: np.ndarray):
client_mos_list = []
individual_client_goe = {}
for i in range(self.num_clients):
current_host_id = self.client_placements[il
client_demand = self.client_current_demand[il]
mos = 1.0
if current_host_id != self.UNASSIGNED_HOST_ID:
host_gos = self.current_host_qgos_metrics[current_host_id]
mos = predict_mos_lin_reg(host_qos["rtt"], host_gos["pl"], host_qos["rj"])
client_mos_list.append(mos)
individual_client_qoe[f"client_{i}_mos"] = mos
self.current_client_mos = np.array(client_mos_list)

total_step_energy_kwh, total_step_carbon_kgco2 = 0.0, 0.0
for h_idx in range(self.num_hosts):
_» _» _, ec_rate_total_kw, ci = self._get_host_load_metrics(h_idx, self.host_workloads[h_idx])
energy_h_total = ec_rate_total_kw * (DELTA_T / 3600.0)
total_step_energy_kwh += energy_h_total
total_step_carbon_kgco2 += energy_h_total * ci
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f step(self, action: int):
client_id_to_act = action // (self.num_hosts + 1)
target_host_val = action % (self.num_hosts + 1)
original_placement = self.client_placements[client_id_to_act]
intended_target = target_host_val if target_host_val < self.num_hosts else self.UNASSIGNED_HOST_ID
final_target = intended_target
if (intended_target != self.UNASSIGNED_HOST_ID and np.sum(self.client_placements == intended_target) >= self.host_max_clients[intended_target]):
final_target = original_placement
migrations_count = 1 if final_target original_placement else 0
self.client_placements[client_id_to_act] = final_target

self.step_id += 1

self._update_network_conditions()

self.host_workloads.fill(0.0)
for cid in range(self.num_clients):
self.client_current_demand[cid] = max(0.0, CLIENT_BASE_DEMAND + self.rng.poisson(POISSON_LAMBDA) - self.rng.poisson(POISSON_LAMBDA))
if self.client_placements[cid] self.UNASSIGNED_HOST_ID:
self.host_workloads [self.client_placements[cid]] += self.client_current_demand[cid]

next_dql_obs = self._get_dql_state()

info self._calculate_current_goe_and_metrics(next_dql_obs)
info["migrated_clients_count"] = migrations_count
self.total_energy_consumed_episode += info["system_energy_kwh_this_step"]
self.total_carbon_emitted_episode += info["system_carbon_kgco2_this_step"]

reward reward_function(
info["client_mos_list"],
migrations_count,
info["dynamic_energy_kwh_for_penalty"],
info["dynamic_carbon_kgco2_for_penalty"]

DQN(nn.Module):

def __init__(self, input_size, output_size, hidden_size):
super(DQN, self).__init_ ()
self.fcl = nn.Linear(input_size, hidden_size)
self.fc2 = nn.Linear(hidden_size, hidden_size)
self.fc3 = nn.Linear(hidden_size, output_size)
forward(self, x):
x = F.relu(self.fcl(x))
x = F.relu[self.fcz&x)ﬂ
return self.fc3(x)

DQNAgent:
def __init__ (self, state_size, action_size, gamma, lr, epsilon_start, epsilon_end, epsilon_decay_rate,
buffer_size, batch_size, target_update_freq, min_replay_size, hidden_size):

self.state_size, self.action_size = state_size, action_size
self.gamma, self.lr = gamma, lr
self.epsilon, self.epsilon_min, self.epsilon_decay = epsilon_start, epsilon_end, epsilon_decay_rate
self.batch_size, self.target_update_freq, self.min_replay_size = batch_size, target_update_freq, min_replay_size
self.device = torch.device("cuda" if torch.cuda.is_available() else "cpu")
self.policy_net = DQN(state_size, action_size, hidden_size).to(self.device)
self.target_net = DQON(state_size, action_size, hidden_size).to(self.device)
self.target_net.load_state_dict(self.policy net.state_dict())
self.target_net.eval()
self.optimizer = optim.Adam(self.policy_net.parameters(), lr=self.lr)
self.memory = deque(maxlen=buffer_size)
self.steps_done = 0
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