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Abstract

Large Language Models (LLMs) are being increasingly integrated into interactive appli-
cations such as games; their deployment is, however, faced with the serious challenges of
performance and sustainability, especially in latency-sensitive applications. This research
explores and compares the raw serving capabilities and real-time performance impact on
resource utilisation along with the environmental footprint of LLM inference in cloud and
edge computing setups, using a custom trivia game as the target use case. A novel and
generalizable methodology is proposed that blends synthetic benchmarking with metric
gathering in real time to quantify latency, power usage, carbon footprint, and hardware
utilisation in both deployment environments. The Llama 3.2 1B Instruct model was
fine-tuned and deployed on an AWS EC2 instance for the cloud environment and on a
discrete-GPU laptop for the edge environment. Key results show that edge deployment
reduced average end-to-end latency by 26%, throughput was improved by over 25%, and
both GPU utilisation and memory usage were lowered by 36% and 65% respectively,
without compromising generation quality. Although energy efficiency differences were
not statistically significant, the edge setup benefited from being located in a region with
lower carbon intensity. These results offer practical guidelines for the deployment of LLM
in latency-sensitive systems and demonstrate the value of context-aware benchmarking
for evaluating responsiveness and sustainability in actual Al deployments.
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Chapter 1

Introduction

Large Language Models (LLMs) have emerged in recent years as powerful tools capable
of generating coherent, context-aware content across a range of domains (WX Zhao et
al., 2024). Their incorporation into interactive systems, specifically video games, has
created new possibilities for dynamic storytelling, procedural content generation, and
player interaction (Csepregi, [2023; Gallotta et al., 2024; Sweetser, 2024; Isaza-Giraldo
et al., |2024). However, bringing these capabilities to real-time systems has considerable
technical challenges to be tackled. The most urgent among these are computational
performance, latency, and power consumption issues, particularly when deploying models
in various environments such as cloud hosts or edge devices locally (Samsi et al., |2023;
Wilkins, Keshav, and Mortier, 2024} Argerich and Patinio-Martinez, [2024). As real-time
AT becomes more advanced, it is crucial to know how system behaviour is affected by
deployment methods, not only from the point of view of technical optimisation, but also
for sustainable and responsive user experiences.

1.1 Background

LLMs are being utilised with growing frequency in interactive applications due to their
ability for natural language response generation, following explicitly framed prompts, and
comprehension of context. Within the domain of video games, this capability has been
applied to tasks such as dynamically generating non-player character dialogue, adapting
puzzles, or creating quests in real time. These applications are not only enhancing proce-
dural design but also contributing to greater narrative depth and immersion for players
(Gallotta et al., 2024; Sweetser, |2024).

However, the use of LLMs in practical deployment entails major engineering chal-
lenges. In contrast to offline content generation, real-time systems demand that models
answer quickly and economically under bounded hardware and energy budgets. Two
leading deployment approaches dominate the landscape: cloud deployment, which pro-
vides scalability and hardware availability; and edge deployment, which provides quicker
local response times, better data privacy (Parthasarathy et al., [2024; Xu et al., [2024),
and possibly reduced carbon emissions if achieved within low-intensity zones.

Evaluating these deployment strategies is not just about benchmarking the usual
performance indicators such as latency and throughput but also the usage of system re-
sources (CPU/GPU utilisation, memory utilisation), energy consumption, and environ-
mental footprint. These considerations are especially relevant to green Al development
and have gained increasingly more attention in the last few years (Nguyen et al., |2024;



Bai et al., 2024).

Although some recent studies have mentioned the use of lightweight LLMs in resource-
constrained settings and others have researched their cloud deployment options, not many
have done so in the context of real-time interactive systems with the aim of assessing their
computational and environmental impact. A recent master’s thesis by Dhas and Jhansi
(2025)) performed comparative experimentation with DistilGPT2 on free-tier CPU-based
infrastructure on AWS, GCP, and Azure clouds by measuring performance and cost
in resource-constrained environments. The study was, nonetheless, exclusively directed
at cloud-based inference with artificial workloads and did not touch on edge cases or
integration in end-user applications like games.

This gap underscores the necessity of a thorough examination of the performance, re-
source consumption, and deployment trade-offs of LLMs in the context of integration with
real-time interactive environments. This thesis fills this gap by performing an organized
comparison of cloud versus edge deployment of a fine-tuned lightweight LLM for gener-
ating trivia questions for a Unity-based game and reporting system-level performance in
conjunction with user-oriented responsiveness.

This work was conducted in parallel with a bachelor’s thesis by Aryaei (2025a)), which
focused on the development of the Unity-based trivia game client. While that thesis con-
centrated on the front-end game design and interaction, the present dissertation addresses
the backend infrastructure, integration with the LLM, and system-level evaluation. The
two projects were coordinated to ensure interoperability between the Unity client and
the backend services.

1.2 Rationale

While extensive research has explored the use of LLMs to create game content, less
attention is given to their computational footprint and efficiency in terms of utilising
resources while executing in different environments, e.g., cloud vs. edge.

Current research has focused on the integration of LLMs in game development pipeline
to assist in 3D scene creation process for game developers (De La Torre et al., [2024));
creating agents based on LLMs that can learn how to play a game (G Wang et al.,
2023)); automatically generating 3D content for games from 3D asset databases (Jun
and Nichol, 2023) and from 2D images (Poole et al., 2022); generating 3D humanoid
animations from text prompts (Zhang et al., [2024); and enhancing game NPCs’ ability
to communicate with users and perform actions (Volum et al., 2022). These research
efforts are more concerned with model capabilities rather than system-level aspects such
as inference latency, resource usage (CPU/GPU load, memory), power consumption, and
carbon footprint, especially in real-time contexts.

This study addresses this gap by benchmarking a fine-tuned Llama 3.2 1B instruct
model in two environments: an AWS EC2 instance hosted in the cloud and an on-premises
edge laptop, both as backends to the Unity-based trivia game. Emphasis is placed on
the measurement and comparison of performance on critical dimensions such as latency,
throughput, system load, energy efficiency, and environmental footprint. Therefore, the
study adds new empirical insight into how deployment environment affects sustainability
and feasibility of LLM-enabled real-time applications.



1.3 Research Aim and Objectives

LLMs have attracted considerable attention in game creation for their capacity to generate
dynamic content, including dialogue, quests, and trivia questions. However, successful
implementation of these models requires a thorough study of computational performance,
resource consumption, and suitability for specific game situations. This study aims to
investigate and compare the resource utilisation and computational impact of deploying
a fine-tuned Llama 3.2 1B instruct model in cloud and edge environments for generating
trivia questions for a Unity-based game.

The experiments are conducted in two phases for both scenarios. Phase 1: Au-
tomated Serving Performance Benchmarking collects key metrics such as Time
to First Token (TTFT), Time per Output Token (TPOT), Inter-Token Latency (ITL),
End-to-End Latency (E2EL), and Throughput (requests/s, tokens/s) to assess language
model serving performance. Phase 2: Real-Time Use-Case Evaluation focuses on
metrics related to resource consumption, latency, and sustainability, including response
generation time, number of input and output tokens, GPU energy consumption during
inference, GPU energy consumption per token, associated carbon emissions based on the
electricity mix in Sweden, CPU and GPU utilisation percentages, CPU and GPU peak
memory usage, number of attempts required to produce a valid response, and end-to-end
latency.

To achieve this aim, two research questions (RQs) and their corresponding research
objectives (ROs) have been established as follows:

RQ1: How was the LLM selected and adapted for trivia question generation in a
game context, and what were the key considerations and outcomes of the adaptation
process?

RO1: Document the selection and adaptation process of the Llama 3.2 1B instruct
model, including the implementation of fine-tuning strategies, and the evaluation of model
performance in generating trivia questions before adaptation. This includes assessing the
model’s ability to generate well-structured trivia questions across multiple difficulty levels
(easy, medium, hard, very hard, expert), identifying initial performance limitations, and
comparing parameter-efficient fine-tuning using LoRA vs. full-parameter fine-tuning.

RQ2: How do system performance metrics, including CPU and GPU utilisation,
memory usage, model response generation time, end-to-end latency, inference energy con-
sumption, and carbon emissions, vary when deploying the adapted LLM in cloud versus
edge environments during trivia question generation? Additionally, how do serving per-
formance metrics (TTFT, TPOT, ITL, E2EL, Throughput) collected through automated
benchmarking differ across these deployment scenarios?

RO2: Deploy the model in both cloud and edge environments. The objective is has
two components:

1. Subphase 1: Utilise the benchmark_serving.py script provided by vLLM to system-
atically collect serving performance metrics (TTFT, TPOT, ITL, E2EL, Through-
put) in controlled benchmarking conditions, independent of trivia question genera-
tion.

2. Subphase 2: Collect resource consumption and runtime metrics (CPU and GPU
utilisation, memory usage, response generation time, input and output tokens, in-
ference energy consumption, carbon emissions, and end-to-end latency) specifically
during trivia question generation.


https://serving.py

The objective is to analyse and compare these metrics across cloud and edge scenarios,
providing insights into deployment strategies for LLM applications in game settings, with
a particular emphasis on resource efficiency and sustainable AI practices.

1.4 Scope and Delimitations

This study is confined to the deployment of a single LLM model, Llama 3.2 1B instruct,
in the specific context of trivia question generation for a Unity-based game. The anal-
ysis includes metrics such as inference time, system resource utilisation, GPU energy
consumption, carbon emissions, and end-to-end latency for each environment.

The study does not explore network optimisation strategies, storage costs, or user in-
teraction metrics. Additionally, hybrid cloud-edge scenarios and alternative LLMs beyond
Llama 3.2 1B instruct are excluded, maintaining a focused scope on isolated deployment
environments.

Another important limitation is that the chosen edge deployment relied on a high-
performance consumer laptop with discrete GPU (MSI GS75 Stealth). While this setup
represents a practical edge device available to individual developers, it is not represen-
tative of more resource-constrained edge hardware such as embedded SoCs (System on
Chip) or mobile devices. Therefore, the findings regarding latency and energy efficiency
should not be overgeneralised to all edge contexts. Instead, the contribution of this thesis
lies in the proposed benchmarking methodology, which can be transferred and reapplied
across other deployment environments and hardware classes.

1.5 Contribution of Research

This thesis is a systematic, reproducible, and substantial investigation of the computa-
tional effects of utilising LLMs in cloud and edge deployments for a real-time gaming
application. The main contributions of this thesis include:

e Review of metrics to assess LLMs in production environments:
A synthesized overview of the most relevant state-of-the-art metrics for evaluating
LLM performance and resource utilisation, covering both inference efficiency metrics
(e.g., TTFT, TPOT, ITL, Throughput) and system-level metrics (e.g., GPU power
usage, carbon footprint, memory utilisation).

e Comprehensive methodology for deploying and evaluating LLMs in real-
time applications:
This thesis proposes and applies a novel, extensible methodology to evaluate the
computational cost of LLMs across deployment environments. The pipeline stages
comprise model selection, fine-tuning (with LoRA and full fine-tuning), integration
in a Unity game, serving configuration via vLLM, and secure API communication.
A two-phased data collection approach is also part of the pipeline and was conceived
to be generalizable to other interactive systems with LLMs.

e Two-phased benchmarking approach to evaluate and compare perfor-
mance and real-time usage:
The evaluation process is split into:



— Subphase 1: Automated serving performance benchmarking via benchmark
_serving.py to isolate raw inference behaviour from game-specific logic.

— Subphase 2: Real-time gameplay-driven evaluation collecting system metrics,
latency, energy consumption, and quality stability (e.g., number of generation
attempts).

e Detailed comparative analysis of cloud vs. edge deployments for Gener-
ative Al in games:
A quantitative comparison of key metrics (latency, GPU energy/token, memory us-
age, carbon emissions, etc.) was performed between an AWS EC2 instance and an
edge laptop for the same experimental settings. The results offer actionable insights
for energy-efficient and sustainable deployment of LLMs for real-time applications.

¢ Release of a structured synthetic trivia dataset:
As a byproduct, this project introduces a synthetic dataset consisting of over 5,000
multiple-choice trivia questions, categorized by difficulty and validated for struc-
tural integrity. The dataset can be used as a future resource for fine-tuning or
benchmarking tasks in similar real-time LLM applications.

1.6 Organization of Thesis Work

The remainder of this thesis is structured as follows:

e Chapter 2 — Literature Review:
Provides a thorough introduction to LLMs in gaming contexts, including informa-
tion on deployment considerations as well as performance and resource consumption
metrics. Additionally, it covers the latest developments in energy-aware Al, trade-
offs between edge and cloud computing, and current approaches to LLM bench-
marking.

e Chapter 3 — Methodology and Experiment Design:
Describes the proposed comprehensive framework, including the LLM selection and
setup, the real-time use case scenario, the deployment design for both cloud and edge
environments, and the two-phase data collection strategy that uses both automated
and gameplay-driven benchmarks.

e Chapter 4 — Results and Discussion:
Presents and analyses the experimental results from both benchmark phases. This
includes a comparative analysis of performance and system-level metrics across de-
ployment environments, discussion of insights into sustainable deployment choices,
and evaluation of the trivia generation quality.

e Chapter 5 — Conclusion and Future Work:
Summarizes the main findings of the research, highlights its contributions, and
outlines potential directions for future investigations.
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Chapter 2

Literature Review

LLMs have experienced dramatic growth in recent years, driven by improvements in pre-
training, adaptation tuning, and evaluation techniques. WX Zhao et al. (2024)) provide a
comprehensive overview of recent advances in LLMs, categorizing them based on archi-
tecture, scale, and pre-training strategies. It outlines the transformation from statistical
models to neural networks and the consequences of scaling that have led to novel capa-
bilities, including in-context learning. The survey also addresses the computational cost
of using LLMs and offers a solid foundation for the exploration of their scalability and
optimisation.

2.1 Role of LLMs in Games

Integrating LLMs into video games has garnered significant attention due to their poten-
tial to enhance various aspects of game development and player experience. Recent stud-
ies and experiments have demonstrated the multifaceted applications of LLMs in gaming,
ranging from dynamic content generation to improved non-player character (NPC) in-
teractions. Gallotta et al. (2024) outline the various applications and roles of LLMs in
games, including non-playable characters, player assistant, commentator/reteller, ana-
lyst, game master, game mechanic, automated designer, and design assistant. Similarly,
Sweetser (2024) provides a study on the application of LLMs in video games, categoriz-
ing research into areas such as game Al, content generation, narrative design, and game
data analysis. The review underscores the prominence of GPT models for game-related
tasks but also identifies Llama as the second most utilised model, reflecting its growing
adoption as an open-source alternative.

The integration of LLMs in gaming presents a breakthrough opportunity to take player
engagement to the next level by harnessing dynamic and context-dependent content gen-
eration. Csepregi (2023) demonstrates that LLM-driven NPC dialogue can significantly
enhance storytelling immersion and player satisfaction by rendering responses based on
player actions, enabling a more interactive and customized game experience. Similarly,
Isaza-Giraldo et al. (2024) show how LLMs can be utilised as judges and mediators in ed-
ucational games, grading player responses to open-ended issues and returning contextual
feedback based on predefined game rules.

The adaptive capabilities of LLMs also position them as valuable tools in procedural
content generation (PCG). Maleki and R Zhao (2024) emphasize the disruptive impact
of LLMs in PCG, particularly in generating game narratives, NPC dialogues, and in-
teractive scenarios that respond to player behaviour, aligning well with the trend of



personalized gaming experiences. Sanchez Llado (2024) further underscores the advan-
tages of LLMs over traditional Al agents, noting that LLMs can generalize across diverse
environments and tasks without the need for retraining, leveraging In-Context Learning
(ICL) to generate contextually relevant responses and actions. This adaptability enables
LLMs to function as high-level planners, capable of creating flexible, context-sensitive
content that not only responds to player input but also evolves dynamically, opening new
avenues for interactive game design and emergent gameplay.

The dynamic generation of game levels through LLMs has emerged as a novel area
of exploration, with varying approaches to prompt design and data representation. Sud-
hakaran et al. (2023)) demonstrate the efficacy of MarioGPT in generating Super Mario
levels through text-to-level translation, emphasizing controllability through specific prompt
structures. C Hu, Y Zhao, and Liu (2024)) extend this concept by utilising VGDL gram-
mar to structure game rules and levels, illustrating how prompt engineering can direct
LLM outputs towards specific formats. Todd et al. (2023) focus on Sokoban level gener-
ation, highlighting the challenges of maintaining spatial consistency in levels generated
through sequential data processing. Collectively, these works illustrate the potential of
LLMs to generate structured game content, though concerns about data diversity and
model overfitting persist.

General-purpose or pretrained LLMs may not be effective in handling specialized tasks
in games, where domain-specific nuances and contextual relevance are crucial. Paduraru,
Staicu, and Stefanescu (2024) demonstrate that while models like Code Llama can gen-
erate basic unit tests for game engines such as Unity and Unreal, their accuracy and
coverage significantly improve when fine-tuned using datasets tailored to game devel-
opment APIs and backend functions, reinforcing the need for targeted fine-tuning to
produce structured, contextually relevant outputs. Similarly, Paduraru, Cernat, and
Stefanescu (2024)) highlight that fine-tuning the Phi-3 model on action requests and con-
textual queries specific to game mechanics considerably enhanced its accuracy in guiding
players through game objectives and interpreting sentiment-based commands, effectively
bridging the gap between general LLM capabilities and game-specific requirements. Yang,
Kleinman, and Harteveld (2025 further emphasize that while GPT-3.5 and GPT-4 ex-
hibit strong generative capabilities, they often struggle with maintaining contextual con-
sistency and producing domain-relevant outputs without targeted fine-tuning, suggesting
that integrating domain-specific training data can substantially improve output quality in
game-related scenarios such as RPG quests and educational feedback. Additionally, X Li,
Xia, and Thawonmas (2025) reveal that GPT-40, when employed for dynamic difficulty
adjustment (DDA) in games, exhibited biases that skewed gameplay outcomes, under-
scoring the necessity for fine-tuning to correct such tendencies and align model behaviour
more closely with intended game mechanics.

2.2 LLM Fine-Tuning and Validation

Fine-tuning has emerged as an essential procedure for adapting pre-trained language
models to specific tasks, enabling them to align more closely with particular objectives or
domains. In general, fine-tuning involves further training a pre-trained model on targeted
datasets, adjusting its parameters to optimise for specific tasks, such as reasoning, code
generation, or instruction following. Several studies have explored diverse approaches to
fine-tuning, each focusing on distinct objectives and model architectures.



For instance, in their work on abstract reasoning, Akyiirek et al. (2024)) fine-tuned
Llama 3.2 models (1B, 3B, 8B) using the Abstraction and Reasoning Corpus (ARC)
dataset, aiming to improve the model’s capacity to identify and apply transformation
patterns in input grids. Similarly, in another study of JT Wang et al. (2024), Llama-2-7B,
Llama-3-8B, and Mistral-7B models were fine-tuned using selected datasets to assess the
effectiveness of the GREATS algorithm, a method proposed for optimising batch selection
during training. Fine-tuning can also serve to align models with specific ideological or
political stances, as demonstrated in the PoliTune study by Agiza, Mostagir, and Reda
(2024)), where Llama3-8B and Mistral-7B-v0.2 were fine-tuned using ideologically biased
datasets and preference data.

2.2.1 Parameter-Efficient Fine-Tuning (PEFT) vs. Full Param-
eter Fine-Tuning

In contrast to full parameter fine-tuning, which adjusts all model parameters and typ-
ically achieves the best performance but requires substantial computational resources,
PEFT methods offer a more resource-effective alternative. According to Meta’s docu-
mentation on Llama fine-tuning (Meta, 2025), PEFT methods such as LoRA (Low-Rank
Adaptation) and QLoRA (Quantized LoRA) allow fine-tuning using minimal resources
by training only a subset of parameters while keeping the core model architecture intact.
QLoRA further reduces memory requirements by quantizing model weights to 8-bit or
4-bit precision, making it possible to fine-tune large models, such as Llama 2-13B, using
a single consumer GPU with 24GB of memory. Meta recommends starting with LoRA
or QLoRA to minimize computational costs and resorting to full fine-tuning only when
performance improvements are insufficient.

LoRA, proposed by EJ Hu et al. (2021)), offers a parameter-efficient fine-tuning method
that decreases the quantity of trainable parameters in LLMs by including low-rank ma-
trices into specific layers while preserving the original weights. In their study, the authors
demonstrate that LoRA achieves comparable or superior performance to full fine-tuning
while significantly reducing memory and computational costs (EJ Hu et al.,2021). Unlike
other parameter-efficient methods that may increase inference latency, LoRA maintains
inference speed by merging the learned matrices with the frozen weights during deploy-
ment.

In their experiments, EJ Hu et al. (2021)) established a fixed alpha value without
increasing it throughout training, observing that the scaling factor effectively reduced
the need to retune hyperparameters for different rank values. They also emphasized that
high rank values were not necessary for strong performance, finding that even with a rank
as low as 1, the model could achieve competitive accuracy in many tasks. Specifically, for
the GPT-3 175B model, they reported that using a rank of 4 achieved a balance between
model performance and parameter efficiency, with minimal performance loss compared
to higher ranks like 8 or 64.

Several studies illustrate the application of PEFT methods to optimise training effi-
ciency. For instance, Lee, Hunter, and Ruiz (2024)), the authors of the Platypus study
employed LoRA to fine-tune Llama-2 models, using the Open-Platypus dataset to en-
hance model performance in STEM and logical reasoning tasks. Similarly, Qwen2.5-
Coder-Instruct models (7B, 14B, 32B) were fine-tuned using data derived from SWE-
Gym, targeting real-world software engineering tasks (Pan et al., 2024)). Comprehensive
instruction tuning was also performed across multiple datasets in the TULU study (Y



Wang et al., 2023), encompassing Llama models ranging from 6.7B to 65.2B parameters,
to evaluate their performance across factual recall, reasoning, multilinguality, coding, and
open-ended instruction following.

2.2.2 Libraries for Fine-Tuning

The selection of fine-tuning libraries across the reviewed studies reflects a focus on
parameter-efficient training methods and scalable frameworks. Akyiirek et al. (2024)
employed Torchtune (PyTorch, |2025b)), which is a PyTorch-native library recommended
on Meta’s website (Meta, 2025), for fine-tuning Llama 3.2 models, leveraging its com-
patibility with LoRA to implement memory-efficient training strategies. Similarly, JT
Wang et al. (2024) utilised Torchtune for training Llama-2-7B, Mistral-7B, and Llama-
3-8B under the GREATS algorithm, while also incorporating NanoGPT for pretraining
GPT-SMALL using the OPENWEBTEXT dataset. In the context of ideological align-
ment, Agiza, Mostagir, and Reda (2024) relied on Torchtune as well, integrating both
LoRA and Direct Preference optimisation (DPO) to refine model outputs based on ideo-
logically biased datasets. The Platypus study by Lee, Hunter, and Ruiz (2024) employed
the PEFT library alongside Hugging Face’s transformers library, focusing on modular
LoRA modules for Llama-2 models during domain-specific training. Pan et al. (2024)
combined Torchtune for full fine-tuning and Unsloth for LoRA-based parameter-efficient
training, particularly for verifier models in the SWE-Gym dataset. In contrast, Y Wang
et al. (2023) opted for the DeepSpeed library with the ZeRO optimiser to perform full
fine-tuning of Llama and OPT models, allowing for memory-efficient parameter sharding
and mixed precision training across large-scale instruction tuning datasets.

2.2.3 Hyperparameter Configuration for Fine-Tuning

To maximize the model’s performance, it is crucial to properly adjust important pa-
rameters like learning rate, batch size, and epochs while setting hyperparameters for
fine-tuning an LLM (Parthasarathy et al., [2024)). Apart from those three key hyper-
parameters, there are several more that can be adjusted or added to obtain the desired
post-fine-tuning performance. Appendix Table summarizes the hyperparameter com-
bination chosen in various state-of-the-art studies.

2.2.4 Post-Fine-Tuning Validation

Validation methodologies across the reviewed studies vary based on the specific objectives
and target tasks of the fine-tuned models. Akyiirek et al. (2024) evaluated the fine-tuned
Llama 3.2 models using the ARC public validation set, focusing on task-level accuracy
and pass2 prediction accuracy to assess the models’ abstract reasoning capabilities. Addi-
tionally, they conducted ablation studies to investigate the impact of task-specific LoRA
adapters and data augmentations, further validating model performance through com-
parisons against state-of-the-art neural models. JT Wang et al. (2024)) employed dataset-
specific evaluations to validate models fine-tuned using the GREATS algorithm, including
MMLU for Llama-2-7B, TYDIQA for Mistral-7B, and SAMSUM for Llama-3-8B. The
evaluation metrics included perplexity reduction and downstream task accuracy, provid-
ing comparative analyses against other batch selection strategies such as GradNorm and
MaxLoss.



For the PoliTune study, Agiza, Mostagir, and Reda (2024)) utilised both quantitative
and qualitative assessments to validate ideological alignment in Llama3-8B and Mistral-
7B-v0.2 models. Quantitatively, they employed GPT-4 to score ideological stances on
a scale of 0 (left-leaning) to 20 (right-leaning) using predefined prompts. Qualitatively,
the Political Compass test was applied to evaluate model alignment along economic and
social axes, enabling comparisons between base and DPO-tuned models. In the Platypus
study, Lee, Hunter, and Ruiz (2024) validated their LoRA-fine-tuned Llama-2 models
using a comprehensive set of datasets, including ARC-Challenge, HellaSwag, MMLU, and
Truthful QA. They further monitored leaderboard performance on the Hugging Face Open
LLM Leaderboard to benchmark their models against other publicly available LLMs.

Pan et al. (2024) assessed the effectiveness of SWE-Gym-tuned Qwen2.5-Coder-Instruct
models through quantitative metrics such as Resolve Rate and Empty Patch Rate, with
performance comparisons against baseline zero-shot models and other state-of-the-art
agents. Lastly, in the TULU study, Y Wang et al. (2023) conducted extensive evalua-
tion across diverse datasets, including factual recall (MMLU), reasoning (GSM, BBH),
multilinguality (TyDiQA), and open-ended instruction following (AlpacaEval). Metrics
included Exact Match (EM), F1 Score, and human evaluation of open-ended instructions,
enabling a comprehensive assessment of model performance across multiple instruction
tuning datasets.

The Torchtune library integrates with EleutherAl’s evaluation harness to evaluate
fine-tuned models (PyTorch, 2025a). EleutherAl's LM Evaluation Harness is an open-
source framework designed to systematically evaluate LLMs across a diverse set of stan-
dardized benchmarks (EleutherAl, 2025). It supports models loaded via Hugging Face’s
Transformers, GPT-NeoX, Megatron-DeepSpeed, and even local models through APIs.
Users can specify tasks such as MMLU, HellaSwag, ARC, and TruthfulQA, among others,
to evaluate their models (EleutherAl, 2025). Torchtune provides built-in recipes for eval-
uating fine-tuned models with the LM Evaluation Harness. This integration simplifies the
process of benchmarking models against established datasets, ensuring that fine-tuning
efforts lead to measurable improvements (PyTorch, 2025a).

2.2.5 Human Evaluation

LLMs’ progressively improved abilities have undoubtedly surpassed common evaluation
metrics for ordinary natural language tasks. As a result, in certain situations where
automatic evaluation is inappropriate, human review becomes the obvious choice. The
research conducted by Chang et al. (2023) describes how the human evaluation and
automatic evaluation of LLMs differ. It is noted that while automated evaluation methods
are in trend because of their effectiveness, human evaluation continues to be the gold
standard for assessing more subjective and nuanced characteristics such as naturalness,
coherence, and relevance of generated content. Human evaluation is particularly noted for
open-ended or creative assignments where automatic metrics may not effectively capture
quality (Chang et al., |2023)). The article cites several studies (Ziems et al., 2024} Liang
et al., 2023; Bang et al., 2023} Bubeck et al., |2023; Singhal et al., 2022) that emphasize
the continued necessity of human evaluation despite updates made to automated scoring
methods.
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2.3 Inference Engines

Inference engines are tasked with optimising the deployment of LLMs, namely to address
memory and computation challenges associated with large parameter sizes and large key-
value (KV) cache storage. Different frameworks have emerged with alternative methods
to this effect. vLLM has a paged storage system that divides the KV cache into chunks of
memory-manageable blocks, thus preventing memory fragmentation and enabling higher
throughput than standard frameworks like HuggingFace Transformers (Guo et al., [2024)).
Its efficiency is also enhanced by its PagedAttention mechanism, which dynamically al-
locates KV cache memory, enabling fine-grained memory management and improved
support for longer sequence contexts (Guo et al., 2024).

On the other hand, FlexGen employs a linear programming approach that dynam-
ically controls CPU, GPU, and disk memory, maximizing use of resources to prevent
GPU memory overflows without sacrificing computational performance (Guo et al., 2024).
DeepSpeed’s ZeRO-Inference also uses a hybrid approach, which pre-loads large model
weights onto CPU memory and overlaps data loading with computation to reduce latency
(Guo et al., 2024). Similarly, FlashDecoding and FlashDecoding++ focus on kernel fu-
sion to optimise attention mechanisms by minimizing memory accesses and kernel calls,
which works very well to reduce the computation overhead in token generation (Guo et
al., 2024)).

Comparisons also extend to other inference engines, where the research of Z Zhou
et al. (2024) looks into other engines like OpenPPL, LightLLM, and TensorRT-LLM.
Light LLM suggests a better memory management approach by treating each token’s KV
cache as a single unit, thus minimizing storage wastage while maintaining throughput
(Z Zhou et al., [2024)). TensorRT-LLM utilises mixed-precision tuning and graph-level
scheduling, aiming for computation efficiency and reduced latency while inferring (Z Zhou
et al., [2024). DeepSpeed, however, still emphasizes low-latency decoding through request
prioritized handling, being suitable for applications where response latency is critical (Z
Zhou et al., 2024)).

Besides, distributed-serving frameworks such as LoongServe, Infinite-LLM, and Spot-
Serve integrate throughput optimisation methods for high-concurrency environments (Z
Zhou et al., 2024). SpotServe handles dynamic parallel control as well as instance migra-
tion to provide scalable cloud-based inference, while Infinite-LLM distributes attention
operations across data centers to counter latency for long-context LLMs (Z Zhou et al.,
2024)). Split-and-fuse strategy of LightLLM also proves effective in asynchronous serv-
ing scenarios by synchronizing decode and prefill operations to process variable-length
requests (Z Zhou et al., 2024).

In Figure 2.1} the comparison of inference frameworks reveals significant differences
in optimisation mechanisms, inference throughput, and request handling (adapted from
Z Zhou et al. (2024)).

Out of all the frameworks that were compared, only DeepSpeed, vLLM, LightLLM,
and TensorRT-LLM integrated the serving function to handle multiple users’ asynchronous
requests. Moreover, from these four engines, even though TensorRT-LLM has a slightly
higher token throughput of 92.51 tokens/s compared to vLLM’s 90.05 tokens/s, vLLM’s
implementation of prefill-prioritized scheduling strategy aids it in its request throughput
at 7.11 req/s compared to TensorRT-LLM’s 5.87 req/s.

The prefill-prioritized scheduling of vLLM provides top priority to prefilling opera-
tions, maximizing time to first token (TTFT) and overall responsiveness in multi-request
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| Inference Optimization Inference | Serving Optimization | Serving

Model | Attention Linear Graph  Speculative Decoding (token/s) | Memory Batching Scheduling | (req/s)
HuggingFace [260] v 38.963 - - - -
DeepSpeed [258] v v 80.947 blocked split-and-fuse decode prioritized 6.78
VvLLM [51] v v 90.052 paged continuous batching  prefill prioritized 7.11
OpenPPL [263] v v 81.169 - - -
FlashDecoding++ [253] v v v 106.636 - - -
LightLLM [278] v 73.599 token-wise split-and-fuse prefill prioritized 10.29
TensorRT-LLM [222] v v ' v 92.512 paged continuous batching - 5.87

Figure 2.1: Comparison of Inference Engines / Frameworks (Adaptation of a table from
Z Zhou et al. (2024)))

cases (vLLM, [2025b). This scheduling approach allows vLLM to manage asynchronous
requests more effectively, bypassing potential memory bottlenecks and more effectively
making use of the GPU.

2.3.1 vLLM

vLLM is a high-throughput LLM serving system designed to address the memory man-
agement inefficiencies of key-value (KV) cache storage in inference. It introduces Page-
dAttention, a new attention mechanism inspired by operating system virtual memory
paging. PagedAttention splits the KV cache into small, fixed-size blocks instead of al-
locating large contiguous memory blocks, thereby mitigating memory fragmentation and
enabling more efficient memory allocation. This approach allows vLLM to accommodate
longer sequences, larger models, and more complex decoding algorithms with minimal
memory wastage, and 2-4x throughput improvement compared to other systems like
FasterTransformer and Orca (Kwon et al., 2023).

The architecture of vLLM includes a centralized scheduler, a KV cache manager, and
distributed GPU workers. The KV cache manager addresses KV cache storage as blocks
allowing requests to share memory more effectively and dynamic allocation while tokens
are being created. The system supports more flexible batching and preemptive scheduling
in order to allocate memory only when it is needed and to be shared among requests where
applicable. By decoupling the physical and logical KV cache blocks, vLLM minimizes
memory overhead and boosts throughput without impacting latency or model accuracy
(Kwon et al., 2023).

vLLM has been employed in the context of energy efficiency optimisation. The re-
search conducted by Stojkovic et al. (2024)) uses vLLM as the primary inference platform
to conduct an experiment on an NVIDIA DGX-H100 with Llama-2 at 70 billion parame-
ters. The authors measure the impact of GPU frequency scaling on latency, throughput,
and power consumption across various workload types, utilising vLLM to implement ten-
sor parallelism and mixed batching configurations. Using vLLM, the study demonstrates
that power reductions of up to 20% are possible by varying GPU frequencies without
significantly affecting latency or throughput under medium load conditions.

2.4 LLM Cloud & Edge Deployments

Deploying LLMs entails planning to manage multiple considerations, including infras-
tructure setup, cost management, and performance optimisation. Deployment involves
selecting the appropriate hardware and software environments, setting up APIs for in-
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teraction with the model, and performing activities to manage the computational and
memory resources needed for LLM inference (Parthasarathy et al., [2024]).

According to Parthasarathy et al. (2024)), a key consideration in deployment is eval-
uating the trade-offs between cloud service hosting and self-hosting on-premises infras-
tructure. While cloud services facilitate scalability and the convenience of integration
with legacy systems, self-hosting involves greater control over data privacy as well as the
management of resources, hence potentially cheaper for long-term high-volume applica-
tions. The article reinforces that effective deployment techniques also involve resource
usage optimisation methods such as batching requests, using quantization techniques for
reduction in the size of the model, and using load balancing to prevent overloading during
peak usage.

Moreover, the research by Parthasarathy et al. (2024) highlights the importance of
monitoring system performance and maintaining infrastructure to ensure uninterrupted
operation. This includes model updates, management of hardware resources, and the
adoption of security practices to safeguard sensitive data at inference. Additionally, in-
corporation of advanced methods such as distributed processing and adaptive scheduling
will further optimise deployment efficiency, especially in the context of large-scale work-
loads (Parthasarathy et al., 2024).

2.4.1 Cloud Deployment

The cloud scenario is highlighted as scalable and accessible, providing sufficient compu-
tational and storage resources required for model training, fine-tuning, and inference and
hence the most straightforward method of LLM deployment (Parthasarathy et al.,|2024;
H Zhou et al., 2024). Examples of such services include Bedrock and SageMaker from
Amazon Web Services (AWS). Azure OpenAl Service, on the other hand, offers access
to advanced OpenAl models such as GPT-3.5 and Codex, with support for use cases
including text generation, embedding, and image generation (Parthasarathy et al.,[2024).
Similarly, Google Vertex Al provides end-to-end model training, tuning, and deployment
tools, with the capability extending across both custom and pre-trained models, with
robust support for large-scale deployments (Parthasarathy et al., [2024)). Appendix Ta-
ble gathers a comparison of available AWS services that are commonly used to deploy
LLMs.

Some recent articles study the deployment of LLMs on AWS for resource usage op-
timisation, latency reduction, and making the deployment simpler. For instance, the
deployment of Llama-2 on AWS is extensively addressed by Kodali, Prasad Upreti, and
Boppana (2024]), emphasizing the necessity of instance type choice based on computa-
tional speed, cost efficiency, and resource utilisation. Managed services like SageMaker
simplify the deployment of LLMs by providing container management, automatic resource
scaling, and monitoring, which makes it simpler to scale resources based on specific com-
putational requirements (Kodali, Prasad Upreti, and Boppana, [2024). Similarly, H Li
et al. (2024)) discuss deploying LLMs using EC2 instances (T2, M4, C5) to dynamically
assign resources based on anticipated demand. By GPT-3 fine-tuning for CPU and mem-
ory usage efficiency, the study achieved 35% reduced CPU usage and improved storage
read/write efficiency with Bayesian inference and Markov Decision Processes.

Similarly extending to serverless architectures, as Ghosh (2024)) discusses, are AWS-
specific solutions to LLM deployment optimisation. ServerlessLLM leverages unused GPU
memory to prevent cold start latency, and AWS Lambda provisioned concurrency main-
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tains warm instances to minimize startup latency. In addition, AWS Elastic Inference
offers on-demand GPU provisioning, balancing computational needs with cost. Khan et
al. (2025) also demonstrate how LLMs can enable Al-driven DevOps through frameworks
like LADs, programmatically automating cloud configuration and deployment pipelines
to reduce human effort and simplify dynamic cloud configurations. Collectively, these
investigations position AWS as a comprehensive platform for LLM deployment by inte-
grating managed services, serverless architecture, and automation configuration pipelines
to achieve performance scalability and operational efficiency.

While cloud-based LLM deployments offer scalability and resource flexibility, they are
not without limitations, particularly concerning latency. Because user requests must be
uploaded, processed, and downloaded first, cloud deployment results in higher end-to-end

latency. It can make it impossible to use some latency-sensitive applications (H Zhou et
al., 2024]).

2.4.2 FEdge Deployment

The motivation behind edge deployment of LLMs is multifold, as recognized in the survey
of Qu et al. (2025)). A key driver is the inherent resource limitations of edge devices, i.e.,
limited computing resources, memory, and storage. For instance, the majority of on-
device commercial LLMs, such as Google’s Gemini Nano, are capped at lower parameter
sizes (i.e., 1.8 billion and 3.25 billion parameters in 4-bit representation), confining their
use to simpler applications like text summarization and grammar correction (Qu et al.,
2025)). Furthermore, local fine-tuning of such models is particularly challenging due to
the vast computational resources required, which makes training on edge devices largely
infeasible (Qu et al., 2025)).

Another key requirement for edge deployment is latency minimization, particularly for
applications that need rapid responses, e.g., autonomous vehicles and humanoid robots
(Qu et al., [2025). Edge deployment minimizes the transmission latency of cloud-based
inference by executing data closer to the origin (Qu et al., |2025).

In addition, the bandwidth costs of transmitting enormous volumes of multimodal
data to cloud servers can be alleviated by processing such data locally or at nearby edge
servers (Qu et al., 2025). This is particularly relevant in data-intensive applications of
text, images, and sensor readings where frequent cloud communication would otherwise
incur large network costs (Qu et al., 2025)). The privacy-enabling aspect of edge deploy-
ment further increases its appeal since local processing obviates the need to transmit
sensitive information to far-away servers, a tremendous advantage for healthcare and
autonomous system applications (Qu et al., [2025)).

In order to mitigate the above challenges, optimisation techniques have been exten-
sively explored in literature. According to Zheng et al. (2025)), pre-deployment techniques
such as quantization, pruning, knowledge distillation, and low-rank approximation have
been proposed to reduce model size and computation overhead, so that they can be more
suitable for edge devices. Runtime inference optimisations are also discussed in the review,
ranging from software-level techniques to hardware-software co-design and hardware-
specific acceleration, in order to accelerate inference and decrease latency (Zheng et al.,
2025)).

An empirical perspective on edge LLM deployment is given by Bast et al. (2024)),
where the performance of three LLMs (Llama 3 8B, Mistral 7B, and Phi-3 3.8B) is
compared on a Raspberry Pi 5 Model B. The finding reveals that while all three models
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can generate acceptable outputs on a resource-scarce single-board computer, Phi-3 3.8B
is the most energy-efficient and quickest in inference, with an energy usage of only 0.93
mWh per token versus Llama 3 8B’s 1.76 mWh per token. The paper concludes that
the key to achieving efficient and practical LLM inference in edge devices is optimising
model size and inference parameters (Bast et al., 2024).

Further assistance in hardware acceleration and collaborative processing techniques is
provided by Xu et al. (2024), wherein techniques such as GPU, NPU, and FPGA optimi-
sations for speeding up inference are explored. Collaborative and hierarchical processing
strategies, in which computational loads are distributed across a number of devices or
intermediary nodes to enhance scalability and resource distribution in edge-based LLM
deployments, are also explored in the review (Xu et al., [2024)).

2.5 Resource Consumption and Performance Met-
rics in LLM Inference

In recent years, some efforts have been made to design standardized metrics for resource
consumption and performance during LLM inference. Bai et al. (2024)) provided a com-
prehensive survey of resource-efficient LLMs focusing on computational, memory, and
power aspects. They categorized computational metrics into inference time, through-
put, and communication volume. Inference time, in terms of milliseconds or seconds,
comprises end-to-end latency and next-token generation latency, representing the LLM’s
total response time. Throughput is represented in terms of tokens per second (TPS) or
queries per second, which defines the model’s effectiveness in producing outputs quickly.
Communication volume is measured by monitoring data transfer between nodes during
inference executions (Bai et al., 2024)).

The research conducted by Samsi et al. (2023) compared the Llama model family,
particularly the Llama 65B model, on inference performance and power draw. They
introduced some metrics such as Words per Second, Tokens per Second, and Responses
per Second to quantify rate of output generation. They also proposed three metrics for
power draw: Energy per Second (Watts), Energy per Token (Joules/token), and Energy
per Response (Joules/response). Power consumption measurements were made using
NVIDIA-SMI and NVIDIA DCGM utilities to provide precise readings of GPU power
consumption at inference (Samsi et al., 2023).

Argerich and Patino-Martinez (2024)) presented an energy profiling tool called Ener-
gyMeter that is designed to monitor CPU, GPU, memory, and storage usage in Linux with
Intel processors and NVIDIA GPUs. Their methodology makes use of RAPL, NVIDIA-
SMI, and eBPF, thus facilitating hardware power consumption real-time monitoring.
While EnergyMeter efficiently tracks resource usage, it supports only Intel and NVIDIA
systems and is not yet able to provide process-specific information. The authors also elab-
orated three broad strategies for LLM inference optimisation: selecting efficient models
based on parameter size and number of layers, employing quantized models, and GPU us-
age optimisation through batch size optimisation (Argerich and Patino-Martinez, 2024).

The study by Wilkins, Keshav, and Mortier (2024)) built energy and runtime models
of LLM inference on heterogeneous GPU-CPU systems using PyJoules (2025), a Python
energy measurement library. Their work explored energy-response trade-offs across vary-
ing LLM configurations. Modelling the workload as a function of input prompt length,
they calculated optimal scheduling to minimize power without sacrificing throughput
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(Wilkins, Keshav, and Mortier, 2024)).

Xu et al. (2024)) examined the performance of on-device LLMs, computing key met-
rics such as Time-to-First-Token (TTFT), Inference Speed, Memory Usage, and Energy
Consumption per token. Based on their results, while small models deliver low latency,
they come with the cost of higher per-token energy consumption, which illustrates the
power-efficiency vs. memory-footprint trade-off (Xu et al., 2024]).

The research conducted by Kakolyris et al. (2024 examined how GPU frequency
scaling impacts LLM inference. Energy efficiency was quantified in terms of Tokens per
Joule (TPJ) and noted that frequency tuning of GPUs is capable of reducing the energy
cost significantly without affecting throughput considerably. However, their findings also
indicated that increasing the batch size has the potential to inadvertently increase latency,
which emphasizes the significance of careful configuration (Kakolyris et al., 2024)).

Nguyen et al. (2024) contrasted LLM inference carbon emissions by calculating op-
erational and embodied carbon. Operational carbon was calculated as the energy con-
sumption multiplied by the carbon intensity (gCO2eq/kWh), while embodied carbon was
estimated based on GPU lifespan and chip area. Their findings emphasize the necessity
of considering hardware lifecycle emissions, particularly where there are varying carbon
intensities.

To provide a tabular overview of the most significant metrics covered in these stud-
ies, Table presents the performance and resource utilisation metrics, along with the
corresponding tools and methodologies employed in each study.

Table 2.1: Performance and Resource Consumption Met-
rics Across Reviewed Studies

Metric Definition Tools References
Inference Time to generate out- CPU/GPU  clock Bai et al.,[2024; Samsi
Time put after receiving in- time et al., [2023; Nguyen et
put al., [2024
Throughput Tokens/Requests vLLM’s  ”bench- Bai et al., 2024; Samsi
(tok/s, req/s) processed per second mark serving” et al., 2023; Nguyen
(TPS, RPS) script, NVIDIA et al., 2024; Wilkins,
GenAl-Perf Keshav, and Mortier,
92024; NVIDIA, P025a;
Kim, [2025f NVIDIA,
2025b
Energy Con- Power usage during NVIDIA-SMI, Samsi et al., [2023;
sumption (en- inference NVIDIA DCGM, Argerich and Patino-
ergy/token, PyJoules, Ener- Martinez, 2024
en- gyMeter Wilkins, Keshav,
ergy /response) and Mortier, [2024}

Nguyen et al., 2024

Carbon Emis-
sions

CO2eq emissions per
prompt

ACT Method, Car-
bon Intensity

Nguyen et al., 2024;
Gupta et al., 2022

Memory Us-
age

Peak memory used
during inference

System monitoring
tools

Xu et al., 2024; Ru-
man, 2025

Continued on next page
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Metric Definition Tools References
Communication Data transmitted dur- Network traffic Bai et al., 2024
Volume ing inference monitoring
Tokens  per Energy efficiency in PylJoules, Ener- Kakolyris et al., [2024
Joule (TPJ)  tokens generated per gyMeter
Joule
Time-to- Latency to generate vLLM’s  “bench- Xu et al, [2024;
First-Token the first token after re- mark serving” Kakolyris et al., |2024;
(TTFT) quest script, NVIDIA NVIDIA, 2025a;
GenAl-Perf NVIDIA, 2025b; Kim,
2025
Time- Interval between con- Derived from token Kakolyris et al., 2024;
Between- secutive tokens during timestamps Agrawal, Kedia, et al.,
Tokens inference 2024
(TBT)
Inter-Token Time needed to gen- vLLM’s  “bench- Patke et al., [2025;
Latency erate each subsequent mark serving” Kim, [2025f NVIDIA,
(ITL) token throughout the script, NVIDIA [2025b
decoding process. GenAl-Perf
Time-Per- Average time needed vLLM’s  ”bench- Agrawal, Agarwal, et
Output- to produce an output mark serving”  al., 2024 Kim, [2025
Token token during the de- script
(TPOT) coding process
End-to-End Time from query sub- vLLM’s  "bench- NVIDIA, 2025a;
Request La- mission to receiving mark serving” NVIDIA, 2025b; Kim,
tency (E2EL) the  complete re- script, NVIDIA [2025
sponse, accounting for GenAl-Perf
queueing,  batching,
and network delays
GPU utilisa- Percentage of GPU NVIDIA Man- Ruman, 2025
tion (%) utilisation during in- agement  Library
ference (NVML)

CPU utilisa-
tion (%)

Percentage of CPU
utilisation during in-
ference

psutil library

2024
and

Islam et al.,
Sakai, Uehara,
Kashihara, 2024
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Chapter 3

Methodology and Experiment
Design

3.1 Methodology

The methodology created to assess and contrast the computational effects of implement-
ing an LLM in cloud and edge environments for a real-time gaming use case is presented
in this section. A crucial part of the model selection, adaptation, deployment, integration,
and evaluation pipeline is addressed by each of the five consecutive phases comprising the
suggested methodology. This framework is intended to be extensible to other LLM-based
interactive systems, although in this thesis it is applied to a trivia question generation
task in a Unity-based game. Each phase is described in detail below, with Figure
offering a high-level overview of the methodology.

3.1.1 Phase 1 - Preparation
General Description

Gaining the fundamental knowledge and abilities needed to complete the project is the
main goal of the preparation phase. It entails reviewing the literature to comprehend
benchmarking tools, fine-tuning methods, and LLM deployment strategies. Additionally,
this phase entails developing practical skills in areas like game engine interaction, model
serving, and API integration.

Application in This Thesis

The literature on cloud/edge deployment trade-offs, LLM inference engines, and fine-
tuning strategies like PEFT and full fine-tuning was examined during this phase. To
facilitate the subsequent phases of implementation and testing, practical expertise in
FastAPI, vLLM, Unity game integration, and secure HTTPS communication was also
gained.
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3.1.2 Phase 2 - Design

General Description

The model, its function in the system, deployment settings, evaluation metrics, and
the tools to be used are all defined during the design phase. This entails choosing an
LLM according to deployment and performance limitations, establishing the comparative
scenarios (such as cloud vs. edge), and defining the game concept. Additionally, it
specifies the metrics, such as latency, energy consumption, and resource utilisation, that
will be used to gauge performance.

Application in This Thesis

A series of methodological and technical choices made during the project’s design phase
set the stage for the deployment and assessment of the model. The selection of a suitable
LLM was the first significant choice. The Llama 3.2 1B instruct model was chosen
based on both theoretical justification and practical constraints, despite the number of
available options in the open-source ecosystem. Selecting a model from the Llama family
is justified by its proven effectiveness in tasks that call for efficiency and real-time set-
tings. Llama-based models exhibit nuanced understanding in game-theoretic scenarios,
according to studies such as the one conducted by Lore and Heydari (2023). Additionally,
Llama models, particularly Llama2 variants, have been identified as top performers for
structured prompts and decision-making tasks by benchmark comparisons (Topsakal and
Harper, 2024; Leon, 2024).

The 1B instruct variant was specifically chosen for this thesis because of its small size,
which enables edge deployment on consumer-grade hardware with limited GPU VRAM
(6 GB). This is in line with the main objective of testing LLMs in limited settings and
determining whether small models can still produce results that are satisfactory for use
cases like creating trivia questions.

Regarding the game concept, a trivia question-based game was the choice, in
which the selected LLM performs the role of level automated designer, one of the
roles identified and studied during the literature review. The game was developed in
Unity (2025) and consists of levels with trivia questions of varying difficulty. Each game
session comprises four easy questions, five medium-level questions, five hard questions,
five very hard questions and finally one expert-level question. The LLM generates the
trivia questions in real time after receiving game requests as the player progresses.

Additionally, the two deployment scenarios were carefully selected to represent prac-
tical edge and cloud settings. The cloud deployment was hosted on an AWS EC2
instance. After reviewing available AWS services for LLM deployment, such as SageMaker
and Bedrock, the EC2 service was chosen due to its flexibility, cost-effectiveness, and full
administrative control over the environment. This allows the required customization,
including manual vLLM setup, OS-level control, API key security, and HTTPS configu-
rations, which are essential features to the experimental setup. An EC2 g4dn.xlarge
instance was chosen for the cloud deployment. This instance type was selected because
it offered a good trade-off between cost and hardware performance, with enough GPU
memory (16 GB) to run the chosen LLM.

On the other hand, a lab laptop (MSI GS75 Stealth 9SE) with an NVIDIA GPU
with 6 GB VRAM was utilised for the edge deployment. It was a suitable option for
testing real-world constraints in an on-premises scenario and the chosen LLM is com-
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patible with its hardware. Although this MSI laptop is physically co-located with the
client and can be classed as edge in this sense, its GPU and laptop form factor give it
far greater compute and thermal headroom compared to typical far-edge devices (e.g.,
NVIDIA Jetson-class System-on-Modules). Therefore, even though the results do not
represent the performance or power profile of highly-constrained edge hardware, they
isolate network-path effects and server-grade energy efficiency.

In both deployment scenarios, vLLM was chosen as the engine to support the LLM
for inference. This decision was mostly influenced by vLLLM’s built-in support for Fast API
and its OpenAl-compatible REST API. These features facilitated to integrate the Unity
game and testing tools. More significantly, in recent comparative benchmarks, vLLM
showed excellent serving performance. Only a few frameworks, LightLLM, vLLM, Deep-
Speed, and TensorRT-LLM, support serving multiple users via asynchronous requests,
per the studies examined in the literature review. The prefill-prioritized scheduling strat-
egy of vVLLM, which optimises GPU memory usage and prioritizes the initial steps of
generation, allows it to outperform TensorRT-LLM in terms of request throughput (7.11
req/s vs. 5.87 req/s).

The rest of the hardware specifications and software stack are explained in the Ex-
periment Setup (See section [3.2.1]).

Finally, a thorough set of metrics was established in this stage to assess the perfor-
mance and computational impact of the model based on the literature review conducted
(see Section . Two evaluation subphases are part of the Data Collection and Analysis
process, and each is linked to a particular set of metrics:

Subphase 1: Serving Benchmarking Metrics
e TTFT (Time to First Token): Latency to generate the first token after request.

e TPOT (Time per Output Token): Average time needed to produce an output
token during the decoding process.

e ITL (Inter-Token Latency): Time needed to generate each subsequent token
throughout the decoding process.

e E2EL (End-to-End Latency): Time from query submission to receiving the
complete response, accounting for queueing, batching, and network delays.

e Throughput:
— requests/s (req/s): Number of full requests served per second.

— tokens/s (tok/s): Number of tokens generated per second.

Subphase 2: Real-Time Use-Case Metrics
Model Inference & Token Metrics:

e generation time: Total time (in seconds) the model took to generate a valid
response.

e tokens_input: Number of tokens in the input prompt.

e tokens_output: Number of tokens generated by the model.
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e tokens_total: Total token count:
ﬂotal - ZZ_’in + Tout (31)

where T}, is the number of input tokens, T, the number of output tokens, and
Tiotal their sum.

Energy & Carbon Metrics:

e energy_gpu_joules: Estimated energy consumed by the GPU:
Egpy = Pavg : tgen (32)

where P, is the average GPU power draw (Watts) and 4., the generation time
(seconds), yielding the estimated GPU energy consumption in Joules.

e carbon_emitted_grams: Estimated CO, emissions (grams), based on carbon in-
tensity in Sweden’s SE3 region:

~ Ecpu I
— 5~nn  1nnn | ‘carbon
3600 - 1000

where I amon is the carbon intensity (grams COy per kWh) at the time of generation,
and C' the corresponding estimated emissions in grams of COs.

(3.3)

e energy_gpu_j_per_token: Energy consumed per token (joules/token):

Eper,token =

which is a measure of energy efficiency.
System Resource Metrics:
e cpu_util percent: Average CPU utilisation (%) during request processing.
e gpu_util percent: Average GPU utilisation (%) during the request.
e peak gpu mem used mb: Peak GPU memory usage (MB).

e peak cpu_mem used mb: Peak CPU memory usage (MB) of the FastAPI pro-
cess.

Quality Control Metric:

e attempts: Number of retries needed to produce a unique, well-formatted trivia
question (max 10).

Latency Metric:

e End-to-end latency: Total time from the moment the API call was issued to the
reception of the response, including network and processing delays:

LE2E - tresponse - trequest (35)

where trequest a1 Lresponse denote the timestamps of request submission and response
reception, respectively, giving the end-to-end latency in seconds.
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3.1.3 Phase 3 - Implementation
General Description

The design specifications are turned into a functional system during the implementation
phase. It comprises the preliminary assessment of the chosen pretrained LLM for the
particular use case, as well as, if the model’s performance is inadequate, a fine-tuning
procedure. Because this stage is modular in nature, researchers can bypass the fine-
tuning step if the base model performs sufficiently well for the task. The process includes
data preparation, training configuration, and iterative experimentation to choose the best
model variant when fine-tuning is required. Deployment processes are carried out for both
cloud and edge environments after a suitable model is available. Lastly, a scalable and
secure inference API is made available to allow the game engine to communicate with
the LLM in real time.

Application in This Thesis

To evaluate the pretrained Llama 3.2 1B instruct model’s ability to generate trivia
questions using structured prompts, it was first tested separately, without any fine-tuning.
Significant flaws were found in the model’s initial results, which showed repetition, incon-
sistent formatting, and poor differentiation across difficulty levels. The desired output of
the model is a multiple-choice trivia question while also specifying the correct answer, fol-
lowing this format: Q: <question> A: <first answer option> B: <second answer option>
C: <third answer option> D: <fourth answer option> Answer: <option letter from the
previous ones that contains the right answer>.

Consequently, the workflow for fine-tuning was initiated.

Data Preparation was the first step in the fine-tuning process. No existing dataset
matched the necessary structure (multiple-choice trivia questions with a designated cor-
rect answer) despite a thorough search. Consequently, ChatGPT was used to create a
synthetic dataset in batches that were later aggregated into a JSONL dataset. It con-
sists of 5005 trivia entries, each conforming to a predefined format. The entries’ structure
is like the following examples:

{"prompt”: ”Generate exactly one easy trivia question (it has to be a question, not
a simple statement) with exactly four multiple-choice answers. Respond only in the
format followed by this example: Q: How many legs does a spider have? A: Four
B: Siz C: Fight D: Ten Answer: C. Now generate the trivia question following the

exact same format, with no additional text or explanations.”, "completion”: 7Q:
Which planet is known as the Red Planet? A: Venus B: Mars C: Jupiter D: Saturn
Answer: B.”}

{"prompt”: ”Generate exactly one easy trivia question (it has to be a question, not
a simple statement) with exactly four multiple-choice answers. Respond only in the
format followed by this example: Q): Which planet is known as the Red Planet? A:
Venus B: Mars C: Jupiter D: Saturn Answer: B. Now generate the trivia ques-
tion following the exact same format, with no additional text or explanations.”,
“completion”: ”Q: What is the largest mammal in the world? A: Elephant B: Blue
Whale C: Giraffe D: Orca Answer: B.”}

Choosing an appropriate fine-tuning framework was next as part of the Training

Setup step after the dataset was in place. After a comparative analysis, Torchtune (Py-

Torch, 2025b)) was selected over alternatives such as Transformer Reinforcement Learning
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(TRL) due to its flexibility, clean configuration design with built-in fine-tuning recipes,
and compatibility with Llama models. It is also one of the recommended options to
fine-tune Llama models according to Meta (2025). Both full fine-tuning and PEFT
via LoRA were used in a variety of experiments to compare the resulting models after-
wards. Various hyperparameter configurations, including epoch count, optimiser settings,
batch size, and learning rate, were used in the experiments (see Section based on
the standard built-in recipes provided by Torchtune (Torchtune, 2025) and considering
state-of-the-art practices from the literature review (see Section [2.2.3).

To identify the best-performing version for trivia question generation, each gener-
ated model checkpoint was subsequently put through a systematic evaluation and
validation process structured in two subphases, as shown in Figure [3.2]

Subphase 1 - Prompt Engineering and Parameter Subphase 2 - Data Analysis and Accuracy
Configuration for Systematic Data Collection Validation

4 R

Scriptto P
FastAPI Test split =—
e —————————————D
server Eededll cataset in

Testing & Collecting Data from
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= Accuracy analysis of answers
m to the generated questions.
= Detection of
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. =4
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.
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Dataset
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properly structured Data Analysis
LLM response, generation time on Google
(e.g. Llama 3.2 1B and APl-level metrics are Colab
instruct) saved to a.csvfile.

Figure 3.2: Post-Fine-Tuning Systematic Validation Process

Following the selection of the best fine-tuned model (see the comparison results in
Section , the deployment was completed in both environments:

e Cloud deployment made use of an AWS EC2 g4dn.xlarge instance with 16
GB of GPU VRAM. Python, vLLM, and FastAPI were used to manually configure
the environment. For secure communication, self-signed SSL certificates and API
key authentication were included.

e Edge deployment: A lab laptop (MSI GS75 Stealth 9SE) running Ubuntu
with an NVIDIA GPU and 6 GB of VRAM was employed. To keep parity with the
cloud scenario, the same configurations and API security measures were used.

The model was made available in both cases via the FastAPI server of vLLM. The
Unity trivia game’s generation requests were routed through HTTPS to the API. The
game, developed in parallel with a bachelor’s thesis project (Aryaei, 2025a), was designed
to communicate with the backend through this API. The full source code of the Unity
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game is available on GitHub (Aryaei, 2025b). Close collaboration between both projects
ensured alignment of requirements and smooth integration. Moreover, API behaviour, in-
cluding temperature, maximum tokens, and prompt formatting, was standardized across
environments to ensure consistency throughout testing.

3.1.4 Phase 4 - Data Collection & Analysis

General Description

The goal of the data collection and analysis phase is to measure and compare the be-
haviour of the deployed LLM in each environment in a systematic manner. Benchmarking
serving performance separately and assessing the LLM in real-time game-specific scenar-
ios are the two subphases that make up this phase. From low-level token generation
latency to system-level resource usage and energy consumption, the goal is to record a
broad range of performance metrics. This dual strategy makes it possible to compare raw
serving performance and evaluate the model’s computational impact for the intended use
case. Every deployment scenario is assessed separately under carefully monitored cir-
cumstances, and the outcomes are gathered in CSV or structured log formats for further
analysis and visualization.

Application in This Thesis

In this project, two subphases were implemented to evaluate the deployed LLM in both
the cloud and edge environments.

Subphase 1: Automated Serving Performance Benchmarking

The goal of the first subphase was to isolate the model’s language generation pipeline’s
performance. The benchmark serving.py tool, which is part of the vLLM library and
is intended for synthetic performance testing of LLM endpoints, was utilised. The fine-
tuned Llama 3.2 1B instruct model was deployed using the OpenAl-compatible interface
provided by vllm.entrypoints.openai.api_server. Section of the Exper-
iment Setup describes the specific parameter configuration used for the benchmarking
script.

In order to concentrate solely on raw serving performance, this subphase was
intentionally separated from the game use case. The metrics collected were the ones
explained in Section

This made it possible to compare the behaviour of the cloud and the edge under
uniform input/output lengths using a baseline that was independent of hardware.

Subphase 2: Real-Time Use-Case Evaluation

The second subphase involved custom performance testing for the particular use case
of creating trivia questions. For this, the FastAPI-based inference server was extended us-
ing vllm.entrypoints.api_server to collect real-time metrics for each request. To
gather a statistically significant set of metrics, several sessions were run, each simulating
a complete playthrough. See Section for a more in-depth setup explanation.

The metrics collected per request were the ones explained in Section [3.1.2]
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All data was collected and saved to CSV files for downstream analysis, visualization
and comparison of scenarios.

3.1.5 Phase 5 - Documentation
General Description

Documenting the experimental findings, observations, and lessons learned in an orga-
nized, reproducible format is the main goal of the methodology’s last stage. In addition
to writing the thesis, this includes arranging experimental data, visualizations, and com-
parative findings so that later researchers can build on or duplicate the methodology. By
turning unprocessed data into useful insights, it completes the research cycle.

Application in This Thesis

In this stage, the data collected from both the fine-tuning process and the real-time
evaluation and benchmarking stages were organized and put into analysis notebooks for
comparison and aggregation. To illustrate the main variations in throughput, latency,
energy usage, carbon emissions, and system resource utilisation between cloud and edge
deployments, graphs, tables, and statistical summaries were produced. The Results and
Discussion chapter was built upon these outputs. To ensure that others can modify it to
assess LLM deployment strategies in comparable circumstances, the methodology itself
was also thoroughly documented and illustrated (see Figure [3.1).

3.2 Experiment Design

3.2.1 Hardware and Environment

The software environments and hardware setups utilised for the LLM’s deployment and
evaluation in both cloud and edge scenarios are described in this section. To isolate the
effect of deployment location on performance metrics, it was crucial to ensure consistency
in the software stack and API interface between the two environments.

Cloud Environment

Table gathers the technical specifications of the selected EC2 instance.
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Table 3.1: Technical Specifications of the gddn.xlarge Instance (from AWS, 2025))

Component Specification
vCPUs 4

Memory 16 GiB

GPU 1 x NVIDIA T4
GPU Memory 16 GiB

CPU Platform Intel Xeon (Cascade Lake)
Clock Speed 2.5 GHz

Storage 125 GB NVMe SSD
Network Bandwidth Up to 25 Gbps
EBS Bandwidth 3,500 Mbps
Operating System (OS) | Ubuntu 22.04 LTS
Architecture 64-bit

The instance’s software stack was built around a Python-based serving architecture
that was set up especially for secure and effective LLM inference. The core components
are:

e Python 3.10.12
e vLLM 0.8.4, used as the inference engine.
e FastAPI 0.115.12, responsible for handling RESTful request routing.

e Redis 5.2.1, used for caching and filtering trivia question generations to ensure
uniqueness across game sessions.

e Nginx 1.18.0, used as a reverse proxy to terminate HTTPS connections and forward
secure traffic to the FastAPI backend.

A custom Nginx server block at /etc/nginx/sites—-available/v11lm was used
to configure and activate a self-signed SSL certificate. The private key was kept at
/etc/ssl/private/selfsigned.key, and the certificate was kept at /etc/ssl/
certs/selfsigned.crt. This made it possible for all LLM inference requests to
communicate via encrypted HTTPS. The Nginx server was verified to be listening on port
443, ensuring that the server was fully secured. In order to enforce API key authentication
on all incoming requests, a custom middleware was also implemented in FastAPI.

An Elastic IP address was configured and assigned to the instance to keep consistency
throughout the tests and experiments.

Edge Environment

Table gathers the technical specifications of the selected edge device.
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Table 3.2: Technical Specifications of MSI GS75 Stealth 9SE-874NE Laptop (MSI, 2025)
Component Specification

Processor (CPU) Intel Core i7-9750H @ 2.60GHz x 12

Memory (RAM) 16 GiB DDR4-2666

GPU NVIDIA GeForce RTX 2060 Mobile

GPU Memory 6 GB GDDR6

Storage 512 GB PCle NVMe SSD

Network Intel Wireless-AC 9560 (Wi-Fi 5), Killer E2500 Gi-

gabit Ethernet
Operating System (OS) | Ubuntu 22.04 LTS
Architecture 64-bit

The edge device’s software stack was built similarly around a Python-based serving
architecture that was set up especially for secure and effective LLM inference. The core
components are:

e Python 3.10.12
e vLLM 0.8.4, used as the inference engine.
e FastAPI 0.115.12, responsible for handling RESTful request routing.

e Redis 6.0.0, used for caching and filtering trivia question generations to ensure
uniqueness across game sessions.

e Nginx 1.18.0, used as a reverse proxy to terminate HT'TPS connections and forward
secure traffic to the FastAPI backend.

For the edge scenario, a self-signed SSL certificate was configured and activated using
a custom Nginx server block located at /etc/nginx/sites—available/edgeapi.
The private key was kept at /etc/ssl/private/selfsigned.key, and the cer-
tificate was kept at /etc/ssl/certs/selfsigned.crt. With this configuration,
all inference requests between the LLM server and the Unity game could be sent over
encrypted HTTPS. It was verified that secure connections were being accepted by the
Nginx server, which was actively listening on port 443. In order to enforce API key
authentication on all incoming requests, a custom middleware was also implemented in
FastAPI, as with the cloud setup.

To illustrate the interaction with the deployed model, the following example shows
how a trivia question can be requested via a secure API call. This endpoint is identical in
both deployment scenarios (cloud and edge), having the same authentication and prompt
configuration:

curl —-X POST https://56.228.47.219/generate \

-H "x-api-key: supersecurekeyl23" \

-H "Content-Type: application/json" \

-d r{

"prompt": "Generate exactly one easy trivia question (it
has to be a question, not a simple statement) with exactly
four multiple-choice answers. Respond only in the format
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followed by this example: Q: Who painted the Mona Lisa?
A: Vincent van Gogh B: Pablo Picasso C: Leonardo da Vinci
D: Claude Monet Answer: C. Now generate the trivia questi-
on following the exact same format, with no additional text
or explanations.",

"max_tokens": 100,

"temperature": 0.6

1%

The different parameters from the API request are explained as follows:

e x-api-key: Custom header used to authenticate requests. The server needs this
key to match the one defined in the FastAPI middleware for access control.

e max_tokens: Limits the number of tokens the model can generate in the response
to 100, which was proved enough in practice for common trivia questions.

e temperature: This parameter regulates the degree of randomness in the model’s
generated output. Lower values (e.g. 0.0) make the output more deterministic,
while higher values (e.g. 0.7) increase diversity and creativity. Based on the results
of the fine-tuning validation process (see Section and practical tests, the tem-
perature values that have yielded the best results with the chosen LLM are 0.5 and
0.6.

Validation of generated trivia questions

The FastAPI server incorporates logic to validate the structure and uniqueness of
each trivia question generated by the model. The server implements a custom formatting
checker to make sure that only well-formed questions are accepted. This checker confirmed
important structural elements like the presence and order of answer choices (A to D),
the correct interrogative form, and exactly one question mark. Any generation that
fails to meet these conditions is discarded and retried up to a maximum of 10 attempts.
Every accepted question was stored in a Redis set after being normalized using Unicode
and punctuation filtering to avoid duplicate content. Moreover, to ensure uniqueness
throughout each session, new generations are continuously compared to this set.

Appendix Figure explains the integration of Redis and its function within the
backend for both cloud and edge deployments.

3.2.2 Fine-Tuning Configuration

The fine-tuning process was carried out using the Torchtune library (PyTorch, 2025b) to
adapt the pretrained Llama 3.2 1B instruct model obtained from HuggingFace, 2025/ to
the specific task of trivia question generation.

Two fine-tuning strategies were explored:

e Parameter-Efficient Fine-Tuning (PEFT) via LoRA: It allows for adaptation
with little memory overhead by injecting trainable rank-decomposition matrices
into the model’s attention layers. Following the recommendation from Meta, 2025,
LoRA was the first implemented approach and only after making sure the tested
hyperparameter combinations did not provide the desired performance was that full
fine-tuning was considered.
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e Full Fine-Tuning: In this strategy, all model parameters were updated during
training. Although it required more resources as expected, it gave the model a
stronger baseline for comparison by enabling it to better internalize the structure
and semantics of the synthetic trivia dataset, as shown in the final results.

All fine-tuning runs were executed on AWS, specifically, on a g4dn.xlarge instance
running Ubuntu 22.04 LTS,Python 3.10.12 and Torchtune 0.5.0, which met
the memory requirements for either LoRA-based or full fine-tuning. Appendix Table
gathers the different configuration combinations that were tested with a reference name
for each combination on top (e.g. LoRA 3 corresponding to the resulting model after
performing LoRA fine-tuning for 3 epochs).

3.2.3 Post-Fine-Tuning Evaluation & Validation

An essential part of the methodology is the Post-Fine-Tuning Evaluation and Validation
phase, which is intended to determine which model variant among the pretrained and
fine-tuned candidates performs the best. Given the limitations of purely automated eval-
uation techniques for a creative and structured task like trivia generation, a two-phase
methodology was implemented: (1) systematic data collection with different prompt con-
figurations and inference temperatures, and (2) validation of factual correctness using
ChatGPT, and data analysis on Google Colab.

Each model variant was tested locally in a Lenovo Yoga Pro 7 14IMH9 laptop running
Windows Subsystem for Linux in its version 2.3.26.0. The rest of the software stack on
WSL was as follows:

e Python 3.10.12

e vLLM 0.84

e FastAPI 0.115.12
e Redis 5.2.1

The procedure is formally described in Appendix [F]

3.2.4 Setup for Data Collection & Analysis

Benchmarking Configuration

In order to measure the deployed LLM’s raw serving efficiency, independent of the par-
ticular trivia generation use case, the benchmark_serving.py script from the vLLM
repository was utilised in both deployment scenarios (vLLM, 2025a; Kim, 2025). This
script is optimised to create simulated workloads and gather the metrics defined in Sec-
tion under controlled conditions. To conduct the benchmark, the model was firstly
served using the OpenAl-compatible endpoint via the command:

python -m vllm.entrypoints.openai.api_server -—--model
“/full ft el model --tokenizer ~/full_ft el model --dtype
half --disable-log-requests --served-model-name Llama-ft

——max—-model—-len 512

Where:
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e ——dtype=half: The precision of the model’s calculations is controlled by the
—dtype argument. Setting it to half enables half-precision (16-bit floating-point)
computations, reducing memory usage and increasing throughput on compatible
GPUs, which is especially useful for inference tasks on hardware with limited re-
sources.

e ——disable-log-requests: configured to not log incoming API requests to the
server console.

e ——max model_len 512: This parameter sets the maximum number of tokens
(combining both input and output) that the model can process in a single inference.
In this case, the model can handle up to 512 tokens per request, which has been
proved enough in practice for the predefined prompts length and the expected LLM
responses, and helps control GPU memory usage and avoid out-of-memory errors.

Once the model was available, the benchmarking script was run using the command:

python vllm/benchmarks/benchmark_serving.py --backend
openai —--model Llama-ft --tokenizer full_ft_el_model
—-—dataset—-name random -—--num-prompts 100 --request-rate
inf —--random-input-len 85 —-random-output-len 100
—-—-percentile-metrics ttft,tpot,itl,e2el --base-url
http://127.0.0.1:8000 --endpoint /vl/completions
—--max-concurrency 1 -—--save-result

Where:

e Prompt type: randomly generated inputs using ——dataset—-name random

e Prompt lengths: input = 85 tokens (similar length to the predefined prompts
for the game), output = 100 tokens (fixed requested length for the LLM responses
during game sessions)

e Number of prompts: 100

e Concurrency settings: —-request-rate inf (sends all requests at once),
—-max—concurrency 1 (maximum number of concurrency requests set to 1)

Real-Time Evaluation Setup

The real-time evaluation involved tailoring the API server code to gather the required
metrics and sending requests from the client side for trivia questions across the five
predefined difficulty levels. Each game session followed a structured configuration:

e Difficulty levels: easy, medium, hard, very hard, expert

e Game session: 4 easy + 5 medium + 5 hard 4+ 5 very hard + 1 expert = 20
prompts

e Number of sessions: 30 (making it 600 total prompts for the experiment in each
deployment scenario)
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In both deployment scenarios, the selected model is served using the following com-
mand:

python -m vllm.entrypoints.api_server --host 0.0.0.0
——port 8000 --model ~/full_ft_el model —-—-max_.model_len 512
——dtype=half

Where:

e full ft el model is the chosen fine-tuned version of the LLM.

e ——maxmodel_len 512: Same configuration as for the serving performance bench-
marking.

e ——dtype=half: Same configuration as for the serving performance benchmarking.

The FastAPI server was configured to gather the metrics defined in Section [3.1.2
throughout inference in both cases. The server recorded start and end times in re-
sponse to a prompt in order to determine the overall generation duration. Additionally,
it recorded GPU power draw during inference (using nvidia-smi), CPU and GPU util-
isation (using psutil and NVIDIA’s NVML API), and GPU and FastAPI server process
memory usage. After each generation attempt, the server calculated derived metrics such
as energy consumption in joules, estimated COq emissions based on real-time carbon in-
tensity in Sweden, and energy efficiency in joules per token. The carbon intensity values
are obtained via the API from ElectricityMaps (2025) for both the Stockholm region,
where the AWS instance is located, and the region of Skelleftea, where the edge and
the client laptops are. In order to ensure minimal delay and centralized metric logging,
those computed values were returned directly in the JSON response from the /generate
endpoint. The system also tracked token counts, retry attempts (up to 10), and flagged
malformed or duplicate trivia entries for internal logging. Moreover, the Redis database
was used to track previously generated questions in order to guarantee the uniqueness of
the generated trivia. To ensure consistency across experiments, the database was reset
following every game session.

On the client side, all the metrics obtained were stored in a CSV file for further
analysis and comparison of the deployment scenarios.
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Chapter 4

Results and Discussion

4.1 Fine-Tuning Runtime and Loss Metrics

The following Table compares the total training runtime required for each fine-tuning
configuration.

Table 4.1: Total Training Runtime per Fine-Tuning Configuration
Model Variant LoRA 3 LoRA 5 Full 1 Full 3 Full 5
epochs epochs epoch epochs epochs

Runtime 1h 40m 55s 2h 48m 27s 49m 5H&s 2h 23m 22s  4h 07m 57s

As expected, LoRA-based variants trained significantly faster than their fully fine-
tuned counterparts, even with more epochs. The LoRA 3-epoch run took only 1 hour
40 minutes to complete, but the runtime increased to 2 hours 48 minutes when it was
extended to 5 epochs. Full fine-tuning, on the other hand, took significantly longer, more
than 4 hours for 5 epochs and 2 hours and 23 minutes for 3 epochs. Among all variants,
the 1-epoch full fine-tuning run completed fastest, in just under 50 minutes.

The training loss progression over time for each of the five fine-tuning configurations
logged with WeightsAndBiases (2025)) is displayed in Figure . As anticipated, when
compared to their LoRA counterparts, the full fine-tuning strategies typically yield lower
final loss values. The model that was fine-tuned for five epochs achieves the lowest
loss (0.1803), which is followed by the full three epochs (0.3125) and the full one epoch
(0.3516). LoRA 3 and 5 epochs, on the other hand, plateau at higher loss levels but
converge more quickly, ending with final values of 0.5543 and 0.5203, respectively. No-
tably, in the Post-Fine-Tuning Evaluation & Validation process, the full 1 epoch model
performed the best even though it did not achieve the lowest loss. This result emphasizes
the significance of integrating loss analysis with task-aligned evaluation and shows that
improved task-specific performance is not always correlated with lower training loss.

4.2 Post-Fine-Tuning Evaluation Results

Table displays the performance results of the Model Evaluation & Validation process
for each fine-tuned version and compares them with the pretrained model. ”Error” in
this context means that the model was not capable of generating a properly-structured
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Figure 4.1: Training Loss Across Runs

and non-duplicated multiple-choice trivia question in 10 attempts (providing the same
prompt). On the other hand, ”Wrong Answer” refers to the model specifying a wrong
answer within the multiple choices for the generated question. Similarly, ”Mean of At-
tempts” refers to the average number of attempts throughout the generation requests
(1800 total requests per model) the model required to generate a properly-structured and
non-duplicated question.

Table 4.2: Performance Comparison Across Model Variants

Model Number Mean of Wrong Invalid Usable
of Errors Attempts Answers Questions Questions
(/1800)

Pretrained 1250 3.78 258 137 155

LoRA 3 epochs 1328 4.43 171 26 275

LoRA 5 epochs 1358 4.51 164 28 250

Full 1 epoch 1276 4.29 105 39 380

Full 3 epochs 1380 4.89 61 11 348

Full 5 epochs 1422 4.26 42 18 318

With a balance between factual accuracy, structural validity, and generation consis-
tency, the fully fine-tuned model trained for a single epoch produced the best overall
results out of all the model variations, and was therefore the selected model for the game
integration and experiments.

As explained in Algorithm [F] an in-depth analysis was conducted using Google Colab
notebooks for each of the model variants. The performance of the chosen model varied
considerably across inference temperatures, as shown in Figure At temperature 0.0,
the majority of unusable generations happened, and the error rate was higher than 99%.
At temperature 0.7, this trend improved to a usable generation rate of 56.67%. But
factual reliability suffered as a result: at temperature 0.7, 84.76% of all incorrect answers
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happened, while at temperature 0.4, only 15.24% did. Structural validity shows a similar
trade-off, with 27 out of 39 questions being invalid at 0.7.

Total number of entries: 18B@

Number of "error’ entries: 1276, representing the 70.89%.

Error percentage per value of inference temperature:
temperature error_count +total count error_percentage

%] 8.0 596 cea 99.333333
1 8.4 42a cea 78.000800
2 8.7 268 6ea 43.333333

Overall Mean of Attempts: 4.29
Total number of entries with wrong answers: 185, representing the 20.04% of the entries without errors.

Entries with wrong answers per temperature wvalue:
temperature wrong_count

5] 8.4 16

1 8.7 89

Total number of entries with invalid questions: 39, representing the 7.44% of the entries without errors.

Entries with invalid questions per temperature value:
temperature invalid count

%] 8.4 12

1 8.7 27

Figure 4.2: Results of the Chosen Model’s In-Depth Analysis

A similar evaluation process was conducted for each of the remaining model variants
following the same structure, including error rates, wrong answer counts, and formatting
issues. The results are available in their respective evaluation notebooks.

4.3 Metrics Analysis

4.3.1 Subphase 1: Automated Serving Performance Benchmark-
ing

This subphase focuses on evaluating the raw serving performance of the fine-tuned model
deployed in both cloud and edge environments using the benchmark serving.py tool. By
running all benchmark requests locally within the same hardware environment where
the model is hosted, either on the AWS EC2 instance or the MSI lab laptop, this sub-
phase eliminates network latency as a factor, isolating inference engine performance and
hardware responsiveness.

The automated benchmarking results are presented in Table [4.3]

For the edge scenario, the comparative analysis shows steady gains in serving ef-
ficiency. The edge deployment performs better than the cloud deployment in terms
of average and tail latencies for all latency components, such as Time to First Token
(TTFT), Time per Output Token (TPOT), and Inter-Token Latency (ITL), as shown in
Figure 4.4 Notably, the mean TTFT decreases by 14.3% from 41.36 ms to 35.44 ms,
while the mean TPOT and ITL both decrease by about 20.9%. These reductions reflect
better local processing efficiency and reduced resource contention in the edge setup.
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Table 4.3: Comparison of Metrics from the Automated Benchmarking of Model Serving
for Cloud and Edge Scenarios

Metric Cloud Edge
Benchmark Duration (s) 110.84  88.27
Total Input Tokens 8500 8500
Total Generated Tokens 9244 9278
Request Throughput (req/s) 0.90 1.13
Output Token Throughput (tok/s) 83.40 105.11
Total Token Throughput (tok/s) 160.09 201.41
Mean TTFT (ms) 4136  35.44
Median TTFT (ms) 41.38  35.41
P99 TTFT (ms) 42.13 37.02
Mean TPOT (ms) 11.66 9.22
Median TPOT (ms) 11.67 9.22
P99 TPOT (ms) 11.70 9.27
Mean ITL (ms) 11.66 9.23
Median ITL (ms) 11.62 9.22
P99 ITL (ms) 1219 9.50
Mean E2EL (ms) 1107.80 882.29
Median E2EL (ms) 1196.25 948.18
P99 E2EL (ms) 1198.32  953.59

The edge system’s superior responsiveness is maintained under peak load conditions
(P99). For instance, P99 ITL decreases from 12.19 ms to 9.50 ms, and P99 TPOT
decreases from 11.70 ms (cloud) to 9.27 ms (edge). These numbers show more consistent
latency behaviour at the tail in addition to faster decoding, which is important for latency-
sensitive applications like real-time games.

The cumulative advantage is highlighted by the end-to-end latency (E2EL) metrics.
The mean E2EL in the edge scenario is 20.35% lower at 882.29 ms than in the cloud,
which is 1107.80 ms. This pattern is also followed by the median and P99 E2EL values,
confirming more consistent performance in edge deployment.

These findings are further supported by throughput results. Figure illustrates
that the edge scenario increases the total token throughput by 25.81% and the request
throughput by 25.56%. The edge system manages inference more effectively despite
having single-request concurrency and identical input/output token lengths, most likely
as a result of closer hardware and software stack integration.

While this subphase isolates serving performance under synthetic benchmarking con-
ditions, the next section (Subphase 2) evaluates the model’s performance in real-world
trivia generation sessions, accounting for system resource usage and energy consumption.

4.3.2 Subphase 2: Real-Time Use-Case Evaluation

This second evaluation subphase concentrates on real-time use-case performance to sup-
plement the synthetic performance benchmarking from Subphase 1. The goal is to assess
and compare the practical implications of deploying an LLM in a trivia-based game set-
ting across cloud and edge environments. In order to analyse important operational
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Figure 4.3: Throughput comparison between cloud and edge scenarios for request /s (left)
and token/s (right).

Latency Component Breakdown

1200 7 == cloud

Edge

1000 +

800

600

Latency (ms)

200 A

TTFT TPOT * Tokens me

Figure 4.4: Breakdown of Latency Components (TTFT, TPOT x tokens, ITL) Con-
tributing to E2EL in both Deployment Environments.

factors like latency, energy consumption, computational resource usage, and generation
reliability, the metrics specified in Section |3.1.2| were gathered during simulated gameplay
sessions. This subphase is critical to understanding not only how each deployment strat-
egy performs under load, but also how suitable each is for supporting latency-sensitive,
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sustainable Al applications in user-facing scenarios.

Latency and Responsiveness

Responsiveness is a crucial component of the user experience in real-time applications
like games. In this subsection, two complementary latency-related metrics are examined:
generation time, which measures the raw model inference duration, and end-to-end la-
tency computed on the client side, which also takes client-server communication delays
into account.

CDF of End-to-End Latency
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Figure 4.5: Cumulative Probability of Response Time per Request

The Cumulative Distribution Function (CDF) of end-to-end latency, shown in Figure
[4.5] makes it evident that the edge deployment scenario offers a performance advantage.
Approximately 80% of requests in the edge case were fulfilled in under 2.5 seconds, while
the cloud scenario achieved that same percentile closer to 3.5 seconds. Furthermore,
the cloud distribution’s long-tail behaviour suggests increased variability and more pro-
nounced latency spikes, which can affect the fluidity of user interaction in fast-paced
environments.

To further examine central tendencies and dispersion, Figure displays boxplots
of both generation time and end-to-end latency. In the edge case, there was a narrower
interquartile range and a consistently lower median generation time. This supports the
CDF findings, indicating that the edge scenario provides more reliable performance in
addition to faster average inference. Regarding end-to-end latency, the difference is es-
pecially pronounced where cloud performance shows a higher frequency of outliers and
longer tail values. These results imply that edge deployment may provide a smoother
user experience for LLM-powered applications requiring quick feedback loops.

Furthermore, statistical tests confirmed that latency differences between the two
deployment environments are highly significant. A Welch’s t-test returned a p-value
<0.00001 for both generation latency (t = 10.05) and end-to-end latency (t = 15.32),
establishing that the edge deployment consistently results in quicker and more responsive
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Latency Comparison Between Cloud and Edge
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Figure 4.6: Boxplots of Generation Time and End-to-End Latency (with mean markers)

performance under real-time conditions. These findings provide strong empirical support
for preferring edge deployments over cloud alternatives when latency is a critical factor,
as in interactive game scenarios.

Energy Efficiency and Sustainability

Beyond performance, the energy costs of model inference must be carefully considered
in order to implement sustainable Al practices. This is particularly crucial in situations
like real-time games where model calls occur frequently. The two main metrics used in
this section to assess energy efficiency are the total GPU energy consumption (measured
in joules) and the GPU energy consumption per token generated (measured in J/token).
These values were collected from real-time GPU monitoring, as the core inference work-
load, namely, the model forward pass and token generation, is performed on the GPU.
Furthermore, to put the environmental impact in perspective, the summary table 1.4 also
includes the estimated carbon emissions for each request.

The bar plots in Figure demonstrate that, on average, the cloud deployment used
slightly more overall GPU power per request than the edge case. It was found with a
Welch’s t-test, however, that this was not statistically distinct (p = 0.181), reflecting that
the two deployments had similar energy use per prompt. When examining energy effi-
ciency in terms of GPU energy consumed per token, the edge scenario showed somewhat
lower values. Although the p-value (0.055) was slightly above the conventional threshold
for statistical significance (p <0.05), the result is an indication of trend towards greater
energy efficiency at the edge, although further evidence would be necessary to confirm
this difference with high confidence.

Estimated carbon emissions, derived from regional electricity intensity at the time,
were gathered from the summary statistics (Table . Edge deployment was run on
a laptop in Skelleftea, which is under the SE1 electricity grid, characterized by its low
carbon intensity with high hydro and wind power penetration. In contrast, the cloud
deployment ran on the AWS EC2 instance in Stockholm, which belongs to SE3 grid.
Although both Swedish grids have relatively low emissions in general, SE3 tends to have
a higher carbon intensity. As a result, the cloud scenario produced slightly more carbon
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Energy Consumption and Efficiency Comparison
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Figure 4.7: Bar Plots with Error Bars for GPU Energy Consumption (left) and for GPU
Energy per Token (right)

per request, although absolute emissions per prompt remained very low (less than 0.001
grams). Though the environmental impact is negligible in the short term, this kind of
difference can become substantial at scale, a consideration that points to the advantage
of local inference in low-intensity grids.

Table 4.4: Comparison of Mean + Std of Key Metrics Between Cloud and Edge Deploy-
ment

Metric Metric Cate- Cloud Edge
gory
generation_time Latency 1.647 £+ 0.932 1.2 £ 0.566
e2e_latency _sec Latency 2.865 £+ 1.024 2.11 £ 0.639
energy_gpu_joules Energy 84.843 + 58.537 80.708 + 48.108
energy_gpu_j_per_token FEnergy 0.346 £+ 0.043 0.342 £+ 0.033
carbon_emitted _grams FEnergy 0.000566 £ 0.00039 0.000336 £ 0.0002
cpu_util_percent utilisation 14.108 + 2.371 5.032 + 1.254
gpu_util_percent utilisation 47.133 £ 9.72 30.168 + 16.077
peak_gpu_mem _used_mb utilisation 13358.171 + 3.608  4728.458 + 3.141
peak_cpu_mem _used_mb utilisation 5518.02 £ 0.72 5541.494 + 0.488
attempts Quality 1.287 + 0.729 1.243 + 0.596

System utilisation

Effective use of resources is an important consideration in deployment planning for real-
time LLM applications. This subsection compares the cloud and edge deployments’
average CPU and GPU utilisation during inference. The values measured, CPU utilisa-
tion (%) and GPU utilisation (%), indicate how intensely each deployment stressed the
host hardware. From Figure [4.8] we can see that the cloud deployment had higher util-
isation across both resources. In contrast, the edge laptop hardware experienced lower
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utilisation.

System Resource Utilization Comparison Between Cloud and Edge
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Figure 4.8: Boxplots of CPU and GPU utilisation (with mean markers)

Despite lower hardware utilisation on the edge system, the latency and energy per-
formance remained competitive, suggesting a more compelling efficiency profile for the
workload under observation. The narrower interquartile ranges in the edge deployment
also indicate consistent behaviour between sessions. The cloud system, in contrast, exhib-
ited slightly more variance, particularly in GPU utilisation. These findings corroborate
the hypothesis that local deployment on dedicated hardware can yield not just competi-
tive performance, but also more consistent behaviour, which is a desirable characteristic
for latency-sensitive applications such as interactive games.

Along with the average utilisation analysis, peak memory usage was also quantified
as it gives helpful insight about hardware viability, particularly for edge deployment on
resource-scarce devices. As shown in Figure [£.9] the cloud deployment had significantly
higher peak GPU memory usage (well above 13 GB on average), which can be attributable
to the greater capacity of the virtualized GPU. In contrast, peak GPU memory on the edge
device was under 5 GB, being 6 GB the maximum VRAM available in the edge laptop.
Interestingly, peak CPU memory usage was slightly greater on the edge compared to
the cloud instance, maybe a reflection of FastAPI server memory allocation patterns. In
either case, both operated well within their physical memory availability. These findings
provide further justification for edge deployment under moderate workloads where a low
memory profile is desirable.

To better place the resource measurements in context, a correlation matrix was com-
puted for all the variables gathered, as can be seen in Figure [£.10] As anticipated, gen-
eration_time, energy_gpu_joules, and carbon_emitted_grams were all strongly positively
correlated with tokens_total (r > 0.96), which can be attributed to an increased num-
ber of attempts per prompt, resulting in more generated tokens and therefore greater
inference time and more energy utilised. Interestingly, energy_gpu_j_per_token was also
weakly correlated with token count, as would be expected, confirming its usefulness as a
normalized measure of efficiency. These results confirm the hypothesis that token count is
a significant source of system load and energy consumption, and highlight the importance
of comparing normalized metrics in comparative studies.
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Figure 4.9: Grouped Bar Plot Comparing Peak GPU and CPU Memory Usage per De-
ployment Scenario

Quality Stability

Another aspect of interest in real-time LLM usage is prompt generation reliability, i.e.,
how frequently the model must retry in order to generate a valid and novel trivia question.
This was measured with the attempts metric, which records how many retries (out of 10)
were needed per prompt. As is evident from Figure the retry distribution was
low and clustered around 1 in both cloud and edge deployments, with minimal variance
and no outliers. This indicates the model was relatively stable in both cases, generating
high-quality output with little repetition or formatting issues. Edge deployment also had
a marginally lower average number of attempts, but a t-test was unnecessary since the
measure was discrete with little variability. Generally, there were no significant differences
in generation reliability by type of deployment.

Difficulty Scaling

In order to contrast the robustness of both deployments against varying computational
demands, measurements were evaluated as a function of trivia question difficulty level.
Each session was composed of requests from five predefined difficulty levels: easy, medium,
hard, very hard, and expert. For every level, mean and standard deviation values were
calculated for generation time, end-to-end latency, and GPU power consumption. The
objective was to see if the gap in performance between edge and cloud setups decreased
or increased as the level of difficulty increased.

At each difficulty level, edge deployment saw lower generation and end-to-end latency
than the cloud, as can be seen in the graphs of Figure .12l Notably, while latency
varied with difficulty in both environments, with a peak at the hard level and a dip at
very hard, the relative performance gap between cloud and edge deployments remained
constant. This indicates that both systems scaled equally under increasing difficulty
levels, but the edge kept its responsiveness advantage throughout. For energy consump-
tion, both deployments exhibited a similar trend. The edge deployment, nevertheless,
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Pearson Correlation Matrix of Key Metrics
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Figure 4.10: Pearson Correlation Matrix of Key Metrics

showed slightly more stable energy usage across levels, indicating more efficient scaling
as complexity increased.

Key Findings from Deployment Benchmarking

e Latency: Edge deployment significantly reduced generation time (}27%) and end-
to-end latency ([26%) compared to cloud. Welch’s t-tests confirmed statistical
significance (p < 0.00001).

e Throughput: Edge achieved 25.6% higher request throughput and 25.8% higher
token throughput under identical conditions.

e Resource utilisation: Edge used ~36% less GPU utilisation and 64.6% less GPU
memory, yet matched or outperformed cloud.

e Energy and Carbon: Edge consumed slightly less energy and energy per token,
and produced lower COy emissions (non-significant trend), aided by SE1’s low-
carbon grid.

e Stability: Edge had fewer latency spikes and scaled smoothly across increasing
trivia difficulty levels.
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Figure 4.11: Mean Number of Attempts per Prompt (+ std)

Summary Table Insight

To summarize the findings of the real-time analysis, there is a mean + standard deviation
table for all the key metrics (refer to Table [4.4)). Trade-offs and similarities between the
two deployment options are identified in the table. The edge setup provided lower latency
and the same or improved energy efficiency with low CPU and GPU utilisation. Moreover,
edge deployment also showed a significantly lower peak GPU memory usage, operating
comfortably well within its 6 GB limit compared to the cloud instance using up more than
13 GB of its 16 GB GPU RAM, demonstrating that the edge use case operates in resource-
limited setups. This implies that local inference, when applied in a low-carbon-intensity
area such as SE1, can be an attractive balance between sustainability and performance.
The cloud scenario, though equally performant, was marginally higher in latency, system
utilisation variance, and marginally higher in energy and carbon figures. These results are
in line with the research overall: to present evidence-based guidance on LLM deployment
methods for practical application scenarios, with emphasis on sustainable and effective
Al practice.
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Scaling Behavior Across Difficulty Levels
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Figure 4.12: Scaling behaviour across difficulty levels. Generation Time vs. Difficulty
(left), E2E Latency vs. Difficulty (center) and GPU Energy Consumption vs. Difficulty
(right). Each line represents the average value per difficulty level, with error bars showing
standard deviation.
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Chapter 5

Conclusion and Future Work

5.1 Conclusions

This thesis aimed to explore the cloud and edge deployment computational performance
and resource usage of a fine-tuned Llama 3.2 1B instruct model for generating trivia
questions in real time for a Unity game. The study was led by two research questions and
adopted a two-stage approach that encompassed both automated serving benchmarking
and real-time gameplay-driven testing.

In response to the initial Research Question 1 (RQ1), the thesis reported the
end-to-end procedure of choosing and fine-tuning the LLM for trivia generation, recog-
nizing the need for fine-tuning to enhance structural validity and difficulty-based question
generation. Both LoRA and full fine-tuning methods were tested, where the latter pro-
vided greater reliability in producing well-structured trivia content with predetermined
difficulty levels. The final fine-tuned model was integrated into the Unity game using a
Fast API interface and hosted on vLLM, completing a deployable configuration suitable
for real-time interaction. The entire pipeline was documented in the form of a general-
izable methodology that can be followed for similar projects seeking the integration and
evaluation of Generative Al models into specific real-time applications.

Research Question 2 (RQ2) was answered with an extensive gathering and com-
parison of metrics of two deployment locations; cloud (AWS EC2 instance) and edge
(local laptop).

During Phase 1, the automatic benchmarking phase isolated basic serving metrics
like Time to First Token (TTFT), Time per Output Token (TPOT), Inter-Token La-
tency (ITL) and throughput. It was observed that the edge deployment clearly outper-
formed the cloud in both latency and throughput metrics. The edge scenario achieved
25.6% higher request throughput and 25.8% higher total token throughput, along with
consistently lower TTFT, TPOT, and I'TL values.

In Phase 2, end-to-end latency, system utilisation, and environmental footprint were
tracked in real time. Edge deployment provided significantly reduced latency (confirmed
through statistical testing), along with lower GPU energy per token and reduced carbon
emissions, with notable contributions from Sweden’s SE1 region’s low-carbon energy mix.
Although the energy efficiency difference was not statistically significant, the trend was
favorable for edge deployment. In addition, edge deployment operated with much less
GPU utilisation and memory use without any loss of performance, suggesting better use of
resources. Conversely, cloud deployment manifested slightly higher hardware utilisation
and memory use, but with greater variability and occasional latency spikes, particularly in
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prompts requiring multiple generation attempts to satisfy quality filters. These findings
emphasize that edge deployment can deliver a quicker and more responsive experience for
real-time LLM applications when executed in favorable regional energy contexts. How-
ever, it is important to note that the edge system used, a high-performance laptop with
a discrete GPU, does not represent highly constrained edge hardware. While these re-
sults isolate network-path effects and server-class power use, they may not generalize to
embedded or low-power edge devices with more constrained resources.

Token count per request, which was influenced both by the question difficulty level
required and also by retries that occasionally occurred, was also strongly correlated with
latency and energy use, reaffirming it as a primary driver of computational load. Overall,
the comparison experiment showed that both deployment configurations involve trade-
offs: the edge configuration is superior for local responsiveness, energy efficiency, and
bounded resource consumption, and the cloud configuration offers greater hardware ca-
pacity along with more scalable memory management. The findings of this study are part
of the increasing literature on sustainable Al and provide practical guidance and insights
for the deployment of LLMs in interactive systems with limited computational budgets.

5.2 Recommendations

Based on the findings, several recommendations can be drawn for researchers and devel-
opers using LLMs in real-time interactive applications such as games:

e Prefer edge deployment in regions with low-carbon intensity: Where feasi-
ble, edge deployment of LLMs, particularly in low carbon intensity regions, can ef-
fectively decrease latency and carbon footprint without compromising output qual-

1ty.

e Use lightweight models when possible for real-time applications: The
Llama 3.2 1B instruct model showed an acceptable balance between inference per-
formance and hardware needs. Small but capable models can be employed in real-
time applications.

e Track token counts to control resource use: Tokens per request emerged as
a principal cause of latency and power usage. Therefore, game and prompt designs
must take into account managing prompt and model output length in order to
optimise efficiency.

e Validate model output using post-processing filters: A validation layer to
eliminate badly constructed or duplicate trivia questions was necessary to guarantee
quality. The same runtime validation mechanisms for safety and reliability are
recommended in LLM outputs.

e Use structured methodologies for deployment comparison: The five-phase
methodology introduced in this research can guide future projects that need struc-
tured evaluations of LLM deployment performance across diverse environments.
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5.3 Future Work

There are still several promising directions for expanding this research and scaling the
capabilities of LLM-powered real-time applications:

e Expand the training dataset for fine-tuning: A clear next step is to create
a significantly larger set of multiple-choice trivia questions. A larger dataset could
potentially enhance the quality of the model’s generation and also more closely
match the questions to the target levels of difficulty. It would also enable the model
to generalize across larger topics while ensuring structural consistency.

e Additional experimentation with LoRA configurations: Even though this
thesis included LoRA-based fine-tuning, future experiments can try different com-
binations of rank and alpha values to observe their effect on model performance
and efficiency. This can potentially reveal configurations with superior trade-offs
between training cost and output quality.

e Deploy and test a larger quantized model: Using the same cloud and edge
infrastructure, future work can try out a larger model, the 3B parameter variant of
Llama, for example, quantized to 8 bits to fit in the 6GB GPU memory of the edge
device. This would indicate whether modestly larger models can produce visible
gains in content quality without exceeding hardware limits.

e Extend evaluation to resource-constrained edge hardware: Future work
should replicate this benchmarking methodology on more constrained devices such
as embedded GPUs or mobile SoCs. This would validate the applicability of the
framework in realistic edge contexts where strict memory and power budgets apply.

e Add a diffusion model for dynamic audio generation: One extension is to
incorporate a generative model such as a diffusion-based audio model to gener-
ate background music dynamically during gameplay. This would also improve the
immersive experience and serve as a testbed for coordinating multiple generative
models in real time.

e Conduct a quality of experience (QoE) evaluation of the LLM-powered
game: Although this thesis focused on assessing the implementation from a techni-
cal perspective, analysing performance and system utilisation metrics, future work
should include a QoE study involving real users to assess subjective aspects such
as clarity of the questions, perceived difficulty, enjoyment, and overall engagement.
This would provide valuable feedback about how players experience the system and
help validate the effectiveness of LLM integration from a user-centered perspective.

These guidelines can help maximize the balance of performance, creativity, and ef-
ficiency, and push the state of the art in what LLMs and generative Al can offer in
sustainable, real-time interactive environments.
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Appendix A

Code Repository

The GitHub repository containing the fine-tuning dataset, code and experiments is ac-
cessible via the following link:
https://github.com/DanielGonzalezArango/master-thesis-project
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Appendix B

Fine-Tuning Parameters
Configuration From Literature
Review

Table B.1: Fine-Tuning Parameters Configuration Across Reviewed Papers

Parameter Akyiirek et Agiza, Lee, Lee,
al., 2024 Mostagir, Hunter, Hunter,

and Reda, and Ruiz, and Ruiz,
2024 2024] (13B)  [2024] (70B)

Model(s) Llama 3 8B, Llama3-8B, Llama 2 13B  Llama 2 70B

Llama 3.2 1B Mistral-7B-

v0.2

Fine-Tuning  Full Fine- LoRA LoRA LoRA

Method Tuning (PEFT) (PEFT) (PEFT)

Batch Size 32 64 16 16

Learning 2.5e-5 3e-4 de-4 3e-4

Rate (LR)

Epochs 2 Not specified 1 1

Optimiser AdamW Adam Not specified  Not specified

Scheduler Cosine LR Not specified  Cosine LR Cosine LR

Warmup 100 Not specified 100 100

Steps

LoRA Rank Not Applicable 16 16 16

LoRA Alpha  Not Applicable 32 16 16

LoRA Target Not Applicable Not specified gate_proj, gate_proj,

Modules down_proj, down_proj,

up_proj up_proj
Quantization  Not specified Not specified  No No
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Appendix C

Comparison of Amazon Bedrock,
SageMaker, and EC2

Table C.1: Comparison of Amazon Bedrock, SageMaker,

and EC2
Category Amazon Bedrock Amazon Sage- Amazon EC2
Maker

Use Cases Perfect for incorporat- Best for building, Suitable for full
ing foundation mod- training, and de- control over the
els that have already ploying custom ML ML environment.
been trained into ap- models at scale. Suit- Perfect for legacy
plications without re- able for scenarios applications, cus-
quiring a significant requiring extensive tom setups, or
investment in model training, fine-tuning, situations requir-
development. Ideal and  customization, ing particular
for applications such such as financial fraud hardware configu-
as text summariza- detection or health- rations.
tion, chatbots, and care forecasting.
content moderation.

Customization Limited  customiza- High degree of cus- Full customiza-
tion; primarily uses tomization; complete tion; complete
pre-trained models command over the control over soft-
with some fine-tuning model’s architecture, ware environment
options. Less control training, and imple- and configura-
over the underlying mentation. Supports tions. Requires
infrastructure. model evaluation and manual setup and

fine-tuning. management.

Continued on next page
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Category Amazon Bedrock Amazon Sage- Amazon EC2
Maker
Pricing Pricing  determined Pay-as-you-go pricing Three pricing mod-
by the number of with costs that vary els: spot instances,
input/output tokens by instance type reserved instances,
processed.  Provides and usage, based and on-demand.
options for provi- on storage, compute Costs depend on
sioned throughput resources, and other instance type,
and on-demand. services. region, and usage.
Integration Simplified integration Requires more effort Manual integra-
through API calls. No for integration; in- tion; complete
need to manage infras- volves setting up end- responsibility  for
tructure. points and managing environment and
infrastructure compo- service setup and
nents. management.
Expertise Re- Basic ML expertise; Advanced ML exper- High expertise;
quired suitable for developers tise; suitable for data requires in-depth
and businesses with- scientists and ML en- knowledge of ML,
out deep ML knowl- gineers with experi- system  adminis-

edge.

ence in model develop-
ment and deployment.

tration, and AWS

services.
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Appendix D

Backend Integration

Unity Game
(client)
F
Promptto LLM Returns unique VLLM ensures efficient
requesting and well-formatted token handling and
trivia questions questions inference using its
optimizations.
v

~ Request trivia question

_ FastAPI > vLLM
Stores unique .
questions Server e Engine
VLLM returns the raw output . y Y
from the LLM
X VvLLM applies the
Redis Helps identify sampling
database duplicate parameters,
questions assigns a request Response
id, extracts the
prompt and sends
itto the LLM
v
LLM
model

Llama 3.2 1B instruct

Figure D.1: Backend Integration Diagram
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Appendix E

Hyperparameters Configuration for
Fine-Tuning

Table E.1: Configuration combinations for hyperparam-

eters
Hyper Pa- LoRA 3 LoRA 5 Full 1 Full 3 Full 5
rameter
Fine-Tuning  PEFT PEFT Full Fine- Full Fine- Full Fine-
Strategy (LoRA) (LoRA) Tuning Tuning Tuning
LoRA atten- q_proj, q-proj, N/A N/A N/A
tion modules  k_proj, k_proj,
v_proj, out- v_proj, out-
put_proj put_proj
LoRA rank 16 16 N/A N/A N/A
LoRA alpha 16 16 N/A N/A N/A
Optimiser AdamW AdamW Paged Paged Paged
AdamW AdamW AdamW
8bit 8bit 8bit
Weight Decay 0.01 0.01 No No No
Learning 2.00E-05 2.00E-05 1.00E-05 1.00E-05 1.00E-05
Rate (LR)
LR Scheduler Cosine with Cosine with No No No
warmup warmup
Num. 100 100 No No No
Warmup
Steps
Loss function CE With CE With CE With CE With CE With
Chunked Chunked Chunked Chunked Chunked
Output Loss  Output Loss  Output Output Output
Loss Loss Loss
Batch size 16 16 4 4 4
Epochs 3 5 1 3 d
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Hyper Pa-
rameter

LoRA 3

LoRA 5

Full 1

Full 3

Full 5

Gradient Ac-
cumulation
Steps
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Appendix F

Evaluation and Validation Steps
Fine-Tuned Model Variants

Algorithm 1: Evaluation and Validation of Model Variants
Data:

e Set of model variants M = {Pretrained, LoRA (3e, 5e), Full (le, 3e, 5e)}

e Temperatures T' = {0.0,0.4,0.7}

e Prompt set PP with combinations of difficulty (5 levels), style (zero-shot vs.
one-shot), and context (less vs. more)

e Repetitions per configuration: N = 30

Result: For each model m € M: CSV file with collected metrics + aggregated
Google Colab notebook with validation analysis.

1 foreach m € M do
Load model variant m into vLLM server;

&

Subphase 1: Systematic Data Collection;

foreach t € T do

foreach p € P do

fori=1to N do

Send POST request to FastAPI server with (p, t);
Capture response and API-level metrics via curl;
Extract and log:

I - S~ B S

©

e Trivia text, number of attempts, LLM generation time
e API response times: total, connect, download, upload

e Python execution time for the entire request

Append result to dataset list;

10 Save all results of model m to a dedicated CSV file;

11 Subphase 2: Data Analysis and Accuracy Validation;
12 Split m’s CSV into manageable chunks;

13 foreach chunk do

14 Use ChatGPT to:

e Check factual correctness of claimed answers

e Flag invalid or nonsense questions

15 Upload model m’s CSV and results from ChatGPT to Colab and compute:
e Number of usable questions

e Average attempts per valid response

e Total factual errors and structural errors

16 Aggregate evaluation results across all m € M for final comparison and selection;
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