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ABSTRACT

Balancing operational cost, user-perceived Quality of Experience (QoE), and envi-
ronmental impact is crucial for deploying cloud-based extended reality (XR) appli-
cations for streaming. We propose ECO-XR, an elastic cloud architecture that uses
NVIDIA T4 vGPU slicing on AWS g4dn.metal instances to reduce the operational
costs considering QoE performance of the system. We formulate a multi-objective
problem minimizing per-hour cost, QoE penalty, and carbon emissions (via DCGM
power traces and regional carbon intensity). Three Virtual Reality applications’ work-
loads (Idle - SteamVR Home, Google Earth VR, Resonite) are evaluated under clean
and impaired network conditions. Results show a 4 GB vGPU slice reduces hourly
cost by over 50 % (from $0.526 to $0.259) compared to a g4dn.xlarge or other gam-
ing instances while maintaining MOS > 4.38 in clean scenarios. Under impairment,
Resonite requires an 8 GB slice (0.519 USD/hr) to satisfy MOS > 4.0, highlighting
workload-dependent slice selection. Carbon analysis reveals that a 4 GB slice emits
0.230gCO0y/s (=~ 828 gCOy/hr) when clean but incurs a 34 % carbon penalty under
impairment versus an 8 GB slice. Pareto-front analysis identifies the knee point at
Google Earth VR (clean, 4 GB), achieving > 50 % cost savings with minimal QoE
degradation and low carbon.

Keywords: Cloud streaming, Cost optimization, Quality of Experience, Virtual Re-
ality
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CHAPTER 1: INTRODUCTION

The Introduction chapter establishes an initial understanding of the research topic
within its area, presents the essential background and context, and provides a con-
cise review of the state of the art to highlight the research gap that motivates the
study. This part of the thesis explains the problem, motivation, and research goals
and objectives and, when applicable, formulates leading research questions or hy-
potheses. The chapter further specifies the scope and essential assumptions, de-
scribes the methodological approach and planned contributions, and finally con-
cludes with a roadmap of the thesis.

1.1 Background

The term of Extended Reality (XR) is commonly used to encompass Augmented
Reality (AR), Virtual Reality (VR) and Mixed Reality (MR). XR is not only about ad-
vanced hardware or software - it is about creating seamless, immersive experiences
that fundamentally transform how users interact with digital content [58].

In recent years, these immersive technologies have been used in a broad range of
industries, from gaming to healthcare. Many major players in the technology industry
are investing in the XR market such as Meta, Apple and HTC with their respective
devices Meta Quest 3, Apple Vision Pro, and Vive XR Elite [47][4][30]. The global
market size was valued at $77.38 billion in 2024 and is projected to surpass $3.27
trillion by 2037 at a CAGR of over 33% [69].

Extended Reality (XR) experiences are frequently positioned along the reality-
virtuality continuum, which ranges from entirely authentic to completely virtual set-
tings, with varying degrees of augmentation or a mixture of both environments
(shown in Figure 1 [49]). Later conceptual improvements show how important it
is to characterise MR/XR not just by how well it can display things, but also by how
people perceive things and how well the system understands the real world. This
emphasises that XR is a human-computer system, not just a way to organise things
[62]. Foundational AR surveys demonstrate the sophistication and diversity of en-
abling techniques (tracking, registration, display, and interaction), positioning XR as
a multidisciplinary domain at the intersection of computer graphics, vision, network-
ing, and human-computer interaction [6].

| Mixed Reality (MR) |

il -
Real Augmen ted Augmented Virtual
Environment  Reality (AR) Virludity (AV)  Environment

Virtuality Continuum (VC)

Figure 1: Simplified representation of a "virtuality continuum" [49]
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1.2 MOTIVATION

Importance and technical pressure:XR is widely used in many sectors other than
gaming as well such as training, education, healthcare, industry, and entertainment,
since it provides elevated degrees of presence, embodied interaction, and contex-
tual visualisation that conventional media cannot offer. These advantages, however,
entail rigorous technical requirements: interactive six degrees of freedom graphics
at elevated frame rates, precise tracking, and minimal end-to-end (motion-to-photon)
delay to maintain presence and prevent cybersickness. Empirical measurements of
commodity HMDs show that the initial motion-to-photon delays range from 21 to
42 ms. However, these delays can be reduced to single-digit milliseconds under
sustained motion by using prediction. This shows the latency requirements that
XR systems must meet [76]. At the same time, immersive video formats like 360-
degree and viewport-adaptive streaming need a lot of bandwidth and processing
power. This means that architectures must be able to adaptively encode, cache,
and deliver content while meeting strict Quality-of-Experience standards [23].

Why provision XR from the cloud/edge? Nowadays, with the rise of cloud gam-
ing, there is an increasing intention to offload computation from local machines to
the cloud (and/or edge) for XR applications, enabling rendering, inference, and con-
tent preparation to be shifted from battery-limited headsets to elastic compute re-
sources closer to users. Surveys of mobile edge computing highlight how joint radio
- compute resource management, edge caching, and task offloading reduce de-
vice energy and application latency [44]. For interactive XR, integrating edge com-
puting with high-throughput wireless (e.g., Wi-Fi 6/7, 5G/mmWave) enables split or
remote rendering while keeping round-trip delays within perceptual limits [21]. Edge-
assisted XR further allows predictive prefetching of fields of view, collaborative state
management, and scalable multi-user sessions - capabilities that are difficult to sus-
tain on standalone devices alone [65].

Evidence and design implications: There are also studies at a lower level of
networking that indicate how possible and sensitive end-to-end performance is to
network circumstances and pipeline architecture. Evaluations of commercial cloud-
VR testbeds define and differentiate traffic patterns, frame inter-arrival variability,
and latency under both fixed and adaptive encoding, offering definitive guidelines
for provisioning and quality of service management [80].

Complementary assessments of Unity/WebRTC-based remote VR utilising Wi-Fi 6
demonstrate that, through meticulous pipeline optimisation (e.g., batch intervals,
frame pacing), interactive performance characterised by minimal round-trip time
(RTT) and jitter can be attained, while also underlining airtime and scheduling trade-
offs essential for multi-tenant scalability [12]. These results show how important
cloud/edge provisioning is as the best way to address XR’s needs for bandwidth,
latency, and processing power at scale, whilst also making experiences better on
light, low-power or low-processing-capable devices.

1.2 Motivation

Extended Reality (XR) apps, like Virtual Reality (VR) and Augmented Reality (AR),
demand a lot of processing power and resources to provide users high-quality, low-
latency experiences. Cloud-based architectures are a scalable solution to meet

14



1.2 MOTIVATION

these objectives, but the costs of building and maintaining the infrastructure are
still an issue. When putting XR apps into use, one important thing to think about
is the balance between keeping a high Quality of Experience (QoE) and lowering
running costs. Previous studies [70, 81] have looked at many different parts of
cloud optimisation, particularly, how to spread out workloads, make the system more
energy efficient, and improve Quality of Service (QoS). However, not much has been
done to specifically look at how to cut costs in cloud architectures made for XR apps,
where real-time responsiveness and user experience are very important and taken
into consideration as a trade-off problem.

Additionally, XR and other latency-sensitive applications necessitate meticulous re-
source allocation and strategic virtual machine placement to mitigate delays and
ensure uninterrupted interactions [75, 20]. Some of the suggested Cloud computing
systems have successfully utilized multi-objective optimisation strategies to minimize
resource utilisation, energy consumption, and QoS [57]. Nonetheless, incorporating
cost as a critical factor alongside QoE continues to be an unresolved research topic.
This major aim of this thesis is to fill the current gap by examining strategies to en-
hance cloud infrastructure for XR applications, thus reducing costs while preserving
an sufficient standard of QoE. By solving this issue, the research will be a strong
preliminary step for the creation of more efficient, scalable, and cost-effective cloud
solutions for XR technologies in the future.

Beyond this gap in literature, our specific setting introduces a three-way tension
among (i) cost (per-slice, per-hour), (ii) QoE (captured via a MOS-derived penalty),
and (iii) carbon (from measured power traces and regional grid factors) (shown
in Figure 2). Instead of focusing on the research in transport protocols, or per-
ceptual codecs, we scoped the investigation to Virtual GPU (vGPU) right-sizing
(4 GiB vs. 8 GiB) under clean and impaired network conditions representative of
XR streaming.

QOE
Penalty

Infrastructure Carbon
Costs emissions

Figure 2: Conceptual illustration of the ECO-XR framework

In this context, flexibility is achieved by capacity partitioning: many vGPU slices
on a single host provide enhanced utilisation and reduced per-session costs when
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1.3 AIM AND OBJECTIVES

smaller slices are adequate. On the other hand, workloads that become qual-
ity of experience (QoE)-sensitive when they are impaired may need bigger slices.
Our experiments aim to measure the impact of this size selection on the empirical
cost—quality—carbon frontier.

Sustainability was considered as a top priority by measuring it instead of moving it.
We do this by combining host-side power traces with location-based carbon intensity
[35, 16, 22, 24]. This separates the impact of slice size and network condition on
carbon, consistent with the remainder of our methods.

These observations motivate an explicitly empirical multi-objective formulation for
ECO-XR. We measure and report Pareto trade-offs among cost, QoE, and carbon
for the tested workloads and identify knee points that offer strong marginal benefit
without extending beyond the implemented mechanisms [17, 48]. Concretely, this
paper evaluates how vGPU slice size and network impairment reshape the frontier
and informs the choice of an operating point that balances economy, user experi-
ence, and environmental impact within the evaluated architecture.

1.3 Aim and Objectives

The specific cost optimisation of cloud architecture for these applications, espe-
cially with low latency needs and Quality of Experience, remains insufficiently in-
vestigated; however, some research addresses VM placement for gaming and XR
applications in the Cloud. This thesis will examine the following research questions:

* RQ1:What are the key constraints and influencing factors afffecting XR appli-
cation deployment in the cloud?

* RQ2: How can a cloud architecture for XR applications be designed to opti-
mize both cost and QoE while considering a multi-objective optimization prob-
lem?

Recent studies have underscored the significance of multi-objective optimisation in
cloud systems. Verma et al. have mentioned in their studies that "multi-objective
optimisation has emerged as a promising method for addressing these trade-offs."
Multi-objective techniques enable cloud systems to investigate multiple various so-
lutions by concurrently optimising energy, and QoS metrics, thus establishing the
optimal balance among conflicting objectives" [57]. This method can be expanded
to incorporate cost and quality of experience (QoE) as optimisation objectives for
XR applications.

Zhao et al. investigated cost optimisation in the context of QoS in cloud gaming.
They pointed out that different cloud platforms and servers have different billing
methods, service levels, and geographic locations, and that participants can be in
different places. citezhao2021server.

We need to figure out what the most important things are that affect QoE and how
they affect the costs of running XR apps on the infrastructure. In addition, the type of
application is important and should be taken into account together with the server’s
features.

16



1.4 RESEARCH CONTRIBUTION

1.4 Research Contribution

This thesis develops a functional, cloud-based XR streaming stack that divides a
single physical GPU into several isolated virtual GPUs (“GPU slicing”) to facilitate
simultaneous XR sessions. The solution lowers the cost of infrastructure per session
by putting all users on the same accelerator and separating performance-critical
pathways. It also allows for fine-grained scalability without overprovisioning. The
implementation is aimed at commodity public-cloud instances and works with server-
client XR streaming toolchains. It gives you a deployable blueprint for cost-aware
elasticity in immersive apps.

We provide an instrumentation pipeline to record things that have a big impact on
how people perceive the QoE in XR, focusing on motion-to-photon (end-to-end) la-
tency, frame stability, and network speed. The pipeline links client telemetry with
server-side resource and network counters to create synchronized traces that may
be used for statistical analysis. This design is based on the idea that motion-to-
photon latency is a major factor in how present and uncomfortable people feel in
interactive XR. This makes it a good stand-in for QoE limits in system assessment
[76].

We formalise the systems problem as a tri-objective optimisation that takes into
account (i) infrastructure cost, (ii) QOE penalty (deviation from latency and frame-
rate targets), and (iii) anticipated carbon emissions. The method uses data from
experiments to find empirical Pareto fronts and chooses operating points based on
knee-point reasoning to favour solutions with the best marginal trade-offs, which
means that making one objective better would do too much damage to the others.
This framing facilitates principled configuration decisions under practical budgetary
and sustainability limitations [79].

The architecture-analysis process shows operating regions where GPU slicing is
very cost-effective without causing too much of a drop in QoE and with lower an-
ticipated emissions per session (since the accelerator is used more). The trials
are performed on a singular cloud GPU family; nevertheless, the methodology is
adaptable to various accelerators and deployment scenarios, providing a replicable
foundation for subsequent research on sustainable, elastic XR streaming.

Overall contributions:

» An end-to-end elastic XR streaming stack that runs on cheap cloud instances
and employs GPU slicing (vgpu) to run multiple sessions at the same time with
isolation and fine-grained scalability. This lowers the cost of infrastructure per
session.

* A QoE-grounded instrumentation pipeline that measures latency, frame stabil-
ity, and network throughput; synchronized client/server traces support strong
statistical analysis, with latency used as a primary QoE proxy.

* A tri-objective optimization over cost, QoE penalty, and carbon emissions; em-
pirical Pareto-front extraction with knee-point selection defines automatically
balanced operating points for practical deployment.

» Empirical evidence of operating regions where GPU slicing achieves substan-
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1.5 RESEARCH METHODOLOGY

tial cost and carbon efficiency without unacceptable QoE degradation, together
with configuration guidelines under varying loads and different specifications.

1.5 Research Methodology

In cloud-hosted XR streaming, cost optimization primarily hinges on right-sizing
GPU capacity per session. Rather than changing purchasing models (e.g., spot/pre-
emptible), this work focuses on NVIDIA T4 vGPU slicing and the economic effect of
selecting smaller (4 GiB) versus larger (8 GiB) slices on a g4dn.metal host. Through-
out, costs are computed from on-demand pricing with slice-proration, matching the
experimental setup of this study.

Even in this limited setting, sustainability issues are still important. Data centres use
a lot of electricity around the world [35]. In this paper, we do not move work around
in time or space; instead, we use transparent, service-level accounting based on
usage-to-energy estimation and location-/time-specific grid factors to measure emis-
sions for each configuration [16, 22, 24].

These factors drive a multi-objective perspective considering (i) cloud expenditure,
(il) QoE (latency-related penalty), and (iii) carbon emissions. Classical multi-objective
optimisation ideas, such as Pareto efficiency and knee points, offer an impartial
framework for reporting trade-offs among measured configurations and for pinpoint-
ing operating points that yield advantageous marginal returns [17, 48]. Our study
adheres to this empirical, preference-neutral methodology and refrains from incor-
porating mechanisms not utilized in the studies.

QoE, which gauges how satisfied users are with an XR system overall, is an im-
portant consideration in XR applications. Unlike conventional QoS metrics, which
concentrate on network performance (such as latency, bandwidth, and jitter), QoE
takes into account both subjective human perception and objective technical factors
[52]. QoE aims to understand and measure the user’s perception of an underlying
service and/or application. It depends on the Qo0S, a person’s cognitive abilities,
expectations, and experiences, behavior, as well as the person’s surrounding envi-
ronment [50].

Syst_em —> Virtualization —| Experlm.ental
Design Matrix _‘

Data R Metric
Collection Computation

—>{ Analysis

Figure 3: Research Methodology Overview

1.6 Organization of the Thesis

The remainder of the thesis is organized as follows.
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1.6 ORGANIZATION OF THE THESIS

» Chapter 2 reviews prior studies on XR/cloud gaming, with a focus on elasticity,
GPU virtualisation, adaptive streaming, and sustainability. It also points out
the gaps that this study aims to fill.

» Chapter 3 outlines the methodology, including the Amazon Web Services (AWS)
g4dn.metal testbed, vGPU slicing and CloudXR configuration, instrumentation,
impairment models, data collecting, and the multi-objective analysis process.

» Chapter 4 describes the tests and results, which include latency/price - Mean
Opinion Score (MOS) correlations, the effects of slice size on both clean and
dirty networks, cost,QoE and carbon trade-offs, and evaluations of regional
placement.

» Chapter 5 explains the results in detail, including the reasons for the effects
and how to make elastic provisioning work in practice.

» Chapter 6 concludes and anticipates future developments: it summarises con-
tributions, defines limitations, analyses prospective work, and finalise with clos-
ing thoughts.
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CHAPTER 2: LITERATURE REVIEW

The most recent developments in Extended Reality (XR) and cloud gaming systems
will be discussed in this chapter. Particular attention will be paid to elasticity, cost-
performance trade-offs, and Quality of Experience (QoE) considerations in immer-
sive applications. In cloud-based augmented reality (XR) systems, the evaluation
will include research on latency reduction, GPU virtualisation, adaptive streaming,
and sustainability aspects. The session will highlight the issues that are present
with the technologies that are currently being used, which will demonstrate why we
require elastic structures that are both cost-effective and energy-efficient and are
designed specifically for XR.

2.1 Scope and Review Methodology

The analysis of related works employs a pipeline methodology for XR streaming
(rendering/encoding, transport, and client display), classifying each study according
to its deployment situation (cloud-only, edge-assisted, or hybrid) and their corre-
sponding outcomes, when relevant. We look at GPU isolation and consolidation so-
lutions (like vGPU), the adaptive logic they provide (including bitrate management,
admission and scaling policies, and predictive viewporting), and the best metrics
for judging user-perceived quality. The most important QoE proxies are latency from
motion to photon, frame-pacing stability, and throughput. If possible, MOS mappings
or other subjective evaluations can be used to support them.

Only contributions that have measurable results and enough architectural details are
taken into account to make sure the review can be repeated. Considered literature is
deduplicated, titles and abstracts are checked against the criteria below, and whole
texts are checked for eligibility, with a focus on QoE measurement, GPU sharing
specifics, deployment context, and any cost/energy metrics that are mentioned. We
utilise accumulation from surveys and seminal works to make influential designs and
implementation reports that match the same requirements.

We conducted a structured search (2014 - 2025) in ACM Digital Library, IEEE Xplore,
Elsevier/ScienceDirect, SpringerLink, and PubMed/PMC. Queries combined modal-
ity terms (XR, AR, VR, MR) with technical keywords (SLAM, VIO, environment, oc-
clusion, calibration, display, vergence, sickness, latency, foveated) and workload
terms (application, workload, bandwidth, energy). We prioritized peer-reviewed jour-
nal surveys, meta-analyses, and large empirical studies; for emerging topics, we
included focused journal articles with transparent methods and reproducible proto-
cols.
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Table 2: Inclusion and exclusion criteria for the related-work review

Inclusion

Exclusion

XR or cloud-gaming streaming with
empirical results or validated models
(render/encode/transport/client).
Reports at least one of: motion-to-
photon latency, frame stability, through-
put, MOS/QoE mapping, resource use,
cost, energy/carbon.

Describes deployment strategy (cloud,
edge, hybrid) and, when applicable,

Vision pieces or position papers without
empirical validation or measurable out-
comes.

Works lacking latency/QoE or re-
source/cost/energy metrics, or report-
ing only qualitative claims.

Unspecified or opaque infrastructure
(“black-box” setups) that preclude ar-

GPU isolation/consolidation (vGPU,
MIG, SR-IOV) with enough detail to
compare.

chitectural positioning.

2.2 XR Applications: Environment, Devices, and Use Cases

2.2.1 XR environment: sensing, mapping, and scene interaction

XR stacks depend on visual-inertial state estimation and dense-to-semidense map-
ping during run time to support six-DoF posture, surface reconstruction for physic-
s/occlusion, and persistent anchors for multiuser alignment. Robust simultaneous
localization and mapping (SLAM) underpins all these capabilities. A canonical sur-
vey in robotics summarizes SLAM’s algorithmic evolution (filters, graph-based, and
factor-graph optimization) and failure modes in low-texture, reflective, or dynamic
scenes such as conditions that frequently arise in home/office XR environments
[10]. Monocular/stereo visual-inertial SLAM assessments for mobile AR in particu-
lar reveal that photometric change, motion blur, and rapid head rotations exacerbate
inlier ratios and drift, which has practical implications for controller hand-eye coordi-
nation and hologram stability [42].

The accuracy of spatial mapping on consumer devices varies depending on the ma-
terial and distance: independent measurements on the Microsoft HoloLens show
surface-normal noise and centimeter-level depth deviations, especially on glossy or
thin structures, which have a direct impact on physics proxies and occlusion masks
[33]. For OST/VST AR, occlusion is still a system bottleneck. New assessments
list learning-based and geometric pipelines, but they also point out that generalising
across illumination and sensor noise footprints that are typical of indoor XR is still
challenging [2]. Our additional instrumentation (such as scene-class tags) is guided
by these environmental constraints, which also highlight the need for adaption meth-
ods that take into account motion metrics, space type, and illumination intensity.

2.2.2 XR devices: displays, optics, tracking, and human factors

There are two kinds of XR headsets: video see-through (VST) for MR/VR and optical
see-through (OST) for AR. Each kind has its own optical pipelines and calibration
needs. An ACM Computing Surveys document [36] summarises the OST HMD
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design axes (waveguides vs. free-form combiners, eyebox, exit pupil, brightness,
and colour uniformity) and how they affect contrast and readability in bright circum-
stances. A TVCG survey documents error factors (distortion, pupil swim, and eye
relief variability) and optimal procedures for user- and device-specific calibration in
OST processes. Accurate registration still depends on multi-stage calibration (dis-
play, eye, and system) [27]. Empirical research in TVCG illustrates that fixed-focus
optics induce cue conflicts, which heighten discomfort and limit acceptable depth
budgets during extended sessions.

Beyond optics, measured spatiotemporal image quality of consumer HMDs shows
trade-offs among modulation transfer (MTF), pixel persistence, temporal response
with clear implications for dynamic text, small features, and flicker at sub-90 Hz [82].
Human-factor evidence links cybersickness risk to visual-vestibular mismatch, low
frame rate, and latency variability; a meta-analysis in Frontiers in Human Neuro-
science highlights sensitivity to display/interaction design and individual susceptibil-
ity [61], while controlled HCI studies connect visual-vestibular cue mismatches to
sickness severity [13].

2.2.3 XR application classes and their system loads

Social XR, interactive entertainment. Stable frame rates and low latency are neces-
sary for real-time social interactions and VR/MR games. A common technique for
rendering is focalised rendering, which produces a high-quality centre of attention
and a lower-quality edge. Research indicates that it maintains the perceived qual-
ity while lowering bandwidth and GPU work [74]. These workloads function better
with elastic allocation and pooling because they are bursty (quick hand and head
movements and visual effects). vGPU slicing is used for this reason.

Maintenance and industry. Step-by-step instructions, remote expert assistance, and
overlaying CAD and digital twin data are typical tasks. Although reviews indicate
improvements in time and mistake rates, there are also practical limitations, such as
tracking drift, intense lighting, and a small field of view [56, 45]. Peak graphics load
is less significant for streaming AR than text legibility and dependable tracking. La-
tency consistency and resilience are therefore the most crucial requirements. These
characteristics enable a default "right-sized" slice, with escalation only when quality
falls short of the desired level, and align with our evaluation focus on latency/MOS.

Clinical XR. Although meta-analyses show measurable gains in balance and func-
tionality for people with Parkinson’s disease and post-stroke, protocols and follow-up
procedures are still not standardized [40, 1]. Rapid feedback and accurate, depend-
able tracking at 60—120 Hz are necessary for these applications; controller-free hand
and body tracking raises CPU and GPU demands. Validation tests show that con-
sumer headsets can provide useful telemetry [11, 68]. To determine the relationship
between QoE and tracking and rendering costs, we selected this instrument in order
to record motion data on the client and compare it to server-side counters.
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2.3 5G involvement in gaming and XR

Baena et al. (2024) examine the crucial influence of 5G technology on the future
of cloud gaming. Their research illustrates how the advanced features of 5G are
anticipated to fulfill essential requirements for cloud gaming, establishing it as a
principal facilitator for the widespread adoption of this technology [7]. The authors
highlight the crucial elements for influencing the QoE in cloud gaming and examine
the effects of network conditions on gameplay quality.
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Figure 4: 5G Gaming Scenario Scheme according to Baena et al. [7]

Marchal et al. (2021) carried out their research on cloud gaming platforms across a
variety of network scenarios, including both simulated and actual cellular networks.
From April to July 2021, the researchers tested four well-known cloud gaming plat-
forms in the real world for that time. They put them through different network condi-
tions and under different issues of network parameters, like packet loss, throughput
decline, latency increase, and jitter variation. Their research shows that the plat-
forms depict a range of adaptation behaviours when network conditions are rela-
tively worse, which often leads to a drop in service quality. This study underscores
the imperative for enhanced developments at both the application and network tiers
to elevate the cloud gaming experience across diverse network access qualities [26].

It has been consistently underscored that transferring processing to the radio edge
is crucial for reducing end-to-end latency in mobile contexts. Jiang et al. (ComSurT)
performed a survey on MEC for interactive video and cloud streaming, clarifying
how base-station-adjacent caching, transcoding, and inference reduce stall proba-
bility and tail latency, making them directly relevant to XR video and sensor pipelines
[37]. Ruan et al. examine networked VR pipelines and assess the influence of trans-
port jitter and uplink tracking noise on frame-time instability, thereby substantiating
the necessity for cross-layer management between the encoder and scheduler. Re-
cent cross-layer measurements on commercial 5G demonstrate that mobility and
cell-edge circumstances can affect XR/cloud-gaming QoE in the absence of net-
work/application co-design, highlighting the importance of telemetry-driven adapt-
ability [31].

Finally, the initial field experiments and business assessments confirm the necessity
of 5G SA features such as telemetry, and slicing for intensive and continuous com-
mercial cloud gaming and XR applications, whilst a QOMEX study investigated QoE
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improvements through the integration of 5G with edge offload for AR/VR streaming
in their studies [38]. Nowadays, the current telemetry-enhanced 5G SA trials exhib-
ited significant QOE benefits when application adaption is directed by RAN-exposed
capacity and latency signals [73].

2.4 Subjective and Objective QoE in Cloud-based Gaming and
XR Applications

Mitra et al. [51] assessed QoE of cloud-based social extended reality (XR) appli-
cations over heterogeneous access networks. The authors focus on parameters
such as RTT, packet loss, and jitter while conducting comprehensive subjective test-
ing with 28 individuals using a VR testbed that streams immersive social interactions
and physiotherapy sessions under 20 various network circumstances. To keep users
content, social XR apps need strict network conditions, like RTT values below 27 ms
and jitter values under two standard deviations. Their method keeps track of ratings
for the overall QoE, video quality, and audio quality. The paper gives network and
cloud service providers crucial advice on how to keep social XR experiences suc-
cessful.

Rossi et al. [59] present a subjective quality of experience (QoE) assessment in mo-
bile cloud gaming by inviting 31 participants to play a first-person shooter streamed
to a smartphone under 29 systematically varied network conditions.In their method,
they use NetEm to simulate essential network QoS factors such as round-trip time
(RTT), packet loss (PL), bursty jitter, and random jitter. Then, users score the experi-
ence on a five-point scale to obtain MOS. The findings reveal that RTT values greater
than 100 ms, particularly when paired with increased PL, result in a significant de-
cline in QoE. Furthermore, bursty jitter has a greater impact on user experience than
random jitter. This paper includes actionable benchmarks for network operators to
improve mobile cloud gaming experiences.
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Figure 5: The impact of packet loss and RTT on end user’s QoE [59]

A distinct trend in recent user studies is to maintain consistent participants across
conditions while rotating the order (within-subject with counterbalancing). Short
practice rounds assist individuals make decisions, and Absolute Category Rating
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(ACR) scales show how people feel about quality when things go wrong. Wahab
et al. adhere to this methodology and, importantly, obtain two distinct metrics-video
quality and game playability-to ensure that visual artefacts are not confused with
input responsiveness [72]. They demonstrate that the two MOS curves can diverge
even at the same impairment level by employing a network emulator with lognormal
delay and regulated loss. This is a good case for using multi-dimensional QoE tools
in cloud gaming and XR instead of a single "one-size-fits-all" score.

Larger datasets now give stronger statistical power and more varied information than
small lab panels. Saha et al. present a mobile cloud-gaming VQA corpus of 14,400
ratings over 600 videos, encompassing various orientations and titles, and establish
benchmarks for full- and no-reference measures in comparison to human scores
[60]. The input latency is not part of the stimulus, but the content shows encoder
artefacts and rate-control behaviour that are common in cloud delivery. These kinds
of corpora are useful for building objective proxies that keep track of how users feel
when constant subjective testing isn’t possible.

Findings on thresholds are consistent across studies: delay and jitter depress MOS
non-linearly, and bursty loss or delay spikes are more harmful than the same aver-
age impairment spread smoothly. Baena et al. further connect key quality indicators
seen in live networks to MOS outcomes, showing that lower access latency and
stable uplinks help responsiveness but do not remove degradations caused by en-
coder buffering or server congestion [8]. Combined with genre effects (fast-paced
titles fail earlier, as in Wahab et al.) and jitter sensitivity noted by Rossi et al., these
results support impairment-aware adaptation at the session level (e.g., jitter buffers
and rate-control modes), which is the control approach adopted in this thesis.

Latency-sensitive XR studies quantify how end-to-end delay maps to subjective ac-
ceptance and comfort. In a VR teleoperation simulator, Brunnstrém et al. show
that added display-update latency and hand-controller latency depress QoE and
elevate Simulator Sickness Questionnaire (SSQ) scores, with especially steep de-
clines once hand-controller delays are pushed into the hundreds of milliseconds [9].
The results reinforce a non-linear relationship between delay components and user
ratings and argue for reporting per-path contributions (sensor, network, render, en-
code/decode) when interpreting MOS.

By combining these ideas, XR research are continually combining network/QoS pa-
rameters with content covariates (such motion energy, text density, and communica-
tion tempo) and human factors (such as how likely someone is to get cybersickness)
to create dose—effect curves that can be understood. In accordance with the sug-
gestions in [71], tools that separate video quality, interaction/playability, presence,
and comfort lessen masking effects. For instance, latency jitter may preserve per-
ceived sharpness while diminishing playability and presence. Brunnstrdom et al. un-
derscore the significance of presenting confidence intervals and inter-rater reliability
at levels where minor median MOS discrepancies might be misinterpreted [9].
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2.5 Cloud/Edge Architectures for Cloud Gaming and XR Appli-
cations

Lee et al. introduced a fog and edge-based architecture for XR applications. Their
main research objective was to lower the latency and processing burden on mobile
devices by offloading tasks like as SLAM and real-time rendering onto distributed
nodes. Their evaluation results reveal that they were able to decrease their latency
and energy use values tremendously, which makes XR experiences for the users
smoother with better QoE. According to their outcome, the hybrid technique is more
flexible and can handle more users than cloud-only solutions [41].

Dinaki et al. suggest better metaheuristic approaches (Boosted Particle Swarm
Optimisation and Genetic methods) for choosing the best server for cloud gaming.
The proposed methods considerably enhance GPU resource utilisation and player
experience by preventing premature convergence. Experimental findings indicate
that boosted algorithms surpass traditional metaheuristics, successfully reconciling
QoE and resource efficiency [19].

Choy et al. also suggested a mixed edge-cloud design to fix latency problems in
cloud gaming. Using detailed delay measurements, they show that adding a few
edge servers has a huge impact and improvement on the user coverage compared
to solo usage of cloud servers in the cloud gaming architectures. The hybrid strategy
strikes a good compromise between latency needs and deployment costs, which
leads to happier users [15].

At the service-orchestration layer, Chen et al’s T-Gaming demonstrate that archi-
tectural choices can be interpreted directly into the budget lines and QoE. Operat-
ing a large production platform, they report up to 75% reduction in hardware costs
and 14.3% savings in network costs while improving normalized average QoE by
3.6-27.9% through topology-aware scheduling, coflow optimization, and backend
consolidation strategies [14]. The paper’s empirical evidence connects multi-tier
placement and workload shaping to concrete cost-quality trade-offs in a way that is
directly reusable for XR backends.
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Mehrabi et al. design a multi-tier CloudVR architecture that combines remote ren-
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dering in the core with edge-assisted correction to absorb residual latency and
prediction error [46]. The key insight is to over-render a locally navigable view-
port (“render margin”) whose size is tied to measured network/encode delays; MEC
nodes then provide late warp/correction and input handling to keep motion-to-photon
(MTP) within comfort bounds even when cloud-edge paths fluctuate. Their evalua-
tion on commodity 5G/Wi-Fi shows that multi-access edge computing measurably
reduces outliers (tail latency) relative to cloud-only streaming, and they discuss prac-
tical head-movement prediction and bitrate budgeting for interactive VR.

For multi-user XR, Yeregui et al. implement an edge-rendering architecture with a
web-technology player and propose an image/audio-based End to End (E2E) mea-
surement method that separates video latency, audio latency, inter-device skew,
and lip-sync under Ethernet, Wi-Fi, and 5G standalone access [78]. The design
offloads scene rendering to an edge GPU while keeping interaction and 6DoF pose
exchange on a low-latency path; the study quantifies how access network choice
shifts the MTP budget between network, encode, and display components, provid-
ing a blueprint for where to place renderers and mixers as session concurrency
grows.

In addition to this, Sonkoly et al. introduce an edge-cloud coordination platform for
collaborative AR that transfers SLAM from devices to an edge ROS-based service
and synchronises per-user coordinate frames over a shared global map [63]. In a
phone-based prototype, moving SLAM to the edge decreased client-side energy us-
age significantly by about 30% on the iPhone 12 Pro and kept per-user uplink within
3—7 Mbps whilst enabling remote rendering improvement to downlink increasing up
to 10—-15 Mbps. The paper says these rates fit near-term 5G/Wi-Fi budgets and
shows how to measure both latency and energy. These specific numbers assist set
up uplink and downlink allocations for XR session planning and make it clear why
tracking and rendering should be done separately in resource-aware installations.

At a wider scale, Huang et al.'s SCAXR architecture spreads rendering across edge
servers and end devices. It then combines depth-buffered outputs to make the final
frame and uses edge-cloud synchronization to keep things consistent across sites
[32]. A Unity Render Streaming prototype demonstrates a 50% increase in access
capacity compared to standard client-server configurations and achieves up to a
7.8x enhancement in rendering frequency for intricate scenes by dynamically reallo-
cating hot pathways between devices and edge GPUs. The results support systems
that see rendering as a service that may be split up, not as a single unit. This is in
line with GPU slicing and heterogeneous accelerator pools.

Turning to the different encoding studies for better architectures, these architectures
work well with media-pipeline optimisations. According to lllahi et al., when gaze es-
timation is steady, gaze-contingent foveated encoding for cloud gaming can reduce
the given bitrate by many tens of percent, often more than fifty percent in controlled
trials, with little to no MOS penalties [34]. For volumetric XR, Gl et al. present a
cloud-streaming architecture utilising WebRTC/GStreamer and quantify MTP com-
ponents; they indicate a display latency of approximately 8.3 ms on 60 Hz panels
(with a maximum of 16.6 ms) and elaborate on encoder selections (such as NVENC
low-latency presets) that significantly reduce encoding time, specifying the budget
allocation required for transport and reprojection [28]. When looked at together,

27



2.5 CLOUD/EDGE ARCHITECTURES FOR CLOUD GAMING AND XR APPLICATIONS

awl] 8pooUd SHULYS

s1esa.d Aousie|-mo|

Buiweais

Bujuny sepoous ‘(zH 09) sw g'g~ Aousie| Aejdsiq  ONIAN + JoWeBNSH/OLHASM WX Ouswniop 0202 [82] /20 InD

SSO| Buideys 4o rendao Buiweb [¥€]

SOW 91qibibau yum +2,0G AQ paonpal ajeslg -iod :Buipoous Juabuiuoo-azer) pnojo paleandd 0202 B 18 Iyel

Juswanoid Buisodwoo HX 9|qe [2e]

-w1 ales Jspual xg'/ 0} dn (Aloedeo Jaybiy %0G Jeyng-yidep ‘Buuspusas ndg -eos  YXVOS 202 Je je BuenH

s1ebpnq 14-IM/DG Ulyim sdgiy G1L—0 1 Mullumop dew dYy Joj uon [ea]

‘sdqN Z—€ Mundn fuononpal ABiaus Jusld %0e~ [eqolb paJteys {ANVIS PepeolO -eulpiood abp3  $202 /e 18 Ajoyuos

SlaJapual/siaxiw 1o} aoue s1s9] ouAs-dij/oapin/olpne HX [8/]

-pinb Juswade|d 186pnqg 4 LI\ SHIYS 8dA} ssedoy Jz3 ‘4okeid gam + NdH 8bp3 Ouuspuas 8bp3 202 B Je Inbalsp

d.LIN Mojwo9 urelurew Bunabpng uibsew Japual olweuip (D3N + [9v]

aleJlq + uondipaid (Aousie| eyl seonpal DI (DJIN 1B uonoalioo/diem 81 pPnojo) YAPNOID 1202 /B le Igeiyd\

30D %6°22—9 ¢+ ‘sbuines 1500 uoneziwndo mojjoo uononp 1]

YIOMIBU 9% ‘UolonNpal 100 alempiey %G/ Buinpayos aleme-ABojodo] -oud  JB-INN 6102 JB 18 udyn

abpa yum a|qises} Ajuo

Sw 0z-qns ‘abelanod anoidwi sals abpa 0g—0 |~ Sdod pNojo [S1]

‘Aluo pPNOJO YylM sw Q8> 198w siasn Jo 9,0/~ obpa 10} |spow uonedol-Ayjoe4 —abpe  pugAH  yLog /B 18 Aoyo

peo| Japun UOI}09|8S JBAIBS 61]

d|gels alow SO pue uoneziin Ndo JoybiH swylobie yo/0Sd palsoog  Buiweb-pnoly 0202 1B 8 Meulg
auljedid

SSaudAIsuodsal sopou Boj 01 Buliep  YX palsisse (1]

panosdwi ‘ABious adinep pue Aousle| paonpay -uaJ awil-|eal pue N\Y1S PeoO -obpa/bo4 €202 B 18 9897

S}Nsay aAneyuend spoylapy Aa) 2IN10dNYdly  JBIA sioyiny

‘(1noAe| [eoNIaA palelos) YX / Buiweb pnojo 1oj swalsAs pue sainjosiyale Jo Alewwng g ajqel

28



2.6 COST OPTIMIZATION FOR GAMING AND XR APPLICATIONS

these studies show that where the architecture is placed (cloud, edge, or device)
and the codec/control options both affect cost and QoE.

2.6 Cost optimization for Gaming and XR applications

Since cloud gaming requirements are very similar to those for cloud streaming XR
applications, it is worth considering related works on cloud gaming as well.

Tian et al. investigated a cost-effective adaptive cloud gaming system (CACG) that
balances the costs of providing cloud gaming services with quality of experience
(QoE). The authors use Lyapunov optimisation theory to look at the problem as
a constrained stochastic optimisation and come up with a real-time online method
that can be measured for performance. They improve resource allocation, video
quality adaption, and user dispatching all at once by using virtual machine allocation,
adaptive data centre selection, and video bitrate tuning. Their method tackles the
problems that come up in geo-distributed cloud gaming systems and presents a
solid way to establish a balance between price and service quality. [67].

CloudNPlay by Wibowo et al. is another work that has put effort for making cloud-
native gaming systems more efficient. They built a framework that utilizes AWS ser-
vices like EC2 and Lambda to reduce resource expenditures on the cloud provider
by 24% compared to installations that aren’t optimised. To make the best use of re-
sources while keeping the quality of gaming high, their system uses instance shar-
ing, flexible scheduling algorithms, and adaptive streaming approaches [77].

There are some other methods that have also studied at lowering costs from a
system-level point of view. Li et al. [43] tackle the issue of server provisioning in
cloud gaming by framing it as a stochastic optimisation problem that takes into ac-
count both the costs of running servers and the expenses of storing software. Using
queueing theory to do a lot of research, they suggest a few heuristic algorithms, the
most important of which are the Ordered and Genetic algorithms. These algorithms
operate almost perfectly and are very resilient when workloads change. Chen et al.
[14] present T-Gaming, an economical cloud gaming system that utilises container-
based virtualisation (employing standard GPUs instead of costly vGPU alternatives),
human visual system (HVS)-based prioritised video encoding to minimise bandwidth
usage, and deep reinforcement learning for adaptive real-time streaming. Their inte-
grated architecture cuts hardware costs by up to 75% and network costs by 14.3%,
while also raising the normalised average Quality of Experience by 3.6% to 27.9%.

Han et al. (2022) formulate the virtual machine placement problem in mobile cloud
gaming as a multi-player resource competition game where decisions are driven
by Quality-of-Experience (QoE) requirements. Using potential game theory, they
prove that the formulated game possesses a Nash Equilibrium, and they develop a
distributed algorithm that enables players to update their VM placement decisions
based on local server load conditions. Their methodology is validated both theoreti-
cally and experimentally, showing that the proposed algorithm scales well and yields
a 60—75% performance improvement compared to baseline strategies. Overall, this
work underscores the benefits of integrating QoE metrics into resource optimization
frameworks for mobile cloud gaming.
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2.7 ENERGY AND CARBON ACCOUNTING FOR CLOUD WORKLOADS

Table 4: Carbon accounting methods for XR streaming

Method Pros / Cons

Direct telemetry + High fidelity; session-specific

(GPU/CPU/host) [22, — Privileged access; coverage gaps on managed

16] clouds

Usage—energy model [22, + Low overhead; portable

16] — Model error; needs periodic re-calibration (acceler-
ators)

Location-based carbon + Reflects physical grid; composable with energy

[35, 16] — Averages may hide short spikes

Market-based accounting + Needed for inventories

[25] — Not causal at session level

2.7 Energy and Carbon Accounting for Cloud Workloads

We quantify per-session energy by integrating instantaneous power over time, Esgss =
| P(t) dt, and translate to carbon using location-based grid intensity fjoc (JCO,e/kWh):
Csess = Fsess - lioc- Power comes from (i) device/host telemetry (GPU board power
via DCGM-class sensors; CPU/package via RAPL/IPMI; host meters) sampled at
1-5Hz, and (ii) a calibrated usage—energy model when sensors are unavailable,
mapping resource counters (GPU SM%, NVENC time, vCPU-seconds, GB-hours)
to kWh [22, 16]. Location-based factors use public regional data with time granularity
where available [35].

For latency-critical XR sessions such as SocialXR applications, time/region shifting
is limited by QoE requirements for the network parameters; therefore, we report
location-based emissions that reflect the grid actually supplying the workload at
run time. Market-based instruments (RECs/PPAs) are relevant for organizational
inventories but can obscure session-level causality. Carbon-intelligent scheduling
can meaningfully shift batch workloads to greener windows [25]; in contrast, our
experiments hold region/time fixed and isolate controllable levers (GPU slice size,
consolidation level, induced impairment) on energy and gCO,e/session.

With concurrent XR sessions on a sliced GPU, we apportion dynamic host power by
activity shares (e.g., SM time, memory BW, NVENC time, PCle 10) after subtracting
an empirically measured idle baseline; the baseline is allocated evenly across co-
located sessions. Where per-slice power is exposed, it supersedes shares. This
keeps additivity and aligns with coefficient methods used in cloud-scale estimators
[22, 16].

2.8 Multi-Objective Optimization in Cloud Systems

XR streaming jointly optimizes cost, QoE penalty (latency/frame targets), and car-
bon. Weighted sums hide structure and require hard-to-justify weights that change
with title, region, and grid mix [48]. A Pareto view preserves conflicts and yields a
set of non-dominated plans an operator can choose from as conditions change [70].
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Search: non-dominated sorting. We approximate the Pareto set with an evolu-
tionary baseline (NSGA-II): sort candidates by dominance depth (Fi, F»,...) and
promote diversity along the front using crowding distance [18]. Each decision vector
encodes GPU slice size, admission cap, and encoder/rate-control mode; objectives
are measured (billing cost, QoE penalty from telemetry, gCO.e via §2.7).

Decision: knee-point selection. Deployments rarely operate across the entire
front. We select a knee-a point with strong marginal trade-offs-using a local ge-
ometric score (perpendicular distance/curvature in normalized space) as in KNEA
[79]. We normalize each objective to [0, 1], filter infeasible points (QoE penalty be-
yond a bound), rank by knee score, and break ties by distance to the utopia point.

Knee solutions typically correspond to “right-sized” slices and consolidation levels
that stabilize frame pacing without the steep cost/emissions of overprovisioning. Be-
cause our pipeline’s objectives are empirical, the same procedure can be rerun when
spot prices or grid intensity shift, producing an updated front and (if needed) a new
knee [70].
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CHAPTER 3: METHODOLOGY

In this section, we present the methodology employed to construct the framework
and configure the experimental setup. This chapter provides a detailed examination
of the experimental environment within the cloud infrastructure, and the available
options are discussed through comparative analysis. This serves to clarify the ratio-
nale behind the choices made during the research with respect to the cloud platform,
the software employed, and the methods of analysis.

3.1 Cloud Infrastructure

Before starting the system design, the research was done over different cloud ven-
dors, in order to find the best option to our Cloud XR streaming framework.The
objective was not merely to minimize list price, but to select an environment that
enables controlled experiments on cost-QoE-carbon trade-offs under GPU virtual-
ization and multi-tenancy.

3.1.1 Selection criteria.

Provider and instance families were compared along the following dimensions:

* XR suitability: presence of NVIDIA GPUs with modern NVENC/NVDEC sup-
port (H.264/HEVC), stable driver stacks compatible with CloudXR, and suf-
ficient VRAM for target workloads. Also, according to CloudXR documen-
tation only Google Cloud and AWS had the capability with V100 GPUs and
g4dn.metal (NVIDIA T4) instances.

* Virtualization capabilities: availability of bare-metal or SR-IOV/vGPU support
to allow GPU partitioning and controlled concurrency on a single host.

« Compute the balance: vCPU counts and memory per GPU are adequate to
avoid CPU-bound latency while encoding.

» Network path to clients: region/AZ proximity, predictable intra- and inter-datacenter
latency, and egress bandwidth headroom relevant to XR bitrates.

 Availability and quotas: practical capacity in target regions and the ability to
scale concurrent sessions. In addition to that some of the vendors do not
provide the access for the whole GPU directly as in V100.

» Cost model comparability: transparent on-demand pricing and well-defined
commitments (reserved/committed use) for sensitivity analysis.

« Sustainability APIs and signals for easy calculation

To provide a comparable analysis across diverse instance configurations, prices are
presented per GPU. This normalisation is essential due to the presence of instance
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3.1 CLOUD INFRASTRUCTURE

Table 5: Comparison of GPU Instances Across Cloud Providers - per GPU pricing

Provider Instance GPU vCPUs Memory (GiB) On-Demand ($/hr) 1-yr Reserved ($/hr)
g4dn.xlarge 1 4 16 0,526 0,316

AWS g4dn.2xlarge 1 8 32 0,752 0,452
g4ad.xlarge 1 4 16 0,379 0,227
g4ad.2xlarge 1 8 32 0,541 0,325

Google Cloud NVIDIA T4 1 - 16 0,410 0,260

Digital Ocean H100 1 - - 3,39 2,5

VM.GPU3.1 1x NVIDIA V100 Tensor Core
VM.GPU3.2 2x NVIDIA V100 Tensor Core
VM.GPU3.4 4x NVIDIA V100 Tensor Core

2,95
2,95
2,95

Oracle Cloud - 5\; apij3 '8 8% NVIDIA V100 Tensor Core 2,95
VM.GPU2.1 1x NVIDIA P100 1,275
BM.GPU2.2 2% NVIDIA P100 1,275

types that aggregate many GPUs with differing CPU/memory ratios. Nonetheless,
the per-GPU list price alone fails to encompass XR capability; factors like as encoder
generation, VRAM size, PCle bandwidth, and CPU headroom significantly affect the
number of sessions that can be maintained at a specific QoE objective. Thus, the
table serves solely as a preliminary filter; all definitive conclusions rely on empirical
throughput and QoE assessments in subsequent parts.

To ensure comparability, the study use public list prices in USD and presents both
on-demand and 1-year commitment options where applicable. Prices may fluctuate
by region and over time; hence, each quotation is time-stamped and associated with
the region utilised in tests. Sustained-use discounts , spot/preemptible pricing, and
burst credits are omitted from the primary analysis to prevent the bias to achieve the
best QoS for the users. In addition to that, the spot instances were considered as
a limitation for our experiments due to the fact that the during the experiments the
system could be down and create anomaly in our results. Costs encompass simply
computation; storage, data egress, and operating system license are incorporated
into the total cost model. This division maintains traceability from the original list
price to the delivered cost per XR minute.

A fundamental prerequisite of our experimental design is regulated multi-tenancy
on a singular physical host to examine cost and carbon efficiency amid escalating
concurrency. So, we put the most important instances at the top of the list. These are
instances that give either bare-metal access (which lets mediated devices work) or
first-class vGPU/SR-IOV offerings with clear partitioning. This feature is necessary
for assigning GPU and CPU power to specific sessions and calculating energy and
CO2e per renter.

We chose an instance family that (i) has NVIDIA GPUs with the right NVENC support
for CloudXR, (ii) offers either bare-metal or vGPU partitioning to study concurrency,
(i) provides enough vCPU and memory per GPU to avoid latency tailing caused by
the CPU, (iv) exposes telemetry needed for energy attribution, and (v) is available
in the target region. This platform makes it possible to run consistent, controlled
experiments in which the independent variables (vGPU size, vCPU allocation, and
streaming parameters) may be altered without being affected by features that aren’t
available or drivers that are unreliable.
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3.2 ECO-XR: ARCHITECTURE

3.2 ECO-XR: Architecture

We deploy ECO-XR on Amazon Web Services (AWS) using g4dn.metal bare-metal
instances equipped with eight NVIDIA T4 GPUs. Bare-metal access permits GPU
partitioning via the NVIDIA vGPU stack, enabling controlled multi-tenancy on a sin-
gle host and more efficient utilisation of the provisioned GPUs. This choice provides
two properties required by the study design: (i) reproducible isolation of per-session
resources under vGPU slicing, and (ii) the ability to scale concurrency on a single
physical host without changing network path or driver stack.

Each physical T4 is partitioned into either T4-4Q (4 GiB) or T4-8Q (8 GiB) slices.
One Windows 10 Pro VM is bound to each slice and runs a single CloudXR Server 5.0
instance together with the XR application. In principle, a host can serve up to 32
VMs in 4Q mode or up to 16 VMs in 8Q mode; these are upper bounds subject
to vCPU and memory allocation, driver/licensing constraints, and the target QoE.
Keeping these limits explicit prevents overinterpretation of list capacities when CPU
scheduling or memory pressure becomes the bottleneck.

XR clients (CloudXR Client) connect over the Internet - public network into an AWS
Virtual Private Cloud (VPC) through an Internet Gateway, reaching a public subnet.
Sessions are routed to a pool of GPU-enabled EC2 hosts via a UDP-capable load-
balancing layer (Network Load Balancer) or via a session broker that assigns clients
directly to host IP/port pairs with stickiness. The UDP requirement is material: it
rules out HTTP-layer balancing and motivates either L4 pass-through with health
checks or an explicit brokering step. Once a client is entered to the system, the
session is pinned to a VM to preserve state and avoid mid-session migration since
it may also affect the user experience significantly.

The platform supports elasticity at two levels. At the VM level, start/stop operations
and the choice of vGPU profile (4Q vs 8Q) trade aggregate capacity for per-session
headroom. At the host level, g4dn.metal instances are added or removed when the
pool approaches saturation or when tighter QoE targets are required during demand
spikes. Health checks on a lightweight control endpoint gate admission so that new
sessions are only placed on hosts and VMs deemed ready. In practice, ready time
includes GRID driver initialization and the VM boot, and is treated as a scaling grace
period to avoid oscillations.

Within each VM, the application renders on the vGPU using the guest drivers from
NVIDIA CloudXR; NVENC encodes H.264/HEVC; CloudXR transports encoded frames
and pose data over UDP to the client, where they are decoded and displayed. The
critical path is render — encode — network — decode — display. Encoder latency
and network jitter dominate QoE at the tail, so the architecture fixes region and Avail-
ability Zone to hold the network path constant across configurations while varying
only the compute-side factors (vGPU size, concurrency).

Security groups are restricted to the minimum UDP and TCP ports required by
CloudXR and also the RDP or VNC servers. There is a need for additional VNC
connection to the VM, in order to be able to open the SteamVR account and start
the XR application in our system. Capacity reservations are used where neces-
sary to ensure that bare-metal instances are available during experimental runs.
All experiments are conducted in a single region to align carbon-intensity factors,
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3.3 INSTRUMENTATION, IMPAIRMENTS, AND OBJECTIVE FORMULATION

however for the diversification of our experiments, additional latency measurements
were taken separately.
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Figure 7: ECO-XR architecture: XR clients connect into an AWS VPC and are
routed to a pool of g4dn.metal hosts. Each host partitions T4 GPUs into vGPU slices
(4Q/8Q) attached to Windows 10 Pro VMs running CloudXR Server 5.0. Elasticity
operates at VM and host levels.

3.3 Instrumentation, Impairments, and Objective Formulation

Client-side telemetry is collected using the CloudXR -tgs option, which provides
timestamped FPS, end-to-end and component latencies (encode/decode), jitter, packet
loss, and bitrate. The aggregated metrics are mapped to MOS using the Poly.Reg
model [64]. To embed QoE within a minimisation framework, a non-negative QoE
deficit is defined as

@ = max{0, 5 — MOS}, (1)

so that @ = 0 corresponds to excellent perceived quality.

Network robustness is assessed under two regimes. In the clean regime no addi-
tional impairments are applied. In the impaired regime WAN delay and random loss
are injected on the client path using clumsy 0.3, while all compute-side settings are
held fixed. This separation attributes any observed QoE shifts to the network without
confounding from changes in vGPU or CPU allocation.

GPU power is sampled on the host via nvidia-smi at 1Hz. Since the per-VM
power is not directly observable under the vGPU, per-VM energy is attributed to
a utilisation-weighted share of each physical GPU’s power above its idle baseline
over the session interval. This attribution keeps the additivity across co-located
VMs and enables per-session energy estimates even under multi-tenancy. Carbon
emissions are obtained by multiplying measured energy by the hourly regional grid
carbon intensity from the Cloud Carbon Footprint API. Reporting both energy (Wh)
and emissions (gCO.e) allows sensitivity analysis to temporal or regional intensity
variation.
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3.4 VIRTUALIZATION OF THE INSTANCE

Runtime compute cost is derived from the public on-demand price of g4dn.metal
and prorated by the fraction of a GPU consumed by the vGPU slice and by session
duration. Egress remains within the 100 GB AWS free tier for the experiments and
is therefore excluded from the per-minute runtime figure; storage and OS licensing
are accounted for separately when varied. Presenting both hourly cost and cost per
XR-minute clarifies the relationship between host utilisation and delivered cost.

The experimental factors are the vGPU profile and the network regime, collected
into the decision vector

x = (p,w), p € {4Q, 8Q}, w € {clean, imp}. (2)

Feasibility requires acceptable perceived quality and adherence to a budget cap:

MOS > 4, (3)
C < Buax (4)

Trade-offs are analysed over three objectives: compute cost C, QoE deficit @, and
energy L

min|[C(p), Q(p,w), E(p)]. (5)

p,w
A normalised weighted sum of our framework can be given as following:
J =C + \Q + \E, (6)

where C, @, and E are min-max normalised over the experimental set to avoid
scale bias, and A\, \. > 0 encode analyst preferences. Pareto fronts and knee-
point selections are presented in the Results section together with sensitivity to the
chosen weights and to carbon-intensity variation.

3.4 Virtualization of the Instance

Before implementing the GPU Slicing, on the g4dn.metal instance, the virtualization
of the metal instance was implemented through KVM and Virtualization manage-
ment API (libvirt) library. Figure 8 summarises the KVM stack: kernel modules
implement CPU virtualisation, QEMU provides user-space device emulation, and
libvirt exposes a declarative control plane for defining, launching, and monitoring
VMs [39].
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Figure 8: KVM Hypervisor Architecture [39]

KVM was selected because it is upstream in the Linux kernel and has a bigger com-
munity on the Internet for the bugs and their troubleshooting, which also supports
hardware virtualisation extensions on the host CPUs, and integrates with the VFIO
and mediated-device frameworks used by the NVIDIA vGPU driver. 1ibvirt offers
an auditable, idempotent API for VM definition (XML domain files), which simplifies
experiment automation and ensures that guest topology and device mappings are
identical across runs.

Kernel modules kvm, kvm_intel, vfio, vfio_pci are loaded at startup of the VMs.
CPU frequency scaling is set to performance mode to reduce timing variance, and
the 1ibvirtd service is pinned to management cores to avoid interference with guest
vCPUs. A Linux bridge is created for guest networking; tap interfaces are attached
by 1ibvirt at VM start. All the bridge configurations will be given in the later sections
and Appendix B.

CloudXR transports encoded media over UDP. Guests therefore use virtio-net inter-
faces bridged on the host. Offloads that may alter packet pacing (GRO/LRO) are
disabled on the guest interfaces to keep latency measurements faithful. MTU values
are kept consistent end-to-end, and a health-check endpoint in each guest gates
session ensures that the encoder and network stack are initialized before a client
connects.
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Figure 9: Virt-manager view of the 1ibvirt instances connected with X11
forwarding to the metal instance on the KVM host.

The virt-manager view in Figure 9 serves as an live snapshot of the virtualisation
state and enabled with X11 forwarding. It confirms the domain inventory, run states
(running vs shutoff), and coarse CPU activity. During bring-up we used this interface
to verify that:

» each Windows VM is bound one-to-one to a vGPU mediated device (identified
by its UUID) and the device appears as a PCI hostdev in the domain XML,;

« virtio-net interfaces are attached to the correct Linux bridge and present with
the expected offload settings.

For the experiments themselves, VM lifecycle management is automated with virsh
and stored XML definitions. The GUI is not used during data collection to avoid
operator effects. The GUI connection to the VMs will be lost after assigning the
created vGPU automatically, and the only connection can be sustained using one of
the VNC products such as RealVNC or DCV by AWS itself (for a short period of time
because of the licensing issue).

This virtualization layer is a prerequisite for GPU slicing: only after KVM and libvirt
establish a stable guest environment are T4-4Q and T4-8Q mediated devices cre-
ated and bound one to-one to Windows VMs running CloudXR Server. The result is
a repeatable platform in which changes to the vGPU profile or concurrency can be
evaluated without altering the underlying hypervisor or network path.

3.5 NVIDIA GPU slicing on g4dn.metal

NVIDIA vGPU virtualizes a single physical GPU into multiple mediated devices
(vGPU instances) that are presented to guest VMs as PCI devices with dedicated
frame-buffer partitions and scheduler isolation. The host driver (vGPU Manager)
runs in the hypervisor; guest drivers run inside each VM. This design allows near-
native rendering and encoding while enabling controlled multi-tenancy on a bare-
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metal host. The stack integrates with KVM/VFIO and 1ibvirt for device assignment
and lifecycle management [55].

On the g4dn.metal host (eight T4 GPU), each physical GPU is partitioned into T4-
4Q (4 GiB) or T4-8Q (8 GiB) profiles. vGPU instances are created as mediated
devices and are made persistent across reboots. A minimal sequence is:

1. ldentify GPU PCl addresses: 1spci -nn | grep -i nvidia.

2. List supported profiles and create mediated devices with mdevctl (define —
start — make-persistent).

3. Attach each vGPU instance to a Windows 10 Pro guest via 1libvirt.

4. Verify attachment and activity with nvidia-smi vgpu.

Figure 10: NVIDIA-SMI API representation for the list of used vGPUs that are
registered under given Tesla T4 GPUs
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3.5 NVIDIA GPU SLICING ON G4DN.METAL

3.5.1 Attaching a vGPU to a libvirt (kvm) domain.
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Figure 11: NVIDIA vGPU software stack (host vGPU Manager, mediated devices,
guest drivers) and device assignment to VMs [55].

Each mediated device has a UUID. After creating it with mdevct1, the device is bound
to a VM by referencing this UUID in the domain XML.:

<hostdev mode=’subsystem’ type=’mdev’ model=’vfio-pci’>
<source>
<address uuid=’$UUID$’ />
</source>
<alias name=’hostdev0’/>
</hostdev>

The mediated device should be marked persistent in /etc/mdevctl.d/ so the UUID
remains stable across reboots. VM launch order is coordinated such that the vGPU
is present before virsh start; otherwise the domain will fail to attach the device.
vCPU pinning and NUMA placement are configured to keep GPU-bound threads
local to the PCle root complex of the assigned GPU to minimise cross-socket traffic.

Networking and timing controls. Guests use virtio-net interfaces bridged on the
host. GRO/LRO offloads are disabled on guest interfaces to avoid altered packet
pacing; MTU is kept consistent end-to-end. Clocks are synchronised via NTP on
host and guests. A short grace period after VM boot ensures the NVIDIA guest
driver and encoder are initialised before client admission.

Additionally, NVIDIA documentation advises verifying the presence of the vGPU de-
vice in the Device Manager of the Windows 10 VM. This step is an essential part
of configuring the guest VM on the virtualised instance. Within the guest VM, the
command nvidia-smi can be used to confirm the existence of the vGPU, which
represents the assigned portion of the physical GPU for that specific VM.

3.5.2 NVIDIA vGPU Licensing Platform

NVIDIA vGPU software requires a valid licence for the guest driver to enable full
functionality. Licences are typically served by either an on-premise licence server
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Figure 12: NVIDIA-SMI API used inside the guest VM to check the passed vGPU
slice
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Install Status: INSTALLED Leasing Mode: Standard Networked Licensing

Figure 13: The generated vGPU license for the specific number of guest VMs to run
on the host VM and given by NVIDIA

(NVIDIA Licence Server, NLS) or the cloud-hosted service (NVIDIA Cloud Licence
Service). In this test-bed, each Windows guest is configured to obtain a licence
at boot; the server address and feature are set via the NVIDIA Control Panel or
registry keys, and checkout status is monitored from the licence server dashboard
and nvidia-smi vgpu on the host [54]. License availability is treated as a readiness
gate for experiments; a guest who fails to check out a license is excluded from runs
to prevent mode downgrades. Also, it is worthwhile to mention that, the licensing is
synced with the clock as well, thus, it is better to adjust the time of the server to run
the licenses automatically and smoothly.

3.6 Networking prerequisites

This section documents the minimal networking configuration required to admit ex-
ternal CloudXR clients to Windows guests that run behind the host’s 1ibvirt NAT.
The g4dn.metal host uses the default 1ibvirt network on virbr0 (192.168.122.0/24)
with per-VM tap interfaces (vnetX). External traffic arrives on the physical NIC (e.g.,
enp198s0) and is forwarded to the guest addresses through the kernel firewall.

Address discovery - Each VM’s IP address is obtained from 1ibvirt using:

virsh domifaddr <vm-name>
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Figure 14 shows the addresses for three Windows 10 VMs on vnet0, vnet2, and
vnet4. These addresses are used when creating per-VM forwarding rules and health
checks.

Figure 14: virsh domifaddr output. Each domain is bound to a vnet interface on
the virbro0 bridge

IP forwarding and firewall policy - Kernel forwarding is enabled and persisted:
sysctl -w net.ipv4.ip_forward=1

The firewall allows bidirectional flows between the external interface and the virbr0
bridge on the ports required by CloudXR and for administrative access. Figure 15
shows the active FORWARD chain: rules admit UDP media/control ranges used
by CloudXR (here 47050:48050) and control ports (e.g., TCP 8443/8445), as well
as TCP 3389 for RDP management, targeting the specific guest addresses discov-
ered above. Return traffic is permitted via ESTABLISHED,RELATED matches. libvirt
manages the necessary NAT (MASQUERADE) rules; only the forwarding policy is
customised.

Example rules that were set. The rules in Figure 15 were generated in the following
form (shown for one VM for clarity):

iptables -A FORWARD -i enp198s0 -o virbr0O -p udp \
-d 192.168.122.44 --dport 47050:48050 -m state --state \
NEW,ESTABLISHED -j ACCEPT

iptables -A FORWARD -i virbr0O -o enpl198s0 -p udp \
-s 192.168.122.44 --sport 47050:48050 -m state --state \
ESTABLISHED -j ACCEPT

iptables -A FORWARD -i enpl198s0 -o virbr0O -p tcp \
-d 192.168.122.44 --dport 8443:8445 -m state --state \
NEW,ESTABLISHED -j ACCEPT
iptables -A FORWARD -i virbr0O -o enp198s0 -p tcp \
-s 192.168.122.44 --sport 8443:8445 -m \
state --state ESTABLISHED -j ACCEPT

iptables -A FORWARD -i enpl198s0 -o virbrO -p tcp \
-d 192.168.122.44 --dport 3389 -m state --state NEW,ESTABLISHED -j \
ACCEPT iptables -A FORWARD -i virbrO -o enp198s0 -p tcp \
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-s 192.168.122.44 --sport 3389 -m state --state ESTABLISHED -j ACCEPT

Equivalent rules are created for each VM address returned by virsh domifaddr.
Port numbers are fixed to the values configured in the CloudXR Server.

Figure 15: Host FORWARD chain. Traffic between enp198s0 and virbr0 is admitted
for the required UDP and TCP ports toward the guest VMs

Offloads that alter packet pacing (Generic Receive Offload (GRO)/Large Receive
Offload (LRO)) are disabled on guest Network Interface Cards (NICs); Maximum
Transmission Unit (MTU) is consistent across guest, bridge, and uplink; no QoS
shaping is applied on the bridge. These controls ensure that observed tail latency is
attributable to the XR stack rather than host networking side effects.

The CloudXR ports are immutable by default according to their documentation that
is provided by NVIDIA, that is why, the port forwarding mechanism was developed as
a part of the research. This configuration is sufficient to expose CloudXR services
from guests behind 1ibvirt NAT while keeping the rest of the host closed. The two
figures provide the auditable state used in the experiments: verified guest addresses
and an explicit forwarding policy between the uplink and the virtual bridge.

In addition to these port forwarding and IP table rules inside the g4dn.metal instance,
the security groups were adjusted in the AWS dashboard. Apart from this, the other
IP table configuration screenshots are given in the Appendix B section.

3.7 Experimental Platform - Test-bed

Hardware. All experiments run on a single g4dn.metal Amazon EC2 bare-metal
instance (96 vCPUs, 384 GiB DDR4, eight NVIDIA T4, ENA 100Gbs™!, 1.8 TB lo-
cal NVMe) [3]. At boot, each T4 is carved via mdevctl into either sixteen T4-8Q
slices (8 GiB) or thirty-two T4-4Q slices (4 GiB), or a mixed combination, in line with
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NVIDIA’s sizing guide [53]. Slice definitions persist across reboots to ensure run-
to-run reproducibility. To reduce variance unrelated to the factors under study, CPU
frequency scaling is fixed to performance mode, and GPU power limits and persis-
tence mode are kept at driver defaults across all runs.

Host software and telemetry. The host runs Ubuntu 22.04 LTS (with intel_iommu=on)
and the NVIDIA GRID vGPU driver 550.54, pinned for the duration of the study. Per-
GPU power is sampled every 5s using:

nvidia-smi --query-gpu=timestamp,power.draw --format=csv, noheader
--loop-ms=5000

A Python daemon time-stamps rows in UTC, performs basic integrity checks (mono-
tone timestamps, non-negative power), and compresses logs for offline processing.
The 5s cadence balances overhead with integration accuracy; during fusion with
QoE logs, power is resampled to 1s (linear interpolation) to match client teleme-
try (Section 3.9). When available, DCGM counters are logged for cross-checking
utilisation-based energy attribution.

Client QoE logging. A dedicated AWS EC2 client (g4dn .x1large) executes CloudXR
Client 5.0 -tgs. The resulting SampleClient-QoS.csv contains per-second FPS,
frame-delivery latency, RTT, jitter, bitrate, and cumulative loss. After each run, the
file is copied to the host and parsed to obtain latency percentiles (e.g., Lgs), RTT,
jitter, and packet loss, which are then mapped to MOS using the Poly.Reg model.
Client and host clocks are disciplined via NTP; runs with clock drift exceeding 50 ms
over 12min are flagged and re-run.

Virtual machines. Two Windows 10 Pro VHD images are prepared:

+ vm4Q: one T4-4Q slice (4 GiB), CloudXR Server 5.0, SteamVR 2.4, Google
Earth VR.

+ vm8Q: identical image on a T4-8Q slice (8 GiB).

Each VM autostarts CloudXR_Server. exe with statistics logging enabled and launches
clumsy 0.3 when impairment experiments are requested. vCPU and RAM alloca-
tions are held constant across conditions unless explicitly varied. VM-ready checks
(service up, encoder initialised) gate session admission; a grace period is applied
after boot to avoid transient artefacts.

Network impairment. clumsy 0.3 is configured to add 25 ms + 5 ms one-way delay
and 2% packet loss, parameters drawn from the “poor QoE” boundary in [29]. These
values reflect typical client-to-region latency (Skellefted to eu-north-1) and introduce
a controlled loss regime to stress the encoder and transport. Impairments are ap-
plied with a fixed random seed per run for repeatability; clean and impaired regimes
are interleaved to mitigate temporal drift.

Cost and carbon. Runtime compute cost is slice-prorated from the on-demand host
price ($8.3h~1, eu-north-1, pricing snapshot recorded in metadata). Internet egress
is assumed $0 because monthly traffic remains below AWS’s 100 GB free tier [5].
Carbon is obtained by integrating the power trace and applying hourly, location-
based carbon-intensity factors from the Cloud Carbon Footprint API [66]. Reporting
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both energy (Wh) and emissions (g CO.e) enables sensitivity analysis to intensity
variability.

Time synchronisation and log collection. All machines synchronise

to pool.ntp.org. A Python controller records start/stop times, collects *.csv via
WinRM, and stores them under logs/<case>/<rep>/*.csv with run metadata (times-
tamps, vGPU profile, impairment, software versions). Logs are checksummed (SHA-
256) on ingest to guard against partial transfers.

3.8 Workload Scenarios and Metrics

Workload matrix. Table 6 lists the three XR application scenarios evaluated. Each
application is executed (i) on two vGPU profiles (T4-4Q and T4-8Q), and (ii) under
two network regimes: clean and impaired (25 ms +5ms one-way delay, 2% loss),
following the “poor QoE” boundary in [29]. Each condition is repeated twice, yielding
3 x2x2x2=24runs. Runs are 12 minutes long (2-minute warm-up + 10-minute
steady state). Operator actions (menu navigation, camera motion) follow a fixed
script to reduce behavioural variance; the same script is used across replications.

Table 6: XR workload matrix (12 min; 2 min warm-up + 10 min steady state)

Case Application (SteamVR) Target FPS
Cige  Headset connected, menu idle 60
Cmap Google Earth VR 60
Csoc  Resonite 60

Primary metrics.

+ Cost C [USD] — slice-prorated compute cost from host price ($8.3h~!/16 for
8 GiB; /32 for 4 GiB), multiplied by session time 7' [h], i.e., C' = P - s - T with
s € {1/16, 1/32}. Internet egress is $0 as usage remains under the 100 GB
free tier [5].

* QoE penalty ) = max{0, 5 — MOS} — MOS obtained via Poly.Reg [29] from
RTT, jitter, and packet loss in the CloudXR -tgs log. @ = 0 denotes excellent
perceived quality.

» Carbon F [g CO.e] — energy from the 5s nvidia-smi power trace, resampled
to 1s and integrated (Wh), then multiplied by hourly, location-based carbon
intensity from the Cloud Carbon Footprint API [66].

Auxiliary metrics. Average FPS, 95th-percentile latency Lgy;, GPU utilisation, CPU
utilisation, and downlink data rate are retained for diagnostic analysis but are not op-
timisation objectives. Where relevant, these are used to verify that CPU bottlenecks
or encoder saturation do not confound QoE.

Capacity notes. For context, the theoretical concurrency per host is up to 32 VMs
(4Q) or 16 VMs (8Q), but effective capacity is bounded by vCPU/RAM allocation,
licensing, and QoE targets. All reported runs are within the safe operating envelope
established by preliminary calibration.
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3.9 Data Collection and Pre-processing

Host-side measurement is automated with a Python helper script
(run_experiment.py). The script is invoked with the workload case, network regime,
vGPU size, and replication index, for example:

python3 run_experiment.py --case map --net clean --vram 8 --rep 1 \
--log-dir /root/xr_logs

It creates a timestamped prefix
<case>_<net>_<vram>GB_rep<rep>_<YYYY-mm-dd_HH-MM-SS> and writes:
* ..._power.csv—nvidia-smi power trace at 5s cadence

(--query-gpu=timestamp,power.draw --loop-ms=5000);

* ..._pid.pid — PID of the background nvidia-smi process;
* ..._start.txt — wall-clock start time of the run;
* ..._carbon. json — carbon result produced after the run.

The script pauses for a manual confirmation (operator launches the Windows VM
workload and CloudXR client), then enforces the experimental timeline: 2 min warm-
up followed by 10 min measurement (total 12 min). Atthe end it terminates nvidia-smi
cleanly and kills the service in the back and calls a local carbon utility calc_carbon.py
with the run start time and duration to compute location-based emissions from the
measured energy automatically. In terms of the division of responsibilities, it helps
and ensures that energy and carbon are derived from the same power trace that
underpins the results.

At the end of each 12-minute run the host power. csv and the client SampleClient-QoS.csv
are copied to a central logs/ repository along with the run metadata (case, network
regime, vGPU size, replication, start time). The Python pipeline then:

1. aligns files on UTC timestamps (NTP-synchronised) and trims the first and last
2min to exclude warm-up and cool-down;

2. validates monotone time indices, coerces non-numeric cells to NaN, and re-
moves outliers in latency (> 1000 ms) before aggregation;

3. resamples the 5s power series to 1s (linear interpolation) to match the QoE
cadence and integrates to energy (Wh);

4. derives RTT, jitter, packet loss, and latency percentiles from the QoS log and
maps them to MOS via Poly.Reg to obtain the QoE penalty Q = max{0, 5 —
MOS};

5. applies hourly, location-based carbon intensity to the energy trace to obtain
emissions (g COe);

6. writes one tidy row per run (C, Q, E, Los, FPS, RTT, jitter, loss) toresults_raw.csv
for subsequent Pareto analysis.

Files failing integrity checks (e.g., missing segments, timestamp drift) are flagged
and the corresponding run is repeated. All transformations are deterministic; the
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scripts and the produced results_raw.csv are included in the supplementary arte-
facts so the analysis can be reproduced exactly.

3.9.1 Carbon emissions calculation

Carbon emissions are computed directly from the measured GPU power trace us-
ing a local instance of the Cloud Carbon Footprint (CCF) API. The goal is to avoid
any model-based estimation that is not tied to our measurements and to keep the
calculation reproducible offline.

The helper script calc_carbon.py takes three required arguments and one optional
region:

python3 calc_carbon.py power.csv <epoch_start> <seconds> [region]

power.csv iS produced by nvidia-smi at a fixed 5 s cadence and contains times-
tamped GPU power in watts. epoch_start and seconds delimit the run window. The
default region is eu-north-1.

Only samples whose timestamps fall within the run window [t(,¢;] are used. For
each sample k with power P, [W] and fixed step At = 5 s, energy is integrated as:

Eown = P, - At, 7
kWh 3600000 Z k (7)

k: tke to, tl}

i.e., watt-seconds are converted to kWh by dividing by 3.6 x 10%. The script accepts
both two-column and four-column CSV formats and skips malformed rows.

A dockerised CCF APl is run locally on the host (port 4000), so the calculation does
not depend on external services during experiments (Figure 16). The script queries
the emissions-factors endpoint and supports both the current and legacy schema
layouts:

* new schema: /regions/emissions-factors with a field CO2e in kg CO.e/kWh;

* legacy schema: /api/regions/emissions-factors with a field mtPerKwHour
in metric tonnes/kWh.

For the selected region, the factor is converted to g CO.e/kWh (kg—g or t—g) and
denoted CI.

Emissions computation and output:

COQGg = EkWh X CI, (8)

The script prints a compact JSON object to stdout:
{"energy_kWh": <float>, "carbon_g": <float>}

The experiment controller captures this into a run-scoped file alongside the raw logs.
A typical invocation is:

python3 calc_carbon.py logs/..._power.csv 1724678400 600 eu-north-1
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Before the experiments for the validity of the calculation, the host view of the running
CCF container (Figure 16) is recorded before the campaign. If the API is unreach-
able or the factor for the requested region is missing, the script exits with an explicit
error and the run is repeated. The docker container was pulled from the dockerhub
and was running during the whole time of the experiments on the host machine.

Figure 16: docker ps confirming the local CCF API (cloudcarbonfootprint/api) is
running.

3.10 Optimisation and Analysis

Feasible set. The full set of runsis P = {(C;, Q;, E;)}?1,. Feasibility requires MOS >
4 (equivalently @) < 1) and adherence to any explicit budget cap C < B,,.... Feasible
and infeasible runs are reported separately for clarity.

Pareto extraction. Non-dominated sorting is applied to P with the objective senses
min C', min (), min E. A run ¢ is marked efficient if no run j satisfies C; < C;, Q; < Q;,
E; < E; with at least one strict inequality. The implementation follows a quadratic-
time routine’; ties are broken by minimum cost.

Knee selection. Two complementary knees are reported. The operational knee is
the cheapest Pareto configuration meeting “good” quality (Q < 1). The geometric
knee maximises the Euclidean distance to the cost-carbon ray {(C,E) : C/E =
const.} on the @ = 0 plane after min-max normalising C' and E:

Z — Zmin

j — . Zmin Z Bl
Z Zmax - Zmin’ © {C’ } (9)

Discrepancies between the two selections are discussed in the Results.

To contextualise the Pareto set, we also report single-objective baselines (min-C,
min-£, max-MOS) and a small weight sweep for the normalised weighted sum
J = C + )\Q + M\FE (A, A\ > 0). This highlights how analyst preferences shift
the recommended configuration.

MOS is bounded and treated as ordinal. Our planned analysis was a non-parametric
two-factor test using the Scheirer-Ray-Hare (SRH) extension of Kruskal-Wallis (fac-
tors: workload [3 levels] and vGPU size [2 levels]), including the interaction term.
When the omnibus test is significant, post-hoc Dunn tests with Holm correction are
run. We report medians [P25-P75], SRH &? effect sizes, and bootstrap 95% con-
fidence intervals for group differences. As a robustness check, we also repeat the
analysis with an aligned-rank transform (ART) ANOVA; conclusions are consistent
in cells with sufficient replication.

Several cells in our dataset have n € {1,2} per condition, rendering SRH and ART
under-powered. For these sparse cells, we pre-specified a fallback: within-cell com-
parisons of 4 GB vs. 8 GB slices using a two-sided permutation test on the difference

' Adapted from pymoo.util.nd_sorting.
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in medians (exact enumeration when feasible; otherwise Monte Carlo), Cliff’s § with
bootstrap 95% confidence intervals, and Holm correction across the set of within-cell
tests. In such cases, interpretation emphasises medians [P25-P75], effect direction-
s/magnitudes, and feasibility thresholds () < 1 & MOS > 4), with p-values treated
as exploratory.

Energy and carbon emissions are positively skewed; we apply the same SRH/ART
procedure where sample size permits, and the same sparse-cell fallback otherwise.

Cost is deterministic in this study: for session length 7" and host price P, C = P -
s- T with s € {1/16, 1/32} for 8 GiB and 4 GiB slices. We therefore do not perform
inferential tests on cost; instead we report exact per-session and per-minute values
and the algebraic difference between profiles.

Given the limited replications per condition, our analysis strategy prioritises esti-
mation (effect sizes with 95% Cls, medians, and threshold crossings) over null-
hypothesis testing, and results are interpreted accordingly.
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CHAPTER 4: EXPERIMENTS AND RESULTS

This chapter describes an implementation and results of the implementation of the
proposed elastic CloudXR system whose reference architecture was introduced in
Chapter 3. As stated there, we instantiate only the resource orchestration and mea-
surement layers of the stack. The main focus of the thesis is the controlled collection
of session-level telemetry (cost C', QoE penalty Q —MOS, emissions £, latency Lgs)
under vGPU slicing on g4dn.metal with NVIDIA T4, rather than application author-
ing or client User Experience. Concretely, the implementation depicts (i) creation
and destruction of mediated devices (vGPUs in our case) (4 GiB and 8 GiB vGPU
profiles), (i) Windows VM provisioning and CloudXR server connection, and (iii) a
measurement pipeline that timestamps runs, acquires RTT traces, and logs per-
session cost and instantaneous gCO./s.

4.1 Slice economics relative to AWS baselines

Table 7: Averaged results per scenario. C is total run cost; Cyor the equivalent
hourly rate; @ the QoE penalty (lower is better); E emissions; Lgs the 95th percentile

latency.
case net vram C Chour Q E Lgs (Ms)
idle clean 4 0.049 0.259 0.000 0.240 28.125
idle clean 8 0.108 0.519 0.615 0.250 28.100
Google Earth VR clean 4 0.064 0.259 0.619 0.230 26.640
Google Earth VR clean 8 0.107 0.519 0.619 0.250 25.042
Google Earth VR  impair 4 0.003 0.259 1.198 0.250 112.700
Google Earth VR impair 8 0.102 0.519 1.200 0.250 83.750
Resonite clean 4 0.055 0.259 0.621 0.240 37.180
Resonite clean 8 0.105 0.519 0.310 0.250 33.457
Resonite impair 4 0.0839 0.259 1.281 0.250 114.910
Resonite impair 8 0.076 0.519 0.000 0.250 105.325

In order to have the context for the comparison over the elasticity benefits, we com-
pare against g4dn.xlarge (full T4) at $0.526/h. The virtualised design yields:

» 4 GB slices at $0.259/h (50.8% below the on-demand full-T4 price),
« 8 GB slices at $0.519/h (1.3% below full-T4, with additional vCPU headroom).

Thus, the 4 GB profile is the main efficiency reducer. The 8 GB profile sits near price
parity with g4dn.xlarge and should be reserved for cases where the extra resource
room produces a measurable QoE benefit or restores feasibility under the worse
conditions in terms of the network parameters and QoS.

Two practical points follow from Table 7. First, smaller slices let us run more sessions
on the same host. This improves how well we use GPU memory and vCPUs and
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4.2 EFFECT OF SLICE SIZE UNDER CLEAN AND IMPAIRED NETWORKS

Table 8: Slice-size effects by workload and network: feasibility (2 < 1) and decision
rule (summary of Table 7).

case net 4GB 8GB AQ (8-4) recommended action
idle clean Y Y worse prefer 4 GB
(penalty)
Google Earth VR clean Y Y =0 prefer 4 GB
Google Earth VR impair N N =0 do not escalate; improve placement/network
Resonite clean Y Y Dbetter 4 GB by default; 8 GB if extra margin needed
(small)
Resonite impair N Y better escalate to 8 GB until QoE stabilises
(large)

spreads fixed host overheads (drivers, hypervisor, idle power) across more users
that are connected to the system. Second, since the cost grows linearly with slice-
hours (C = P - s-T), the useful metric is the cost per acceptable session at the
chosen QoE target (the main threshold defined for the type of the XR application).
In clean networks and medium workloads, the 4 GB slice meets the MOS threshold
with lower emissions and lower cost, so it is the better default. In poor networks
or heavy scenes, move to 8 GB only if it clearly restores feasibility (i.e., prevents
() > 1); otherwise it increases both cost and carbon without improving QoE.

In summary, slice economics favor an asymmetric policy: default to 4 GB to capture
the price-utilization advantages of slicing, and escalate temporarily to 8 GB when
monitored QoE approaches the policy threshold. This aligns economic efficiency
(fewer slice-hours per acceptable session) with sustainability objectives (lower gCO./s
in normal operation) while preserving user-perceived quality.

4.2 Effect of slice size under clean and impaired networks

We examine how slice size (4 GB vs. 8 GB) influences QoE under harsh network
conditions. Under clean networks, differences are modest: for a latency-bounded
workload such as Google Earth VR, 8 GB offers no observable QoE advantage over
4 GB, while for idle the larger slice even incurs an unnecessary penalty. Resonite,
a heavier application in terms of the resource and network usage, shows a small
improvement with 8 GB, yet both slices remain within the feasibility region (Q < 1).
Operationally, this supports a default of 4GB in clean conditions, reserving 8 GB
only for situations where additional headroom is required .

With impaired networks, it depends on the workload whether a bigger slice helps.
Moving to 8 GB doesn't fix the problem if latency is the key bottleneck (as when
Google Earth VR is broken). Costs and emissions go up without better QoE. The
correct thing to do is to move it or make the network path better. For complicated
scenarios (like Resonite with problems), the extra headroom can make frame cre-
ation and encoding more stable, so there are no penalties even when the network is
worse. In those situations, a temporary, policy-driven increase to 8 GB is reasonable
until the measured QoE goes back over the Service Level Agreement (SLA) goal.

In short, a QoE-aware control strategy should decide how big the slices should be:
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Cost-vs-QoE trade-off (marker shape = vGPU size)
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Figure 17: Cost-QoE trade-off (marker colour: workload; marker shape: slice size).
The open square marks the configuration selected as the knee (Google Earth VR,
clean, 4 GB).

In clean settings and workloads with latency limits, the default is 4 GB. Only when
a heavy scene under impairment concerns violating the MOS objective should it be
raised to 8 GB. This unfair usage of headroom fits with the economic and carbon
analyses: 8 GB costs more and has more emissions, thus it needs a clear QoE
advantage or restoration of feasibility to be justified.

4.3 Cost-QoE trade-off and Pareto structure

Figures 17—18 visualise the design space from a multi-objective perspective tailored
to our setting. In the 2D plot (Fig. 17), the horizontal axis is the equivalent hourly cost
Chour @nd the vertical axis is MOS (higher is better). Marker colour encodes workload
(Google Earth VR, Resonite, idle) and marker shape encodes vGPU size (4 GB vs.
8 GB). A configuration is practically attractive only if it is feasible with respect to the
MOS service target and is non-dominated: no other configuration achieves at least
as high MOS at strictly lower cost.

Two main characteristics out of the figures and statistical analysis become evident.
The upper-left quadrant-high MOS at a relatively low cost is filled with 4 GB runs in
low-latency circumstances. These points make a weakly concave line that shows
that spending more money will get the user or the vendor lose less MOS. Second,
multiple 8 GB points either match their 4 GB counterparts in MOS (like Google Earth
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3D Trade-off Space with Pareto Frontier and Knee Point
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Figure 18: Three-dimensional trade-off across (Chour, @, E) with the Pareto front
(orange wireframe) and the selected knee (red star).

VR under clean networks) or don’t meet the MOS target under impairment. In both
circumstances, they are not worth the extra cost because they don’t improve quality.
The only time this happens is when the scene is heavy (Resonite), when 8 GB
makes the system workable by stabilising rendering and encoding even when the
network is worse under the impairment conditions.

Figure 18 extends the analysis to the tri-objective space (Chour, @, F), Where all axes
are to be reduced or minimized (Q is the QoE penalty mapped to MOS; E is the in-
stantaneous emissions proxy). Filled blue markers are observed configurations; the
orange wireframe connects the non-dominated set (Pareto front). Most 8 GB points
lie on a shallow edge of slightly higher E for similar or worse @, reflecting additional
power draw without corresponding QoE improvement when latency is already the is-
sue. The notable exception remains Resonite under impairment, whose 8 GB point
advances the front markedly in @ (penalty removed) at a moderate £ increment.

Knee selection follows the similar pattern and a standard distance-to-ideal proce-
dure. After normalising each objective, we compute the Euclidean distance as it is
discussed in the methodology section from each Pareto-efficient point to the "utopia”
point (min Cheyr, min @, min E) and choose the minimum. This identifies Google
Earth VR, clean, 4 GB as the knee: it lies at the shoulder where further cost and
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emissions buy little additional quality. Under impairment, Resonite, 8 GB remains
on the front because the 4 GB alternative is infeasible (large Q).

These diagrams support an asymmetric elasticity policy: operate by default at 4 GB
in low-RTT regions to capture the best cost-quality-carbon balance; escalate to 8 GB
only when heavy scenes under impairment threaten the MOS threshold, and return
to 4 GB once feasibility is restored. The conclusions are robust to the limited replica-
tion used here: dominance relations and the location of the knee are unchanged by
small variations in ) or E, and they are consistent with the regional and distributional
evidence presented elsewhere in this chapter.

4.4 Regional landscape: price, latency, and MOS

Figure 19 presents a regional scatter of estimated MOS against the slice hourly
price, with circles for 4 GB and squares for 8 GB; the dashed line indicates the
MOS = 4 service target. The plot separates three behaviors that are central to
placement and sizing decisions.

First, European regions cluster above the MOS threshold at comparatively low slice
prices when using 4 GB. Moving from 4GB to 8 GB in the same regions shifts
points rightwards (higher price) with no systematic lift in MOS. This indicates that, in
latency-favourable geographies, additional vGPU headroom does not translate into
user-perceived quality gains; the 4 GB configuration is therefore the efficient choice.

Second, several regions sit below the MOS target for both slice sizes. Despite sub-
stantial price increases for 8 GB, the vertical position (MOS) changes little. Although
latency is not plotted here, the geographic separation of points is consistent with
the measured RTT patterns reported elsewhere in the chapter: where propagation
delay dominates, price and slice size are poor predictors of MOS.

Third, the horizontal spread in slice pricing is much bigger than the vertical spread
in MOS. So, only the price isn’t the right way to tell or provide diverse and detailed
information about the scenario. In most cases, upgrading to 8 GB doubles the slice
price but doesn’t impact the MOS much in clean-network situations. This shows that
"cost per acceptable session" (at the MOS target) is the most important number for
operations.

In summary, the figure supports a placement-first, right-sizing policy: select regions
that naturally achieve MOS > 4 with 4 GB; reserve 8 GB for targeted, temporary
escalations only when monitored QoE approaches the threshold in complex scenes.
This aligns with the cost-QoE and distributional evidence presented in Sections 4.3
and 4.8.

4.5 Carbon accounting and efficiency

Instantaneous emissions for 8 GB are consistently higher than 4 GB (0.250 vs.
0.230-0.240gCO./s). In clean scenes this difference scales proportionally with ses-
sion length and yields ~8% higher hourly emissions without QoE benefit. Un-
der impairment, the 4 GB slice can take longer to complete or fail QoE targets
(e.g., Resonite), shifting the evaluation to emissions per acceptable session. In
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Figure 19: MOS vs. slice price by region for 4 GB (circles) and 8 GB (squares).
Dashed line: MOS = 4.

that regime, selecting 8 GB is justified because it avoids the penalty entirely and
stabilises the session despite its higher instantaneous footprint.

4.6 Robustness and internal validity checks

Replicated runs produced consistent orderings across regions and slice sizes; no di-
rectional reversals were observed between repeats. The MOS-latency relationship
appears monotonic across the observed range: regions with RTT50<30 ms consis-
tently achieved MOS >4, whereas RTT above 100 ms did not. Small fluctuations
in Lgs (+2-4 ms under clean networks) did not change the slice decision. Given
limited replication, we emphasise estimation (medians, IQRs, and effect directions)
over null-hypothesis testing, and we provide full analysis artefacts in Appendix C for
transparency.

4.7 Operational guidance distilled from the results

The evidence supports a simple, actionable policy coherent with the Pareto/knee
analysis:

 Placement first: choose the nearest region achieving RTT,50 <30 ms; this dom-
inates attainable MOS.

* Right-size next: default to 4 GB; escalate to 8 GB only for heavy scenes under
impairment or when MOS falls below the SLA threshold (e.g., 4.0).
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4.8 Distributional evidence for slice-size effects on () and £

To complement Table 7, we examine the distributions of the QoE penalty (Q; lower
is better) and the instantaneous CO2 emissions after each session (£, gCO./s;
proportional to energy) for 4 GB vs. 8 GB slices across cases and network regimes.
In all @ panels, the dashed line marks the feasibility boundary @ < 1 (MOS >
4). Several cells have n € {1,2}; following the Methods “sparse-cell fallback”, we
prioritise medians and IQRs in compact boxplots and arrange the figures in a 2 x
3 grid to minimise footprint. Full per-cell variants and median-IQR bar charts are
provided in Appendix C.

Clean networks. Idle (Fig. 20a) places 4 GB at @ ~ 0 while 8 GB centres near
Q) =~0.615, a clear penalty without utility gain; this is consistent with Table 7. Google
Earth VR (Fig. 20b) shows 4 GB and 8 GB virtually indistinguishable (both medians
~ 0.619), indicating that when latency is low, GPU headroom is not the bottleneck.
Resonite (Fig. 20c) favours 8 GB (median ~ 0.31 vs. 0.62), though both remain
below the ) = 1 bound; the improvement is therefore marginal from an acceptability
perspective.

Impaired networks. Google Earth VR (Fig. 20d) is below the acceptability target
for both 4GB and 8 GB (@ ~ 1.2), so MOS < 4. Here the main problem is network
delay; adding more vVRAM does not help in this case for Google Earth VR. Resonite
(Fig. 20e) is the one clear exception: moving to 8 GB removes the penalty (Q ~0),
while 4 GB stays unacceptable (Q~1.28). A temporary upsizing to 8 GB is therefore
justified to keep MOS > 4.

Energy—QoE link. Across runs, 8 GB has slightly higher instantaneous emissions
(+0.01-0.02 gCOy/s). The combined view (Fig. 20f) shows no consistent drop in @ at
higher emissions-except for Resonite under impairment. In other words, outside that
case, 8 GB costs more and emits more without a QoE benefit (Pareto-dominated).

Alignment with methods. Since some cells have very few repeats (n € {1,2}),
we emphasize medians, IQRs, and feasibility (QQ < 1). For statistics, we use non-
parametric tests; when data are sparse we fall back to within-cell permutation tests
(4 GB vs. 8 GB) with Holm correction, and report effect sizes (Cliff’s ¢) with bootstrap
confidence intervals. In short, after these statistical analysis and overview to the
results showed that the type of the application is very crucial for the determination
of the right GPU sizing.

56



4.8 DISTRIBUTIONAL EVIDENCE FOR SLICE-SIZE EFFECTS ON () AND F

Q by vGPU (case=idle, net=clean)

1.0

0.8 1

0.6

0.4

0.2 A

0.0

=i
4IO 8Q
(@) @ idle/clean

Q by vGPU (case=soc, net=clean)

1.0

0.8 1

0.6 1

0.4 A

0.2 A

0.0

4Q 8Q
(c) @ Resonite/clean

Q by vGPU (case=soc, net=impair)

1.2

1.0 +

0.8 1

0.6 1

0.4

0.2 A

0.0

4Q 8Q

(e) @ Resonite/impair

E (energy)

Q by vGPU (case=map, net=clean)

L00 === = e e e e e

0.95 -

0.90 A

0.85 -

0.80 -

0.75

0.70

0.65

0.60

—r = and

(b)

4Q 8Q
Q Google Earth VR/clean

Q by vGPU (case=map, net=impair)

1.200

1175

1.150 4

1.125 4

1.100

1.075 A

1.050 A

1.025 A

1.000 ~

e —_

0.2500

0.2475

0.2450

0.2425

0.2400

0.2375

0.2350

0.2325

0.2300

(d) @ Google Earth VR/impair

U
0.0

40
8Q

Energy vs QoE penalty by vGPU
T

T T T T '
0.2 0.4 0.6 0.8 1.0 1.2
Q (QoE penalty: lower is better]

(f) E vs. Q (all cells)
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CHAPTER 5: DISCUSSION OF FINDINGS

The empirical results indicate that E2E latency, rather than raw GPU capacity, is
the primary determinant of perceived XR quality in the evaluated architecture. Re-
gions with RTT .50 <30 ms consistently achieved MOS > 4 using 4 GB slices priced at
$0.259/h, whereas regions exceeding ~100 ms rarely surpassed MOS ~ 3-3.5 re-
gardless of slice size. This pattern held steady over time and across different uses,
showing that regional location is one of the most important factors for QoE.

Turning to the results in the infrastructure costs, the 4 GB slice is the main efficiency
lever. It is about 50% cheaper than a full T4 on g4dn.xlarge ($0.526/h) while meet-
ing the target MOS > 4 in low-latency regions. By contrast, the 8 GB slice costs
$0.519/h-near parity with a full T4-so it should be used only when it yields a clear
QoE benefit. Under clean networks, Google Earth VR shows no difference between
4 GB and 8 GB (©=0.619 in both cases), and Resonite’s improvement (from @=0.621
to 0.310) is modest relative to the doubling of hourly cost. The evidence supports
elastic slicing: provision the smallest slice that satisfies the quality target, and scale
up temporarily only when measurements show a meaningful QoE gain.

For Google Earth VR, increasing the slice from 4 GB to 8 GB did not mitigate QoE
degradation (QQ ~1.20 in both cases), depicting that the tail of the latency distribution
dominates the experience. As opposted to Google Earth VR, a closer look at the
Resonite’s results show that, Resonite has a heavier requirements and it benefited
substantially from 8 GB under the same conditions: the QoE penalty fell to @ =
0 while the 4 GB alternative accrued @ = 1.281, violating an operational bound of
MOS > 4.

The carbon results align with right-sizing. Instantaneous emissions for 8 GB were
consistently higher (0.250gCO,/s) than for 4 GB (0.230-0.240gCO./s), an ~8%
increase with no QoE benefit in clean conditions. Under impairment conditions, the
relevant metric becomes emissions per acceptable session for Resonite, the 8 GB
slice can be preferable despite a higher instantaneous footprint because it avoids
quality failure and potential re-runs, thereby reducing total emissions to achieve a
target MOS. Consequently, a static preference for the “greener” 4 GB profile is not
universally optimal all the time for all conditions.

The Pareto and knee-point analyses synthesize these findings. The identified knee-
Google Earth VR under clean network at 4 GB-achieves the following values:

(Chour, @, E) = (0.259, 0.619, 0.230) and MOS~4.38

providing the most balanced operating point for common low-latency conditions: half
the hourly cost of a full T4 and lower instantaneous carbon than 8 GB. Under im-
pairment, Resonite at 8 GB (0.519, 0, 0.250) lies on the frontier because it uniquely
satisfies the MOS constraint.
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CHAPTER 6: CONCLUSION AND FUTURE WORK

6.1 Summary and Conclusions

This thesis introduced ECO-XR, an elastic, sustainability-aware cloud design that
allocates NVIDIA T4 GPU resources through vGPU slicing on a g4dn.metal host
with the explicit aim of jointly optimising operating cost, user-centric QoE, and car-
bon footprint for remote XR streaming. The solution was evaluated with three rep-
resentative VR workloads-/dle, Google Earth VR, and Resonite-under both clean
and impaired network conditions. A multi-objective evaluation framework was used
to quantify trade-offs across (i) hourly infrastructure cost, (ii) Mean Opinion Score
(MOS) as a proxy for QoE, and (iii) lifecycle carbon emissions derived from mea-
sured/estimated energy use and standardised carbon intensity factors.

Empirically, a 4 GB vGPU slice halved the hourly GPU cost to $0.259/hr (vs. $0.526/hr
for a full T4) while sustaining MOS > 4.38 for clean-network scenarios. In impaired
networks, the behaviour was workload-sensitive: Resonite required an 8 GB slice
($0.519/hr) to maintain MOS > 4.0, indicating that aggressive slicing is not uniformly
safe for content with higher motion complexity and encoder pressure. Carbon-wise,
a 4 GB slice emitted approximately 0.230 g CO,/s (=828 g CO,/hr) under clean con-
ditions. Under impairments, we observed a ~34% penalty in emissions per run for
the 4 GB slice (112.7 g CO.) relative to an 8 GB slice (83.759 CO,), attributable to
longer effective encoding time, re-transmissions, and lowered encoding efficiency.
Pareto-front analysis located a clear knee for Google Earth VR in clean conditions
at 4 GB: this point yielded > 50% cost reduction with negligible QoE loss and com-
paratively low emissions, and therefore constitutes a strong default for production
profiles with similar content characteristics.

6.2 Future Work

This study used three representative workloads on T4/g4dn.metal and relied on a
model-derived MOS, so generalization is bounded by workload diversity and the
proxy nature of the QoE metric. The results should be read as relative comparisons
on the studied platform; extending to other GPUs and tenant mixes requires further
experimentation.

* Multi-region, multi-metal replication. Repeat the full campaign on multi-
ple g4dn.metal hosts across regions/AZs and network paths to validate the
latency-MOS relationship, quantify placement gains, and test robustness to
path diversity and diurnal effects.

* Resilience and high availability. Evaluate multi-AZ redundancy, health-based
failover, and warm-standby encoders; compare the cost/carbon of resilience
versus the cost of session loss and re-rendering at the per-session level.
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6.3 CLOSING REMARKS

6.3 Closing Remarks

In conclusion, it can be said that flexibility in GPU provisioning, encoder setup, and
placement policy makes Cloud XR systems that are cheaper, more sustainable, and
more user-centric at the same time by adopting a well-balanced trade-off mecha-
nism. ECO-XR does this by putting cost, quality of experience (QoE), and carbon
on the same level and utilising multi-objective analysis to make the trade-offs clear.
The suggested future work provides a path for improving the framework and making
these insights into production-ready, carbon-aware XR infrastructure for users in a
real-world environment.
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APPENDIX A: PROJECT REPOSITORY

The source code and experimental artefacts of this thesis are available in a public
repository:

https://github.com/turaneminli/eco-xr
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APPENDIX B: SYSTEM - LEVEL ARTEFACTS (FIREWALL,
PROBING, VGPU)

Sgms o & 4 masq

(a) LIBVIRT_PRT chain with MASQUERADE rules for 192.168.123.0/24 and multicast/broadcast
handling.

(b) PREROUTING (DNAT) mappings on enp198s0 to Windows VMs for CloudXR/SteamVR and RDP
(e.g., UDP/TCP 47050-49051, 8443, 3389).

Figure 21: Firewall/NAT configuration on the g4dn.metal host during experiments
(RFC 1918 addresses only).
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Figure 22: Inter-region RTT probing (icmp, n=100) to AWS EC2 endpoints used to
construct latency distributions and MOS estimates. Columns report p50, p95, and
success counts.

Figure 23: nvidia-smi vgpu snapshot for the active T4 slice. Fields include vGPU
type (GRID T4-4Q/T4-8Q), guest driver, accounting mode, buffer size, frame-rate
cap, and FB usage. UUIDs are partially redacted in the final manuscript.
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APPENDIX C: MEDIANS + IQR BAR CHARTS

Medians + IQR for E (case=idle, net=clean) Medians = IQR for E (case=map, net=clean)
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Figure 24: Median + IQR for instantaneous emissions E (gCO/s) by slice size. Axis
labels “4Q” and “8Q” denote T4 vGPU profiles with 4 GB and 8 GB FB memory.
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Medians + IQR for Q (case=idle, net=clean) Medians * IQR for Q (case=map, net=clean)
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Figure 25: Median + IQR for QoE penalty @ by slice size. The dashed line marks
the acceptability bound Q=1. Axis labels “4Q” and “8Q” denote T4 vGPU profiles
with 4 GB and 8 GB FB memory.
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