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Abstract 
 

This study presents an exploratory analysis of semantic drift within Toki Pona, a minimalist 
constructed language designed with a vocabulary of only 100–200 words. Unlike natural 
languages, where drift spreads across vast lexicons, Toki Pona's extreme constraint means 
each word carries broad, loosely defined meaning, making it an unusual and instructive 
case for computational linguistic analysis. 

A corpus exceeding 430,000 raw sentences was compiled from the Tatoeba translation 
platform and the Discord server ma pona pi toki pona, then split chronologically at July 2021, 
the publication date of the official Toki Pona dictionary (Lang 2021), to contrast early and 
modern usage. Two NLP methodologies were applied: static word embeddings (Word2Vec 
with Orthogonal Procrustes alignment) and contextualised word embeddings (Multilingual 
BERT centroid comparison), paired respectively with Principal Component Analysis (PCA) 
and Uniform Manifold Approximation and Projection (UMAP) for visualisation. 

The core vocabulary proved remarkably stable overall. Word2Vec identified suli and ken as 
the words with the most significant distributional shift, while BERT's centroid approach was 
found to conflate word frequency with stability, a limitation amplified by Toki Pona's 
pervasive polysemy. PCA effectively filtered noise to surface high-drift candidates, while 
UMAP revealed that even this semantically diffuse language organises into distinct 
conceptual clusters. This work offers some of the first computational insights into semantic 
drift in a minimalist constructed language, and stress-tests standard NLP pipelines against 
a linguistic environment they were not designed for. 

Keywords: Semantic Drift, Toki Pona, Constructed Languages, Word Embedding, 
Word2Vec, BERT, Dimensional Reduction, PCA, UMAP, Natural Language Processing. 
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1. Introduction 

1.1 Background 
Semantic drift is a phenomenon of languages that occurs continuously. Words change their 
meanings ineluctably, and given enough time become unrecognisable to future users. This 
process can take many forms. They can broaden their meanings and expand to cover several 
concepts. They can also narrow in scope, coming to describe only a subset of what they 
once referred to. Due to human nature of loving to subjectively designate what is good and 
what is bad, words may also undergo pejoration and amelioration; they may become more 
negative or more positive over time. Natural languages have vocabularies consisting of 
hundreds of thousands of words with distinct and nuanced meanings. As such a change in 
language is spread out across a massive lexicon with each altered word making an almost 
unnoticeable difference to the expressiveness of the language. 

Constructed languages, often called conlangs, offer an unnatural environment that may 
present differing results to the impact of semantic drift. They are more often than not 
designed and created by a single person or organisation, codified at a specific moment of 
time and then introduced to the world, leading to communities of speakers who may then 
adapt them in unplanned ways. The most famous case of a constructed language, that of 
Esperanto, has existed for over a century and has accumulated sizable speaking 
communities and a plethora of varied media and corpora. This type of constructed language 
is categorised as an auxiliary language (auxlang); these are designed to be a neutral bridge 
between international communities. There are also artistic languages (artlangs) created for 
aesthetic or fictional purpose often used in world building for novels. Of the major categories 
there are also philosophical languages which are designed to test the cognitive experiences 
of their speakers. 

Toki Pona belongs to this category. This constructed language was designed by Canadian 
Linguist Sonja Lang and was published online in 2001. Following this, it gained traction and 
in 2014 saw the grammar and vocabulary become officially codified in the form of a book 
that detailed how it worked (Lang 2014). Toki Pona was created with a deliberately 
constrained vocabulary of between 100-200 words. This is not an accident, but a forceful 
limitation that serves the key purpose of the language. By removing the plenitude of words 
that which speakers of natural language are accustomed to, Toki Pona forces the speaker 
to narrow down their expression of complex ideas to much more fundamental components. 
For instance, the word kili refers to fruit, vegetables and mushrooms, while sitelen 



   
 

   
 

encompasses an image, symbol, representation, or writing of any kind. There are no single 
words that refer to these concepts individually. Every word in Toki Pona is loosely bounded 
and ambiguous. 

Such a minimalistic setup for communication results in Toki Pona having a dual nature 
regarding its vocabulary. On one hand, there is an official dictionary, published by its creator, 
which has defined every word and given them meaning. On the other hand, the language has 
become a living one where over the past decade a large internet-driven community has 
formed, where the speakers use the language for daily conversation and artistic expression 
on social platforms. Similarly to natural language, the community use of a word and its 
official definition has begun to diverge. This raises the question of how drastically the words 
used have drifted from their original meaning since the language left the hands of its creator. 

 

1.2 Problem Definition 
Despite the continuous studies that go into natural language processing (NLP) and 
computational linguistics, little attention has been directed to constructed languages as 
cases for investigation. On even the largest of academic databases, like that of IEEE Xplore, 
hardly many papers can be found that pertain to constructed languages. Of those, the 
majority focus on Esperanto due to its popularity, leaving novel and unique languages like 
Toki Pona poorly examined. Although some linguistic research has been made into the 
grammatical complexity and structure of Toki Pona, the area of semantic drift within the 
language remains a virtually unexplored subject with little attention given to it. 

This lacuna is in particular worth investigating in the case of Toki Pona due to its unique 
properties. Due to its vocabulary being defined by one author and not over centuries, there 
exists a central documentation which can be used as a baseline for measuring subsequent 
varying uses of the language. When speakers began altering the meanings of the words by 
creating new ones, repurposing previously defined words, and adapting the language to fit 
the informal style of online communication, they started a movement of semantic drift. 
Analysing and discovering the extent of this drift would be both linguistically interesting and 
methodologically valuable, due to it testing standard NLP pipelines for drift detection for a 
language whose limitations make it so unique compared to the natural languages these 
methods were designed for. 

 



   
 

   
 

1.3 Aims and Objectives 
This study applies the most established computational techniques for semantic drift 
analysis to Toki Pona, with two main goals. The first is to identify which words in the Toki 
Pona vocabulary have been affected most by semantic drift between an earlier period and a 
more recent one. This goal also includes mapping the broader semantic landscape of Toki 
Pona in both of the two periods. Following on from that, the second goal involves evaluating 
and assessing how well the standard tools and NLP methodologies, which have been 
developed and validated on natural languages, perform when tried on Toki Pona, a language 
that is both minimalistic in grammar and vocabulary. 

To achieve this, this study sets out three concrete tasks. First, to gather and construct a large, 
cleaned dataset of Toki Pona sentences. This will be done by drawing from online sources 
and applying appropriate pre-processing steps to improve data quality. Secondly, to train 
and apply statistical learning models and techniques to the corpus and visualise their 
insights of the semantic drift of Toki Pona. Third, to compare their reliability and assess the 
impact of each model and technique with regards to their insights. Following this, the results 
will also be used to propose other methods that could be tried. 

 

1.4 Research Questions 
RQ1 – How can data collection and pre-processing be effectively conducted to yield a large, 
clean corpus of Toki Pona text suitable for computational semantic analysis? 

RQ2 – Which words in the Toki Pona vocabulary have experienced the most significant 
semantic drift between two periods tested, and what do the patterns of drift reveal about the 
language's evolution? 

RQ3 – How effective are standard NLP semantic drift techniques, specifically those tried in 
this study, when applied to the unique constraints of Toki Pona, and what do their relative 
strengths and limitations suggest about best practices for future research on similar 
minimalistic constructed languages? 

 

1.5 Motivation 
Toki Pona sits at an unusual spot in the landscape of human languages. It is a very much 
new language with a living creator and a documented origin, yet it has existed for enough 
years to have its own thriving community who has begun altering the use to fit the living 
nature of a language that is actively spoken and written. Its entire vocabulary could be 



   
 

   
 

printed legibly on a single page of paper, yet it has been used to discuss a wide variety of 
topics like daily life, current events, philosophy and emotions. Very important as well, it is a 
language which exists almost entirely online. Sustained by online platforms, it is moulded 
by the informal and fast-paced nature of the internet. 

More broadly, the field of semantic drift research has almost exclusively focused on high-
resource natural languages with large corpora, well-established tokenisation pipelines, and 
centuries of textual history. Constructed languages offer a different kind of laboratory: one 
where the rules are known, the origin is documented, and the community is small but 
engaged. Applying drift detection methods to this environment is a way of stress-testing 
those methods and learning something about their assumptions, their failure modes, and 
their potential for adaptation to non-standard linguistic contexts. 

  



   
 

   
 

2. Related Work 
A literature review was carried out to investigate computational study done in constructed 
languages; determine the most effective ways to gather and build a dataset; as well as which 
models and techniques best suited semantic drift analysis. Literature was found through 
the Scopus, Google Scholar, and IEEE databases with many combinations of keywords. 
Once a large collection of articles had been acquired, the method from the PRISMA flow 
diagram (Page et al. 2021) of undergoing a systematic review was utilized. 

2.1 Constructed Languages and Toki Pona 
Constructed languages offer a standardised playground for investigation – each language is 
defined by a single person or organisation almost always. Yet, little research with 
computational methods has been carried out. On the IEEE explore database, only 2 articles 
related to Esperanto, the dominator of constructed languages, have been published in the 
last 5 years. One with a broad aim to investigate complexity across several constructed 
languages (Sokolova and Makarov 2024) and the other which uses Esperanto as the topic for 
its core aim of educational gamification app development (Shurygina et al. 2023). 
The former of the two Esperanto related articles focuses on linguistic complexity and tests 
10 different constructed languages including Toki Pona. Toki Pona differs fundamentally 
from auxiliary languages like that of Esperanto and Volapük designed to be as capable as 
natural languages. Instead, it distinguishes itself as a philosophical language meant to test 
how much a language affects the user’s perception of the world: Toki Pona’s aim is for 
promoting simplicity and goodness (Esposito 2025). 

Recent advances in Natural Language Processing (NLP) and semantic representation 
learning have demonstrated the growing importance of transformer-based architectures 
and contextual embeddings for modeling semantic relationships across heterogeneous and 
multilingual environments. Javed et al. (2023) proposed a deep ontology alignment 
framework using NLP techniques for machine-to-machine semantic translation, 
demonstrating how contextual semantic representations improve understanding across 
heterogeneous language systems. Such approaches are particularly relevant for semantic 
analysis in low-resource and constructed languages, where contextual understanding is 
often difficult to capture using traditional rule-based approaches. 

 

2.2 Corpora 
There has been little semantic drift research in constructed language, mostly due to the lack 
of users. Due to this, it is a struggle to get conventional resources to use as training material 



   
 

   
 

for models investigating the change of word meanings – books, films, articles. While some 
of these materials might exist in sufficient abundance for the sole exception Esperanto, this 
paper’s language focus is on Toki Pona. Thus, a more modern approach to building a corpus 
must be followed.  Huang and Joo (2025) highlighted two continuingly updating digital 
sources: ma pona pi toki pona, the most popular Toki Pona discord server (pona 2026), with 
over 19,000 members, and where the majority of toki pona discussion and conversation 
takes place. And poki Lapo, a collection of longer form content including such things as song 
lyrics, comics, and blog posts. The discord server in particular is of great use as it offers the 
most variety of contributing speakers, resulting in a more holistic collection of the use of the 
language in a social aspect. 

Recent conversational AI systems and transformer-based language models have further 
highlighted the importance of dynamic and context-rich corpora for semantic 
understanding tasks. Vacalopoulou et al. (2024) demonstrated that retrieval-enhanced 
conversational AI systems benefit significantly from heterogeneous and continuously 
evolving textual resources. Such findings further support the use of community-driven 
digital corpora for semantic drift analysis in constructed languages. 

 

2.3 Models and Techniques 
The work done by Huang and Joo (2025) led to the creation of a rule-based Earley parser 
(Earley 1970) which explicitly tagged parts-of-speech in Toki Pona based on syntactic rules. 
This approach showed well how varied in use a word was in a sentence, but due to the very 
nature of the approach suggested little regarding semantic change and relationship of the 
words to each other meaning-wise. A neural-network based approach would offer more 
insights into these areas upon which this study focuses. 

Word embeddings are the most popular and effective ways to analyse NLP drift. Sodar & 
Sekseria (2023) employed these methods to detect covariant drift in documents. They used 
TF-IDF, Doc2Vec, and BERT for the embeddings. Of these, the BERT model performed the 
best across all metrics they used, regardless of the metrics used. TF-IDF was the weakest 
while Doc2Vec was deemed reasonable. Doc2Vec is an extension of Word2Vec aimed at 
capturing semantic detail or tone in an entire document. 

Related work has also demonstrated the effectiveness of deep semantic representation 
learning in heterogeneous and multilingual environments. Javed et al. (2023) showed that 
transformer-based NLP architectures improve semantic alignment and contextual 
understanding across heterogeneous systems, emphasizing the importance of contextual 
embedding approaches for semantic relationship modeling. 



   
 

   
 

Truică et al. (2023) used Word2Vec to analyse semantic drift in the Romanian language. In 
their case, assessing change was non-trivial due to Romanian being of low-resource. Often, 
they encountered bilingual texts with Russian phrases hiding in Latin script. Their findings 
did propose that the Word2Vec static word embeddings paired with negative sampling 
outperformed the contextual one, ELMo in their case. 
Truică et al. mentioned for future work the use of BERT which would with high chance offer 
better results due to the nature of BERT utilizing transformer architecture, allowing it to be 
deeply bidirectional among advantageous in other aspects. 

Transformer architectures have also demonstrated strong capabilities in conversational AI 
and contextual semantic understanding. Vacalopoulou et al. (2024) highlighted the 
effectiveness of transformer-based conversational AI systems in improving contextual 
retrieval, semantic understanding, and adaptive interaction within educational 
environments. 

Yuan (2025) used both static word embedding (Word2Vec) as well as a contextual one 
(BERT) that they paired with a dimensional reduction technique (UMAP). Their work was 
focused on quantifying stylistic evolution of Classical Chinese. UMAP excels at displaying 
clusters of such as for word semantics or text styles. Yuan developed models to clearly give 
insight into and to show separation between texts from the Tang, Song, Ming, and Qing 
dynasties. Then, they went further and plotted out trajectories for each dynasty showing 
where the style of writing was headed and how rapidly. 

Among the most standard and often used dimensional reduction techniques is PCA for its 
ability to capture and represent a substantial amount of variance from the words. This 
makes it a prime choice for preserving the semantic information and removing noise from 
the previous embedded training. Jiang et al. (2022) used it for quantifying the diachronic 
change of the Queen’s Christmas Message. Particularly, how much it had drifted from 
Queen’s English (QE) to common people’s English (CE). Here, PCA was just the first step in 
discovering a simple structure that would still preserve the variance as well as possible. 

In addition to semantic representation learning, robust feature extraction and contextual 
representation quality have also been emphasized in broader machine learning research. 
Mokayed et al. (2021; 2014) and Khalid et al. (2011) demonstrated that adaptive feature 
representations and enhanced saliency modeling improve robustness and contextual 
understanding in noisy and visually complex environments. Although applied in computer 
vision, these findings reinforce the importance of robust representation learning strategies 
across AI and NLP domains. 



   
 

   
 

Overall, static embeddings, contextual embeddings, and dimensionality reduction 
techniques remain among the most effective approaches for semantic drift analysis. In this 
study, Word2Vec and BERT are selected as the primary embedding approaches, while PCA 
and UMAP are utilized for semantic visualization and structure analysis. Word2Vec provides 
a strong baseline for evaluating semantic evolution, whereas transformer-based models 
such as BERT offer deeper contextual understanding and improved representation learning 
capabilities for analyzing semantic drift in low-resource and dynamically evolving languages. 

  



   
 

   
 

3. Methodology 

3.1 Data Gathering 
Two data sources were used. The first being the largest discord server ma pona pi toki pona. 
This discord server features multiple text channels where Toki Pona is used. Of these toki-
pona-taso was the channel that was selected. The name translated roughly to ‘Toki Pona 
only’ and offered the most pure Toki Pona conversation. Many other channels exist but these 
were less applicable to be used as they had different focuses: music in Toki Pona, non-Latin-
based scripts, beginner chats, grammar discussions held in English. 
The second data source was Tatoeba. Tatoeba is a collection of sentences in several 
languages aimed at providing examples for language learners. Tatoeba has 10,000s of Toki 
Pona phrases as well as a Python library (‘tatoebatools’, n.d.)  to interface with the datasets 
efficiently. Tatoeba sentences are very clean compared to discord messages and require far 
less pre-processing. 

 

3.2 Data Pre-processing 
While the discord text channel chosen as the prime data source is supposedly pure Toki 
Pona, the reality is less ideal. Throughout the chats there is still infrequent English, emojis, 
and other oddities. 

3.2.1 Discord English Tags and Emojis 
In this text channel, English is allowed as long as it is placed between two pipe symbols. E.g. 
‘||English goes here||’. Emojis are also not frowned upon and in discord appears as short text 
between two colons: E.g ‘:grin:’.  Thus, these were simply removed using regex to match the 
opening and closing of either the pipe symbol or colon. 

3.2.2 Forbidden Words 
Further, specific words nullified the validity of a sentence such as HTTPS, a web link, or VERB 
indicating a discussion over grammar. Sentences like these would be caught out later due 
to subsequent filters but sped up the process by being done early. 

3.2.3 Minimum Sentence Length 
Only sentences of length of 3 or more words were consider as otherwise the embeddings 
would have no contexts for the words uses. 



   
 

   
 

3.2.4 sonatoki Library 
To guarantee that only Toki Pona sentences are present, the sonatoki Python library 
(‘sonatoki’, n.d.) was used. This library features a tool for checking whether a piece of text is 
in Toki Pona or not. 
Toki Pona phonotactics is strict and follows a small set of rules. Foremost, the language only 
uses 14 phonemes (9 consonants & 5 vowels). Each syllable has one vowel in the middle 
with only an optional consonant at the front and an optional consonant ‘n’ at the end: (C)V(n). 
All Toki Pona words are also lowercase unless they are a proper noun. 

3.2.5 Trim Trailing Ends 
In many of the discord messages emphasis can be noted from the trailing letter being 
repeated. Most obviously it can be seen due to the interjection ‘a’ or the greeting ‘toki’ - e.g. 
‘tokiiii!’ These words were trimmed post-tokenization so that they all contributed as the 
same base word. 

3.2.6 Fixing Mistyping 
There exists a few 2-letter words that are often used in Toki Pona and typing errors are 
common on discord chats. Thus, sole consonant words ‘p’, ‘l’, and ‘m’ were changed to ‘pi’, 
‘li’, and ‘mi’ as these are the only 2-letter combinations possible and are key words in Toki 
Pona. 

3.2.7 Time Formatting and Splitting 
The dataset was set with a standard time format before split. The 2 datasets contained either 
sentences from before July 2021 or after. This cutoff was chosen to represent the difference 
between the old use of the language and the new. July 2021 was chosen as that was the 
month that the official dictionary was released (Lang 2021). This date is also a rough 
chronological midpoint from the complete language creation in 2014, when the official 
grammar and vocabulary was published (Lang 2014), and now. 

3.2.8 Unique Contributors 
Each dataset was then analysed to determine how many sentences originated from each 
contributor/user. Some authors may contribute a large majority of sentences. To keep any 
of these from skewing the semantic meaning to their own personal use, up to 40 sentences 
per user were included for the old and new datasets each. 

3.2.9 Minimum Word Frequency 
Due to the very constricted nature of the Toki Pona vocabulary, it is not unknown for new 
words to be used. Oftentimes these words are discussed for whether they should become 



   
 

   
 

official words, but most are only used by a minority. A key step to prevent the model from 
being too heavily influenced by edge cases is to remove sentences with low frequency words. 
Finally, the bigger of the two time period datasets were truncated to balance the data. 

 

3.3 Models and Techniques 

3.3.1 Static Word Embeddings & Procrustes Alignment 
The new and old datasets were each used as the training material on their respective 
Word2Vec models. These models where then aligned using Orthogonal Procrustes based 
on the shared word list. From these, Cosine Similarity between each word could be easily 
listed and displayed showing which words that had undergone the most change. 

Dimensional Reduction techniques were then applied to view the word embeddings 
holistically as well as possible. Of the ones available the one found to be the most 
appropriate for pairing with static word embeddings was PCA. 

PCA was then applied on the aligned embeddings. The top 7 drifted words and the top 7 most 
frequent words were plotted out with an arrow showing how much they had drifted. 

3.3.2 Contextualised Embeddings 
A further and more differing method involves using BERT models to generate a vector of the 
word for every instance in a sentence it is used. This allows it to handle polysemy making it 
well-suited to a language such as Toki Pona where most words have vague, general 
meanings. In particular, the bert-based-multilingual works particularly well as the Toki Pona 
input dataset uses Latin script. The semantic drift could then be plotted out like with the 
static word embedding. 

In this case UMAP could then be applied to result in neighbourhoods of words across the 
language being visualised. Semantic drift of each word could then be noted, and the words 
could be analysed for which cluster of use they belong to and which ones they had moved 
towards to over time. 

 

3.4 Ethics Regarding Data Sources 
The sentence examples posted on Tatoeba are meant for language learning and are 
available for the public. All these posts contain no sensitive data. The ones from Discord on 
the other hand, represent genuine conversations. Taking this into regard, it is worth 
mentioning that the server and channel are both public access and can be viewed with no 



   
 

   
 

authorization needed. Also, throughout this study, no investigation into any specific 
messages were made and little qualitative work was considered. Furthermore, usernames 
were part of the pre-processing pipeline but only to act as a source identification to limit the 
effect of few individuals skewing the results.  



   
 

   
 

4. Results 

4.1 Pre-Processing 
From Tatoeba, over 75,000 example Toki Pona sentences were available most of which 
could be used due to their regular formatting. From discord, more than 355,000 messages 
were sourced, though of varying eligibility for modelling with. In total nonetheless, more than 
430,000 rows of potential Toki Pona sentences were pooled. 

After pre-processing, this number reduced by more than 100,000 and upon splitting into an 
old and new dataset, was divided into 130,000 and 180,000 rows respective. Upon applying 
the strict maximum allowance of 40 sentences per author per dataset, this became 16,000 
and 50,000. This drastic culling was due to some authors having contributed 1000s of rows 
of examples, while the mean amount was 71. There were over 4000 unique contributors in 
the datasets. 

The final reduction in the datasets to improve quality of data relied on removing sentences 
with too few words. This brought the final old and new dataset sizes to 13,000 and 43,000; 
new was then truncated to 13,000 as well. 

 
  



   
 

   
 

4.2 Static Word Embeddings 

4.2.1 Cosine Drift Visualisation 
The results from the Procrustes aligned static word embeddings (see Figure 1) propose that 
little change has occurred in the use of each word. The majority of words fall in the range of 
0.02 around the mean. This remains consistent for words that have fewer than 103 
occurrences. Between 103 and 104 words appear sporadically with a drift score of 0.04 to 
0.06. 

Only 2 words scoring 0.1 or above, these being suli and ken. According to nimi.li (‘nimi.li’ 
n.d.), a Toki Pona dictionary, suli means large in multiple contexts, be that size, mass, or 
relevance. Ken represents the general notion of ability: to be able to; can, may, permission, 
enable etc. 

The two most frequent words li & mi show very little drift. li is a grammar marker and means 
that the word following it is an indicative verb and thus has no semantic meaning which is 
reflected in its cosine drift score presented in Figure 1. mi on the other hand, is the word for 
I, me, we, us and even becomes a possessive indicator when used as an adjective. 

 

 

Figure 1: Drift score distribution after Procrustes Alignment (all words as anchor) 



   
 

   
 

4.2.2 PCA Drift Visualisation 

Upon applying PCA, the drift of a single word can be seen with more clarity (see Figure 2). 
There ken and suli once again can be seen to have moved, but this time not much compared 
to others. Those like ala (meaning no, nothing, and also working as a negation or question 
particle) and tomo (meaning house, room, building, or any enclosed space) show movement 
like that of ken and suli though this was not the case when using cosine distance as the 
metric. PCA abstracts all dimensions into 2 and uses the data with the highest variance to 
achieve this; while cosine distance calculated from after the Procrustes and the Word2Vec 
word embeddings represents all drift including subtle connotations of words and even 
statistical noise. 

A more prominent example is lili which displays no drift after dimensional reduction while 
ranking 3rd highest based on cosine drift. lili means small, young, & few as well as piece or 
part. Once again, the subtle connotations it is used with may have changed while the core 
semantics remained similar. 

 
Figure 2: PCA plot of 7 most frequent words and 7 most drifted words 

 
  



   
 

   
 

4.3 Contextualised Word Embeddings 

4.3.1 Cosine Drift Visualisation 
The results of BERT centroid embedding (see Figure 3) show once again little cosine drift over 
the language as a whole with the exception of mu. It also shows correlation between word 
frequency and drift which is simply volume of data reducing randomness. The most 
prominent outlier is mu, the onomatopoeia used for animal sounds, which registers the 
highest drift score of any word in the BERT model. Rather than reflecting genuine semantic 
change, this is likely a methodological artefact: because mu carries no stable propositional 
meaning, its contextual embeddings are highly variable and do not converge toward a 
consistent centroid. Its elevated drift score therefore reveals a limitation of the centroid 
comparison approach, words without stable semantic content can appear to drift 
significantly simply due to the inconsistency of their contextual representations, rather than 
any real shift in use. 

Figure 3 does highlight interesting words that do not appear in the lexicon of the first book. 
kolona & anku: These are not unique words but Toki Pona spellings of Corona & Hangul to fit 
the phonotactics of the language. 
epiku: This is a rare and less used Toki Pona word. epiku is very much based off the common 
English adjective epic but like other Toki Pona words can also mean to become epic. It is a 
word that appeared after the publishing of the first Toki Pona book but was recognised as 
official vocabulary in the Toki Pona official dictionary book (pu). 

 
Figure 3: Drift score distribution from BERT Centroid model 



   
 

   
 

 

4.3.2 UMAP Visualisation 

Figure 4 and Figure 5 show the results of performing UMAP on the BERT Centroid model. This 
further shows that little semantic drift has occurred. It does, however, highlight core word 
clusters showing that even a language as ambiguous and with spread out meanings for each 
word, can still have distinct semantic groupings. One large main cluster body as well as 3 
minor ones can be seen clearly in both time periods in Figure 5. 

Figure 4 also highlights noteworthy words that do not appear in the lexicon of the first word 
discord: The appearance of discord shows that the sonatoki library is not completely strict 
with enforcing phonotactics. 
elopa, losi, losupan: Similar to before, these first two are Toki Pona spellings of Europe and 
Russia meant to fit the phonotactics. The third word losupan is the Toki Pona spelling of 
Lojban, another constructed language. 
oke: This is merely the Toki Pona way of spelling ok. 
soko: This is a word that became official in the release of the second Toki Pona book. It 
means fungi. Previously speakers had to use the word kili which means fruit, vegetables and 
fungi. This is an excellent example of a word appearing to suit the needs of the users. kili has 
very strong food connotations and thus was found to be too imprecise to refer to living 
mushrooms. 
 



   
 

   
 

 
Figure 4: UMAP of new and old datasets on same graph 

Figure 5: UMAP visualisation of new and old datasets on separate graphs 

  



   
 

   
 

5. Discussion 

5.1 Pre-Processing 
Collecting sufficient data from a niche, internet-native language like Toki Pona presents 
challenges that differ fundamentally from those encountered when studying well-resourced 
natural languages. Traditional corpora for semantic drift research draw on books, 
newspapers, academic articles, and other formal written sources that span decades or 
centuries. For Toki Pona, no such archive exists in meaningful volume. The language lives 
primarily in digital spaces, Discord servers, collaborative translation platforms, blogs, and 
online forums, and any corpus must be assembled from these sources directly. 

This study drew on two complementary sources: Tatoeba, a multilingual sentence 
collection with a dedicated and relatively clean Toki Pona dataset accessible via a 
convenient Python library, and the ma pona pi toki pona Discord server, which represents 
the largest and most active community of Toki Pona speakers and provides the most natural 
examples of the language in everyday use. Put together, over 430,000 raw sentences were 
sourced, a figure that is impressive for a language of this size, but which conceals significant 
variation in data quality. 

Tatoeba sentences required little pre-processing and a large percentage of them went to 
both the old and new datasets. The Discord data, by contrast, demanded a multi-stage 
pipeline to handle embedded English, emoji strings, web links, grammar discussion markers, 
trailing character repetition, and common typing errors. The pipeline developed here 
managed to preserve approximately 70% of raw Discord sentences before contributor 
capping and minimum length filtering were applied, a reasonable retention rate given the 
informal nature of the source material. Also, the decision to cap contributions at 40 
sentences per user per dataset was particularly important. Without it, a small number of 
highly active contributors would have dominated the semantic signal, effectively encoding 
their individual idiolects rather than the community's broader usage patterns. 

That said, several decisions made for the pre-processing require critical reflection. For 
starters, while the sonatoki library is effective at filtering sentences that are not in Toki Pona, 
it does not force strict rules regarding the phonotactics of the language. Resultingly, many 
words that do not comply with the rules of consonant and vowel placement are let through. 
A stricter filter could have been applied to adhere to the Toki Pona syllable structure rules. 
This would have improved the purity of the language that was tested but would have reduced 
the corpus size. Nonetheless, this would be a worthwhile option for future investigation. 
Another consideration regarding pre-processing is the identifying, tagging, and analysis 



   
 

   
 

made on words which belong to the first Toki Pona book, and that of words which appear in 
the subsequent book publishing, that of the dictionary. By separating the two lexicons, or by 
only allowing one, a more in-depth look at the semantic drift of the core words could be 
analysed. 

Furthermore, other pre-processing configurations could also be tried. This study used July 
2021 as the split date for new and old sentences to reflect the official dictionary being 
introduced, but this date could be more tailored to be in the absolute chronological 
midpoint of Toki Pona from the codified grammar date of the first book to today’s date. 
Another part that can be varied is the cap on the number of sentences that can be 
considered by each contributor. Perhaps this should be determined directly by the average 
amount of sentences per contributor, or left unbounded so long as it does not exceed a set 
percentage of the whole corpus. 

Regarding online community corpora explicitly, the effect of having distinct sources alters 
massively the calculated semantic change. This study conglomerated two sources of 
differing styles. Thus, the results seen represent a mix of these two rather than just the living 
aspect, of Discord, or just the formally documented use, of Tatoeba. By considering and 
limiting the sources used more harshly, a specific aspect of the language could have been 
analysed with more veracity.  

The most impactful limitation of the data gathering & pre-processing stage, however, is 
simply one of scale. After all filtering steps, the final datasets contained 13,000 sentences 
for the old and new periods each. While workable, this amount is modest by NLP standards, 
particularly for contextualised embedding models like BERT that benefit substantially from 
larger training volumes. Future work with access to additional data sources, such as the lipu 
lapu long-form content archive (‘lipu.pona.la’, n.d.) or additional Discord channels, could 
yield a richer and more representative corpus, and would likely improve the reliability of drift 
estimates across both models. 

 

5.2 Static and Contextual Word Embeddings 
The comparison between Word2Vec and Multilingual BERT represents the analytical 
centrepiece of this study, and the results reveal a clear divergence in how the two model 
types respond to the particular properties of Toki Pona. The difference is not only important 
for this study, but also for the broader inquiry of which tools work best for semantic drift 
analysis in languages with few but highly polysemous words. 



   
 

   
 

Word2Vec, as a static embedding model, assigns a single vector to each word regardless of 
the context in which it appears. This means that for a word like ken, which can function as a 
verb meaning ‘can’ or ‘may’, a noun meaning ‘ability’ or ‘possibility’, or a modifier conveying 
permission, the resulting embedding represents an aggregate of all these uses across the 
training corpus. While this is often cited as a limitation of static embeddings, in the context 
of Toki Pona it proves to be a methodological strength. Because each word's embedding is 
anchored to its distributional neighbourhood rather than averaged across entire sentence 
contexts, Word2Vec is sensitive to shifts in the company a word keeps, like its syntactic 
neighbours and its semantic associates. The Procrustes alignment procedure then allows 
embeddings from the two time periods to be compared directly, with cosine distance 
serving as a clean and interpretable measure of how much a word's distributional 
neighbourhood has changed. 

The results from this approach are both credible and informative. The finding that suli and 
ken exhibit the highest cosine drift scores, both exceeding 0.1, well above the mean of 
approximately 0.035, is plausible given the semantic breadth of both words. suli, meaning 
‘large’ in terms of size, mass, or importance, occupies a conceptual space where subtle 
shifts in emphasis between physical and abstract uses would register as meaningful 
distributional change. ken, spanning ‘ability’, ‘possibility’, and ‘permission’, similarly 
straddles functional and semantic territory in ways that could shift as community 
conventions around expressing modality evolve. That the most frequent grammatical words, 
li, a purely syntactic marker, and mi, a personal pronoun, show minimal drift is also 
reassuring, suggesting the model is detecting genuine semantic movement rather than 
statistical noise. 

The PCA visualisation adds a further layer of insight by filtering out the subtler connotational 
shifts captured by cosine distance and retaining only the most structurally significant 
movements in semantic space. The divergence between the two measures for words like lili, 
which ranks third by cosine drift but shows negligible movement in PCA space, suggests that 
its core semantic position has remained stable even as the finer-grained contextual 
associations around it have evolved. This distinction between core semantic drift and 
peripheral connotational drift is methodologically valuable and would benefit from further 
investigation, perhaps through qualitative analysis of the contexts in which high-drift words 
appear across the two time periods. 

The BERT model tells a substantially different story. BERT generates a distinct vector for 
each token occurrence, conditioned on the full sentence context, and drift is measured by 
comparing the centroids of these occurrence vectors between the old and new datasets. In 
theory, this approach should be ideally suited to Toki Pona, a language of highly polysemous 



   
 

   
 

words where contextual disambiguation is everything. In practice, however, the results 
expose a serious statistical confound. As Figure 3 demonstrates clearly, there is a strong 
inverse relationship between word frequency and cosine drift in the BERT model, high-
frequency words cluster near zero drift regardless of their semantic complexity, while lower-
frequency words show apparently elevated drift scores that are likely artefacts of sparse 
sampling rather than genuine semantic change. 

The mechanism behind this is straightforward but worth stating explicitly. When a word with 
several meanings appears numerous times in a corpus, its BERT vector spans a large range 
of contextual configurations. BERT then averages these into a centroid producing a very 
generic and broad central representation that is too stable due to it being pulled in so many 
directions. This effect is amplified by Toki Pona due to almost every word being polysemous 
and thus appearing in an unusually wide variety of contexts. Thus, the centroids become 
generic very quickly, and the model loses sensitivity to the very semantic nuance it was 
designed to capture. In most research with a small data dataset, this problem is reduced in 
severity by the stronger lexical specificity, however in Toki Pona, the broadness is a design 
principle which makes it hard to model using BERT. 

Word2Vec, despite being the older and structurally simpler model, proves the more reliable 
tool here. This finding echoes that of Truică et al. (2023), who found static embeddings to 
outperform contextual ones in a low-resource Romanian setting. 

 

5.3 Dimensional Reduction Techniques 
The dimensional reduction stage of the analysis, applying PCA to the Word2Vec embeddings 
and UMAP to the BERT centroids, produced very informative outputs of the study, and the 
complementary strengths of the two techniques suggest a natural workflow for future 
research in this area. 

PCA's value in this context lies in its noise-filtering properties. By retaining only the 
dimensions of greatest variance, it effectively strips away the subtle connotational shifts 
and statistical noise that inflate cosine drift scores, leaving behind only the most structurally 
significant movements in semantic space. For a language as small as Toki Pona, where the 
entire vocabulary is being modelled simultaneously and where every word co-occurs with 
every other word with relatively high frequency, this noise reduction is particularly important. 
The PCA plot in Figure 2 offers a cleaner and arguably more honest picture of core semantic 
change than the raw cosine scores alone, precisely because it is less sensitive to the minor 
fluctuations that arise such as from corpus size differences between the old and new 
datasets. 



   
 

   
 

However, PCA's limitations are equally clear. Collapsing a high-dimensional space into two 
principal components inevitably leads to the loss of information, and thus the resulting plot 
is better used as an indication for identifying candidate high-drift words than as a final test 
and comprehensive map of the semantic change that has taken place. While it conveys 
magnitude of change for individual words, it reveals little about the structure of the 
vocabulary as a whole and the relations they have with each other. Semantic drift related 
relations such as which words cluster together; which have few neighbouring words; and 
which neighbourhoods have drifted together as a unit. 

This is precisely where UMAP excels. As a non-linear dimensionality reduction technique, 
UMAP is designed to preserve local neighbourhood structure, making it far better suited to 
revealing semantic clusters and the relationships between them. Figures 4 and 5 
demonstrate this clearly: even in a language as ambiguous and semantically diffuse as Toki 
Pona, UMAP reveals distinct groupings of words that share contextual associations, 
suggesting that the language's vocabulary organises itself into recognisable conceptual 
domains despite the broad individual definitions of its words. The comparison of new and 
old semantic landscapes visible in Figure 5 reveal that the overall cluster structure has 
changed little between the two periods, with low semantic drift recorded for almost all the 
words. 

Another thing of note is the appearance of the word ‘discord’ as a data point. This is a minor 
but instructive reminder of the need for a higher quality pre-processing pipeline. Its 
presence reflects the difficulty of achieving perfectly clean corpora from informal digital 
sources. 

Looking ahead, a more analytical and revealing workflow suggested by these findings is a 
sequential combination of the two techniques: PCA applied first to the aligned Word2Vec 
embeddings to identify and rank the highest-drift words, followed by UMAP applied with 
focus to those specific words to map their movement through semantic space and identify 
which conceptual neighbourhoods they have migrated toward or away from. This pipeline 
would allow a researcher to move efficiently from a ranked list of candidate words to a rich, 
interpretable visualisation of how their semantic associations have shifted, a workflow that 
is both more targeted and more informative than applying either technique in isolation. 

Beyond this, Toki Pona's highly polysemous vocabulary suggests that local PCA, a variant 
that performs dimensionality reduction within identified clusters rather than across the 
entire embedding space, could offer substantially more granular insight into word-level drift. 
By treating each semantic cluster as its own reference frame, local PCA would allow the 
polysemy of individual words to be decomposed and tracked across time periods, 



   
 

   
 

potentially revealing drift that global techniques smooth over. This represents one of the 
most promising directions for future work in this area. 

 

5.4 Notable Limitation of this Study 
This study mainly focused on the uses of current NLP techniques for semantic drift analysis 
with end results presented with computational metrics (primarily cosine similarity). True 
semantic drift discovery would require qualitive testing and applying knowledge from the 
field of linguistics rather than purely relying on computational models. Thus, words 
highlighted in the results of this study serve as suggestions for further confirmation, however 
they do offer a very strong starting point for understanding the semantic landscape and drift 
of a language.  



   
 

   
 

6. Conclusion 
This study set out to answer three research questions concerning corpus construction, 
semantic drift detection, and the suitability of standard NLP methods for a minimalist 
constructed language. Regarding RQ1, a corpus of over 430,000 raw sentences was 
successfully assembled from Tatoeba and the ma pona pi toki pona Discord server. 
Following, a multi-stage pre-processing pipeline was developed to handle the informal, 
internet-native nature of the data. The pipeline proved effective, but trying other steps such 
as narrowing the allowed words like those in the official dictionary or using stricter 
phonotactic filtering could lead to more valuable and focused insights. Regarding RQ2, the 
graphical representations of the drift indicated that the Toki Pona vocabulary was 
remarkably stable overall. It also proposed that suli and ken were the words most affected 
by distributional shift. PCA visualisation suggested that this drift reflects movement in core 
semantic positioning rather than statistical noise, making both words genuine candidates 
for further qualitative investigation. Regarding RQ3, Word2Vec with Procrustes alignment 
proved the more reliable tool for this language, while BERT's centroid approach was 
undermined by a frequency-stability confound that Toki Pona's extreme polysemy amplifies. 
This is a notable finding that challenges the assumed power of transformer-based models. 
Together, these results offer some of the first computational insights into semantic drift in 
minimalist constructed languages, and demonstrate both the promise and the limits of 
applying standard NLP pipelines to a linguistic environment they were not designed for.  
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