
 

Contents lists available at ScienceDirect

Computers and Education: Artificial Intelligence

journal homepage: www.sciencedirect.com/journal/computers-and-education-artificial-intelligence  

ASTRA: A synthetic benchmark for trace-based evaluation of socially 

intelligent multi-agent tutoring and participation-balanced collaboration in 

introductory programming

Solomon Sunday Oyelere a, b, c, d iD
a Department of Computer Science, University of Exeter, EX4 4PY, Exeter, United Kingdom
b Department of Computer Science, Electrical and Space Engineering, Luleå University of Technology, SE-931 87, Skellefteå, Sweden
c School of Computing, University of Eastern Finland, Joensuu, Finland
d Research Group on Data, Artificial Intelligence and Innovations for Digital Transformation, Johannesburg Business School, University of Johannesburg, Johannesburg, 

South Africa

H I G H L I G H T S

• Introduces ASTRA, a multi-agent tutoring framework for collaborative programming.

• Releases an open synthetic benchmark (𝑁 = 540; 360 sessions; 1,440 episodes).

• Provides a trace-ready schema for dialogue turns and programming artefacts.

• Enables reproducible analysis of interaction, participation balance, and verification.

• Shows condition-differentiated patterns for benchmarking, not learning-effect claims.
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A B S T R A C T

Generative AI is rapidly entering introductory programming, yet evidence about how learners coordinate with 

AI, especially in dyads, remains limited, and open datasets that support reproducible, trace-based evaluation 

are scarce. I present ASTRA (Adaptive Socially-intelligent Team Reasoning Agents), a multi-agent tutoring pro­

totype and benchmark framework for studying collaborative programming with socially differentiated agents. 

ASTRA supports three configurations: alone_tutor (one learner with a Tutor agent), pair_tutor (two learners 

with a Tutor agent), and pair_multiagent (two learners with Tutor and Facilitator agents, where the Facilitator 

prompts coordination and balanced participation). As access to research participants is not yet available, I release 

an open synthetic benchmark dataset that mirrors ASTRA’s logging schema and a prespecified between-subjects 

design (𝑁 = 540 participants; 360 sessions; 1440 task episodes) across a bank of 20 short Python programming 

tasks. The dataset includes turn-level dialogue traces and task-level artefacts designed to support log-operational 

research questions about interaction dynamics, participation balance and reciprocal engagement in dyads, and 

performance and verification behaviours. Descriptive summaries and illustrative models indicate that the bench­

mark yields measurable condition-differentiated patterns consistent with the simulation assumptions. I emphasise 

that these findings are simulated evidence intended for benchmarking, measurement feasibility, and reproducible 

pipeline development, not causal estimates of learning effects, while providing a transparent analysis blueprint 

for future ethics-approved validation studies. 

1 . Introduction

Large language models (LLMs) such as ChatGPT are rapidly re­

shaping how students learn programming. Novices now have constant 

access to conversational assistants that can generate code, explain con­

cepts and suggest debugging strategies. Early empirical studies report 

gains in computational thinking, self-efficacy and motivation when gen­

erative AI is used as a scaffold rather than an answer-giving oracle 

(Yilmaz & Karaoglan Yilmaz, 2023; Yilmaz & Yilmaz, 2023). At the 

same time, there is growing concern that uncritical use may under­

mine higher-order thinking and epistemic agency if students simply copy 

and paste AI outputs (Nathaniel et al., 2025a; Rahyuni et al., 2025). 
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Structured designs, such as GenAI-Ped, show that it is possible to sus­

tain or enhance conceptual understanding when students are required to 

explain, critique and adapt AI-generated code (Nathaniel et al., 2025a). 

In summary, generative AI is a powerful but ambivalent presence in pro­

gramming education, and most existing work still focuses on individual 

students interacting with a single assistant.

Research on conversational agents in education demonstrates that 

agents can do more than provide content: they can also shape the qual­

ity of student dialogue. Earlier rule-based agents successfully prompted 

explanation, managed turn-taking and modelled productive talk in small 

groups (Bendell et al., 2025), and role design has been shown to affect 

discussion quality and systems thinking (Nguyen, 2023). More recent 

work on collaborative conversational agents embeds analytics-driven 

prompts into inquiry environments, increasing dialogue productivity 

even when knowledge gains are mixed (de Araujo et al., 2024, 2025).

In parallel, LLM “agents” are evolving from single chatbots to ar­

chitectures that combine memory, tool use, planning and interaction. 

Multi-agent systems assign complementary roles, such as planner versus 

critic or teacher versus peer, and early evidence suggests they can sup­

port complex STEM design tasks and personalised learning (Gao et al., 

2026; Hao et al., 2026). Yet most multi-agent work is confined to sim­

ulated users or long-form online courses, and almost none is situated 

in code-centric programming labs where students must coordinate both 

with each other and with AI under tight time constraints.

The introduction of generative AI into learning environments raises 

pressing equity questions. Studies document disparities in access, digi­

tal literacy and confidence, with some students quickly appropriating 

AI as a powerful learning partner and others remaining sceptical or 

constrained by policy (Budhiraja et al., 2024; Garcia Ramos & Wilson-

Kennedy, 2024). Work on hybrid human–AI regulation argues that 

learning with AI depends not only on what the system can do, but on how 

regulation of learning is distributed across humans and agents (Edwards 

et al., 2025; Järvelä et al., 2023; Molenaar, 2022). Multi-agent environ­

ments such as EPMAS and MAIC show that role-differentiated agents can 

support co-construction and co-regulation and may help reduce perfor­

mance gaps for lower prior-knowledge learners (Gao et al., 2026; Hao 

et al., 2026).

Introductory programming, already shaped by traditions of pair 

programming, collaborative debugging, and code review, offers a par­

ticularly demanding testbed for examining how role-differentiated LLM 

agents may reshape participation, regulation, and verification. Yet ex­

isting empirical work rarely captures who speaks, who steers decisions 

about adopting AI suggestions, and how responsibility for checking and 

debugging is negotiated among human and AI partners. This gap lim­

its both theory-building and the design of replicable interventions that 

support productive collaboration rather than answer substitution.

This article presents ASTRA (Adaptive Socially-intelligent Team 

Reasoning Agents), a socially differentiated multi-agent tutoring pro­

totype and a dataset-centric benchmark for trace-based evaluation 

in collaborative programming. ASTRA supports three configurations:

alone_tutor (one learner with a Tutor agent), pair_tutor (two learn­

ers with a Tutor agent), and pair_multiagent (two learners with Tutor 

and Facilitator agents, where the Facilitator prompts coordination and 

balanced participation). Because access to research participants is not 

yet available, I publish an open synthetic benchmark dataset that mir­

rors ASTRA’s logging schema and a prespecified between-subjects design 

across a bank of short Python tasks (Oyelere, 2026a). The dataset 

is intended to enable method development and reproducible analysis 

of log-operational research questions about (i) dialogue processes, (ii) 

participation balance and reciprocal engagement in dyads, and (iii) per­

formance and verification behaviours. Findings derived from the dataset 

should be interpreted as simulated evidence about measurement feasi­

bility and analysis sensitivity under explicit assumptions, not as causal 

estimates of learning effects in authentic classrooms; empirical valida­

tion remains the focus of planned ethics-approved deployments. The 

ASTRA prototype implementation and logging pipeline are available as 

open-source software at Oyelere (2026b).

ASTRA is intended primarily for researchers, learning-analytics 

scholars, AI in education researchers, and educational software de­

velopers who require a reproducible sandbox for developing, testing, 

and comparing trace-based evaluation methods for multi-agent tutor­

ing. It is not presented as a classroom-validated intervention ready 

for direct instructional deployment. Educators may use the task bank, 

logging schema, and prototype as a basis for ethics-approved pilots, 

but the present evidence is limited to synthetic benchmarking and 

methodological feasibility.

ASTRA is implemented as a web application that supports controlled 

programming-task sessions and produces turn- and task-level traces 

aligned with the released benchmark schema. It is designed to support 

future classroom and lab deployments once ethics approval and partic­

ipant access are in place. Fig. 1 presents the conceptual illustration of 

ASTRA for multi-agent, socially aware tutoring.

ASTRA supports three collaboration configurations (see Fig. 1): 

Alone + AI, an individual learner working with a single AI tutor; 

Fig. 1. Conceptual illustration of ASTRA for multi-agent, socially aware tutoring. (a) Students interact through dialogue, from which ASTRA infers a social–cognitive 

state (CASM). (b) A multi-agent tutor comprising a conceptual tutor and collaboration-focused facilitator responds to this state. (c) The framework supports different 

collaboration configurations: an individual learner with a tutor, a pair with a Tutor, and a pair with a multi-agent tutor.
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Pair + AI, a human–human pair working with the same AI tutor; and 

Pair + multi-agent, a pair working with both Tutor and Facilitator 

agents.

The study investigates how these configurations shape trace-

operational interaction dynamics, participation balance, and task-level 

performance and verification proxies in collaborative programming 

tasks. I address the following research questions using trace-operational 

measures derived from dialogue and task artefacts. Here, “equity” is op­

erationalised as participation balance and reciprocal engagement within 

dyads, rather than demographic equity outcomes:

RQ1. How do dialogue processes differ across alone_tutor,

pair_tutor, and pair_multiagent during programming tasks such as 

turn-taking, explanation, verification, and peer-to-peer referencing?

RQ2. In pairs, does a facilitator agent reduce participation imbalance 

and increase reciprocal engagement compared with pair_tutor?

RQ3. How do conditions differ in (a) solution correctness, (b) time-

to-correct, and (c) verification behaviour and what dialogue features 

predict success?

This paper makes three contributions to research on generative AI 

in programming education and AI-mediated collaboration. First, it in­

troduces the ASTRA social–cognitive framework, which formalises how 

role-differentiated agents can coordinate cognitive support (e.g., concep­

tual explanation and debugging guidance) with participation-oriented 

facilitation (e.g., turn-taking prompts and coordination cues) during 

collaborative programming. Second, it instantiates the framework in 

a working prototype with a trace logging schema at turn and task 

levels, enabling log-operational measurement of interaction dynamics, 

dyadic participation balance, and verification-related behaviours. Third, 

it releases two reusable research artefacts: (i) the ASTRA Synthetic 

Benchmark Dataset on Oyelere (2026a) and (ii) the ASTRA prototype 

implementation and logging schema as open-source software (Oyelere, 

2026b), enabling replication, stress-testing, and extension of trace-based 

analyses. Because the dataset is synthetic, the results in this article are 

positioned as evidence about benchmarking utility and analytic feasi­

bility rather than claims about learning gains; the primary value is a 

reproducible foundation for subsequent empirical work.

In the next section, I briefly situate ASTRA within three strands of 

prior work on generative AI in programming education, conversational 

and multi-agent educational systems, and equity-focused perspectives 

on AI-mediated collaboration.

2 . Literature review

2.1 . Generative AI in programming education

Recent reviews describe a fast-growing set of generative AI applica­

tions in programming education, spanning task generation, automated 

feedback, explanation, and debugging support across K–16 contexts 

(Deriba et al., 2024; Nathaniel et al., 2025a). In practice-oriented CS1 

settings, LLM-powered tools are now commonly used to generate or 

adapt exercises, offer worked examples and conceptual explanations, 

and improve the usability of feedback by reframing compiler or run­

time errors in more accessible language (Nathaniel et al., 2025b; Prather 

et al., 2023). Empirical studies report that students frequently consult 

GenAI to clarify syntax, check understanding of control flow and core 

constructs, and obtain rapid feedback on partial solutions, often describ­

ing gains in confidence and perceived productivity (Denny et al., 2024;

Yilmaz & Karaoglan Yilmaz, 2023).

At the same time, an emerging strand of work shifts from “speed and 

correctness” outcomes towards the quality of learners’ reasoning and 

the conditions under which GenAI supports (rather than displaces) con­

ceptual understanding. Scaffolded designs that integrate Bloom-aligned 

tasks, self-regulated learning prompts, and universal design principles 

suggest that it is possible to maintain or strengthen higher-order think­

ing, problem decomposition, explanation, and critique, while reducing 

the risks of over-reliance (Nathaniel et al., 2025a; Rahyuni et al., 

2025). Related interventions explicitly position GenAI as a partner for 

explanation and refinement, requiring students to justify, critique, and 

iteratively revise model outputs; this design stance aligns with concerns 

that copy–paste use can reduce epistemic agency and lead to superficial 

“working code” without understanding (Becker et al., 2023; Fenu et al., 

2024; Prather et al., 2024).

However, the dominant conceptualisation across this literature re­

mains individualistic: GenAI is typically framed as a single-user assistant 

operating through one prompt window. Even when learning is social 

(pair programming, group debugging, studio-style labs), the GenAI in­

teraction is often treated as a private or shared utility rather than as an 

actor that reconfigures roles, turn-taking, and the distribution of regula­

tory work within the group. Consequently, the field has limited evidence 

about how GenAI should be orchestrated for collaborative programming 

tasks, and limited methodological precedent for measuring collaboration 

quality and equity from trace data rather than perceptions.

2.2 . Student–AI interaction and collaborative dynamics

Alongside outcome-focused studies, a growing body of work exam­

ines how students interact with GenAI during programming. Process-

oriented analyses indicate that student–AI dialogue varies substantially 

in structure and intent: learners request code generation, seek ex­

planation, probe alternatives, and negotiate corrections, but differ in 

how critically they evaluate outputs and how persistently they iterate 

(Amoozadeh et al., 2024; Fenu et al., 2024). Some students use GenAI 

conversationally, asking follow-up questions, testing hypotheses, and 

refining prompts, whereas others issue minimal prompts and accept 

first-pass responses, raising concerns about fragile understanding and 

over-trust (Fenu et al., 2024; Oyelere & Aruleba, 2025).

Methodologically, recent studies increasingly use NLP, expert coding, 

and sequence analysis to characterise temporal patterns in student–AI 

interaction. This line of work suggests that “effective” interaction often 

involves cycles of elaboration, critique, and revision rather than one-

shot querying, and that identifiable trajectories can relate to differences 

in achievement, help-seeking, and self-regulation (Jiang et al., 2022;

López-Pernas et al., 2025, 2021). The core implication is that student–

AI interaction is not a single behaviour: it is shaped by prior knowledge, 

epistemic beliefs, motivation, and task demands, and it can plausibly 

support learning or undermine it depending on how the interaction un­

folds (Amoozadeh et al., 2024; Hao et al., 2026; López-Pernas et al., 

2025).

A second implication is that GenAI introduces a distinct interac­

tion channel that intersects with (and can substitute for) traditional 

student–student and student–instructor interaction. Classic interaction 

frameworks in distance and online learning already distinguish interac­

tion types and emphasise that learning experiences depend on how these 

forms are balanced and sequenced (Hillman et al., 1994; Moore, 1989). 

In programming education, the substitution risk is especially salient: 

pair programming and collaborative debugging are valuable partly be­

cause they externalise reasoning, require articulation and negotiation, 

and distribute monitoring and checking across peers. Yet existing empir­

ical GenAI studies rarely track whether students turn to the bot instead 

of negotiating with a partner, how responsibility for testing and verifica­

tion is allocated, or whether AI involvement shifts the group’s regulation 

of progress over time. Addressing this gap requires instrumentation and 

trace-operational measures that can capture participation, reciprocal 

engagement, and verification behaviour within collaborative work.

2.3 . Multi-agent systems in AI-supported learning

Recent advances in LLM-based “agents” extend beyond single chat­

bots towards multi-agent systems (MAS) that coordinate specialised 

roles such as tutor, critic, planner, or peer. Educational MAS designs 

are motivated by the prospect of greater controllability and pedagog­

ical expressiveness: instead of relying on one general assistant, role-

differentiated agents can target distinct functions (explanation, ques­

tioning, reflection prompts, coordination) and jointly support complex 
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learning processes. Early evidence in education suggests that MAS 

designs can support rich forms of engagement and scaffolding in open-

ended tasks, potentially enabling more personalised and process-aware 

support than a single-agent interface (Chu et al., 2025; Gao et al., 2026;

Hao et al., 2026; Hu et al., 2025).

Within the GenAI-enhanced learning work, Gao et al. (2026) present 

EPMAS, a personalised multi-agent system supporting secondary stu­

dents’ engineering design. By embedding role-specific agents aligned 

to a design-thinking process, the system supported students’ epistemic 

work, helping them articulate aims, evaluate ideas, and refine designs, 

while preserving ownership rather than encouraging passive acceptance 

of suggestions (Gao et al., 2026). Complementing this, Hao et al. (2026) 

analyse large-scale dialogue data from an LLM-empowered online course 

that incorporated an AI teacher and multiple AI peers. Their findings 

identify interaction patterns of co-construction and co-regulation, and 

suggest that learners with lower prior knowledge may benefit particu­

larly from scaffolded co-construction sequences, indicating a possible 

pathway for reducing performance gaps through differentiated agent 

roles (Hao et al., 2026).

A related issue concerns the trustworthiness of LLMs when they are 

embedded in specialised workflows. Recent work on domain-specific 

LLMs argues that generic models may be insufficient in high-stakes 

or specialised domains because reliability, contextual grounding, ex­

plainability, governance, and human oversight become central deploy­

ment requirements. For example, Ehrlich-Sommer et al. (2025) presents 

ForestGPT as a domain-specific assistant for forestry and emphasises that 

trustworthy LLM deployment requires domain adaptation, expert over­

sight, grounding, and attention to safety and data sovereignty. Although 

ASTRA is situated in programming education rather than forestry, the 

same principle applies: socially intelligent tutoring agents should not be 

treated as generic chatbots, but as constrained, pedagogically grounded 

systems whose prompts, roles, guardrails, and outputs must be validated 

against domain-specific educational goals.

Nevertheless, current MAS evidence in education remains concen­

trated in design projects and online course contexts rather than code-

centric programming labs. Moreover, many MAS environments centre 

human–AI interaction, while the human–human collaboration layer is 

often secondary: “peers” may be modelled as AI roles rather than as 

human partners whose talk, participation, and mutual regulation are 

central. There is still limited work that explicitly designs MAS architec­

tures to orchestrate both human–human and human–AI collaboration 

around programming practices such as debugging, testing, and iterative 

refinement, activities where process evidence (explanation, verification, 

negotiation) is as important as the final code artefact.

2.4 . Hybrid regulation, epistemic cognition and equity in AI-mediated 

learning

A complementary theoretical strand frames learning regulation as 

distributed across individuals and groups. Research on self-regulated 

learning, co-regulated learning, and socially shared regulation of learn­

ing highlights that effective collaboration involves joint goal setting, 

monitoring, strategy selection, and coordination, processes that can be 

supported (or disrupted) by tools and prompts embedded in the learn­

ing environment (Molenaar, 2022). In GenAI-mediated settings, this lens 

becomes especially relevant because AI can participate in regulation: 

learners can delegate monitoring to the system, request prompts that 

structure progress, or rely on AI to evaluate outputs, which may shift re­

sponsibility away from the group (Edwards et al., 2025; Hu et al., 2025;

Järvelä et al., 2023).

In parallel, work on epistemic cognition emphasises how learners 

coordinate epistemic aims and standards (what counts as a good expla­

nation, a justified claim, or a reliable solution process). MAS designs 

may support epistemic cognition by prompting students to justify deci­

sions, compare alternatives, and reflect on trade-offs, rather than merely 

generating solutions (Gao et al., 2026). These arguments resonate with 

concerns in programming education that GenAI can create “black-box” 

success, correct submissions without durable understanding, unless tasks 

and supports require explanation, critique, and verification (Fenu et al., 

2024; Rahe & Maalej, 2025; Walter, 2024; Wang et al., 2023).

Equity concerns intensify these issues. Studies report disparities in 

access, confidence, and digital literacy, with some learners quickly 

appropriating AI as a powerful learning partner while others re­

main sceptical, constrained by policy, or uncertain about appropriate 

use (Budhiraja et al., 2024; Garcia Ramos & Wilson-Kennedy, 2024). 

Moreover, there is emerging evidence that different interaction profiles 

with GenAI—reflective, iterative use versus passive acceptance—may 

produce uneven benefits, potentially amplifying existing gaps linked 

to prior knowledge and learning strategies (Huang et al., 2023; Wang 

et al., 2023). From this perspective, “equity” is not only a demographic 

outcome but also a property of participation and regulation within col­

laborative work: who speaks, who steers, who checks, and who learns 

to verify. Designing GenAI environments that make these processes vis­

ible and support balanced participation and reciprocal engagement is 

therefore both a pedagogical and an equity-oriented challenge.

2.5 . Summary and research gap

Across the literature, three conclusions motivate the present work. 

First, generative AI is increasingly embedded in programming educa­

tion, with evidence of benefits when it is used as scaffolded support for 

explanation and critique rather than as an answer substitution mecha­

nism (Denny et al., 2024; Nathaniel et al., 2025a; Rahe & Maalej, 2025;

Walter, 2024; Yilmaz & Karaoglan Yilmaz, 2023). Second, student–AI 

interaction is heterogeneous and temporally structured; process-level 

methods (including sequence analysis) reveal trajectories that plausi­

bly matter for learning and regulation, but most studies still examine 

single-agent interactions and rarely measure collaborative mechanisms 

in authentic code-centric settings (Amoozadeh et al., 2024; Fenu et al., 

2024; López-Pernas et al., 2025; Moore, 1989). Third, emerging MAS re­

search indicates that role-differentiated agent ecologies can support co-

construction and co-regulation and may help reduce performance gaps, 

yet this work has not been systematically extended to programming labs 

where human–human collaboration is central and where verification be­

haviour (testing, debugging, checking) is a critical learning practice (Gao 

et al., 2026; Hao et al., 2026; Molenaar, 2022).

These gaps point to a need for concrete, reproducible designs that 

(a) orchestrate collaboration between humans and multiple agent roles, 

(b) operationalise key constructs, dialogue processes, participation bal­

ance, reciprocal engagement, and verification behaviours, through trace 

data, and (c) provide evaluation resources that enable method devel­

opment and replication. Addressing this need is particularly pressing 

for introductory programming, where collaboration is common but 

fragile, and where the instructional value of interaction depends on 

whether reasoning and checking are distributed productively rather than 

offloaded to an AI tool. The present study therefore positions multi-

agent support as an orchestration problem, coordinating cognitive help 

with participation-oriented facilitation, and motivates a dataset-centric, 

trace-based approach to evaluation that can be validated in future de­

ployments. In addition, progress in this space is constrained by the 

scarcity of openly accessible, trace-level datasets that enable comparable 

evaluation of interaction dynamics, participation balance, and verifica­

tion behaviour across conditions; ASTRA addresses this gap by providing 

both an openly published benchmark dataset (double blind review) and 

an accompanying open-source implementation.

3 . The ASTRA social–cognitive framework for multi-agent tutoring

Building on the strands identified above, this section introduces the 

ASTRA Social–Cognitive Framework, which formalises how social, cog­

nitive, and regulatory information can be represented and used to guide 

multi-agent tutoring in collaborative programming tasks. The frame­

work specifies (i) how a latent social–cognitive state is inferred from 
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Fig. 2. Overview of the ASTRA social–cognitive framework for multi-agent tutoring. The belief state (𝑏𝑡) decomposes into cognitive (𝐾𝑡), metacognitive (𝑀𝑡), socio-

emotional (𝑆𝑡), and group-regulation (𝐺𝑡) components (panel a). Role-differentiated tutor, facilitator, and coordinator agents condition their policies on 𝑏𝑡 (panel b). 

Their actions jointly AIM to optimise a multi-objective reward over task progress, metacognitive quality, and participation-oriented equity proxies, yielding learning- 

and collaboration-relevant outcomes (panel c).

interaction traces, (ii) how role-differentiated AI agents condition their 

behaviour on this inferred state, and (iii) how multi-agent support can be 

evaluated using trace-operational outcomes aligned to learning-relevant 

behaviours and participation-oriented equity proxies. Fig. 2 provides a 

high-level view of these components.

The aim is to offer a reusable lens for analysing socially intelligent, 

multi-agent tutoring systems in code-centric learning environments. 

Whereas Hu et al. (2025) decompose an LLM’s learning ability into 

learning from instructor, concept, and experience at the level of a single 

model, ASTRA focuses on how humans and AI agents jointly regulate 

progress over time in a shared task environment. The central premise 

is that collaborative programming is a socio-cognitive activity in which 

cognitive progress, metacognitive regulation, and social dynamics are 

tightly coupled and therefore should be modelled together rather than 

treated as separable layers.

Table 1 defines the key terms used throughout the paper. The ter­

minology is included to clarify how ASTRA-specific concepts are used, 

particularly where terms such as multi-agent tutoring, trace-operational 

measures, participation balance, and equitable collaboration may have 

broader meanings in the literature. In this paper, these terms are used 

in a deliberately bounded way to support a consistent interpretation of 

the framework, dataset, and analysis.

3.1 . Socially intelligent tutoring as a multi-agent process

I model a collaborative programming session as a discrete-time multi-

agent process with time steps 𝑡 = 1,… , 𝑇 . Let 𝐻 = {ℎ1,… , ℎ𝑛} denote 

the set of human learners (e.g., one learner in the solo condition, two 

learners in dyadic conditions). Let 𝐴 = {𝑎𝑇 , 𝑎𝐹 , 𝑎𝐶} denote the set of AI 

agents, where 𝑎𝑇  is a pedagogical Tutor, 𝑎𝐹  is a social Facilitator, and 

𝑎𝐶  is an optional Coordinator (meta-controller). Let 𝑋 be the space of 

observable interaction histories (dialogue, code artefacts, task state and 

feedback), 𝑍 the space of latent social–cognitive states, 𝑈  the action 

space of human learners, 𝑌  the action space of AI agents, and 𝐸 the 

space of task-level feedback.

At each time step 𝑡, the group occupies a latent state 𝑧𝑡 ∈ 𝑍. Each 

learner ℎ𝑖 produces an action 𝑢𝑖,𝑡 ∈ 𝑈  (e.g., proposing a solution idea, 

asking a question, replying to a partner, running a test). Each AI agent 

𝑎 ∈ 𝐴 produces an action 𝑦𝑎,𝑡 ∈ 𝑌  (e.g., a hint, a request for an explana­

tion, an invitation for a quieter partner to contribute, or a prompt to test 
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Table 1 

Key terminology used in this paper.

Term Meaning in this paper

ASTRA Adaptive Socially-intelligent Team Reasoning Agents.

CASM Cognitive, Affective, and Social Model used to 

represent latent interaction state.

Tutor agent Agent focused on conceptual programming support 

and metacognitive scaffolding.

Facilitator agent Agent focused on participation balance, coordination, 

and social regulation.

Multi-agent tutoring Use of differentiated AI agent roles to support 

learning and collaboration.

Trace-operational measure A construct measured from logs, such as turns, 

verification markers, or peer references.

Participation balance Equality of contribution across dyad members, 

measured through turn and word imbalance.

Equitable collaboration Narrowly defined as participation balance and 

reciprocal engagement in this paper.

edge cases). The programming environment returns task-level feedback 

𝑒𝑡 ∈ 𝐸 (e.g., test outcomes, errors, or other automated checks).

The shared interaction history up to time 𝑡 is:

ℎ𝑡 =
(

{𝑢𝑖,𝜏}𝑖, 𝜏≤𝑡, {𝑦𝑎,𝜏}𝑎, 𝜏≤𝑡, {𝑒𝜏}𝜏≤𝑡
)

∈ 𝑋. (1)

A key assumption is partial observability: neither humans nor agents 

observe 𝑧𝑡 directly; they only observe ℎ𝑡. Socially intelligent tutoring, in 

this view, is the problem of making effective and responsible interven­

tions when the learner(s)’ needs and group dynamics are only indirectly 

observable through behavioural traces.

3.2 . CASM as a structured latent state

ASTRA instantiates the latent state 𝑧𝑡 using a structured 

Cognitive–Affective–Social Model (CASM):

𝑧𝑡 = (𝐾𝑡,𝑀𝑡, 𝑆𝑡, 𝐺𝑡), (2)

where 𝐾𝑡 ∈ R𝑑𝐾  is a cognitive state vector representing knowledge rel­

evant to the task (e.g., loops, conditionals, list manipulation, debugging 

heuristics); 𝑀𝑡 ∈ R𝑑𝑀  is a metacognitive/regulation state capturing 

planning, monitoring, help-seeking orientation, and reflective stance; 

𝑆𝑡 ∈ R𝑑𝑆  is a socio-emotional state representing affective stance (e.g., 

frustration, confidence) and interpersonal tone (e.g., supportive vs. tense 

talk); and 𝐺𝑡 ∈ R𝑑𝐺  is a group regulation state representing participa­

tion balance, responsiveness, shared goal alignment, and coordination 

quality.

Given partial observability, ASTRA maintains a belief state over 𝑍:

𝑏𝑡 = 𝑃 (𝑧𝑡 ∣ ℎ𝑡). (3)

In the current implementation, 𝑏𝑡 is approximated using a combination 

of LLM-based inference and lightweight statistics derived from traces 

(e.g., turn ratios, response patterns, phase markers, and task progress 

indicators). The formalism is intentionally implementation-agnostic: it 

provides a common representational vocabulary while allowing differ­

ent instantiations of inference mechanisms and state features.

3.3 . Agent policies conditioned on social–cognitive state

Each AI agent 𝑎 ∈ 𝐴 follows a policy that maps the observable history 

and belief state to an action distribution:

𝜋𝑎
(

𝑦𝑎,𝑡 ∣ ℎ𝑡, 𝑏𝑡, 𝜌𝑎
)

, (4)

where 𝜌𝑎 encodes agent-specific constraints and preferences. In ASTRA, 

policies are operationalised through role-specific prompting and tool 

orchestration to a base LLM, but conceptually the agents implement 

distinct functions.

Tutor (𝑎𝑇 ). The Tutor prioritises cognitive and metacognitive sup­

port. Its behaviour is designed to increase the likelihood of actions that 

promote conceptual understanding and productive strategy use (e.g., 

eliciting reasoning, giving partial hints, guiding debugging, prompting 

explanation before final code).

Facilitator (𝑎𝐹 ). The Facilitator prioritises socio-emotional and group-

regulation support. Its behaviour is designed to increase the likelihood of 

actions that promote balanced participation and reciprocal engagement 

(e.g., inviting quieter members, prompting partner-to-partner responses, 

encouraging summarisation and planning), drawing particularly on 𝑆𝑡
and 𝐺𝑡.

Coordinator (𝑎𝐶). The Coordinator (optional) operates on a longer 

timescale, deciding when to trigger or suppress interventions, or when 

to switch phases (e.g., from ideation to testing), based on changes in 𝑏𝑡
over time.

Human learners likewise follow implicit policies 𝜋ℎ𝑖 (𝑢𝑖,𝑡 ∣ ℎ𝑡) shaped 

by knowledge, goals, confidence, and perceptions of the agents. A core 

design goal for socially intelligent systems is to shape these human poli­

cies in productive ways, encouraging explanation, partner uptake, and 

verification, without collapsing the activity into answer extraction from 

the AI.

3.4 . Multi-objective reward: task, metacognitive, and social goals

To make system objectives explicit, ASTRA frames support as opti­

mising a multi-objective reward:

𝑅𝑡 = 𝜆task𝑅
task
𝑡 + 𝜆meta𝑅

meta
𝑡 + 𝜆social𝑅

social
𝑡 , (5)

where 𝜆task, 𝜆meta, 𝜆social ≥ 0 weight the relative importance of the three 

components. Here, 𝑅task
𝑡  captures task progress (e.g., improving test 

pass rates, reducing errors, producing a correct solution); 𝑅meta
𝑡  captures 

metacognitive and epistemic quality (e.g., self-explanation, planning 

statements, reflection, explicit checking rationale); and 𝑅social
𝑡  captures 

collaboration quality and participation-oriented equity proxies (e.g., pe­

nalising highly skewed participation, rewarding mutual responsiveness 

and partner-directed uptake).

Over an episode of length 𝑇 , the cumulative (discounted) reward is:

𝑅 =
𝑇
∑

𝑡=1
𝛾 𝑡𝑅𝑡, 𝛾 ∈ (0, 1]. (6)

The current ASTRA prototype does not learn policies by optimising this 

reward; instead it approximates desirable behaviour via role-specific 

prompting and scheduling. The value of the formalisation is threefold. 

First, it clarifies that socially intelligent tutoring entails trade-offs be­

tween rapid task completion, deeper metacognitive engagement, and 

balanced collaboration. Second, it provides a principled bridge from de­

sign to measurement by linking objectives to trace-operational proxies. 

Third, it offers a pathway for future work that learns or tunes multi-agent 

policies using logged interaction data.

3.5 . Tasks and social context as educational analogues of (𝑋𝑡, 𝑌𝑡, 𝐶𝑡)

Hu et al. (2025) define a learning task as a tuple 𝑡 = (𝑋𝑡, 𝑌𝑡, 𝐶𝑡), where 

𝑋𝑡 is the input space, 𝑌𝑡 the output space, and 𝐶𝑡 the context space encod­

ing instructional, conceptual, or experiential information that a model 

integrates to generate correct outputs. ASTRA adapts this to an educa­

tional, multi-party setting by representing each programming activity 

as:

T =
(

𝑋prog, 𝑌 prog, 𝐶soc) , (7)

where 𝑋prog includes the task prompt, starter code (if any), and inter­

mediate attempts; 𝑌 prog includes target code and associated explanatory 
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artefacts (e.g., rationales); and 𝐶soc includes the social context and sup­

port structures, such as the configured agent roles, collaboration norms, 

and group composition.

Under this view, each agent implements mappings of the form:

𝑓𝜃𝑎 ∶ 𝑋prog × 𝐶soc × 𝐵 → 𝑌 agent, (8)

where 𝐵 is the belief-state space over CASM and 𝑌 agent is the space of 

agent utterances/actions. This interpretation extends Hu et al. (2025)’s 

cognitive decomposition by treating “context” as not only instructional 

or conceptual information, but also the dynamic social–cognitive state 

and the role ecology through which learning unfolds.

3.6 . ASTRA as a concrete instantiation

The ASTRA prototype used in this study is one instantiation of the 

framework above. In the single-agent configuration, only the Tutor pol­

icy 𝜋𝑎𝑇  is active and the belief state emphasises task-local cognitive con­

text. In the multi-agent configuration, both Tutor and Facilitator policies 

are active; the Facilitator is scheduled to intervene when lightweight in­

dicators related to 𝐺𝑡 (e.g., participation skew, long stretches without 

partner-to-partner uptake) cross pre-defined thresholds, approximating 

interventions aimed at increasing 𝑅social
𝑡 .

Within this framework, each task episode is treated as a sequence 

of turns from which ASTRA derives a belief state and produces role-

differentiated support. The evaluation is deliberately aligned with what 

trace data can support. Specifically, it focuses on log-operational out­

comes across three conditions (alone_tutor, pair_tutor, pair_multiagent): 

(i) interaction dynamics including explanation, verification, and peer-

referencing moves, (ii) participation balance and reciprocal engagement 

as participation-oriented equity proxies in dyads, and (iii) task-level per­

formance and verification proxies, and their relationships with dialogue 

features. This mapping makes the framework empirically actionable 

while keeping claims bounded to behavioural evidence available in logs.

3.7 . ASTRA system

3.7.1 . Architecture and agent roles

ASTRA is implemented as a web application that wraps a multi-agent 

backend around an LLM API. The backend maintains a structured in­

teraction state aligned with the ASTRA framework and routes student 

messages to one or more agents depending on the assigned condition.

Two role-differentiated agents are instantiated in the current system. 

The Pedagogical Tutor Agent (PTA) behaves as a conceptual program­

ming tutor. Its instructions prioritise diagnosing misunderstandings, ask­

ing clarifying questions, and providing partial hints and strategies rather 

than supplying complete solutions, with an emphasis on explanation and 

reasoning. The Collaborative Group Agent (CGA) behaves as a social 

facilitator. It monitors turn-taking, participation balance, and coordina­

tion cues, intervening with brief prompts that invite quieter members 

to contribute, request summarisation, or encourage partner-to-partner 

engagement.

At each student turn, ASTRA updates the interaction state and deter­

mines which agent(s) respond based on (i) the assigned configuration 

and (ii) an intervention schedule for the CGA. In the alone_tutor condi­

tion only the PTA responds. In pair_tutor, both students share the same 

PTA and the CGA remains inactive. In pair_multiagent, both PTA and 

CGA are active; the CGA is scheduled to attempt an intervention after 

a fixed number of student turns (e.g., every four turns), conditional on 

indicators such as participation imbalance or lack of peer response.

3.7.2 . User interface and logging

The front-end is implemented in Streamlit and runs in a standard 

web browser. Each participant or pair uses a single machine. The in­

terface supports entry of a session/group identifier and selection of the 

assigned condition. For each task, the interface presents a short prob­

lem statement and example input–output behaviour, alongside a chat 

transcript and message entry.

In dyadic conditions, a speaker selector allows messages to be at­

tributed to Student A or Student B. This explicit attribution enables 

reconstruction of turn-taking and participation from logs. ASTRA writes 

a JSON Lines (JSONL) file for each session. Each record includes times­

tamp, group/session identifier, condition code, task identifier, turn 

index, speaker label (Student A/B, Tutor, Facilitator), raw message 

text, and (for facilitator turns) an action tag indicating the interven­

tion type (e.g., inviting a quieter member or prompting summarisation). 

These traces support the computation of participation metrics and 

dialogue-process indicators, including the timing and potential uptake 

of facilitator interventions across conditions.

To support reuse and reproducible evaluation, the synthetic bench­

mark dataset is publicly archived. The ASTRA prototype implementa­

tion, including the multi-agent orchestration logic and logging schema 

used to generate trace-aligned records, is available as open-source 

software at Oyelere (2026b).

3.7.3 . LLM configuration and prompting controls

The ASTRA prototype is implemented as a Python Streamlit web 

application with an OpenAI-backed LLM client. The current implemen­

tation uses the OpenAI Chat Completions interface through the openai
Python client, with gpt-4o-mini specified as the default model in the

OpenAILLMClient class. The API key is not stored in the repository; 

instead, the system reads OPENAI_API_KEY from the local environ­

ment. The prototype can be launched either through the Streamlit 

interface (app.py) or through a lightweight command-line demonstra­

tion script (run_astra.py). In the present implementation, no explicit

temperature, top_p, or max_tokens values are passed to the API call, 

meaning that generation uses the provider defaults. The agent prompts 

themselves are fixed system-level role prompts, but the outputs are not 

made fully deterministic through decoding controls.  The system instan­

tiates two role-differentiated agents. The Pedagogical Tutor Agent (PTA) 

is responsible for conceptual and metacognitive programming support. 

Its system prompt instructs the model to act as a patient programming 

tutor, use Socratic questioning and hints before giving full solutions, 

adapt responses to the inferred learner state, and classify each inter­

vention as one of QUESTION, HINT, EXPLANATION, or ENCOURAGEMENT. 

The PTA receives the current task context, a short CASM-based learner-

state summary, and the latest student message before generating a 

response. The Collaborative Group Agent (CGA) is responsible for so­

cial and group-regulation support. Its system prompt instructs the 

model to facilitate small-group programming work, improve collab­

oration, ensure participation, help students resolve confusion with­

out taking over the task, invite quieter students, prompt summaries, 

and suggest turn-taking where appropriate. The CGA classifies its in­

terventions as INVITE_QUIET_MEMBER, SUMMARISE, MEDIATE_CONFLICT,

ENCOURAGE_COLLAB, or NONE.

ASTRA maintains a lightweight CASM state during each session. 

After each student message, the backend sends recent messages from 

that student to the LLM and asks it to infer a compact learner profile 

in valid JSON. The expected fields are knowledge_level (low, medium, 

or high), affect (neutral, confused, frustrated, or engaged),

talkativeness (low, medium, or high), and a short list of detected mis­

conceptions. If JSON parsing fails, the existing CASM state is retained 

rather than overwritten. This design provides a simple, inspectable 

mechanism for conditioning agent responses on recent interaction his­

tory while avoiding hidden model-side memory.

Agent routing depends on the assigned experimental condition. In 

the alone_tutor and pair_tutor configurations, the Facilitator is effec­

tively disabled by setting the CGA intervention frequency to a very large 

value. In the pair_multiagent configuration, the CGA is scheduled to 

attempt an intervention every four student turns. If the CGA returns

ACTION_TAG:NONE, no facilitator message is displayed. Otherwise, the fa­

cilitator message is appended to the chat transcript. The Tutor normally 

responds to student messages, and it is also explicitly triggered when a 

message includes a direct tutor reference using “@” together with the 
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word “tutor”. This routing strategy operationalises the difference be­

tween single-agent tutoring and multi-agent tutoring while keeping the 

intervention logic transparent and reproducible.

The Streamlit interface supports three collaboration configurations:

alone_tutor, pair_tutor, and pair_multiagent. It includes a group 

identifier field, a condition selector, a task selector, a speaker selector 

for attributing messages to Student A, Student B, Student C, or Student 

D, a shared chat transcript, and a final-solution submission box. The 

prototype currently includes three built-in introductory Python tasks: 

summing numbers from 1 to n, debugging a factorial function, and fil­

tering even numbers from a list. These tasks are used in the working 

prototype to demonstrate the interface and logging pipeline, while the 

benchmark dataset described in this paper extends the task-bank logic 

to the larger synthetic evaluation design.

All interaction records are written to JSON Lines files in a local logs/
directory. Each turn-level record includes the timestamp, group identi­

fier, condition code, student identifier, student label, student message, 

agent role, agent action tag, agent response, and task name. Final sub­

mitted code is written to solutions.jsonl, including timestamp, group 

identifier, configuration, task identifier, and submitted solution code. 

The marker interface allows a human marker to inspect final code, as­

sign a rubric score of 0, 1, or 2, add optional comments, and export grade 

summaries as CSV. This means that the current implementation logs di­

alogue and task artefacts for later analysis, but it does not yet execute 

code automatically or compute correctness without human grading.

The prompting controls also function as lightweight guardrails. 

The Tutor prompt discourages immediate answer-giving by prioritis­

ing Socratic questioning, hints, explanation, and adaptation to learner 

state. The Facilitator prompt discourages taking over the programming 

task by focusing on collaboration, participation balance, summarisation, 

and turn-taking. The user interface additionally reminds participants to 

explain their reasoning rather than simply request final answers and 

includes a privacy notice asking users not to share personal or sensi­

tive information. These controls are prompt-based rather than formal 

safety filters, so future versions should strengthen them with explicit 

decoding settings, prompt-template versioning, automated checks for 

complete-answer dumping, and richer validation of whether generated 

interventions preserve learner agency and collaborative responsibility.

4 . Dataset and methods

4.1 . Design rationale and benchmark purpose

This study reports an open synthetic benchmark dataset designed 

to enable reproducible, trace-based evaluation of collaborative pro­

gramming with socially differentiated AI agent roles. The benchmark is 

intentionally synthetic: it is a simulated instantiation of the ASTRA log­

ging schema and study structure, created to support open sharing while 

avoiding disclosure risks that arise when releasing fine-grained dialogue 

and behavioural traces. The use of synthetic and partially synthetic data 

is well established in statistical disclosure control and public-use data re­

leases, particularly where the analytic objective is to test measurement 

feasibility and analysis robustness rather than to estimate real-world 

population effects (Drechsler, 2011; Reiter, 2002; Rubin, 1993). In this 

context, the dataset is best interpreted as simulated evidence that sup­

ports benchmarking and method development, an approach that aligns 

with contemporary guidance that synthetic datasets should be evaluated 

for utility (i.e., whether they preserve statistical structure relevant to in­

tended analyses) rather than treated as observational evidence about 

real learners (Jordon et al., 2022; Snoke et al., 2018).

This framing has two implications for inference in the present pa­

per. First, reported results are interpreted as evidence about whether 

ASTRA-style trace measures can support the intended analyses and 

whether those analyses are sensitive to plausible design assumptions, 

rather than as causal estimates of learning effects. Second, method­

ological transparency becomes part of the contribution: the dataset, 

documentation, and analysis blueprint together constitute an artefact 

that can be stress-tested by other researchers and subsequently validated 

against ethics-approved deployments with participants. The benchmark 

dataset is publicly archived, and the ASTRA implementation and logging 

pipeline are available as open-source software, enabling reproducible 

reanalysis and extension.

4.2 . Experimental conditions and unit of analysis

The benchmark encodes three instructional configurations that re­

flect common ways generative AI support might be embedded in 

introductory programming practice: alone_tutor (one learner inter­

acting with a pedagogical Tutor agent), pair_tutor (two learners 

collaborating with a single Tutor agent), and pair_multiagent (two 

learners collaborating with both Tutor and Facilitator agents, where the 

Facilitator prompts coordination and balanced participation). The de­

sign is between-subjects at the participant level, with dyads formed only 

in the two pair conditions.

A key methodological issue in collaborative learning research is 

that interaction traces are inherently nested: turns occur within task 

episodes, which occur within sessions, and (in dyadic settings) indi­

vidual behaviour is jointly produced (Dillenbourg & Dillenbourg, 1999;

Li et al., 2024). Learning analytics research similarly emphasises that 

valid inference from trace data depends on respecting such dependen­

cies rather than treating all observations as independent (Siemens & 

Baker, 2012). Accordingly, analyses in this paper treat dyads as the 

substantive unit for participation-balance measures and other collab­

oration constructs, while retaining participant-level covariates where 

relevant through multilevel modelling. This choice reflects how trace-

based collaborative learning studies routinely align constructs (e.g., 

participation imbalance) to the level at which they are meaningfully de­

fined (group/dyad) while modelling measurement at finer granularities 

(turn/task).

4.3 . Sample, task exposure, and realism constraints in simulation

The benchmark contains 𝑁 = 540 participants allocated evenly 

across the three conditions (180 per condition), producing 360 sessions 

in total: 180 solo sessions in alone_tutor and 90 dyadic sessions in each 

pair condition (180 dyad participants per condition). Each session com­

prises four short tasks, yielding 1440 task episodes. This structure was 

chosen to provide sufficient repetition to support comparisons across 

conditions while maintaining tractable session lengths that resemble 

typical lab-style programming exercises.

The synthetic generator encodes heterogeneity in learner proficiency 

and self-regulation proxies, task difficulty, and condition-specific in­

teraction mechanisms linking dialogue features to retries, verification 

behaviours, time-to-correct, and correctness. Importantly, the v2 gen­

erator was tuned for stricter realism in the sense relevant to trace 

data: increased prevalence of incorrect final code, more iterative retries 

prior to success, and longer dialogues (especially in pair conditions), 

with additional variance across sessions to avoid unrealistically clean 

patterns. This aligns with the utility-oriented view of synthetic data: 

when synthetic traces are used to benchmark analysis pipelines, they 

should reflect the kinds of skew, noise, and heterogeneity that typically 

challenge trace-based inference (Drechsler, 2011; Jordon et al., 2022).

4.4 . Synthetic data generation assumptions

Table 2 summarises the main assumptions encoded in the synthetic 

data generator. These assumptions are not intended to represent empiri­

cal claims about real learners; rather, they define the simulated structure 

required to make the benchmark useful for testing trace-based mea­

sures, modelling workflows, and analysis pipelines. The generator was 

designed to introduce plausible variation in learner characteristics, task 

difficulty, dialogue behaviour, verification activity, and outcome pat­

terns, while also including stochastic noise to avoid overly deterministic 

or unrealistically clean traces.
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Table 2 

Summary of assumptions encoded in the synthetic data generator.

Component Assumption encoded in generator Purpose

Learner proficiency Synthetic learners vary in programming proficiency and self-regulation. Adds learner heterogeneity.

Task difficulty Tasks vary by family and difficulty. Prevents unrealistically uniform performance.

Dialogue volume Dyads produce more turns than solo learners. Mirrors collaborative workload.

Facilitator effect pair_multiagent reduces participation imbalance. Tests sensitivity of equity-proxy metrics.

Verification behaviour Dyadic and facilitated conditions increase testing and edge-case mentions. Tests verification-focused analytics.

Outcome model Correctness depends on task difficulty, retries, verification, and condition. Enables task-level modelling.

Noise Random variation is added to avoid deterministic patterns. Improves benchmark realism.

4.5 . Data sources, logging schema, and dataset organisation

The dataset mirrors the ASTRA logging schema at multiple granular­

ities. Participant-level data provide condition assignment and synthetic 

covariates; session-level data encode grouping and timing metadata; 

turn-level logs capture dialogue turns with speaker roles (Student A/B, 

Tutor, Facilitator), timestamps, and lightweight tags; and task-level 

records capture outcomes and artefacts such as submitted code, cor­

rectness, retries, time-to-correct, and verification-relevant indicators. In 

addition, a derived-metrics table provides precomputed summaries com­

monly used in trace analyses (e.g., participation imbalance, reciprocal 

engagement rates, counts of explanation and verification markers) to 

support rapid benchmarking and to serve as a reference implementation 

for recomputation.

The full dataset package, schema, and field definitions are provided 

at Oyelere (2026b), with an accompanying data dictionary and README 

describing generation assumptions and intended use. This documen­

tation is essential for synthetic data utility: because the evidence is 

simulated, the credibility of analytic use depends on the transparency 

of what was simulated and how measures relate to intended constructs 

(Drechsler, 2011; Reiter, 2002).

4.6 . Measures and construct operationalisation

The benchmark operationalises interaction, collaboration, and per­

formance using trace-derived measures that are commonly used in 

learning analytics and computer-supported collaborative learning. For 

interaction dynamics, the analysis focuses on dialogue volume and struc­

ture (e.g., counts of turns, word volume, role-specific turns) and on 

lightweight process markers aligned to learning-oriented programming 

dialogue, including explanation-oriented and verification-oriented con­

tributions. This trace-operational approach reflects a broader shift in 

learning analytics towards modelling learning-relevant processes di­

rectly from traces rather than relying solely on post-hoc perceptions, 

while acknowledging that such measures capture behavioural proxies 

rather than latent learning itself Siemens and Baker (2012).

For dyadic collaboration, the benchmark includes measures of 

partner-to-partner orientation such as peer-referencing and reciprocal 

engagement. These measures are designed to detect whether dialogue 

is structured as collaboration (turns responding to, building on, or ac­

knowledging a partner) as opposed to parallel interaction with an AI 

tutor. In this paper, equity is operationalised specifically as participa­

tion balance and reciprocal engagement within dyads, rather than as 

demographic equity outcomes. Participation balance is captured using 

turn-share and word-share asymmetries and related imbalance indices. 

This is a cautious but defensible operationalisation for a synthetic bench­

mark: it focuses on a trace-measurable aspect of collaboration that is 

theoretically relevant to inclusive group interaction, while avoiding 

claims about fairness across demographic categories that the present 

dataset cannot support.

Task performance is operationalised at the task-episode level as cor­

rectness, time-to-correct, and verification proxies (e.g., tests executed, 

edge-case mentions) alongside retries. The inclusion of verification prox­

ies is motivated by concerns in generative AI-supported programming 

that fluent code generation can obscure whether students are engaging 

in checking, debugging, and reflective evaluation, processes that are cen­

tral to robust programming practice and to preventing uncritical answer 

substitution (Rahe & Maalej, 2025). While these measures remain be­

havioural proxies, their value in the benchmark is that they are traceable 

and modelable under controlled assumptions, enabling later comparison 

with real deployments.

4.7 . Programming task bank and provenance

ASTRA is evaluated using a bank of twenty short Python tasks 

designed to elicit observable problem-solving dialogue, verification be­

haviours, and, where applicable, collaboration dynamics. The bank is 

intentionally small-grain and syllabus-aligned so that tasks can be com­

pleted within a short interaction window while still producing trace 

evidence relevant to interaction processes, dyadic participation, and 

verification.

The task set adapts three established task families. First, sentinel-

controlled list/stream processing tasks are inspired by the Rainfall 

problem tradition, which has been used extensively in computing educa­

tion research to probe iteration, accumulators, termination conditions, 

and robustness to invalid inputs Seppälä et al., 2015). The bank also 

includes a structural variant aligned with later work proposing Rainfall-

like alternatives that preserve conceptual demands while shifting surface 

structure (Achten, 2021), and it is informed by talk-aloud analyses exam­

ining novice reasoning on Rainfall-family tasks (Fisler & Castro, 2017). 

In ASTRA, these are implemented as concise Python function prompts 

with minimal examples, while preserving the underlying cognitive 

structure (sentinel termination, accumulation, and edge-case handling).

Second, the bank includes short debugging tasks in which learners 

repair starter code containing one or two realistic faults. Debugging has 

been characterised as an iterative activity involving hypothesis gener­

ation, tracing, repair, and verification, and has been widely used as a 

distinctive CS education task type (Fitzgerald et al., 2008). The ASTRA 

debugging items are designed to surface these cycles in interaction logs 

(e.g., propose–test–revise sequences) without requiring large codebases 

that would confound analysis with navigation overhead.

Third, the bank includes list filtering and mapping tasks representing 

foundational filter–map–reduce patterns typical of early Python cur­

ricula. These items were adapted from canonical introductory Python 

teaching resources and open textbooks that provide standard exercises 

in list traversal, transformation, aggregation, and simple data processing 

(Allen, 2015; Severance, 2016). Tasks are standardised to a consistent 

format and annotated with task-family metadata to support modelling of 

task effects and to avoid conflating condition differences with idiosyn­

cratic prompts. Task identifiers, definitions, and metadata are released 

with the dataset, enabling direct reuse and extension in subsequent 

empirical deployments.

4.8 . Data governance and limits of inference

Because the dataset is synthetic, it contains no real participants’ per­

sonal data and can be shared openly to support reproducibility and 

benchmarking. Nevertheless, the paper treats conversational trace data 

as sensitive in principle and frames the release as a privacy-preserving 

alternative to sharing fine-grained educational traces from real learners, 

Computers and Education: Artiϧcial Intelligence 11 (2026) 100633 

9 



S.S. Oyelere

an approach consistent with the rationale for synthetic data in disclosure 

control (Drechsler, 2011; Reiter, 2002; Rubin, 1993).

The study does not claim that observed condition differences reflect 

causal effects that would necessarily arise in real classrooms. Claims 

are restricted to condition-differentiated patterns in trace-operational 

measures under explicit generative assumptions and to associations be­

tween dialogue features and task-level outcomes within the benchmark. 

Equity-relevant interpretations are similarly bounded to participation 

balance and reciprocal engagement within dyads, rather than demo­

graphic equity or long-term educational outcomes.

4.9 . Analysis strategy

The analysis demonstrates a reproducible blueprint for evaluating 

ASTRA-style trace data across the three conditions while respecting the 

nested structure of turns, tasks, and sessions. Model families are cho­

sen to match outcome types that commonly arise in trace data. Count 

measures (e.g., explanation and verification markers) are analysed us­

ing Poisson or negative binomial models where appropriate; continuous 

measures (e.g., dialogue volume, time-to-correct) are analysed using 

linear models with transformations or robustness checks that address 

skew; and binary outcomes (e.g., correctness) are analysed using lo­

gistic models. Where repeated observations occur within sessions or 

tasks, mixed-effects structures (or cluster-robust inference) are used 

to avoid inflated precision, consistent with recommended practice for 

trace-based inference in learning analytics and collaborative learning 

research (Dillenbourg & Dillenbourg, 1999; Siemens & Baker, 2012).

Across analyses, results are reported as effect sizes with uncertainty 

intervals and interpreted as evidence about benchmarking utility and an­

alytic sensitivity rather than as learning-effect estimates. This separation 

between what the benchmark can support now (trace-operational mea­

surement and modelling feasibility) and what future deployments must 

establish (empirical learning and equity outcomes with participants) is 

central to the scientific claim of the paper: ASTRA provides an open, 

reusable foundation for rigorous trace-based evaluation of socially dif­

ferentiated multi-agent tutoring in programming, with a clear path to 

ethics-approved validation.

5 . Results

This section reports results from the synthetic benchmark dataset re­

leased with this study. Because the dataset is simulated to match the 

ASTRA logging schema and between-subjects design, the patterns re­

ported here should be interpreted as evidence of measurement feasibility 

and expected analytic behaviour under explicit generation assumptions, 

rather than as estimates of real-world learning effects.

5.1 . Benchmark overview

The benchmark comprises 𝑁 = 540 participants assigned between-

subjects to three conditions (180 per condition) and 360 sessions (180 

solo sessions in alone_tutor; 90 dyadic sessions each in pair_tutor
and pair_multiagent). Each session completes four tasks, yielding 

1440 task episodes. Table 3 summarises the synthetic sample and session 

structure by condition.

5.2 . RQ1 interaction dynamics across conditions

RQ1 examines whether dialogue processes differ across

alone_tutor, pair_tutor, and pair_multiagent using session-level 

Table 3 

Synthetic sample and session structure by condition.

Condition Participants Sessions Dyads

alone_tutor 180 180 0

pair_multiagent 180 90 90

pair_tutor 180 90 90

Table 4 

Interaction dynamics and dialogue-process measures by condition (session 

level). Values are mean (SD).

Metric alone_tutor pair_multiagent pair_tutor

explanation_mentions 25.84 (7.09) 27.78 (6.34) 27.61 (8.06)

facilitator_turns 0.00 (0.00) 24.14 (5.62) 0.00 (0.00)

peer_reference_events 0.00 (0.00) 14.80 (4.76) 15.08 (4.69)

reciprocal_engagement 
_rate

— 0.11 (0.03) 0.11 (0.03)

student_turns_A 113.88 (24.47) 66.92 (15.47) 67.52 (23.56)

student_turns_B — 67.73 (17.28) 67.61 (19.41)

student_words_A 982.35 (212.00) 575.97 (131.56) 576.28 (202.13)

student_words_B — 577.38 (147.32) 583.42 (168.47)

tutor_turns 109.76 (23.06) 130.81 (26.39) 131.24 (29.36)

verification_mentions 15.13 (4.56) 17.53 (5.51) 16.56 (5.31)

traces. Table 4 reports descriptive summaries (Mean, SD) of di­

alogue volume and process indicators. As expected given the 

benchmark design, dyadic configurations exhibit substantially 

greater overall dialogue activity than the solo condition. In

alone_tutor, student contribution is represented entirely by Student 

A (e.g., student_turns_A, student_words_A). In dyadic condi­

tions, contribution is distributed across Student A and Student B 

(i.e., student_turns_A/student_turns_B and student_words_A/

student_words_B), enabling participation patterns to be measured 

directly from logs. Tutor activity is present in all conditions and is 

of comparable magnitude, while pair_multiagent uniquely includes 

Facilitator turns (M = 24.14, SD = 5.62), reflecting the activation of the 

facilitation role in that configuration.

Process markers in Table 4 also differentiate conditions. Explanation-

oriented markers are modestly higher in dyadic configurations relative 

to solo (alone_tutor: M = 25.84, SD = 7.09; pair_tutor: M = 27.61, SD 

= 8.06; pair_multiagent: M = 27.78, SD = 6.34). Verification markers 

show clearer separation, increasing from alone_tutor (M = 15.13, SD =
4.56) to pair_tutor (M = 16.56, SD = 5.31) and pair_multiagent (M =
17.53, SD = 5.51). Dyad-specific collaboration indicators are measurable 

and non-zero in pair conditions (e.g., peer_reference_events), while

reciprocal_engagement_rate is similar across dyadic conditions, in­

dicating broadly comparable responsiveness patterns under the current 

generator assumptions.

To test these descriptive patterns with confirmatory contrasts, 

Table 5 reports models aligned to RQ1. Consistent with Table 4, 

negative binomial models indicate small increases in explanation mark­

ers for dyadic conditions relative to the solo baseline, with the

pair_multiagent contrast reaching conventional thresholds (rate ratio 

= 1.075, 95% CI [1.011, 1.144], 𝑝 = .022), while the pair_tutor con­

trast is weaker (rate ratio = 1.069, 95% CI [0.994, 1.149], 𝑝 = .072). For 

verification markers, both dyadic configurations exceed the solo base­

line, with the largest increase in pair_multiagent (rate ratio = 1.159, 

95% CI [1.071, 1.253], 𝑝 < .001) and a smaller but statistically de­

tectable increase in pair_tutor (rate ratio = 1.094, 95% CI [1.010, 

1.184], 𝑝 = .027). For dyad reciprocity, the OLS contrast yields a small, 

non-significant difference between pair_tutor and pair_multiagent
(𝑝 = .419), consistent with the near-overlap of Mean (SD) values in 

Table 4. Together, these results show that the benchmark supports es­

timation of condition differences in trace-operational dialogue features 

and that verification-oriented markers are more sensitive than expla­

nation markers to the encoded condition mechanisms in this dataset 

instance.

5.3 . RQ2 participation balance and reciprocal engagement in dyads

RQ2 focuses on dyadic sessions only, comparing pair_tutor and

pair_multiagent on participation balance (equity proxies) and reci­

procity indicators. Table 6 reports Mean (SD) summaries for dyads. 

Participation imbalance is lower in pair_multiagent than pair_tutor
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Table 5 

RQ1 models for interaction dynamics.

Model Outcome Term Key estimates

RQ1_nb_explanation_mentions explanation_mentions pair_multiagent vs alone_tutor RR = 1.075, 95% CI [1.011, 1.144], 𝑝 = .022
pair_tutor vs alone_tutor RR = 1.069, 95% CI [0.994, 1.149], 𝑝 = .072

RQ1_nb_verification_mentions verification_mentions pair_multiagent vs alone_tutor RR = 1.159, 95% CI [1.071, 1.253], 𝑝 < .001
pair_tutor vs alone_tutor RR = 1.094, 95% CI [1.010, 1.184], 𝑝 = .027

RQ1_ols_reciprocal_engagement_rate_pairs reciprocal_engagement_rate pair_tutor vs pair_multiagent Δ = 0.0033, 𝑝 = .419

Table 6 

Participation equity and reciprocity measures for dyadic conditions 

(dyad level). Values are mean (SD).

Metric pair_multiagent pair_tutor

reciprocal_engagement_rate 0.113 (0.029) 0.109 (0.031)

turn_imbalance 0.103 (0.080) 0.183 (0.142)

word_imbalance 0.105 (0.079) 0.182 (0.140)

Fig. 3. Participation imbalance by condition (pairs only). Distribution of turn-

share imbalance (absolute difference in student turn share) for dyadic sessions 

in pair_tutor and pair_multiagent. Lower values indicate more balanced 

participation.

for both turn share and word share. Specifically, turn_imbalance is 
lower in pair_multiagent (M = 0.103, SD = 0.080) than in pair_tutor
(M = 0.183, SD = 0.142), with an analogous pattern for word_imbalance
(pair_multiagent: M = 0.105, SD = 0.079; pair_tutor: M = 0.182, SD 

= 0.140). In contrast, reciprocal_engagement_rate differs only slightly 

(pair_multiagent: M = 0.113, SD = 0.029; pair_tutor: M = 0.109, SD 

= 0.031), indicating that, under the current generator settings, the facil­

itation mechanism is expressed more strongly in contribution balance 

than in turn-to-turn responsiveness.

Distributional evidence is shown in Fig. 3, which visualises dyadic 

turn-share imbalance. The pair_multiagent distribution concentrates 

 

Table 7 

RQ2 models for participation balance and reciprocity (dyads).

Model Outcome Term Key estimates

RQ2_ols_turn_imbalance_pairs turn_imbalance pair_tutor vs pair_multiagent Δ = 0.080, 95% CI [0.048, 0.111], 𝑝 < .001
RQ2_ols_word_imbalance_pairs word_imbalance pair_tutor vs pair_multiagent Δ = 0.077, 95% CI [0.045, 0.109], 𝑝 < .001
RQ2_ols_reciprocal_engagement_rate_pairs reciprocal_engagement_rate pair_tutor vs pair_multiagent Δ = 0.0033, 𝑝 = .419

Table 8 

Task performance and verification behaviour proxies by condition (task-episode 

level). Values are mean (SD).

Metric alone_tutor pair_multiagent pair_tutor

edge_cases_mentioned_count 0.66 (1.17) 1.00 (1.33) 0.94 (1.33)

retries 1.48 (0.81) 1.33 (0.78) 1.40 (0.79)

solution_correct 0.54 (0.50) 0.63 (0.48) 0.57 (0.50)

tests_run_count 1.09 (1.79) 1.76 (2.08) 1.56 (2.02)

time_to_correct_seconds 448.11 (139.55) 434.81 (140.68) 448.07 (143.61)

more mass at lower imbalance values and reduces the upper tail relative 

to pair_tutor, consistent with the descriptive differences in Table 6 and 

with the intended role of the Facilitator in the multi-agent configuration.

Confirmatory models are reported in Table 7. Relative to

pair_multiagent, pair_tutor is associated with higher imbalance for 

both turn_imbalance (Δ = +0.080, 95% CI [0.048, 0.111], 𝑝 < .001) 

and word_imbalance (Δ = +0.077, 95% CI [0.045, 0.109], 𝑝 < .001), 

demonstrating that imbalance metrics are sensitive to the dyad-level 

facilitation assumptions encoded in the simulation. The difference in

reciprocal_engagement_rate remains small and is not statistically dis­

tinguishable from zero (𝑝 = .419), aligning with the descriptive overlap 

in Table 6. Overall, the RQ2 results demonstrate that the benchmark sup­

ports estimation of dyad-level equity proxies from trace data and that 

participation imbalance is a robust signal in this dataset instance.

5.4 . RQ3 task performance proxies, time-to-correct, and verification 

behaviour

RQ3 compares conditions on task-level correctness, time-to-correct, 

and verification-related behavioural proxies using task-episode records. 

Table 8 reports descriptive summaries (Mean, SD). Correctness is high­

est in pair_multiagent (M = 0.631, SD = 0.483), compared with

pair_tutor (M = 0.569, SD = 0.495) and alone_tutor (M = 0.544, 

SD = 0.498). Time-to-correct is computed for episodes that reach a cor­

rect solution and is broadly similar across conditions, with a modest 

reduction in pair_multiagent (M = 434.81s, SD = 140.68) relative to

pair_tutor (M = 448.07s, SD = 143.61) and alone_tutor (M = 448.11s, 

SD = 139.55).

Verification proxies show clearer differentiation. Tests executed in­

crease from alone_tutor (M = 1.09, SD = 1.79) to pair_tutor (M 

= 1.56, SD = 2.02) and pair_multiagent (M = 1.76, SD = 2.08). Edge-

case mentions follow the same direction (alone_tutor: M = 0.66, SD 

= 1.17; pair_tutor: M = 0.94, SD = 1.33; pair_multiagent: M = 1.00, 

SD = 1.33). Retries are common across all configurations but are slightly 

lower in pair_multiagent (M = 1.33, SD = 0.78) than in pair_tutor
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Fig. 4. Time to correct by condition. Distribution of task-level time-to-correct 

(seconds) across alone_tutor, pair_tutor, and pair_multiagent conditions. 

Boxes show median and interquartile range; whiskers indicate the spread of the 

distribution with outliers plotted individually.

Fig. 5. Solution correctness by condition. Proportion of task episodes with cor­

rect final solutions across conditions. Rates are computed from the task-level 

outcomes in the benchmark dataset.

(M = 1.40, SD = 0.79) and alone_tutor (M = 1.48, SD = 0.81), re­

flecting the benchmark’s encoding of iterative correction while allowing 

condition-level differences to emerge.

 

Table 9 

RQ3 models for correctness, time-to-correct, and verification-related outcomes (selected contrasts).

Model Outcome Contrast Key estimates

RQ3_logit_correctness solution_correct pair_multiagent vs alone_tutor OR = 1.445, 95% CI [1.104, 1.892], 𝑝 = .007
pair_tutor vs alone_tutor OR = 1.107, 𝑝 = .434

RQ3_ols_log_time log_time pair_multiagent vs alone_tutor Δ = −0.0339, 𝑝 = .274
pair_tutor vs alone_tutor Δ = −0.0033, 𝑝 = .920

RQ3_pois_tests_run_count tests_run_count pair_multiagent vs alone_tutor RR = 1.607, 95% CI [1.362, 1.895], 𝑝 < .001
pair_tutor vs alone_tutor RR = 1.426, 95% CI [1.193, 1.705], 𝑝 < .001

RQ3_pois_retries retries pair_multiagent vs alone_tutor RR = 0.896, 95% CI [0.826, 0.972], 𝑝 = .008

RQ3_pois_edge_cases_mentioned_count edge_cases_mentioned_count pair_multiagent vs alone_tutor RR = 1.513, 95% CI [1.252, 1.828], 𝑝 < .001

The distribution of time-to-correct is shown in Fig. 4, which indicates 

substantial overlap across conditions and visible right-skew, consistent 

with the modest mean differences observed in Table 8.

Correctness rates are visualised in Fig. 5, reinforcing the descriptive 

pattern in Table 8 that pair_multiagent yields the highest proportion 

of correct task episodes in this dataset instance.

Model-based contrasts for key RQ3 outcomes are reported in Table 9. 

For correctness, the logistic model indicates higher odds of producing a 

correct solution in pair_multiagent relative to alone_tutor (odds ra­

tio = 1.445, 95% CI [1.104, 1.892], 𝑝 = .007), whereas the pair_tutor
contrast is smaller and not statistically distinguishable from zero (odds 

ratio = 1.107, 𝑝 = .434). For time-to-correct (modelled on the log 

scale and restricted to correct episodes), estimated condition differences 

are small and non-significant, aligning with the overlap in Fig. 4. For 

verification behaviour, the count model indicates higher expected test 

execution in both dyadic conditions relative to solo, with the strongest 

effect in pair_multiagent (rate ratio = 1.607, 95% CI [1.362, 1.895], 

𝑝 < .001) and a smaller but clear increase in pair_tutor (rate ratio 

= 1.426, 95% CI [1.193, 1.705], 𝑝 < .001). Additional models show that

pair_multiagent is associated with fewer retries (rate ratio = 0.896, 

95% CI [0.826, 0.972], 𝑝 = .008) and more edge-case mentions (rate ra­

tio = 1.513, 95% CI [1.252, 1.828], 𝑝 < .001), supporting the feasibility 

of jointly modelling outcome measures and verification proxies using 

the released schema.

Across the three research questions, the synthetic benchmark ex­

hibits condition-differentiated patterns consistent with its design goals: 

dyadic settings generate richer dialogue traces and higher verification-

marker rates than solo sessions, and enabling a Facilitator role in

pair_multiagent is associated with reduced dyadic participation imbal­

ance and stronger verification-related behavioural signals. These results 

should not be interpreted as evidence of classroom learning effects. 

Rather, they demonstrate that the ASTRA logging schema and derived 

measures are sufficient to (i) compare conditions on trace-operational 

interaction and dyad-level equity proxies and (ii) link dialogue/process 

indicators to task-level outcomes in a transparent, reproducible analysis 

workflow.

6 . Discussion

This paper introduces ASTRA as a synthetic benchmark for repro­

ducible, log-operational analyses of collaborative programming with 

socially differentiated AI agents. Because the dataset is simulated to 

match the ASTRA logging schema and the prespecified design, the 

patterns reported in Section 5 should be interpreted as evidence of mea­

surement feasibility, metric sensitivity, and expected analytic behaviour 

under explicit generation assumptions, rather than as estimates of causal 

learning effects in authentic classrooms (Drechsler, 2011; Jordon et al., 

2022; Reiter, 2002; Rubin, 1993). In that sense, the contribution is 

primarily methodological: an openly shareable dataset and analysis 

blueprint that enable benchmarking and pipeline development while 

avoiding disclosure risks inherent in sharing raw educational trace data 
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(Drechsler, 2011; Liu et al., 2024; Wilkinson et al., 2016). The discus­

sion therefore focuses on what the benchmark makes measurable, what 

the observed patterns imply about trace-based evaluation under the cur­

rent generator assumptions, and how these results motivate empirical 

validation and metric refinement in future deployments.

6.1 . Benchmark structure and what it enables

The benchmark’s design (Table 3) matters because it determines 

which constructs can be estimated with credibility from traces and 

which comparisons can be made without ambiguity. With 𝑁 = 540
participants distributed equally across three conditions, and a session 

structure comprising 180 solo sessions and 180 dyadic sessions (90 per 

dyadic condition), the dataset supports three complementary analytic 

perspectives. First, three-condition session-level comparisons are avail­

able for interaction dynamics (RQ1). Second, dyad-only contrasts isolate 

participation and reciprocity proxies (RQ2), avoiding conceptual con­

flation between collaboration metrics and solo settings. Third, the 1440 

task episodes allow task-level outcome models (RQ3) that can incor­

porate nested structure (episodes within sessions) and thereby reflect 

the hierarchical nature of trace data common in learning analytics and 

CSCL research (Siemens & Baker, 2012). This alignment between de­

sign, unit of analysis, and construct interpretation is essential because 

trace-derived indicators are only meaningful insofar as their intended 

inferences remain valid and bounded (Corbin et al., 2025).

6.2 . RQ1 interaction dynamics across conditions

The session-level descriptives (Table 4) demonstrate that ASTRA’s 

schema can represent condition-differentiated interaction intensity and 

process markers in ways that are analytically recoverable. The dyadic 

conditions generate richer dialogic traces than the solo condition, which 

is consistent with the long-standing observation that collaborative pro­

gramming introduces additional coordination, negotiation, and explana­

tion talk, even when productivity gains are not guaranteed (Umapathy & 

Ritzhaupt, 2017). In the benchmark context, increased dialogue volume 

is not merely a nuisance variable: it increases observability of collabora­

tive processes that log-operational research questions require (Siemens 

& Baker, 2012). Importantly, the pair_multiagent condition makes 

the Facilitator a distinct trace signal (Table 4), which is a prerequisite 

for mechanism-oriented analyses that ask not simply whether outcomes 

differ by condition, but whether facilitator activity plausibly precedes 

changes in participation or verification behaviour. This design principle 

aligns with emerging multi-agent learning environment work that treats 

interaction dynamics as a first-class object of analysis rather than treat­

ing “AI support” as monolithic (Chu et al., 2025; Gao et al., 2026; Hao 

et al., 2026).

Model-based results (Table 5) confirm that the benchmark supports 

inferential modelling of key trace outcomes and that the strongest sepa­

rations appear for verification-oriented markers rather than explanation 

markers. Both dyadic conditions exhibit higher verification marker rates 

than the solo baseline, with the largest increase in pair_multiagent; 

explanation markers show smaller and less robust differences. This pat­

tern is informative because verification is increasingly foregrounded 

as a critical construct in programming education under generative AI, 

where learners may obtain fluent code with reduced engagement in test­

ing, checking, and reasoning about correctness (Budhiraja et al., 2024;

Deriba et al., 2024; Prather et al., 2023). From a benchmark perspec­

tive, the value of these results is not that they demonstrate a learning 

effect, but that they demonstrate that the schema, measures, and ana­

lytic pipeline can represent and recover a plausible “verification-rich” 

interaction regime.

At the same time, the weak separation in reciprocal engagement 

between dyadic conditions (Table 5) is an important sensitivity find­

ing. It suggests that some peer-oriented measures may not differentiate 

strongly between pair_tutor and pair_multiagent under the current 

generator assumptions. This is not necessarily a weakness. Rather, it 

foregrounds a design and measurement issue that is well recognised in 

socially shared regulation research: prompting does not guarantee re­

ciprocal engagement unless prompts are timely, specific, and anchored 

to shared monitoring and task goals (Edwards et al., 2025; Molenaar, 

2022). It also motivates future refinements, such as sequential measures 

that examine uptake immediately following facilitator prompts, richer 

discourse tagging, or alternative operationalisations of responsiveness 

that better capture co-regulation dynamics (Edwards et al., 2025; Hu 

et al., 2025; Molenaar, 2022).

6.3 . RQ2 participation equity proxies in dyads

The dyad-level descriptives (Table 6) and distributional evidence 

(Fig. 3) show that the benchmark yields a clear, interpretable signal 

for participation imbalance: pair_multiagent is associated with lower 

turn and word imbalance than pair_tutor. Interpreting imbalance as 

an equity proxy is consistent with CSCL and teamwork measurement 

traditions in which participation asymmetry is treated as a risk factor 

for unequal access to learning opportunities, while acknowledging that 

demographic equity cannot be inferred from log traces alone (Garcia 

Ramos & Wilson-Kennedy, 2024; Nixon et al., 2024). The manuscript’s 

framing remains crucial here: the relevant claim is about participa­

tion balance and reciprocal engagement within dyads, not demographic 

equity outcomes.

Fig. 3 is particularly valuable because it highlights tail behaviour. 

Equity harms in collaboration often appear not in average differences 

but in a subset of groups where one partner dominates (Nixon et al., 

2024). A benchmark that produces a tail-sensitive reduction in im­

balance supports methodological work on robust estimators, quantile 

modelling, and detection of high-imbalance episodes as targets for in­

tervention. The model results (Table 7) show that these patterns are 

recoverable in simple regression contrasts: imbalance measures dif­

ferentiate dyadic conditions strongly, whereas reciprocal engagement 

shows limited separation. In practical terms, this suggests that un­

der the current assumptions the Facilitator’s most reliably detectable 

trace signature is reducing dominance rather than transforming re­

sponsiveness rates. This is coherent with the socially shared regulation 

literature, where improving the distribution of participation can be an 

achievable first step, while deeper changes in reciprocal regulation may 

require more targeted designs that shape joint monitoring and strategy 

negotiation (Edwards et al., 2025; Molenaar, 2022).

6.4 . RQ3 performance, time, and verification behaviour

At the task-episode level, ASTRA’s benchmark supports a co­

herent relationship between collaboration configuration, correctness, 

and verification-related behaviour. The descriptives (Table 8) and 

correctness visualisation (Fig. 5) indicate higher correctness in

pair_multiagent relative to the other conditions in this dataset in­

stance. In a benchmark framed explicitly as synthetic, this should not 

be interpreted as a learning gain. Instead, it demonstrates that the 

dataset supports modelling questions that connect interaction processes 

to task success, questions that are central to trace-based learning ana­

lytics (Siemens & Baker, 2012) and that are increasingly salient under 

generative AI, where correctness without verification and understand­

ing is a core concern (Budhiraja et al., 2024; Hu et al., 2025; Nathaniel 

et al., 2025b; Prather et al., 2023).

Time-to-correct shows substantial dispersion (Table 8; Fig. 4) and 

limited separation across conditions, which is plausible and informa­

tive. Collaborative and facilitated work can increase deliberation and 

conversational overhead, producing ambiguous or negligible time ad­

vantages even when solution quality improves (Umapathy & Ritzhaupt, 

2017). This motivates an analytic stance for future empirical validation: 

time should be treated as an outcome whose interpretation depends 

on whether the educational goal is efficiency, robustness, or verifi­

cation literacy, rather than assuming “faster is better” (Corbin et al., 

2025). The verification proxies in Table 8, particularly tests executed 
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and edge-case mentions, are higher in dyadic conditions and strongest in

pair_multiagent. This aligns with a pedagogic shift advocated in recent 

discussions of programming education under GenAI: re-centring evalu­

ation on verification, critique, and correctness-seeking practices rather 

than on fluent code production alone (Deriba et al., 2024; Prather et al., 

2024). It is also consistent with the benchmark’s “stricter realism” design 

choice to include non-trivial retries and imperfect outcomes, enabling 

revision dynamics to be modelled as a normal part of programming 

problem solving (Fitzgerald et al., 2008; Yang et al., 2024).

The inferential models (Table 9) reinforce this benchmark narra­

tive. pair_multiagent shows higher odds of correctness than the solo 

baseline and stronger verification-related signals (e.g., tests executed 

and edge-case mentions), while time differences remain small. Taken 

together, this pattern suggests that, under the generator assumptions, 

facilitation is expressed more strongly in correctness-seeking and verifi­

cation behaviours than in speed. For the goals of this benchmark paper, 

that is a desirable property: it demonstrates that ASTRA’s schema can 

support evaluation aligned with contemporary concerns about verifica­

tion and epistemic responsibility in AI-assisted programming (Budhiraja 

et al., 2024; Nathaniel et al., 2025b; Prather et al., 2023).

6.5 . Implications for ASTRA and multi-agent tutoring research

A central implication is that socially differentiated agent roles (Tutor 

vs. Facilitator) can be made trace-visible in ways that support analysis 

of interaction dynamics, participation balance, and verification proxies. 

This supports the manuscript’s broader claim that “social intelligence” 

should be operationalised through observable behaviours, turn-taking 

support, coordination prompting, and verification scaffolding, rather 

than asserted at the level of system description. This aligns with emerg­

ing perspectives that treat multi-agent learning environments as systems 

whose outcomes depend on interaction patterns and orchestration, not 

solely on model capability (Chu et al., 2025; Gao et al., 2026; Hao et al., 

2026).

The RQ2 results also suggest a plausible minimum claim about facili­

tation in collaborative programming: it may reduce dominance patterns, 

which is relevant to equitable collaboration even when demographic 

equity cannot be assessed from logs alone (Garcia Ramos & Wilson-

Kennedy, 2024; Nixon et al., 2024). That framing positions ASTRA 

as a tool for stress-testing equity-sensitive metrics and intervention 

strategies before undertaking ethics-approved studies. More broadly, the 

benchmark’s emphasis on verification behaviours connects to current 

assessment concerns that code-only products have reduced evidential 

validity when AI can generate fluent solutions (Corbin et al., 2025). By 

designing tasks and logs that capture testing, edge-case reasoning, and 

iterative correction, ASTRA aligns with the shift from product-centric 

grading towards process-sensitive evidence (Corbin et al., 2025; Prather 

et al., 2023).

6.6 . Implications for educational data analytics and programming pedagogy

The educational contribution of ASTRA lies in shifting evaluation 

from product-focused evidence, such as whether final code is correct, 

towards process-sensitive evidence about how learners explain, test, ver­

ify, and coordinate programming work. This shift is consistent with 

learning analytics and educational data mining perspectives, which em­

phasise the value of behavioural traces for making learning processes 

visible rather than relying only on final outcomes Siemens and Baker 

(2012). It also aligns with self-regulated learning theory, where learners’ 

planning, monitoring, strategy use, and evaluation can leave observ­

able traces that support interpretation of learning activity (Winne and 

Hadwin, 1998). In programming education, this distinction is partic­

ularly important because debugging and program improvement are 

not single outcome events but iterative processes involving hypothe­

sis generation, tracing, repair, testing, and revision (Fitzgerald et al., 

2008).  This process-sensitive orientation becomes even more important 

in the context of generative AI. Current LLM-based tools can generate 

fluent code and explanations, but such outputs do not necessarily in­

dicate that learners understand the underlying concepts, can evaluate 

the solution, or can transfer the reasoning to new problems (Prather 

et al., 2023, 2024). Recent studies of novice programmers’ use of GenAI 

suggest that some students use these systems productively for explana­

tion and refinement, while others request complete solutions or enter 

cycles of accepting and repairing generated code without sufficient 

understanding (Rahe & Maalej, 2025). For this reason, ASTRA fore­

grounds verification literacy, peer uptake, participation balance, and 

reciprocal engagement as observable learning-process indicators. These 

indicators are not presented as direct measures of learning, but as trace-

operational proxies that can support more fine-grained educational data 

analytics around how students reason, check, and collaborate during AI-

supported programming.  For programming pedagogy, the benchmark 

encourages designs in which AI support is not limited to code genera­

tion, answer provision, or direct hints. The separation between Tutor 

and Facilitator agents models two complementary forms of scaffolding: 

conceptual and metacognitive support for programming understanding, 

and social-regulatory support for collaboration. This distinction is sup­

ported by work on AI teaching assistants in programming education, 

where students value timely support but also prefer forms of scaffold­

ing that preserve their autonomy and guide their problem-solving rather 

than simply presenting complete solutions (Denny et al., 2024). It also 

aligns with pair programming research, which suggests that collabora­

tive programming can support learning when students actively articulate 

reasoning, share responsibility, and coordinate their work (Umapathy & 

Ritzhaupt, 2017).

The Facilitator role further connects ASTRA to collaborative learning 

and socially shared regulation of learning. Collaborative learning is not 

merely the division of labour; it depends on mutual engagement, nego­

tiation, and shared meaning-making (Dillenbourg & Dillenbourg, 1999). 

Similarly, socially shared regulation highlights how groups jointly plan, 

monitor, and adapt their activity during collaboration (Järvelä et al., 

2023; Molenaar, 2022). In ASTRA, this theoretical position is opera­

tionalised through traceable prompts and measures that attend to who 

contributes, who responds to whom, whether partners take up each 

other’s ideas, and whether learners engage in checking and verification. 

The educational innovation is therefore not only the use of multiple AI 

agents, but the traceable orchestration of cognitive and social support 

during collaborative programming. This provides a bridge between pro­

gramming pedagogy, learning analytics, and AI-supported regulation, 

while offering a practical foundation for future classroom validation 

studies.

6.7 . Limits of inference and priorities for empirical validation

The benchmark’s central limitation is also its ethical advantage: 

because traces are synthetic, they cannot establish how real learners 

will perceive facilitation, how classroom constraints shape behaviour, 

or whether the same trace patterns replicate in authentic contexts 

(Drechsler, 2011; Reiter, 2002; Rubin, 1993). The next step is therefore 

not merely replication but construct validation: confirming that trace 

proxies correspond to meaningful constructs in real settings (e.g., that 

verification markers align with observed checking practices, and that 

imbalance indices align with perceived inclusion and agency). This em­

phasis is consistent with learning analytics guidance that trace measures 

must be interpreted cautiously and validated against context (Siemens 

& Baker, 2012).

Finally, open distribution is most valuable when paired with explicit 

boundaries of interpretation and strong documentation. Synthetic data 

should be evaluated by analytic utility, whether it preserves structure 

needed for intended questions, rather than being treated as observa­

tional evidence (Drechsler, 2011; Jordon et al., 2022; Reiter, 2002;

Rubin, 1993). Clear documentation and reproducibility artefacts further 

align the release with best practices for research transparency and reuse 

(Wilkinson et al., 2016). Under these conditions, the ASTRA benchmark 
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can serve as a shared substrate for comparing methods for modelling 

collaborative dialogue, detecting participation imbalance, and linking 

process signals to correctness and verification outcomes, prior to and 

alongside real-world deployments.

Future construct validation should proceed in four stages. First, ex­

pert review should be used to assess whether ASTRA’s trace indicators 

meaningfully represent the intended constructs, including explanation, 

verification, peer uptake, participation balance, and reciprocal engage­

ment. Second, small laboratory pilots with human dyads should combine 

ASTRA logs with video, screen recordings, and human-coded dialogue 

to test convergent validity between automated trace indicators and 

observed collaborative behaviours. Third, classroom pilots in introduc­

tory programming or software engineering modules should examine 

whether trace indicators predict independent learning measures, includ­

ing pre/post programming tests, debugging tasks, verification rubrics, 

and student perceptions of agency and inclusion. Fourth, larger multi-

site studies should test whether the facilitator agent’s effects generalise 

across tasks, institutions, and learner profiles. Until these validation 

stages are completed, ASTRA should be treated as a research and 

development benchmark rather than a proven classroom intervention.

7 . Limitations and conclusion

7.1 . Limitations

While the ASTRA framework provides a rigorous, reproducible foun­

dation for evaluating socially intelligent multi-agent tutoring, several 

limitations must be acknowledged to contextualize the findings. The 

primary limitation of this study is its reliance on synthetic agents to sim­

ulate student behaviour. While the simulated learners were prompted 

with specific personas and common misconception profiles (e.g., the 

“Guess-and-Check” novice), they may not fully capture the stochasticity, 

emotional fluctuations, or “off-task” behaviours characteristic of real-

world students. Consequently, the interaction dynamics observed in this 

benchmark represent “idealized” social interactions. Future research is 

required to validate whether the trace-based patterns identified here cor­

relate with the behaviours of human learners in authentic collaborative 

settings. This benchmark is currently constrained to introductory Python 

programming. While the logic of the ASTRA schema is domain-agnostic, 

the specific task-level programming artefacts and the tutor’s pedagog­

ical scaffolding are optimized for syntax and logic errors common in 

Python. The generalizability of these findings to more abstract domains 

(e.g., creative writing) or different technical paradigms (e.g., hardware-

level programming) remains to be tested. The performance of the ASTRA 

framework is intrinsically tied to the capabilities of the underlying Large 

Language Models (LLMs). As noted in the results, different model ar­

chitectures (e.g., GPT-4o vs. Claude 3.5 Sonnet) may exhibit varying 

degrees of “social compliance” or pedagogical adherence. Because LLMs 

are non-deterministic, small changes in system prompts or model up­

dates may influence the benchmarking metrics, necessitating periodic 

re-validation of the dataset to maintain its utility as a standard.

As explicitly stated, the metrics used in this study (e.g., dyadic par­

ticipation balance, verification behaviours) are proxies for interaction 

quality rather than direct measures of cognitive gain. While literature in 

the Learning Sciences suggests that equitable participation is a precursor 

to successful collaboration, this study does not provide causal evidence 

of learning outcomes. Future work should integrate ASTRA into a class­

room setting to perform cross-validation between these trace-based 

metrics and pre/post-test learning gains.

The trace-ready schema focuses on dialogue turns and code edits. 

However, socially intelligent tutoring often involves interpreting non-

verbal cues, such as response latency (beyond mere timestamps) or 

affective states like frustration and boredom. ASTRA currently operates 

in a text-only modality, potentially overlooking the rich, multimodal 

dimensions of social intelligence that human tutors utilize to support 

struggling students.

7.2 . Conclusion

As Generative AI becomes increasingly embedded in introductory 

programming education, the focus of research must shift from the 

capabilities of standalone models to the dynamics of human-AI and 

multi-agent collaboration. This paper introduces ASTRA, a socially dif­

ferentiated multi-agent tutoring framework designed to address the 

scarcity of open, reproducible datasets for trace-based evaluation. By 

releasing a synthetic benchmark of 1440 episodes (𝑁 = 540 simulated 

participants and 360 sessions), this work provides a standardised foun­

dation for investigating how agents coordinate dialogue and code-level 

artefacts.

The evaluation of the ASTRA benchmark demonstrates that trace-

ready schemas can effectively capture complex social phenomena, such 

as dyadic participation balance and verification behaviours, which 

are often obscured in outcome-only assessments. The results show 

that the benchmark can represent condition-differentiated patterns 

consistent with socially oriented facilitation assumptions by fostering 

participation-balanced collaboration, moving the needle beyond mere 

task completion towards pedagogical scaffolding.

Crucially, this study advocates for the role of synthetic benchmarks as 

a necessary intermediary in the AIED research pipeline. While synthetic 

data cannot replace the richness of human interaction, it provides a 

controlled “sandbox” for developers and researchers to stress-test multi-

agent architectures, refine pedagogical prompts, and establish baseline 

metrics before embarking on resource-intensive human-in-the-loop de­

ployments.

Future work will involve deploying the ASTRA framework in authen­

tic classroom settings to validate the transferability of these synthetic 

traces to human-learner behaviour. By open-sourcing the ASTRA schema 

and dataset, we aim to support a more transparent and comparative re­

search culture in the field of learning analytics and artificial intelligence 

in education. Ultimately, the goal is to develop AI partners that are not 

only technically proficient but also socially attuned to the diverse needs 

of novice programmers.
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