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Abstract. More than two-thirds of dementia cases are attributed to
Alzheimer’s disease (AD), while the remaining cases include frontotem-
poral dementia (FTD), vascular dementia, and other related disorders.
Electroencephalography (EEG) is among the most cost-effective meth-
ods for supporting the diagnosis of these conditions and can serve as a
valuable source of information for Al-assisted diagnostic systems. This
paper focuses on the classification of EEG data from patients with FTD,
Alzheimer’s disease, and healthy controls. Our study focused on two key
issues in this setting. First, the reliable differentiation between FTD and
AD. Secondly, EEG data are noisy, difficult to Pre-process, and often lim-
ited in their ability to capture long-range relationships. Modern Hopfield
networks offer a promising direction because they are effective in pattern
storage and retrieval and are closely related to attention mechanisms. In
this work, four neural network architectures integrated with modern Hop-
field networks are investigated on a publicly available dataset. A stan-
dardized workflow was adopted so that all models were trained and eval-
uated under identical conditions. The models were assessed using 5-fold
stratified cross-validation together with hold-out evaluation. The best-
performing model achieved 96% accuracy in the present experimental
setting. Overall, the results show that the more expressive Hopfield-based
architectures improve performance within the proposed model family and
suggest that modern Hopfield networks are a promising component for
EEG-based dementia classification.

Keywords: Electroencephalography (EEG) - Modern Hopfield
Networks - Dementia Classification

1 Introduction

Dementia is characterized by a progressive decline in cognitive and emotional
functioning, which can significantly interfere with daily activities [1]. Alzheimer’s
disease (AD) and frontotemporal dementia (FTD) are among the leading causes
© The Author(s) 2026
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of dementia [1]. However, distinguishing between AD and FTD remains clinically
challenging, highlighting the need for more reliable diagnostic approaches [1].

With advancements in electroencephalography (EEG) sensor technology,
EEG has emerged as a reliable and non-invasive diagnostic tool for neurolog-
ical disorders such as AD and FTD [1-11]. EEG captures the brain’s electrical
activity and enables the identification of abnormal neural patterns that may indi-
cate neurodegenerative diseases [12]. A variety of signal processing and analytical
techniques can be applied to EEG data to study these patterns and facilitate
accurate disease classification [12].

In recent years, numerous studies have explored the use of machine learning
and deep learning techniques for the identification of neurodegenerative dis-
eases. Mlinari¢ et al. [2] employed a stacked ensemble learning approach on a
publicly available dataset using a leave-one-subject-out (LOSO) validation strat-
egy. Their stacked model successfully differentiated AD and FTD from healthy
controls (HC), achieving ROC-AUC values of 81.80% and 71.37%, respectively.
Additionally, they reported an accuracy of 85% when distinguishing between AD
and FTD using a single base classifier.

Mehran et al. [3] applied statistical feature selection methods, including the
Mann—Whitney U-test and t-test, to identify the most discriminative features.
They evaluated four machine learning algorithms and found that support vector
machines performed best. Using 10-fold cross-validation, their approach achieved
87.8% accuracy for AD versus FTD classification and 93.5% accuracy for demen-
tia versus healthy controls.

Quoc et al. [4] generated EEG topographic maps across different frequency
bands and applied deep learning techniques for disease classification. Their
method achieved accuracy rates of 83.0%, 85.5%, and 87.3% for AD/FTD,
AD/HC, and FTD/HC classification tasks, respectively. Jacob et al. [5] pro-
posed a novel convolutional neural network (CNN) architecture that incorporates
dynamic mode decomposition and segments eyes-open EEG signals into shorter
temporal windows. A 3D CNN was then used to learn spatiotemporal-spectral
features. Their approach outperformed traditional spectral machine learning
methods and FFT-based CNNs in AD classification. Moreover, they observed
that excluding the delta band improved contrast for AD detection.

Khan et al. [6] proposed a lightweight and explainable EEG-based deep learn-
ing framework using temporal convolutional network—long short-term memory
(TCN-LSTM) architectures. Their method employed a modified relative band-
power feature set across six frequency bands and integrated SHAP values for
model interpretability. The proposed framework achieved 99.7% accuracy in
binary classification and 80.34% in multiclass classification.

Chen et al. [7] introduced a dual-branch feature fusion network that combines
convolutional neural networks and vision transformers to capture both local tex-
ture features and global semantic patterns from EEG signals for Alzheimer’s
disease diagnosis. Their approach also incorporated spatial and channel atten-
tion mechanisms to identify abnormal EEG patterns. To improve diagnostic
reliability, EEG prediction consistency analysis was combined with Mini-Mental
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State Examination (MMSE) scores, yielding a multiclass classification accuracy
of 80.23%.

Wang et al. [8] extracted topological features from network graphs con-
structed using disease characteristics and scalp EEG data. Both machine learn-
ing and deep learning models were subsequently applied for AD classification,
achieving an accuracy of 97.8%.

Despite these advances, reliably distinguishing between AD and FTD remains
one of the primary challenges in EEG-based analysis. EEG signals also exhibit
inherent limitations in capturing long-range or global relationships and in pro-
viding robust associative recall under noisy or limited data conditions. Modern
Hopfield networks present a promising solution to these challenges. They excel at
pattern storage and retrieval and are mathematically linked to attention mech-
anisms, enabling them to model global dependencies that may be overlooked by
conventional CNN and LSTM architectures. Furthermore, modern Hopfield net-
works can be seamlessly integrated as layers within deep learning models, intro-
ducing memory-like computation and enhancing feature representation, robust-
ness, and interpretability in EEG-based clinical applications.

Motivated by these considerations, this study investigates four deep learning
architectures integrated with modern Hopfield layers. The architectures follow
a unified design philosophy, with incremental modifications introduced across
models. Accordingly, the main objective of this paper is to perform a controlled
comparison within the Hopfield-based model family, examining how architec-
tural choices such as depth, normalization, residual connections, and Hopfield
layer formulation influence EEG-based neurodegenerative disease classification.
To provide broader context, the performance of the proposed models is also dis-
cussed in relation to previously reported classical machine learning and deep
learning studies from the literature.

2 Methodology

All experiments follow the standardized workflow shown in Fig.1. First, the
raw data are preprocessed to remove artifacts and improve signal quality. A
consistent set of features is then extracted from the preprocessed data and used
as standardized input for all four model architectures proposed in Subsect. 2.3.
These features are subsequently used for model training and evaluation, and the
resulting performance metrics are finally summarized in tabular form. Within
this workflow, two classification tasks are performed: multiclass classification and
binary classification.

2.1 Dataset

The experiments were conducted on the publicly available EEG dataset intro-
duced by Miltiadous et al. in A Dataset of Scalp EEG Recordings of Alzheimer’s
Disease, Frontotemporal Dementia and Healthy Subjects from Routine EEG [12].
This is the only dataset used in the present study, and therefore its characteristics
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Fig. 1. High-level methodological workflow diagram

define both the training and evaluation setting. The data were collected in Greece
from routine clinical EEG examinations and later organized in BIDS format at
the University of Ioannina. The cohort comprises 88 subjects: 36 patients with
Alzheimer’s disease (AD), 23 patients with frontotemporal dementia (FTD), and
29 healthy controls (HC). At a high level, the dataset represents an older adult
clinical population, with mean ages of 66.4 4+ 7.9 years for AD, 63.6 4+ 8.2 years
for FTD, and 67.9 £+ 5.4 years for HC. Mean MMSE scores were 17.75 for AD,
22.17 for FTD, and 30 for HC, indicating more severe cognitive impairment in
the AD group than in the FTD group, while controls were cognitively intact. The
median reported disease duration was 25 months (IQR 24-28.5) for the patient
groups.

EEG was recorded during an eyes-closed resting-state condition using 19
scalp electrodes placed according to the international 10-20 system, with two
reference electrodes and a sampling rate of 500 Hz. Recording duration was not
identical across subjects: each EEG lasted approximately 13.5min in the AD
group (range 5.1-21.3 min), 12.0 min in the FTD group (range 7.9-16.9 min), and
13.8 min in the HC group (range 12.5-16.5min). In total, the dataset contains
485.5min of AD recordings, 276.5 min of FTD recordings, and 402 min of HC
recordings. The dataset includes both raw and preprocessed EEG recordings.
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2.2 Preprocessing

The preprocessed dataset was used for all experiments. Preprocessing was per-
formed in multiple steps for each subject. First, the EEG signals were re-
referenced to the average of the Al and A2 electrodes. The data were then
band-pass filtered between 0.5 Hz and 45 Hz to remove low-frequency noise and
high-frequency artifacts outside the EEG frequency range.

To improve signal quality, artifact subspace reconstruction (ASR) was
applied. Following ASR, the EEG data were decomposed into independent com-
ponents using independent component analysis (ICA). Major artifacts, such as
eye blinks and muscle activity, were identified and removed using ICLabel. The
cleaned signals were subsequently reconstructed through back-projection.

Baseline correction and signal smoothing were then applied to further reduce
residual noise. The cleaned EEG data were segmented into 5-second epochs with
50% overlap. From these epochs, frequency-domain, time-domain, complexity-
based, and statistical features were extracted.

All extracted features were organized into a tabular format, with subject IDs
and corresponding labels (AD, FTD, or HC) assigned to each epoch. To reduce
overfitting, features exhibiting a correlation coeflicient greater than 0.90 were
removed. The resulting dataset was used as an input for the experiments.

2.3 Proposed Model Architectures

The four proposed models share a common architectural framework consisting
of a feedforward feature extraction block, an associative memory layer based on
modern Hopfield networks, and a linear output head. All four model architectures
are shown in Fig. 2. The models differ in terms of depth, normalization strategies,
regularization techniques, and post-associative processing. These variations are
introduced to systematically investigate the impact of each component on the
classification of neurodegenerative diseases. SELU activation function was used
in M1 and M2 to support self-normalization in shallow architectures. GELU acti-
vations combined with layer normalization were used in M3 to improve training
stability. Residual connections are introduced to preserve associative memory
outputs and mitigate gradient degradation. The post-associative transformation
block is included to enhance representational capacity while maintaining stable
optimization.

Let (B) denote the batch size and (in_dim) the input dimensionality. M1 is
a shallow feedforward neural network integrated with a modern Hopfield net-
work layer, as shown in Fig. 2a. The model accepts an input tensor of shape ([B,
in_dim]), which is first passed through a linear transformation that projects the
input from the original feature space into a hidden feature space of dimension-
ality (hidden). A SELU activation function is applied to introduce nonlinearity
and promote self-normalizing behavior. The resulting output has the shape ([B,
hidden]).

To prepare the hidden representations for the associative memory layer, the
tensor is reshaped to ([B, 1, hidden]|) by adding a singleton dimension. The
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Fig. 2. Architecture diagrams of Models M1-M4.

Hopfield layer operates as a content-addressable memory mechanism, enhancing
the representation by modeling global dependencies within the hidden space.
The output of the Hopfield layer retains the same shape (|B, 1, hidden|). The
singleton dimension is subsequently reduced, restoring the tensor shape to ([B,
hidden]). Finally, a linear output layer maps the hidden features to the output
space of dimension ([B, out]), corresponding to the class logits.

M2 extends M1 by incorporating deeper embedding layers and additional
regularization prior to the associative memory retrieval, aiming to produce more
expressive and stable hidden representations as shown in Fig.2b. The input
tensor of shape ([B, in_dim]) is processed through a stack of two fully connected
layers. The first layer projects the input into the hidden feature space and is
followed by a SELU activation function. AlphaDropout with a dropout rate of
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0.1 is applied to improve generalization. The second linear layer maintains the
same dimensionality and is also followed by AlphaDropout with the same rate.
The output of this embedding stack has the shape (|B, hidden]). The associative
memory pipeline follows the same procedure as in M1, producing final outputs
of shape ([B, out]).

M3 further extends M1 and M2 by introducing residual connections, replac-
ing the SELU activation with GELU, and adding a post-associative transforma-
tion block to enhance training stability and representational capacity. A detailed
architecture diagram of M3 is present in the Fig. 2c. Similar to M2, the input vec-
tor is passed through two stacked fully connected layers. However, in this model,
layer normalization is applied before the activation function in each layer to sta-
bilize feature-wise activations. The GELU activation function is used, followed
by dropout with probability (p_drop). The output of this embedding block has
the shape ([B, hidden]).

The resulting representation is then processed through the same associa-
tive memory pipeline as in the previous models, yielding a tensor of shape ([B,
hidden]). This output is subsequently passed through a post-associative trans-
formation block. This block begins with layer normalization, followed by a linear
expansion from (hidden) to (2 * hidden), GELU activation, dropout with rate
(p_drop), and a linear projection back to (hidden). The output of this block,
denoted as (h), is combined with the output of the associative memory pipeline
through a residual connection. The resulting vector is then normalized using
layer normalization and passed through a final linear layer to produce the class
logits.

M4 is proposed to study the HopfieldLayer introduced by Ramsauer et al.
[13] in modern Hopfield networks, as shown in Fig. 2d. This model closely resem-
bles M1 but incorporates additional normalization and regularization techniques.
The input vector is passed through a linear transformation followed by a ReLLU
activation function and dropout regularization with rate (p_drop). The regu-
larized representation is reshaped to ([B, 1, hidden]) and then processed by the
HopfieldLayer. After applying a squeeze operation, the resulting tensor of shape
([B, hidden]) is fed into a lightweight output head consisting of dropout followed
by a linear projection from the hidden dimension to the number of output classes
(out).

2.4 Training and Testing

To ensure a fair comparison among models, identical training and evaluation con-
ditions were applied to all four models. The input data were selected according
to the task type: for binary classification, the dataset included only the relevant
class pairs, whereas for multiclass classification, all three classes were retained.
All non-numerical features and columns unrelated to the target variable were
removed.

For each task, all four models were trained using 5-fold stratified cross-
validation. Within each fold, the data were normalized, class imbalance was
addressed using weighted loss functions, and early stopping was employed to



138 B. Bhamidipati et al.

reduce overfitting. Performance metrics were computed for each fold and sub-
sequently aggregated to obtain cross-validated results. In addition, a separate
stratified 20% hold-out split was used for a final evaluation stage. Since this
split also served for early stopping and checkpoint selection during final model
training, it does not represent a strictly untouched test set; rather, it provides
an additional hold-out evaluation of model performance. The same evaluation
protocol was consistently applied to both multiclass and pairwise binary classi-
fication tasks, ensuring uniformity across all experimental settings.

All proposed models were optimized using the AdamW optimizer with a
learning rate of 0.001, a weight decay coefficient of 0.0001, and a mini-batch
size of 512. To address class imbalance, the optimization objective was defined
as class-weighted cross-entropy loss, with class weights assigned inversely pro-
portional to class frequencies in the training set. Training was performed for
up to 60 epochs, with early stopping based on validation loss (patience = 8)
to reduce overfitting. During inference, class labels were assigned according to
the standard argmax rule applied to the output logits, and model performance
was assessed using accuracy, sensitivity, precision, and F1-score. These hyperpa-
rameters were selected as part of a stable empirical training configuration and
evaluated consistently within the 5-fold stratified cross-validation framework.

3 Results and Analysis

The classification of neurodegenerative diseases was conducted using four pro-
posed neural network architectures integrated with modern Hopfield layers.
Model performance was evaluated for both multiclass and binary classification
tasks using cross-validation and stratified hold-out test sets. The evaluation met-
rics included accuracy, precision, recall, and F1l-score. The results for all tasks
are presented in Tables 1, 2, 3, 4 and 5.

3.1 Binary Classification Results

For the binary classification task, M1 achieved cross-validated accuracies rang-
ing from 88% to 94%, with the lowest performance observed when distinguishing
between AD and FTD. The hold-out test results followed a similar trend. Addi-
tionally, the evaluation metrics indicate that M1 struggled to effectively separate
the AD and FTD classes.

M2 demonstrated improved performance over M1, achieving cross-validated
accuracies between 91.6% and 95.6%, with comparable results on the hold-out
test set. Consistent improvements were also observed across the other evaluation
metrics, suggesting enhanced class separability resulting from deeper embedding
layers and the incorporation of regularization techniques.

Among all four models, M3 achieved the highest performance in the binary
classification task, with cross-validated accuracies exceeding 96% and hold-out
test accuracies ranging from 96% to 98%. The corresponding precision, recall,
and F1l-score further confirm a high degree of class separation.



A Modern Hopfield Network Approach 139

M4, which employs a single-step Hopfield layer, achieved cross-validated accu-
racies between 94.7% and 97.2%, and hold-out test accuracies ranging from 94%
to 96%. Its performance lies between that of M2 and M3, indicating that multi-
step Hopfield updates and additional architectural components contribute posi-
tively to classification performance.

Table 1. Cross-validated accuracy (mean =+ std) for binary and multiclass classification
tasks

ModelAD vs FTD [FTD vs HC |AD vs HC |AD vs FTD vs HC
M1 ]0.889 4+ 0.012/0.940 + 0.006/0.928 + 0.007/0.889 + 0.006
M2 ]0.916 £+ 0.005/0.956 + 0.004/0.955 + 0.004/0.924 + 0.006
M3 ]0.965 £ 0.006/0.980 + 0.002/0.974 £ 0.007/0.966 £ 0.005
M4  ]0.947 4+ 0.008/0.972 + 0.005/0.959 + 0.005/0.941 + 0.004

Table 2. Hold-out test accuracies for binary and multiclass classification tasks

ModellAD vs FTDFTD vs HC/AD vs HC|AD vs FTD vs HC
M1 0.88 0.93 0.94 0.88
M2 ]0.90 0.96 0.95 0.92
M3 ]0.96 0.98 0.97 0.96
M4 0.94 0.96 0.96 0.93

3.2 Multiclass Classification Results

For the multiclass classification task, the cross-validated accuracies of M1 to
M4 were 88%, 92%, 96%, and 94%, respectively. Precision, recall, and Fl-score
analyses reveal that M1 encountered difficulties in accurately classifying the FTD
class. In contrast, M2 and M3 exhibited substantial improvements, particularly
in handling inter-class variability. A similar performance trend was observed on
the hold-out test set, with accuracies of 88%, 92%, 96%, and 93% for M1 to M4,
respectively. The multiclass setting is more challenging because the model must
simultaneously distinguish disease-specific EEG patterns across AD, FTD, and
HC. The results show that M3 maintained the strongest balance across all classes,
indicating better representation learning and more stable class separation than
the other variants.
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Table 3. Hold-out test precision for binary and multiclass classification tasks

ModelAD vs FTD FTD vs HCAD vs HCIAD vs FTD vs HC
M1 ]0.93/0.80 10.95/0.90 ]0.95/0.93 |0.90/0.89/0.83
M2 ]0.95/0.83 0.98/0.94 ]0.95/0.95 0.94/0.95/0.85
M3 ]0.98/0.93 0.98/0.97 0.97/0.97 0.97/0.97/0.94
M4 ]0.97/0.89 |0.97/0.95 0.97/0.96 [0.94/0.93/0.91

Table 4. Hold-out test recall for binary and multiclass classification tasks

ModellAD vs FTDFTD vs HC/AD vs HC|AD vs FTD vs HC
M1 |0.88/0.89 0.93/0.93 ]0.94/0.94 |0.84/0.92/0.88
M2 ]0.89/0.92 0.95/0.97 ]0.96/0.93 |0.89/0.94/0.94
M3  ]0.96/0.96 0.98/0.97 ]0.97/0.97 |0.95/0.97/0.97
M4 ]0.94/0.95 10.97/0.95 (0.96/0.96 (0.92/0.95/0.92

3.3 Analysis

The results shown in Tables 1, 2, 3, 4 and 5 for M1 indicate that a shallow archi-
tecture integrated with modern Hopfield layers can perform neurodegenerative
disease classification but remains limited in effectively distinguishing between
AD and FTD. The introduction of deeper embedding layers and regularization
strategies in M2 led to noticeable improvements in classification performance,
underscoring the importance of robust feature representation learning. M3 signif-
icantly outperformed the other architectures across both binary and multiclass
classification tasks. This performance gain can be attributed to the use of nor-
malization, deeper nonlinear projections, and residual connections surrounding
the Hopfield layer. M4, which integrates a Hopfield layer within a minimal archi-
tectural framework, outperformed M1 and M2 despite its simplicity. However,
further architectural refinement is necessary to fully exploit its classification
potential. While these findings establish the relative strengths of the proposed
Hopfield-based variants, it is also important to position the results with respect
to prior EEG-based dementia classification studies.

3.4 Comparison to Prior Work

The Subsects. 3.1, 3.2 and 3.3 provide a controlled comparison among four
Hopfield-based architectures trained under the same preprocessing and evalu-
ation pipeline. To place these findings in a broader context, the performance of
the proposed models can be qualitatively compared with prior EEG-based stud-
ies on Alzheimer’s disease and frontotemporal dementia classification discussed
in Sect. 1. Earlier research has reported competitive results using both classical
machine learning and non-Hopfield deep learning approaches, including stacked
ensemble learning, support vector machines, convolutional neural network-based
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Table 5. Hold-out test Fl-scores for binary and multiclass classification tasks.

ModelAD vs FTD FTD vs HCAD vs HCIAD vs FTD vs HC
M1 ]0.90/0.84 10.94/0.92 0.95/0.94 |0.87/0.90/0.85
M2 ]0.92/0.87 0.96/0.95 0.95/0.94 0.92/0.95/0.89
M3 ]0.97/0.94 0.98/0.97 ]0.97/0.97 0.96/0.97/0.95
M4 ]0.95/0.92 10.97/0.95 (0.97/0.96 (0.93/0.94/0.92

models, temporal convolutional network and long short-term memory frame-
works, and convolutional neural network and vision transformer fusion models.
Reported results in the literature include 85% accuracy for Alzheimer’s disease
versus frontotemporal dementia classification in a stacked ensemble setting [2],
87.8% accuracy for the same task using classical machine learning with feature
selection [3], 83.0% to 87.3% accuracies across EEG topographic map-based deep
learning tasks [4], 80.34% multiclass accuracy in a temporal convolutional net-
work and long short-term memory framework [6], 80.23% multiclass accuracy in
a convolutional neural network and vision transformer fusion approach [7] and
97.8% accuracy in a graph-based Alzheimer’s disease classification study [8]. In
comparison, the best-performing model in the present work achieved 96% accu-
racy in the current experimental setting, suggesting that Hopfield-based archi-
tectures are competitive with previously reported EEG classification approaches.

At the same time, this comparison should be interpreted with caution because
the studies differ in dataset composition, number of subjects, preprocessing
pipelines, feature extraction procedures, class definitions, and validation strate-
gies. In particular, some prior work relies on leave-one-subject-out validation,
whereas others use k-fold cross-validation in task-specific binary classification
settings, which limits the direct comparability of reported accuracies. Further-
more, non-Hopfield baselines were not retrained under the identical experimen-
tal setting in the present work. For this reason, the current study does not
claim definitive superiority over classical machine learning methods or other
deep learning model families. Rather, the main conclusion supported by the
present experiments is that, within a standardized and controlled pipeline, the
more expressive Hopfield-based variants, especially M3, consistently outperform
simpler Hopfield-based alternatives. These findings indicate that modern Hop-
field layers are a promising architectural component for EEG-based dementia
classification, while also showing that their effectiveness depends strongly on the
surrounding network design.

4 Discussion

Differentiating between frontotemporal dementia (FTD) and Alzheimer’s disease
(AD) remains a significant challenge. In addition, EEG data are limited and diffi-
cult to acquire, and preprocessing remains particularly challenging. EEG signals



142 B. Bhamidipati et al.

contain substantial noise, making it difficult to completely filter out artifacts, and
capturing long-range temporal dependencies further complicates the analysis.

The experiments in this paper investigate integrating modern Hopfield net-
works into deep learning architectures. Modern Hopfield networks are highly
effective at storing and retrieving patterns and inherently incorporate attention
mechanisms. Integrating such networks could help learn complex associative pat-
terns that may be less effectively captured by conventional machine learning
algorithms or by existing deep learning architectures such as LSTMs and CNNss.

This paper proposes four deep learning model architectures integrated with
modern Hopfield networks and follows a data-driven, standardized approach to
classify neurodegenerative diseases. A thorough evaluation of all four models is
presented for both binary and multiclass classification tasks. The results demon-
strate that M3 outperforms the other models, likely due to its deep embedding
layers, use of regularization techniques, and residual connections. M4 shares
a similar backbone structure with the other models; however, it incorporates a
HopfieldLayer rather than a Hopfield module. Its performance falls between that
of M2 and M3. Notably, the results suggest that, even with a relatively shallow
architecture, M4 achieved better performance than simpler architectures without
Hopfield-layer integration [14].

We employed 5-fold cross-validation at the sample level due to the lim-
ited amount of available data. While this strategy enabled consistent evaluation
across all experiments, it may result in samples from the same subject appearing
in both the training and testing folds, leading to optimistic performance esti-
mates. For this reason, the reported results should be interpreted cautiously,
and subject-wise validation should be examined in future work. In addition, the
study is constrained by a relatively small dataset and class imbalance across
subjects. The present experiments also do not investigate the interpretability of
Hopfield networks through analysis of the stored patterns. Moreover, the evalu-
ation does not include classical machine learning baselines or non-Hopfield deep
learning baselines trained under the same preprocessing and testing pipeline.
Consequently, the findings primarily establish the relative behavior of the four
proposed Hopfield-based architectures rather than a definitive advantage over
other model families. Although the quantitative comparison with prior studies
indicates that the proposed approach is competitive, a fully controlled bench-
mark against conventional baselines remains an important direction for future
research.

5 Conclusion

This paper suggests that integrating modern Hopfield networks into deep learn-
ing models can enhance class separability and representation learning, both of
which are important for EEG-based pattern analysis. The results indicate that
M3 is the most effective among the four proposed Hopfield-based architectures
under the present experimental setting. While the findings are promising, further
validation across larger and more diverse clinical datasets is necessary. Future



A Modern Hopfield Network Approach 143

work should investigate subject-specific validation, include controlled compar-
isons with classical machine learning and non-Hopfield deep learning baselines,
and further explore the interpretability of modern Hopfield networks to improve
transparency and support deployment in real clinical workflows. Furthermore,
neural architecture search may provide a systematic way to identify more effec-
tive Hopfield-based configurations and to refine the design of future EEG-based
models for neurodegenerative disease classification.
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your intended use is not permitted by statutory regulation or exceeds the permitted
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